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Abstract 

Background:  

In health status assessment, patient-reported outcome (PRO) measures are tools used to elicit 

important and measurable information from patients to better understand the impact of health 

conditions on their lives. Such impacts are considered latent constructs, or variables that cannot be 

observed or measured directly. Instruments intended to assess latent constructs must satisfy certain 

development, psychometric, and scaling standards through the generation of both qualitative and 

quantitative evidence to demonstrate the adequacy of its measurement properties. Health-related 

quality of life (HRQOL), or the subjective perception of health, is a core concept within the field of 

PROs. The Short Form 36 (SF-36) is one of the most commonly used PROs used to assess health-

related quality of life (HRQOL). 

Objectives: 

To provide a better understanding of the performance and dimensionality of the SF-36 version 2 in a 

cross-sectional sample of patients with multiple sclerosis (MS) on an item, subscale, and higher-order 

factor structure level using different measurement methods grounded in classical test theory (CTT), 

factor analysis, and item response theory (IRT).  

Methods: 

This was a post hoc analysis of a cross-sectional dataset. Patients with MS were recruited to 

participate in an online survey asking a variety of questions related to their health and treatment 

seeking behaviors. The SF-36 was one of the questionnaires included in the survey. Items and 

individual subscales were evaluated using a multi-trait/multi-item correlation matrix to assess item-to-

subscale relationships, including item discriminant validity with other subscales. Unidimensionality 

for select SF-36 subscales was assessed through confirmatory factor analysis (CFA). Internal 

consistency reliability (Cronbach’s alpha) was evaluated for each subscale. Patient-reported 

disability, depression, and current symptom exacerbation status were evaluated relative to SF-36 

subscale scores to assess convergent validity, discriminant validity, and known-groups validity. 

Higher-order factor models of the SF-36 were tested to evaluate dimensionality of the instrument, 

including a two-factor second-order factor model, a bifactor model, and a statistical comparison 

between the bifactor model and its corresponding nested model. Unidimensionality was further 

evaluated through the use of graded response IRT models. The relative fit of traditional versus 

discrimination-constrained models was tested using a -2 loglikelihood ratio test, followed by an 

evaluation of item-level properties for fit (S-X
2 
statistics), local dependence, and further assessment of 

model parameters (discrimination parameters, location parameters, option response functions, and test 

information curves). Person location parameters were also estimated to compare scale information to 

the location of patients along the latent construct. 

Results:  

A total of 1,052 respondents completed the survey. Unidimensionality of individual subscales 

evaluated via CFA all had confirmatory fit indices (CFI) > 0.90, butroot mean square error of 

approximation [RMSEA] values all exceeded 0.08. All IRT graded response models showed a 

statistically significant improvement in model fit when item discrimination was freely estimated. 

Each subscale from the IRT models had at least one mis-fitting item across all unidimensional scales 

tested (S-X
2
 p-value>0.05), and nearly all subscales tested showed item pairs with signs of local 
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dependence. Cronbach’s alpha was >0.80 for all subscales except for General Health [GH] (alpha = 

0.78). SF-36 subscales most closely related to physical aspects of health status had the strongest 

relationship to disability status (physical functioning [PF], r = -0.82, and role physical [RP], r = -

0.57). Subscales more closely related to mental health had the largest effect sizes between patients 

with versus without depression (0.88 for mental health [MH] subscale) and the smallest effect sizes 

between patients reporting currently experiencing versus not experiencing an exacerbation of their 

symptoms (0.48 for role emotional [RE] subscale). Both CFA and IRT analyses showed lack of 

compelling evidence supporting unidimensionality upon combining items from the PF, RP, bodily 

pain [BP], and GH subscales to form the Physical-21, and upon combining items from the VT, role 

emotional (RE), social functioning (SF), and MH subscales to form the Mental-14. Higher-order 

factor models showed good model fit, with CFI>0.90 in all cases and lower RMSEA values than seen 

for the individual subscales (0.077 to 0.107). The bifactor model fit significantly better than its nested 

second-order version, however, the best-fitting (i.e., highest CFI and lowest RMSEA) higher-order 

factor model was the preliminary first-order model with eight first-order factors consistent with the 

eight subscales of the SF-36 (CFI=0.996, RMSEA=0.077, X
2 
= 3872.14, p<0.001). 

Conclusions: 

The SF-36 version 2 performed well when evaluated within the CTT framework, but both CFA and 

IRT methods revealed several limitations at the item and factor level across all subscales, due to item 

wording (i.e., positive versus negative), items not being sufficiently related to its latent construct, and 

local dependence of items within and across subscales. The appropriateness of equal weighting of 

responses to produce a single summary score for each subscale, as well as their further aggregation 

into the Physical Component Summary and Mental Component Summary scores should be 

reevaluated. 
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1 Introduction  

1.1 Topic 

The patient perspective has long been recognized as a critical factor in helping to optimize 

health care interventions, and more generally, to evaluate aspects of health which are not directly 

observed or measured. Patient-reported outcome measures (PROMs) are tools used to elicit important 

and measurable information from patients covering a broad range of health-related assessments that 

vary in breadth and scope (McKenna 2011). As the field of health outcomes has evolved, so has the 

quality standard for assessment tools such as patient-rated health status and wellbeing (Bjorner, 

Chang et al. 2007). The theories and models that have emerged over the past century to assist in the 

development and evaluation of educational and psychological assessments are now customarily 

applied to new and existing health status instruments in an effort to learn more about their 

measurement properties (i.e., reliability, validity, and interpretability) (Cappelleri, Lundy et al. 2014, 

Chen, Lenderking et al. 2014). 

Several prominent measurement models exist for the evaluation of unobservable, or latent, 

constructs. The first, classical testing theory (CTT), is based on true score theory, meaning that a 

person’s observed performance on an instrument is a function of his or her true performance on the 

instrument plus error (i.e., test score equals true score plus error). This model is simple, although it 

has considerable limitations in that all items are assumed to be equivalent to one another and 

contribute equally to latent trait estimation. In addition, test properties are item and sample dependent 

such that the properties of the item will vary each time it is administered (Embretson 2000). Factor 

analysis offers a more comprehensive understanding of the individual items’ relationship with one 

another and helps to inform measurement model structure when a more parsimonious conceptual 

understanding of the measured variables (i.e., number of common factors) is needed (Fabrigar, 

Wegener et al. 1999). Confirmatory factor analysis (CFA), a subset of structural equation modeling 

(SEM), further builds upon methods to understand item and test properties by estimating individual 
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item and test parameters and providing rigorous ways to test global and local aspects of measurement 

model fit (Brown 2015). Item response theory (IRT) is another type of model-based measurement in 

which trait level estimates depend on both persons’ responses and on the properties of the items that 

were administered. When IRT is appropriate and when there is model-data fit, IRT offers advantages 

over CTT and accommodates categorical response options more easily than CTT methods 

(Embretson 2000, de Ayala 2009).  

A core concept within the field of patient-reported outcomes is that of health-related quality 

of life (HRQOL), or the subjective perception of health, defined previously as physical, mental, and 

social wellbeing (WHOQOL 1995). One of the most ubiquitous instruments used to measure HRQOL 

is the 36-item Short Form health survey questionnaire (SF-36). Comprised of 36 items, it represents 

the eight most frequently measured health concepts used in health surveys affected by disease and 

treatment (Ware, Snow et al. 1993, Ware 1995). Since its inception and subsequent evolution, the SF-

36 has resulted in hundreds of publications across diverse populations, providing a wealth of 

empirical information about its measurement properties and HRQOL scores (Turner-Bowkerv D.M. 

2002, Fortin, Lapointe et al. 2004, Bayliss, Rendas-Baum et al. 2012). Despite the vast amount of 

published literature focused on the SF-36, there remains ambiguity as to which methods should be 

utilized to assess its factor structure, calling into the question the dimensionality of this instrument 

(Wolinsky and Stump 1996, Keller, Ware et al. 1998, de Vet, Ader et al. 2005, Güthlin and Walach 

2007). The majority of measurement evidence comes from studies employing CTT methods; IRT 

applications have largely been limited to analyses of items within the physical functioning subscale of 

the SF-36 that only fit a more restricted type of IRT model (Haley, McHorney et al. 1994, McHorney, 

Haley et al. 1997, Raczek, Ware et al. 1998, Jenkinson, Fitzpatrick et al. 2001, Chang, Wright et al. 

2007, Hays, Liu et al. 2007, Taylor and McPherson 2007, Hsiao, Shih et al. 2015, Kim and So 2015). 

Additional research is needed to more comprehensively characterize the measurement properties of 

the SF-36 with respect to its dimensionality as well as individual item properties using more modern 

and robust evaluation methods. 
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This project seeks to apply measurement methods to the SF-36 instrument using previously 

collected data from patients with multiple sclerosis (MS). The SF-36 has been previously 

administered to this patient population and has generally been deemed an appropriate measure of 

HRQOL that addresses general health concepts considered relevant to patients with MS (Vickrey, 

Hays et al. 1995, Nortvedt, Riise et al. 1999, Freeman, Hobart et al. 2000, Forbes, While et al. 2006). 

While a substantial body of SF-36 measurement data pertaining to the MS population has been 

published, to the author’s knowledge, no research has assessed the factorial validity, or 

dimensionality, of the SF-36 in the MS patient population via confirmatory methods (i.e., 

confirmatory factor analysis). Measurement properties via IRT methods have not previously been 

reported beyond those noted above. Further analyses of the SF-36 using modern psychometric 

evaluation methods are warranted given its ubiquity in healthcare.   

The purpose of this research was to evaluate and compare CTT, factor analytic, and IRT 

methods using the SF-36, a widely utilized HRQOL instrument. While consideration will be given to 

the nature of the sample as the study is designed and executed, the primary intent is to explore 

methods and applications of CTT, factor analysis, and IRT. The data were collected among MS 

patients, but the performance of the SF-36 is the primary focus, rather than the population from which 

the data were derived.   

1.2 Background 

1.2.1 Measurement of Latent Constructs in Outcomes Research  

In any field of study, theories and models provide frameworks for defining and expressing 

relationships among important variables and understanding the role of error in order to make 

predictions or inferences about the phenomena around us (Hambleton 2000). The field of 

measurement, as it applies to unobservable, or latent, variables, or constructs, is certainly no 

exception. A latent variable, or latent construct, is a variable that cannot be observed or measured 

directly and is therefore, theoretical in nature. Latent variables are commonly encountered in the 

behavioral sciences and include unobservable constructs such as depression or cognitive function 
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(Byrne 1998). The existence of such an unobserved variable may be inferred from behavioral 

manifestations, or manifest variables, to provide an operational definition of the latent construct. 

Thus, indicators believed to accurately represent the unobservable variable are captured instead to 

measure the latent construct (de Ayala 2009). Latent constructs exist across multiple disciplines of 

science, most notably in the fields of education, psychology, and health status evaluation. 

Measurement models have been developed and exist in order to help create, evaluate, and refine 

instruments that aim to measure phenomena that are unable to be measured directly (e.g., 

mathematical proficiency, anxiety, physical functioning). 

In health status assessment, patient-reported outcome measures (PROMs) are tools used to 

elicit important and measurable information from patients (McKenna 2011). They cover a range of 

outcomes including symptom impact, functioning, general health perceptions, reports and ratings of 

health care, and health-related quality of life (HRQOL), a multi-dimensional concept that focuses on 

the impact health status has on quality of life (Carol Estwing Ph.D. and Ferrans 2004). Instruments 

may be generic in nature (designed to be used in any disease population and cover a broad aspect of 

the construct measured) or disease-specific (developed specifically to measure those aspects or 

outcomes that are particularly relevant or important for a group of people with a particular medical 

condition). PROMs that assess a single construct are termed unidimensional, while those that measure 

multiple constructs are considered multidimensional (Patrick and Deyo 1989, Meadows 2011).  

Capturing the patient’s perspective through the use of PROMs helps to quantify and better 

understand the impact of health conditions on patients’ lives, the perceived benefit of health care 

interventions, and can play an important role in the drug approval process (Cappelleri, Lundy et al. 

2014). As with any assessment tool for the measurement of latent constructs, the extent to which the 

instrument is considered appropriate to use must be demonstrated empirically. In addition to having a 

sound theoretical basis and relevance to the population in which it is being administered, PROMs 

must satisfy certain development, psychometric, and scaling standards. This requires the generation of 

both qualitative and quantitative evidence demonstrating the adequacy of the instrument’s properties. 
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Such “evidence” is most commonly referred to as the extent to which an instrument demonstrates that 

it possesses characteristics demonstrating validity and reliability for a particular context of use. The 

way in which these concepts are operationalized varies with respect to which measurement theory, or 

model, is being applied and will be described further in Section 1.3, however a brief description will 

follow here. 

The most common way to conceptualize reliability and validity is to consider the latent 

construct a researcher is trying to measure. Reliability pertains to the consistency, or accuracy with 

which the instrument is able to target the latent construct, while validity pertains to how well the 

instrument captures, or taps into, the appropriate latent construct (Guyatt, Feeny et al. 1993, Terwee, 

Bot et al. 2007). Validity refers to the degree to which evidence and theoretical rationales support the 

adequacy and appropriateness of inferences and actions based on test scores and other modes of 

assessment (Messick 1993, Sireci 2009). The concept of validity has evolved significantly throughout 

history, and some disagreement prevails with respect to how it is operationalized in instrument 

evaluation as well as the terminology used to describe the validation process (Lissitz and Samuelsen 

2007, Sireci 2007). It is important to note that while the focus of this research will primarily be 

quantitative in nature, the extent to which an instrument demonstrates validity in a given context of 

use relies substantially on the qualitative research and resulting conceptual framework developed for 

the latent trait of interest. Guidance for the development and evaluation of health status assessment 

tools has made significant strides over the past several decades (Cella and Chang 2000). In the case of 

PROMs in health outcomes research, the International Society of Pharmacoeconomics and Outcomes 

Research (ISPOR) has developed two reports that detail the qualitative methodology required to 

establish content validity of a PRO measure, which they view as a key consideration for the 

development of PROMs (Patrick, Burke et al. 2011, Patrick, Burke et al. 2011). Although many of the 

recommendations for quantitative evaluation of PROMs resides within the CTT framework, newer 

guidance has started to provide direction using alternative measurement models, primarily that of IRT 

(Reeve, Hays et al. 2007, Cappelleri, Lundy et al. 2014, Chen, Lenderking et al. 2014).  
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The research described here is focused on the SF-36, a well-established instrument used in 

health services research backed by substantial amounts of qualitative and quantitative research (Ware 

and Sherbourne 1992, Hays, Sherbourne et al. 1993, Stewart 1995, Ware and Gandek 1998, Turner-

Bowkerv D.M. 2002). Thus, the concentration herein will be on the models developed to support the 

quantitative investigation of the properties of items and the overall scores obtained from measures, 

rather than the qualitative conceptualization of the constructs of interest and their definition through 

observable indicators (i.e., items). The considerations above are raised to illustrate the importance of 

capturing the appropriate indicators to define a latent construct and to emphasize that instrument 

development should be considered an iterative process: items reflecting the latent construct are 

developed and data are gathered to examine whether scores can indeed be interpreted the way the 

researcher had hoped. The following section will provide a high level overview of the different 

measurement theories, or models of interest, which will be further expanded upon in Section 1.3. 

1.2.2 Overview of Measurement Theory 

The measurement models referred to above and later described in detail in Section 1.3 were 

developed to help develop and improve survey assessments. In the PROMs space, a wealth of 

literature exists comparing and contrasting two “measurement theories” of interest, namely, CTT and 

IRT (Cella and Chang 2000, Hambleton 2000, Hays, Morales et al. 2000, Edelen and Reeve 2007). 

To place these theories into better context within the field of measurement, it is important to note that 

test theory is a general collection of statistical models for evaluating the development and use of 

instruments. There are essentially three branches of measurement models for latent traits, all of which 

are inter-related: CTT, confirmatory factor models (i.e., linear factor models, which uses structural 

equation modeling [SEM] methods), and item response models (i.e., nonlinear factor models) (Bollen 

and Lennox 1991, Lu, Thomas et al. 2005, Kohli, Koran et al. 2015, Raykov and Marcoulides 2015). 

Of note, exploratory factor analysis (EFA) and principal components analysis (PCA) are related to 
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confirmatory factor models, however, they do not allow for focused testing of specific hypotheses 

(Fabrigar, Wegener et al. 1999). 

The three branches of measurement models differ in how they refer to the latent trait. In the 

case of CTT, the latent trait is referred to as the “true score” and the unit of analysis is the entire 

instrument, or test, in question, where the raw score obtained from the instrument (X) is the sum of 

the true score (T) and a random error component (E). The true score can theoretically be found by 

taking the mean score that the person would get on the same test if it were administered to them an 

infinite number of times, which does not occur in actual practice. Thus, the true score is a 

hypothetical, yet central aspect of CTT (Kline 2005). Reliability is conceptualized as something that 

pertains to a sample of persons (rather than a single person’s data) by expressing it in terms of 

variance; specifically, the proportion of variance due to the “true score” out of the total variance 

(Traub and Rowley 1991). In the CTT framework, this estimate of reliability may be used to estimate 

a standard error of measurement, or a plausible value for the standard deviation of the distribution of 

errors for any given subject to whom the test was administered (Harvill 1991).  

The remaining measurement models can all be categorized as a family of LTMMs that refer 

to the latent trait as the “factor score” in the case of confirmatory factor models, and “theta” in the 

case of item response models. In both of these latter cases the unit of analysis is the item. These 

models overcome some key limitations of CTT, which is the inability for CTT to estimate both the 

subject and item location along the continuum of a latent trait (Hays, Morales et al. 2000). In other 

words, CTT scores are instrument and sample-dependent: the total score obtained does not provide 

any information about the characteristics of the individual items and does not possess the property of 

invariance (i.e., in the CTT framework total scores will vary according to whom the instrument is 

administered) (Gulliksen 1950, Reise, Widaman et al. 1993). There is no way to explicitly test the 

dimensionality of an instrument, and reliability is not only a function of true score and error variance, 

but also a function of the number of test items. Thus, the reliability estimate will always increase as 
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items are added to an instrument, regardless of their merit and relevance to the latent variable (Sijtsma 

2009, Hoffman 2014).  

Confirmatory factor models and item response models take both items and subjects into 

consideration to predict item response. A confirmatory factor analysis (CFA) is a linear model in 

which predicts item response from a subject’s location on the latent trait (i.e., factor loading). 

Conversely, IRT models are generalized non-linear models that predict the probability of item 

response from a given location on the latent trait. Probability is bound by zero and one, creating a 

nonlinear, s-shaped logistic curve whose shape and location is dictated by the estimated item 

parameters that describe the item response function. Table 1-1 summarizes and provides a comparison 

of the key parameters of interest for all the measurement frameworks summarized above which are 

used to help evaluate an instrument. These are explained in more detail in Section 1.3.  

Table 1-1. Comparison of Parameters of Interest: Classical Test Theory, Confirmatory Factor Analysis, 

and Item Response Theory (Embretson 2000, de Ayala 2009, Brown 2015) 

 CTT CFA IRT 

Latent Trait Estimate 

True Score (linear 

relationship between score 

and latent trait) 

Factor Scores (or 

relationship between 

factor scores) 

Theta (location of 

subject along latent 

trait) 

Item Difficulty 

Parameter (location on 

latent trait metric) 

Item Mean (sample 

dependent) 

Intercept of linear 

regression equation 

(sample independent) 

Value of Theta at which 

probability of response 

is 50% 

Item Discrimination 

Parameter (strength of 

relationship between 

item and latent trait) 

Correlation of item with 

total score (sample 

dependent) 

Factor Loading (slope, 

sample independent) 

Slope (discrimination, 

sample independent) 

Dimensionality 

Considerations 

Unidimensionality 

implicitly assumed 

Dimensionality may be 

specified and tested 

Dimensionality may be 

specified and tested 

Measurement Error 

Assumed constant for all 

items within the same 

instrument across all 

subjects 

Assumed constant across 

the latent trait (but varies 

for each item) 

Varies across the latent 

trait and for each item) 

 

Although LTMMs have been well established for over half a century, the field of health 

services research has only recently started to incorporate these methods as a part of PROM 

evaluation, with many researchers continuing to rely on the use of CTT to assess an instrument’s 

measurement properties (Bollen and Lennox 1991, Embretson 1996, Hays, Morales et al. 2000, 
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Streiner 2003). While both CTT and LTMM, particularly IRT, can each provide valuable information 

when quantitatively assessing a PROM, the use of IRT methods offer a number of advantages when 

used appropriately. Rather than focusing on tests and scales in their entirety, IRT helps to instead shift 

the attention to individual items and the incremental information they provide (Cella and Chang 

2000). Optimal measurement of well-defined health dimensions requires full coverage of the 

underlying constructs being measured, and this is perhaps one of the areas where IRT offers the 

greatest advantage over traditional measurement methods. IRT-based assessment has the potential to 

make assessment briefer, more flexible, more efficient, and more precise than conventional CTT 

approaches. This may be accomplished through the pre-selection of items most appropriate to the 

population being studied and by computerized adaptive testing (CAT) (Cella and Chang 2000). IRT 

differs from CTT in that IRT defines a scale for the underlying latent variable being measured by a 

set of items that may be calibrated with respect to the same scale. This allows for the ability to link 

multiple test forms that measure the same construct and have some degree of item overlap with 

respect to their location on the latent trait. If item parameters are known and calibrated for a given 

population, comparable scores on a given construct may be calculated for respondents from that 

population who answered only a subset of the items. In the case where item parameters are not known 

prior to administration, they may be estimated based on responses to items from multiple test forms, 

both unique and overlapping, as if they were comprised of a single scale (Embretson 2000, Edelen 

and Reeve 2007). In this way, larger item banks may be developed which may provide the 

underpinnings for a CAT-based derivation of the “best” measure for the application at hand, whether 

it be with the development of multiple item banks, one large common item bank, or both. 

A concerted effort towards developing a PRO measurement information system to better 

evaluate latent trait location across multiple patient populations was initiated in 2004 by the National 

Institute of Health (NIH) in collaboration with academic-based primary research sites and a statistical 

coordinating center. NIH has provided ongoing funding for the creation of PRO item banks to support 
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a publically available data collection and analysis system to facilitate CAT-based based assessment of 

self-reported symptoms and other domains of HRQOL across a range of chronic diseases (Hays and 

Lipscomb 2007). Known as the Patient-Reported Outcomes Measurement Information System
®
 

(PROMIS
®
), this was a component of NIH’s Roadmap Initiative project on Dynamic assessment of 

Patient-Reported Chronic Disease Outcomes. This initiative aims to provide clinicians and 

researchers access to efficient, precise, valid, and responsive adult and child–reported measures of 

health and well–being. PROMIS hopes to create and disseminate qualitative and quantitative 

methodological standards for development and validation of PROMIS instruments that may continue 

to grow and inform the research community to facilitate their adoption in research, clinical practice, 

and policy (PROMIS). 

IRT methods have continued to evolve and become more widely understood and accepted in 

the health outcomes space. From a computational perspective, analytic software tools are more 

readily available to conduct IRT analyses that were previously too complicated to compute. 

Researchers can use this opportunity to evaluate existing PROMs to learn more about their 

measurement properties and resulting strengths and limitations. The SF-36, developed nearly 20 years 

ago, continues to be used across a variety of different populations (Hays, Sherbourne et al. 1993, 

Stewart 1995, Ware, Bayliss et al. 1996, Ware, Kosinski et al. 1998, Ware 2000, Turner-Bowkerv 

D.M. 2002). A better understanding of IRT methodology, along with the computational ability to 

apply its models to a given dataset, provide an opportunity to revisit the measurement properties of 

the SF-36 from a broader perspective and better understand how its items may contribute to informing 

a patient’s health status along a latent trait. 

1.2.3 The Medical Outcomes Study Short Form 36 

The SF-36 is a multi-purpose, short-form health survey with 36 questions that yields an eight-

scale profile of functional health and wellbeing as well as physical and mental health summary 

measures and a preference based health utility index. The evolution of the instrument may be 
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attributed to several major health studies spanning the 1970s to the late 1990s. Some of the more 

notable health studies included The Medical Outcomes Study (MOS) and the International Quality of 

Life Assessment (IQOLA) project. The MOS was a four-year longitudinal, observational study of the 

variations in practice styles and of the health outcomes for chronically ill patients from the practices 

of 362 medical clinicians, 161 mental health providers, and 23,000 patients. It began in 1981 at the 

University of Chicago and was continued at the RAND Corporation and Tufts-New England Medical 

Center, with institutional collaborators from the University of Washington and Dartmouth Medical 

School. The MOS provided the opportunity for a large-scale test of the feasibility of self-administered 

patient questionnaires and generic health scales for those with chronic conditions (Tarlov, Ware et al. 

1989, Ware and Sherbourne 1992, Ware, Bayliss et al. 1996). The IQOLA project was subsequently 

initiated in 1991 by the Health Institute at Tufts-New England Medical Center as an organized effort 

to expand the use of health status instruments globally. The primary purpose of IQOLA was to 

develop validated translations of a single health status questionnaire that could be used in 

multinational clinical studies and other international studies of health. The SF-36 Health Survey was 

elected as the measure to be used in translated in the IQOLA project because 1) it was considered to 

be a brief, comprehensive measure of generic health status that can easily be supplemented with other 

generic or disease-specific measures, and 2) research on preliminary translations suggested that it 

could be successfully translated into several languages. Over time, more countries began participating 

in the IQOLA project such that as of 2006 it was translated for use in more than 70 countries (Ware 

and Gandek 1998, Ware and Gandek 1998, Ware, Kosinski et al. 1998).  

The SF-36 Health Survey was first made available in developmental form in 1988, and in the 

standard form in 1990 (Ware 1993). It is comprised of eight subscales (35 items total) that include 

physical functioning, role-physical, bodily pain, general health, vitality, social functioning, role-

emotional, and mental health, and is based on a four-week recall period. These eight subscales, or 

health domains, were derived from a group of 40 concepts captured in the MOS (Stewart 1995). 

Version 2 of the SF-36 was introduced in 1996 to improve upon the original version; these 
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modifications include improvements in wording of instructions and items, layout, and response 

choice categories (Ware 2007). The scoring process involves recoding item response values to 

determine health domain scale raw scores, followed by a transformation of each health domain’s raw 

score to zero to 100 scores. Norm-based scoring (NBS) algorithms were introduced for all eight 

scales using norms created from the 1998 National Survey of Functional Health Status (Ware 2000). 

The second version of the SF-36 was again re-normed in 2009 to provide more current US general 

population comparison data (QualityMetric 2011). NBS allows for all scores to be linearly 

transformed following the scoring steps described above such that the mean is equal to 50 and the 

standard deviation is equal to 10 for the component summary measures. Specifically, two summary 

scores may be derived from the norm-based scores of the domains: the Physical Component 

Summary (PCS) score and the Mental Component Summary (MCS) score. The PCS and MCS scores 

range from one to 100, with higher scores indicating better health. Thus, scores above 50 suggest 

better physical or mental health, and scores below 50 suggest worse physical and mental health than 

the general population. Norming may also be applied to each of the eight subscales. This allows for 

direct comparison of all scores to one another as well as to outcomes of the population from which 

the norms were derived. The SF-36 is suitable for self-administration and for computer administration 

to anyone over 14 years of age, and has been used successfully in general population surveys as well 

as in patients with specific diseases (Ware 2007). The SF-36 health survey (Version 2) and detailed 

scoring procedures, including appropriate imputation methods, are outlined in Appendix A and 

Appendix B.    

The SF-36 is one of the most commonly used generic measures for health-related quality of 

life (Ware and Sherbourne 1992, Hays, Sherbourne et al. 1993, Ware, Snow et al. 1993). Since its 

inception and subsequent evolution, it has resulted in hundreds of publications across diverse 

populations, providing a wealth of empirical information about its measurement properties and 

assessing HRQOL across diverse patient groups (Turner-Bowkerv D.M. 2002, Fortin, Lapointe et al. 

2004, Bayliss, Rendas-Baum et al. 2012). The focus of this research will be primarily focused on the 
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factor structure and measurement properties of the SF-36, rather than the populations in which it has 

been tested (with exception of the MS population). Thus, a brief history of the literature related to 

these aspects of the SF-36 will be presented here. 

The measurement model underlying the construction of the SF-36 Health Survey multi-item 

health scales and component summary measures proposed by the developers is presented below in 

Figure 1-1. The model has three levels: a) items, b) health domain subscales that aggregate items, and 

c) component summary measures that aggregate the health domain scales. The aggregates of the 

health domain scales are referred to as component summary measures, and were derived and scored 

using principal components analysis (PCA which may be considered a subset of exploratory factor 

analysis [EFA], described briefly below and in more detail in Section  1.3). Although they reflect the 

two broad components or aspects of health (physical and mental), all of the eight health domain scales 

are used to score both component summary measures. All but one of the 36 items (item number 2, 

self-reported health transition) is used to score the eight health domain scales (Ware, Snow et al. 

1993). The developers report that factor analyses of correlations among the eight health subscales of 

each version of the survey have consistently identified two factors. Three subscales (physical 

functioning [PF], role physical [RP], and bodily pain [BP]) correlate most highly with the physical 

component and contribute most to scoring of the PCS measure (Ware, Kosinski et al. 1995, Ware 

1995, Ware, Kosinski et al. 1998). The MCS score correlates most highly with the mental health 

(MH), role emotional (RE), and social functioning (SF) scales, which contribute most to the scoring 

of the MCS measure. Three of the scales have noteworthy correlations with both components: vitality 

(VT), general health (GH), and social functioning (SF) (Ware 2007). 
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Figure 1-1. SF-36 Health Survey Measurement Model 

 

The developer’s original method for deriving the PCS and MCS scores involved principal 

components extraction with orthogonal correlation (described further in Section  1.3) to produce factor 

score coefficients used to compute the summary scores (Ware 1995). As part of the IQOLA project, 

the developers later used SEM methods to test the construct validity of the SF-36 and establish 

whether this generic measure of health status can be translated with comparable validity from one 

country to another. Four different higher-order factor models were tested. The eight first-order factor 

structure of the SF-36 was confirmed, and the SEM analyses supported a single, third order “health” 

factor that explained the correlation between physical and mental health. However, they also 

acknowledged the presence of a third second-order factor caused by the GH and VT subscales, which 

typically have mixed factor content, and concluded that this finding could be interpreted as the 

potential presence of “general well-being” as a third second-order factor that would point to amore 

comprehensive conception of health underlying the content of the SF-36 (Keller, Ware et al. 1998).  

It is important to note that the developer’s method by which the factor structure and resulting 

measurement model, along with how the component summary measures were derived, have been 

extensively studied and in some cases, scrutinized. De Vet and colleagues performed a systematic 

review to conduct a critical assessment of the use of factor analytic techniques in the construct 
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validity of the SF-36. They purport that the choice of the method of factor analysis (exploratory vs. 

confirmatory) is crucial (de Vet, Adèr et al. 2005). When no clear-cut theories about the factor 

structure (number of dimensions and their mutual associations) exist, the factor structure of an 

instrument may best be investigated by means of exploratory factor analysis (EFA). The number of 

plausible models might be so large that it would be impractical to specify and test each one in CFA. 

However, when there is sufficient theoretical and empirical basis for a researcher to specify the model 

or small subset of the models that is the most plausible, CFA is likely to be a better approach. CFA 

allows for focused testing of specific hypotheses about the data and minimizes the risk of making 

aberrant conclusions based on chance characteristics of the data (Fabrigar, Wegener et al. 1999). A 

more detailed description of CFA and EFA are described in Section  1.3). In the case of de Vet et al, 

EFA was considered appropriate if the aim of the study (according to the authors) was to examine the 

factor structure of the SF-36 in a patient population or language in which the SF-36 had not yet been 

used, without a prior hypothesis. Conversely, if the aim of the study was to confirm the existing first-

order eight-factor structure or the second order two-factor structure, CFA was considered to be more 

appropriate. Of the 28 studies identified from the literature search, only six studies performed a CFA, 

and in the majority of cases in which EFA was performed (15 of the 23 studies), the authors 

concluded that CFA would have been more appropriate (de Vet, Adèr et al. 2005). In the research 

presented here, the intent will be to confirm the hypothesized factor structure of the SF-36. This, in 

conjunction with the empirical information supporting a somewhat consistent factor structure (with 

some variations/aberrations from that proposed by the developers), warrants the use of CFA to best 

align with the objectives of this study. An overview of findings from previous research that has been 

conducted using confirmatory (not exploratory) framework will be discussed in the subsequent 

paragraph. 

Simon and colleagues recommended caution in the interpretation of the PCS and MCS 

scores, as they found that the summary scales did not always reflect the scores obtained from the 

underlying health scales. This was found to be the case for those whose condition or treatment had 
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strong effects on scales with negative scoring coefficients (Simon, Revicki et al. 1998). These 

findings were corroborated in an alternate dataset by Wilson and colleagues, who concluded that 

neither of the scoring methods based on EFA methods (orthogonal and oblique) produced summary 

scale scores by age group that adequately reflected the underlying subscales. PCS and MCS 

coefficients derived by SEM methods that were fit to the data using CFA more accurately reflected 

their underlying subscale scores (Wilson, Parsons et al. 2000). In another study, a survey comprised 

of health system employees concluded through the use of CFA that while the second-order factorial 

structure was supported, the Mental and Physical Health components are not independent, contrary to 

the orthogonal rotation performed by the developers to generate the PCS and MCS coefficients. 

Correlations between the component summary scores were also found in a German sample of 

neurologically impaired patients (Maurischat, Bestmann et al. 2004), as well as an evaluation study of 

acupuncture in general practice conducted in Germany between 1995 and 2000 (Guthlin and Walach 

2007). This has previously been attributed to the use of the z-values in calculating each subscale score 

to form a component scale (Taft, Karlsson et al. 2001). Specifically, this leads to significant 

interconnectedness between the component scales even though they are meant to be distinct, a 

problem which has been discussed at length in the literature (Reed 1998, Simon, Revicki et al. 1998, 

Ware and Kosinski 2001). With regards to the individual subscales, some (in particular, PF and MH) 

have been shown not to be reliable over distinct subgroups even within a healthy sample (Reed 1998). 

Reed and colleagues also found significant correlations among error terms, which was also 

demonstrated in a different analysis of the same study referenced above assessing the German version 

of the SF-36 in acupuncture patients (Walach and Güthlin 2001). Wolinsky and colleagues found an 

alternative nine-factor model, which they labeled “health optimism”, fit the data significantly better 

than the traditional eight-factor model in a clinical sample of disadvantaged, older, black, and white 

men and women. The originally proposed eight-factor model only fit when some of the constraints of 

the original model were relaxed (Wolinsky and Stump 1996). Numerous other confirmatory studies 

have been published to test the measurement model of the SF-36, most of which discover some 
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degree of inconsistency with that proposed by the instrument developers (Lewin-Epstein, Sagiv-

Schifter et al. 1998, Chern, Wan et al. 2000, Forero, Vilagut et al. 2013, Deng, Guyer et al. 2015). 

In a commentary response to de Vet et al’s systematic literature review described above (de 

Vet, Adèr et al. 2005), Fisher advocates for the application of Rasch analysis (a subset of IRT) instead 

of factor analysis, implying that the end of the era of factor analysis is near (Fisher 2005). In response 

to Fisher’s comments, de Vet and colleagues acknowledge that IRT-based methods have many 

advantages, in particular to assess the metric properties of unidimensional scales. They point out, 

however, that both exploratory and confirmatory factor analytic techniques are still useful in the 

validation process of measurement instruments. Factor analyses and IRT-based analyses should be 

considered complementary to one another, with factor analyses being a first step to assess how many 

factors may be distinguished in a measurement instrument and how the items are distributed over 

these factors. IRT-based analyses, however, are exceptionally well suited for a more detailed 

examination of each of the factors, such as scaling, calibration, measurement precision, and DIF (de 

Vet, Ader et al. 2005). This is indeed the perspective that this research will take in its approach to 

assess measurement properties of the SF-36 in this sample of MS patients. Factor analyses will be 

used to obtain a high level overview of the data structure, and IRT-based methods will follow to take 

a closer look at individual subscales and their item properties. An overview of existing literature 

reporting on findings from IRT-based analyses of the SF-36 follows. 

IRT-based methods applied to the SF-36 have primarily been conducted on the 10-item PF 

subscale using patients who participated in the Medical Outcomes Study. One study conducted by 

Haley and colleagues examined whether the PF subscale formed a hierarchical and unidimensional 

index that was reproducible across multiple patient groups. Their findings confirmed the content 

validity of the PF subscale as a measure of physical functioning and suggested that valid Rasch-IRT 

summary scores could be generated as an alternative to the current Likert summative scores. The 

overall sequence and scale values for the PF subscale compared favorably to other physical 

functioning item sequences with scale values derived from external sources. Thus, the data provided 
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direct support for use of a Rasch-based measure of physical functioning for the purposes of estimating 

physical functioning across populations and over repeated tests (Haley, McHorney et al. 1994). The 

same researchers produced another publication comparing the relative precision of Likert and Rasch 

scoring models, and found that the Rasch model was better able to discriminate between patients who 

differed in disease severity. Interestingly, while longitudinal tests of sensitivity to change did not 

appreciably favor one method over another, differences between scoring methods were most apparent 

in clinical groups whose scores most approximated the extremes of the score distribution. This is due 

to the fact that the Rasch scoring procedure estimates standard error for each possible score, resulting 

in smaller standard errors in the middle range of the latent trait and larger standard errors at the 

extreme ends (McHorney, Haley et al. 1997). A complement and extension to this research was 

conducted as part of the IQOLA project to examine the comparability of the PF subscale across 

different countries. Rasch procedures were used to compare six translations/English-language 

adaptations of the PF subscale. A composite reference, or model of the PF subscale derived from data 

across all seven countries, was also developed so that results for each country could be compared to 

the composite. Similar to McHorney and colleagues, the amount of precision gained using Rasch 

scaling techniques relative to standard Likert scoring was also examined in the six European 

countries. In general, strong scale congruence across the seven countries was demonstrated, and 

scoring algorithms based on the Rasch model for each country were superior to the current Likert 

scoring in tests of relative validity in discrimination among age groups in all countries. These cross-

cultural comparisons provide support for the general equivalence of the PF subscale as a measure of 

physical functioning across countries and translations (Raczek, Ware et al. 1998). The 10 PF subscale 

items from the Medical Outcomes Study were further evaluated to help inform the building of the 

PROMIS physical function item bank, which is one of the initial focuses of PROMIS (other HRQOL 

domains of focus include fatigue, pain, emotional distress, and social role/participation). Along with 

the 10 PF items in the SF-36, five additional items were selected for analysis. The authors concluded 

that while the 15 items provided reasonably good fit to a unidimensional IRT model that provided 
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satisfactory coverage of the lower levels of physical functioning, the items did not provide much 

information at higher levels of functioning. Of note, the analyses revealed that the model allowing the 

discrimination parameter to vary (i.e., a non-Rasch model, see Section  1.3.2) provided a better fit 

because the discrimination parameters varied across items (Hays, Liu et al. 2007). 

The PF subscale has also been analyzed using IRT model framework outside of the Medical 

Outcomes Study patient sample. One study assessed the unidimensionality of the PF subscale 

conducted in both a sample of patients with Parkinson’s disease as well as a sample of patients with 

motor neuron disease. The authors also sought to explore whether respondent burden could be 

reduced by administering subsets of items to certain patients on the basis of their responses to other 

items administered to them. This study found that not all items fit the assumed unidimensionality of 

the PF subscale (bending, kneeling, and stooping and bathing and dressing), and that some items were 

redundant and appeared to measure overlapping areas (moderate activities, walking half a mile, 

climbing one flight of stairs). The PF subscale data showed a hierarchy of items, but with some 

possible redundancy. In addition, the order of items was not the same between each of the patient 

samples, further causing some concern with regards to the unidimensionality of the subscale. As 

certain items were hierarchically ordered, the respondents concluded that not all respondents would 

need to answer all the items, particularly those with the greatest severity of disease (Jenkinson, 

Fitzpatrick et al. 2001). Another study evaluated the psychometric properties of the PF subscale of the 

SF-36 relative to the Health Assessment Questionnaire Disability Index (HAQ DI) in patients with 

psoriatic arthritis and rheumatoid arthritis using Rasch analysis. In general, while the data indicated 

that two instruments were measuring the same concept, the PF subscale demonstrated significant 

psychometric advantages: better item separation and less floor effects, and minor and less pronounced 

DIF between each of the arthritis types (Taylor and McPherson 2007). 

A small number of studies have evaluated the SF-36 using IRT framework beyond the 10-

item PF subscale. Chang and colleagues evaluated the dimensionality of the RAND-36, which differs 

from the SF-36 with regards to the scoring algorithm employed to obtain the summary scores, in a 



 

Dissertation Kristin M Khalaf  35 

sample of patients with cancer and HIV/AIDS. In the RAND-36, a physical health component score is 

derived from four of the eight subscales only, and the mental health component is derived from the 

remaining four subscales (in the case of the SF-36, each of the eight subscale scores contribute to the 

PCS and MCS scores with varying weights applied). Thus Rasch analysis was used to assess the 

extent to which items measure physical health and mental health as implied by the existing scoring 

systems. While the data confirmed the two dimensions of health, some of the items (social 

functioning, energy/fatigue, and general health perception scales) seemed to measure both physical 

and mental health. The authors concluded that due to the strong correlation between Rasch-derived 

physical and mental health person measures, the two dimensions could possibly be considered one 

measure of “health” when it is clinically useful to obtain a single summary score (Chang, Wright et 

al. 2007). These findings were somewhat consistent with another study conducted in opioid-

dependent patients to assess the unidimensionality of the SF-36 using Rasch analysis. These authors 

concluded that if three misfitting items from the PF subscale were excluded, the remaining 32 items 

of each subscale of the SF-36 represented a single construct (Hsiao, Shih et al. 2015). A final study 

evaluated the applicability of six of the SF-36 subscales (i.e., those containing at least three items) in 

a sample of elderly Koreans using Rasch analysis. Four of the six subscales contained at least one 

item that was incongruent with the rest of its subscale (9 items in total across the 4 subscales), 

implying that many of the items may not be appropriate for measuring health status in elderly 

Koreans (Kim and So 2015).  

1.2.4 Use of the SF-36 in the MS Population 

The SF-36 is one of the most commonly administered generic instruments administered to 

patients with MS. It has previously demonstrated validity and is generally considered to be an 

appropriate measure of HRQOL in this population, as evidenced by several studies that have 

employed the CTT framework to assess its measurement properties (Rothwell, McDowell et al. 1997, 

Freeman, Hobart et al. 2000, Hemmett, Holmes et al. 2004, Forbes, While et al. 2006). A study 
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examining the SF-36 in a population of MS patients found that the PF subscale of the SF-36 was 

highly correlated with the Kurtzke Expanded Disability Status Scale (EDSS, r= -0.86), which is the 

standard measure of disease progression reported in economic and clinical trial reports (Hohol, Orav 

et al. 1995, Hohol, Orav et al. 1999). Specifically, the PF subscale explained 73 percent of the 

variation in the EDSS, and some of the variation in SF (23 percent) and GH (21 percent) subscales 

(Nortvedt, Riise et al. 1999). The authors concluded that the SF-36 captures broad effects of MS that 

are not reflected in the EDSS and may be more appropriate when evaluating overall HRQOL or any 

type of intervention. IRT analyses of the SF-36 among patients with MS are scarce. Dallmeijer and 

colleagues (2007) used SF-36 data collected at six months as part of a three-year study on the 

functional prognosis of patients with various neurological disorders (post-stroke [N=198], 

amyotrophic lateral sclerosis [N=193], and MS [N=151]). The authors assessed unidimensionality of 

the PF subscale of the SF-36 and investigated the presence of DIF across the groups. They concluded 

that with the exception of one of the items administered to the amyotrophic lateral sclerosis group, all 

items in the PF subscale form a unidimensional scale, and that adjustments for DIF were 

recommended when comparing stroke with either amyotrophic lateral sclerosis or MS (however, 

amyotrophic lateral sclerosis and MS scores were appropriate to combine or compare) (Dallmeijer, de 

Groot et al. 2007). 

1.3 Theoretical Framework 

Prior to describing the purpose of this research and its associated objectives and hypotheses, an 

overview of the statistical theories and associated methods used in latent trait measurement modeling 

(LTMM) is provided below to introduce the topic. The application of these methods to the research 

project will be discussed in further detail. 

1.3.1 Introduction to the Measurement of Latent Traits  

The SF-36 is an instrument designed to measure HRQOL, which is something that cannot be 

directly observed or measured and is therefore considered to be latent. This research project will 
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compare and contrast different methods for evaluating the measurement properties of the SF-36 using 

data collected from patients with MS. Since latent traits cannot be directly measured, special 

considerations must be taken to evaluate them.  

Measurement in the past has been defined as “the assignment of numerals to objects or events 

according to rules. The fact that numerals can be assigned under different rules leads to different 

kinds of scales and different kinds of measurement” (Stevens 1946). This view of measurement, 

however, is rather limited. Beyond assigning numbers according to rules (i.e., labeling), measurement 

is a process by which an attempt is made to understand the nature of a construct. For example, 

sadness may be loosely defined as an emotional pain that may range from occasional feelings of 

disappointment and sorrow to severe depressive symptoms that may interfere with one’s ability to 

work, eat, sleep, and enjoy life. Since the very nature of sadness involves feelings, it is not possible to 

directly observe and is therefore deemed an unobservable, or latent, variable or construct. Although 

we cannot observe our latent variable, its existence may be inferred from behavioral manifestations or 

manifest variables (e.g., restlessness, appetite, productivity) that allow for several different 

approaches to measuring sadness (e.g., number of hours of sleep per night, caloric intake). Such 

methods, either individually or collectively, provide an operational definition of sadness, which 

specifies how we go about collecting our observations. In other words, our interest is in our latent 

variable and its operational definition is a means to that end (de Ayala 2009). 

A latent trait, therefore, is an unobservable ability or trait that researchers may attempt to 

measure with the use of models (specifically, LTMM), using observed behaviors or responses (i.e., 

indicators). The general principle guiding latent trait measurement is analysis of the variance across 

items. That is, the common part of the variance across items that measure the same thing is supposed 

to measure the latent trait. It is important to note, however, that not all constructs should use LTMM. 

Specifically, the relationship between a construct and a measure should be reflective rather than 

formative in nature. An overview of formative measures is beyond the scope of the discussion here, 

but in the case of reflective measurement, the construct of interest causes the change in the indicators 
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(i.e., items). The correlations between items are therefore very important and should be high; thus the 

aim is to try to maximize the overlap between interchangeable indicators. Theories are first developed 

to help explain the relationship between construct and indicator, and these theories shape how data 

will be collected. Items are essentially interchangeable; removal of an item will not change the nature 

of the construct. Constructs seen in the health and behavioral sciences (e.g., depression, mathematical 

proficiency, physical functioning) imply a reflective framework. One can measure someone’s level of 

depression through their responses to a variety of related items purported to measure that particular 

latent trait. LTMM is appropriate for reflective measures. This distinction is relevant in helping to 

provide rationale for the proposed methods employed subsequently in this particular body of research 

(Hoffman 2014). 

1.3.2 Methods for Measuring Latent Traits 

Key Concepts: Validity and Reliability  

The research objectives previously presented are related to evaluating reliability and validity 

of the subscales of the SF-36; thus, some key concepts related to these topics are described here. The 

most common way to conceptualize reliability and validity is to consider the latent construct a 

researcher is trying to measure. Reliability pertains to the consistency, or accuracy with which the 

instrument is able to target the latent construct, while validity refers to the degree to which evidence 

and theoretical rationales support the adequacy and appropriateness of inferences and actions based 

on test scores and other modes of assessment (Messick 1993, Sireci 2009). An instrument 

demonstrates validity if there is evidence that one has measured what they wanted to correctly. While 

the mathematical properties of a so-called latent trait of interest may be demonstrated and 

subsequently labeled, there is no way to ever establish whether an instrument is valid for a given 

context of use through a testable hypothesis. Thus, evidence supporting the validity of a measure can 

be accumulated but never fundamentally deemed to be “valid.” The extent to which an instrument 

demonstrates validity in a given context of use relies substantially on the qualitative research and 

resulting conceptual framework developed for the latent trait of interest (Patrick, Burke et al. 2011, 
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Patrick, Burke et al. 2011). Another way to think about reliability and validity is with respect to an 

instrument’s sources of error. Error may be random (i.e., due to many different sources), or it may be 

non-random (i.e., due to a constant source of variation that is measured consistently along with the 

construct). Reliability evaluates the extent to which an instrument demonstrates sufficient consistency 

for its intended usage. Thus random error compromises reliability. Validity is concerned with the 

extent to which an instrument measures what it is supposed to and may be compromised by non-

random error (Hoffman 2014).  

The concept of validity has evolved significantly throughout history, and some disagreement 

prevails with respect to how it is operationalized in instrument evaluation as well as the terminology 

used to describe the validation process (Lissitz and Samuelsen 2007, Sireci 2007). Validity is not a 

property of the scale itself and depends on usage or inferences. Traditional, CTT-based approaches to 

validity are largely external in nature. They depend on detecting expected relationships with other 

constructs, whose presence may or may not be due to problems with validity. Validity is typically 

categorized into different types that include criterion-related (includes predictive and concurrent), 

content, and construct. Criterion-related validity implies there is some known comparison (e.g., scale, 

performance, behavior, group membership) that is accepted as a relevant point of comparison to the 

construct of interest, an assumption that may limit the usefulness of this type of validity evidence. 

The difference between concurrent and predictive validity rests solely on the time at which the two 

measures are administered. An instrument used to measure depression may be administered during 

the same visit that the patient is being evaluated for clinical depression. The extent to which these 

outcomes are correlated is an assessment of concurrent validity. Assessing whether standardized test 

scores predict future college success is an example of predictive validity. Content validity evaluates to 

what extent a scale covers a latent construct in its entirety. In the health outcomes space within the 

CTT framework this typically requires clinical expertise (i.e., face validity) to ascertain whether the 

items sufficiently tap into the construct. This can also be evaluated by determining the amount of 

shared variance across items and/or within a scale using factor analytic approaches (Stewart 1990).  
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Construct validity is concerned with the extent to which the scale score can be interpreted as 

a measure of the latent construct within the desired context, and requires a theoretical framework 

from which expectations can be derived. There are a number of ways that construct validity may be 

inferred. Convergent and divergent validity are ways to determine whether the scale of interest is 

sufficiently similar or dissimilar, respectively, relative to other variables. Known-groups validity 

refers to a scale’s ability to discriminate between groups known to differ on the variable of interest. 

Using this approach, scale scores may be compared between groups of people that are known to have 

or that logically should have different loevel of the construct to determine whether the hypothesized 

difference is reflected in the scores of the two groups (Davidson 2014). For example, in the case of 

this research project, one would expect patients with a self-reported diagnosis of depression to score 

lower on subscales more strongly associated with mental health (known-groups validity). Similarly, 

higher self-reported disability status scores should be more strongly associated with poorer physical 

functioning subscale scores.  

To ensure that construct validity is being appropriately evaluated, the theoretical framework 

leading up to a scale’s development is critical (e.g., pilot testing), as well as evidence that the scale is 

reliable to begin with, as reliability precedes validity. Sound theoretical framework ensures that the 

hypothesized relationships with other variables are legitimate and that it is appropriate for the 

instrument to be administered in a particular sample of interest. Guidance for the development and 

evaluation of health status assessment tools has made significant strides over the past several decades 

(Cella and Chang 2000). In the case of PROMs in health outcomes research, the International Society 

of Pharmacoeconomics and Outcomes Research (ISPOR) has developed two reports that detail the 

qualitative methodology required to establish content validity of a PRO measure, which they view as 

a key consideration for the development of PROMs (Patrick, Burke et al. 2011, Patrick, Burke et al. 

2011). Although many of the recommendations for quantitative evaluation of PROMs resides within 

the CTT framework, newer guidance has started to provide direction using alternative measurement 

models, primarily that of IRT (Bollen and Lennox 1991, Embretson 1996, Hays, Morales et al. 2000, 
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Streiner 2003). 

It is important to note that measures are never considered validated; that is, the process of 

validation is ongoing and never complete. The measurement properties of a scale should continually 

be tested across all the contexts of use for which it is considered appropriate to ensure that its items 

are still temporally or culturally relevant, and that it continues to function the way it is supposed to. If 

the theory of the construct evolves, its dimensionality should also be reconsidered, along with the 

response anchors and overall structure (e.g., number of items). Finally, the fundamental basis of a 

sound instrument lies in the theory behind its development and the quality of its items. While the 

measurement models described here are tools to better understand its properties, they cannot help 

improve a scale in and of themselves (Stewart 1990). 

Classical Test Theory 

CTT may be viewed as a model with a more restrictive set of assumptions within a more 

general family of LTMMs. It is built on the conceptualization that that each observed score has two 

independent score components: a “true” score and a random “measurement error” score. The latent 

trait is referred to as the “true score” and the unit of analysis is the entire instrument, or test, in 

question, where the raw score obtained from the instrument (X) is the sum of the true score (T) and a 

random error component (E).  

𝑋 = 𝑇 + 𝐸  

By this logic, the true score can theoretically be found by taking the mean score that the person would 

get on the same test if it were administered to them an infinite number of times, which can never 

occur in practice. Thus, true score is a hypothetical, yet central aspect of CTT that ultimately aims to 

quantify reliability (Kline 2005). In practice, however, reliability is conceptualized as something that 

pertains to a sample of persons (rather than a single person’s data) by expressing it in terms of 

variance. The theory of true and error scores developed over multiple samplings of the same person 

holds over to a single administration of an instrument over multiple persons (Allen and Yen 1979). 

This concept is operationalized in terms of observed variance, which is the sum of true variance and 
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error variance. Reliability is simply the proportion of “true score variance” out of total variance (true 

plus error variance). The “true score” estimated in CTT is an internal characteristic of the test-taker; 

therefore true score variance is assumed to differ across samples. Error is an external characteristic 

(i.e., a function of both the test and the environment); therefore, error is assumed to be the same 

across samples. Reliability is a characteristic of the sample, not of a test. 

A common method by which reliability is assessed is through evaluating internal consistency, 

or Cronbach’s alpha, and refers to the consistency of results across items. In other words, how 

consistent are the results for different items within the same construct? Cronbach’s alpha is estimated 

by taking the average of all possible split half estimates of reliability, or correlations. Split-half 

reliability is assessed by randomly dividing up the items that comprise a single construct and 

calculating the correlation between the two total scores. The average of all possible split-half 

estimates would be equivalent to Cronbach’s alpha, as follows, where K refers to the total number of 

items, 𝑉𝑎𝑟(𝑥𝑖) is the variance of the 𝑖𝑡ℎ item in the scale calculated from the sample, 𝑆 is the 

observed total score, and 𝑆 =  ∑ 𝑥𝑖 (Traub and Rowley 1991): 

𝛼 =  
𝐾

𝐾 − 1
(1 −  

∑ 𝑉𝑎𝑟(𝑥𝑖)

𝑉𝑎𝑟(𝑆)
) 

In the CTT framework, this estimate of reliability may be used to estimate a standard error of 

measurement (SEM), or a plausible value for the standard deviation of the distribution of errors for 

any given subject to whom the test was administered, since we never actually know the error scores 

(Harvill 1991). The SEM is calculated as the mean of the standard deviations of obtained scores (𝑆𝐷) 

multiplied by the square root of one minus reliability (Linn and Gronlund 2000):    

𝑆𝐸𝑀 =  𝑆𝐷√1 −  𝛼 

The SEM may be considered an additional reliability statistic calculated from the reliability estimate 

that may provide more useful than the reliability estimate itself when making decisions about test 
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scores. The SEM’s usefulness arises from the fact that it provides a range of scores where the 

examinee’s true score probably lies (Brown 1999).  

While reliability assessed via internal consistency is the primary measurement outcome of 

interest for this research, other item properties that may be examined within the CTT framework 

include item difficulty and item discrimination. Difficulty refers to an item’s location on a latent 

metric, and is simply the item mean. Discrimination refers to the strength of relationship between an 

item and the latent trait, and is the degree to which the item differentiates among persons in the latent 

construct. This may be evaluated through assessing correlations with the total score (or with the total 

score without that item included). It is important to note that reliability is a precursor to validity given 

the assumptions of CTT. Specifically, the correlation between a test and an outside criterion cannot 

exceed the reliability of a test, or the square root of alpha. Consider a test with α = 0.81. The square 

root of 0.81, which is equal to 0.90, may be interpreted as the proportion of shared variance across 

items. This value (0.90) is also the highest correlation that may be observed with an external criterion 

since that is the maximum “true” variance that the measure can offer as relatable. Finally, while 

selecting items with the strongest inter-correlations may help to purify or homogenize a test, a 

“bloated specific” may result in which high reliability values are obtained potentially at the expense 

of construct validity (Cattell 1978, McDonald 1981, Kline 1986). 

There are several limitations associated with the CTT framework, and in particular the 

methods by which reliability is evaluated. The statistics that describe items in an instrument are 

sample dependent, and scores themselves are test dependent. CTT assumes a linear relationship 

between the total score and the latent trait. Cronbach’s alpha does not take into account the spread of 

the inter-item correlations and therefore does not assess the unidimensionality of the items. In fact, 

the theory behind Cronbach’s alpha assumes that the scale relates to a single latent variable, and 

therefore unidimensionality is implicitly assumed. A high estimate for alpha does not imply a 

unidimensional scale. In addition, the reliability coefficient is dependent upon two factors: the 
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average inter-item correlation, and the number of items. Thus, simply adding items to a scale will 

increase Cronbach’s alpha. Cronbach himself recognized the need to adjust for the number items, 

acknowledging that a quart of homogenized milk is no more homogenized than a pint of milk 

(Cronbach 1951, Cronbach and Shavelson 2004). Use of alpha as an index of reliability assumes tau-

equivalent items (i.e., that all items are equally discriminating and therefore equally related to the 

latent trait), and that item errors are uncorrelated. In addition, item responses are not included in the 

CTT model, which means there is no way to explicitly test unidimensionality. Finally, measurement 

error is assumed to be constant across the latent trait such that people whose scores lie on any location 

of the latent trait (e.g., mild symptoms vs. severe symptoms) are considered to be measured equally 

well (Lord and Novick 1968). 

Factor Analysis 

The research objectives and associated methods will be focused on applying different factor 

analytic technieques to the SF-36 and evaluating overall model fit. Factor analysis is a data reduction 

method that analyzes scales on an item level rather than a test level. Its purpose is to determine the 

number and nature of latent variables, or factors, that account for the variation and covariation among 

a set of observed measures. Such observed measures are intercorrelated because of the underlying 

construct, a property known as local independence (Vermunt 2004). Theoretically, the removal of the 

latent construct will result in all intercorrelations among the observed measures to be zero. Thus, 

factor analysis attempts a more parsimonious understanding of the covariance among a set of 

indicators (Brown 2015). There are a number of variations of factor analysis, all stemming from the 

common factor model, which postulates that each indicator in a set of observed measures is a linear 

function of one or more common factors and one unique factor. This method partitions the variance of 

each indicator into common and unique variance, as well as random error variance (Thurstone 1948). 

Two main types of analyses are based on the common factor model: exploratory factor analysis 

(EFA) and confirmatory factor analysis (CFA). CFA is a type of structural equation modeling (SEM) 

that deals specifically with measurement models.   
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Principle components analysis (PCA), is considered by some to be a variation of EFA, while 

others consider it an entirely distinct data reductive method (Fabrigar, Wegener et al. 1999, Preacher 

2003). While EFA and CFA stem from the common factor model, PCA relies on a different set of 

quantitative methods, and does not differentiate common and unique variance (i.e., random error is 

included in the components). The utility of PCA lies in data reduction. In PCA, the component is the 

outcome built from linear combinations of the observed indicators; thus, PCA is more appropriately 

used as a data reduction technique to reduce a larger set of measures to a smaller number of 

composite variances for use in subsequent analyses. PCA analyzes common and unique sources of 

variance (including random error) in the indicators to maximize the variance accounted for; it does 

not find groups of indicators that measure the same thing. As a result, PCA is not a testable 

measurement model; thus there is no way to know whether the researcher has included the correct 

variables as part of the component. The use of PCA as a factor analytic strategy has been associated 

with limitations that may lead to the misinterpretation of findings that has been demonstrated 

empirically (Snook 1989, Gorsuch 1990, Velicer and Jackson 1990, Widaman 1993, Kim 2008). 

These studies have shown that differences between component and common factor representations 

are often noted, particularly when too many components or factors are extracted. In addition, PCA 

often produces higher loadings compared to factor analysis because they include both common and 

unique variance. Although PCA is commonly used in the social and behavioral sciences, compelling 

arguments have been made against its use for scale development and construct validation, with some 

recommending to avoid the use of PCA altogether unless the researcher is specifically interested in 

data reduction (Fabrigar, Wegener et al. 1999, Preacher 2003). When the goal of the analysis is to 

identify latent constructs underlying measured variables, PCA is unlikely to be appropriate (Cattell 

1978, Gorsuch 1983, McDonald 1985, Mulaik 2009). Factor analysis is the method of choice when 

the researcher wishes to characterize patterns of covariation among observed variables in terms of the 

influence of one or more unitary, latent constructs (Widaman 1993). 
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EFA and CFA are based on the common factor model, and both seek to represent the 

structure of correlations among measured variables using a relatively small set of latent variables. In 

the common factor model, variance can be partitioned into common variance (variance accounted for 

by common factors) and unique variance (variance not accounted for by common factors). Unique 

variance may be further subdivided into specific and error components that represent sources of 

systematic variance specific to individual measured variables and random error of measurement, 

respectively (Preacher 2003). The primary purpose of EFA is to determine the nature of and the 

number of latent variables (i.e., factors) that account for observed variation and covariation among a 

set of observed indicators, or items. In other words, the factor is the predictor that is thought to be the 

cause of the observed indicators. Its purpose is to predict the correlations between items; therefore, 

EFA is a testable model. The existence of measurement error in observed measures are 

acknowledged. That is, a researcher can test to how well the covariance among the observed 

indicators approximates the covariance among the predicted indicators. In EFA the factor explains the 

covariance between the items. This is in contrast to PCA, which is simply combining indicators to 

produce a set of uncorrelated linear composite outcomes that may be used in lieu of all the individual 

indicators. The model does not explain the correlation between indicators and is therefore not 

solvable. While PCA analyzes all the variance in the indicators, EFA only analyzes the common 

variance (i.e., covariance) in the indicators, and therefore begins with a reduced correlation matrix 

(Fabrigar, Wegener et al. 1999, Reis and Judd 2000, Preacher 2003).  

Although the two methods described above (PCA and EFA) are conceptually and 

mathematically distinct, they are both exploratory in nature, a characteristic that sets EFA apart from 

CFA. While both EFA and CFA aim to reproduce the observed relationships among a group of 

indicators with a smaller set of latent variables, they differ fundamentally by the number and nature of 

a priori specifications and restrictions made on the factor model. EFA is a data-driven approach, such 

that no specifications are made in regard to the number of factors or the pattern of relationships 

between the common factors and the indicators (i.e., factor loadings). Rather, EFA is employed as an 
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exploratory or descriptive technique to determine the appropriate number of common factors, and to 

uncover which measured variables are reasonable indicators of the various latent dimensions (e.g., by 

the size and differential magnitude of factor loadings). In CFA, all aspects of the model are pre-

specified. The researcher specifies the number of factors and the pattern of indicator-factor loadings 

in advance, as well as other parameters such as those bearing on the independence or covariance of 

the factors and indicator unique variances. The pre-specified factor solution is evaluated in terms of 

how well it reproduces the sample correlation (covariance) matrix of the measured variables (Brown 

2015). Unlike EFA, CFA requires a strong empirical or conceptual foundation to guide the 

specification and evaluation of the factor model. EFA should only be used in situations when the 

researcher has relatively little theoretical or empirical basis to make strong assumptions about how 

many common factors exist or what specific measured variables these common factors are likely to 

influence. When there is sufficient theoretical and empirical basis for a researcher to specify the 

model or small subset of models that is plausible, CFA is likely to be a better approach as it allows 

for focused testing of specific hypotheses about the data (Fabrigar, Wegener et al. 1999). Model fit 

may be judged using global model fit tests, and the significance of item loadings and error variances 

and covariances may be tested, along with the appropriateness of imposed model constraints or model 

additions via tests for change in model fit (Brown 2015).  

Relative to CTT, factor analytic methods, in particular CFA, offer substantial advantages over 

CTT. In the CTT framework, the unit of analysis is the whole test (item sum or mean), and the 

resulting total score represents the latent trait itself. As a result, this model requires restrictive 

assumptions about the items, namely, that all the items have equal factor loadings (i.e., tau-equivalent 

items) and are therefore exchangeable such that individual item properties are not taken into account. 

With CFA, the unit of analysis is the item (not the whole test), and the model describes the 

relationship between each item and an estimated latent trait. Tau-equivalence is a testable hypothesis 

in CFA rather than an assumption, thus providing information about relative item quality. A 

discernable improvement in a test’s measurement properties is accomplished through the provision of 
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items with better information, rather than simply adding additional items to improve Cronbach’s 

alpha estimates within the CTT framework. A brief primer on the CFA model, parameters, and model 

fit evaluation follows. 

The fundamental equation of the common factor model is represented as follows: 

𝑦𝑖 = 𝜆𝑖1𝜂1 + … + 𝜆𝑖𝑚1𝜂𝑚휀𝑖 

 

where 𝑦𝑖 represents the observed response for item 𝑖 out of p total indicators; 𝜆𝑖 represents the item 

factor loading relating to variable 𝑖 to the 𝑚𝑡ℎ factor 𝜂; and 휀𝑖represents the variance that is unique to 

indicator 𝑦𝑖 and is independent of all 𝜂s and all other 휀s. For a simple factor solution entailing a 

single factor 𝜂1 and 𝑝 = 4 indicators (𝑌1, 𝑌2, 𝑌3, 𝑌4), the regression functions can be summarized by 

four separate equations:  

𝑌1 = 𝜆11𝜂1 + 휀1 

𝑌2 = 𝜆21𝜂1 + 휀2 

𝑌3 = 𝜆31𝜂1 + 휀3 

𝑌4 = 𝜆41𝜂1 + 휀4 

 

This set of observations can be summarized in a single equation that expresses the relationships 

among observed variables (𝑦), factors (𝜂), and unique variances (ε):  

𝑦 = Λ𝑦𝜂 + 휀 

 

or in expanded matrix form: 

 

Σ = Λ𝑦ΨΛ𝑦
′ + Θ휀 
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where Σ is the 𝑝 x 𝑝 symmetric correlation matrix of 𝑝 indicators; Λ𝑦 is the 𝑝 x 𝑚 matrix of factor 

loadings 𝜆 (in this case, a 4 x 1 vector); Ψ is the 𝑚 x 𝑚 symmetric correlation matrix of the factor 

correlations (1 x 1); and Θ휀 is the 𝑝 x 𝑝 diagonal matrix of unique variances 휀 (𝑝 = 4).   

The corresponding path diagram of this one-factor measurement model can be depicted as follows:  

Figure 1-2. Path Diagram of a One-Factor Model with Four Items 

 

 

All CFA models contain factor loadings, unique variances, and factor variances. Factor 

loadings (𝜆𝑖) are the regression slopes for predicting the indicators from the latent variable, and can 

be interpreted as item discrimination such that stronger factor loadings indicate better items. The 

factor directly represents the covariance among items. Unique variance (ε) is variance in the 

indicator that is not accounted for by the latent variables and is typically presumed to be measurement 

error; thus it is sometimes referred to as error variance or indicator unreliability. Factor variance (𝜙) 

may be interpreted as the sample variability or dispersion in the factor, or the extent to which sample 

participants’ relative standing on the latent dimension is similar or different. When the CFA solution 

consists of more than one factor, a factor covariance is usually specified to estimate the relationship 

between the latent dimensions (unless they are fixed to be zero). Of note, the CFA model also 

includes parameter estimates of the indicator intercepts (𝜇𝑖), where the model reproduces the 

observed sample means of the indicators. The intercept values may be interpreted as item difficulty, 
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or the predicted value of the indicator when the factor is zero. Item intercepts are often ignored in 

CFA due to the linear relationship between factor and item response. An item is assumed to be 

equally discriminating (i.e., “equally good” or “equally bad”) across the entire latent trait such that 

the intercept has no role in evaluating how good (or bad) an item is (Brown 2015). 

Since the factor is not a directly observed variable, item response is not directly predicted 

from CFA. Rather, the aforementioned parameters are estimated to reproduce the input variance-

covariance matrix. In other words, the data going in to be predicted by the CFA model parameters 

produces the item covariance matrix and item means. Specifically, item intercepts predict the item 

means, item error variances predict item variances, and item factor loadings predict item covariances. 

Each item will have its own intercept and error variance, thus both item means and item variances 

will be perfectly predicted (i.e., there will be no room for mis-fit or mis-prediction). The factor model, 

however, will have more covariances among items to predict than item factor loadings to predict 

them, therefore creating room for misfit. The analysis of covariance structures is based on the implicit 

assumption that indicators are measured as deviations from their means. CFA aims to reproduce the 

sample variance-covariance matrix by the parameter estimates of the measurement solution. The 

factor model makes specific testable mathematical predictions about how item responses should relate 

to each other (Brown 2015). The goal of CFA is to find a set of factor loadings that yield a predicted 

covariance matrix (Σ) that best reproduces the input matrix (𝑆). This process entails a fitting 

function, or a mathematical operation to minimize the differences between (Σ) and (𝑆). The most 

commonly applied fitting function in CFA research is maximum likelihood (ML) estimation (Bollen 

1989, Enders 2010). A more detailed description of the ML function is beyond the scope of this 

overview, however, the fitting function that is minimized in ML is described as follows: 

𝐹𝑀𝐿 = 𝑙𝑛|𝑆| − 𝑙𝑛|Σ| + 𝑡𝑟𝑎𝑐𝑒[(𝑆)(Σ−1)] − 𝑝 

 

where |𝑆| and |Σ| are the determinants of the input and predicted variance-covariance matrix, 

respectively, and 𝑝 is the number of items. The determinant is a single number that reflects a 
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generalized measure of variance for the entire set of variables contained in the matrix, and the trace of 

a matrix is the sum of values on the diagonal. The residual variance-covariance matrix reflects the 

difference between the sample and model-implied matrices. The objective of ML is to minimize the 

differences between these matrix summaries (i.e., the determinant and the trace) for |𝑆| and |Σ|, 

which is accomplished by finding the model parameter values that make the observed data most likely 

(in other words, that maximize the likelihood of the parameters, given the data) (Eliason 1993). This 

is done through the use of algorithms to determine which values to use to compute a log-likelihood 

(LL) function, given that each parameter has its own likelihood distribution. The process will 

terminate (i.e., converge), when new values no longer markedly improve the LL. This results in 

values for the parameters that are most likely relative to other possible values, along with associated 

standard errors to indicate the level of precision around the estimates. It is important to note that ML 

is only one of many methods that can be used to estimate CFA and other types of structural equation 

models. Key assumptions of ML include 1) a large sample size, 2) indicators have been measured on 

approximate interval level data, and 3) the distribution of the indicators is multivariate normal. When 

such data requirements or assumptions are not met, other methods may be used (Beauducel and 

Herzberg 2006, Brown 2015).  

In lieu of ML estimation, a limited information estimator worth noting is diagonally weighted 

least squares (DWLS), also known as mean- and variance-adjusted weighted least squares (WLSMV). 

WLSMV performs well for ordered polytomous indicators under a variety of conditions (e.g., 

differing degrees of non-normality and model complexity) and may be less susceptible to 

underestimated factor loadings and parameter standard errors, particularly among indicators with less 

than five categorical options (Flora and Curran 2004, Rhemtulla, Brosseau-Liard et al. 2012). Rather 

than using the observed item response pattern, a linked covariance matrix is used by estimating the 

polychoric correlation matrix for the probit of item responses from which item parameters are 

predicted. Producing a covariance matrix allows for parameters to be estimated using a traditional 

CFA approach that will yield traditional estimates of global model fit. WLSMV is considered a 
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limited-information estimator because it calculates probits of the data so that a covariance matrix of 

the probit values are produced, rather than a covariance matrix of the item responses themselves. 

WLSMV is a more appropriate estimator compared to marginal ML estimation when dealing with 

categorical data  (Beauducel and Herzberg 2006, Mindrila 2010, Jeon and Rijmen 2014). 

Goodness-of-fit indices are used to assess and test model fit in CFA, and provide a global 

summary of the difference between the sample and model-implied matrices. Fit indices can be 

broadly characterized as falling into three categories: absolute fit, fit adjusting for model parsimony, 

and comparative or incremental fit. Absolute fit indices assess model fit at an absolute level, by 

evaluating the reasonability of the hypothesis that 𝑆 =  Σ without taking into account other aspects 

such as fit in relation to more restricted solutions. Parsimony corrected indices differ from absolute fit 

indices in that they incorporate a penalty function for poor model parsimony. Indices would therefore 

favor a model with fewer freely estimated parameters. Comparative fit indices evaluate the fit of a 

user-specified solution in relation to a more restricted, nested baseline model, typically referred to as 

a “null” or “independence” model in which all input indicators are fixed to zero and represents a 

“worst case scenario” implying that the items do not have any relationship with each other. 

Researchers are typically advised to consider and report at least one index from each category when 

evaluating the fit of their models, since each type of index provides different information about model 

fit (Bentler 1990, Marsh and Balla 1994, Hu and Bentler 1999, Schreiber, Nora et al. 2006, Brown 

2015). Table 1-2 provides a summary of the most commonly used fit indices in CFA. 

Table 1-2. Selected Descriptive Goodness of Fit Indices 

Goodness-of-fit Index Description Metric to Assess Model Fit 

Absolute Fit 

χ
2
 Likelihood ratio test between sample 

variance-covariance matrix (S) versus 

predicted variance covariance matrix (Σ) 

P>0.05 indicates that model 

sufficiently reproduces sample 

variances and covariances  

Standardized root mean 

square residual (SRMR) 

Evaluates difference between 

standardized (S) versus (Σ) to evaluate 

how far each predicted correlation is from 

average correlation  

Value ≤ 0.08 indicates good fit 

(ranges from 0 to 1) 

Parsimony Correction 

Root mean square error of 

approximation (RMSEA) 

Similar to absolute fit indices, but 

incorporates penalty function for poor 

Value ≤ 0.05 indicates close 

model fit (confidence interval 
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model parsimony (i.e., favors models 

with greater number of degrees of 

freedom left over)  

computed to indicate precision of 

estimate) 

Comparative Fit 

Bentler’s Comparative Fit 

Index (CFI) 

Evaluates (S) relative to a more restricted, 

baseline model that assumes no 

covariance between items 

Values closer to 1 imply good 

model fit (ranges from 0 to 1); 

CFI ≥0.90 have been suggested as 

acceptable 

Tucker-Lewis Index (TLI), 

non norm fit index  

Similar to CFI, but incorporates penalty 

function for adding freely estimated 

parameters that do not markedly improve 

model fit  

Values closer to 1 imply good 

model fit (ranges from 0 to 1); 

TLI ≥0.90 have been suggested as 

acceptable 

 

While goodness-of-fit statistics provide a global summary of the difference between the 

sample and model-implied matrices, the residual matrix provides specific information about how well 

each variance and each covariance are reproduced by the model’s parameter estimates. Each indicator 

and each pair of indicators possesses a residual. Standardized residuals (i.e., fitted residuals divided 

by their estimated standard error) may be considered as the number of standard deviations by which 

the fitted residuals differ from the zero-value residuals associated with a perfectly fitting model. 

Positive standardized residuals suggest that items are more related than the model predicts them to be 

(i.e., more likely to be locally dependent), and may indicate that additional parameters (e.g., error 

covariance) are needed in the model to better account for the covariance between indicators. Negative 

standardized residuals suggest that items are less related than the model predicts them to be (i.e., 

model parameters overestimate the relationship between two indicators). Standardized residuals are 

roughly interpreted as z-scores, whose values correspond to conventional statistical significance 

levels often employed as practical cutoffs (e.g., a value of |1.96| corresponds with a statistically 

significant z-score at p<0.05) (Brown 2015). Often times, methodologists recommend the use of 

larger cutoff values (e.g., 2.58, which corresponds to α=0.01) since the size of standardized residuals 

is influenced by sample size. The size of standard errors of the fitted residuals is inversely related to 

sample size (Byrne 1998).  

Model fit does not guarantee meaningful relationships between indicators and the latent 

construct. Thus, in addition to evaluating global model fit and localized model strain, parameter effect 
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sizes should also be inspected to assess whether they are of a substantively meaningful magnitude 

from a practical standpoint. Completely standardized factor loadings (𝑅) can be interpreted as the 

correlation between indicator and factor. Accordingly, squaring the completely standardized factor 

loading (𝑅2) provides the proportion of variance of the indicator that is explained by the factor (i.e., 

communality). For example, an item with a standardized factor loading of 0.90 indicates that 81% of 

the variance in the item is explained by its factor. Squared standardized factor loadings can be 

interpreted as an estimate of the indicator’s reliability, or the proportion of the indicator’s variance 

that is estimated to be true-score variance (Brown 2015). Omega is another statistic to help evaluate 

test reliability, and is analogous to Cronbach’s alpha, with several advantages that allow the 

researcher to make fewer and more realistic assumptions. First, unlike alpha, omega does not assume 

tau-equivalence. Second, omega contains a term to account for error covariance, while Cronbach’s 

alpha assumes zero error covariance. Omega, like Cronbach’s alpha, assumes unidimensionality; thus 

it is calculated separately for each factor (Dunn, Baguley et al. 2014). Thus omega is a measure of 

reliability of a homogenous test based on the single-factor model (McDonald 1999): 

𝜔 =
𝜎𝑇𝑦

2

𝜎𝑌
2 =

[Σ(𝜆𝑗)]
2

([Σ(𝜆𝑗)]
2

+ ΣΨ𝑗
2)

 

Omega can be interpreted as the ratio between true score variance of Y and total variance of Y.  It has 

been shown by many researchers to be a more sensible index of internal consistency, and performs at 

least as well as alpha even when assumptions of tau-equivalence are met (Raykov 1997, Zinbarg, 

Revelle et al. 2005, Graham 2006, Revelle and Zinbarg 2009). 

The methods described above are ways to construct and evaluate measurement models that 

aim to determine the number and nature of latent variables, or factors, that account for the variation 

and covariation among individual items. The primary advantage of working in a CFA framework is 

obtaining indices of global and local model fit. The principles of CFA described above can also be 

applied to higher order factor models. Higher order factor analysis is a theory-driven procedure in 

which the researcher imposes a more parsimonious structure to account for the interrelationships 
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among factors established by CFA. Bifactor analysis is another type of higher-order factor analysis, 

where the higher-order factor has a direct effect on the observed indicators. Hierarchical factor 

analysis is often used for theory testing, when it is believed that more specialized facets of latent traits 

are influenced by a broader construct. Higher-order factor analysis may also be used to “rescue” a 

construct initially predicted to be unidimensional, as it may subsequently be revealed that multiple 

factors are required to explain the covariation among the set of indicators of the construct. The key 

difference between multiple-factor CFA models and higher-order factor models is that in the former, 

no substantive claims are made about the directions or patterns of factor interrelationships. Higher-

order factor CFA tests a theory for the pattern of relationships among the first-order factors and 

asserts that the higher-order factors have direct effects on lower-order factors that are responsible for 

their covariation (Chen, West et al. 2006, Reise, Morizot et al. 2007, Brown 2015).  

Item Response Theory 

Chapter 4 will apply IRT methods to select subscales of the SF-36 to evaluate their item 

properties and as a means to compare the type of information that can be obtained using IRT 

compared to CTT or factor analysis. The progression from CTT to factor analysis (and more 

specifically, CFA) allowed for the separation of sample properties and item properties, permitting 

discrimination and difficulty to vary across items. Instead of Cronbach’s alpha, a more accurate 

estimate of reliability, omega, may be derived from the CFA framework. Similar to CTT, the value of 

omega assumes unidimensionality and is calculated separately for each factor. Its value does not vary; 

thus measurement error is assumed to be constant across the latent trait. CFA assumes normally 

distributed, continuous item responses, however, CFA-like models also exist for categorical 

responses. Whereas CFA aims to explain the correlations among test items, IRT models account for 

participant item responses, and specify how both the level of the latent trait and the item properties 

are related to a person’s item responses (Brown 2015). Factor models for binary, ordinal, and nominal 

data are known as item response theory (IRT) models in which the latent trait score is referred to as 

theta (θ). Person θ and item difficulty share the same latent metric, a property known as conjoint 
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scaling. Construct maps may be used to illustrate this concept and show the location of both persons 

and items in terms of ability and difficulty along the latent trait, respectively (Embretson 2000).  

Similar to CFA, IRT is a measurement model in which the latent trait estimates depend on both 

persons’ responses and item properties. Thus, the change in terminology delineates how the model is 

specified and estimated, but CFA and IRT (and to some extent, CTT) are all essentially derived from 

the same core model. The latent trait (θ in the case of IRT) still predicts the covariance across item 

responses (Lu, Thomas et al. 2005, Kohli, Koran et al. 2015, Raykov and Marcoulides 2015).  

Assumptions underlying the IRT model includes unidimensionality, local independence, and 

the functional form assumption. The first assumption, unidimensionality, refers to the existence of a 

single latent person variable. That is, the set of items are assumed to measure a continuous latent 

construct, theta, ranging from -∞ to +∞, where the common variances among the items may be 

accounted for by a single latent construct. In practice it is unlikely for a latent variable to be truly 

unidimensional, however, so long as a single dominant trait underlies a set of responses, some 

departure from unidimensionality is considered to be acceptable, with the understanding that this 

comes at the expense of optimizing IRT model fit (Lord 1980, Hambleton, Swaminathan et al. 1991). 

While multidimensional IRT models exist to describe the situation in which a person’s response to an 

item is due to his or hers on multiple latent variables, they will not be discussed here. The second 

assumption, local independence, asserts that responses to an item are independent of the responses to 

any other item conditional on the person’s location along the latent trait. In other words, after 

controlling for theta, item responses should be independent of one another (i.e., uncorrelated). The 

functional form assumption states that the data follow the function specified by the model. In the IRT 

model, data are assumed to follow a nonlinear, monotonic s-shaped (i.e., ogive) logistic curve. Thus, 

the probability of endorsing or selecting an item response should increase as the level of theta 

increases (de Ayala 2009). 

In order to accommodate binary/categorical outcomes, all IRT models must use a link 

function (i.e., transformation) to keep the predicted outcomes within the bounds of what they can 
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logically be given the type of data being analyzed. A normal general linear model for categorical 

outcomes will extend past the logical possibilities of response options due to its linearity. For a binary 

or categorical (e.g., Likert) scale, the probability of response is bounded by zero and one. A logit link 

is used to transform the probability of response into an unbounded variable (range -∞, +∞) that is 

symmetric about zero. Thus, the logit link is a non-linear transformation of probability that allows a 

linear model to be used with respect to the predicted logit, rather than predicting the probability of 

response directly. This is accomplished by transforming the probability of response into an odds ratio 

(ranging from zero to +∞), and then taking the natural log of the odds ratio to obtain the logit link 

(ranging from -∞ to +∞ and symmetric about zero). The odds of a response of one occurring is 

transformed to the natural logarithmic scale so that a value of zero reflects no difference between the 

event occurring and not occurring, positive values indicate that the odds of success are greater than of 

failure, and negative values reflect that the odds of failure are greater than the odds of success (de 

Ayala 2009): 

ln(𝑜𝑑𝑑𝑠(𝑦 = 1)) = 𝑙𝑜𝑔𝑖𝑡 [𝑝(𝑦 = 1)] = 𝑙𝑛 [
𝑝(𝑦=1)

1−𝑝(𝑦=1)
]. 

Similar to how the CFA model is analogous to that of linear regression for continuous responses, the 

IRT model is analogous to logistic regression for categorical responses. IRT specifies a nonlinear 

relationship between binary, ordinal, or nominal item responses and the latent trait. An observed 

response is governed by a person’s location along the latent trait in order to be able to predict 

response behavior. In other words, the distance between the person and the item location is an 

important determinant of the probability of response. This concept may be incorporated into a logistic 

model as follows:  

𝑝(𝑥𝑗 = 1|θ, 𝑏𝑗) =
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
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where 𝑝(𝑦𝑗 = 1|𝜃, 𝑏𝑗) is the probability of the response of 1 (i.e., 𝑦𝑗 = 1), θ is the person location, 

and 𝑏𝑗 is item j’s location along θ. By substitution for p(y=1) in 
𝑝(𝑦=1)

1−𝑝(𝑦=1)
 the odds for a response of 

one, is as follows: 

𝑜𝑑𝑑𝑠(𝑏) =
𝑝(𝑦 = 1)

1 − 𝑝(𝑦 = 1)
=

𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)

1

1 + 𝑒(𝜃−𝑏𝑗)

= [
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
] [

1 + 𝑒(𝜃−𝑏𝑗)

1
] = 𝑒(𝜃−𝑏𝑗) 

As a result, taking the log odds (i.e., logit transformation) has the effect of linearizing the nonlinear 

relationship between the continuous θ and the probability of the event of a response of one (i.e., 

𝑝(𝑦 = 1) = 𝑝(𝑥 = 1|𝜃, 𝑏): 

𝑙𝑜𝑔𝑖𝑡 [𝑝(𝑦 = 1)] = 𝑙𝑛 [
𝑝(𝑦 = 1)

1 − 𝑝(𝑦 = 1)
] = ln [𝑒(𝜃−𝑏𝑗)] = 𝛾 + 𝜃 

where 𝛾 = −𝑏. 

The shape of the relationship between theta and response is dictated by the estimated item parameters. 

While the IRT model is linear with respect to the link-transformed response (i.e., logit), it is nonlinear 

with respect to the actual data (i.e., probability). Figure 1-3 shows how item response is a linear 

prediction of the logit, and a non-linear prediction of probability (de Ayala 2009). 

Figure 1-3. Relationship Between Theta and the Probability of Response = 1 (Hoffman 2014) 
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 Item response is a linear prediction of the logit (left), and a non-linear prediction of probability (right) along 

the continuum of theta. 
 

The equations above represent the underpinnings of the simplest IRT model, the Rasch model for 

binary responses. To reiterate the above, the logistic model serves as the foundation of the IRT model, 

where the distance between the person and item locations on the latent trait (i.e., 𝜃 −  𝑏𝑗) is an 

important determinant of the probability of response. A Rasch model is a one-parameter logistic (1-

PL) model that says that the probability of a response of one on item j is a function of the distance 

between a person located at θ and the item located at b. 

𝑝(𝑦𝑗 = 1|θ, 𝑏𝑗) =
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
 

The theoretical range of the item location bs, as well as the person locations θs is from -∞ to +∞, 

however, typical item and person locations fall within a value of negative and positive three. While 

the general convention in proficiency testing is to refer to item location as item difficulty, in the 

context of psychological assessments or health outcomes research the interpretation of the location 

depends on the construct being measured and the direction of its scale (e.g., disease severity, physical 

health). To avoid confusion, the language used in proficiency testing will be adopted here. In general, 

items located further to the left of zero are referred to as “easy” items, while those located further to 

the right are considered “hard” items (e.g., values below negative and positive two, respectively). 

From the equation above it is evident that for an item with a certain level of difficulty, the probability 

of a response of one will increase as the subject’s level of θ increases. For a given item location, 

different values of θ may be substituted into the equation above to produce a trace line identical to the 

one illustrated in Figure 1-3 for the probability scale. This curve is referred to as an item characteristic 

curve, or item response function (IRF). The item’s location, b, is defined as the point of inflection of 

the IRF, or the “middle” point where the slope changes direction. The Rasch model IRF has a lower 

asymptote of zero and an upper asymptote of one; thus the midpoint has a value of 0.5 and the item’s 

location corresponds to the point on the continuum where the probability of a response of one is 0.50. 
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If subject ability exceeds item difficulty (θ>δ), then the probability of a response of one for that 

subject will exceed 0.50; conversely, if item difficult is greater than subject ability (b>θ), then the 

probability of a response of one will be less than 0.50 (de Ayala 2009). The IRF for the Rasch model 

shows that probabilities generally increase with trait level for each item, and that items only differ in 

difficulty (the estimated parameter in the 1-PL model) since the slopes are equal. The curves 

converge, but will never cross, a concept known as specific objectivity (Embretson 2000). Figure 1-4 

shows an IRF plotted for three items specified using a Rasch model, each with a distinct difficulty 

value.  

Figure 1-4. Item Response Functions (1-PL [Rasch] Model) (Hoffman 2014) 

 

Item difficulty, or the location along θ where the probability of a response of one is 0.50, is denoted by the b parameter. 

Here the item with difficulty b1=-2 is the easiest item shown here, or requires the lowest level of θ in order to be endorsed by 

the largest proportion of people. The item with b4=1 is the most difficult item shown here, meaning that 50% of people 

located at θ=1 are expected to endorse, or respond one to, this item.   

 

The Rasch model may be described as a 1-PL model because it contains one item parameter (θ). The 

1-PL model can also incorporate a multiplier that functions as item discrimination. This constant, α, 

specifies the maximum value of the slope of the IRF, or the value of the slope where probability = 

0.50. Although both the Rasch and 1-PL model require items to have a constant slope value (a), the 

value of a is always equal to one in the Rasch model, while it can take on any value in the 1-PL 
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model. In the general (non-Rasch) 1-PL model, a is also assumed to be constant across items. The 

effect of changing the value of a can serve to potentially improve the fit of the model to the data: 

𝑝(𝑦𝑗 = 1|θ, 𝛿𝑗) =
𝑒𝑎(𝜃−𝑏𝑗)

1 + 𝑒𝑎(𝜃−𝑏𝑗)
 

The 1-PL model is a tau-equivalent model. That is, θ is estimated based on the total number of 

“correct” responses and does not consider which items are answered correctly. Item location (i.e., 

difficulty) is not taken into account. Mathematically, the Rasch and general 1-PL model are 

equivalent, as the values from one model can be transformed into the other by appropriate scaling. 

While the general 1-PL model allows for the data to fit as best as possible, some take on the 

perspective that the Rasch model is the standard by which one can create an instrument for measuring 

a variable; that is, to construct the variable of interest (de Ayala 2009). Whether the unidimensional 

scale produced by the Rasch model is meaningful or useful is a validity question (Coombs 1950, 

Andrich 1988, Wilson 2005).  

This philosophical argument becomes more complex upon the progression to the two-

parameter logistic (2-PL) model, where each item is permitted to take on different discrimination 

values (ai), and the model does not assume tau-equivalence. Items with higher discrimination are 

more strongly related to the latent trait, contribute more towards the estimation of theta, and are 

associated with lower standard errors so that the ordering of subjects along the latent trait depends on 

item properties. Thus, the perspective taken with the 2-PL model is one of modeling the data, rather 

than constructing an instrument consistent with the Rasch model (de Ayala 2009). . 

The 2-PL model can be described as follows: 

𝑝(𝑦𝑗 = 1|θ, 𝑏𝑗) =
𝑒𝑎𝑗(𝜃−𝑏𝑗)

1 + 𝑒𝑎𝑗(𝜃−𝑏𝑗)
 

As with the 1-PL model, the data in the 2-PL model must be dichotomous. The distinguishing 

characteristic of the 2-PL model is the addition of the 𝑎𝑗 term, which allows for each item’s 

discrimination parameter to vary. Item discrimination characterizes how well an item can differentiate 
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among individuals located at different points on the continuum. As the value of 𝑎𝑗 increases, so does 

its capacity to discriminate between individuals. Allowing for items to vary in their discrimination 

parameter causes their corresponding IRFs to cross one another at some point along the continuum. 

Figure 1-5 shows IRFs for four items corresponding to equal difficulty values (b) but different 

discrimination values (a), and vice versa.  

 

Figure 1-5. Item Response Functions (2-PL Model) (Hoffman 2014) 

 

Two pairs of items have equal discrimination but different locations (items 1 and 3, and items 2 and 4), which is similar to 

what was shown previously for the 1-PL model. Conversely, two pairs of items (items 1 and 2, and items 3 and 4) are shown 

at the same location but have different slopes. Item discrimination, or the slope where the probability of a response of one is 

0.50 (point of inflection), is denoted by the a parameter. The 2-PL model allows a to vary across items, thus the items will 

not exhibit specific objectivity and will cross at some point along θ. 

 

Although items with binary responses are rarely seen in the social sciences or health outcomes 

research, they are presented as a foundation to enhance understanding of IRT models for items with 

more than two response options, known as polytomous models. Logit-based models for categorical 

data are all derived from the same binary model discussed above. The means by which the binary 

model handles categorical data is through the division of the responses into various “sub-models” and 

the simultaneous prediction of their responses. This is done using different theoretical framework and 

associated methodology depending on the model selected. There are a variety of different polytomous 
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IRT models that will be summarized briefly below as a means to compare and contrast them to one 

another conceptually. A summary of key characteristics for polytomous IRT models is first presented 

in Table 1-3. 

Table 1-3. Key Characteristics of Polytomous IRT Models 

IRT Model Type of Logistic 

Model 

Items must 

have same 

response 

format  

Discrimination 

is equal across 

items 

Response options 

per item 

equidistant across 

θ 

Order of 

response options 

is 

known/assumed 

Rating Scale 

Model 

Adjacent category 

logit 
Yes Yes Yes No 

Modified Graded 

Response Model 
Cumulative logit Yes No Yes Yes 

Partial Credit 

Model 

Adjacent category 

logit 
No Yes No No 

Graded Response 

Model 
Cumulative logit No No No Yes 

Generalized PCM 
Adjacent category 

logit 
No No No No 

Nominal Model  Generalized logit No No No 
No; assumed not 

to have any order 

 

The table above illustrates the key differentiating characteristics between the various types of 

polytomous IRT models. The type of logistic model refers to the type of logit link that is used to 

predict the outcome of each sub-model. The number of binary sub-models is determined by the 

possible response categories for each item (i.e., C possible response categories can be predicted using 

C – 1 binary sub-models). A cumulative logit model is one type of ordinal logistic model that models 

the probability of lower vs. higher cumulative categories. It involves all levels of the response and 

dichotomizes the response scale (i.e., models the probability of lower vs. higher cumulative categories 

via C – 1 sub-models). By default, IRT models fit to the cumulative logit function use a restricted 

version known as the proportional odds model, a cumulative logit model that assumes that the odds of 

response below a given response level are constant regardless of which level is chosen. As a result, 

the order of ordinal response categories is implicitly assumed to be correct. This is not the case with 

the adjacent category logit, which contrasts two adjacent response categories rather than involving the 

entire response scale as with cumulative logits (i.e., the probability of each next highest category via 
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C – 1 sub-models). The generalized logit model is an unconditional, nominal logistic model in which 

a set of response functions known as baseline logits contrast each level with the last level (i.e., models 

the probability of a reference category vs. another category via C – 1 sub-models (Agresti 2013, 

Hoffman 2014).  

The remaining differentiating characteristics are more straightforward and refer to the nature 

of the items themselves. Some polytomous IRT models require that all items have an equal number of 

response categories (i.e., C is equal across all items). Such models constrain the differences, or 

distances, between response option categories across items while still allowing each item to have its 

own location parameter. Item discrimination may or may not be constrained. IRT models that hold 

discrimination equal across items are sometimes referred to as “Rasch-like” models. Based on the 

specified logistic model described above, the order of response options is implicitly assumed in some 

models but not others. In the case of the nominal response model, items are explicitly assumed not to 

have any order. The rest of the models assume the data are ordinal, however, both the partial credit 

model and the general partial credit model do not incorporate all data when estimating category 

boundary parameters, which is known as local estimation. As a result, these models allow for the fact 

that one or more of the score categories may never have a point where its probability is greatest for a 

given level of θ, and therefore there is no guarantee that difficulty values for each category will be 

ordered. For the graded response models, the cumulative sub-models that create the probabilities of 

response are each estimated using all the data, but assume order in doing so, which may or may not be 

appropriate, depending on the response format. Finally, some models constrain the distance between 

response options to be equal across items and produce an overall location parameter for each item, 

while others allow all category distances to differ across items (but the distance between response 

options within an item is still equal) (de Ayala 2009, Hoffman 2014, Templin 2015).  

Option response functions (ORF, also referred to as category response functions) are the 

polytomous version of the IRFs described above for binary data. They are used to show the 

probability of each category response across θ, and are characterized by transition locations, or the 
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point at which the probability of responding in two adjacent categories is equal, further illustrating 

that in the case of polytomous IRT models, an individual’s response is still a binary choice between 

two adjacent categories (in the case of adjacent category logit models) or between lower versus higher 

cumulative categories (e.g, probability of responding 0 or 1 versus 2 or 3, in the case of cumulative 

logit models). As one moves in either direction away from a transition location, the probability of 

obtaining one particular category score increases while the probability of obtaining the other category 

score decreases (Figure 1-6) (de Ayala 2009). 

Figure 1-6. Example Option Response Functions for One Item with Four Response Categories (Hoffman 

2014) 

 

For polytomous IRT models, the probability of each category response is plotted across theta. The transition location 

parameter is the point of transition from one category to the next, and is the point along θ where the probability of 

responding in two adjacent categories is equal. The ORFs for any item always consists of, at a minimum, one monotonically 

non-decreasing ORF and one monotonically non-increasing ORF. Items with more than two response categories will have 

one uni-modal ORF for each additional response category score (in this case, two uni-modal ORFs for an item with four 

response options). 

 

IRT parameter estimation differs from that of CFA. In CFA, ML estimation is used to find a 

set of factor loadings that minimizes the difference between the predicted and input covariance 

matrix. The parameter estimation process is distinct in IRT since categorical data cannot be 

summarized with a covariance matrix, posing some challenges to the estimation process. A variety of 

different estimation methods have been proposed that primarily fall under two categories: full 
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information likelihood estimation and limited information estimators (Jeon and Rijmen 2014). Three 

main types of estimators fall into the former category: conditional ML estimation, joint ML 

estimation, and marginal ML estimation. Conditional ML estimation and joint ML estimation are less 

commonly used. Conditional ML estimation is only possible within Rasch models since it doesn’t 

require an estimate for θ and instead uses total score as a proxy. Joint ML estimation simultaneously 

estimates both item and person locations by maximizing the joint likelihood of persons and items by 

assuming that θ is a fixed effect so that both person and item parameters are invariant. Provisional 

estimates for person locations are used as “known” to estimate item parameter estimates until model 

convergence, which are then treated as “known” to re-estimate item parameter estimates. The model 

iterates back and forth between the two stages until the difference between successive iterations is 

sufficiently small to satisfy the convergence criteria (note that a lack of convergence despite allowing 

for a large number of iterations implies that the model is unable to find a solution, which can be due 

to model assumptions not being met or sample size issues). There are disadvantages to this approach; 

namely, that the estimators are biased and inconsistent, and that the estimated standard errors are too 

small (de Ayala 2009). 

The most commonly used estimation method in IRT is marginal ML estimation. This method 

separates the estimation of items from that of persons and assumes persons are randomly sampled 

from some population (i.e., that θ is normally distributed). During the estimation process, the model 

predicts values for item difficulties and discrimination, however, point estimates for θ are not 

predicted as part of the estimation algorithm. Rather, θ is modeled as a random effect and therefore its 

variance is incorporated into the estimation process. The likelihood of response for each person is 

computed using the population distribution, which effectively removes the individual θ values from 

the model by integrating across the possible θ values for each person. Numerical integration is 

accomplished by using a Gaussian quadrature approach in which a discrete distribution (i.e., 

rectangles consisting of quadrature nodes and associated weights reflecting the density of the function 

around the node) is used to approximate the continuous population distribution. The estimation 
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process continues until the model converges, at which point model-data fit is evaluated (Ogasawara 

2001). Marginal ML estimation is not always practical to implement, as it is computationally 

intensive even with specialized analytic software due to the exponential number of possible response 

patterns. In addition, although the Pearson 𝜒2is available as a means to globally assess model fit, it 

generally will not work well because the observed item response pattern does not typically populate 

all possible response patterns. Thus, there is no valid basis for an absolute fit comparison. Other 

absolute global measures of fit described above for CFA (e.g., RMSEA, CFI) are no longer available 

since their computation depends on the ability to reproduce a covariance matrix, which does not occur 

as part of this estimation method (Mungas 2000, Wirth and Edwards 2007).  

Once the model parameters are estimated using some likelihood estimation process described 

above, both the items and the instrument can be further evaluated through the use of information 

curves and the standard error of estimate. In IRT, both information and the standard error of estimate 

(SEE) are introduced as a means to quantify uncertainty about a respondent’s location along the latent 

trait. Item information is analogous to reliability, which refers to how precisely we can measure a 

construct but is conceptually different than what has been discussed above for CTT and CFA. In 

CTT, reliability is a summary of test precision from which a single SEM value is derived for the 

entire test. The CFA framework offers an improvement in that measurement precision (omega) is 

calculated separately for each item, however, its value remains constant across the latent trait. In IRT, 

reliability is conceptualized as information, and is conditional on the trait level being measured. Error 

is also estimated per item in IRT, but differs from CFA in that the slopes describing θ’s relationship 

to the probability of response is non-linear. Therefore, error varies over θ and will increase as the 

distance from the item’s difficulty location increases (Embretson 2000, de Ayala 2009, Brown 2015).  

The SEE of the estimated value of θ is inversely related to item information, which is derived 

from Fisher’s concept (i.e., that information is the reciprocal of the precision with which a parameter 

is estimated) to measure the amount of information that a single observation provides about θ (Fisher 

1951). The SEE specifies the degree of uncertainty around the estimated person location (i.e., 
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variance around the estimated value of θ). Item information indicates the range over θ where an item 

is best at discriminating over individuals. Higher curves denote more information and depend on item 

discrimination, while the location of the curves along θ is defined by the threshold parameters for 

each item (Thissen and Wainer 1982) (Figure 1-7). SEE values are smallest (and item information 

values largest) when the items are optimally appropriate for a particular trait score level and when 

item discriminations are high (Samejima 1994, Culpepper 2013). As with CTT and CFA, more items 

are generally better for fixed-item tests in the IRT framework as well. However, one can get the same 

(or better) precision of measurement with fewer items by using adaptive tests with items of targeted 

levels of difficulty, where different forms are administered across persons to maximize efficiency 

since shorter tests may yield less measurement error (Embretson 2000). 

Figure 1-7. Item Information Curves and Associated Item Parameters (Hoffman 2014) 
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Item information curves are shown on the left; associated item parameters are shown on the right. Information is maximized 

around the item difficulty location. Items with greater item discrimination values have greater absolute information. 

 

In addition to item information, total information can also be estimated for the entire 

instrument by simply taking the sum of the individual item information curves. This is possible 

because the instrument’s items can be considered “observations” and, given the conditional 

independence assumption, Fisher’s idea about information may be applied to quantify the amount of 

information that the items as well as the instrument provide for estimating the person location 

parameters. An instrument’s total information is a property of the instrument itself. The contribution 

of item information to total information, however, does not depend on the particular combination of 

items; rather, each item contributes independently, which allows information to be described 

conditionally. Test information helps to visualize where the test items are most able to distinguish 

between different levels of θ so that any “gaps” along the latent trait with respect to item content can 

easily be spotted (Lord and Novick 1968, Samejima 1990, de Ayala 2009) Figure 1-8 shows an 

example test information curve and associated SEE along θ.  

Figure 1-8. Test Information and Standard Error Curves (Hoffman 2014) 

 

The SEE (referred to here simply as standard error [SE]) is inversely related to information. Test information describes how 

reliable your test is over the range of θ. 
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A final feature of IRT that will be mentioned is its ability to evaluate whether items exhibit 

measurement bias, due to a measurement scale not being invariant or equivalent across groups. This 

occurs when a test’s internal relationships (e.g., the covariance among item responses) differs across 

two or more groups of examinees. In IRT, this phenomenon is referred to as differential item 

functioning (DIF), and is said to occur when a test item does not have the same relationship to a latent 

variable across two or more examinee groups (i.e., if the IRF differs with respect to any item 

parameter across groups) (Embretson 2000). In other words, respondents with similar levels on a 

latent trait θ but who belong to different populations (e.g., male or female), have a different 

probability of responding to an item such that their performance on an item is not only a function of 

their ability level along the latent trait, but also of a tangential variable (de Ayala 2009). For example, 

suppose “equivalent” English and Spanish versions of a HRQOL questionnaire are administered to a 

group of participants based on their preferred language. If these groups exhibit a different probability 

of response to certain items despite having equal values for θ (for cultural reasons or otherwise), then 

those items in question are considered to exhibit DIF. This is clearly problematic and poses a threat to 

an instrument’s validity if different groups interpret items in different ways for reasons beyond the 

attributes that a scale purports to measure (Thissen, Steinberg et al. 1993).  

Outside of the IRT framework, DIF is often referred to as measurement invariance. In CTT, 

item-test correlations or item-means are often compared between groups as a means to evaluate 

measurement invariance, however, this poses a challenge since CTT statistics vary with the sample 

being measured (i.e., item parameters are not sample invariant in CTT). Thus, item group means are 

confounded by valid group differences on the measured trait and item-test correlations are affected by 

group variability on the measured trait. There are sophisticated methods for testing for measurement 

invariance within the CFA framework, but in the case of dichotomous or polytomous items, IRT 

methods offer promise in detecting measurement invariance, or DIF as it is known in this discipline 

(Embretson 2000). 
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The assessment of DIF can be conceptualized as predicting item response after controlling for 

the underlying construct. Conditional probabilities of a response are evaluated for two manifest 

groups, referred to as a focal group and a reference group, wherein responses in the focal group are 

investigated to see if they endorse the item differently. There are two types of DIF: uniform and non-

uniform. Uniform DIF refers to differences only in item difficulty parameters. Items exhibit DIF 

when they are shown to be “easier” for members of the reference group relative to the focal group. 

IRFs are estimated separately for each group and may be plotted to visualize whether respondents 

from each group have different probabilities of endorsing a particular item. Since I-PL IRT and Rasch 

models hold item slopes constant, analyses based on these models are exclusively investigating the 

presence of uniform DIF. Non-uniform DIF, on the other hand, refer to differences in item slopes, 

which may or may not be accompanied by differences in item difficulties. DIF in the slope parameter 

represents an interaction between the underlying measured variable and group membership; that is, at 

certain parts of the θ continuum, members of the reference group are more likely to endorse certain 

items, however, the reverse is true along other locations of θ (Figure 1-9) (Teresi, Kleinman et al. 

2000, Teresi and Fleishman 2007, de Ayala 2009).  
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Figure 1-9. Uniform (Left) and Non-Uniform (Right) Differential Item Functioning (Fossey 2014) 

 

 

The figures above show IRFs of the same item for two groups. In the uniform DIF plot (left), the IRF is shifted over for one 

group due to different location parameters (b) where the probability of response = 0.05, but the slope parameter (a) is the 

same across groups. In the non-uniform DIF plot (right), the IRF is steeper for the focal group, since it has a different slope. 

In non-uniform DIF, the location and slope parameters could also potentially differ (not shown here).   

 

A number of quantitative methods exist to assess DIF, a select few of which will be 

summarized briefly below. IRT based methods to evaluate DIF require estimation of an IRT model 

followed by a statistical testing procedure based on the estimation results. Non-IRT based methods to 

evaluate DIF are typically based on statistical methods for categorical data, with the total test score as 

a matching criterion (Magis, Béland et al. 2010). For example, the Mantel-Haenszel Chi-Square 

statistic is a non-IRT method for uniform DIF that tests whether there is an association between group 

membership and item response, conditionally upon the total test score. The statistic determines 
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whether the odds of success for focal group members significantly differ from the odds of success for 

comparable reference group members. The common odds ratio may be estimated to obtain an 

indication of the degree of association between the two (Mantel and Haenszel 1959, Holland 1988, 

Agresti 1996). Next, logistic regression methods can be seen as a bridging method between IRT and 

non-IRT methods, wherein a logistic model is fitted for the probability of answering the tested item 

correctly, based on the total test score, group membership, and the interaction between the two 

(Camilli and Shepard 1994). Uniform DIF can be detected by testing the main effect of group, and a 

non-uniform DIF can be detected by testing the interaction. This requires performing a logistic 

regression each using members of the reference group and members of the focal group. Model 

parameters are estimated and tested through typical statistical test procedures (e.g., Wald test, 

likelihood ratio test) (Swaminathan and Rogers 1990, Langer and Psychology 2008, Hou, la Torre et 

al. 2014). The likelihood ratio test method is conceptually close to the logistic regression method, 

however, this likelihood ratio test technique is built upon the fitting of an item response model, where 

only the item difficulties (1-PL model), or also discriminations (2-PL model) can vary between 

groups. In this approach, a compact model with all parameters constrained to be equal across groups 

for a studied item is tested, via a log-likelihood test, against an augmented model with one or more 

parameters of the study item freed to be estimated distinctly for the two groups (Thissen 1988, Teresi, 

Ocepek-Welikson et al. 2007). Other approaches for DIF detection (i.e., Lord’s Chi-Square and 

Raju’s Exact Signed Area and H Statistics) are DIF indices that require that the groups’ metrics be 

linked (i.e., aligning item parameter estimates onto the same metric for ease of comparison) prior to 

the technique’s application (Lord 1980, Raju 1990, de Ayala 2009).  

1.4 Statement of the Problem and Purpose of the Research 

Thus far, a broad overview of several key topics has been introduced in this chapter as a means to 

establish a foundation for the rationale and methodology of the research project described below. 

First, the field of latent trait theory was briefly introduced to explain the purpose behind LTMMs as a 
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means to describe and quantify unobservable phenomena. Next, the SF-36 was introduced as a 

commonly used instrument used in health outcomes research to measure HRQOL. A brief history of 

its development followed, along with a summary of the research conducted to date that has 1) 

evaluated its overall factor structure, and 2) looked at its item and scale properties within the IRT 

framework. A short description of the use of the SF-36 within the MS population was also provided. 

The last section provided a detailed summary of the theoretical framework that provides the basis for 

the key measurement models that will be applied to further evaluate the measurement properties of 

the SF-36. In this section, additional detail about the dataset that will be used for this research project 

will be provided, followed by the overall research objectives, associated hypotheses, and general 

organization of the topics that will be covered by the following three chapters. 

1.4.1 Overview of Dataset 

The data being utilized for the purposes of this research project were originally collected as 

part of a study to examine the prevalence and treatment patterns of lower urinary tract symptoms 

among patients with MS, and to assess the burden of illness with respect to HRQOL and productivity 

impact. Additional study details and the findings of the primary objectives have already been 

published (Khalaf, Coyne et al. 2014, Khalaf, Coyne et al. 2015), however, a brief overview will be 

provided here. Between January 1, 2011, and May 1, 2011, a cross- sectional online survey was 

administered to a sample of US-residing individuals with MS who self-elected to participate in the 

study. Individuals with MS were recruited through the following Web-based patient advocacy 

organizations: Multiple Sclerosis Association of America (MSAA), the National Multiple Sclerosis 

Society (NMSS), and the Multiple Sclerosis Foundation (MSF) (MSAA , MSF , NMSS). A study 

advertisement (which directed participants to a Web link for the online survey) was placed in the 

research section of the NMSS website, selected NMSS local chapter social media websites and 

newsletters, monthly MSF e-newsletters, and weekly MS Association of America e-newsletters. The 

following criteria had to be met for participants to be considered eligible to take part in this study: 
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aged 18 to 89 years; ability to read and comprehend the English language; self-reported physician 

diagnosis of MS; and taking one or more prescribed medications to treat their MS (steroids, disease-

modifying therapies [interferon beta-1a/b, glatiramer acetate, natalizumab, fingolimod, and 

mitoxantrone], immunomodulators [azathioprine, intravenous immune globulin], or plasma exchange) 

at the time that they completed the survey. Preliminary screener questions were asked when potential 

participants accessed the website to verify that they met these eligibility criteria. The advertisement 

asked participants to voluntarily participate in an online survey asking them about their health, and 

did not provide specific information about its contents. To ensure that participants completed the 

survey only once, Internet Protocol and e-mail addresses were recorded, and each respondent was 

provided with a unique uniform resource locator to access the survey. All participants provided 

informed consent, had a 72-hour window to complete the survey, and were nominally compensated 

with a $25 Amazon Gift Card for their time upon completion of the study.  

Participants responded to questions pertaining to demographics, disease severity and history, 

HRQOL, work/activity impairment, and lower urinary tract symptoms they experienced. The Patient-

Determined Disease Steps (PDDS) was used to classify participants by level of MS severity. PDDS 

(Appendix C) is a self-reported disability assessment with scores ranging from 0 (normal, defined as 

having mild symptoms that are mostly sensory and do not limit activity) to 8 (bedridden, defined as 

unable to sit in a wheelchair for more than 1 hour). High concordance has been noted in the rankings 

of patients using both the PDDS and the EDSS (Spearman correlation coefficient = 0.958) (Hohol, 

Orav et al. 1999). Version 2 of the SF-36 (standard 4-week recall, US English version) was 

administered to all participants as one component of the survey to evaluate overall HRQOL 

(Appendix A). In addition to the generic SF-36, a disease-specific measure, the short form version of 

the Overactive Bladder Questionnaire (OAB-q SF), was also included in the survey to assess HRQOL 

impact and the degree to which patients are bothered by their overactive bladder (OAB) symptoms, a 

common secondary symptom of MS (Appendix D). The Symptom Bother scale and the HRQOL 

scale are each scored separately by summing up the item value totals and transforming the value to a 
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0-100 scale, with higher scores indicating greater symptom bother and lower scores indicating poorer 

HRQOL (Coyne, Revicki et al. 2002). Finally, the Work Productivity and Activity Impairment 

Questionnaire (Reilly, Zbrozek et al. 1993) was included to determine the extent to which patients 

perceived their general health problems to limit their overall activity (expressed as a percentage of 

time) (Appendix E). Participants reporting any urinary symptoms were asked additional questions 

about their level of bother and urinary symptom treatment patterns. The total number of items each 

participant answered varied based on the presence and characteristics of their urinary symptoms and 

ranged from 85 to 126 items. The study was approved by and conducted in accordance with the 

University of Arizona Human Subjects Protection Program (Appendix F).  

1.4.2 Purpose of the Research 

The review above uncovered several important gaps with respect to existing SF-36 data. The 

methods by which the factor structure of the SF-36 was established and further evaluated in the 

majority of studies conducted to date has been significantly scrutinized by a compelling body of 

research that makes several cogent points. Among these studies, the most common theme is a strong 

criticism of the means by which the factor structure of the SF-36 was established and further 

evaluated, namely, the use of PCA with orthogonal rotation, as a means to confirm the factor structure 

of the SF-36. EFA has also been criticized as an inappropriate analysis in studies that aim to further 

validate the SF-36 in a certain population or for a given context of use (Wolinsky and Stump 1996, 

Lewin-Epstein, Sagiv-Schifter et al. 1998, Reed 1998, Simon, Revicki et al. 1998, Chern, Wan et al. 

2000, Wilson, Parsons et al. 2000, Taft, Karlsson et al. 2001, Walach and Güthlin 2001, Maurischat, 

Bestmann et al. 2004, de Vet, Adèr et al. 2005, Güthlin and Walach 2007, Forero, Vilagut et al. 

2013). CFA is the appropriate LTMM to use when there is a sufficient theoretical or empirical 

foundation to guide the specification and evaluation of the factor model, since model specification 

requires strong assumptions to be made regarding the number of factors, their items, and the 

relationship between all the variables and their associated error terms. The key advantage of CFA is 
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its ability to test specific hypotheses about the data, which is not possible with PCA or EFA. Given 

the abundance of research that has contributed to the development and its firm establishment in the 

field of health outcomes, the SF-36 should be held to the standard of CFA to facilitate robust 

statistical testing of a priori specifications rather than relegated to analyses meant for exploratory 

purposes (i.e., PCA and EFA).  

IRT concepts, methods, and application to health status questionnaires are becoming 

increasingly common in health outcomes research. The SF-36 has been studied in the context of IRT, 

however, most of the research has been focused specifically on the PF subscale using the Rasch 

model framework (Haley, McHorney et al. 1994, Jenkinson, Layte et al. 1997, McHorney, Haley et 

al. 1997, Raczek, Ware et al. 1998). One study evaluated the value added through application of a 2-

PL model to PF subscale data instead of a Rasch model (Hays, Liu et al. 2007). Some additional 

research has started to look at item properties outside of the PF subscale as well as evaluate 

dimensionality of the SF-36 as a whole (Chang, Wright et al. 2007, Hsiao, Shih et al. 2015, Kim and 

So 2015). Of note, with the exception of one study that performed a Rasch analysis on the PF 

subscale of a sample of patients with neurologic impairment, a subset (N=151) of which had MS, no 

research conducted to date has applied CFA or IRT methods specifically to a sample of patients with 

MS (Dallmeijer, de Groot et al. 2007).   

The research described above is an important starting point to learn about the SF-36 using 

measurement methods more accessible with the advent of analysis software that can readily handle 

CFA and IRT analyses. However, there are still relatively little data available using these 

measurement models in comparison to the vast body of existing literature evaluating the SF-36 within 

the CTT framework (Turner-Bowkerv D.M. 2002). The assumption of tau-equivalence in CTT, along 

with results that are inherently sample- and test-dependent, greatly limit our ability to understand item 

characteristics and instrument dimensionality, as well as to extrapolate findings beyond the sample in 

which it was evaluated. Thus, there is great opportunity to further our understanding of the SF-36 

using more robust statistical techniques available. The MS population lends itself well to further 
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study, as the SF-36 is considered acceptable to use in this group of patients (Rothwell, McDowell et 

al. 1997, Freeman, Hobart et al. 2000, Hemmett, Holmes et al. 2004, Forbes, While et al. 2006).  

The purpose of this research is to evaluate various aspects of reliability and validity of the SF-36 

in a sample of patients with MS, and to compare and contrast different measurement methods (i.e., 

CTT, CFA, and IRT) for evaluating the instrument. Analyses rooted in CTT will be conducted and 

compared to existing MS HRQOL research. CFA and IRT methods will also be applied to learn more 

about the SF-36 measurement properties in a population of interest. The research project will be 

divided into three main topics, as follows. 

The first topic will employ classical test theory (CTT) methods to evaluate item and subscale 

properties of the SF-36. This includes a confirmation of the unidimensionality of subscales for those 

with a sufficient number of items for analysis and testing of model fit, as well as an evaluation of 

their reliability and validity. Validity (convergent, discriminant, and known-groups) of the SF-36 in 

the MS sample described above will be evaluated using additional variables available in the dataset as 

external benchmarks to assess whether the subscales follow patterns that would be expected among 

patients with MS. Reliability (Cronbach’s alpha) will be reported for the subscales as they currently 

exist.  

The second topic will explore different ways to evaluate the factor structure of the SF-36 using both 

exploratory and confirmatory factor analytic models. First, in accordance with the SF-36 developers’ 

recommendations, PCA with orthogonal rotation will be applied, followed by PCA using an oblique 

rotation. Then, CFA will be applied to test whether items thought to be most strongly associated with 

physical aspects of health (PF, RP, BP, and GH items) and mental aspects of health (MH, RE, SF, and 

VT items) may each be considered unidimensional. Finally, model fit for two alternative higher order 

factor models (i.e., a second-order factor model and bifactor model) will be evaluated, along with a 

comparison in fit between the two. Global and local model fit will be assessed following all CFA 

analyses.  
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The third topic will utilize IRT methods to further evaluate item and subscale properties of 

the SF-36. For subscales with a sufficient number of items, a polytomous IRT model will be applied 

to assess unidimensionality. Two different graded response models will be fit to the SF-36 subscales; 

one that constrains item discrimination to be equal, and the other that allows discrimination values to 

vary across items. Model fit will be compared between these two models to determine to what extent 

the additional estimated parameters provide valuable information in discerning important item 

properties. The same process will be applied to the group of items most strongly associated with 

physical aspects of health (PF, RP, BP, and GH items) and mental aspects of health (MH, RE, SF, and 

VT items) to evaluate whether these items could collectively be considered representative of a 

unidimensional physical and mental health construct, respectively.  

This research project will provide a better understanding of how the SF-36 performs in this 

sample of patients with MS on an item, subscale, and higher-order factor structure level, using several 

different measurement models. The findings will elucidate what type of information can be obtained 

from each of these models, their relative strengths and weaknesses, and the conclusions that may be 

drawn from each. A list of overarching project objectives and associated hypotheses follows.  

1.5 Research Objectives and Associated Hypotheses  

This study has the following research objectives: 

1.5.1 Research Objectives Pertaining to Main Topic 1 

Objective 1 

To evaluate unidimensionality of five SF-36 subscales (PF, RP, GH, MH, VT) administered to a 

sample of patients with MS using confirmatory factor analysis. 

 Hypothesis 1.1 

H0: The comparative fit index (CFI) of the sample variance-covariance matrix (Σ) for 

the PF subscale relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the PF subscale relative 

to the null model is ≥0.90. 
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Hypothesis 1.2 

H0: The CFI of the sample variance-covariance matrix (Σ) for the RP subscale 

relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the RP subscale 

relative to the null model is ≥0.90. 

Hypothesis 1.3 

H0: The CFI of the sample variance-covariance matrix (Σ) for the GH subscale 

relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the GH subscale 

relative to the null model is ≥0.90. 

Hypothesis 1.4 

H0: The CFI of the sample variance-covariance matrix (Σ) for the MH subscale 

relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the MH subscale 

relative to the null model is ≥0.90. 

Hypothesis 1.5 

H0: The CFI of the sample variance-covariance matrix (Σ) for the VT subscale 

relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the VT subscale 

relative to the null model is ≥0.90. 

Objective 2 

To evaluate the internal consistency reliability of the eight subscales of the SF-36 administered to a 

sample of subjects with MS. 

Hypothesis 2.1 

H0: The PF subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 
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Ha: The PF subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.2 

H0: The RP subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The RP subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8) 

Hypothesis 2.3 

H0: The BP subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The BP subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.4 

H0: The GH subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The GH subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.5 

H0: The MH subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The MH subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.6 

H0: The RE subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 
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Ha: The RE subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.7 

H0: The SF subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The SF subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8). 

Hypothesis 2.8 

H0: The VT subscale of the SF-36 does not exhibit adequate reliability in this sample 

of patients with MS (Cronbach’s alpha <0.8). 

Ha: The VT subscale of the SF-36 exhibits adequate reliability in this sample of 

patients with MS (Cronbach’s alpha ≥0.8).  

 

1.5.2 Research Objectives Pertaining to Main Topic 2 

Objective 3 

To evaluate unidimensionality of SF-36 items administered to a sample of patients with MS most 

associated with either physical or mental domains of health using confirmatory factor analysis. 

Hypothesis 3.1 

H0: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 items most 

associated with physical health (i.e., those contained in the PF, RP, BP, and GH 

subscales) relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 items most 

associated with physical health (i.e., those contained in the PF, RP, BP, and GH 

subscales) relative to the null model is ≥0.90. 

Hypothesis 3.2 
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H0: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 items most 

associated with mental health (i.e., those contained in the MH, RE, SF, VT subscales) 

relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 items most 

associated with mental health (i.e., those contained in the MH, RE, SF, VT subscales) 

relative to the null model is ≥0.90. 

 

Objective 4: 

To evaluate the factor structure of higher-order factor models of the SF-36 administered to a sample 

of subjects with MS using confirmatory factor analysis.    

Hypothesis 4.1 

H0: The CFI of the sample variance-covariance matrix (Σ) for a second-order factor 

model of the SF-36 (Figure 1-10) relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for a second-order factor 

model of the SF-36 (Figure 1-10) relative to the null model is ≥0.90. 
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Figure 1-10. SF-36 Second-Order Factor Model 

 

For simplicity, variance arrows are not shown here, however, this model will estimate factor variance for the second order 

factor (HRQOL), disturbance variance for each of the first-order factors (Physical Health and Mental Health), and 

measurement error variance for each of the items.  

 

Hypothesis 4.2 

H0: The CFI of the sample variance-covariance matrix (Σ) for a bifactor model of the 

SF-36 (Figure 1-11) relative to the null model is <0.90. 

Ha: The CFI of the sample variance-covariance matrix (Σ) for a bifactor model of the 

SF-36 (Figure 1-11) relative to the null model is ≥0.90. 



 

Dissertation Kristin M Khalaf  85 

 

 

Figure 1-11. Bifactor Model of the SF-36 

 

For simplicity, variance arrows are not shown here, however, this model will estimate factor variance for each of the latent 

variables and measurement error variance for each of the measured variables.  

 

Hypothesis 4.3 

H0: There is no difference in the log-likelihood function comparing the bifactor 

model (Figure 1-11) to the reduced second-order factor model (Figure 1-12). 

Ha: There is a statistically significant difference in the log-likelihood function 

comparing the bifactor model (Figure 1-11) to the reduced second-order factor model 

(Figure 1-12) (p<0.05). 



 

Dissertation Kristin M Khalaf  86 

Figure 1-12. Second-Order Factor Model of the SF-36 (Nested in Bifactor Model) 

 

1.5.3 Research Objectives Pertaining to Main Topic 3 

 

Objective 5 

To compare goodness of fit between a traditional graded response model and a nested version in 

which item discrimination is constrained across each of the following subscales: PF, RP, GH, MH, 

and VT.  

 Hypothesis 5.1 

H0: There is no difference in the log-likelihood function for the PF subscale between 

the traditional graded response model and the reduced model. 

Ha: There is a statistically significant difference in the log-likelihood function for the 

PF subscale between the traditional graded response model and the reduced model 

(p<0.05). 
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Hypothesis 5.2 

H0: There is no difference in the log-likelihood function for the RP subscale between 

the traditional graded response model and the reduced model. 

Ha: There is a statistically significant difference in the log-likelihood function for the 

RP subscale between the traditional graded response model and the reduced model 

(p<0.05). 

Hypothesis 5.3 

H0: There is no difference in the log-likelihood function for the GH subscale between 

the traditional graded response model and the reduced model. 

Ha: There is a statistically significant difference in the log-likelihood function for the 

GH subscale between the traditional graded response model and the reduced model 

(p<0.05). 

Hypothesis 5.4 

H0: There is no difference in the log-likelihood function for the MH subscale between 

the traditional graded response model and the reduced model. 

Ha: There is a statistically significant difference in the log-likelihood function for the 

MH subscale between the traditional graded response model and the reduced model 

(p<0.05). 

Hypothesis 5.5 

H0: There is no difference in the log-likelihood function for the VT subscale between 

the traditional graded response model and the reduced model. 

Ha: There is a statistically significant difference in the log-likelihood function for the 

VT subscale between the traditional graded response model and the reduced model 

(p<0.05). 

Objective 6 
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To compare goodness of fit between a traditional GRM and a nested version in which item 

discrimination is constrained across SF-36 items most associated with either physical or mental 

domains of health administered to a sample of patients with MS. 

Hypothesis 6.1  

H0: There is no difference in the log-likelihood function for the SF-36 items most 

strongly associated with physical health (i.e., those contained in the PF, RP, BP, and 

GH subscales) between the traditional GRM and the reduced model.  

Ha: There is a statistically significant difference in the log-likelihood function for the 

SF-36 items most strongly associated with physical health (i.e., those contained in the 

PF, RP, BP, and GH subscales) between the traditional GRM and the reduced model 

(p<0.05). 

Hypothesis 6.2 

H0: There is no difference in the log-likelihood function for the SF-36 items most 

strongly associated with mental health (i.e., those contained in the MH, RE, SF, VT 

subscales) between the traditional GRM and the reduced model.  

Ha: There is a statistically significant difference in the log-likelihood function for the 

SF-36 items most strongly associated with mental health (i.e., those contained in the 

MH, RE, SF, VT subscales) between the traditional GRM and the reduced model 

(p<0.05). 

Objective 7 

To evaluate item fit in the PF, RP, GH, MH, and VT subscales of the SF-36 in a sample of patients 

with MS using item response theory.  

Hypothesis 7.1 

H0: At least one of the ten items within the PF subscale  of the SF-36 did not fit the  

unidimensional graded response model (GRM) well (S-X
2
 statistic p-value<0.05 for 

at least one item).  
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Ha: All ten items within the PF subscale of the SF-36 fit the unidimensional GRM 

well (S-X
2
 statistic p-value≥0.05 for all ten items).  

Hypothesis 7.2 

H0: At least one of the four items within the RP subscale  of the SF-36 did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All four items within the RP subscale of the SF-36 fit the unidimensional GRM 

well (S-X
2
 statistic p-value≥0.05 for all four items).  

Hypothesis 7.3 

H0: At least one of the five items within the GH subscale  of the SF-36 did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All five items within the GH subscale of the SF-36 fit the unidimensional GRM 

well (S-X
2
 statistic p-value≥0.05 for all five items).  

Hypothesis 7.4 

H0: At least one of the five items within the MH subscale  of the SF-36 did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All five items within the MH subscale of the SF-36 fit the unidimensional GRM 

well (S-X
2
 statistic p-value≥0.05 for all five items).   

Hypothesis 7.5 

H0: At least one of the four items within the VT subscale  of the SF-36 did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All four items within the VT subscale of the SF-36 fit the unidimensional GRM 

well (S-X
2
 statistic p-value≥0.05 for all four items).   

Objective 8 

To evaluate item fit of SF-36 items associated with either physical or mental domains of health in a 

sample of patients with MS using item response theory. 

Hypothesis 8.1 



 

Dissertation Kristin M Khalaf  90 

H0: At least one of the 21 SF-36 items most strongly associated with physical health 

(i.e., those contained in the PF, RP, BP, and GH subscales) did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All 21 SF-36 items most strongly associated with physical health (i.e., those 

contained in the PF, RP, BP, and GH subscales) fit the unidimensional GRM well (S-

X
2
 statistic p-value≥0.05 for all 21 items).  

Hypothesis 8.2 

H0: At least one of the 14 SF-36 items most strongly associated with mental health 

(i.e., those contained in the MH, RE, SF, VT subscales) did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Ha: All 14 SF-36 items most strongly associated with mental health (i.e., those 

contained in the MH, RE, SF, VT subscales) fit the unidimensional GRM well (S-X
2
 

statistic p-value≥0.05 for all 14 items).  
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2 Main Topic 1: Item and Subscale Properties of the SF-36 

Among a Sample of Patients with Multiple Sclerosis  

2.1 Introduction 

In health status assessment, patient-reported outcome measures (PROMs) are tools used to 

elicit important and measurable information from patients (McKenna 2011). They cover a range of 

outcomes including symptom impact, functioning, general health perceptions, reports and ratings of 

health care, and health-related quality of life (HRQOL), a multi-dimensional concept that focuses on 

the impact health status has on quality of life (Carol Estwing Ph.D. and Ferrans 2004). Instruments 

may be generic in nature (designed to be used in any disease population and cover a broad aspect of 

the construct measured) or disease-specific (developed specifically to measure those aspects or 

outcomes that are particularly relevant or important for a group of people with a particular medical 

condition) (Fayers P.M. 2007). PROMs that assess a single construct are termed unidimensional, 

while those that measure multiple constructs are considered multidimensional (Patrick and Deyo 

1989, Meadows 2011).  

The value of PROMs have been recognized as an important way to assess the impact of 

treatment on patient functioning and well-being, however, the extent to which their outcomes may be 

utilized in the medical decision making process has historically been a subject of much debate 

(Cleeland 2006, Rothman, Beltran et al. 2007). This is primarily because PROMs were not always 

well conceptualized in the medical and health literature (Bergner 1989). PROMs are now recognized 

as a unique indicator of the impact of disease and a key element in treatment decision-making. A 

number of research initiatives have been initiated to point out challenges related to the development 

and evaluation of PROMs and to develop clear criteria for evaluating the scientific quality of data 

pertaining to PROMs to better support patient-based labeling and promotional claims for new 

therapies and devices (Leidy, Revicki et al. 1999, Apolone, De Carli et al. 2001, Aaronson 2002, 

Chassany, Sagnier et al. 2002, Garratt, Schmidt et al. 2002, Acquadro, Berzon et al. 2003, Willke, 
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Burke et al. 2004, Szende, Leidy et al. 2005, Patrick, Burke et al. 2007, Patrick, Burke et al. 2011, 

Patrick, Burke et al. 2011). Of note, in 2002, the Scientific Advisory Committee of the Medical 

Outcomes Trust identified eight key attributes considered to be critical for judging an instrument’s 

strength with respect to measuring the health of a population or an individual. These criteria include 

conceptual and measurement model, reliability, validity, responsiveness, interpretability, burden, 

translations, and cultural adaptability (Aaronson 2002). Despite the difficulties associated with 

developing and evaluating PROMs in a standardized manner across a variety of therapeutic areas, 

capturing the patient’s perspective through the use of PROMs is a critical component to help quantify 

and better understand the impact of health conditions on patients’ lives, the perceived benefit of 

health care interventions, and in some cases, plays an important role in the drug approval process 

(Cappelleri, Lundy et al. 2014). 

A core concept within the field of PROs is that of HRQOL. While this term has historically 

been defined in many different ways, the World Health Organization has proposed the subjective 

perception of health to be defined as physical, mental, and social wellbeing (WHOQOL 1995). The 

distinction is made between HRQOL and the more general concept of quality of life to focus 

specifically on aspects of life that are considered to be affected by disease or treatment for disease. 

Key aspects of HRQOL may include general health, physical functioning, physical symptoms and 

toxicity, emotional functioning, cognitive functioning, role functioning, social well-being and 

function, sexual functioning, and existential issues (Fayers P.M. 2007). Given the large number of 

diverse instruments that purport to measure HRQOL, the items contained within PROMs that are 

designed to measure HRQOL each to some extent define it in their own way (Garratt, Schmidt et al. 

2002). 

One of the instruments most commonly used to measure HRQOL is the 36-item Short Form 

health survey questionnaire (SF-36). The SF-36 was initially constructed for use in the Medical 

Outcomes Study to develop a practical measurement tool appropriate for widespread use across 

diverse populations (Tarlov, Ware et al. 1989, Ware and Gandek 1998). Comprised of 36 items, it 
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represents the eight most frequently measured health concepts used in health surveys shown to be 

affected by disease and treatment (Ware, Snow et al. 1993, Ware 1995, Ware, Kosinski et al. 1995). 

Version 2 of the SF-36 was introduced in 1996 to improve upon the original version; these 

modifications include improvements in wording of instructions and items, layout, and response 

choice categories (Ware 2007). Since its inception and subsequent evolution, the SF-36 has resulted 

in hundreds of publications across diverse populations, providing a wealth of empirical information 

about its measurement properties and assessing HRQOL across diverse patient groups (Turner-

Bowkerv D.M. 2002, Fortin, Lapointe et al. 2004, Bayliss, Rendas-Baum et al. 2012). 

Generic HRQOL measures typically encompass a wide array of items that cover physical, 

emotional, and social functioning aspects of health (Fayers P.M. 2007). A general HRQOL measure 

such as the SF-36 can be particularly useful in evaluating the health status of a patient population that 

is afflicted by a disease whose symptoms are diverse and multifactorial in nature. Multiple sclerosis 

(MS) is one of several demyelinating diseases of the central nervous system (CNS) characterized by 

an inflammatory reaction thought to be mediated primarily by T-lymphocytes and activated 

macrophages (microglia) in the brain and spinal cord (Lassmann, Brück et al. 2007). Despite relapses 

and remissions, its course is invariably progressive, and the observed progression from the remitting-

relapsing to the secondary progressive form represents the accumulation of permanent damage to the 

nervous system (Poser and Brinar 2004). The most common initial signs and symptoms of MS 

include sensory problems (numbness or tingling of a body part), weakness, difficulty walking, 

monocular decreased vision, and poor coordination. Bladder or bowel problems, sexual dysfunction, 

sexual difficulties, or pain usually emerge in later phases of the disease, but the course of MS is 

highly variable, and there is no predictable sequence of symptom presentation (IOM 2001). The SF-

36 is a commonly administered generic instrument administered to patients with multiple sclerosis 

(MS), and is generally considered to be an appropriate measure of HRQOL in this population, 

particularly since it contains items related to bodily pain and vitality, aspects of health which are 

considered to be particularly relevant to patients with MS (CanadianBOIGroup 1998, Nortvedt, Riise 
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et al. 1999, Nortvedt, Riise et al. 1999, Nortvedt, Riise et al. 2000, Hemmett, Holmes et al. 2004, 

Forbes, While et al. 2006). However, some research suggests limitations in its measurement abilities, 

specifically, that it may not adequately differentiate scores among MS patients with moderate to 

severe disability (Freeman, Hobart et al. 2000, Freeman, Hobart et al. 2001), and that it may 

overestimate mental health in this patient population (Nortvedt, Riise et al. 2000). In addition, MS-

specific domains of the disease (e.g., neuropathy, sexual dysfunction, decreased vision) are not 

addressed by the SF-36. In spite of these noted limitations, the SF-36 has been incorporated as a 

component of and adapted for use in other PROMs that contain more MS-specific items or measures 

(Vickrey, Hays et al. 1995, Hobart, Lamping et al. 2001).  

Despite its frequency of use, information about SF-36 measurement properties within the MS 

patient population is scarce. Nortvedt and colleagues (Nortvedt, Riise et al. 2000) evaluated the 

performance of the physical and mental summary scales for version 2 of the SF-36 relative to version 

1 of the SF-36 and SF-12 in a cohort of 194 patients with MS by comparing their relationship to 

external measures of physical functioning and mental health, but did not evaluate individual subscales 

or further evaluate its factor structure. Forbes and colleagues (Forbes, While et al. 2006) took a closer 

examination of individual subscales in a prospective study of 150 adults with MS recruited through 

various avenues within a healthcare facility. They assessed reliability with Cronbach’s alpha statistic 

and evaluated validity by comparing the relationship of SF-36 (version 2) outcomes to various 

external criteria specified a priori. These two studies provide limited data with respect to item and 

subscale functioning in the MS population. In addition, no publications heretofore have tested 

dimensionality of the individual subscales using confirmatory methods in the MS population. The 

purpose of this analysis was to assess measurement properties of version 2 of the SF-36 in an online 

convenience sample of US-residing MS patients through a closer examination of item and subscale 

properties, and to test dimensionality of each subscale using confirmatory factor analytic methods.  
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2.2 Methods 

2.2.1 Data Source  

Data for this study were derived from a cross-sectional survey that has been described in 

detail elsewhere (Khalaf, Coyne et al. 2014, Khalaf, Coyne et al. 2015). Briefly, individuals with a 

self-reported diagnosis of MS were recruited through various MS patient advocacy organizations to 

participate in an online cross-sectional survey. The survey included questions related to basic 

demographics and disease history as well as instruments used to measure general HRQOL, 

productivity, and urinary symptom-specific HRQOL and symptom bother, since urinary symptoms 

are a common secondary symptom associated with MS (Schoenberg 1983, LITWILLER, FROHMAN 

et al. 1999, IOM 2001, Hadjimichael 2002, DasGupta and Fowler 2003, Mahajan, Patel et al. 2010, 

Khalaf, Coyne et al. 2015).  

2.2.2 Measures 

The standard 4-week recall US version of the SF-36 version 2.0 was administered to all 

participants (Appendix  6.1). It is comprised of 36 total items, all but one of which (health transition 

[HT] item) are included in one of eight subscales: physical functioning (PF, ten items), bodily pain 

(BP, two items), social functioning (SF, two items), mental health (MH, five items), general health 

(GH, five items), vitality (VT, four items), role physical (RP, four items), and role emotional (RE, 

three items). All items are rated on a Likert-type or frequency response scale and range from three to 

six response categories. Scores are linearly transformed to range from zero to 100 using a standard 

scoring algorithm where higher scores denote better HRQOL (McHorney, Ware et al. 1993, Sullivan, 

Karlsson et al. 1995, Jenkinson, Layte et al. 1997, Ware, Kosinski et al. 1998) (Appendix  6.2). Norm-

based scoring (NBS) algorithms were introduced for all eight scales using norms created from the 

1998 National Survey of Functional Health Status (Ware 2000). The second version of the SF-36 was 

again re-normed in 2009 to provide more current US general population comparison data 

(QualityMetric 2011). NBS allows for all scores to be linearly transformed following the scoring 

steps described above such that for each subscale, the general U.S. population mean is equal to 50 and 
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the standard deviation is equal to ten. Subscales may be further aggregated into two component 

summary scores, physical and mental. Although the scores themselves will not be evaluated in this 

research, the PF, RP, and BP subscales have been shown to correlate most strongly with physical 

aspects of health, while the MH, RE, and SF subscales correlate most strongly with mental aspects of 

health. The VT and GH subscales do not preferentially associate with one or the other and have 

noteworthy correlations with both mental and physical aspects of health.  

Disability status was assessed using the Patient Determined Disease Steps (PDDS, 

Appendix  6.3). The PDDS is a single item measure of self-reported disability ranging from zero 

(normal, defined as having mild symptoms that are mostly sensory and do not limit activity) to eight 

(bedridden, defined as unable to sit in a wheelchair for more than one hour) (Hohol, Orav et al. 1999).  

It has been shown to yield results similar to the physician-scored EDSS, a universally used clinical 

scale developed to measure the degree of disability in MS patients. The PDDS was used to classify 

participants by level of disease severity in this study (Kurtzke 1983, Hohol, Orav et al. 1995, 

Schwartz, Vollmer et al. 1999). 

A disease-specific measure, the short form version of the Overactive Bladder Questionnaire 

(OAB-q SF, Appendix  6.4), was also included in the survey to assess overactive bladder (OAB)-

specific HRQOL impact and the degree to which patients are bothered by any OAB symptoms they 

may have. The OAB-q was developed to assess symptom bother and the impact of the entire range of 

OAB symptoms on HRQOL. The Symptom Bother and HRQOL subscales are each scored separately 

by summing up the item values and transforming the value to a zero to 100 scale, with higher scores 

indicating greater Symptom Bother and lower scores indicating poorer HRQOL (Coyne, Revicki et al. 

2002). The short form version of the OAB-q reduces the eight-item symptom bother scale to six 

items, and the 25-item HRQOL scale to 13 items. The shortened version of the instrument has 

demonstrated that it retains the reliability, validity, and responsiveness of the original OAB-q (Coyne, 

Lai et al. 2004, Coyne, Thompson et al. 2015).  
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The Work Productivity and Activity Impairment Questionnaire, General Health Problem 

(WPAI: GH, Appendix  6.5) is a patient-reported quantitative assessment of the amount of 

absenteeism, presenteeism, and daily activity impairment attributable to general health. Comprised of 

6 items, it measures the effect of overall health on productivity at work (for respondents reporting 

they are currently employed) as well as outside of work (for all respondents), and allows the user to 

express productivity and activity impairment as a percentage of time ranging from 0 percent to 100 

percent, where higher numbers indicate greater impairment and less productivity (Reilly, Zbrozek et 

al. 1993). Since the WPAI:GH does not ask questions specific to the type of illness or type of 

employment, the instrument can be generalized across occupations and disease areas (Prasad, 

Wahlqvist et al. 2004). The WPAI has been used in many studies and across many populations, 

including patients with MS (Stockl, Shin et al. 2010).   

2.3 Statistical Analysis 

Methods to assess scaling and scoring assumptions and reliability of the SF-36 items and 

scales were largely adopted from recommendations from the International Quality of Life Assessment 

(IQOLA) Project (Ware and Gandek 1998), which describes a systematic approach to test key 

assumptions underlying item scoring and the construction of multi-item scales. The purpose of this 

approach is to demonstrate whether item characteristics meet the evidentiary standards proposed by 

Likert to summarizing ratings of individual items of the SF-36 into their eight respective subscales 

from which a total score may be calculated (Edwards 1983). Summated rating scales allow for ease of 

analysis and interpretation of response to items without imposing complicated scoring algorithms. 

However, a number of assumptions originally proposed by Likert must be tested in order to ensure it 

is appropriate to create a summated score from the individual items. The first two assumptions pertain 

to the requirement that items demonstrate tau equivalence. Items in each hypothesized subscale 

should contain approximately the same proportion of information about the construct being measured 

(i.e., they each contribute equally to the latent construct). In addition, their variance should also be 
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equal such that their contribution to the total computed score is equivalent across all items in the 

scale. Third, items should have a linear relationship to the total score computed from all other items in 

that scale (Likert 1932). Using the IQOLA approach, these assumptions were evaluated for items and 

subscales from a descriptive standpoint using generally accepted numerical benchmarks as thresholds 

for evaluating item and subscale measurement properties described in further detail below (Ware and 

Gandek 1998). In addition to the IQOLA recommendations, the unidimensionality of each of the 

subscales containing four or more items were formally tested using confirmatory factor analytic 

methods. 

Prior to the analyses described below, general demographic and clinical characteristics were 

presented to describe the sample, as well as summary statistics of the outcomes above for both the 

total sample and stratified by PDDS categories. Both non-normed and norm-based SF-36 scores were 

presented to show scores relative to the U.S. general population in the case of the former, however, 

the remainder of the subscale analyses focused exclusively on the 0-100 transformed subscale scores.  

2.3.1 Item-level Properties 

Descriptive Statistics 

Item-level characteristics were first evaluated using descriptive statistics. Frequency 

distributions, means, and standard deviations of individual items were examined to determine to what 

extent response choices were used, whether there were roughly symmetrical or near-normal 

distribution of responses, and whether any patterns across items specific to a certain scale (but not 

other scales) were noted. Item means were expected to follow trends consistent with the health state 

that a particular item is pertaining to, since the SF-36 was designed to include items that cover 

various levels of each construct (e.g., in the PF domain, the “easiest” item pertains to limitations in 

bathing or dressing, while the most “difficult” item pertains to limitations in vigorous activities). 

Standard deviations were expected to be roughly equivalent for items with the same response options. 
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Correlation Matrix 

Pearson product-moment correlation coefficients were examined between each item and its 

respective scale as well as to other scales using a multi-trait/multi-item correlation matrix (Cohen, 

Cohen et al. 2013). The purpose of a multi-trait/multi-item correlation matrix is to evaluate item-to-

subscale relationships and properties. Each row corresponds with the correlations between one item 

and all hypothesized scale scores, and each column corresponds with the correlations between the 

score for one scale and all items in the matrix regardless of whether it is hypothesized to be part of 

that subscale. This method allows for a number of assumptions to be examined simultaneously. First, 

items were evaluated to see whether they were substantially linearly related to their total subscale 

score. Correction for item-scale overlap was employed to avoid inflating the item-scale correlation 

(Howard and Forehand 1962). In accordance with Cohen’s established conventions for interpreting 

the magnitude of correlations, values greater than 0.50 were considered to be large, correlations 

between 0.30 and 0.50 were considered to be moderate, values between 0.10 and 0.30 were 

considered to be small, and anything less than 0.10 was considered to insubstantial (Cohen 1988). 

Second, the extent to which items in a subscale contribute information to the total score was 

also assessed to evaluate equality of item-scale correlations to assess whether they contribute roughly 

equal proportions of information to the total scale score. Items whose correlations differ significantly 

from the remaining items in a subscale may warrant removal or differential weighting (McHorney, 

Ware et al. 1993). Third, item discriminant validity determined the extent to which each item 

measured other scales (i.e., concepts it was not supposed to measure) in order to compare the strength 

of relationship between its hypothesized subscale relative to other subscales in the matrix. Item 

discriminant validity was supported if the correlation between an item and its own scale was greater 

than or equal to two standard errors higher than with the other scales (i.e., approximate 95% confident 

interval range) (Campbell and Fiske 1959, Howard and Forehand 1962). The total number of 

discriminant validity tests for each subscale is equal to the total number of items in that subscale 

multiplied by the number of scales in the matrix minus one (e.g., for the PF subscale, the total number 
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of discriminant validity tests is equal to 10(8-1), or 70). Two factors contribute to items that fail 

discriminant validity: a low correlation with its own subscale, or a substantial correlation with more 

than its own subscale. Subscales containing items that fail tests of discriminant validity due to a low 

correlation with its own subscale will be less efficient if the item is included in the scale. Subscales 

containing items that fail tests of discriminant validity due to a substantial correlation with more than 

its own subscale will confound scales, complicate their interpretation accordingly, and render the 

instrument less efficient (Ware and Gandek 1998). Tests were summarized into one of five categories: 

1) the correlation between an item and its hypothesized scale is higher than two standard errors from 

the item-competing scale correlation (denoted as “+2”), 2) the item-hypothesized scale correlation is 

between one and two standard errors higher than the item-competing scale correlation (denoted as 

“+1”), 3) the item-hypothesized scale correlation is between one and two standard errors lower than 

the item-competing scale correlation (denoted as “-1”),  4) the correlation between an item and its 

hypothesized scale is greater than two standard errors than the item-competing scale correlation 

(denoted as “-2”) and 5) the correlation between an item and its hypothesized scale is less than one 

standard error than the item-competing scale correlation (i.e., between -1 and 1 standard error, 

denoted as “0”). Scaling success rates were then summarized as the percentage of item scaling tests 

passed (i.e., correlations greater than or equal to two standard errors higher relative to other 

subscales) for items in each subscale (ten Klooster, Vonkeman et al. 2013).  

2.3.2 Evaluation of Unidimensionality 

Model Specification 

Following the evaluation of item-level descriptive statistics, a confirmatory factor analysis 

(CFA) was performed for SF-36 subscales containing four or more items to assess their 

unidimensionality (the rationale for the four-item requirement will be described further below). The 

steps required to conduct a CFA include model specification and identification, model estimation, and 

model evaluation. Model specification first requires specification of a measurement model that is well 
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grounded by prior empirical evidence and theory. CFA analyzes variances and covariances of 

observed item responses, which can be expressed as follows:  

𝑦𝑖 = 𝜇𝑖 +  𝜆𝑖1𝜂1+ 𝜆𝑖2𝜂2 … + 𝜆𝑖𝑚1𝜂𝑚 + 휀𝑖 

where 𝑦𝑖 represents the observed response for item 𝑖 out of p total indicators; 𝜇𝑖 represents the item 

intercept, 𝜆𝑖 represents the item factor loading relating to variable 𝑖 to the 𝑚𝑡ℎ factor 𝜂; and 

휀𝑖represents the variance that is unique to indicator 𝑦𝑖 and is independent of all 𝜂s and all other 휀s. 

The path diagram of a simple factor solution entailing a single factor 𝜂1 and 𝑝 = 4 indicators 

(𝑌1, 𝑌2, 𝑌3, 𝑌4) is depicted below (Figure 2-1). 

Figure 2-1. Path Diagram of a One-Factor Model with Four Items 

 

 

All CFA models contain indicator intercepts, factor loadings, unique variances, and factor 

variances. Indicator intercepts (𝜇𝑖) may be interpreted as item difficulty, or the predicted value of the 

indicator when the factor is zero. Item intercepts are often ignored in CFA due to the linear 

relationship between factor and item response. An item is assumed to be equally discriminating (i.e., 

“equally good” or “equally bad”) across the entire latent trait such that the intercept has no role in 

evaluating how good (or bad) an item is. Factor loadings (𝜆𝑖) are the regression slopes for predicting 

the indicators from the latent variable, and can be interpreted as item discrimination such that stronger 



 

Dissertation Kristin M Khalaf  102 

factor loadings indicate better items. The factor directly represents the covariance among items. The 

squared factor loading, often referred to as communality, represents the proportion of variance in the 

indicator that is explained by the latent variable. Unique variance (ε) is variance in the indicator that 

is not accounted for by the latent variables and is typically presumed to be measurement error; thus it 

is sometimes referred to as error variance or indicator unreliability. Factor variance (𝜙) may be 

interpreted as the sample variability or dispersion in the factor, or the extent to which sample 

participants’ relative standing on the latent dimension is similar or different (Brown 2015). 

The measurement model equations for each of the five subscales containing at least four 

items were specified and are provided below to illustrate the relationship between each factor and its 

respective items. The item served as the dependent variable from which the item intercept, factor 

loading, and error variance parameters were estimated.  

Model Identification 

To perform a CFA, a measurement model must first be identified before its parameters can be 

estimated. This requires scaling the latent variable as well as determining the number parameters that 

are known versus estimated in order to assess the model’s degrees of freedom. Scaling the latent 

variable is an aspect of model identification specific to the analysis of latent variables, which are 

unobserved and thus have no defined units of measurement (i.e., a variance and a mean). The scaling 

process serves as a starting point from which all other model parameters may be estimated. A latent 

variable may have its variance identified either by setting one observed measure (i.e., item) on each 

factor as a marker indicator or by fixing the variance of the factors to a specific value (typically 1.0). 

Creation of a scale for the latent variable mean may be accomplished either by fixing a factor mean to 

zero or a marker item intercept to zero. In this analysis, each factor mean was fixed to zero and the 

first item loading (marker item) in each factor was fixed to one. This represents the most common 

scaling practice and this method is also for compatible for use in higher-order factor models 

(Hoffman 2014, Brown 2015). 
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In order to estimate the parameters and evaluate goodness-of-fit for any CFA model, the total 

number of degrees of freedom must exceed zero; that is, there must be fewer unknown parameters 

than known parameters with which to estimate them, a scenario in which the model is considered 

over-identified (Ullman 2006). Models with the same number of known and unknown parameters are 

referred to as just-identified. Although CFA can still be conducted on just-identified models, 

goodness-of-fit indices cannot be calculated because these solutions, by definition, will always have a 

perfect fit (i.e., just-identified models can be “solved”). While a just-identified model’s fit cannot be 

explicitly tested, the model solution will still provide a good description wherein the magnitude of 

factor loadings can be evaluated. Under-identified models have more unknown parameters than 

known parameters and therefore cannot be solved because there are an infinite number of different 

parameter estimates that would result in a perfect fit. For any CFA model (assuming error covariances 

and indicator cross-loadings are fixed to zero), a factor containing one or two items will always be 

under-identified, and a factor containing three items will always be just-identified. A minimum of 

four items is required for a CFA model to be over-identified such that its parameters may be 

estimated and goodness-of-fit statistics produced. Thus, only SF-36 subscales with four or more items 

were tested for unidimensionality in this analysis. All error variances, factor variances, and 

covariances were freely estimated and assumed to be unsystematic (i.e., independent of one another), 

and all error covariances and indicator cross-loadings were fixed to zero. The resulting total number 

of unique elements contained in the covariance matrix for each factor, along with the known and 

estimated parameters and resulting model degrees of freedom, are shown below in Table 2-1. 

Table 2-1. Degrees of Freedom for SF-36 Subscales Fit to Confirmatory Factor Analytic Models 

Factor Total Number of 

Unique Data Elements
a 

Estimated 

Parameters
b 

Model Degrees of 

Freedom
c 

Factor 1: Physical Functioning
 

65 30 35 

Factor 2: Role Physical 14 12 2 

Factor 3: General Health 20 15 5 

Factor 4: Mental Health 20 15 5 

Factor 5: Vitality 14 12 2 
aTotal number of data elements = [p(p+1)/2 + p], where p = total number of items in subscale 
bEstimated parameters include factor variance, factor loadings, item intercepts, and error variances 
cModel degrees of freedom = total number of data elements – number of estimated parameters 



 

Dissertation Kristin M Khalaf  104 

Model Evaluation 

The goal of CFA is to identify a set of factor loadings that yield a predicted covariance matrix 

(Σ) that best reproduces the input (unstructured) matrix (𝑆), because item response cannot be directly 

predicted from a latent variable. 𝑆 is the maximum likelihood estimate of the saturated, or 

unstructured, model in which all item means, variances, and covariances are estimated separately (i.e., 

no constraints are imposed on any of the model values). The goal of estimation is to minimize the 

difference between the structured and unstructured estimated population covariances (Kolenikov 

2009). The predicted, or structured, covariance matrix (Σ) is produced as a function of the parameter 

estimates obtained in the minimization of the estimation function. This process entails a fitting 

function, or a mathematical operation to minimize the differences between (Σ) and (𝑆). The most 

commonly applied fitting function in CFA research is maximum likelihood (ML) estimation (𝐹𝑀𝐿) 

(Bollen 1989, Enders 2010). Key assumptions of ML include 1) a moderate to large sample size, 2) 

indicators have been measured on approximate interval level data, and 3) the distribution of the 

indicators is multivariate normal. The sample size of this dataset, approximately 1,000 respondents, 

meets the first criterion. The second two criteria represent commonly encountered latent construct 

measurement issues in the social and behavioral sciences, where a set of ordinally scaled items is used 

to assess a latent construct using CFA. This technique assumes that the observed variables are 

continuous and normally distributed (Flora and Curran 2004, Hox, Maas et al. 2010). Responses on 

ordinal variables are typically coded numerically in ascending order; thus, researchers often ignore 

the categorical nature of the variables and treat them as continuous variables by applying continuous 

normal theory ML to estimate model parameters. This may lead to biased parameter estimates, as well 

as incorrect standard errors and model test statistics, especially when there are less than five response 

options. To reconcile the linear CFA model with the ordinal nature of the variables, it may be 

assumed that underlying each categorical variable is a normally distributed continuous variable, and 

the CFA model describes the relationship between the latter variable and the latent factor(s) 

(Rhemtulla, Brosseau-Liard et al. 2012).  
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Alternative methods exist to accommodate categorical data or small sample sizes but have 

also been associated with limitations. ML estimation is typically preferred because of its ability to 

produce the most precise estimates (assuming that the data are normal) (Beauducel and Herzberg 

2006, Ullman 2006, Brown 2015). A variation of traditional ML estimation is ML estimation with 

robust chi-squares and standard errors (robust ML, or MLR). MLR has been found to be robust 

against moderate violations of assumptions (Yuan and Bentler 1998, Hox, Maas et al. 2010). It is a 

good practical strategy to apply, at a minimum, robust corrections to normal theory ML when 

variables are categorical, because these variables are non-normal, by virtue of being discrete rather 

than continuous (Rhemtulla, Brosseau-Liard et al. 2012). MLR is still a linear model and thus results 

in the same parameter estimates as ML; however, the standard errors and chi-square tests are 

computed differently. MLR results will be equivalent to ML if item responses are normally 

distributed. Weighted least squares (WLS), mean-adjusted weighted least squares (WLSM), and 

mean- and variance-adjusted weighted least squares (WLSMV, also known as diagonally weighted 

least squares) are examples of estimations methods that have been developed for categorical data and 

may be less susceptible to underestimated factor loadings and parameter standard errors, particularly 

among indicators with less than five categorical options (Flora and Curran 2004, Rhemtulla, 

Brosseau-Liard et al. 2012). These methods, however, have also been shown to underperform with 

respect to the standard error estimates of the factor loadings and inter-factor correlations (Li 2015). 

WLSMV was chosen as the estimation method for performing the CFA to accommodate for the 

ordered polytomous data (Muthen 1997). WLSMV provides robust standard errors and adjusted test 

statistics and performs well for ordered polytomous indicators under a variety of conditions (e.g., 

differing degrees of non-normality and model complexity) and may be less susceptible to 

underestimated factor loadings and parameter standard errors, particularly among indicators with less 

than five categorical options (Flora and Curran 2004, Rhemtulla, Brosseau-Liard et al. 2012).  

Following model parameter estimation, numerous goodness-of-fit indices were used to 

evaluate how well the previously described variance-covariance matrices “fit” to one another. 
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Goodness-of-fit indices are used to assess and test model fit in CFA, and provide a global summary of 

the difference between the sample and model-implied matrices. Fit indices can be broadly 

characterized as falling into three categories: absolute fit, fit adjusting for model parsimony, and 

comparative or incremental fit. Absolute fit indices assess model fit at an absolute level, by evaluating 

the reasonability of the hypothesis that 𝑆 =  Σ without taking into account other aspects such as fit in 

relation to more restricted solutions. Parsimony corrected indices differ from absolute fit indices in 

that they incorporate a penalty function for poor model parsimony. Indices would, therefore, favor a 

model with fewer freely estimated parameters. Comparative fit indices evaluate the fit of a user-

specified solution in relation to a more restricted, nested baseline model, typically referred to as a 

“null” or “independence” model in which all input indicators are fixed to zero and represents a “worst 

case scenario” implying that the items do not have any relationship with each other. Table 2-2 

provides a summary of the most commonly used fit indices in CFA. 

Table 2-2. Selected Descriptive Goodness of Fit Indices 

Goodness-of-fit Index Description Metric to Assess Model Fit 

Absolute Fit 

χ
2
 Likelihood ratio test between sample 

variance-covariance matrix (S) versus 

predicted variance covariance matrix (Σ) 

P>0.05 indicates that model 

sufficiently reproduces sample 

variances and covariances  

Standardized root mean 

square residual (SRMR) 

Evaluates difference between 

standardized (S) versus (Σ) to evaluate 

how far each predicted correlation is from 

average correlation  

Value ≤ 0.08 indicates good fit 

(ranges from 0 to 1) 

Parsimony Correction 

Root mean square error of 

approximation (RMSEA) 

Similar to absolute fit indices, but 

incorporates penalty function for poor 

model parsimony (i.e., favors models 

with greater number of degrees of 

freedom left over)  

Values ≤ 0.01, 0.05, and 0.08 

indicates excellent, adequate, and 

mediocre model fit (confidence 

interval computed to indicate 

precision of estimate) 

Comparative Fit 

Comparative Fit Index (CFI) Evaluates (S) relative to a more restricted, 

baseline model that assumes no 

covariance between items 

Values closer to 1 imply good 

model fit (ranges from 0 to 1); 

CFI ≥0.90 have been suggested as 

acceptable 

Tucker-Lewis Index (TLI), 

non norm fit index 

Similar to CFI, but incorporates penalty 

function for adding freely estimated 

parameters that do not markedly improve 

model fit  

Values closer to 1 imply good 

model fit (ranges from 0 to 1); 

TLI ≥0.90 have been suggested as 

acceptable 
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In line with recommended research practices, an index from each goodness-of-fit index 

category was selected and reported to obtain a comprehensive picture to evaluate model fit (Marsh 

and Balla 1994, Hu and Bentler 1999, Schreiber, Nora et al. 2006, Brown 2015). A Χ2-statistic value 

resulting in a non-significant p-value (i.e., p>0.05), a root mean squared error of approximation 

(RMSEA) value less than or equal to 0.05, and a Confirmatory Fit Index (CFI) value of 0.90 or 

greater were selected as the absolute, parsimony corrected, and comparative fit indices to evaluate 

global model fit, respectively. 

In addition to assessing global goodness-of-fit statistics, local fit was also evaluated to focus 

on specific relationships in the solution that could be problematic. A modification index reflects an 

approximation of how much the overall model 𝑋2 will decrease if the fit if the fixed or constrained 

parameter is freely estimated. A good fitting model should produce modification indices that are 

small in magnitude. A modification index may be conceptualized as a 𝑋2 statistic with one degree of 

freedom, indices greater than 3.84, which reflects the critical value of 𝑋2 at p<0.05, were considered 

to be suggestive of ways that the overall fit of the model could be significantly improved (Brown 

2015). The residual correlation matrix was also evaluated to assess the magnitude of difference in 

correlations between the sample matrix and predicted matrix for each item. High residual correlations 

suggest that the absence of optimal item-to-model fit (Harman and Jones 1966). A cutoff of |0.20| was 

used to denote large residual correlations (Reeve, Hays et al. 2007).  

2.3.3 Subscale Properties 

Descriptive Statistics 

Following the evaluation of unidimensionality, and similarly to the item-level analysis 

described above, descriptive statistics and features of scale score distributions (skewness, kurtosis, 

floor effects, ceiling effects) of the 0-100 transformed scale scores were assessed both for the overall 

population as well as stratified by MS disease severity (i.e., PDDS scores). Subscale scores should 

show substantial variability to ensure coverage across all levels of the concept it measures, and the 

full range of the measure should be used even if the distribution is skewed. The presence of notable 
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floor and ceiling effects were evaluated to see whether extreme items might be lacking in the lower or 

upper end of the scale, which would suggest limited content validity. A threshold of 15% of 

respondents achieving the lowest or highest possible score has been proposed as evidence of a floor 

or ceiling effect (McHorney and Tarlov 1995, Terwee, Bot et al. 2007). Subscales with more than 

15% of respondents achieving the lowest possible score were noted and considered to be problematic 

in this sample of MS patients who are known to experience physical disability as a result of their 

disease. Large floor effects may imply that additional items may be needed in order to capture the 

entire range of the latent construct.  

Internal Consistency Reliability 

The reliability of scale scores was estimated using the internal consistency method 

(Cronbach’s alpha coefficient). A reliability coefficient is the estimate of the proportion of total 

variance that is true score variance, and is a function of the number of items within the subscale as 

well as the extent to which items share common variance (i.e., internal consistency). Reliability is 

calculated as follows, where K refers to the total number of items, 𝑉𝑎𝑟(𝑥𝑖) is the variance of the 𝑖𝑡ℎ 

item in the scale calculated from the sample, 𝑆 is the observed total score, and 𝑆 =  ∑ 𝑥𝑖 (Traub and 

Rowley 1991): 

𝛼 =  
𝐾

𝐾 − 1
(1 −  

∑ 𝑉𝑎𝑟(𝑥𝑖)

𝑉𝑎𝑟(𝑆)
) 

A reliability level of 0.80 was specified as adequate in this analysis for group-level comparisons 

(Cronbach 1951, Helmstadter 1964). Correlations between scales were computed and presented 

alongside reliability estimates to evaluate whether scales are measuring distinct concepts. Since 

Cronbach’s alpha can be conceptualized as a correlation between an individual scale and itself, the 

extent to which the correlation between two scales is less than their reliability coefficient 

demonstrates the presence of unique reliable variance measured by each scale (Guilford 1954). 

Correlations were expected to follow patterns consistent with scales considered conceptually related. 

For example, scales that have been shown to correlate most highly with physical health (PF, RP, BP, 
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GH) should have higher correlations with one another relative to the scales shown to correlate most 

highly with mental health (MH, VT, RE, SF) (Ware 1995). Correlations should be moderate (≥0.30) 

but not so high (<0.70) so as to suggest redundancy across scales (ten Klooster, Vonkeman et al. 

2013). 

External Construct Validity 

Finally, several external variables available in the dataset were utilized to evaluate external 

construct validity through convergent/discriminant and known-groups validity (Fayers P.M. 2007). 

Both convergent/discriminant validity and known groups validity are types of construct validity 

which aim to test whether scores on a particular instrument relate to other measures in a manner that 

is consistent with theoretically derived hypotheses concerning the concepts being measured. In the 

case of convergent or discriminant validity, a priori expectations must be set to establish whether 

scores should be strongly or weakly related to another variable of interest, respectively. For 

behavioral science research, Pearson correlation coefficients around 0.10 are generally considered 

weak, values around 0.30 moderate, and values of 0.50 or greater are generally considered strong 

(Rosenthal 1996, Cohen, Cohen et al. 2013). For convergent/discriminant validity, the relationship of 

PDDS scores, an indicator of mobility in the MS population, was evaluated alongside the SF-36 

subscales. PDDS scores were expected to correlate more strongly (r≥0.30) with SF-36 scales related 

to physical health (convergent validity, especially PF) and less strongly (r<0.30) to mental health-

related scales (discriminant validity, especially MH). Known-groups validity looks for the presence of 

significant differences in scores among groups of patients that are known to differ with respect to 

certain traits. For known-groups validity, the ability of the SF-36 to distinguish between patients 

reporting a diagnosis of depression or currently experiencing an exacerbation of their MS symptoms 

was examined. Student’s t-tests were employed to test for the statistical significance between group 

differences in mean scores. Subscales known to be more strongly associated with mental health were 

expected to be most discriminative for patients reporting depression (i.e., largest effect size between 

patients reporting a diagnosis of depression versus those not reporting a diagnosis of depression). 
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Conversely, subscales most related to physical health were expected to discriminate best among 

patients with or without a current exacerbation of symptoms (i.e., largest effect size between patients 

reporting that they were currently experiencing an exacerbation of their symptoms versus not 

experiencing symptom exacerbation). An effect size represents a standardized measure of the 

magnitude of difference in scores between two groups. Cohen’s d effect size was calculated by 

dividing the difference between scores by the pooled standard deviation at baseline (weighted by 

sample size for each respective group) (Lenhard 2015). The benchmarks provided to help interpret 

effect sizes are as follows: a value of 0.20 is considered a “small” effect size, 0.50 is a “moderate” 

effect size, and 0.80 is a “large effect size (Cohen 1988, Crosby, Kolotkin et al. 2003). As the 

frequency of symptom exacerbation is expected to be associated with progression of MS or MS 

disease severity, the proportion of patients reporting that they were currently experiencing symptom 

exacerbation across different PDDS scores was also assessed to better understand this relationship 

(Poser and Brinar 2004). Exploratory associations with the SF-36 and other outcomes related to 

overall activity impairment and OAB symptoms collected in the survey were also examined in the 

absence of empirical evidence to inform a priori expectations. Correlations between SF-36 scales and 

overall activity impairment as measured by the WPAI were calculated to assess the relative strength 

of association between physical and mental scales. The WPAI asks patients to consider the impact of 

their health in general on their ability to work and perform regular activities. Hence, moderate to 

strong associations were expected across all domains. Similarly, symptoms of OAB have been shown 

to have significant psychological impacts, but may prevent patients from engaging in desired physical 

activities as well (Coyne, Wein et al. 2009). Correlations between the OAB-q SF HRQOL and 

Symptom Bother scores and SF-36 scales were also assessed, with moderate to strong associations 

expected across all subscales.  

All descriptive analyses were conducted using Stata Version 11 (StataCorp 2009). All CFA 

analyses were conducted using MPlus Version 7.4 (Muthen (1998-2015)). 
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2.4 Results 

2.4.1 Demographic and Clinical Characteristics 

Detailed descriptive results from this study have previously been reported (Khalaf, Coyne et al. 

2014, Khalaf, Coyne et al. 2015). Basic demographic and clinical information stratified by self-

reported PDDS scores are summarized in Table  2-3. A total of 1,052 patients completed the survey; 

80.1% were female (n=850) and 83.9% self-identified as Non-Hispanic White (n=883). Most reported 

that they were married (n=716[68.1%]). Less educated respondents represented a very small 

proportion of the sample size; only approximately 12% of the sample had a high school degree or 

less. Mean age (SD) was 47.8 (10.6) years, and mean time since being diagnosed with MS was 8.5 

(7.7) years.  Nearly half (45%) of the patients reported they had no limitations in walking ability and 

were mainly affected by sensory, transient, or other symptoms that impeded daily activities (Normal: 

n=189[18%]; Mild Disability: n=131[12.5%]; Moderate Disability: n=152[14.5%]). The remainder of 

patients reported some degree of gait disability (n=166[16.8%]), the need for some assistance with a 

cane (n=174[16.5%]), the need for extensive assistance with a cane (n=98[9.3%]), requirement of 

bilateral support (n=85[8.1%]), or the regular use of a wheelchair or scooter (n= 57[5.4%]). No 

patients reported being regularly bedridden. Less than half of patients reported they were currently 

employed (n=472[45%]). The most common comorbidity was depression, reported in 41.8% of the 

sample (n=440), followed by anxiety (n=267[25.4%], hypertension (n=240[22.8%]), 

hypercholesterolemia (n=240[22.8%]), and migraines (n=215[20.4%]).  

Table 2-3. Demographic and Clinical Characteristics of Sample, Stratified by Patient Determined Disease 

Steps 

 Total 

 

 

(N=1052) 

Normal or 

Mild 

Disability 

 

(N=320) 

Moderate or 

Gait Disability 

 

(N=318) 

Early/Late Cane, 

Bilateral Support, or 

Wheelchair/Scooter 

(N=414) 

P-value
a
  

Sex (N[%] female) 850 (80.1%) 269 (84.1%) 259 (81.4%) 322 (77.8%) 0.094 

Age (mean[SD]) 47.8 (10.6) 42.4 (10.3) 47.7 (9.5) 52.0 (9.7) <0.001
b 

Years since MS 

diagnosis 

(mean[SD]) 

8.53 (7.7) 6.0 (5.3) 7.5 (7.5) 11.3 (8.6) <0.001
b 

Race (N[%])  
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 Total 

 

 

(N=1052) 

Normal or 

Mild 

Disability 

 

(N=320) 

Moderate or 

Gait Disability 

 

(N=318) 

Early/Late Cane, 

Bilateral Support, or 

Wheelchair/Scooter 

(N=414) 

P-value
a
  

Black or 

African 

American 

59 (5.6%) 17 (5.3%) 24 (7.6%) 18 (4.4%) 0.169 

Asian 9 (0.9%) 3 (0.9%) 5 (1.6%) 1 (0.2%) 0.150 

Hispanic White 49 (4.7%) 18 (5.6%) 11 (3.5%) 20 (4.8%) 0.421 

American 

Indian or 

Alaska Native 

22 (2.1%) 5 (1.6%) 10 (3.1%) 7 (1.7%) 0.289 

Native 

Hawaiian Other 

Pacific Islander 

1 (0.1%) 0 (0) 1 (0.3%) 0 (0) 0.289 

Non-Hispanic 

White 
883 (83.9%) 268 (83.8%) 261 (82.1%) 354 (85.5%) 0.453 

Other 49 (4.7%) 11 (3.4%) 17 (5.4%) 21 (5.1%) 0.456 

Marital Status (N[%] )  

Single 150 (14.3%) 69 (21.6%) 32 (10.1%) 49 (11.8%) 

<0.001 

Married/long-

term partner 
716 (68.1%) 218 (68.1%) 221 (69.5%) 277 (66.9%) 

Divorced 132 (12.6%) 23 (7.2%) 44 (13.8%) 65 (15.7%) 

Separated 30 (2.9%) 6 (1.9%) 14 (4.4%) 10 (2.4%) 

Widowed 24 (2.28%) 4 (1.3%) 7 (2.2%) 13 (3.1%) 

Education Level (N[%] associate/college degree or higher)  

Less than high 

school 
6 (0.6%) 0 (0) 2 (0.6%) 4 (1%) 

0.003 

High school 

graduate 
119 (11.3%) 25 (7.8%) 49 (15.5%) 45 (10.9%) 

Some college 285 (27.1%) 73 (22.8%) 90 (28.4%) 122 (29.5%) 

Associate 

degree 
127 (12.1%) 36 (11.3%) 36 (11.4%) 55 (13.3%) 

Bachelor’s 

degree 
315 (30.0%) 116 (36.3%) 77 (24.3%) 122 (29.5%) 

Master’s degree 161 (15.3%) 52 (16.3%) 53 (16.7%) 56 (13.5%) 

Doctorate 

degree 
38 (3.6%) 18 (5.6%) 10 (3.2%) 10 (2.4%) 

Currently employed 

(working for pay) 

(N[%]) 

472 (45.0%) 235 (73.7%) 160 (50.6%) 77 (18.6%) <0.001 

MS type (N[%] 

relapsing-remitting) 
836 (79.8%) 292 (91.3%) 267 (84.0%) 282 (68.1%) <0.001 

Comorbidities (N[%])  

Anxiety 267 (25.4%) 66 (20.6%) 103 (32.4%) 98 (23.7%) 0.002 

Arthritis 176 (16.7%) 24 (7.5%) 61 (19.2%) 91 (22.0%) <0.001 

Asthma 126 (12.0%) 34 (10.6%) 43 (13.5%) 49 (11.8%) 0.527 

Depression 440 (41.8%) 105 (32.8%) 143 (45.0%) 192 (46.4%) <0.001 

Diabetes 83 (7.9%) 8 (2.5%) 23 (7.2%) 52 (12.6%) <0.001 

Epilepsy 15 (1.4%) 4 (1.3%) 7 (2.2%) 4 (1.0%) 0.358 

Eye Disorders 198 (18.8%) 44 (13.8%) 63 (19.8%) 91 (22.0%) 0.016 

Fibromyalgia 73 (6.9%) 6 (1.9%) 32 (10.1%) 35 (8.5%) <0.001 

Hypertension 263 (25.0%) 45 (14.1%) 93 (29.3%) 125 (30.2%) <0.001 
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 Total 

 

 

(N=1052) 

Normal or 

Mild 

Disability 

 

(N=320) 

Moderate or 

Gait Disability 

 

(N=318) 

Early/Late Cane, 

Bilateral Support, or 

Wheelchair/Scooter 

(N=414) 

P-value
a
  

Hypercholestero

lemia 
240 (22.8%) 45 (14.1%) 73 (23.0%) 122 (29.5%) <0.001 

Heart Disease 35 (3.3%) 3 (1.0%) 14 (4.4%) 18 (4.4%) 0.017 

Irritable Bowel 

Syndrome 
112 (10.7%) 23 (7.2%) 37 (11.6%) 52 (12.6%) 0.051 

Migraines 215 (20.4%) 66 (20.6%) 76 (23.9%) 73 (17.6%) 0.113 
SD, standard deviation; MS, multiple sclerosis. Some categories may not add up exactly to 100% due to rounding. aStatistical tests for 

differences are chi-square tests for categorical variables and ANOVA with Bonferroni’s adjustment for post hoc comparisons for continuous 
variables. bAll adjusted pairwise comparisons p<0.05. 

 

Mean HRQOL and WPAI scores, including norm-based SF-36 scores, are summarized in 

Table  2-4. Relative to the average representative norm-based SF-36 scores for the US general 

population (mean [SD]=50[10]), all normed subscale scores were significantly lower in this sample 

(p<0.001 for all subscales), ranging from a mean (SD) score of 37.2 (11.5) for the normed PF 

subscale to 45.1 (10.6) for the normed MH subscale. Significant differences were noted between 

patients in the “Mild Disability” category and both other PDDS categories across all subscales, 

however, only half of the subscale scores (PF, RP, MH, and SF) were significantly different between 

the “Moderate or Gait Disability” and the “Early/Late Can, Bilateral Support, or Wheelchair/Scooter” 

PDDS category. This may have been due to the somewhat arbitrary cutoff made between “Gait 

Disability” and “Early Cane,” since both of these patient groups have fairly similar levels of mobility. 

Urinary symptom-specific HRQOL and symptom bother scores worsened as PDDS scores worsened. 

Across the entire sample, patients reported that their physical or emotional health problems prevented 

them from doing daily activities outside of work 49% (SD=27%) of the time. The proportion of time 

patients reported being impaired with respect to non-work-related activities increased as PDDS scores 

worsened.  
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Table 2-4. Health-related Quality of Life, Work Productivity, Activity Impairment Scores, Stratified by 

Patients Determined Disease Steps 

 Total 

 

 

(N=1052) 

Normal or Mild 

Disability 

 

(N=320) 

Moderate or 

Gait Disability 

 

(N=318) 

Early/Late Cane, 

Bilateral Support, 

or 

Wheelchair/Scoot

er 

(N=414) 

p-value
e
  

SF-36
 

NBS
d 

0-100
e 

NBS
d
 0-100

e
 NBS

d
 0-100

e
 NBS

d
 0-100

e
  

Physical 

Function 

37.2
h
 

(11.5) 

46.9 

(30.1) 

49.6 

(7.6) 

79.2 

(20.0) 

37.6 

(7.4) 

47.82 

(19.4) 

27.4 

(6.1) 

21.35 

(15.8) 

<0.001
f 

Role Physical 
37.3

h
 

(10.9) 

44.8 

(30.3) 

46.6 

(9.0) 

70.7 

(25.1) 

36.3 

(9.0) 

41.81 

(25.1) 

30.9 

(8.2) 

27.02 

(22.9) 

<0.001
f 

Bodily Pain 
44.5

h
 

(10.4) 

56.6 

(25.9) 

50.1 

(8.9) 

70.5 

(22.0) 

42.0 

(9.4) 

50.29 

(23.3) 

42.1 

(10.7) 

50.62 

(26.5) 

<0.001
g 

General Health 
41.4

h
 

(10.2) 

47.3 

(21.4) 

46.4 

(9.2) 

57.7 

(19.3) 

39.1 

(9.3) 

42.43 

(19.6) 

39.4 

(10.3) 

42.98 

(21.6) 

<0.001
g 

Mental Health 
45.1

h
 

(10.6) 

63.9 

(20.3) 

47.5 

(9.7) 

68.6 

(18.6) 

42.8 

(10.5) 

59.60 

(20.1) 

44.9 

(10.9) 

63.60 

(20.9) 

<0.001
f 

Role Emotional 
41.3

h
 

(12.9) 

64.4 

(30.8) 

46.9 

(10.2) 

77.9 

(24.5) 

38.7 

(12.0) 

58.25 

(28.8) 

38.9 

(13.9) 

58.64 

(33.2) 

<0.001
g 

Social Function 
40.0

h
 

(10.9) 

56.9 

(27.1) 

46.6 

(8.8) 

73.3 

(22.0) 

38.7 

(9.6) 

53.56 

(24.0) 

36.0 

(10.8) 

46.76 

(27.0) 

<0.001
f 

Vitality 
40.5

h
 

(9.9) 

37.1 

(20.8) 

44.9 

(9.7) 

46.28 

(20.5) 

38.8 

(9.2) 

33.45 

(19.3) 

38.5 

(9.5) 

32.81 

(20.0) 

<0.001
g
 

OAB-Q SF  

HRQOL 

Summary 

Score
a 

72.3 (24.3) 85.5 (17.6) 71.7 (22.4) 62.6 (25.4) <0.001
f 

Symptom 

Bother Score
b 

33.3 (25.6) 20.5 (21.3) 33.7 (23.6) 42.8 (26.0) <0.001
f 

WPAI
c 

 

Overall Work 

Impairment 

(employed 

patients only, 

n=472) 

34.7 (28.3) 

(n=436) 

25.1 (24.5) 

(n=221) 

45.3 (28.6) 

(n=145) 

42.(29.0) 

(n=70) 

<0.001
g 

Overall Activity 

Impairment 

49.3 (27.2) 29.8 (24.3) 52.3 (23.6) 62.3 (23.1) <0.001
f 

Mean (standard deviation) reported for all. SF-32, version 2 of the Short Form 36 questionnaire; NBS, norm-based scoring; PCS, physical 
component summary score; MCS, mental component summary score; OAB-Q SF, Short Form of the Overactive Bladder Questionnaire; 

HRQOL, health-related quality of life; WPAI, work productivity and activity impairment. aHigher scores denote better HRQOL. bHigher 

scores denote a greater degree of symptom bother. cOutcomes reported as percentage of time, where higher values denote greater percentage 
of time that the respondent is impaired while performing the activity. dNBS, norm-based scoring. e0-100, zero to 100 transformed scores 

(not norm-based). eStatistical tests for differences are ANOVA with Bonferroni’s adjustment for post hoc comparisons for continuous 

variables. bAll adjusted pairwise comparisons p<0.05. gAdjusted pairwise comparisons between Moderate or Gait Disability and Early/Late 
Cane, Bilateral Support, or Wheelchair/Scooter not significant. hSignificantly lower compared to the general population (assuming 

mean[SD]=50[10] and equal sample sizes). 

 

2.4.2 Item-level Properties 

Frequencies of item responses, means, standard deviations, and item-to-subscale correlations are 

reported below across the 36 items, followed by evaluation of unidimensionality for select subscales 

of the SF-36 (>3 items) using confirmatory factor analysis. 
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Descriptive Statistics 

Across the 36 items, all response choices were selected, however, some response choices were 

selected less frequently within certain subscales (Table  2-5). Only 27 and 49 patients reported they 

experienced “very severe” bodily pain (item 7) or that pain interfered “extremely” with normal work 

(item 8). Physical health or emotional problems interfered “extremely” or “all of the time” with 

normal social activities for only 65 and 74 respondents (SF subscale items). Similarly, only between 

17 and 62 patients selected the response corresponding with the most frequent degree of impairment 

on the MH subscale (e.g., feeling downhearted and depressed “all of the time”). Most of the responses 

on items within the GH and VT scales, however, tended to be consistent with poorer HRQOL. Only 

3% (N=36) of the sample considered their health to be “excellent”, with 6% (N=65) patients feeling 

they were as healthy as their peers or disagreeing with the statement “I expect my health to get 

worse”. A minority (<4%) of patients felt they were “full of life” (N=40), had “a lot of energy” 

(N=8), or were “happy” all of the time (N=47). Standard deviation values were consistent within 

scales. More difficult items tended to have lower mean scores, which was particularly evident in the 

PF subscale (responses range from 1 to 3). When participants were asked to what extent they were 

limited in activities they might do during a typical day, the mean score for the item corresponding to 

“bathing and dressing yourself” was 2.60 (SD=0.58), while the mean score for the item corresponding 

to “vigorous activities, such as running, lifting heavy objects, participating in strenuous sports” was 

only 1.35 (SD=0.61). In general, for the PF subscale items, a greater proportion of patients indicated 

that they were able to perform less difficult tasks with no limitations (e.g., 65% reported no 

limitations in bathing or dressing), while a greater proportion of patients reported being quite limited 

in performing more difficult tasks (e.g., 72% reported they were quite a bit limited in performing 

vigorous activities). The remaining items had roughly symmetrical distributions (with the exceptions 

noted above), with some degree of approximation towards a normal distribution. Subscales more 

closely related to physical health (RP, BP) tended to be more right, or positively skewed, while 

subscales more closely related to mental health (SF, RE, MH) tended to be more left, or negatively 
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skewed. Items contained in the GH subscale were more positively skewed, however, the VT subscale 

did not follow a consistent pattern. 

Table 2-5. Distribution of Responses and Descriptive Statistics for Individual SF-36 Items 

Scales Item 
Response categories 

1 2 3 4 5 6 Mean* SD 

PF 

3a. Vigorous activities 755 218 77 - - - 1.35 0.61 

3b. Moderate activities 358 434 258 - - - 1.90 0.76 

3c. Lift/carry groceries 225 448 377 - - - 2.14 0.74 

3d. Several flights 616 279 154 - - - 1.56 0.73 

3e
†
. One flight 265 417 366 - - - 2.10 0.77 

3f. Bend/kneel/stoop 274 477 298 - - - 2.02 0.74 

3g. More than a mile 618 255 175 - - - 1.58 0.76 

3h
†
. Several hundred yards 415 291 342 - - - 1.93 0.85 

3i
†
. One hundred yards 254 342 452 - - - 2.19 0.80 

3j
†
. Bathing or dressing 49 315 684 - - - 2.60 0.58 

RP  

4a. Cut down on amount of time 176 225 264 195 189 - 3.00 1.34 

4b. Accomplished less than 

desired 

217 309 237 188 98 - 2.66 1.25 

4c. Limited in work/activities 248 253 236 153 159 - 2.73 1.37 

4d. Difficulty performing work 204 281 249 180 135 - 2.77 1.29 

BP  

7. How much bodily pain 27 133 338 221 198 131 3.96 1.34 

8. Pain interfere with normal 

work 

49 177 228 314 150 130 3.70 1.36 

GH 

1. Heath in general 50 273 463 229 36 - 3.19 1.02 

11a. Get sicker than others 100 179 162 344 263 - 3.47 1.29 

11b. Healthy as anybody I 

know 

219 301 169 294 65 - 2.70 1.25 

11c. Expect health to get worse 161 315 400 120 52 - 2.61 1.04 

11d. Health is excellent 303 301 105 307 32 - 3.49 1.26 

VT 

9a. Full of life 132 271 284 321 40 - 2.87 1.10 

9e. A lot of energy 294 341 281 124 8 - 2.25 1.02 

9g. Worn out 164 364 351 144 25 - 2.52 0.99 

9i. Tired 244 374 318 104 8 - 2.29 0.96 

SF 

6. Extent of interference with 

normal social activities 

65 205 255 347 176 - 3.35 1.15 

10. Time of interference 74 211 361 232 170 - 3.20 1.15 

RE 

5a. Cut down on time 82 165 240 187 374 - 3.58 1.32 

5b. Accomplished less than 

desired 

110 188 218 218 314 - 3.42 1.35 
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Scales Item 
Response categories 

1 2 3 4 5 6 Mean* SD 

5c. Did work less carefully 64 130 231 224 399 - 3.73 1.25 

MH 

9b. Been very nervous 21 119 271 339 298 - 3.74 1.05 

9c. Felt down in the dumps 17 98 210 286 437 - 3.98 1.07 

9d. Felt calm and peaceful 62 239 348 373 26 - 3.06 0.96 

9f. Downhearted and depressed 23 131 235 388 271 - 3.72 1.05 

9h. Been happy 21 193 344 443 47 - 3.29 0.89 

HT 
2. Health rating now compared 

to one year ago 

59 339 483 126 43 - 2.77 0.88 

*Recoded so that for all items higher values indicate fewer limitations or better health. †Some responses imputed on item as per developer 

scoring instructions. PF=physical functioning; RP=role physical; BP=bodily pain; GH=general health; VT=vitality; SF=social functioning; 
RE=role-emotional; MH=mental health; HT=health transition. 

 

Correlation Matrix 

The multi-trait/multi-item correlation matrix for all subscales (0-100 transformed, not norm-

based) and items is shown below in Table  2-6. Corrected correlations between each item and its own 

subscale ranged from 0.32 (PF subscale item asking whether health limits ability to walk several 

hundred yards) to 0.91 (both BP subscale items; asking how much bodily pain was experienced, and 

how much pain interfered with normal work, p<0.01 for both). All items were at least moderately 

related to their total subscale score (r≥0.30, p<0.01 for all item-subscale correlations), however, three 

PF items had a correlation <0.40. These were items that asked whether health limits the ability to 

walk several hundred yards (item 3h, r=0.32, p<0.01), the ability to walk one hundred yards (item 3i, 

r=0.33, p<0.01), and the ability to bathe and dress oneself (item 3j, r=0.37, p<0.01). One item from 

the GH subscale had a correlation<0.40; this item asked to what extent the respondent expected their 

health to get worse (r=0.38, p<0.01). Due to these lower item-subscale correlations, the PF and GH 

subscales also showed the largest range in item-subscale correlations, however, the remaining items 

in these subscales were of similar magnitude. Similar item-subscale correlation magnitudes were 

noted for the remaining six subscales. A summary of the range of item-subscale correlations and to 

what extent items in each subscale met the pre-specified correlation thresholds is shown in Table 2-7. 

Table 2-6. Multi-Trait Multi-Item (Item-to-Subscale) Correlation Matrix 

 Item Pearson item-scale correlations* 2*S r – 
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PF RP BP GH VT SF RE MH 
E 2(S

E) 

PF 

3a. Vigorous activities 0.67 0.58 0.36 0.35 0.37 0.39 0.27 0.15 0.04 0.63 

3b. Moderate activities 0.82 0.69 0.37 0.35 0.34 0.47 0.32 0.14 0.05 0.77 

3c. Lift/carry groceries 0.79 0.62 0.35 0.34 0.31 0.47 0.36 0.21 0.05 0.74 

3d. Several flights 0.79 0.63 0.38 0.35 0.40 0.44 0.31 0.17 0.05 0.75 

3e
†
. One flight 0.81 0.60 0.36 0.31 0.32 0.45 0.33 0.18 0.05 0.76 

3f. Bend/kneel/stoop 0.74 0.58 0.40 0.32 0.33 0.47 0.37 0.22 0.05 0.69 

3g. More than a mile 0.80 0.62 0.34 0.34 0.35 0.42 0.31 0.17 0.05 0.75 

3h
†
. Several hundred yards 0.32 0.62 0.33 0.33 0.30 0.43 0.31 0.16 0.05 0.27 

3i
†
. One hundred yards 0.33 0.58 0.30 0.30 0.25 0.41 0.30 0.14 0.05 0.28 

3j
†
. Bathing or dressing 0.37 0.51 0.30 0.28 0.24 0.45 0.34 0.19 0.04 0.33 

RP 

4a. Cut down on amount of time 0.63 0.83 0.48 0.44 0.50 0.62 0.53 0.33 0.08 0.75 

4b. Accomplished less than 

desired 
0.64 0.87 0.50 0.49 0.62 0.64 0.54 0.36 0.08 0.79 

4c. Limited in work/activities 0.75 0.88 0.47 0.45 0.51 0.63 0.48 0.30 0.08 0.80 

4d. Difficulty performing work 0.71 0.87 0.49 0.46 0.56 0.63 0.51 0.33 0.08 0.79 

BP  
7. How much bodily pain 0.38 0.46 0.91 0.47 0.47 0.50 0.38 0.35 0.08 0.83 

8. Pain interfere with normal work 0.43 0.54 0.91 0.48 0.49 0.57 0.48 0.41 0.08 0.83 

GH 

1. Heath in general 0.51 0.52 0.45 0.62 0.50 0.51 0.40 0.41 0.06 0.56 

11a. Get sicker than others 0.11 0.22 0.38 0.40 0.27 0.29 0.32 0.34 0.08 0.32 

11b. Healthy as anybody I know 0.29 0.39 0.40 0.69 0.47 0.42 0.30 0.33 0.08 0.61 

11c. Expect health to get worse 0.23 0.31 0.20 0.38 0.37 0.29 0.21 0.28 0.06 0.32 

11d. Health is excellent 0.35 0.41 0.38 0.69 0.51 0.42 0.30 0.36 0.08 0.61 

VT 

9a. Full of life 0.29 0.41 0.31 0.46 0.57 0.49 0.43 0.60 0.07 0.50 

9e. A lot of energy 0.34 0.48 0.38 0.49 0.71 0.50 0.35 0.45 0.06 0.65 

9g. Worn out 0.37 0.58 0.50 0.49 0.71 0.59 0.46 0.46 0.06 0.65 

9i. Tired 0.30 0.51 0.46 0.47 0.70 0.52 0.43 0.44 0.06 0.64 

SF 

6. Extent of interference with 

normal social activities 
0.51 0.65 0.52 0.49 0.60 0.88 0.52 0.50 0.07 0.81 

10. Time of interference 0.51 0.64 0.53 0.50 0.62 0.88 0.53 0.53 0.07 0.81 

RE 

5a. Cut down on time 0.40 0.55 0.43 0.40 0.47 0.55 0.88 0.59 0.08 0.80 

5b. Accomplished less than 

desired 
0.36 0.53 0.41 0.39 0.49 0.53 

0.89 
0.59 

0.08 0.81 

5c. Did work less carefully 0.35 0.49 0.42 0.39 0.46 0.50 0.82 0.61 0.08 0.74 

M

H 

9b. Been very nervous 0.12 0.24 0.30 0.34 0.35 0.36 0.76 0.61 0.07 0.55 

9c. Felt down in the dumps 0.22 0.34 0.36 0.38 0.48 0.50 0.86 0.76 0.07 0.69 

9d. Felt calm and peaceful 0.13 0.27 0.32 0.44 0.58 0.41 0.78 0.65 0.06 0.59 

9f. Downhearted and depressed 0.18 0.29 0.33 0.35 0.47 0.47 0.85 0.75 0.07 0.69 

9h. Been happy 0.20 0.30 0.29 0.40 0.58 0.46 0.79 0.69 0.06 0.64 

HT 
2. Health rating now compared to 

one year ago 
0.34 0.36 0.30 0.39 0.38 0.34 0.21 0.21 0.05 -- 
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*Underlined correlations are corrected for overlap (correlation with the sum of the other items in the same scale). Bolded 
correlations are those that do not meet the discriminant validity criterion (correlation between an item and its own scale was not 
≥2standarderrorshigherthanwiththeotherscales). PF=physical functioning; RP=role physical; BP=bodily pain; GH=general 
health; VT=vitality; SF=social functioning; RE=role-emotional; MH=mental health; HT=health transition 

 

Discriminant validity was demonstrated for all items in the RP, BP, SF, and RE subscales, with 

item-correlations within 2 standard errors in magnitude below or any magnitude greater than that of 

its own subscale relative to the other 7 scales. The remaining four scales (PF, GH, VT, and MH) each 

had at least one item that correlated as strongly with its own scale as with one or more additional 

scales, for a total of 11 items across the SF-36 that failed tests of discriminant validity (Table  2-8). 

These included the same three PF and one GH item above with correlations<0.40 with its own 

subscale. Of note, the three PF items failed tests of discriminant validity with multiple other scales, 

showing strong correlations (r≥0.50) with the RP subscale, and moderate correlations (r≥0.30) with 

the SF and RE subscales. All items in the MH scale exhibited stronger correlations with the RE 

subscales (greater than 2 standard errors) than with its own subscale. A summary of the range of item 

to other-subscale correlations and to what extent items in each subscale met the pre-specified 

discriminant validity criterion relative to other subscales is shown in Table 2-7. A more detailed 

summary of the discriminant validity tests can be found in Table  2-8.  

Table 2-7. Scaling Assumptions of the SF-36 

Subscales 

(0-100 

transformed) 

k
a
 

Range of correlations 
Item scaling tests 

(% passed) 

Range of Item 

Subscale 

Correlations
b 

Range of Item to 

Other-subscale  

(discriminant 

validity)
c 

Item-Subscale 

Correlations 

≥0.40
d 

Item 

discriminant 

validity(≥2SE

below)
e 

PF 10 0.32 to 0.82 0.14 to 0.69 7/10 (70%) 56/70 (80%) 

RP 4 0.83 to 0.88 0.30 to 0.75 4/4 (100%) 28/28 (100%) 

BP 2 0.91 0.35 to 0.57 2/2 (100%) 14/14 (100%) 

GH 5 0.40 to 0.69 0.11 to 0.51 5/5 (100%) 31/35 (89%) 

VT 4 0.57 to 0.71 0.29 to 0.60 4/4 (100%) 27/28 (96%) 

SF 2 0.88 0.49 to 0.65 2/2 (100%) 14/14 (100%) 

RE 3 0.82 to 0.89 0.35 to 0.61 3/3 (100%) 21/21 (100%) 

MH 5 0.61 to 0.76 0.12 to 0.86 5/5 (100%) 30/35 (86%) 
a
Number of items; 

b
Pearson correlations between items and hypothesized scales corrected for overlap (correlation with the 

sum of the other items in the same scale); 
c
Pearson correlations between items and other scales; 

d
Number (%) of items out of 

k with correlation ≥0.40; 
e
Number (%) of items out of 7xk where the difference between the corrected correlation of the item 

with its own scale and correlation with the other scales ≥2 standard error. SE = standard error; PF = Physical Functioning; RP, 
Role-physical; BP, Bodily pain; GH, General health; VT, Vitality; SF, Social functioning; RE, Role-emotional; MH, Mental health. 
 



 

Dissertation Kristin M Khalaf  120 

Table 2-8. Summary of Item Discriminant Validity Tests 

Distance Between Item-Own 

Subscale Correlation and Item-

Competing Subscale 

Correlation  

+ 2 

(Passed) 
+ 1 0 - 1 - 2 

Scale 

Total 

Number of 

Competing 

Correlations 

N (%) N (%) N (%) N (%) N (%) 

PF 70 56 (80%) 4 (5.5%) 4 (5.5%) 0 (0%) 6 (9%) 

RP 28 28 (100%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 

BP 14 14 (100%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 

GH 35 31 (89%) 2 (5.5%) 2 (5.5%) 0 (0%) 0 (0%) 

VT 28 27 (96%) 0 (0%) 0 (0%) 1 (4%) 0 (0%) 

SF 14 14 (100%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 

RE 21 21 (100%) 0 (0%) 0 (0%) 0 (0%) 0 (0%) 

MH 35 30 (86%) 0 (0%) 0 (0%) 0 (0%) 5 (14%) 
Total number of item discriminant validity tests for each scale equals the number of items in that scale, multiplied by the number of scales 

in the matrix minus one. A value of 2 indicates that the correlation between an item and its hypothesized scale is more than 2 standard errors 

greater than the item-competing scale correlation. A value of 1 indicates that is greater than 1 standard error than the competing correlation 
(but less than 2 standard errors higher). A value of 0 indicates that the correlation between an item and its hypothesized scale is between -1 

and 1 standard error than the competing correlation. A value of 1 indicates that the item-hypothesized scale correlation is more than 1 
standard error lower than the competing correlation (but less than 2 standard errors lower). A value of -2 indicates that the correlation 

between an item and its hypothesized scale is more than 2 standard errors lower than the correlation between the same item and another 

scale. 

2.4.3 Evaluation of Unidimensionality 

PF Subscale Items 

The observed polychoric correlation matrix and covariance matrix for all items in the PF subscale 

(Table 2-9 and  

 

 

Table 2-10, respectively) are provided below. The observed covariance data obtained from the sample 

represent the pattern of numbers modeled by the CFA. All item-to-item polychoric correlations were 

strong (>0.50). 

Table 2-9. Observed Polychoric Correlation Matrix for Items in the PF Subscale of the SF-36 

Item 3a 3b 3c 3d 3e 3f 3g 3h 3i 3j 

3a 1.00          

3b 0.86 1.00         

3c 0.74 0.87 1.00        

3d 0.86 0.83 0.80 1.00       

3e 0.75 0.80 0.81 0.92 1.00      

3f 0.72 0.75 0.76 0.80 0.81 1.00     

3g 0.87 0.83 0.79 0.87 0.81 0.72 1.00    

3h 0.80 0.84 0.81 0.81 0.84 0.74 0.92 1.00   
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3i 0.74 0.82 0.83 0.83 0.83 0.73 0.88 0.96 1.00  

3j 0.56 0.73 0.76 0.76 0.74 0.70 0.66 0.74 0.81 1.00 
The correlation between two variables is the product of their correlation and both of their standard deviations (i.e., Covariancevar1,var2 = 

Correlationvar1,var2*SDvar1*SDvar2). 
 

 

Table 2-10. Observed Covariance Matrix for Items in the PF Subscale of the SF-36 

Item 3a 3b 3c 3d 3e 3f 3g 3h 3i 3j 

3a 0.38          

3b 0.30 0.58         

3c 0.23 0.42 0.55        

3d 0.32 0.38 0.34 0.54       

3e 0.24 0.40 0.40 0.41 0.59      

3f 0.23 0.35 0.35 0.34 0.39 0.55     

3g 0.34 0.39 0.35 0.42 0.37 0.32 0.58    

3h 0.30 0.46 0.43 0.42 0.47 0.39 0.50 0.72   

3i 0.23 0.41 0.42 0.35 0.44 0.36 0.40 0.57 0.64  

3j 0.10 0.23 0.25 0.17 0.25 0.22 0.18 0.26 0.29 0.33 
The covariance between two variables is the product of their correlation and both of their standard deviations (i.e., Covariancevar1,var2 = 

Correlationvar1,var2*SDvar1*SDvar2). 

 

The single factor model of the PF subscale showed that each of the ten items’ estimated factor 

loadings were significant, with standardized loadings ranging from 0.795 to 0.970 (item 3e served as 

the marker item and was set to 1.00 in the unstandardized solution). A substantial proportion of 

variance across each item was accounted for by the factor (R
2
 values ranged from 0.632 to 0.942) ( 

Table 2-11). The global fit indices produced inconsistent results. The X
2 
test of model fit implied that 

the sample covariance was significantly different from the predicted covariance matrix (X
2 
= 692.08, 

p<0.001), and the RMSEA was 0.134 (90% CI 0.125, 0.143); however, the CFI was 0.99, indicating a 

markedly better fit relative to the independence model. All residual correlations were within |0.20| 

(Table 2-12), however, the largest residual correlations were found between item 3a (vigorous 

activities) and both 3i and 3j (walking one hundred yards, and bathing or dressing yourself). No 

modification indices above the minimum specified value of 3.840 were found, suggesting the absence 

of any model re-specifications that could significantly improve model fit. This, in addition to the large 

standardized factor loadings and R
2 
values were considered sufficient evidence that a single latent 

factor seemed to adequately describe the pattern of relationship across these ten items as originally 

hypothesized.  
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Table 2-11. Confirmatory Factor Analysis Results for the Physical Functioning Subscale of the SF-36 

PF Subscale Item 
Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE 
R

2
 

R
2
 

SE 

3a. Vigorous activities 0.961* 0.014 0.885* 0.012 0.784* 0.021 

3b. Moderate activities 0.988* 0.01 0.91* 0.008 0.828* 0.014 

3c. Lift/carry groceries 0.964* 0.01 0.888* 0.009 0.788* 0.016 

3d. Several flights 1.021* 0.011 0.941* 0.007 0.885* 0.012 

3e. One flightξ 1 0 0.921* 0.007 0.848* 0.013 

3f. Bend/kneel/stoop 0.896* 0.013 0.825* 0.013 0.681* 0.021 

3g. More than a mile 1.008* 0.01 0.928* 0.007 0.862* 0.013 

3h
†
. Several hundred 

yards 1.054* 0.008 0.97* 0.004 0.942* 0.008 

3i
†
. One hundred 

yards 1.036* 0.008 0.954* 0.005 0.91* 0.01 

3j
†
. Bathing or 

dressing 0.863* 0.019 0.795* 0.018 0.632* 0.029 

Global fit indices: X
2 
= 692.08 (p<0.001); RMSEA = 0.134 (90% CI 0.125, 0.143); CFI = 0.99 

PF=physical functioning; SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is 

residual variance). Loadings refer to factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = 

Estimate/Standard error of the estimate). 

 

Table 2-12. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the Physical 

Functioning Subscale 

Item 3a 3b 3c 3d 3e 3f 3g 3h 3i 3j 

3a N/A 

         3b 0.054 N/A 

        3c -0.048 0.063 N/A 

       3d 0.027 -0.03 -0.033 N/A 

      3e -0.069 -0.041 -0.009 0.056 N/A 

     3f -0.006 -0.003 0.026 0.021 0.051 N/A 

    3g 0.05 -0.017 -0.033 0.001 -0.043 -0.043 N/A 

   3h -0.057 -0.048 -0.049 -0.082 -0.057 -0.056 0.016 N/A 

  3i -0.106 -0.051 -0.016 -0.09 -0.049 -0.057 -0.009 0.035 N/A 

 3j -0.141 0.011 0.054 -0.07 0.014 0.04 -0.078 -0.027 0.047 N/A 

 

RP Subscale Items 

The observed polychoric correlation matrix and covariance matrix for all the items in the RP subscale 

(Table 2-13 and Table 2-14, respectively) is provided below.  of numbers modeled by the CFA. All 

item-to-item polychoric correlations were strong (>0.50). 
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Table 2-13 The observed covariance data obtained from the sample represent the pattern of numbers 

modeled by the CFA. All item-to-item polychoric correlations were strong (>0.50). 

Table 2-13. Observed Polychoric Correlation Matrix for Items in the RP Subscale of the SF-36 

Item  4a 4b 4c 4d 

4a 1       

4b 0.846 1     

4c 0.838 0.867 1   

4d 0.818 0.861 0.905 1 

 

Table 2-14. Observed Covariance Matrix for Items in the RP Subscale of the SF-36 

Item 4a 4b 4c 4d 

4a 1.794       

4b 1.323 1.559     

4c 1.436 1.396 1.871   

4d 1.331 1.317 1.525 1.682 

 

The single factor model of the RP subscale showed that each of the four items’ estimated factor 

loadings were significant, with standardized loadings ranging from 0.890 to 0.952 (item 4a served as 

the marker item and was set to 1.00 in the unstandardized solution). A substantial proportion of 

variance across each item was accounted for by the factor, with R
2
 values ranging from 0.792 to 

0.907) ( 

Table 2-15). The global fit indices produced inconsistent results. The X
2 
test of model fit implied that 

the sample covariance was significantly different from the predicted covariance matrix (X
2 
= 45.46, 

p<0.001), and the RMSEA was 0.144 (90% CI 0.109, 0.182); however, the CFI was 0.99, indicating a 

markedly better fit relative to the independence model. All residual correlations were within |0.20| 

(Table 2-16), and no modification indices above the minimum specified value of 3.840 were found, 

suggesting the absence of any model re-specifications that could significantly improve model fit. 

This, in addition to the large standardized factor loadings and R
2 
values, were considered sufficient 
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evidence that a single latent factor seemed to adequately describe the pattern of relationship across 

these four items as originally hypothesized.  

Table 2-15. Confirmatory Factor Analysis Results for the Role Physical Subscale of the SF-36 

 RP Subscale Item 

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

4a. Cut down on amount 

of timeξ 1 0 0.89* 0.007 0.792 0.013 

4b. Accomplished less 

than desired 1.037* 0.009 0.923* 0.006 0.852 0.011 

4c. Limited in 

work/activities 1.07* 0.009 0.952* 0.005 0.907 0.009 

4d. Difficulty performing 

work 1.057* 0.008 0.94* 0.005 0.884 0.009 

Global fit indices: X
2 
= 45.46 (p<0.001); RMSEA = 0.144 (90% CI 0.109, 0.182); CFI = 0.99 

RP=role physical; SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual 

variance). Loadings refer to factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = 

Estimate/Standard error of the estimate). 

 

Table 2-16. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the RP 

Subscale 

Item 4a 4b 4c 4d 

4a N/A       

4b 0.024 N/A     

4c -0.009 -0.012 N/A   

4d -0.018 -0.007 0.01 N/A 

 

GH Subscale Items 

The observed polychoric correlation matrix and covariance matrix for all the items in the GH subscale 

(Table 2-17 and  

Table 2-18, respectively) is provided below. The observed covariance data obtained from the sample 

represent the pattern of numbers modeled by the CFA. There were some inconsistencies across items. 

A small polychoric correlation was noted between item 11a (seem to get sicker than other people) and 

11c (expect my health to get worse), while the strongest correlation (r=0.74) was noted between item 

1 (health in general) and item 11d (health is excellent).  

Table 2-17. Observed Polychoric Correlation Matrix for Items in the GH Subscale of the SF-36 

Item 1 11a 11b 11c 11d 
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1 1         

11a 0.368 1       

11b 0.608 0.468 1     

11c 0.338 0.212 0.383 1   

11d 0.741 0.388 0.74 0.405 1 

 

Table 2-18. Observed Covariance Matrix for Items in the GH Subscale of the SF-36 

Item 1 11a 11b 11c 11d 

1 0.802         

11a 0.368 1.667       

11b 0.614 0.669 1.563     

11c 0.282 0.245 0.445 1.074   

11d 0.734 0.543 1.059 0.479 1.599 

 

The standardized item loadings for the GH subscale are shown in Table 2-19 and ranged from 0.447 

to 0.923 (p<0.001 for all), with items referring to health in a more negative manner having notably 

weaker loadings relative to those using more positive wording to refer to general health: the 

standardized loadings for item 11a (I seem to get sick a little easier than other people) and 11c (I 

expect my health to get worse) were 0.447 and 0.489, respectively, while items 1 (In general, would 

you say your health is…), 11b (I am as healthy as anybody I know), and 11d (my health is excellent) 

had standardized loadings of 0.783, 0.807, and 0.923, respectively. Similarly, R
2
 values for items 11a 

and 11c were markedly lower compared to the other three items in the GH subscale (Table 2-19). The 

global fit indices produced inconsistent results. The X
2 
test of model fit implied that the sample 

covariance was significantly different from the predicted covariance matrix (X
2 
= 34.07, p<0.001), 

and the RMSEA was 0.074 (90% CI 0.052, 0.099); however, the CFI was 0.99, indicating a markedly 

better fit relative to the independence model. All residual correlations were within |0.20| from zero ( 

Table 2-20), and no modification indices above the minimum specified value of 3.840 were found, 

suggesting the absence of any model re-specifications that could significantly improve model fit. 

While factor loadings and R
2 
values showed at least a moderate relationship to the latent trait and 

were generally adequately described by the single latent factor of general health, the pattern of 
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relationship for the two items that utilized more negative wording to ask patients about their general 

health were not explained as well by the GH subscale as the other three items.    

Table 2-19. Confirmatory Factor Analysis Results for the GH Subscale of the SF-36 

  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

1. Heath in 

general
ξ
 1 0 0.783* 0.015 0.614 0.023 

11a. Get sicker 

than others 0.625* 0.034 0.489* 0.026 0.239 0.025 

11b. Healthy as 

anybody I know 1.03* 0.025 0.807* 0.015 0.651 0.024 

11c. Expect health 

to get worse 0.571* 0.034 0.447* 0.026 0.2 0.024 

11d. Health is 

excellent 1.178* 0.027 0.923* 0.011 0.852 0.02 

Global fit indices: X
2 
= 34.07 (p<0.001); RMSEA = 0.074 (90% CI 0.052, 0.099); CFI = 0.99 

GH=general health; SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual 

variance). Loadings refer to factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = 

Estimate/Standard error of the estimate). 

 

Table 2-20. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the GH 

Subscale 

Item 1 11a 11b 11c 11d 

1 N/A         

11a -0.015 N/A       

11b -0.024 0.073 N/A     

11c -0.012 -0.007 0.022 N/A   

11d 0.019 -0.064 -0.004 -0.008 N/A 

MH Subscale Items 

The observed polychoric correlation matrix and covariance matrix for all the items in the MH 

subscale (Table 2-21 and Table 2-22, respectively) is provided below. The observed covariance data 

obtained from the sample represent the pattern of numbers modeled by the CFA. All item-to-item 

polychoric correlations were strong (>0.50), with the exception of the moderate correlation between 

item 9b (have you been very nervous) and item 9h (have you been happy).  

Table 2-21. Observed Polychoric Correlation Matrix for Items in the MH Subscale of the SF-36 

Item 9b 9c 9d 9f 9h 

9b 1         

9c 0.643 1       
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9d 0.546 0.558 1     

9f 0.583 0.842 0.553 1   

9h 0.465 0.665 0.742 0.656 1 

 

Table 2-22. Observed Covariance Matrix for Items in the MH Subscale of the SF-36 

Item 9b 9c 9d 9f 9h 

9b 1.11018         

9c 0.654032 1.13813       

9d 0.504498 0.514024 0.917223     

9f 0.586315 0.865683 0.509506 1.10216   

9h 0.384869 0.559468 0.566508 0.552063 0.78412 

 

The standardized item loadings for the MH subscale (Table 2-23) showed that each of the five items’ 

estimated factor loadings were significant, with values ranging from 0.682 to 0.904 (in the 

unstandardized solution, item 9b served as the marker item and was set to 1.00). The factor accounted 

for between 46.5% to 81% of variance across the MH items (Table 2-23). The global fit indices 

produced inconsistent results. The X
2 
test of model fit implied that the sample covariance was 

significantly different from the predicted covariance matrix (X
2 
= 405.574, p<0.001), and the RMSEA 

was 0.276 (90% CI 0.254, 0.300); however, the CFI was 0.962, indicating a markedly better fit 

relative to the independence model. All residual correlations were within |0.20| (Table 2-24), and no 

modification indices above the minimum specified value of 3.840 were found, suggesting the absence 

of any model re-specifications that could significantly improve model fit. This, in addition to the large 

standardized factor loadings and moderate to large R
2 
values, were considered sufficient evidence that 

a single latent factor seemed to adequately describe the pattern of relationship across these five items 

as originally hypothesized.  

Table 2-23. Confirmatory Factor Analysis Results for the MH Subscale of the SF-36 

  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

9b. Been very nervousξ 1 0 0.682* 0.018 0.465 0.025 

9c. Felt down in the 

dumps 1.326* 0.035 0.904* 0.009 0.818 0.016 
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9d. Felt calm and 

peaceful 1.09* 0.032 0.743* 0.014 0.553 0.02 

9f. Downhearted and 

depressed 1.291* 0.036 0.88* 0.01 0.775 0.017 

9h. Been happy 1.181* 0.033 0.805* 0.013 0.648 0.02 

Global fit indices: X
2 
= 405.574 (p<0.001); RMSEA = 0.276 (90% CI 0.254, 0.300); CFI = 0.962 

MH=mental health; SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual 

variance). Loadings refer to factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = 

Estimate/Standard error of the estimate). 

 

Table 2-24. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the MH 

Subscale 

Item 9b 9c 9d 9f 9h 

9b N/A         

9c 0.027 N/A       

9d 0.039 -0.114 N/A     

9f -0.016 0.042 -0.101 N/A   

9h -0.083 -0.062 0.144 -0.052 N/A 

 

VT Subscale Items 

The observed polychoric correlation matrix and covariance matrix for all the items in the VT subscale 

(Table 2-25 and Table 2-26, respectively) is provided below. The observed covariance data obtained 

from the sample represent the pattern of numbers modeled by the CFA. Most item-to-item polychoric 

correlations were strong (>0.50); item 9a (did you feel full of life) correlated moderately with both 

items 9g (did you feel worn out) and 9i (did you feel tired). 

Table 2-25. Observed Polychoric Correlation Matrix for Items in the VT Subscale of the SF-36 

Item 9a 9e 9g 9i 

9a 1       

9e 0.694 1     

9g 0.472 0.632 1   

9i 0.458 0.621 0.867 1 
 

Table 2-26. Observed Covariance Matrix for Items in the VT Subscale of the SF-36 

Item 9a 9e 9g 9i 

9a 1.206       

9e 0.699 1.030     

9g 0.469 0.578 0.981   

9i 0.440 0.548 0.755 0.918 
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The single factor model of the VT subscale (Table 2-27) showed that each of the four items’ estimated 

factor loadings were significant (p<0.001 for all), with standardized loadings ranging from 0.686 to 

0.914 (in the unstandardized solution, item 9a served as the marker item and was set to 1.00). The 

factor accounted for between 47.1% to 83.5% of variance across the MH items. Of note, two items 

had more similar loadings and R
2 
values than the other two, and vice versa. Items referring to the 

amount of “life” or “energy” one was feeling had loadings and R
2 
values that were similar but 

markedly lower than items referring to the extent one felt “worn out” or “tired” (Table 2-27). The 

global fit indices produced inconsistent results. The X
2 
test of model fit implied that the sample 

covariance was significantly different from the predicted covariance matrix (X
2 
= 382.777, p<0.001), 

and the RMSEA was 0.426 (90% CI 0.391, 0.463); however, the CFI was 0.963, indicating a 

markedly better fit relative to the independence model. All residual correlations were within |0.20|, 

however, items 9e, 9g, and 9i all had notably higher residual correlations with item 9a (“Did you feel 

full of life?”) than with one another (Table 2-28). No modification indices above the minimum 

specified value of 3.840 were found, suggesting the absence of any model re-specifications that could 

significantly improve model fit. This, in addition to the large standardized factor loadings and 

moderate to large R
2 
values, were considered sufficient evidence that a single latent factor seemed to 

adequately describe the pattern of relationship across these four items as originally hypothesized.  

Table 2-27. Confirmatory Factor Analysis Results for the VT Subscale of the SF-36 

  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

9a. Full of lifeξ 1 0 0.686* 0.018 0.471 0.025 

9e. A lot of energy 1.11* 0.034 0.762* 0.014 0.581 0.021 

9g. Worn out 1.331* 0.037 0.913* 0.008 0.834 0.015 

9i. Tired 1.332* 0.037 0.914* 0.009 0.835 0.017 

Global fit indices: X
2 
= 382.777 (p<0.001); RMSEA = 0.426 (90% CI 0.391, 0.463); CFI = 0.963 

VT=vitality; SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual 

variance). Loadings refer to factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = 

Estimate/Standard error of the estimate). 
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Table 2-28. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the VT 

Subscale 

Item 9a 9e 9g 9i 

9a N/A       

9e 0.17 N/A     

9g -0.155 -0.065 N/A   

9i -0.169 -0.077 0.032 N/A 
 

2.4.4 Subscale-level Properties 

Descriptive Statistics 

Descriptive statistics of subscale scores showed representation of the full range of score distribution 

for all eight subscales (Table  2-29). Subscales typically considered to be more closely related to 

mental health were slightly negatively (left) skewed (VT, SF, RE, MH), while those typically 

considered to be more closely related to physical health (PF, RP, BP, GH) were slightly positively 

(right) skewed.  However, all skewness values were within a magnitude of ±0.50 from zero, 

indicating distributions approaching a symmetric shape for all outcomes. Kurtosis values were all 

below 3.00 for all outcomes, indicating a less peaked, or flatter distribution relative to the normal 

curve. A ceiling effect (>15%) was seen for the RE subscale (26.72%), however, no other subscales 

exhibited pronounced floor or ceiling effects. 

Table 2-29. Descriptive Statistics of the Transformed SF-36 Subscale Scores  

Scales Range
a 

Mean Median SD Skewness Kurtosis Floor 

(%)
b 

Ceiling 

(%)
c 

PF 0 to 100 46.93 40 30.12 0.26 1.87 3.72 5.34 

RP 0 to 100 44.76 43.75 30.34 0.25 1.99 10.49 6.39 

BP 0 to 100 56.56 52 25.90 0.08 2.18 1.62 12.40 

GH 0 to 100 47.28 47 21.43 0.05 2.21 0.76 0.29 

VT 0 to 100 37.10 37.5 20.84 0.16 2.31 4.39 0.10 

SF 0 to 100 56.88 62.5 27.1 -0.13 2.26 3.72 12.60 

RE 0 to 100 64.38 66.67 30.77 -0.39 1.99 4.10 26.72 

MH 0 to 100 63.93 65 20.28 -0.48 2.49 0.19 0.76 
a
Observed scores; 

b
Percentage of respondents with worst possible score; 

c
Percentage of respondents with best 

possible scores. PF, Physical functioning; RP, Role-physical; BP, Bodily pain; GH, General health; VT, Vitality; 
SF, Social functioning; RE, Role-emotional; MH, Mental health; HT, Health transition; PCS, Physical component summary; 

MCS, Mental component summary. 
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2.4.5 Reliability 

Reliability of scale scores was demonstrated for all eight subscales; Cronbach’s alpha (internal 

consistency) ranged from 0.78 (GH) to 0.94 (PF and RP), exceeding the 0.80 threshold in all but the 

GH subscale (p<0.01 for all, Table  2-30). The internal consistency within each subscale was higher 

compared with the other scales. The majority of correlations between subscales were within the 

acceptable range (0.40 to 0.70), with only one exceeding the threshold for potential redundancy. This 

relationship (r=0.74, p<0.01) was found between the PF and RP scales, the two subscales which are 

most strongly related to physical health and whose items focus on the patient’s ability and amount of 

time the patient is not able to perform physical activities. Four correlations were found to be <0.40; 

all but one of them (PF and VT, r=0.39, p<0.01) were between the subscales thought to be the least 

conceptually related to one another and most strongly related to either physical (PF and RP scales) or 

mental health (MH and RE scales). The lowest correlation was noted between the PF and MH scale 

(r=0.21, p<0.01).  

Table 2-30. Pearson Correlations and Reliability for SF-36 Subscales 

 Observed correlations 

Scales PF RP BP GH VT SF RE MH 

PF (0.94)        

RP 0.74 (0.94)       

BP 0.42 0.52 (0.91)      

GH 0.40 0.50 0.50 (0.78)     

VT 0.39 0.60 0.50 0.58 (0.84)    

SF 0.54 0.68 0.56 0.52 0.64 (0.88)   

RE 0.39 0.56 0.45 0.42 0.51 0.56 (0.93)  

MH 0.21 0.35 0.40 0.47 0.60 0.54 0.64 (0.87) 
Scale internal consistency reliability (Cronbach’s alpha) is presented in the diagonal. PF, Physical functioning; RP, Role-physical; BP, 

Bodily pain; GH, General health; VT, Vitality; SF, Social functioning; RE, Role-emotional; MH, Mental health. All subscale-to-subscale 

correlations were statistically significant at p<0.01 level. 
 

2.4.6 Convergent and Discriminant Validity, Known Groups Validity, and 

Exploratory Relationships 

The eight subscales (Table  2-31) showed a consistent trend with respect to their relationship to 

various external variables, demonstrating both convergent and discriminant validity. The SF-36 scales 

most closely related to physical aspects of health status (PF, RP) were strongly negatively correlated 

with PDDS scores (-0.82 to -0.57), corroborating the expectation that patients reporting a greater 
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degree of disability would score lower on SF-36 scales measuring physical aspects of HRQOL. The 

subscale having the next strongest correlation with the PDDS was the RP subscale (r=-0.36, p<0.01). 

RP items refer to how often respondents experience problems with work or other regular daily 

activities. The remaining subscales (BP, GH, VT, SF, RE) were all weakly to moderately correlated 

with the PDDS (r<0.30 for all).  

Evidence supporting known-groups validity was also demonstrated; patients who reported a 

diagnosis of depression or were currently experiencing an exacerbation of their MS symptoms 

consistently scored significantly lower on all SF-36 outcomes. Effect sizes between subscale scores 

for those reporting versus not reporting depression, as well as those reporting they were currently 

experiencing an exacerbation of symptoms versus those that were not, were at least moderate across 

all subscales. As expected, subscales more closely related to mental health (RE, MH subscales) had 

the largest effect sizes between patients with versus without depression, indicating these subscales 

were most discriminative between these MS groups. The PF subscale had the smallest effect size 

between respondents with versus without depression, and all subscales more closely related to 

physical health had lower effect sizes relative to subscales more relevant to mental health. This trend 

was less clear among respondents reporting they were currently experiencing an exacerbation of their 

symptoms versus those who reported they were not. While subscales most strongly related to mental 

health (i.e., MH and RE) had the smallest effect sizes relative to the other subscales, the remaining six 

subscales all had strong effect sizes ≥0.58, with the largest effect size noted for the RP subscale 

(d=0.86) (Table  2-31). 

Exploratory analyses were conducted to evaluate relationships between SF-36 subscales and other 

outcomes collected as part of this study, which included work productivity and activity outcomes, as 

well as OAB-symptom specific HRQOL impact and symptom bother scores. Overall activity 

impairment as measured by the WPAI showed less of a pattern for specific SF-36 scales with respect 

to differences in strength of correlation, however, as hypothesized all scales consistently 

demonstrated a moderate to strong relationship between SF-36 scores and the degree to which 
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patients’ health problems prevented them from doing their desired activities. SF-36 scores correlated 

moderately with OAB-Q SF HRQOL and bother scores. The WPAI outcome had larger magnitudes 

of correlations with subscales related more closely to physical health. Correlations for OAB-q SF 

outcomes were similar in magnitude across all SF-36 subscales (Table  2-31).    

Table 2-31. Convergent/Discriminant Validty, Known Groups Validity and Exploratory Relationships of 

SF-36 Subscales 

 Pearson Correlations Mean (SD) Scores Across Subgroups of Patients 

 PDDS WPAI 
OAB-q 

HRQOL 

OAB-Q 

Bother 

Self-reported diagnosis of depression 
Self-reported current exacerbation 

of MS symptoms 

Yes 

N=440 

No 

N=612 
ES P-value 

Yes 

N=596 

No 

N=455 
ES P-value 

PF -0.82 -0.64 0.46 -0.42 
41.4 

(27.4) 

50.9 

(31.4) 
0.32 <0.001 

38.9 

(26.4) 

57.5 

(31.5) 
0.69 <0.001 

RP -0.57 -0.75 0.45 -0.40 
36.4 

(26.7) 

50.8 

(31.4) 
0.49 <0.001 

34.4 

(25.9) 

58.4 

(30.3) 
0.86 <0.001 

BP -0.28 -0.57 0.35 -0.34 
49.6 

(25.7) 

61.6 

(24.9) 
0.48 <0.001 

49.9 

(24.4) 

65.3 

(25.2) 
0.62 <0.001 

GH -0.25 -0.52 0.33 -0.31 
40.2 

(20.4) 

52.4 

(20.7) 
0.60 <0.001 

42.1 

(19.9) 

54.0 

(21.5) 
0.58 <0.001 

VT -0.22 -0.64 0.35 -0.34 
29.0 

(18.5) 

43.0 

(20.5) 
0.72 <0.001 

31.4 

(19.1) 

44.5 

(20.7) 
0.66 <0.001 

SF -0.36 -0.71 0.44 -0.38 
47.4 

(24.9) 

63.7 

(26.6) 
0.63 <0.001 

48.4 

(24.7) 

68.0 

(26.1) 
0.77 <0.001 

RE -0.23 -0.52 0.39 -0.34 
51.9 

(28.7) 

73.4 

(29.0) 
0.75 <0.001 

58.1 

(31.3) 

72.5 

(28.1) 
0.48 <0.001 

MH -0.06 -0.43 0.36 -0.32 
54.5 

(20.5) 

70.8 

(17.1) 
0.88 <0.001 

59.7 

(19.6) 

69.4 

(19.9) 
0.49 <0.001 

PF, Physical functioning; RP, Role-physical; BP, Bodily pain; GH, General health; VT, Vitality; SF, Social functioning; RE, Role-

Emotional; MH, Mental health; PDDS; Patient Determined Disease Steps; WPAI; work productivity and activity impairment general health 

questionnaire; OAB-Q SF; Overactive Bladder Questionnaire (short form); ES, Effect size. Reported effect size is Cohen’s d.  
 

 

2.5 Discussion 

The SF-36 has been used across many disease populations, including patients with MS. The 

existing literature assessing psychometric properties of the SF-36 in the MS population, however, has 

yielded mixed conclusions. Although the majority of existing research that is relevant for comparison 

to this study has been conducted using version 1 of the SF-36, findings related to both versions of the 

SF-36 are described here with the caveat that there are differences between versions that could impact 

measurement properties. Nortvedt et al (Nortvedt, Riise et al. 2000) found that while physical scales 

of version 1 of the SF-36 correlated strongly with the EDSS, the SF-36 appeared to overestimate 

mental health in people with MS in a cross-sectional survey of Norwegian patients with MS. Another 
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study conducted in MS patients recruited either through the London National Hospital for Neurology 

and Neurosurgery unit or via postal survey of randomly selected members of the MS Society of Great 

Britain and Northern Ireland found that while most item and scaling assumptions were fully satisfied, 

the physical and mental aggregate summary scores should be reported with caution as the principal 

components analysis did not yield a model which explained sufficient variance across all SF-36 

(version 1) scales (Hobart, Lamping et al. 2001). Similarly, another study comprised of patients 

recruited from three different healthcare settings found excellent results with respect to reliability, 

convergent and discriminant construct validity, and internal consistency, however, some limitations 

were noted with regards to observed floor and ceiling effects for SF-36 version 1 (Freeman, Hobart et 

al. 2000). In the absence of research evaluating item-level properties of the SF-36 and testing subscale 

dimensionality via confirmatory methods in the MS population, the objective of this study was to 

further build upon existing SF-36 measurement research in this U.S. sample of respondents with MS.  

Subscales most closely associated with physical health (PF, RP) distinguished between PDDS 

subgroups of interest. The BP subscale, also considered to be correlated with physical health, did not 

differentiate between respondents with moderate or gait disability versus those with more severe 

disability (requirement of a cane, bilateral support, or wheelchair/scooter). This same trend was noted 

across the remaining subscales. The SF-36 has previously been criticized for not adequately 

evaluating changes in moderate to severely disabled patients participating in an inpatient 

rehabilitation program (Freeman, Hobart et al. 2000, Freeman, Hobart et al. 2001). Although this 

study was cross-sectional, its findings were similar: with the exception of the subscales most closely 

related to the ability to perform certain physical tasks (PF) and the extent to which physical health 

prevents someone from being as active as they would like (RP), the remaining SF-36 subscales did 

not differentiate between moderate and severe disability status. The PDDS, like the PF and RP 

subscales, pertain specifically to mobility and the ability to perform certain tasks. This could explain 

the clearer differentiation in PF and RP scores relative to other subscales, which tap into other aspects 

of HRQOL.  
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Mean MH subscale scores were highest in the overall sample relative to the other subscales. 

This is potentially supportive of Nortvedt et al.’s findings that mental health may be overestimated 

when measured by the SF-36 (version 1) in the MS population
 
(Nortvedt, Riise et al. 2000), 

particularly in light of the negatively skewed distribution of items in the SE, RE, and MH subscales 

and their associated summed scores as well as the infrequency with which some of the extreme MH 

item response options were selected (e.g., feeling downhearted and depressed “all the time”). In 

contrast, RP and GH items and subscale scores had more positively skewed distributions. 

Surprisingly, few patients experienced “very severe” bodily pain or pain that interfered “extremely” 

with normal work as reported for the BP subscale, however, very few patients also reported that they 

were “full of life” or “had a lot of energy” or were “happy” all the time on the VT subscale. This may 

be due to MS having a more pronounced impact on energy levels rather than causing severe pain. 

Fatigue is one of the most commonly reported symptoms among patients with MS (Freal, Kraft et al. 

1984, Krupp, Alvarez et al. 1988). In addition, almost half the sample reported that they experienced 

depression, which is also associated with low energy levels (Kroenke and Price 1993, Grucza, 

Przybeck et al. 2003). 

This study adopted the IQOLA approach, combined with CFA, to determine whether items 

seemed to meet the evidentiary standards to justify their simple, unweighted summation by their 

respective subscales and subsequently transforming them to a 0 to 100 scale for ease of 

interpretability. While this approach is simple, it assumes that items are tau equivalent and therefore 

each contribute equally to the latent trait. Item level analyses revealed some instances where this 

assumption may warrant further exploration. This seemed to be particularly relevant for the VT 

subscale, which had two items with markedly lower loadings compared to the rest of the items in the 

subscale. All VT item-subscale correlations were strong and item-loadings were high in the CFA, 

however, the items asking about the presence of vitality (“feel full of life” and “have a lot of energy” 

had markedly lower loadings relative to the items referring to a lack of vitality (“feel worn out” and 

“feel tired”). Residual correlations between items asking about feeling life/energy versus feeling worn 
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out/tired were the highest. This suggests that the latter two items are more closely related to the latent 

trait and therefore potentially not tau equivalent with the other two items. Another possibility is the 

items with the higher loadings are strongly correlated with one another (polychoric correlation = 

0.918) and therefore potentially locally dependent such that the other two items in comparison look 

less related to the domain being measured in comparison. Similarly, one of the MH items (“have you 

felt so down in the dumps that nothing could cheer you up”) had a lower factor loading relative to the 

other four items in the subscale, also potentially indicating that it may be less related to the subscale 

relative to the other four MH items.  

A few other findings are worth noting from both the item-subscale correlations and the 

subsequent CFAs that were conducted. In the case of GH, the items with the lowest item-subscale 

correlations also had the lowest factor loadings in the CFA. These items were worded more 

negatively than the remaining items in the GH subscale (“seem to get sicker than others” or “expect 

health to get worse”), suggesting that while they share some commonality to GH, they could either be 

measuring something else, or they represent a locally dependent pair of items. Including both positive 

and negative wording in the scales could also create some cognitive challenges for respondents since 

they are being asked to switch from one format to another. Research conducted by Wolinsky and 

Stump revealed similar findings for the GH subscale (Wolinsky and Stump 1996). In their CFA 

analysis, removing these two items from the GH subscale and placing them into a ninth “health 

optimism” subscale by themselves resulted in a better fitting model. In the PF subscale, there were 

three items that did not correlate very strongly with its own subscale in the item-level analysis: 

walking several hundred yards, walking one hundred yards, and the ability to bathe and dress oneself. 

In addition, while all PF items loaded strongly on the latent trait (standardized λ≥0.795) and all 

residual correlations in the CFA were below the 0.20 threshold, two of the items (walking one 

hundred yards and the ability to bathe and dress oneself), had correlations approaching 0.20. The 

moderate residual correlation between the item asking about the ability to bathe and dress oneself and 

the item asking respondents about their ability to perform “vigorous activities” may indicate a 
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distinction between the nine items in the PF scale that pertain more specifically to physical endurance 

(eg, walking, jogging, climbing stairs) relative to the one item in this scale focused more on the the 

ability to perform basic activities of daily living. Indeed, this same item had the lowest factor loading 

and R
2
, indicating that it may not be as closely related as the other items to the overall PF subscale. 

Interestingly, this item correlated moderately to strongly with the RP subscale, whose items more 

broadly ask about the extent to which patients feel limited in daily activities due to physical health.  

Global model fit for each of the CFAs consistently showed significant 𝑋2 values (indicating a 

significant difference compared to the actual variance-covariance matrix and therefore not satisfying 

that criterion), high RMSEAs greater than 0.05 in all instances (highest in the cases of the HM and 

VT subscales), but high CFIs all well above the 0.90 criterion. Given the large sample size of this 

study, the significant 𝑋2 is not surprising and to some extent expected, as the 𝑋2 statistic is known to 

be highly sensitive to sample size; in these cases too much power causes the 𝑋2 test to be too 

sensitive to minor departures from perfect fit (Anderson and Gerbing 1984, Steiger 1990). The 

RMSEA findings, however, were somewhat perplexing, particularly since this goodness-of-fit index 

is one of the most commonly reported indices in structural equation modeling. While some literature 

suggests that the RMSEA may be negatively affected by the distribution of the data, other sources 

indicate that the large RMSEA is not typically affected by sample size and functions well with 

ordered categorical data (Hutchinson and Olmos 1998, DiStefano 2002, Cook, Kallen et al. 2009). 

Kenny and colleagues, however, have cautioned against the use of reporting the RMSEA in models 

with a small number of degrees of freedom. Building upon the work of Chen et al. (Chen, Curran et 

al. 2008), they found the use of RMSEA to assess model fit is problematic and potentially misleading 

in models with a small number of degrees of freedom; thus, other model information should be taken 

into consideration as well (Kenny, Kaniskan et al. 2015). With the exception of the PF subscale, all 

the models specified in this research had two to five degrees of freedom, which may provide some 

explanation for the large RMSEA values found. However, Kenny and colleagues’ study also found 

that this bias was to some extent ameliorated if the sample size was sufficiently large. The 
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implications of this are particularly relevant for the VT and MH subscales, whose RMSEA values 

were 0.426 and 0.276, respectively. Given the consistently moderate to strong factor loadings (with 

perhaps the exception of the two GH items described above) and fairly high R
2 
values for all CFAs 

performed the CFI values seem to be a better representation of model fit relative to the 𝑋2 statistic or 

the RMSEA. While the CFAs performed for the VT and MH subscales may suggest potential 

dimensionality issues with respect to the RMSEA, sufficient descriptive evidence seems to exist to 

support that all the subscales largely measure the same construct and can be considered essentially 

unidimensional.  

With respect to measurement properties spanning across multiple subscales, items correlated 

well with their own subscales and more often failed tests of discriminant validity versus not 

correlating strongly enough with their own subscale. Items in the PF subscale also correlated strongly 

with the RP subscale, which is to be expected given the relationship these two subscales have 

demonstrated with one another (i.e., the extent to which a respondent can perform certain activities 

and the amount of time their physical problems prevent them from performing work or other 

activities). Similarly, all items in the MH subscale had stronger correlations with the RE subscale than 

with its own subscale and therefore failed discriminant validity tests, indicating a great degree of 

overlap between these two constructs. The MH subscale asks about the extent to which a respondent 

experiences feelings associated with happiness or sadness (e.g., “calm and peaceful,” “downhearted 

and depressed”), while the RE subscale asks how much of the time emotional problems (such as 

feeling depressed or anxious) prevent one from doing their work or other activities. Thus, to some 

extent these items are inherently interconnected (Ware, Kosinski et al. 1998). 

Correlations between scales followed patterns consistent with the SF-36 measurement model, 

with scales known to be more conceptually related to one another having stronger relationships 

(≥0.40), but not so high as to suggest redundancy (≤0.70). An exception to this was the correlation 

between PF and RP (r=0.74). Once again this is somewhat expected since the items within each scale 

both refer to physical activities, but differ in that the PF scale asks patients to assess their ability to 
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perform certain tasks, while the RP scale asks how often patients are impeded in their ability to 

perform such activities. A number of scale to scale correlations were found to be lower than 0.40, 

however, these instances were limited to correlations between scales more closely related to physical 

vs mental aspects of health (e.g., PF with RE, MH, and VT; and MH with RP). Reliability estimates 

(Cronbach’s alpha) were acceptable across all eight scales and were higher for each scale relative to 

their correlations with all the other scales, indicating that items were appropriately suited to their 

relative scale and that all eight scales are suitable for comparing groups of patients. 

The individual subscales most strongly correlated with PDDS scores were PF and RP, 

indicating that there is a clear relationship between MS-specific disability status and physical aspects 

of health. This was to be expected, as the single PDDS item is intended to ascertain to what extent 

mobility is impaired, and does not focus its subsequent impact on health status. These findings 

demonstrate excellent convergent validity. The remaining six subscales all showed weak to moderate 

correlations with the PDDS scores. Across all outcomes, significantly lower scores were reported for 

patients who stated they had depression (a proxy for mental impacts) or who were experiencing a 

symptom flare-up at the time they took the survey (a proxy for physical impacts). Subscales 

distinguished between key subgroups of interest and therefore demonstrated known-groups validity. 

As expected, the largest effect sizes were noted in the PF and RP subscales between patients 

experiencing versus not experiencing symptom flare up (in particular, PF and RP). Conversely, the 

largest effect sizes were noted in the MH, and RE subscales between patients reporting a diagnosis of 

depression vs those who did not. Consistent with previous research showing that the VT and GH 

subscales are related to both physical and mental aspects of health, both subscales had strong effect 

sizes with respect to differences in scores for both depression and symptom exacerbation subgroups. 

Of note, all effect sizes were 0.48 and above, indicating that the subscales of the SF-36 all tap into 

various subsets of HRQOL are all impacted to some extent by depression and symptom exacerbation, 

with the highest effect sizes seen where expected and demonstrating convergent validity.  
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Subscale correlations to the WPAI and OAB-Q SF outcomes were conducted in an 

exploratory fashion. Although no specific a priori hypotheses were made, a greater degree of activity 

impairment and urinary symptom HRQOL impact was expected to be moderately to strongly 

associated with lower scores. Results showed this to be the case, with WPAI activity impairment 

scores generally stronger than those seen for OAB-Q SF outcomes, particularly for the PCS and its 

most closely related scales. The OAB-Q SF was moderately associated with all SF-36 outcomes, and 

no clear trend was seen with respect to physical versus mental aspects of health. Both the SF-36 and 

the version of the WPAI used in this study are generic measures of health status and activity 

impairment, and there is some overlap with respect to each of these questionnaires as they both ask to 

what extent patients’ health problems prevent them from doing their activities of interest. Conversely, 

the OAB-Q SF is a disease-specific questionnaire that measures the impact and bother of urinary 

symptoms consistent with overactive bladder. While substantial evidence shows that patients greatly 

impacted by urinary symptoms have a lower general HRQOL (Stewart, Van Rooyen et al. 2003, 

Tubaro 2004, Coyne, Wein et al. 2009), the SF-36 does not specifically address urinary symptoms, 

and therefore the relationship between these two measures is moderate in magnitude but certainly not 

predictive of one another. Across all outcomes, significantly lower scores were reported for patients 

who stated they had depression (a proxy for mental impacts) or who were experiencing a symptom 

flare-up at the time they took the survey (a proxy for physical impacts). The SF-36 was able to 

distinguish between key subgroups of interest and therefore demonstrated known-groups validity. Of 

note, most of the analyses conducted in this study were modeled after those conducted in ten Klooster 

et al (ten Klooster, Vonkeman et al. 2013), who assessed the performance of the Dutch version of the 

SF-36 (version 2) in a population of Dutch patients with rheumatoid arthritis. While that study did not 

apply confirmatory methods (i.e., CFA) to assess unidimensionality or factor structure, the remaining 

overlapping findings across studies were highly consistent with one another, which is to be expected 

given that both populations suffer from a progressive autoimmune disorder that significantly impacts 
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mobility. The ability to compare these findings illustrates the advantage of administering a generic 

HRQOL measure in a specific population.  

In general, version 2 of the SF-36 demonstrated adequate measurement properties, and 

provides additional evidence in support of the use of the SF-36 in the MS population. No floor effects 

for any of the subscales were noted, which is typically a concern when administering generic HRQOL 

instruments to patients with chronic illnesses with substantial multifactorial symptoms. There were a 

few instances in which the tau equivalence of the subscales were questionable, most notably, the GH, 

MH, and VT subscales, however all items across all subscales loaded strongly onto their respective 

latent trait, showing a clear relationship between items and the factor to they belonged. Findings for 

the PF and RP subscales, as well as the MH and RE subscales, indicated that there was substantial 

overlap in each of the respective latent traits. These findings warrant further exploration, as one latent 

trait may each sufficiently explain the variance in the PF and RP, and the MH and RE subscales, 

respectively, thus allowing for a more parsimonious model of HRQOL as described by items in the 

SF-36.  

This study is not without its limitations. Although the sample was largely representative of 

the MS population (majority were female [80.1%], Caucasian [83.9%], and reporting being diagnosed 

with relapsing-remitting type MS [79.8%]) (Weinshenker, Bass et al. 1989, Jacobs, Cookfair et al. 

1996, Orton, Herrera et al. 2006), only 12% of respondents had only completed a high school 

education; we therefore are not able to make conclusions about the ease of interpretation of the items 

that would represent all education levels. This cohort did not have a large proportion of severely 

disabled patients; the PDDS stratification termed “severe” also included patients who reported they 

mobile with a cane (Late Cane), but this group of patients could also be considered to have moderate 

disability. 

The data collected from this online survey were cross-sectional; thus, responsiveness of 

version 2 of the SF-36 or test-retest reliability could not be evaluated using this dataset. Assessment 

of validity was limited by the variables available for analysis in the dataset. For example, the 



 

Dissertation Kristin M Khalaf  142 

association between SF-36 subscale scores with OAB-q scores was evaluated to explore the 

relationship between urinary symptoms and general HRQOL. Patients with MS experience numerous 

other secondary symptoms as a result of their primary progressive illness that were not further 

evaluated in this dataset, but that may add valuable information with respect to which secondary 

symptoms impact this patient population most. No MS-specific HRQOL measures were included in 

the survey, where comparisons could have been made to SF-36 results in order to determine where 

gaps may exist in a generic measure as well as where more information may have been picked up by a 

disease-specific measure.  

Factor analysis was limited to subscales of the SF-36 containing four or more items to ensure 

an over-identified model whose fit could be empirically tested. As a result, not all items and subscales 

were tested for unidimensionality. All factor analyses were limited to a simple assessment of 

unidimensionality of individual subscales. The SF-36 measurement model is typically described with 

a second-order factor structure in which individual subscales load onto higher order factors (i.e., 

physical and mental health). In addition, aggregate summary scores, the PCS and MCS, have been 

generated through an exploratory data reduction method (i.e, principal components analysis) as a 

means to summarize the SF-36 outcomes in a more parsimonious manner. Future research should be 

conducted with these data both to test to what extent the items may be reduced into overarching 

aggregate summary scores, and to assess model fit for higher order factor models as a means to 

confirm the existing SF-36 measurement model. Finally, item response theory (IRT) is another type 

of latent trait measurement model that could be applied to SF-36 items to further explore differences 

in item characteristics within a subscale and build upon the preliminary findings from this research. 
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3 Main Topic 2: Exploration of the Factor Structure of the SF-

36 in a Sample of Patients with Multiple Sclerosis  

3.1 Introduction 

The Short Form 36 (SF-36) questionnaire has been widely accepted as a generic summary of 

health status and has been reported on in hundreds of publications covering diverse patient 

populations (Ware and Sherbourne 1992, Hays, Sherbourne et al. 1993, Ware, Snow et al. 1993, Ware 

2000, Wilson, Parsons et al. 2000). The evolution of the SF-36 may be attributed to several major 

health studies spanning the 1970s to the late 1990s. Some of the more notable health studies included 

The Medical Outcomes Study (MOS) and the International Quality of Life Assessment (IQOLA) 

project. The MOS was a four-year longitudinal, observational study of the variations in practice styles 

and of the health outcomes for chronically ill patients from the practices of 362 medical clinicians, 

161 mental health providers, and over 23,000 patients. It began in 1981 at the University of Chicago 

and was continued at the RAND Corporation and Tufts-New England Medical Center, with 

institutional collaborators from the University of Washington and Dartmouth Medical School. The 

MOS provided the opportunity for a large-scale test of the feasibility of self-administered patient 

questionnaires and generic health scales for those with chronic conditions (Tarlov, Ware et al. 1989, 

Ware and Sherbourne 1992, Ware, Bayliss et al. 1996). The IQOLA project was subsequently 

initiated in 1991 by the Health Institute at Tufts-New England Medical Center as an organized effort 

to expand the use of health status instruments globally. The primary purpose of IQOLA was to 

develop validated translations of a single health status questionnaire that could be used in 

multinational clinical studies and other international studies of health. The SF-36 Health Survey was 

elected as the measure to be used and translated in the IQOLA project due to its brevity and 

comprehensiveness as a generic measure of health status, the ease with which it could be 

supplemented with other patient-reported outcome measures (PROMs), and the existence of 

preliminary evidence suggesting that it could successfully be translated into multiple languages. Over 

time, more countries began participating in the IQOLA project; by 2006, it was translated for use in 
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more than 70 countries (Ware and Gandek 1998, Ware and Gandek 1998, Ware, Kosinski et al. 

1998).   

The SF-36 Health Survey was first made available in developmental form in 1988, and in the 

standard form in 1990 (Ware 1993). It is comprised of eight subscales (36 items total) that include 

physical functioning (PF), role-physical (RP), bodily pain (BP), general health (GH), vitality (VT), 

social functioning (SF), role-emotional (RE), and mental health MH), and is based on a four-week 

recall period. These eight subscales, or health domains, were derived from a group of 40 concepts 

captured in the MOS (Stewart 1995). Version 2 of the SF-36 was introduced in 1996 to improve upon 

the original version; these modifications include improvements in wording of instructions and items, 

layout, and response choice categories (Ware 2007). The scoring process involves recoding item 

response values to determine health domain scale raw scores, followed by a transformation of each 

health domain’s raw score to a zero to 100 scale, where higher scores indicate better HRQOL. Norm-

based scoring (NBS) algorithms were introduced for all eight scales using norms created from the 

1998 National Survey of Functional Health Status (Ware 2000). The second version of the SF-36 was 

again re-normed in 2009 to provide more current US general population comparison data 

(QualityMetric 2011). NBS allows for all scores to be linearly transformed following the scoring 

steps described above such that the mean is equal to 50 and the standard deviation is equal to 10. 

Specifically, two summary scores may be derived from the norm-based scores of the domains: the 

Physical Component Scale score (PCS) and the Mental Component Scale score (MCS). The PCS and 

MCS scores range from zero to 100, with higher scores indicating better functioning. Scores above 50 

suggest better physical or mental health, and scores below 50 suggest worse physical and mental 

health than the general population. Norming may also be applied to each of the eight subscales. This 

allows for direct comparison of all scores to one another as well as to outcomes of the population 

from which the norms were derived. The SF-36 is suitable for self-administration and for computer 

administration to anyone over 14 years of age, and has been used successfully in general population 

surveys as well as in patients with specific diseases (Ware 2007) (Appendix A). Detailed scoring 
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procedures for the SF-36 (Version 2), including appropriate imputation methods, are outlined in 

Appendix B.    

Since its inception and subsequent evolution, the SF-36 has resulted in hundreds of 

publications across diverse populations, providing a wealth of empirical information about its 

measurement properties and HRQOL across diverse patient groups (Turner-Bowkerv D.M. 2002, 

Fortin, Lapointe et al. 2004, Bayliss, Rendas-Baum et al. 2012). However, the developer’s method by 

which the factor structure and resulting measurement model, along with how the component summary 

measures were derived, have been extensively studied and in some cases scrutinized. The physical 

and mental component summary measures (aggregates of the health domain scales) were derived and 

scored using principal components analysis (PCA, which some consider a subset of exploratory factor 

analysis [EFA]). The rationale behind this method was an attempt to develop summary measures that 

simplify the analysis and interpretation of the SF-36 upon learning that these summary measures 

captured more than 80% of the reliable variance in the eight subscales. The developers advocated for 

the use of orthogonal (uncorrelated) rotation for the two components as it discriminated best between 

physical and mental health outcomes (McHorney, Ware et al. 1993, Ware, Kosinski et al. 1995). The 

developers’ approach to producing PCS and MCS scores has raised many questions, with many 

researchers calling into question the validity of the scoring algorithms (Simon, Revicki et al. 1998, 

Wilson, Parsons et al. 2000, Taft, Karlsson et al. 2001). Simon and colleagues recommended caution 

in the interpretation of the PCS and MCS scores, as they found that the summary scales did not 

always reflect the scores obtained from the underlying health scales. This was found to be the case for 

those whose condition or treatment had strong effects on scales with negative scoring coefficients 

(Simon, Revicki et al. 1998). These findings were corroborated in an alternate dataset by Wilson and 

colleagues, who concluded that neither of the scoring methods based on exploratory methods 

(orthogonal and oblique) produced summary scale scores by age group that adequately reflected the 

underlying subscales (Wilson, Parsons et al. 2000). In another study, a survey comprised of health 

system employees concluded through the use of CFA that while the second-order factorial structure 
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was supported, the Mental and Physical Health components are not independent, contrary to the 

orthogonal rotation performed by the developers to generate the PCS and MCS coefficients. 

Correlations between the component summary scores were also found in a German sample of 

neurologically impaired patients (Maurischat, Bestmann et al. 2004), as well as an evaluation study of 

acupuncture in general practice conducted in Germany between 1995 and 2000 (Guthlin and Walach 

2007). This has previously been attributed to the use of the z-values in calculating each subscale score 

to form a component scale (Taft, Karlsson et al. 2001). Specifically, this leads to significant 

interconnectedness between the component scales even though they are meant to be distinct, a 

problem which has been discussed at length in the literature (Reed 1998, Simon, Revicki et al. 1998, 

Ware and Kosinski 2001).  

Although the PCS and MCS scores are intended to reflect the two broad components or 

aspects of health (i.e., physical and mental), all of the eight health domain subscales are used to score 

both component summary measures (Ware and Kosinski 2001). Some have posited that the 

contribution of all eight subscales to each of the two summary measures seems to directly contradict 

the orthogonal rotation by which the summary measures were originally derived (Simon, Revicki et 

al. 1998, Wilson, Parsons et al. 2000, Taft, Karlsson et al. 2001). The developers’ methods and 

guidance for producing and interpreting the SF-36 summary measures as a means to summarize the 

subscale scores has resulted in confusion and critique that is most likely a function of inconsistencies 

in the analytic methods used to evaluate the subscales, summary measures, and overall measurement 

model of the SF-36. First, the appropriateness of PCA as a method to develop the summary measures 

should be called into question, as PCA is a data reductive method that does not partition out error 

variance in its analysis (Bollen and Lennox 1991, Diamantopoulos and Siguaw 2006). Second, the 

assumption of uncorrelated component summary measures through the use of orthogonal rotation 

may not be appropriate when considering the relationship between physical and mental aspects of 

health as it relates to HRQOL (Simon, Revicki et al. 1998). Third, in line with the developers’ 

methods, the majority of literature evaluating the measurement model of the SF-36 utilizes either 
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PCA or exploratory factor analysis, neither of which allow for focused testing of specific hypotheses 

about the data. As a result, the high standards used in the development of the SF-36 have not been 

accompanied by equal rigor with respect to factor analytic methods to test and confirm the overall 

factor structure (de Vet, Adèr et al. 2005). Confirmatory factor analysis (CFA) has been advocated as 

a more appropriate method when there is sufficient theoretical and empirical basis for a researcher to 

specify a measurement model (Fabrigar, Wegener et al. 1999). In light of the amount of data that has 

been collected about the SF-36 over the past 20 years, researchers should consider it customary to 

generate a priori hypotheses about its measurement model that may be explicitly tested.  

De Vet and colleagues performed a systematic review to conduct a critical assessment of the 

use of factor analytic techniques in the construct validity of the SF-36. They opined that the choice of 

the method of factor analysis (exploratory vs. confirmatory) is crucial (de Vet, Adèr et al. 2005). In 

their evaluation of the SF-36 literature, EFA was considered appropriate if the aim of the study 

(according to the authors) was “…to examine the factor structure of the SF-36 in a patient population 

or language in which the SF-36 had not yet been used, without a prior hypothesis. Conversely, if the 

aim of the study was to confirm the existing first-order eight-factor structure or the second order two-

factor structure, CFA was considered to be more appropriate.” Of the 28 studies identified from the 

literature search, only six studies performed a CFA, and in the majority of cases in which EFA was 

performed (15 of the 23 studies), the authors concluded that CFA would have been more appropriate 

(de Vet, Adèr et al. 2005). Thus, while the original application of PCA may have been a means to 

reduce the SF-36 data into two components that could serve as a summary of the broader 

measurement model, subsequent utilization of exploratory data reductive or factor analytic techniques 

provide limited, if any, valuable information with respect to the relationship of items to a latent 

construct, or the relationship among different factors within a proposed measurement model. Methods 

by which a measurement model may be explicitly tested should be employed in the case of the SF-36. 

This will not only help to better understand relationships among subscales and items, but will also 

help to inform potential improvements to the existing summary measures. 
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As part of the IQOLA project, the developers subsequently used CFA to test the construct 

validity of the SF-36 and establish whether this generic measure of health status can be translated 

with comparable validity from one country to another. Four different higher-order factor models were 

tested. The eight first-order factor structure of the SF-36 was confirmed, and the SEM analyses 

supported a single, third order “health” factor that explained the correlation between physical and 

mental health. However, they also acknowledged the presence of a third second-order factor caused 

by the GH and VT subscales, which typically have mixed factor content, and concluded that this 

finding could be interpreted as the potential presence of “general well-being” as a third second-order 

factor, providing further evidence for a more comprehensive health concept underlying the content of 

the SF-36 (Keller, Ware et al. 1998). Another confirmatory analysis performed by Reed and 

colleagues found that with regards to the individual subscales, some (in particular, PF and MH) have 

been shown not to be reliable in certain subgroups even within a healthy sample (Reed 1998). Reed 

and colleagues also found significant correlations among error terms, which was also demonstrated in 

a different analysis of the same study referenced above assessing the German version of the SF-36 in 

acupuncture patients (Walach and Güthlin 2001). Wolinsky and colleagues found an alternative nine-

factor model (they labeled the ninth factor “health optimism”), fit the data significantly better than the 

traditional eight-factor model in a clinical sample of disadvantaged, older, black, and white men and 

women. The originally proposed eight-factor model only fit when some of the constraints of the 

original model were relaxed (Wolinsky and Stump 1996). Numerous other confirmatory studies have 

been published to test the measurement model of the SF-36, most of which discover some degree of 

inconsistency with that proposed by the instrument developers, but all of which provide important 

information about the relationship of items, subscales, and higher order factor models and how they 

represent the SF-36 (Lewin-Epstein, Sagiv-Schifter et al. 1998, Chern, Wan et al. 2000, Forero, 

Vilagut et al. 2013, Deng, Guyer et al. 2015). 

The objective of this study was to explore different ways to evaluate the factor structure of 

the SF-36 using both exploratory and confirmatory factor models. The data source was a cross-



 

Dissertation Kristin M Khalaf  149 

sectional dataset of approximately 1,000 patients with multiple sclerosis (MS) who responded to an 

online survey that included the SF-36. The factor structure of the SF-36 among patients with MS has 

not previously been evaluated. First, in line with the developers’ recommendations, a PCA with 

orthogonal and oblique rotation was conducted to maintain consistency with how the SF-36 has 

frequently been evaluated in the literature as a means to determine to what extent the variance across 

items could be sufficiently explained by two components. Then, two unidimensional CFA models 

were specified and conducted, the first and second of which evaluated the plausibility of a simple 

unidimensional “physical health” and unidimensional “mental” subscale comprised of the 21 and 14 

items most strongly associated with the PCS and MCS scores, respectively. Next, two different higher 

order factor models were tested. The first, a second-order factor model, has previously been applied 

to the SF-36 and other health outcomes measures as a means to explain how well a second-order 

factor structure (i.e., physical and mental health) described the relationship among the measurement 

model factors (i.e., SF-36 subscales) (Wolinsky and Stump 1996, Reed 1998, Wilson, Parsons et al. 

2000). The second, a bifactor model, has been historically applied in the cognitive abilities domain 

but has seldom been used in the context of health outcomes measurement (Gustafsson and Balke 

1993). Its use has recently been advocated in the health sciences discipline as a means to complement 

traditional unidimensionality analyses and when researchers may be interested in predictive 

relationships between domain-specific factors and external criteria over and above the general 

second-order factor (e.g., HRQOL) (Chen, West et al. 2006, Reise, Morizot et al. 2007). Finally, the 

bifactor model was tested as a less restricted baseline model to which a nested second-order model 

was compared to test whether it offered a significant improvement in model fit.  

3.2 Methods 

3.2.1 Data Source 

Data for this study were derived from a cross-sectional survey that has been described in 

detail elsewhere (Khalaf, Coyne et al. 2014, Khalaf, Coyne et al. 2015). Briefly, individuals with a 

self-reported diagnosis of MS were recruited through various MS patient advocacy organizations to 



 

Dissertation Kristin M Khalaf  150 

participate in an online cross-sectional survey. The SF-36 was included as one of the components of 

the survey, along with additional questions related to basic demographics and disease history and 

questions about secondary symptoms MS patients may experience as a function of their progressive 

and multifactorial disease. 

3.2.2 Short Form 36 Measurement Model 

The standard 4-week recall US version of the SF-36 was administered to all participants who 

took the survey (Appendix A). It is comprised of 36 total items, all but one of which (HT item) are 

included in one of eight subscales: PF (ten items), BP (two items), SF (two items), MH (five items), 

GH (five items), VT (four items), RP (four items), and RE (three items). All items are rated on a 

Likert-type or frequency response scale and range from three to six response categories. Scores are 

linearly transformed to range from zero to 100 using a standard scoring algorithm where higher scores 

denote better HRQOL (McHorney, Ware et al. 1993, Sullivan, Karlsson et al. 1995, Jenkinson, Layte 

et al. 1997, Ware, Kosinski et al. 1998) (Appendix B). The measurement model underlying the 

construction of the SF-36 Health Survey multi-item health scales and component summary measures 

proposed by the developers is presented below in Figure 3-1. The model has three levels: items, health 

domain subscales that aggregate items, and component summary measures that aggregate the health 

domain scales. The aggregates of the health domain scales are referred to as component summary 

measures, and were derived and scored using PCA. Specifically, the method described by the 

developers is as follows:  

“The aggregate summary measures – PCS and MCS – were constructed on the basis of factor 

analyses of correlations among the eight SF-36 scales in the MOS and in the general US population. 

Two principal components were extracted and rotated to an orthogonal simple structure by the 

Varimax method and SAS software. Physical and mental health factors accounted for 82.4% of the 

reliable variance in the eight scales and were easily interpreted in the general population” (Ware, 

Kosinski et al. 1995). 
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From the analysis above, the factor score coefficients produced from this analysis were used to 

compute the summary measures (Simon, Revicki et al. 1998). All of the eight health domain 

subscales are used to score both the PCS and the MCS measures. All but one of the 36 items (item 2, 

self-reported health transition) is used to score the eight health domain scales (Ware, Snow et al. 

1993). The developers report that PCA of correlations among the eight health subscales of each 

version of the survey have consistently identified two factors. Three subscales (PF, RP, and BP) 

correlate most highly with the physical component and contribute most to scoring of the PCS measure 

(Ware, Kosinski et al. 1995, Ware 1995, Ware, Kosinski et al. 1998). The mental component 

correlates most highly with the MH, RE, and SF subscales; these subscales therefore contribute most 

to the scoring of the MCS measure. Three of the scales correlate substantially with both components: 

vitality (VT), general health (GH), and social functioning (SF) (Ware 2007). 

Figure 3-1. SF-36 Health Survey Measurement Model 

 

The developer’s rationale behind generation of the component summary measures were to 

simplify the analysis and interpretation of the SF-36 since the PCS and MCS scores were found to 

capture more than 80% of the reliable variance in the eight subscales. The developers attribute the 

factor content of each of the SF-36 subscales into four components: variance represented by the 

physical component of health, variance represented by the mental component of health, unique 
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reliable variance, and error. The correlation between each of the eight subscales with both the PCS 

and MCS scores is shown in Table 3-1. The most “complicated” subscales are BP, GH, VT, and SF 

because they contribute information to both the physical and mental component of health. Thus, 

negative coefficients are introduced in scoring the PCS and MCS measures to remove the health 

scores that would otherwise be counted twice (Ware and Kosinski 2001). Furthermore, the developers 

advocate for the use of orthogonal (uncorrelated) rotation for the two components to maximize their 

validity in measuring one (but not the other) component of health outcomes by minimizing their 

overlap (McHorney, Ware et al. 1993, Ware, Kosinski et al. 1995). Oblique rotation would explain 

greater than 100% of the common variance across the eight SF-36 subscales, which double counts the 

amount of information that each subscale adds to both the PCS and MCS scores (Ware and Kosinski 

2001).  

Table 3-1. SF-36 Component-to-Subscale Correlations (Ware and Kosinski 2001) 

Subscale PCS Score MCS Score 

Physical Functioning 0.85 0.12 

Role Physical 0.81 0.27 

Bodily Pain 0.76 0.28 

General Health 0.69 0.37 

Vitality 0.47 0.64 

Social Functioning 0.42 0.67 

Role Emotional 0.17 0.78 

Mental Health 0.17 0.87 
PCS – Physical Component Summary; MCS – Mental Component Summary 

Regardless of whether the component summary scores are an accurate reflection of HRQOL 

based on the responses to the SF-36 items, another important consideration is how the PCA method 

described above has influenced the measurement model itself. As described above, very few 

confirmatory factor analytic models have been applied to the SF-36 relative to analyses that are 

exploratory in nature (i.e., PCA, EFA). CFA should be customarily employed when there is sufficient 

theoretical and empirical basis for a researcher to specify a measurement model (Fabrigar, Wegener et 

al. 1999, Brown 2015), as is arguably the case for the SF-36. Therefore, the focus of the analyses will 

be on exploring different ways to evaluate the factor structure of the SF-36 using both exploratory 
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and confirmatory factor models, rather than the validity of the PCS and MCS scores. A better 

understanding of the relationships among subscales and items may help to inform potential 

improvements to the existing summary measures. 

3.2.3 Statistical Analysis 

All descriptive analyses, including PCA, were conducted using Stata Version 11 (StataCorp 2009). 

All first-order, second-order, and bifactor CFA analyses were conducted using MPlus Version 7.4 

(Muthen (1998-2015)).  

Principal Components Analysis of the SF-36 

Background 

PCA is considered by some to be a variation of EFA, while others consider it an entirely 

distinct data reductive method that specifies a fundamentally different type of theoretical relationship 

between indicator and construct (Fabrigar, Wegener et al. 1999, Preacher 2003). In PCA, the 

component is the outcome built from linear combinations of the observed indicators; thus, PCA is 

more appropriately used as a data reduction technique to reduce a larger set of measures to a smaller 

number of composite variances for use in subsequent analyses. PCA analyzes common and unique 

sources of variance (including random error) in the indicators to maximize the variance accounted 

for; it does not find groups of indicators that measure the same thing. As a result, PCA is not a 

testable measurement model; thus there is no way to know whether the researcher has included the 

correct variables as part of the component. Although PCA is commonly used in the social and 

behavioral sciences, compelling arguments have been made against its use for scale development and 

construct validation, with some recommending to avoid the use of PCA altogether unless the 

researcher is specifically interested in data reduction (Fabrigar, Wegener et al. 1999, Preacher 2003). 

The use of PCA as a factor analytic strategy has been associated with limitations that may lead to the 

misinterpretation of findings (Snook 1989, Gorsuch 1990, Velicer and Jackson 1990, Widaman 1993, 

Kim 2008). Relative to factor analytic methods, PCA often produces higher loadings because they 

include both common and unique variance (Cattell 1978, Gorsuch 1983, McDonald 1985, Widaman 
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1993, Mulaik 2009). While the component summary measures derived by the developers of the SF-36 

may have been a data driven attempt to “reduce” information from eight subscales into a smaller 

number of components, subsequent PCA with orthogonal rotation may not an appropriate way to 

assess the measurement model of the SF-36 due to the inclusion of error variance within the factor 

loadings themselves and the assumption that the PCS and MCS scores are uncorrelated when the 

items contained within their respective subscales are clearly correlated (Simon, Revicki et al. 1998, 

Wilson, Parsons et al. 2000, Taft, Karlsson et al. 2001). Finally, there is no way to evaluate model fit 

and determine whether the method is appropriate to apply to the SF-36 since the fit of PCA cannot be 

tested in any way. In spite of the arguments that have been made against the use of this analytic 

approach in evaluating the factor structure of the SF-36, PCA was conducted in this dataset to 

compare findings with those of the developers in the MOS dataset, as well as with the confirmatory 

methods further described below. 

Application of PCA 

The key difference between PCA and traditional factor analytic methods (exploratory or 

confirmatory) is that unlike factor analysis, PCA does not assume the existence of a few common 

factors driving the variation in the data. Rather, PCA seeks the most efficient way to represent the 

data. PCA re-orients the data to allow for a multitude of original variables to be summarized with 

relatively fewer “components” that capture the maximum possible information (i.e., variation) from 

the original variables (Hotelling 1933). Of note, PCA is sensitive to scale differences in the variables, 

thus the data should be standardized through the use of correlations (rather than covariance) among 

the original variables. The goal of PCA is to find a total number of 𝑝 components 𝐶 = [𝐶1, 𝐶2, … 𝐶𝑝] 

which are a linear combination of the original items 𝐼 = [𝐼1, 𝐼2, … 𝐼𝑝] that achieve maximum variance 

(i.e., summarizes the data in the most efficient way). The first component 𝐶1 is given by the linear 

combination of the original items 𝐼 and accounts for the maximum possible variance that may be 

explained by one component. The second component captures most information not captured by the 

first component. The number of components extracted is equivalent to the number of variables being 
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analyzed such that 100% of the variations in the data are explained (i.e., the original correlation is 

perfectly reproduced) (Hoffman 2014). 

The PCA solution is obtained by performing an eigenvalue decomposition of the correlation 

matrix of the 𝐼 variables. Eigenvalues consolidate the variances in a correlation matrix by finding the 

principal axes of the shape formed by the scatter plot of the data. The eigenvectors represent the 

direction of one of these principal axes and indicate how much of total variance in the observed 

indicators is accounted for by each component. The first component represents the best summary of 

variation in the data (expressed as an eigenvalue). Each succeeding component in turn has the highest 

variance possible (under the constraint that it is uncorrelated to the previous component, in the case of 

an orthogonal solution). The eigenvalues are the variances of the associated components, and are 

obtained by squaring and summing the correlations of all items within one component. Dividing the 

eigenvalue by the total number of variables will provide the variance accounted for across indicators 

by that component. The proportion of variance explained for a particular item (i.e., communality) 

may be calculated by squaring each of the individual item-component correlations and summing the 

squared values (Hotelling 1933, Joliffe and Morgan 1992, Hoffman 2014). In the case of an 

orthogonal (uncorrelated) solution, this value will sum to one. The components can also be “rotated” 

or re-oriented such that they are no longer perpendicular to one another (i.e., oblique rotation) in order 

to maximize the amount of variance accounted for with the fewest possible components. Different 

rotations result in equivalently-fitting, but differently interpreted model solutions. Orthogonal rotation 

results in a more parsimonious and efficient, but potentially less “natural,” solution. Oblique rotation 

solutions may be more difficult to interpret, however, they are sometimes considered a more realistic 

approach and a better representation of the data since different components within an instrument are 

likely to be correlated (Abdi 2003, Hoffman 2014).   

Although the total number of extracted components is equivalent to the total number of 

variables in the analysis, the purpose of PCA is data reduction, and the procedure helps to inform how 

the data can be most efficiently reduced into fewer components. The number of components to retain 
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is based on a qualitative evaluation of the output, balancing simplicity (retaining as few as possible 

factors) and completeness (explaining most of the variation in the data). In an orthogonal solution, the 

component loading values will remain unchanged regardless of how many components are retained; 

however, fewer retained components will result in a larger amount of unexplained variance. If all 

components are retained, the PCA is referred to as a full component solution; a PCA in which not all 

components are retained is a truncated component solution (Hoffman 2014). In practice, the scree plot 

of the eigenvalues is examined to determine where a “break” in the plot occurs, or the point where the 

remaining factors explain considerably less variation. The Kaiser’s rule recommends retaining only 

components with eigenvalues exceeding a value of one (meaning that any retained components 

should account for at least as much variation as any of the original items) (Zwick and Velicer 1986). 

Finally, a variety of approaches are available to help determine whether the sample correlation 

matrices are appropriate for application of factor analytic methods, including PCA. One of these 

methods, the Kaiser-Meyer-Olkin (KMO) measure of sampling adequacy, is used to compare the 

magnitudes of the observed correlation coefficients in relation to the magnitudes of the partial 

correlation coefficients. Large KMO values indicate that correlations between pairs of variables (i.e., 

potential factors) can be explained by the other variables. If so, the variables are considered to belong 

together psychometrically. Values closer to one are preferred, although typically the cutoff value is 

0.5 or greater. Values lower than 0.5 imply that a PCA (or any factor analytic strategy) may not be an 

appropriate analysis to conduct at all (Dziuban and Shirkey 1974).  

A PCA was conducted for the 35 items used to score the SF-36 subscales and component 

summary measures. The purpose of this analysis was to replicate and compare findings of the method 

used by the developers, and to look beyond the first two components to see how much variance was 

explained for up to eight components, consistent with the eight subscales of the SF-36. In addition to 

an orthogonal rotation, PCA with an oblique rotation was also conducted and compared to the 

orthogonal findings as a point of comparison. In the case of the SF-36, a total of 35 components (one 

for each item) were extracted. The linear combinations for the first three extracted components are 
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shown below to illustrate the structure of their equations; however, the PCA analysis that was 

conducted using this dataset produced a total of 35 components:  

𝐶1 =  𝐿11𝐼1 +  𝐿12𝐼3𝑎 + 𝐿13𝐼3𝑏 +  𝐿14𝐼3𝑐 +  𝐿15𝐼3𝑑 + 𝐿16𝐼3𝑒 +  𝐿17𝐼3𝑓 +  𝐿18𝐼3𝑔 + 𝐿19𝐼3ℎ +  𝐿110𝐼3𝑖

+  𝐿111𝐼3𝑗 + 𝐿112𝐼4𝑎 + 𝐿113𝐼4𝑏 +  𝐿114𝐼4𝑐 + 𝐿115𝐼4𝑑 +  𝐿116𝐼5𝑎 + 𝐿117𝐼5𝑏 

+  𝐿118𝐼5𝑐 +  𝐿119𝐼6 + 𝐿120𝐼7 +  𝐿121𝐼8 +  + 𝐿122𝐼9𝑎 + 𝐿123𝐼9𝑏 + 𝐿124𝐼9𝑐

+  𝐿125𝐼9𝑑 + 𝐿126𝐼9𝑒 + 𝐿127𝐼9𝑓 + 𝐿128𝐼9𝑔 + 𝐿129𝐼9ℎ + 𝐿130𝐼9𝑖 + 𝐿131𝐼10

+  𝐿132𝐼11𝑎 +  𝐿133𝐼11𝑏 + 𝐿134𝐼11𝑐 + 𝐿135𝐼11𝑑 
 

𝐶2 =  𝐿21𝐼1 +  𝐿22𝐼3𝑎 + 𝐿23𝐼3𝑏 + 𝐿24𝐼3𝑐 +  𝐿25𝐼3𝑑 + 𝐿26𝐼3𝑒 + 𝐿27𝐼3𝑓 +  𝐿28𝐼3𝑔 + 𝐿29𝐼3ℎ

+  𝐿210𝐼3𝑖 +  𝐿211𝐼3𝑗 + 𝐿212𝐼4𝑎 + 𝐿213𝐼4𝑏 +  𝐿214𝐼4𝑐 + 𝐿215𝐼4𝑑 + 𝐿216𝐼5𝑎

+  𝐿217𝐼5𝑏 +  𝐿218𝐼5𝑐 +  𝐿219𝐼6 + 𝐿220𝐼7 +  𝐿221𝐼8 +  + 𝐿222𝐼9𝑎 +  𝐿223𝐼9𝑏

+ 𝐿224𝐼9𝑐 +  𝐿225𝐼9𝑑 + 𝐿226𝐼9𝑒 +  𝐿227𝐼9𝑓 +  𝐿228𝐼9𝑔 + 𝐿229𝐼9ℎ + 𝐿230𝐼9𝑖 

+  𝐿231𝐼10 +  𝐿232𝐼11𝑎 +  𝐿233𝐼11𝑏 +  𝐿234𝐼11𝑐 + 𝐿235𝐼11𝑑 
 

𝐶3 =  𝐿31𝐼1 +  𝐿32𝐼3𝑎 + 𝐿33𝐼3𝑏 + 𝐿34𝐼3𝑐 +  𝐿35𝐼3𝑑 + 𝐿36𝐼3𝑒 + 𝐿37𝐼3𝑓 +  𝐿38𝐼3𝑔 + 𝐿39𝐼3ℎ

+  𝐿310𝐼3𝑖 +  𝐿311𝐼3𝑗 + 𝐿312𝐼4𝑎 + 𝐿313𝐼4𝑏 +  𝐿314𝐼4𝑐 + 𝐿315𝐼4𝑑 + 𝐿316𝐼5𝑎

+  𝐿317𝐼5𝑏 +  𝐿318𝐼5𝑐 +  𝐿319𝐼6 + 𝐿320𝐼7 +  𝐿321𝐼8 +  + 𝐿322𝐼9𝑎 +  𝐿323𝐼9𝑏

+ 𝐿324𝐼9𝑐 +  𝐿325𝐼9𝑑 + 𝐿326𝐼9𝑒 +  𝐿327𝐼9𝑓 +  𝐿328𝐼9𝑔 + 𝐿329𝐼9ℎ + 𝐿330𝐼9𝑖 

+  𝐿331𝐼10 +  𝐿332𝐼11𝑎 +  𝐿333𝐼11𝑏 +  𝐿334𝐼11𝑐 + 𝐿335𝐼11𝑑 
 

…up to 𝐶35. 

 

In the series of equations above, 𝐿 represents the component loadings that relate each observed item 

(I) to each extracted component (C). Their values maximize the variance reproduced, with each SF-36 

item contributing varying amounts of information to each component. Rather than displaying the 

component-item correlations across all 35 components, both eight and two components of the PCA 

were retained, the former to make sure that the analysis explained a sufficient proportion of variance, 

and the latter to be consistent with the method employed in the development of the SF-36. Both 

orthogonal varimax and oblique promax rotations were employed to evaluate whether one rotated 

solution lent itself to a better interpretation of the data. In the case of the rotated solutions, a Kaiser 

normalization was applied such that all rows were given the same weight (i.e., rows with large initial 

loadings did not have more influence than rows with small values) (Horst 1964, Jolliffe 2014). Scree 

plots were generated for a visual depiction of how much variance could be captured by two and eight 

components, and the magnitudes of eigenvalues were examined to see how many components had 



 

Dissertation Kristin M Khalaf  158 

values greater than one. The KMO measure of sampling adequacy index was calculated to determine 

whether the variables have sufficient variance in common (≥0.50) to warrant a PCA. Thus, four 

different PCAs were conducted, as outlined below in Table 3-2. 

 

Table 3-2. Principal Components Analyses Conducted for SF-36 Items 

 Components Retained Rotation 

PCA 1 8 Orthogonal Varimax 

PCA 2 2 Orthogonal Varimax 

PCA 3 8 Oblique Promax 

PCA 4 2 Oblique Promax 

 

The four PCAs specified above were the primary analyses of interest, however, it was acknowledged 

that solutions inconsistent with the scenarios above could potentially emerge (e.g., six components 

with eigenvalues greater than one). Such solutions were acknowledged as potential inconsistencies 

with the established measurement model of the SF-36 and the information utilized to help inform 

potential issues with the confirmatory models subsequently explored. 

Confirmatory Factor Analysis of the SF-36 

Background 

When the factor structure of an instrument is in question with respect to the number of 

dimensions and the nature of their relationships to one another, it may be impractical to specify and 

test all possible models in a CFA framework. However, when sufficient information exists for a 

researcher to specify one or a reasonable number of models, CFA is likely to be a better approach as 

it allows for focused testing of specific hypotheses about the data and reduces the risk of making 

incorrect conclusions based on characteristics of the data that are due to chance (Fabrigar, Wegener et 

al. 1999). In CFA, all aspects of the model are pre-specified. The researcher specifies the number of 

factors and the pattern of indicator-factor loadings in advance, as well as other parameters that specify 

the independence or covariance of the factors and indicator unique variances. The pre-specified factor 

solution is evaluated in terms of how well it reproduces the sample correlation (covariance) matrix of 
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the measured variables (Brown 2015). In the research presented here, the intent will be to evaluate the 

factor structure of the SF-36 using using its established measurement model as a foundation to test 

further variations of the factor structure.  

Unidimensionality of a Physical Health (Physical-21) and Mental Health (Mental-14) Subscale 

Model Specification 

Two initial CFAs were performed, the first to test whether a 21-item physical health domain 

(including items in the PF, RP, BP, and GH subscales) could be considered unidimensional. This 

model was referred to as Physical-21. The second CFA was performed to test whether the remaining 

14 items (including those in the MH, RE, SF, and VT subscales) could be considered unidimensional. 

This model was referred to as Mental-14. The diagram of each of these unidimensional models is 

depicted below (Figure 3-2).   

Figure 3-2. Diagrams for Unidimensional Confirmatory Factor Analysis (PH-21 and MH-14) 

 

Figure A shows the factor structure for the PF-21, a single factor model with p = 21 items. Figure B shows the factor 

structure for the MH-14, a single factor model with p = 14 items. The curved double headed arrows represent the factor 

variance for the first-order facto). Measurement error variance for each of the measured variables is depicted by the error 

term and straight arrows pointing to each item. 
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The measurement model equations for each CFA are provided below to illustrate the relationship 

between each factor and its respective items. Each item served as the dependent variable from which 

the item intercept, factor loading, and error variance parameters were estimated. 

Physical-21 (i = 21) 

 

𝐼𝑡𝑒𝑚 3𝑎: 𝑦1 =  𝜇1 + 𝜆11𝜂1 + 휀1  

𝐼𝑡𝑒𝑚 3𝑏: 𝑦2 =  𝜇2 + 𝜆21𝜂1 + 휀2 

𝐼𝑡𝑒𝑚 3𝑐: 𝑦3 =  𝜇3 + 𝜆31𝜂1 + 휀3 

𝐼𝑡𝑒𝑚 3𝑑: 𝑦4 =  𝜇4 +  𝜆41𝜂1 + 휀4 

𝐼𝑡𝑒𝑚 3𝑒: 𝑦5 =  𝜇5 + 𝜆51𝜂1 + 휀5 

𝐼𝑡𝑒𝑚 3𝑓: 𝑦6 =  𝜇6 + 𝜆61𝜂1 + 휀6 

𝐼𝑡𝑒𝑚 3𝑔: 𝑦7 =  𝜇7 +  𝜆71𝜂1 + 휀7 

𝐼𝑡𝑒𝑚 3ℎ: 𝑦8 =  𝜇8 +  𝜆81𝜂1 + 휀8 

𝐼𝑡𝑒𝑚 3𝑖: 𝑦9 =  𝜇9 +  𝜆91𝜂1 + 휀9 

𝐼𝑡𝑒𝑚 3𝑗: 𝑦10 =  𝜇10 +  𝜆101𝜂1 + 휀10 

𝐼𝑡𝑒𝑚 4𝑎: 𝑦11 =  𝜇11 + 𝜆111𝜂1 + 휀11  

𝐼𝑡𝑒𝑚 4𝑏: 𝑦12 =  𝜇12 + 𝜆121𝜂1 + 휀12 

𝐼𝑡𝑒𝑚 4𝑐: 𝑦13 =  𝜇13 + 𝜆131𝜂1 + 휀13 

𝐼𝑡𝑒𝑚 4𝑑: 𝑦14 =  𝜇14 +  𝜆141𝜂1 + 휀14 

𝐼𝑡𝑒𝑚 7: 𝑦15 =  𝜇15 +  𝜆151𝜂1 + 휀15 

𝐼𝑡𝑒𝑚 8: 𝑦16 =  𝜇16 +  𝜆161𝜂1 + 휀16 

𝐼𝑡𝑒𝑚 1: 𝑦17 =  𝜇17 +  𝜆171𝜂1 + 휀17 

𝐼𝑡𝑒𝑚 11𝑎: 𝑦18 =  𝜇18 +  𝜆181𝜂1 + 휀18 

𝐼𝑡𝑒𝑚 11𝑏: 𝑦19 =  𝜇19 +  𝜆191𝜂1 + 휀19 

𝐼𝑡𝑒𝑚 11𝑐: 𝑦20 =  𝜇20 +  𝜆201𝜂1 + 휀20 

𝐼𝑡𝑒𝑚 11𝑑: 𝑦21 =  𝜇21 +  𝜆211𝜂1 + 휀21 
 

Mental-14 (i = 14) 

 

𝐼𝑡𝑒𝑚 9𝑏: 𝑦1 =  𝜇1 + 𝜆12𝜂2 + 휀1  

𝐼𝑡𝑒𝑚 9𝑐: 𝑦2 =  𝜇2 + 𝜆22𝜂2 + 휀2 

𝐼𝑡𝑒𝑚 9𝑑: 𝑦3 =  𝜇3 +  𝜆32𝜂2 + 휀3 

𝐼𝑡𝑒𝑚 9𝑓: 𝑦4 =  𝜇4 + 𝜆42𝜂2 + 휀4 

𝐼𝑡𝑒𝑚 9ℎ: 𝑦5 =  𝜇5 +  𝜆52𝜂2 + 휀5 

𝐼𝑡𝑒𝑚 9𝑎: 𝑦6 =  𝜇6 + 𝜆62𝜂2 + 휀6 

𝐼𝑡𝑒𝑚 9𝑒: 𝑦7 =  𝜇7 + 𝜆72𝜂2 + 휀7 

𝐼𝑡𝑒𝑚 9𝑔: 𝑦8 =  𝜇8 + 𝜆82𝜂2 + 휀8 

𝐼𝑡𝑒𝑚 9𝑖: 𝑦9 =  𝜇9 +  𝜆92𝜂2 + 휀9 

𝐼𝑡𝑒𝑚 5𝑎: 𝑦10 =  𝜇10 + 𝜆102𝜂2 + 휀10 

𝐼𝑡𝑒𝑚 5𝑏: 𝑦11 =  𝜇11 +  𝜆112𝜂2 + 휀11  

𝐼𝑡𝑒𝑚 5𝑐: 𝑦12 =  𝜇12 + 𝜆122𝜂2 + 휀12 

𝐼𝑡𝑒𝑚 6: 𝑦13 =  𝜇13 +  𝜆132𝜂2 + 휀13 

𝐼𝑡𝑒𝑚 10: 𝑦14 =  𝜇14 +  𝜆142𝜂2 + 휀14 
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Model Identification 

Each factor mean was fixed to zero and the first item loading (marker item) in each factor 

was fixed to one, which represents the most common scaling practice and may also be applied in the 

case of higher-order factor models (Hoffman 2014, Brown 2015). All error variances, factor 

variances, and covariances were freely estimated and assumed to be unsystematic (i.e., independent of 

one another), and all error covariances and indicator cross-loadings were fixed to zero. The resulting 

total number of unique elements contained in the covariance matrix for each factor, along with the 

known and estimated parameters and resulting model degrees of freedom, are shown below in 

Table 3-3.  

 

Table 3-3. Degrees of Freedom for PH-21 and MH-14 Fit to Confirmatory Factor Analytic Models 

Factor Total Number of 

Unique Data Elements
a 

Estimated 

Parameters
b 

Model Degrees of 

Freedom
c 

Physical-21
 

252 82 170 

Mental-14 119 54 65 
aTotal number of data elements = [p(p+1)/2 + p], where p = total number of items in scale 
bEstimated parameters include factor variance, factor loadings, item intercepts, and error variances 
cModel degrees of freedom = total number of data elements – number of estimated parameters 

Model Evaluation 

To estimate the predicted covariance matrix (Σ) from the input matrix (𝑆), mean- and 

variance-adjusted weighted least squares (WLSMV) was chosen as the estimation method for 

performing the CFA to accommodate for the ordered polytomous data (Muthen 1997). WLSMV is an 

estimation method developed for categorical data that provides robust standard errors and adjusted 

test statistics. WLSMV performs well for ordered polytomous indicators under a variety of conditions 

(e.g., differing degrees of non-normality and model complexity) and may be less susceptible to 

underestimated factor loadings and parameter standard errors, particularly among indicators with less 

than five categorical options (Flora and Curran 2004, Rhemtulla, Brosseau-Liard et al. 2012). Item-to-

item polychoric correlations and their associated covariances were shown prior to displaying the 

model results. In accordance with Cohen’s established conventions for interpreting the magnitude of 
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correlations, values greater than 0.50 were considered to be large, correlations between 0.30 and 0.50 

were considered to be moderate, values between 0.10 and 0.30 were considered to be small, and 

anything less than 0.10 was considered to insubstantial (Cohen 1988). 

Following model parameter estimation, goodness-of-fit indices were used to assess and test 

model fit and provided a global summary of the difference between the sample and model-implied 

matrices. In line with recommended research practices, an index from each goodness-of-fit index 

category was selected and reported to obtain a comprehensive picture to evaluate model fit (Bentler 

1990, Marsh and Balla 1994, Hu and Bentler 1999, Schreiber, Nora et al. 2006, Brown 2015). A Χ2-

statistic value resulting in a non-significant p-value (i.e., p>0.05), a root mean squared error of 

approximation (RMSEA) value less than or equal to 0.05, and a Comparative Fit Index (CFI) value of 

0.90 or greater were selected as the absolute, parsimony corrected, and comparative fit indices to 

evaluate global model fit, respectively. In addition to assessing global goodness-of-fit statistics, local 

fit was also evaluated to focus on specific relationships in the solution that could be problematic. A 

modification index reflects an approximation of how much the overall model 𝑋2 will decrease if the 

fit if the fixed or constrained parameter is freely estimated. A good fitting model should produce 

modification indices that are small in magnitude. An index than 3.84, reflecting the critical value of 

𝑋2 at p<0.05 given one degree of freedom, is sometimes used as the threshold for considering 

modification of model parameters that could significantly improve model fit (Brown 2015). Given the 

complexity of some of the second order factor models being conducted here and the multitude of 

potential parameter modifications, the modification indices reported here took all the values into 

consideration and noted the largest ones. The residual correlation matrix was also evaluated to assess 

the magnitude of difference in correlations between the sample matrix and predicted matrix for each 

item. High residual correlations suggest that the absence of optimal item-to-model fit (Harman and 

Jones 1966). A cutoff of |0.20| was used to denote large residual correlations (Reeve, Hays et al. 

2007). 
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Higher Order Factor Models of the SF-36 

The principles of CFA described above can also be applied to higher order factor models. 

Higher order factor analysis is a theory-driven procedure in which the researcher imposes a more 

parsimonious structure to account for the intercorrelations among factors (rather than items) where 

the factor correlations represent the input matrix for the higher-order factor analysis. Bifactor analysis 

is a specific type of higher-order factor analysis, where a general higher-order factor has a direct 

effect on the observed indicators. Hierarchical factor analysis is often used for theory testing, when it 

is believed that more specialized facets of latent traits are influenced by a broader construct. A goal of 

higher order factor analysis is to provide a more parsimonious account for the correlations among 

lower-order factors, where the number of higher order factors and higher-order factor loadings is less 

than the number of factor correlations. As a result, the rules of identification used in first-order CFA 

apply to the higher-order component of a hierarchical solution. These specifications assume that 

higher order factors have direct effects on lower-order factors; these direct effects (and the 

correlations among higher-order factors) are responsible for the covariation of the lower-order factors 

rather than the items. Higher-order factor analysis may also be used as a means to better characterize 

a construct initially considered to be unidimensional through the use of multiple factors to better 

explain the covariation among the indicators of the construct. The key difference between multiple-

factor CFA models and higher-order factor models is that in the former, no substantive claims are 

made about the directions or patterns of factor interrelationships. Higher-order factor CFA tests a 

theory for the pattern of relationships among the first-order factors and asserts that the higher-order 

factors have direct effects on lower-order factors that are responsible for their covariation (Chen, 

West et al. 2006, Reise, Morizot et al. 2007, Brown 2015).  

Second-Order Factor Model 

The second-order factor model specified for the SF-36 is illustrated in Figure 3-3, where 

Mental Health and Physical Health refer to the second-order factors. The latent structure of this 

questionnaire was predicted to be characterized by the eight subscales of the SF-36 that represent 
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HRQOL. The eight subscales were presumed to be intercorrelated; in fact, the absence of a 

relationship among the first-order factors would mean there would be no justification to pursue 

higher-order factor analysis. This is a critical deviation from the premise of PCA described above in 

which there is no such assumption with respect to items and the extracted components. Two higher-

order factors were predicted to account for the 28 correlations among the first-order factors: Physical 

Health and Mental Health.  

Figure 3-3. Diagram for the Second-Order Factor Model of the SF-36 

 
The curved double headed arrows represent the factor variance for the second-order factors (Physical and Mental Health) 

and disturbance variance for the first-order factors (subscales). Measurement error variance for each of the measured 

variables is depicted by the error term and straight arrows pointing to each item. 

 

The linear model equations corresponding to the second-order factors within the model above was 

expressed in the following equations. Of note, subscales under the Physical Health factor (η1) do not 
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load onto the Mental Health factor (η2), thus, their factor loadings (λ) on the Mental Health factor are 

equal to zero: 

𝑃𝐹 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦1 = 𝜇1 + 𝜆11𝜂1 + 0𝜂2 + 휀1 

𝑅𝑃 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦2 = 𝜇2 + 𝜆21𝜂1 + 0𝜂2 +  휀2 

𝐵𝑃 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦3 = 𝜇3 + 𝜆31𝜂1 + 0𝜂2 +  휀3 

𝐺𝐻 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦4 = 𝜇4 + 𝜆41𝜂1 + 0𝜂2 +  휀4 

𝑉𝑇 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦5 = 𝜇5 + 0𝜂1 + 𝜆52𝜂2 + 휀5 

𝑆𝐹 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦6 = 𝜇6 + 0𝜂1 + 𝜆62𝜂2 + 휀6 

𝑅𝐸 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦7 = 𝜇7 + 0𝜂1 + 𝜆72𝜂2 +  휀7 

𝑀𝐻 𝑠𝑢𝑏𝑠𝑐𝑎𝑙𝑒: 𝑦8 = 𝜇8 + 0𝜂1 + 𝜆82𝜂2 +  휀8 
 

Prior to testing the second-order factor structure, a first-order CFA solution was tested to 

ensure well-fitting and conceptually valid model structure without the added complexity of the 

second-order factors. Next, the magnitude and pattern of correlations among factors in the first-order 

solution was examined to see whether the subscales contained under the proposed Physical Health 

second-order factor were more strongly related to each other relative to those contained in the 

proposed Mental Health second-order factor (and vice versa). The second-order factor model was 

pursued if the 35 items were reasonable indicators of their respective subscales (i.e., the first-order 

CFA solution fit and the pattern of subscale correlations was conceptually valid). To scale the 

solution, the higher-order portion of the solution was standardized such that each factor mean was 

fixed to zero and the first item loading (marker item) in each factor was fixed to one (Hoffman 2014, 

Brown 2015). The second-order factors (Physical and Mental Health) were correlated with each other 

and error terms associated with each item were uncorrelated. Model identification for a higher-order 

factor structure is similar to that of first-order factor models in that the lower-order factors may be 

viewed as indicators (e.g., items) of the higher-order factors. Thus, a single higher-order factor cannot 

be specified to account for the factor correlation from a first-order CFA model with two factors 

because it will be under-identified, unless constraints are placed on the solution. Similarly, three and 

four first-order CFA models will be just- and over-identified, respectively, for a single higher-order 

factor. The second-order factor structure specified above in Figure 3-3 contained 166 free parameters 
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and 551 degrees of freedom following estimation of threshold values for each item, higher-order 

factor loadings, loadings for each of the first order residual variances (also called disturbances, 

depicted as E’s in Figure 3-3), and the residual variance for both second-order factors as well as the 

correlation between them (Hoffman 2014).  

 The same model evaluation methods described above for the Physical-21 and Mental-14 

CFAs were applied to the second-order factor structure. WLSMV was chosen as the estimation 

method for performing the CFA (Muthen 1997). A Χ2-statistic value resulting in a non-significant p-

value (i.e., p>0.05), a root mean squared error of approximation (RMSEA) value less than or equal to 

0.05, and a Comparative Fit Index value of 0.90 or greater were selected as the absolute, parsimony 

corrected, and comparative fit indices to evaluate global model fit, respectively. In addition to 

goodness-of-fit, the acceptability of the higher-order model was evaluated with regard to the 

magnitude of the higher order parameters (i.e., size of the higher-order factor loadings and higher-

order factor correlations). First-order factor loadings were expected to load moderately to strongly 

onto the second-order factors (loadings ≥0.30), and the higher-order factors were expected to account 

for a substantial proportion of variance in the first-order factors (Brown 2015). 

Bifactor Model 

In addition to the second-order factor model, the bifactor model has also been proposed to 

represent the factor structure of items assessing several highly related domains that are hypothesized 

to comprise a general construct. This may be particularly relevant for the development of 

measurement models within health outcomes research, particularly with respect to measuring multi-

dimensional concepts such as HRQOL (Chen, West et al. 2006, Reise, Morizot et al. 2007). Bifactor 

models may offer several potential advantages to second-order factor models, particularly when 

researchers may be interested in the predictive relationships between domain-specific factors and 

external criteria, over and above the general/second-order factor. In the case of the SF-36, one can 

surmise that there is a factor of overall HRQOL of focal interest as well as domain-specific factors of 

HRQOL that would correspond to each of the eight subscales. If the items in a particular subscale 
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(e.g., GH) are only reflective of overall HRQOL, whereas the remaining seven subscales still exist as 

specific domains (even after removing overall HRQOL), this issue will be more readily identified as a 

problem in a bifactor model. Specifically, problems in estimation will occur because of identification 

problems due to factor over-extraction. These would include small and non-significant factor loadings 

on the GH domain specific factor, and non-significant variance of the GH factor. Such problems will 

typically not be easily explained by a second-order factor model, as the GH subscale will legitimately 

exist as a lower-order factor; thus, it will not cause a notable problem in the model and may be easily 

overlooked (RINDSKOPF 1984). In the bifactor model, the relationship between the domain-specific 

factors and their associated items may be directly examined, whereas such relationships cannot be 

directly tested in the second-order factor model since domain specific factors are represented by 

disturbances of the first-order factors and the items are already assumed to be well-fitting and 

appropriately placed within the overall measurement model (Chen, West et al. 2006). 

The bifactor model that was tested for the SF-36 is illustrated below (Figure 3-4). A single 

HRQOL factor (i.e., general factor) underlies each of the items. Separately, there are domain-specific 

factors consistent with the eight subscales, each of which accounts for unique variance in its own 

separate set of domain-related items. The domain-specific factors are related to the contribution that is 

over and above the general factor; thus, the general and domain specific factors are considered to be 

orthogonal to one another (Yung, Thissen et al. 1999, Chen, West et al. 2006).  
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Figure 3-4. Diagram for the Bifactor Model of the SF-36 

 
The curved double headed arrows represent factor variances for each of the latent variables. Measurement error variance 

for each of the measured variables (i.e., items) are not shown here due to space constraints. 

 

 

In the bifactor specified model above, each item had a nonzero loading on the factor that it 

was designed to measure, the eight factors were uncorrelated with each other, and error terms 

associated with each item were uncorrelated. To identify the model, in addition to setting one of the 

factor loadings in the general factor to one, one of the loadings in each of the domain specific factors 

was also set to one. The variances of the factors were estimated. Of note, in a bifactor model, specific 

factors with only two items cannot have their loadings identified, thus the loadings for items in both 

the BP and SF subscale were set to one in the model and the specific factor variance estimated (Reise, 

Moore et al. 2010, Muthen 2016). The linear model equations corresponding to the model above was 

expressed in the following equations, where G represents the general factor (HRQOL). All items 
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loaded onto the general factor as well as the factor corresponding to the SF-36 subscale to which each 

item belonged, with no cross-loadings onto any other factors.  

𝐼𝑡𝑒𝑚 3𝑎 (𝑃𝐹1): 𝑦1 = 𝜇1 + 𝜆10𝐺 + 𝜆11𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀1 

𝐼𝑡𝑒𝑚 3𝑏 (𝑃𝐹2): 𝑦2 = 𝜇2 + 𝜆20𝐺 + 𝜆21𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀2 

𝐼𝑡𝑒𝑚 3𝑐 (𝑃𝐹3): 𝑦3 = 𝜇3 + 𝜆30𝐺 + 𝜆31𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀3 

𝐼𝑡𝑒𝑚 3𝑑 (𝑃𝐹4): 𝑦4 = 𝜇4 + 𝜆40𝐺 + 𝜆41𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀4 

𝐼𝑡𝑒𝑚 3𝑒 (𝑃𝐹5): 𝑦5 = 𝜇5 + 𝜆50𝐺 + 𝜆51𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀5 

𝐼𝑡𝑒𝑚 3𝑓 (𝑃𝐹6): 𝑦6 = 𝜇6 + 𝜆60𝐺 + 𝜆61𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀6 

𝐼𝑡𝑒𝑚 3𝑔 (𝑃𝐹7): 𝑦7 = 𝜇7 + 𝜆70𝐺 + 𝜆71𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀7 

𝐼𝑡𝑒𝑚 3ℎ (𝑃𝐹8): 𝑦8 = 𝜇8 + 𝜆80𝐺 + 𝜆81𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀8 

𝐼𝑡𝑒𝑚 3𝑖 (𝑃𝐹9): 𝑦9 = 𝜇9 + 𝜆90𝐺 + 𝜆91𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀9 

𝐼𝑡𝑒𝑚 3𝑗 (𝑃𝐹10): 𝑦10 = 𝜇10 + 𝜆100𝐺 + 𝜆101𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀10 
 

𝐼𝑡𝑒𝑚 4𝑎 (𝑅𝑃1): 𝑦11 = 𝜇11 + 𝜆110𝐺 + 0𝜂1 + 𝜆12𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀11 

𝐼𝑡𝑒𝑚 4𝑏 (𝑅𝑃2): 𝑦12 = 𝜇12 + 𝜆120𝐺 + 0𝜂1 + 𝜆22𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀12 

𝐼𝑡𝑒𝑚 4𝑐 (𝑅𝑃3): 𝑦13 = 𝜇13 + 𝜆130𝐺 + 0𝜂1 + 𝜆32𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀13 

𝐼𝑡𝑒𝑚 4𝑑 (𝑅𝑃4): 𝑦14 = 𝜇14 + 𝜆140𝐺 + 0𝜂1 + 𝜆42𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀14 
 

𝐼𝑡𝑒𝑚 5𝑎 (𝑅𝐸1): 𝑦15 = 𝜇15 + 𝜆150𝐺 + 0𝜂1 + 0𝜂2 + 𝜆13𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀15 

𝐼𝑡𝑒𝑚 5𝑏 (𝑅𝐸1): 𝑦16 = 𝜇16 + 𝜆160𝐺 + 0𝜂1 + 0𝜂2 + 𝜆23𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀16 

𝐼𝑡𝑒𝑚 5𝑐 (𝑅𝐸1): 𝑦17 = 𝜇17 + 𝜆170𝐺 + 0𝜂1 + 0𝜂2 + 𝜆33𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀17 
 

𝐼𝑡𝑒𝑚 6 (𝑆𝐹1): 𝑦18 = 𝜇18 + 𝜆180𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 𝜆14𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀18 

𝐼𝑡𝑒𝑚 10 (𝑆𝐹2): 𝑦19 = 𝜇19 + 𝜆190𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 𝜆24𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 +  휀19 
 

𝐼𝑡𝑒𝑚 7 (𝐵𝑃1): 𝑦20 = 𝜇20 + 𝜆200𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 𝜆15𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀20 

𝐼𝑡𝑒𝑚 8 (𝐵𝑃2): 𝑦21 = 𝜇21 + 𝜆210𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 𝜆25𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜂8 + 휀21 
 

𝐼𝑡𝑒𝑚 9𝑎 (𝑉𝑇1): 𝑦22 = 𝜇22 + 𝜆220𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 𝜆16𝜂6 + 0𝜂7 + 0𝜂8 + 휀22 

𝐼𝑡𝑒𝑚 9𝑒 (𝑉𝑇2): 𝑦23 = 𝜇23 + 𝜆230𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 𝜆26𝜂6 + 0𝜂7 + 0𝜂8 +  휀23 

𝐼𝑡𝑒𝑚 9𝑔 (𝑉𝑇3): 𝑦24 = 𝜇24 + 𝜆240𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 𝜆36𝜂6 + 0𝜂7 + 0𝜂8 +  휀24 

𝐼𝑡𝑒𝑚 9𝑖 (𝑉𝑇3): 𝑦25 = 𝜇25 + 𝜆250𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 𝜆46𝜂6 + 0𝜂7 + 0𝜂8 +  휀25 
 

𝐼𝑡𝑒𝑚 9𝑏 (𝑀𝐻1): 𝑦26 = 𝜇26 + 𝜆260𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 𝜆17𝜂7 + 0𝜂8 +  휀26 

𝐼𝑡𝑒𝑚 9𝑐 (𝑀𝐻2): 𝑦27 = 𝜇27 + 𝜆270𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 𝜆27𝜂7 + 0𝜂8 +  휀27 

𝐼𝑡𝑒𝑚 9𝑑 (𝑀𝐻3): 𝑦28 = 𝜇28 + 𝜆280𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 𝜆37𝜂7 + 0𝜂8 + 휀28 

𝐼𝑡𝑒𝑚 9𝑓 (𝑀𝐻4): 𝑦29 = 𝜇29 + 𝜆290𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 𝜆47𝜂7 + 0𝜂8 +  휀29 

𝐼𝑡𝑒𝑚 9ℎ (𝑀𝐻5): 𝑦30 = 𝜇30 + 𝜆300𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 𝜆57𝜂7 + 0𝜂8 + 휀30 
 

𝐼𝑡𝑒𝑚 1 (𝐺𝐻1): 𝑦31 = 𝜇31 + 𝜆310𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜆18𝜂8 + 휀31 

𝐼𝑡𝑒𝑚 11𝑎 (𝐺𝐻2): 𝑦32

= 𝜇32 + 𝜆320𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜆28𝜂8 + 휀32 

𝐼𝑡𝑒𝑚 11𝑏 (𝐺𝐻3): 𝑦33

= 𝜇33 + 𝜆330𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜆38𝜂8 + 휀33 

𝐼𝑡𝑒𝑚 11𝑐 (𝐺𝐻4): 𝑦34

= 𝜇34 + 𝜆340𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜆48𝜂8 + 휀34 

𝐼𝑡𝑒𝑚 11𝑑 (𝐺𝐻5): 𝑦35

= 𝜇35 + 𝜆350𝐺 + 0𝜂1 + 0𝜂2 + 0𝜂3 + 0𝜂4 + 0𝜂5 + 0𝜂6 + 0𝜂7 + 0𝜆58𝜂8 + 휀35 
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The bifactor model specified above contained 190 free parameters and 527 degrees of freedom, 

following estimation of item loadings onto the general factor and each of their respective subscales, 

general factor and subscale variance, and item response option thresholds. WLSMV was chosen as 

the estimation method for performing the CFA (Muthen 1997). The same criteria for global fit indices 

specified above were applied for the bifactor model as well.  

Comparison of Model Fit for the SF-36: Nested Second-Order Factor Model versus Bifactor Model 

Second-order and bifactor models, while not mathematically equivalent, have similar 

interpretations. The second-order factor in the second-order model corresponds to the general factor 

in the bifactor model (i.e., HRQOL). The disturbances of the first-order factors in the second-order 

model resemble the domain-specific factors in the bifactor model (i.e., SF-36 subscales). In the 

bifactor model, the general factor and the domain specific factors are assumed to be orthogonal 

paralleling the representation in the second-order model in which the second-order factor and the 

disturbances (unique factors) are defined to be orthogonal. It has been demonstrated that for every 

bifactor model, there is an equivalent second-order model with direct effects from the second-order 

factor to the observed variables (Chen, West et al. 2006). In order to make a second-order model of 

the SF-36 equivalent to a the bifactor model shown above in Figure 3-4, the model must be defined 

such that each item has a non-zero loading on the subscale to which it belongs, and zero loadings on 

the other subscales (first-order factors). One of the lower-order factor loadings for each factor must be 

set to one and the variances of the factors estimated. The covariance among the subscales must be 

explained by a second order factor (presumably, HRQOL), with one of the second-order factor 

loadings for each subscale set to one and the variance of HRQOL estimated. Of importance and 

distinct from the regular second-order model, a direct effect from HRQOL to each item must exist 

such that each item has a nonzero loading on the second-order factor, and error terms associated with 

each item must be uncorrelated (Yung, Thissen et al. 1999).  
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A bifactor model can also be used as a less restricted baseline model to which a second-order 

model can be compared, given that the second-order model is nested within the bifactor model (Yung, 

Thissen et al. 1999). The second-order and bifactor models tested individually above (Figure 3-3 and 

Figure 3-4, respectively) cannot be compared to one another with respect to fit since the second-order 

model structure is not nested within that of the bifactor model. To allow for the second-order factor 

model to be nested within the bifactor model, the Physical Health and Mental Health second-order 

factors were replaced with a general HRQOL factor and specified such that each item had a non-zero 

loading on the SF-36 subscale to which it belonged and a zero loading on each of the other subscales 

(Figure 3-5). Error terms associated with each item were uncorrelated, and all covariance between 

each pair of the subscales was explained by a higher-order factor, defined as HRQOL. To identify the 

model, in addition to setting one of the factor loadings in the second-order factor to one, one of the 

loadings in each of the lower-order factors was also set to 1, and the variance of the second-order 

factor was estimated. Overall model fit was evaluated as described above for the second-order factor 

model and the bifactor model. 
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Figure 3-5. Diagram for Second-Order Factor Model Nested within Bifactor Model of the SF-36 

 

The curved double headed arrows represent factor variances for each of the latent variables. Measurement error 

variance for each of the measured variables (i.e., items) are not shown here due to space constraints. 
 

Nested structural equation models may be tested to indicate whether there is a significant 

difference between them. While a more complex model will always fit the data better since more 

parameters are estimated, a significant difference implies that application of the more complex model 

is worth the additional expenditure of degrees of freedom due to a significantly better fit, while a lack 

of significant difference implies that the more parsimonious model explains the data almost as well 

compared to the fuller model and is therefore preferred. The model fit between the measurement 

models corresponding to Figure 3-4 and Figure 3-5 was compared using a likelihood ratio, or chi-
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square difference, test (Bentler and Satorra 2010). The more restricted second-order factor model was 

nested within the corresponding less restricted bifactor model. It is important to note that chi-square 

values for nested models estimated with WLSMV is not distributed as chi-square. Thus, in Mplus, a 

two-step procedure was required to obtain the correct chi-square difference test with a WLSMV 

estimator. First, the derivatives needed for the nested chi-square test were saved upon running the less 

restricted model (Muthen (1998-2015)). Second, the most constrained model was fit to the data, and 

the chi-square difference test calculated by using the derivatives from both analyses.  

3.3 Results 

3.3.1 Sample Characteristics 

A total of 1,052 respondents with MS completed the survey, with characteristics consistent 

with those seen in the general MS population: approximately 80% were female (n=850), 83.9% self-

identified as Non-Hispanic White (n=883), and 79.8% reported being diagnosed with relapsing-

remitting MS (Weinshenker, Bass et al. 1989, Jacobs, Cookfair et al. 1996, Orton, Herrera et al. 

2006). Mean age (SD) was 47.8 (10.6) years, and mean time since being diagnosed with MS was 8.5 

(7.7) years. Although no patients reported being regularly bedridden, there was reasonable 

distribution in terms of disability status levels as reported on the PDDS. Less than half of patients 

reported they were currently employed (n=472[45%]). Norm-based PCS and MCS scores were lower 

in this sample relative to the average representative norm-based SF-36 scores. Key patient population 

characteristics and SF-36 normed summary scores are summarized in Table 3-4.  

Table 3-4. Demographic and Clinical Characteristics of MS Sample 

Patient Characteristic Total 

(N=1052) 

Patient Characteristic Total 

(N=1052) 

Sex (N[%] female) 850 (80.1%) Currently employed (working for pay) (N[%]) 472 (45.0%) 

Age (mean[SD]) 47.8 (10.6) Years since MS diagnosis (mean[SD]) 8.53 (7.7) 

Marital Status MS type (N[%] relapsing-remitting) 836 (79.8%) 

Single 150 (14.3%) PDDS Scores 

Married/long-term partner 716 (68.1%) Normal 189 (18.0%) 

Divorced 132 (12.6%) Mild Disability 131 (12.5%) 

Separated 30 (2.9%) Moderate Disability 152 (14.5%) 

Widowed 24 (2.28%) Gait Disability 166 (15.8%) 

Education Level (N[%]) Early Cane 174 (16.5%) 

Less than high school 6 (0.6%) Late Cane 98 (9.3%) 
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Patient Characteristic Total 

(N=1052) 

Patient Characteristic Total 

(N=1052) 

High school graduate 119 (11.3%) Bilateral Support 85 (8.1%) 

Some college 285 (27.1%) Wheelchaire/Scooter  57 (5.4%) 

Associate degree 127 (12.1%) Bedridden 0 (0%) 

Bachelor’s degree 315 (30.0%) SF-36v2 Norm Based Component Summary Scores 

Master’s degree 161 (15.3%) PCS score (mean[SD]) 38.8 (19.18) 

Doctorate degree 38 (3.6%) MCS score (mean[SD]) 44.1 (11.33) 

Self-Reported Comorbidities 

Anxiety 267 (25.4%) Fibromyalgia 73 (6.9%) 

Arthritis 176 (16.7%) Hypertension 263 (25.0%) 

Asthma 126 (12.0%) Hypercholesterolemia 240 (22.8%) 

Depression 440 (41.8%) Heart Disease 35 (3.3%) 

Diabetes 83 (7.9%) Irritable Bowel Syndrome 112 (10.7%) 

Epilepsy 15 (1.4%) Migraines 215 (20.4%) 

Eye Disorders 198 (18.8%)   
MCS, Mental Component Summary; PCS, Physical Component Summary; PDDS, Patient Determined Disease Steps; SF-
32v2, version 2 of the Short Form 36 questionnaire 

3.3.2 Principal Components Analysis 

The truncated component solutions of the 35 items of the SF-36 (eight and two components 

retained) for both the orthogonal varimax and oblique promax rotations are reported below. 

Orthogonal Varimax Principal Components Analysis with Eight and Two Components Retained 

The KMO value was produced following the PCA and indicated whether items were closely 

enough related such that it was appropriate to explain the associations across items with a reduced 

number of components via PCA in the first place. The overall KMO measure of sampling adequacy 

for the items was 0.9474, well above the acceptable 0.50 threshold, indicating that the correlations 

between potential components generally belonged together psychometrically. The eigenvalues of the 

correlation matrix are ordered from smallest to largest and shown below in Table 3-5 (of note, the 

orthogonal PCA solution remains unchanged regardless of the number of retained components). In 

the orthogonal solution, the eigenvalues add up to the sum of the variances of the variables in the 

analysis and represent the variances of the principal components (i.e., the variance of each principal 

component is equal to its corresponding eigenvalue divided by the total variance, which is 35 in this 

case). The first principal component has a variance of 14.38 and explains 41.09% of the total 

variance.  
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Table 3-5. Principal Components Analysis - Eigenvalues of the Correlation Matrix for the Orthogonal 

Varimax Solution 

Component Eigenvalue Difference 

Proportion of 

Variance 

Explained 

Cumulative 

Explained 

Variance 

Component 1 14.3809 9.91853 0.4109 0.4109 

Component 2 4.46233 2.50229 0.1275 0.5384 

Conponent 3 1.96004 0.443279 0.056 0.5944 

Component 4 1.51676 0.213706 0.0433 0.6377 

Component 5 1.30305 0.270798 0.0372 0.6749 

Component 6 1.03225 0.0790151 0.0295 0.7044 

Component 7 0.95324 0.0977442 0.0272 0.7317 

Component 8 0.855495 0.158381 0.0244 0.7561 
 Eigenvalues add up to the sum of the variances of the variables in the analysis and represent the variances of the principal components. The 

variance of each principal component is equal to its corresponding eigenvalue divided by the total variance, which is equal to the total 
number of items. 

In the orthogonal solution, the first eight components explained 75.61% of the total variance 

across the 35 items, while 53.84% of the variance was explained by the first two components. 

Eigenvalues remained greater than one for the first six extracted components, further illustrated by the 

scree plot (Figure 3-6).  

Figure 3-6. Scree Plot of Eigenvalues after Orthogonal Varimax PCA 

 
Reference line drawn at eigenvalue =1.0. 
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The principal components (i.e., corresponding eigenvectors) are provided in Table 3-6. Items having 

loadings with a magnitude greater than |0.20| are shaded in gray. Items in the GH subscale tended to 

load more strongly on multiple components, which is not unexpected since it is plausible that items 

pertaining to general health are likely to be associated with multiple constructs of health. The two 

positively worded items from the GH subscale (item 11b, I am as healthy as anybody I know, and 

item 11d, My health is excellent) had the strongest loadings on Component 3, but none of the other 

GH items loaded onto Component 3 with the same magnitude. Similarly, the MH subscale items all 

loaded onto Component 2, but the positively worded items (11d, felt calm and peaceful, and 11h, 

have you been happy) also loaded with a similar magnitude onto Component 4, while the negatively 

worded items (item 9c, felt so down in the dumps, and item felt downhearted and depressed) loaded 

more strongly on Component 3. In many cases certain items within a subscale didn’t “group” together 

with the rest of the subscale to load on the same component and items. Items from multiple subscales 

often had strong loadings on one component such that a clear pattern did not emerge. An exception to 

this was the RP subscale, whose four items loaded well onto the first component with minimal 

loadings on the remaining components, and with the first component extracting little variance from 

any of the remaining items of the SF-36. 
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 Table 3-6. Principal Components Analysis - Principal Component Loadings for the Orthogonal Varimax Solution 

Item  Component 1 Component 2 Component 3 Component 4 Component 5 Component 6 Component 7 Component 8 

SF_Q3a_pf 0.1651 -0.1766 0.1123 0.0696 -0.0531 0.1097 -0.39 0.1831 

SF_Q3b_pf 0.1865 -0.2345 -0.0089 0.0583 0.0065 0.0078 -0.0263 -0.0246 

SF_Q3c_pf 0.1819 -0.203 -0.1018 0.0791 0.1148 0.0063 0.137 -0.0047 

SF_Q3d_pf 0.1839 -0.2083 0.0368 0.078 -0.019 0.1496 -0.2309 0.1902 

SF_Q3e_pf 0.18 -0.221 -0.0866 0.0938 0.093 0.0959 0.0763 0.0629 

SF_Q3f_pf 0.1768 -0.1738 -0.0915 0.0382 0.0941 0.1598 0.0282 -0.0145 

SF_Q3g_pf 0.1792 -0.2206 0.017 0.1228 0.0016 0.093 -0.2466 0.1914 

SF_Q3h_pf 0.1803 -0.2459 -0.0601 0.1272 0.1035 0.0413 0.0175 0.0819 

SF_Q3i_pf 0.1698 -0.2443 -0.115 0.1207 0.1518 -0.0017 0.1753 0.0055 

SF_Q3j_pf 0.1508 -0.1431 -0.1607 0.0157 0.1333 -0.1076 0.4583 -0.1703 

SF_Q4a_rp 0.2047 -0.0632 -0.0295 -0.1605 -0.1701 -0.1936 0.0101 -0.1391 

SF_Q4b_rp 0.2154 -0.0405 0.0422 -0.1212 -0.2513 -0.1719 -0.0349 -0.0589 

SF_Q4c_rp 0.2167 -0.1261 0.0044 -0.0862 -0.1708 -0.1455 -0.0284 -0.0201 

SF_Q4d_rp 0.2172 -0.0911 0.0082 -0.1043 -0.1942 -0.143 0.012 -0.0615 

SF_Q7_bp_i 0.1585 0.0626 0.1278 -0.3634 0.1549 0.4347 0.0054 -0.0961 

SF_Q8_bp 0.1758 0.0685 0.0543 -0.3627 0.1307 0.368 0.0229 -0.117 

SF_Q1_gh_i 0.178 0.0213 0.1972 0.0629 0.2787 -0.1007 -0.056 -0.0935 

SF_Q11a_gh 0.0912 0.1553 0.094 -0.2857 0.4105 -0.1028 -0.009 0.1414 

SF_Q11b_gh 0.1387 0.0994 0.3516 -0.0149 0.2894 -0.2284 -0.1206 -0.1135 

SF_Q11c_gh 0.103 0.0665 0.1914 0.1109 0.0544 -0.3903 0.319 0.4422 

SF_Q11d_gh 0.1497 0.0792 0.355 0.1044 0.2746 -0.1904 -0.106 -0.1249 

SF_Q6_sf 0.198 0.0626 0.0019 -0.063 -0.1039 0.0361 0.2506 -0.2213 

SF_Q10_sf 0.2007 0.0767 -0.0052 -0.084 -0.0882 0.0534 0.2447 -0.1348 

SF_Q5a_re 0.1791 0.1441 -0.3101 -0.0975 0.0048 -0.2034 -0.2317 -0.1392 

SF_Q5b_re 0.1747 0.159 -0.291 -0.0808 -0.0322 -0.22 -0.2673 -0.1164 

SF_Q5c_re 0.1684 0.164 -0.2978 -0.0919 0.0168 -0.1734 -0.218 -0.0047 

SF_Q9a_vt 0.1524 0.179 0.1206 0.3496 -0.1485 0.0796 -0.027 -0.2122 

SF_Q9e_vt 0.1591 0.1213 0.2745 0.1783 -0.2567 0.0943 -0.0063 -0.1035 

SF_Q9g_vt 0.1772 0.124 0.152 -0.1754 -0.2776 0.0466 0.1253 0.276 
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Item  Component 1 Component 2 Component 3 Component 4 Component 5 Component 6 Component 7 Component 8 

SF_Q9i_vt 0.1606 0.1399 0.1733 -0.1631 -0.2875 0.0458 0.079 0.3287 

SF_Q9b_mh 0.1089 0.2326 -0.1911 0.0085 0.1654 0.0813 -0.0031 0.353 

SF_Q9c_mh 0.1439 0.2488 -0.2317 0.1173 0.0833 0.0996 0.062 0.1928 

SF_Q9d_mh 0.1256 0.2682 0.0466 0.2705 0.0134 0.133 -0.0396 -0.088 

SF_Q9f_mh 0.1332 0.2598 -0.2355 0.1424 0.0627 0.1033 0.0852 0.1562 

SF_Q9h_mh 0.1355 0.2396 -0.0197 0.3708 -0.0169 0.1611 0.0472 -0.1282 
Loadings greater than a magnitude of |0.20| are shaded in gray. 
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A full component solution with all 35 components retained would have explained all the variance across 

items (unexplained variance = 0). This PCA was conducted with both eight and two components retained, such 

that the components did not contain all the information in the data. Although the component loadings remained 

unchanged regardless of the number of retained components (results for both eight- and two-component retained 

solution shown above), retaining two components compared to eight components left a larger amount of 

unexplained variance for each of the items in the PCA. The remaining unexplained variance in the two component 

solution relative to the eight component solution for each of the items is shown below in Table 3-7. Retention of 

eight components resulted in less unexplained variance. Items with low values (i.e., large amount of explained 

variance) indicated they were well represented in the common factor space; conversely, variables with high values 

were less well-represented. Of note, greater than 50% of variance remained unexplained for BP, VT, GH items in 

the two component solution. 

Table 3-7. Proportion of Item Variance Unexplained by Principal Components - Orthogonal Varimax Solution 

Item  

Unexplained 

Variance (8 

Components) 

Unexplained 

Variance (2 

Components)  Item 

Unexplained 

Variance (8 

Components) 

Unexplained 

Variance (2 

Components)  

SF_Q3a_pf 0.247 0.4688 SF_Q11b_gh 0.2489 0.6793 

SF_Q3b_pf 0.2478 0.2544 SF_Q11c_gh 0.312 0.8278 

SF_Q3c_pf 0.2754 0.3403 SF_Q11d_gh 0.2263 0.6495 

SF_Q3d_pf 0.2031 0.3203 SF_Q6_sf 0.2956 0.4189 

SF_Q3e_pf 0.2583 0.3161 SF_Q10_sf 0.2982 0.3946 

SF_Q3f_pf 0.3584 0.4159 SF_Q5a_re 0.1328 0.4463 

SF_Q3g_pf 0.1992 0.3209 SF_Q5b_re 0.1413 0.4482 

SF_Q3h_pf 0.2095 0.2629 SF_Q5c_re 0.2089 0.4723 

SF_Q3i_pf 0.2115 0.3189 SF_Q9a_vt 0.2347 0.523 

SF_Q3j_pf 0.2706 0.5817 SF_Q9e_vt 0.2703 0.5704 

SF_Q4a_rp 0.2455 0.3794 SF_Q9g_vt 0.2053 0.48 

SF_Q4b_rp 0.183 0.3257 SF_Q9i_vt 0.2345 0.5419 

SF_Q4c_rp 0.1817 0.254 SF_Q9b_mh 0.3671 0.5879 

SF_Q4d_rp 0.194 0.2843 SF_Q9c_mh 0.2453 0.4261 

SF_Q7_bp 0.1548 0.6214 SF_Q9d_mh 0.3102 0.4521 

SF_Q8_bp 0.1553 0.5348 SF_Q9f_mh 0.2605 0.4438 

SF_Q1_gh 0.3381 0.5424 SF_Q9h_mh 0.2271 0.4797 

SF_Q11a_gh 0.384 0.7728 

Total 

Unexplained 

Variance (out of 

35) 8.5362 (24.39%) 16.1568 (46.16%) 
Items with >0.50 (more than 50% unexplained variance) are denoted in bold font.   
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Oblique Promax Principal Components Analysis with Eight and Two Components Retained 

PCA was conducted in the same manner as above, however, the components were permitted to be 

correlated with one another via an oblique promax rotation. The proportion of unexplained item variance (values 

in Table 1-7) remained unchanged relative to the orthogonal solution with eight components retained, however, 

the component variance and associated loadings changed following rotation and was dependent upon the number 

of retained components. Component variance and loadings for the eight component solution are shown in 

Table 3-8. Similar to the orthogonal solution above, items in the GH subscale tended to load strongly on multiple 

components (e.g., Components 3, 6, and 7). A somewhat clearer pattern emerged with respect to the loadings of 

the remaining items relative to the orthogonal solution reported above. PF, MH, RE, and BP subscale items 

collectively loaded on Component 2, 3, 4, and 7, respectively, however, certain PF items (in addition to SF items) 

also loaded on Component 8. Items loading on Component 1 generally came from the RP, SF, and VT subscales. 

The highest loadings on Component 5 came from items in the VT and MH subscales.
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Table 3-8. Eigenvalues of the Correlation Matrix and Associated Loadings for the Oblique Promax Solution with Eight Retained Components 

 

Component 1 Component 2 Component 3 Component 4 Component 5 Component 6 Component 7 Component 8 

Variance 7.14525 6.61136 3.95396 3.58111 3.41528 2.89121 2.27812 2.00053 

Proportion of 

Explained 

Variance 0.2041 0.1889 0.113 0.1023 0.0976 0.0826 0.0651 0.0572 

Item Loading Loading Loading Loading Loading Loading Loading Loading 

SF_Q3a_pf 0.069 0.09 -0.0165 0.0303 0.0237 0.0565 0.0188 0.5261 

SF_Q3b_pf 0.1246 0.2689 -0.0831 0.0054 0.001 0.027 0.0058 0.1393 

SF_Q3c_pf 0.04 0.3551 0.0325 -0.0162 -0.021 0.0118 0.0032 -0.0013 

SF_Q3d_pf 0.0473 0.2033 0.0441 -0.0249 0.0081 -0.0094 0.0411 0.4229 

SF_Q3e_pf 0.0075 0.3558 0.0622 -0.057 -0.0094 -0.0287 0.0343 0.1065 

SF_Q3f_pf -0.0025 0.3019 0.0334 -0.0129 0.0138 -0.0283 0.1323 0.0938 

SF_Q3g_pf 0.0346 0.221 0.0427 0.0063 0.0079 0.0126 -0.0247 0.43 

SF_Q3h_pf 0.0101 0.355 0.0391 -0.0393 -0.0162 0.0175 -0.0245 0.1651 

SF_Q3i_pf 0.0019 0.4121 0.0336 -0.0504 -0.0312 0.0124 -0.0299 -0.0113 

SF_Q3j_pf 0.0954 0.3727 -0.0012 -0.0389 -0.0394 -0.0006 -0.0024 -0.3902 

SF_Q4a_rp 0.3938 0.0381 -0.132 0.2064 -0.0471 0.0171 0.0052 -0.0756 

SF_Q4b_rp 0.4246 -0.0122 -0.1029 0.1561 0.0058 0.0048 -0.0268 0.0151 

SF_Q4c_rp 0.3556 0.0961 -0.0874 0.127 -0.0396 0.0025 -0.0332 0.0608 

SF_Q4d_rp 0.3786 0.0703 -0.0958 0.126 -0.0157 -0.0054 -0.012 -0.0013 

SF_Q7_bp_i -0.0143 0.0162 0.0227 -0.0996 -0.0373 0.0755 0.6328 0.0065 

SF_Q8_bp 0.0321 0.0292 0.0346 -0.0201 -0.0475 0.0478 0.5834 -0.0393 

SF_Q1_gh_i -0.0256 0.1028 -0.0294 0.0244 0.0831 0.4118 0.0501 0.0341 

SF_Q11a_gh -0.0846 -0.0369 0.2038 0.0903 -0.2533 0.3665 0.2054 -0.0456 

SF_Q11b_gh 0.0217 -0.0628 -0.1071 0.0377 0.049 0.5684 0.0298 0.018 

SF_Q11c_gh 0.1329 0.061 0.3153 -0.2016 -0.0883 0.2068 -0.3674 -0.0824 

SF_Q11d_gh -0.0146 -0.0087 -0.1032 -0.0097 0.1445 0.5516 -0.0138 0.0429 

SF_Q6_sf 0.2329 0.0828 -0.0287 0.004 0.1551 -0.0123 0.1532 -0.2666 

SF_Q10_sf 0.2151 0.0794 0.0432 -0.0066 0.1192 -0.0243 0.1617 -0.2293 

SF_Q5a_re 0.1724 -0.0369 0.0907 0.569 -0.013 0.0303 -0.0205 -0.0143 

SF_Q5b_re 0.1891 -0.0726 0.0931 0.5756 0.0041 0.0289 -0.0528 0.0205 
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Component 1 Component 2 Component 3 Component 4 Component 5 Component 6 Component 7 Component 8 

SF_Q5c_re 0.132 -0.042 0.1942 0.5107 -0.0399 0.0095 -0.032 0.036 

SF_Q9a_vt 0.0416 -0.0259 -0.0065 -0.0073 0.5204 0.081 -0.0618 0 

SF_Q9e_vt 0.1884 -0.0925 -0.0623 -0.138 0.3995 0.0655 0.0141 0.0555 

SF_Q9g_vt 0.3239 -0.1103 0.2102 -0.1243 0.0067 -0.096 0.0882 0.038 

SF_Q9i_vt 0.3076 -0.1465 0.2334 -0.13 0.0059 -0.0921 0.0649 0.0932 

SF_Q9b_mh -0.1513 0.0291 0.5283 0.1211 -0.0211 -0.0282 0.0339 0.0853 

SF_Q9c_mh -0.1107 0.0664 0.4697 0.1405 0.1424 -0.0763 0.0088 -0.0124 

SF_Q9d_mh -0.1026 -0.0433 0.1752 0.032 0.4195 0.1018 0.0202 0.0075 

SF_Q9f_mh -0.1123 0.0603 0.4532 0.1327 0.1785 -0.0911 -0.0016 -0.0464 

SF_Q9h_mh -0.1179 0.0419 0.186 0.0045 0.4953 0.0275 -0.0242 -0.0475 
Loadings greater than a magnitude of |0.20| are shaded in gray. 
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The PCA with oblique promax rotation was conducted once more, this time retaining only the first two 

components. Eigenvalues and loadings for the two component solution are shown in Table  3-7. Items from the GH 

and BP subscale did not have loadings greater than |0.20| on either of the components, along with one of the SF 

items, one of the VT items, and two of the RP items. The remaining items showed a pattern consistent with the 

items hypothesized to be most strongly associated with the PCS (Component 2) and the MCS (Component 1). 

Items that contributed most to generation of the PCS score were most strongly associated with Component 2, 

while those most with the greatest contribution to generation of MCS scores were most strongly associated with 

Component 1.   

Figure 3-7. Principal Component Analysis - Eigenvalues of the Correlation Matrix and Associated Loadings for the 

Oblique Promax Solution with Two Retained Components 

  Component 1 Component 2  Component 1 Component 2 

Variance 9.89162 9.69445 Variance 9.89162 9.69445 

Proportion of 

Explained 

Variance  0.2826 0.277 

Proportion of 

Explained 

Variance  0.2826 0.277 

Item Loading Loading Item Loading Loading 

SF_Q3a_pf 0.0023 0.2419 SF_Q11b_gh 0.1698 0.0317 

SF_Q3b_pf -0.0211 0.2975 SF_Q11c_gh 0.1211 0.0286 

SF_Q3c_pf -0.0032 0.2723 SF_Q11d_gh 0.1642 0.0538 

SF_Q3d_pf -0.0053 0.2774 SF_Q6_sf 0.1886 0.1002 

SF_Q3e_pf -0.0168 0.2834 SF_Q10_sf 0.2002 0.0924 

SF_Q3f_pf 0.0128 0.2484 SF_Q5a_re 0.2299 0.0301 

SF_Q3g_pf -0.0171 0.2826 SF_Q5b_re 0.2368 0.0166 

SF_Q3h_pf -0.0334 0.3008 SF_Q5c_re 0.2355 0.0085 

SF_Q3i_pf -0.0401 0.2922 SF_Q9a_vt 0.2338 -0.0134 

SF_Q3j_pf 0.0144 0.2083 SF_Q9e_vt 0.1997 0.0314 

SF_Q4a_rp 0.1083 0.1922 SF_Q9g_vt 0.2149 0.0426 

SF_Q4b_rp 0.1316 0.1841 SF_Q9i_vt 0.2134 0.0196 

SF_Q4c_rp 0.0746 0.2443 SF_Q9b_mh 0.238 -0.082 

SF_Q4d_rp 0.0987 0.2205 SF_Q9c_mh 0.2748 -0.0679 

SF_Q7_bp_i 0.1595 0.0715 SF_Q9d_mh 0.2745 -0.0945 

SF_Q8_bp 0.1762 0.08 SF_Q9f_mh 0.2744 -0.0832 

SF_Q1_gh_i 0.1459 0.1143 SF_Q9h_mh 0.2624 -0.0676 

SF_Q11a_gh 0.1726 -0.0414    

Loadings greater than a magnitude of |0.20| are shaded in gray. 
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3.3.3 Unidimensional Confirmatory Factor Analyses 

Unidimensionality of the Physical-21 Domain (PF, RP, BP, and GH subscales) 

The observed polychoric correlation matrix and covariance matrix for all items in the hypothesized 

Physical-21 domain (
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Table 3-9 and Table 3-10) is provided below. The observed covariance data obtained from the sample 

represent the pattern of numbers modeled by the CFA. With the exception of the GH subscale, all item-to-item 

correlations within the same subscale were strong (>0.50) (e.g., each PF item correlated strongly with the other PF 

items). Correlations between items in the PF and RP subscales were also strong. PF and RP items correlated 

moderately to the BP and GH items, with one GH item (item 11a, “I seem to get sick a little easier than other 

people) having an insubstantial correlation with several of the PF items.  
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Table 3-9. Observed Polychoric Correlation Matrix for Items in the Hypothesized Physical-21 Domain 

Item  

3a 

_pf 

3b 

_pf 

3c 

_pf 

3d 

_pf 

3e 

_pf 

3f 

_pf 

3g 

_pf 

3h 

_pf 

3i 

_pf 

3j 

_pf 

4a 

_rp 

4b 

_rp 

4c 

_rp 

4d 

_rp 

7_bp 

_i 

8 

_bp 

1 

_gh 

11a 

_gh 

11b 

_gh 

11c 

_gh 

11d 

_gh 

3a 

_pf 1.00                                         

3b 

_pf 0.86 1.00                                       

3c_pf 0.74 0.87 1.00                                     

3d 

_pf 0.86 0.83 0.80 1.00                                   

3e 

_pf 0.75 0.80 0.81 0.92 1.00                                 

3f 

_pf 0.73 0.75 0.76 0.80 0.81 1.00                               

3g 

_pf 0.87 0.83 0.79 0.87 0.81 0.72 1.00                             

3h 

_pf 0.80 0.84 0.81 0.83 0.84 0.74 0.92 1.00                           

3i 

_pf 0.74 0.82 0.83 0.81 0.83 0.73 0.88 0.96 1.00                         

3j 

_pf 0.56 0.73 0.76 0.68 0.75 0.70 0.66 0.75 0.81 1.00                       

4a 

_rp 0.65 0.68 0.62 0.64 0.58 0.57 0.63 0.61 0.59 0.61 1.00                     

4b 

_rp 0.68 0.67 0.60 0.67 0.61 0.58 0.65 0.61 0.57 0.56 0.85 1.00                   

4c 

_rp 0.77 0.77 0.72 0.75 0.70 0.66 0.77 0.73 0.69 0.66 0.84 0.87 1.00                 

4d 

_rp 0.70 0.75 0.70 0.70 0.67 0.63 0.71 0.68 0.65 0.65 0.82 0.86 0.91 1.00               

7 

_bp 0.46 0.38 0.38 0.43 0.37 0.42 0.39 0.36 0.32 0.33 0.46 0.48 0.45 0.47 1.00             

8 

_bp 0.48 0.43 0.41 0.46 0.42 0.47 0.42 0.39 0.36 0.40 0.54 0.55 0.52 0.55 0.90 1.00           

1 

_gh 0.55 0.52 0.51 0.54 0.50 0.49 0.54 0.52 0.51 0.45 0.52 0.53 0.53 0.54 0.47 0.48 1.00         

11a 

_gh 0.12 0.08 0.15 0.09 0.08 0.14 0.06 0.09 0.09 0.15 0.24 0.24 0.20 0.23 0.40 0.41 0.37 1.00       

11b 

_gh 0.38 0.31 0.28 0.37 0.26 0.24 0.31 0.28 0.22 0.23 0.38 0.42 0.39 0.38 0.44 0.41 0.61 0.47 1.00     

11c 

_gh 0.27 0.23 0.25 0.22 0.23 0.17 0.26 0.24 0.21 0.28 0.27 0.35 0.33 0.33 0.19 0.22 0.34 0.21 0.38 1.00   

11d 

_gh 0.46 0.37 0.33 0.40 0.34 0.35 0.38 0.34 0.31 0.29 0.40 0.44 0.43 0.42 0.41 0.41 0.74 0.39 0.74 0.41 1.00 
Pairwise correlations shaded in gray are not statistically significant (p>0.05) as per the Pearson’s X2 statistic (based on observed versus expected distribution of response rather than strength of magnitude.
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Table 3-10. Observed Covariance Matrix for Items in the Hypothesized Physical-21 Domain 

  

3a 

_pf 

3b 

_pf 

3c 

_pf 

3d 

_pf 

3e 

_pf 

3f 

_pf 

3g 

_pf 

3h 

_pf 

3i 

_pf 

3j 

_pf 

4a 

_rp 

4b 

_rp 

4c 

_rp 

4d 

_rp 

7 

_bp 

8 

_bp 

1 

_gh 

11a 

_gh 

11b 

_gh 

11c 

_gh 

11d 

_gh 

3a 

_pf 0.38                                         

3b 

_pf 0.30 0.58                                       

3c 

_pf 0.23 0.42 0.55                                     

3d 

_pf 0.32 0.38 0.34 0.54                                   

3e 

_pf 0.24 0.40 0.40 0.41 0.59                                 

3f 

_pf 0.23 0.35 0.35 0.34 0.40 0.55                               

3g 

_pf 0.34 0.40 0.35 0.42 0.37 0.32 0.58                             

3h 

_pf 0.30 0.46 0.43 0.42 0.47 0.39 0.50 0.72                           

3i 

_pf 0.23 0.42 0.42 0.35 0.44 0.36 0.40 0.57 0.64                         

3j 

_pf 0.11 0.23 0.25 0.17 0.25 0.22 0.18 0.26 0.29 0.33                       

4a 

_rp 0.39 0.61 0.53 0.52 0.52 0.49 0.52 0.60 0.54 0.36 1.79                     

4b 

_rp 0.40 0.56 0.48 0.52 0.50 0.47 0.51 0.56 0.48 0.30 1.32 1.56                   

4c 

_rp 0.51 0.71 0.64 0.65 0.64 0.58 0.68 0.75 0.65 0.39 1.43 1.39 1.87                 

4d 

_rp 0.44 0.66 0.59 0.57 0.58 0.53 0.59 0.65 0.58 0.37 1.33 1.32 1.52 1.68               

7_ 

bp 0.27 0.33 0.31 0.34 0.32 0.35 0.31 0.33 0.28 0.19 0.74 0.72 0.74 0.74 1.71             

8 

_bp 0.29 0.39 0.36 0.38 0.39 0.42 0.35 0.39 0.33 0.25 0.91 0.87 0.89 0.90 1.53 1.86           

1 

_gh 0.23 0.30 0.29 0.29 0.29 0.28 0.30 0.33 0.30 0.18 0.56 0.54 0.58 0.57 0.49 0.53 0.80         

11a 

_gh 0.07 0.07 0.12 0.07 0.07 0.11 0.06 0.08 0.08 0.09 0.36 0.35 0.32 0.35 0.61 0.66 0.37 1.67       

11b 

_gh 0.22 0.25 0.22 0.27 0.21 0.19 0.25 0.26 0.18 0.12 0.59 0.61 0.60 0.56 0.64 0.64 0.61 0.67 1.56     
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3a 

_pf 

3b 

_pf 

3c 

_pf 

3d 

_pf 

3e 

_pf 

3f 

_pf 

3g 

_pf 

3h 

_pf 

3i 

_pf 

3j 

_pf 

4a 

_rp 

4b 

_rp 

4c 

_rp 

4d 

_rp 

7 

_bp 

8 

_bp 

1 

_gh 

11a 

_gh 

11b 

_gh 

11c 

_gh 

11d 

_gh 

11c 

_gh 0.13 0.16 0.16 0.13 0.15 0.11 0.16 0.17 0.15 0.13 0.34 0.41 0.41 0.39 0.24 0.29 0.28 0.25 0.45 1.07   

11d 

_gh 0.27 0.30 0.26 0.30 0.28 0.27 0.30 0.31 0.26 0.15 0.60 0.63 0.67 0.62 0.60 0.64 0.73 0.54 1.06 0.48 1.60 
The covariance between two variables is the product of their correlation and both of their standard deviations (i.e., Covariancevar1,var2 = Correlationvar1,var2*SDvar1*SDvar2).  
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The single factor model of the Physical-21 domain showed that each of the 21 items’ estimated factor 

loadings were significant (p<0.001 for all), with standardized loadings ranging from 0.279 (GH subscale item 

11a, “I seem to get sick a little easier than other people”) to 0.958 (PF subscale item 3h, “walking several hundred 

yards”). Item 3e (PF subscale, “Climbing one flight of stairs”) served as the marker item and was set to 1.00 in 

the unstandardized solution (Table 3-11). The factor accounted for 7.8% to 91.7% of the variance across items (R
2 

values for item 11a and 3e, respectively, p<0.001 for all). The global fit indices produced inconsistent results. 

The 𝑋2 test of model fit implied that the sample covariance was signficantly different from the predicted 

covariance matrix (𝑋2= 7,047.147, p<0.001), and the RMSEA was 0.186 (90% CI 0.182, 0.190); however, the 

CFI was 0.915, indicating a markedly better fit relative to the independence model. The residual correlation 

matrix suggested a number of problematic items (Table 3-12). In particular, both BP subscale items and two of 

the GH subscale items (specifically, item 11b, “I am as healthy as anybody I know” and item 11d, “My health is 

excellent”) had residual correlations over |0.20| with a number of other items contained in the Physical-21 

domain. Interestingly, item 11d had some of the largest residual correlations with other items in its own subscale 

rather than items belonging to distinct subscales. This same phenomenon was observed for the residual 

correlation between BP subscale items (i.e., items 7 and 8). These aforementioned items from the GH and BP 

subscales consistently had high residual correlations with item 3h (“Walking several hundred yards”) and 3i 

(“Walking one hundred yards”) from the PF subscale, along with one of the SF subscale items (“Accomplished 

less than you would like”). Thus, despite the acceptable CFI value, the unidimensionality of the Physical-21 

domain was not clearly demonstrated, with the GH subscale items being of particular concern.   

Table 3-11. Confirmatory Factor Analysis Results for the Hypothesized Physical-21 Domain 

  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

3a_pf 0.974* 0.016 0.869* 0.013 0.755* 0.022 

3b_pf 0.998* 0.01 0.889* 0.008 0.791* 0.014 

3c_pf 0.963* 0.011 0.858* 0.009 0.737* 0.016 

3d_pf 1.036* 0.012 0.923* 0.007 0.853* 0.014 

3e_pfξ 1 0 0.892* 0.008 0.795* 0.014 

3f_pf 0.888* 0.014 0.792* 0.013 0.627* 0.02 

3g_pf 1.025* 0.011 0.914* 0.008 0.835* 0.014 

3h_pf 1.074* 0.009 0.958* 0.004 0.917* 0.009 

3i_pf 1.045* 0.009 0.932* 0.006 0.869* 0.011 

3j_pf 0.848* 0.018 0.756* 0.017 0.572* 0.025 
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Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

4a_rp 0.934* 0.012 0.833* 0.01 0.694* 0.016 

4b_rp 0.977* 0.011 0.871* 0.008 0.759* 0.014 

4c_rp 1.036* 0.009 0.923* 0.005 0.853* 0.01 

4d_rp 1.014* 0.01 0.904* 0.006 0.817* 0.011 

7_bp 0.807* 0.016 0.72* 0.014 0.518* 0.02 

8_bp 0.836* 0.015 0.746* 0.013 0.556* 0.019 

1_gh 0.742* 0.019 0.662* 0.017 0.438* 0.023 

11a_gh 0.313* 0.032 0.279* 0.028 0.078* 0.016 

11b_gh 0.600* 0.025 0.535* 0.022 0.286* 0.024 

11c_gh 0.381* 0.03 0.339* 0.027 0.115* 0.018 

11d_gh 0.666* 0.023 0.594* 0.02 0.353* 0.024 

Global fit indices: 𝑋2= 7,047.147 (p<0.001); RMSEA = 0.186 (90% CI 0.182, 0.190); CFI = 0.915 
SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual variance). Loadings refer to factor loadings. ξMarker 

item. *p<0.001 from Wald test statistic (Wald test statistic = Estimate/Standard error of the estimate). 
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Table 3-12. Residual Correlation Matrix Produced by Confirmatory Factor Analysis of the Hypothesised Physical-21 Domain 

  
3a 

_pf 

3b 

_pf 

3c 

_pf 

3d 

_pf 

3e 

_pf 

3f 

_pf 

3g 

_pf 

3h 

_pf 

3i 

_pf 

3j 

_pf 

4a 

_rp 

4b 

_rp 

4c 

_rp 

4d 

_rp 

7 

_bp 

8 

_bp 

1 

_gh 

11a 

_gh 

11b 

_gh 

11c 

_gh 

11d 

_gh 

3a 

_pf N/A                                         

3b 

_pf 0.088 N/A                                       

3c 

_pf -0.007 0.108 N/A                                     

3d 

_pf 0.057 0.004 0.009 N/A                                   

3e 

_pf -0.028 0.004 0.043 0.099 N/A                                 

3f 

_pf 0.037 0.044 0.079 0.066 0.105 N/A                               

3g 

_pf 0.079 0.016 0.007 0.03 
-

0.003 0 N/A                             

3h 

_pf -0.03 -0.016 

-

0.009 -0.053 

-

0.017 

-

0.014 0.042 N/A                           

3i 

_pf -0.071 -0.011 0.031 -0.054 
-

0.001 
-

0.008 0.025 0.068 N/A                         

3j 

_pf -0.094 0.062 0.11 -0.021 0.072 0.097 -0.031 0.021 0.101 N/A                       

4a 

_rp -0.08 -0.062 -0.1 -0.126 
-

0.159 
-

0.094 -0.132 
-

0.186 -0.184 
-

0.022 N/A                     

4b 

_rp -0.078 -0.104 

-

0.146 -0.139 

-

0.172 

-

0.107 -0.15 

-

0.225 -0.244 

-

0.096 0.12 N/A                   

4c 

_rp -0.035 -0.053 
-

0.071 -0.1 
-

0.126 
-

0.073 -0.078 
-

0.152 -0.171 
-

0.033 0.069 0.063 N/A                 

4d 

_rp -0.086 -0.052 

-

0.076 -0.137 

-

0.139 

-

0.085 -0.121 

-

0.192 -0.194 

-

0.031 0.065 0.073 0.07 N/A               

7 

_bp -0.171 -0.26 
-

0.241 -0.232 
-

0.269 
-

0.152 -0.27 
-

0.334 -0.347 
-

0.211 
-

0.141 -0.15 
-

0.211 -0.178 N/A             

8 

_bp -0.168 -0.229 

-

0.229 -0.225 

-

0.242 -0.12 -0.258 

-

0.324 -0.339 -0.16 

-

0.084 -0.098 

-

0.168 -0.128 0.327 N/A           

1 

_gh -0.027 -0.071 

-

0.062 -0.068 

-

0.092 

-

0.035 -0.062 

-

0.119 -0.112 

-

0.051 

-

0.036 -0.049 

-

0.084 -0.063 

-

0.007 

-

0.015 N/A         

11a 

_gh -0.124 -0.165 

-

0.089 -0.168 

-

0.169 

-

0.085 -0.193 

-

0.181 -0.172 

-

0.061 0.004 -0.005 

-

0.057 -0.023 0.197 0.199 0.183 N/A       

11b 

_gh -0.086 -0.167 
-

0.183 -0.129 
-

0.222 
-

0.187 -0.177 
-

0.229 -0.275 
-

0.171 
-

0.066 -0.045 
-

0.106 -0.101 0.051 0.014 0.254 0.318 N/A     

11c 

_gh -0.021 -0.072 

-

0.043 -0.093 

-

0.076 

-

0.097 -0.053 -0.09 -0.102 0.02 

-

0.008 0.055 0.013 0.021 

-

0.053 

-

0.033 0.114 0.117 0.201 N/A   

11d 

_gh -0.06 -0.163 
-

0.183 -0.15 
-

0.191 
-

0.119 -0.159 
-

0.228 -0.242 
-

0.163 
-

0.097 -0.075 -0.12 -0.115 
-

0.022 
-

0.031 0.348 0.222 0.422 0.203 N/A 

Cells shaded indicate residual correlations greater than |0.20|.
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Unidimensionality of the Mental-14 Domain (SF, VT, RE, and MH subscales) 

The observed polychoric matrix and covariance matrix for all the items in the hypothesized Mental-14 domain 

(Table 3-13 and Table 3-14) is provided below. The observed covariance data obtained from the sample 

represent the pattern of numbers modeled by the CFA. All item-to-item correlations were at least moderate 

(>0.30) in magnitude. While most of the item-to-item correlations within each subscale were strong in 

magnitude (>0.50), some of the correlations for items in the VT and MH subscales exhibited values that were 

only moderate in magnitude with other items in the Mental-14; specifically, item 9a (feel full of life), item 9c 

(have a lot of energy), item 9d (felt calm and peaceful), and item 9e (been very nervous). These items had 

higher correlations with other items outside of their own subscale.  
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Table 3-13. Observed Polychoric Correlation Matrix for Items in the Hypothesized Mental-14 Domain 

  9a_vt 9e_vt 9g_vt 9i_vt 6_sf 10_sf 5a_re 5b_re 5c_re 9b_mh 9c_mh 9d_mh 9f_mh 9h_mh 

9a_vt 1.00                           

9e_vt 0.69 1.00                         

9g_vt 0.47 0.63 1.00                       

9i_vt 0.46 0.62 0.87 1.00                     

6_sf 0.51 0.53 0.60 0.53 1.00                   

10_sf 0.51 0.51 0.64 0.56 0.84 1.00                 

5a_re 0.46 0.37 0.49 0.45 0.57 0.59 1.00               

5b_re 0.47 0.40 0.49 0.46 0.56 0.55 0.93 1.00             

5c_re 0.45 0.34 0.50 0.46 0.52 0.54 0.84 0.86 1.00           

9b_mh 0.30 0.25 0.37 0.37 0.35 0.40 0.49 0.48 0.53 1.00         

9c_mh 0.52 0.37 0.49 0.45 0.51 0.56 0.62 0.62 0.65 0.64 1.00       

9d_mh 0.68 0.59 0.42 0.41 0.41 0.43 0.46 0.47 0.44 0.55 0.56 1.00     

9f_mh 0.52 0.35 0.44 0.42 0.49 0.50 0.61 0.61 0.62 0.58 0.84 0.55 1.00   

9h_mh 0.74 0.58 0.41 0.37 0.49 0.49 0.47 0.47 0.49 0.47 0.66 0.74 0.66 1.00 
Pairwise correlations shaded in gray are not statistically significant (p>0.05) as per the Pearson’s X2 statistic (based on observed versus expected distribution of response rather than strength of magnitude.
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Table 3-14. Observed Covariance Matrix for Items in the Hypothesized Mental-14 Domain 

  9a_vt 9e_vt 9g_vt 9i_vt 6_sf 10_sf 5a_re 5b_re 5c_re 9b_mh 9c_mh 9d_mh 9f_mh 9h_mh 

9a_vt 1.21                           

9e_vt 0.70 1.03                         

9g_vt 0.47 0.58 0.98                       

9i_vt 0.44 0.55 0.75 0.92                     

6_sf -0.59 -0.56 -0.62 -0.53 1.33                   

10_sf 0.59 0.55 0.66 0.56 -1.03 1.31                 

5a_re 0.58 0.43 0.56 0.50 -0.77 0.80 1.74               

5b_re 0.62 0.49 0.58 0.53 -0.78 0.77 1.58 1.83             

5c_re 0.54 0.38 0.54 0.49 -0.67 0.70 1.30 1.36 1.58           

9b_mh 0.32 0.24 0.34 0.33 -0.38 0.44 0.62 0.62 0.63 1.11         

9c_mh 0.54 0.34 0.44 0.39 -0.55 0.60 0.78 0.80 0.77 0.65 1.14       

9d_mh 0.64 0.51 0.36 0.34 -0.41 0.43 0.53 0.55 0.48 0.50 0.51 0.92     

9f_mh 0.54 0.32 0.41 0.37 -0.53 0.55 0.76 0.78 0.72 0.59 0.87 0.51 1.10   

9h_mh 0.64 0.46 0.32 0.28 -0.44 0.45 0.49 0.51 0.48 0.38 0.56 0.57 0.55 0.78 
The covariance between two variables is the product of their correlation and both of their standard deviations (i.e., Covariancevar1,var2 = Correlationvar1,var2*SDvar1*SDvar2). 
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The single factor model of the Mental-14 domain showed that each of the 14 items’ estimated factor 

loadings were significant (p<0.001 for all), with standardized loadings ranging from 0.593 (MH subscale item 

9b, “Have you been very nervous”) to 0.941 (RE subscale item 5b, “Accomplished less than you would like”). 

Item 9a (VT subscale, “Did you feel full of life”) served as the marker item and was set to 1.00 in the 

unstandardized solution. The factor accounted for 35.2% to 88.6% of the variance across items (R
2 
values for 

item 9b and 5b, respectively, p<0.001 for all) (Table 3-15). The global fit indices indicated that the Mental-14 

domain was not unidimensional. The 𝑋2 test of model fit implied that the sample covariance was significantly 

different from the predicted covariance matrix (𝑋2= 4,931.183, p<0.001), the RMSEA was 0.245 (90% CI 

0.239, 0.251), and the CFI was 0.886, indicating that the model was not a sufficient improvement in fit relative 

to the independence model. The residual correlation matrix suggested a number of problematic items 

(Table 3-16). In particular, two of the RE subscale items (specifically, item 5a, “Cut down on the amount of 

time you spent on work or other activities” and item 5b, “Accomplished less than you would like” as a result of 

emotional problems) has differences in residual correlations of over |0.20| with a number of other items 

contained in the Mental-14 domain, most notably the VT subscale items. Two of the VT subscale items (item 

9g, “Did you feel worn out?” and item 9i, “Did you feel tired?”) also had large differences in residual 

correlations with three of the MH subscale items. One MH item in particular (item 9h, “Have you been 

happy?”) had a number of large differences in residual correlations with several items as mentioned above and 

in addition to items 5a and 5b from the RE subscale. Thus, despite the generally large factor loadings, the 

Mental-14 domain did not demonstrate adequate measurement properties for it to be considered 

unidimensional.  

Table 3-15. Confirmatory Factor Analysis Results for the Hypothesized Mental-14 Domain 

  
Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

9a_vtξ 1 0 0.706* 0.015 0.499* 0.021 

9e_vt 0.918* 0.023 0.648* 0.016 0.42* 0.02 

9g_vt 1.179* 0.026 0.833* 0.01 0.693* 0.017 

9i_vt 1.135* 0.028 0.802* 0.012 0.643* 0.02 

6_sf 1.115* 0.024 0.787* 0.012 0.62* 0.018 

10_sf 1.132* 0.025 0.799* 0.011 0.639* 0.018 

5a_re 1.318* 0.028 0.93* 0.006 0.866* 0.011 
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Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

5b_re 1.333* 0.027 0.941* 0.005 0.886* 0.01 

5c_re 1.169* 0.025 0.826* 0.009 0.682* 0.015 

9b_mh 0.84* 0.029 0.593* 0.018 0.352* 0.021 

9c_mh 1.176* 0.025 0.831* 0.011 0.69* 0.018 

9d_mh 0.983* 0.023 0.694* 0.015 0.482* 0.02 

9f_mh 1.129* 0.026 0.797* 0.012 0.636* 0.019 

9h_mh 1.058* 0.022 0.747* 0.013 0.558* 0.02 

Global fit indices: 𝑋2= 4,931.183 (p<0.001); RMSEA = 0.245 (90% CI 0.239, 0.251); CFI = 0.886 

SE=standard error; R2 = proportion (%) of item variance accounted for by factor (remainder is residual variance). Loadings refer to 

factor loadings. ξMarker item. *p<0.001 from Wald test statistic (Wald test statistic = Estimate/Standard error of the estimate). 
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Table 3-16. Residual Correlation Matrix Produced by the Confirmatory Factor Analysis of the Hypothesized Mental-14 Domain 

  9a_vt 9e_vt 9g_vt 9i_vt 6_sf 10_sf 5a_re 5b_re 5c_re 9b_mh 9c_mh 9d_mh 9f_mh 9h_mh 

9a_vt N/A                            

9e_vt 0.24 N/A                         

9g_vt -0.12 0.09 N/A                       

9i_vt -0.11 0.10 0.20 N/A                     

6_sf -0.05 0.02 -0.06 -0.10 N/A                   

10_sf -0.06 -0.01 -0.03 -0.08 0.21 N/A                 

5a_re -0.20 -0.23 -0.28 -0.29 -0.16 -0.15 N/A               

5b_re -0.20 -0.21 -0.29 -0.29 -0.18 -0.21 0.06 N/A             

5c_re -0.14 -0.19 -0.19 -0.20 -0.13 -0.12 0.08 0.08 N/A           

9b_mh -0.11 -0.14 -0.12 -0.11 -0.12 -0.08 -0.06 -0.08 0.04 N/A         

9c_mh -0.07 -0.17 -0.21 -0.22 -0.14 -0.11 -0.15 -0.16 -0.03 0.15 N/A       

9d_mh 0.19 0.14 -0.16 -0.14 -0.13 -0.13 -0.19 -0.19 -0.13 0.14 -0.02 N/A     

9f_mh -0.05 -0.17 -0.23 -0.22 -0.14 -0.14 -0.13 -0.14 -0.04 0.11 0.18 0.00 N/A   

9h_mh 0.21 0.10 -0.21 -0.23 -0.10 -0.11 -0.23 -0.23 -0.13 0.02 0.05 0.22 0.06 N/A 
Cells shaded indicate residual correlations greater than |0.20|. 
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Second-Order Factor Model Results of the SF-36 

The second-order factor model structure that was tested is consistent with the general established 

measurement model of the SF-36: eight first-order factors consistent with the eight subscales, with two 

correlated higher-order factors (i.e., Physical Health and Mental Health) that are hypothesized to account for 

the correlations among all the first-order factors. Prior to testing the second-order factor model, a first-order 

factor model without the added complexity of the Physical Health and Mental Health second-order factors was 

tested to ensure sufficient covariation among the eight factors. This model showed good fit, with a CFI of 0.966 

and RMSEA of 0.077. Although the 𝑋2 test of model fit implied that the sample covariance was signficantly 

different from the predicted covariance matrix (𝑋2= 3872.135, p<0.001), this was not surprising due to the 

large sample size (Anderson and Gerbing 1984, Steiger 1990). As expected, subscales considered to fall under 

the Physical Domain factor correlated more strongly with the Physical Domain relative to the Mental Domain, 

and vice-versa (Table 3-17) (p<0.001 for all). It was therefore deemed appropriate to continue with the second 

order factor model. 
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Table 3-17. Standardized Correlations and Standard Errors Among SF-36 Subscales in the First-Order Model 

  PF RP BP GH VT SF RE MH 

PF                 

RP 0.797 (0.014)               

BP 0.479 (0.027) 0.585 (0.022)             

GH 0.509 (0.025) 0.588 (0.022) 0.578 (0.025)           

VT 0.427 (0.027) 0.658 (0.018) 0.564 (0.022) 0.658 (0.02)         

SF 0.605 (0.023) 0.772 (0.016) 0.641 (0.021) 0.621 (0.023) 0.717 (0.017)       

RE 0.442 (0.028) 0.64 (0.02) 0.514 (0.026) 0.477 (0.027) 0.563 (0.021) 0.645 (0.021)     

MH 0.237 (0.032) 0.4 (0.028) 0.451 (0.028) 0.535 (0.024) 0.724 (0.016) 0.63 (0.022) 0.711 (0.017)   
The values above represent correlational relationships among categorical latent variables. All loadings were p<0.001 via Wald test (Wald test statistic = Estimate/Standard error of the estimate). 
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The second order factor model had an RMSEA of 0.095 (90% CI 0.093, 0.097) and a CFI of 0.946 

(𝑋2= 5775.890, p<0.001). Unlike the first-order factor model shown above, the second-order factors have 

direct effects on lower order factors that are responsible for their covariation such that first-order factors load 

(rather than covary) onto second-order factors. Unstandardized and standardized factor loadings for the first 

and second order factors are shown in Table 3-18, along with R
2 
values (item to first-order factor loadings and 

associated R
2 
values

 
not shown, p<0.001 for all second-order factor loadings, item to first-order factor loadings, 

and item R
2 
values). Subscales loaded strongly onto their respective second-order factor (Physical Domain and 

Mental Domain, p<0.001 for all). The unstandardized and standardized correlations between the physical and 

mental health second order factors were 0.362 (0.018) and 0.795 (0.017), respectively (p<0.001). At least 50% 

of the variance in the first-order factors was explained by the second order factors (p<0.001 for all). 

Table 3-18. Confirmatory Factor Analysis Results for the Second-Order Factor Model of the SF-36 

  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

Physical By             

PFξ 1 0 0.739* 0.017 0.547 0.025 

RP 1.302* 0.044 0.991* 0.011 0.982 0.021 

BP 0.928* 0.039 0.709* 0.02 0.502 0.028 

GH 1.012* 0.036 0.739* 0.019 0.547 0.028 

Mental By             

VTξ 1 0 0.843* 0.014 0.711 0.024 

SF 1.262* 0.038 0.938* 0.011 0.88 0.021 

RE 1.133* 0.035 0.795* 0.014 0.632 0.023 

MH 0.702* 0.035 0.726* 0.017 0.527 0.024 

Global fit indices: 𝑋2= 5775.890 (p<0.001); RMSEA = 0.095; CFI = 0.946.  

SE=standard error; R2 = proportion (%) of first-order factor variance accounted for by second-order factor (remainder is residual variance). Loadings 

refer to factor loadings. ξConstrained to mean=1. *p<0.001 from Wald test statistic (Wald test statistic = Estimate/Standard error of the estimate). 

 

Numerous modification fit indices had values above 3.84; those with a value greater than 100 

(indicating the approximate magnitude by which 𝑋2 would decrease if the fixed or constrained parameter is 

freely estimated) are shown in 
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Table 3-19. Modification indices with standardized expected parameter changes greater than +0.50 are 

shown in bold to highlight items, first-order factors, and second-order factors with particularly strong positive 

factor loadings (BY statements) or covariances (WITH statements) with other model parameters when their 

respective associations are not constrained to be zero. In general, PF subscale items, the PF subscale itself, and 

the Physical domain were negatively associated with MH subscale items, the MH subscale itself, and the 

Mental domain. The RP and PF subscales were strongly related to one another as well, as were both the VT and 

RE subscales with MH. Not surprisingly, subscales typically grouped under either the Physical and Mental 

Domain but known to be associated with both showed cross-loadings onto the other domain to which they were 

not specified to belong to in the model. Specifically, the GH subscale had a substantial cross-loading onto the 

Mental Domain, and the SF subscale cross-loaded onto the Physical Domain. In addition to factor loadings, 

some large modification indices were seen for covariances between subscales specified under distinct domains 

from one another. This was noted between the VT and GH subscales as well as between the Physical Domain 

and the SF subscale.  
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Table 3-19. Modification Indices Following Confirmatory Factor Analyses of the Second-Order Factor Model of the SF-36 

Factor Loading or Covariance M.I. E.P.C. STD E.P.C. Factor Loadings M.I. E.P.C. STD E.P.C. 

PF BY RP4C 308.578 0.432 0.392 SF BY PF 394.185 -0.458 -0.461 

PF BY RP4D 108.912 0.267 0.242 RE BY PF 275.066 -0.276 -0.294 

PF BY MH9D 103.167 -0.209 -0.19 MH BY PF 1061.223 -0.702 -0.507 

PF BY MH9F 178.096 -0.283 -0.257 MENTAL BY PF 618.529 -0.825 -0.617 

RP BY PF3I 102.435 -0.288 -0.254 PF BY RP 1053.388 0.741 0.762 

RP BY SF6 161.903 0.526 0.464 BP BY RP 185.25 -0.394 -0.393 

RP BY SF10 116.123 0.44 0.388 GH BY RP 380.17 -0.547 -0.57 

RP BY MH9F 109.353 -0.274 -0.242 MH BY RP 341.42 -0.514 -0.382 

BP BY PF3I 105.413 -0.313 -0.276 RP BY BP 185.183 -10.522 -10.565 

BP BY SF6 122.655 0.371 0.326 VT BY BP 206.114 0.373 0.341 

BP BY SF10 113.482 0.344 0.303 SF BY BP 246.529 0.426 0.443 

GH BY VT9E 137.476 0.286 0.263 RE BY BP 163.066 0.273 0.3 

GH BY SF6 106.007 0.331 0.304 MH BY BP 109.803 0.299 0.223 

VT BY PF3H 100.628 -0.26 -0.209 MENTAL BY BP 244.213 0.603 0.465 

VT BY PF3I 155.454 -0.322 -0.259 RP BY GH 380.28 -14.542 -13.965 

VT BY BP8 111.614 0.39 0.314 VT BY GH 536.475 0.566 0.495 

SF BY PF3I 135.302 -0.264 -0.241 SF BY GH 443.03 0.557 0.553 

SF BY BP8 151.727 0.467 0.427 RE BY GH 210.769 0.301 0.317 

RE BY PF3I 124.031 -0.244 -0.236 MH BY GH 340.936 0.478 0.342 

RE BY BP8 113.238 0.318 0.308 MENTAL BY GH 489.453 0.82 0.606 

MH BY PF3H 136.691 -0.383 -0.251 RE BY SF 100.364 -0.392 -0.416 

MH BY PF3I 186.241 -0.443 -0.291 PHYSICAL BY SF 382.587 0.881 0.648 

MH BY RP4C 153.928 -0.53 -0.348 VT BY RE 171.217 -0.715 -0.595 

MH BY GH11A 130.702 0.419 0.275 SF BY RE 100.357 -1.347 -1.272 

MH BY VT9A 544.607 0.951 0.624 MH BY RE 403.684 0.706 0.479 

MH BY RE5C 116.981 0.39 0.256 PF BY MH 1067.058 -0.37 -0.513 

PHYSICAL BY PF3I 106.319 -0.39 -0.262 RP BY MH 850.726 -0.593 -0.798 



 

Dissertation Kristin M Khalaf  203 

Factor Loading or Covariance M.I. E.P.C. STD E.P.C. Factor Loadings M.I. E.P.C. STD E.P.C. 

GH BY VT 239.343 0.276 0.315 BP BY MH 175.401 -0.209 -0.281 

RE BY VT 171.219 -0.388 -0.466 VT BY MH 257.876 0.536 0.657 

MH BY VT 257.877 0.492 0.401 RE BY MH 403.682 0.417 0.615 

PHYSICAL BY VT 27.126 0.186 0.155 PHYSICAL BY MH 838.34 -0.782 -0.8 

PF BY SF 192.53 0.256 0.254 PF BY PHYSICAL 618.472 0.467 0.631 

RP BY SF 373.523 0.652 0.63 BP BY PHYSICAL 244.221 -0.332 -0.434 

BP BY SF 279.625 0.423 0.407 GH BY PHYSICAL 489.476 -0.453 -0.62 

GH BY SF 220.177 0.365 0.367 SF BY PHYSICAL 382.52 1.46 1.985 

PHYSICAL BY SF6 165.151 0.71 0.477 MH BY PHYSICAL 838.356 -0.638 -0.624 

PHYSICAL BY SF10 119.656 0.596 0.4 PF BY MENTAL 618.51 -0.375 -0.502 

PHYSICAL BY MH9F 107.423 -0.357 -0.24 BP BY MENTAL 244.207 0.266 0.345 

MENTAL BY PF3I 147.576 -0.365 -0.248 GH BY MENTAL 489.452 0.364 0.493 

MENTAL BY BP8 149.27 0.662 0.449 SF BY MENTAL 382.613 -1.857 -2.499 

RP BY PF 1052.442 19.203 18.666 MH BY MENTAL 838.333 0.812 0.785 

VT BY PF 491.63 -0.468 -0.415             

RP WITH PF 1053.388 0.277 3.773 MH WITH RE 403.683 0.144 0.542 

BP WITH RP 185.25 -0.152 -2.037 PHYSICAL WITH PF 618.49 0.175 0.425 

GH WITH RP 380.171 -0.21 -2.821 PHYSICAL WITH BP 244.209 -0.128 -0.306 

VT WITH PF 122.632 -0.076 -0.288 PHYSICAL WITH GH 489.459 -0.174 -0.418 

VT WITH GH 288.266 0.153 0.573 PHYSICAL WITH SF 382.591 0.147 0.689 

RE WITH VT 171.219 -0.134 -0.527 PHYSICAL WITH MH 838.339 -0.13 -0.429 

RE WITH SF 100.362 -0.135 -0.727 MENTAL WITH PF 618.504 -0.14 -0.338 

MH WITH PF 756.115 -0.156 -0.567 MENTAL WITH BP 244.211 0.102 0.243 

MH WITH RP 360.787 -0.136 -2.512 MENTAL WITH GH 489.457 0.139 0.332 

MH WITH GH 115.757 0.08 0.287 MENTAL WITH SF 382.594 -0.186 -0.867 

MH WITH VT 257.877 0.1 0.513 MENTAL WITH MH 838.338 0.165 0.54 

E.P.C., expected parameter change; STD E.P.C., standardized expected parameter change; M.I., modification index. A modification index gives the expected drop in chi-square if the 

parameter in question is freely estimated. BY statements refer to factor loadings. WITH statements refer to covariances and residual covariances (shaded in gray). The standardized expected 

parameter change indices are standardized using the variances of the continuous latent variables as well as the variances of the background and/or outcome variables.
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Bifactor Model 

A bifactor model was specified according to its structural assumption of orthogonality between the 

general factor and all the domain-specific factors, as well as between all the domain-specific factors, such that 

none of the higher order factors were assumed to have any covariance with one another. In addition, in order 

for a domain-specific factor to be identified, there must be at least three items that load on the general and only 

one domain-specific factor. Thus, both the BP and SF subscale items had their loadings constrained to be equal 

in order for the model to run. The bifactor model had an RMSEA of 0.105 (90% CI 0.102, 0.107) and a CFI of 

0.938 (𝑋2= 6583.227, p<0.001). Factor loadings between the general factor as well as between domain-specific 

factors and their items, along with associated R
2 
values, are shown in Table 3-20 (p<0.001 for all). All items 

loaded at least modestly onto both the general HRQOL factor as well as the domain-specific factor (p<0.001 for 

all). Most subscales had similar magnitudes of loadings on both the general factor and the domain-specific 

factor, with exception of items in the RP, VT, and SF subscales. The RP items loaded strongly onto the general 

factor (loading range 0.816 to 0.912) but only weakly or moderately onto the RP subscale factor (loading range 

0.279 to 0.365). Similar findings were noted for the VT and SF items. Items with the lowest general factor and 

domain-specific factor loadings both came from the GH subscale. Item 11a (“I seem to get sick a little easier 

than other people”) had the lowest standardized loading on the general factor out of all 35 items, while item 11c 

(I expect my health to get worse) had the lowest standardized loading on the GH subscale relative to the other 

35 items.  

Table 3-20. Confirmatory Factor Analysis for the Bifactor Model of the SF-36 

 

Unstandardized 

Loading (SE) 

Standardized 

Loading (SE) 

Unstandardize

d Loading (SE) 

Standardized 

Loading (SE) R
2
 (SE) 

 
General Factor (HRQOL) Domain-Specific Factor (PF)   

PF3Aξ 1 (0) 0.724 (0.023) 1 (0) 0.522 (0.022) 0.797 (0.023) 

PF3B 0.97 (0.029) 0.702 (0.019) 1.113 (0.041) 0.581 (0.02) 0.831 (0.014) 

PF3C 0.904 (0.032) 0.654 (0.02) 1.15 (0.051) 0.6 (0.021) 0.789 (0.015) 

PF3D 0.966 (0.028) 0.7 (0.021) 1.208 (0.042) 0.63 (0.022) 0.887 (0.013) 

PF3E 0.869 (0.032) 0.629 (0.022) 1.286 (0.053) 0.671 (0.021) 0.847 (0.014) 

PF3F 0.856 (0.032 0.62 (0.023) 1.047 (0.05) 0.546 (0.025) 0.682 (0.021) 

PF3G 0.932 (0.029) 0.675 (0.023) 1.229 (0.041) 0.641 (0.021) 0.867 (0.013) 

PF3H 0.841 (0.031) 0.609 (0.023) 1.458 (0.054) 0.761 (0.018) 0.95 (0.008) 

PF3I 0.782 (0.034) 0.566 (0.024) 1.493 (0.06) 0.779 (0.018) 0.927 (0.01) 

PF3J 0.83 (0.04) 0.601 (0.025) 1.017 (0.066) 0.531 (0.029) 0.643 (0.028) 

 
General Factor (HRQOL) Domain-Specific Factor (RP)   

RP4Aξ 1.127 (0.04) 0.816 (0.014) 1 (0) 0.365 (0.029) 0.799 (0.014) 
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Unstandardized 

Loading (SE) 

Standardized 

Loading (SE) 

Unstandardize

d Loading (SE) 

Standardized 

Loading (SE) R
2
 (SE) 

RP4B 1.179 (0.039) 0.854 (0.012) 0.986 (0.097) 0.36 (0.026) 0.859 (0.011) 

RP4C 1.26 (0.044) 0.912 (0.011) 0.762 (0.083) 0.279 (0.03) 0.91 (0.009) 

RP4D 1.223 (0.043) 0.885 (0.012) 0.84 (0.091) 0.307 (0.029) 0.878 (0.009) 

 
General Factor (HRQOL) Domain-Specific Factor (BP)   

BP7ξ 0.837 (0.037) 0.606 (0.021) 1 (0) 0.673 (0.017) 0.821 (0.012) 

BP8ξ 0.935 (0.036) 0.677 (0.018) 1 (0) 0.673 (0.017) 0.912 (0.012) 

 
General Factor (HRQOL) Domain-Specific Factor (GH)   

GH1ξ 0.943 (0.036) 0.683 (0.019) 1 (0) 0.451 (0.023) 0.669 (0.02) 

GH11A 0.503 (0.043) 0.364 (0.029) 0.725 (0.075) 0.327 (0.031) 0.24 (0.025) 

GH11B 0.721 (0.039) 0.522 (0.025) 1.358 (0.076) 0.612 (0.024) 0.647 (0.025) 

GH11C 0.543 (0.041) 0.393 (0.028) 0.543 (0.075) 0.245 (0.033) 0.215 (0.023) 

GH11D 0.788 (0.037) 0.57 (0.023) 1.625 (0.089) 0.733 (0.023) 0.862 (0.024) 

 
General Factor (HRQOL) Domain-Specific Factor (VT)   

VT9Aξ 0.671 (0.019) 0.927 (0.038) 1 (0) 0.218 (0.025) 0.497 (0.024) 

VT9E 0.636 (0.019) 0.878 (0.035) 1.69 (0.18) 0.368 (0.019) 0.539 (0.022) 

VT9G 0.699 (0.018) 0.965 (0.036) 2.747 (0.0318) 0.599 (0.023) 0.847 (0.017) 

VT9I 0.627 (0.021) 0.866 (0.038) 3.198 (0.38) 0.697 (0.023) 0.879 (0.022) 

 
General Factor (HRQOL) Domain-Specific Factor (SF)   

SF6ξ 1.092 (0.037) 0.79 (0.014) 1 (0) 0.457 (0.017) 0.833 (0.014) 

SF10ξ 1.1 (0.037) 0.796 (0.013) 1 (0) 0.457 (0.017) 0.842 (0.013) 

 
General Factor (HRQOL) Domain-Specific Factor (RE)   

RE5Aξ 0.99 (0.037) 0.717 (0.016) 1 (0) 0.632 (0.017) 0.912 (0.01) 

RE5B 0.953 (0.037) 0.69 (0.017) 1.094 (0.025) 0.691 (0.018) 0.954 (0.01) 

RE5C 0.944 (0.037) 0.683 (0.018) 0.888 (0.024) 0.561 (0.018) 0.781 (0.014) 

 
General Factor (HRQOL) Domain-Specific Factor (MH)   

MH9Bξ 0.583 (0.04) 0.422 (0.027) 1 (0) 0.539 (0.027) 0.468 (0.026) 

MH9C 0.839 (0.038) 0.607 (0.022) 1.255 (0.065) 0.676 (0.019) 0.826 (0.016) 

MH9D 0.734 (0.038) 0.531 (0.023) 0.956 (0.056) 0.515 (0.02) 0.548 (0.021) 

MH9F 0.767 (0.039) 0.556 (0.022) 1.273 (0.07) 0.686 (0.018) 0.779 (0.017) 

MH9H 0.796 (0.038) 0.577 (0.022) 1.034 (0.063) 0.557 (0.021) 0.643 (0.02) 

Global fit indices: 𝑋2= 6583.227 (p<0.001); RMSEA = 0.105 (90% CI 0.102, 0.107); CFI = 0.938 
SE=standard error; R2 = proportion (%) of item variance accounted for by general factor and domain-specific factors (remainder is 

residual variance). Loadings refer to factor loadings. ξConstrained to mean=1. All standardized loadings and R2 values were p<0.001 via 

Wald test statistic (Wald test statistic = Estimate/Standard error of the estimate). 

 

Numerous modification fit indices had values above 3.84, however, the total number of modification 

indices were fewer relative to the second-order factor model specified above. Indices with a value greater than 

100 are shown in 
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Table 3-21. Modifications with standardized expected parameter changes greater than +0.50 are shown 

in bold to highlight items and domain-specific factors with particularly strong positive factor loadings (BY 

statements) or covariances (WITH statements) with other model parameters when their respective associations 

are not constrained to be zero. There were no modification indices involving the general HRQOL factor. The 

most notable modification indices pertained to the relationship between the PF and RP subscales as well as 

between the MH and RE subscales. These indices suggested that the model could be improved upon if some of 

the PF items loaded onto the RP subscale, and if a covariance term between the two subscales was permitted. A 

covariance term between the MH and RE subscales would also improve model fit.  
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Table 3-21. Modification Indices following Confirmatory Factor Analysis of the Bifactor Model of the SF-36 

Factor Loading or 

Covariance M.I. E.P.C. STD E.P.C. 

Factor Loading or 

Covariance M.I. E.P.C. STD E.P.C. 

PF BY RP4A 181.422 0.443 0.231 MH BY PF3B 195.397 -0.827 -0.445 

PF BY RP4C 783.747 0.857 0.448 MH BY PF3D 115.397 -0.679 -0.366 

PF BY RP4D 392.306 0.621 0.324 MH BY PF3G 104.266 -0.654 -0.353 

PF BY GH11A 125.501 -0.504 -0.263 MH BY RP4C 214.723 -0.786 -0.423 

PF BY VT9A 196.068 -0.571 -0.298 MH BY RP4D 150.182 -0.642 -0.346 

PF BY MH9B 154.874 -0.575 -0.3 MH BY VT9A 648.291 0.92 0.496 

PF BY MH9C 166.737 -0.586 -0.306 MH BY RE5A 226.076 0.59 0.318 

PF BY MH9D 341.315 -0.816 -0.426 MH BY RE5B 260.214 0.638 0.344 

PF BY MH9F 227.197 -0.672 -0.351 MH BY RE5C 334.579 0.717 0.386 

PF BY MH9H 211.588 -0.634 -0.331 RP BY PF 1935.984 2.053 1.438 

RP BY PF3B 231.66 1.926 0.704 VT BY PF 342.772 -0.981 -0.409 

RP BY PF3C 111.56 1.417 0.518 RE BY PF 142.95 -0.206 -0.249 

RP BY PF3G 135.636 1.677 0.613 MH BY PF 1157.323 -0.603 -0.622 

RP BY PF3H 192.551 1.961 0.717 PF BY RP 1935.984 1.007 1.438 

RP BY PF3I 172.679 1.903 0.695 GH BY RP 105.519 -0.412 -0.508 

RP BY VT9A 150.039 -1.755 -0.641 MH BY RP 589.842 -0.77 -1.135 

RP BY MH9D 131.283 -1.857 -0.679 RP BY GH 105.519 -0.627 -0.508 

RP BY MH9F 125.745 -1.816 -0.664 PF BY VT 342.772 -0.171 -0.409 

RP BY MH9H 154.93 -1.951 -0.713 MH BY VT 267.555 0.171 0.423 

VT BY MH9D 159.711 1.767 0.385 MH BY RE 921.144 0.74 0.632 

VT BY MH9H 133.037 1.721 0.375 PF BY MH 1157.323 -0.642 -0.622 

RE BY MH9B 184.584 0.63 0.398 RP BY MH 589.842 -1.674 -1.135 

RE BY MH9C 282.643 0.677 0.428 VT BY MH 267.555 1.045 0.423 

RE BY MH9F 361.814 0.73 0.461 RE BY MH 921.144 0.539 0.632 

MH BY PF3A 121.613 -0.752 -0.405             

RP WITH PF 1935.984 0.274 1.438 MH WITH PF 1157.323 -0.175 -0.622 

GH WITH RP 105.519 -0.084 -0.508 MH WITH RP 589.842 -0.224 -1.135 

VT WITH PF 342.772 -0.047 -0.409 MH WITH VT 267.555 0.05 0.423 

RE WITH PF 142.95 -0.082 -0.249 MH WITH RE 921.144 0.215 0.632 

E.P.C., expected parameter change; STD E.P.C., standardized expected parameter change; M.I., modification index. A modification index gives the expected drop in chi-square if the 

parameter in question is freely estimated. BY statements refer to factor loadings. WITH statements refer to covariances and residual covariances (shaded in gray). The standardized expected 

parameter change indices are standardized using the variances of the continuous latent variables as well as the variances of the background and/or outcome variable.
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Comparison of SF-36 Model Fit: Nested Second-Order Factor Model versus Bifactor Model 

The alternative version of a second-order factor model was specified exactly as the first second-order 

factor model, except for the replacement of the Mental and Physical Domains with one second-order HRQOL 

factor, to allow for it to be nested within the bifactor model described above. Model fit for the nested second-

order model was as follows: RMSEA = 0.103 (90% CI 0.101, 0.105) and a CFI of 0.937 (𝑋2= 6,672.664, 

p<0.001). Results were largely consistent with the second-order factor model described above; unstandardized 

and standardized factor loadings for the first and second order factors are shown in Table 3-22, along with R
2 

values (item to first-order factor loadings and associated R
2 
values

 
not shown). Subscales loaded strongly onto the 

second-order HRQOL factor (p<0.001 for all); loadings and R
2 
values were similar in magnitude (p<0.001 for 

all), albeit slightly lower, across all subscales in this model relative to the second-order described model above 

with separate Physical and Mental domains.   

Table 3-22. Confirmatory Factor Analysis Results for the Second-Order Factor Model Nested within the Bifactor 

Model of the SF-36 

HRQOL 

By  

Unstandardized 

Loading 

Unstandardized 

Loading SE 

Standardized 

Loading 

Standardized 

Loading SE R
2
 R

2
 SE 

PFξ 1 0 0.715* 0.017 0.512 0.025 

RP 1.272* 0.04 0.94* 0.009 0.884 0.017 

BP 0.931* 0.039 0.689* 0.019 0.475 0.027 

GH 1.017* 0.036 0.721* 0.018 0.52 0.027 

VT 0.96* 0.037 0.778* 0.014 0.606 0.022 

SF 1.213* 0.037 0.866* 0.011 0.75 0.019 

RE 1.101* 0.036 0.74* 0.015 0.547 0.023 

MH 0.672* 0.036 0.671* 0.018 0.45 0.024 

Global fit indices: 𝑋2= 6,672.664 (p<0.001); RMSEA = 0.103 (90% CI 0.101, 0.105); CFI = 0.937 

SE=standard error; R2 = proportion (%) of first-order factor variance accounted for by second-order factor (remainder is residual variance). 

Loadings refer to factor loadings. ξConstrained to mean=1. *p<0.001 from Wald test statistic (Wald test statistic = Estimate/Standard error 

of the estimate). 

 

Once again, numerous modification indices were suggested (results not shown here), the most notable of which 

showed improvements in model fit if individual items were allowed to load directly onto the second-order 

HRQOL factor. The Chi-Square Test for Difference Testing between the bifactor model and the nested second-

order factor model of the SF-36 showed a significant improvement in model fit with the less restricted bifactor 

model compared to the nested, or more restricted, second-order factor model (Table 3-23). 
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Table 3-23. Chi-Square Test for Difference Testing Between Bifactor Model and Nested Second-Order Factor Model 

of the SF-36 

 Bifactor Model Nested Second-Order 

Model 

Chi-Square for Difference 

Testing 

Number of Free Parameters 190 165 N/A 

Chi-Square Test of Model Fit 6,538.227 6,672.664 356.608 

Degrees of Freedom 527 552 25 

P-Value  P<0.001 P<0.001 P<0.001 
Note: The chi-square value for WLSMV cannot be used for chi-square difference testing in the regular way because a difference between two scaled chi-

squares for nested models is not distributed as chi-square.  

 

3.4 Discussion and Limitations 

This research sought to explore and test the factor structure of version 2 of the SF-36 in a variety of ways 

to build upon the existing research and resulting measurement model, and to identify potential areas for 

improvement in the instrument. Of note, the dataset was restricted to the MS patient population. Though the 

results are not generalizable to the general population in which the SF-36 was originally developed for use, the 

SF-36 is used across many different patient populations. It is therefore important for its measurement properties 

to be evaluated across a variety of patient groups. PCA was first conducted as a means to compare findings with 

those from the MOS as part of the SF-36 version 2 development process. In an effort to simplify the eight 

subscales of the SF-36 into aggregate component scores for ease of interpretability, Ware and colleagues 

performed an orthogonal PCA with two components extracted (Physical and Mental Health) and found that they 

accounted for more than 80% of the reliable variance across the 35 items in the general population (Ware, 

Kosinski et al. 1995). This PCA was the basis for the formation of the PCS and MCS scores. The results found in 

the MOS contrast with those found here, where only 53.8% of the variance was explained by the first two 

components via orthogonal rotation. The explained variance only increased to 75.6% when eight components 

were retained. This may have been due to the difference in population characteristics (i.e., general population 

versus patients with MS), however, the SF-36 (both version 1 and version 2) has been deemed appropriate for use 

in a wide variety of populations with various chronic illnesses (Turner-Bowkerv D.M. 2002, Fortin, Lapointe et 

al. 2004, Bayliss, Rendas-Baum et al. 2012), including those with MS and other autoimmune disorders (Vickrey, 

Hays et al. 1995, Nortvedt, Riise et al. 2000, ten Klooster, Vonkeman et al. 2013). Thus, the results found here 

are of some consideration, particularly when researchers are relying solely on the component summary scores as 

a means to describe HRQOL in their patient population. In addition, the orthogonal PCA solution did not yield 
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clear item loading patterns onto each of the components, with a number of individual items in the GH and VT 

subscale having less than 50% of their variance explained by the PCA. The SF-36 developers advocate for the use 

of orthogonal rotation as the method that best discriminates between physical and mental health outcomes and is 

the most straightforward solution to interpret (Ware and Kosinski 2001). In this analysis, however, the oblique 

rotation of the PCA with two components retained was most consistent with the two established physical and 

mental components of health and the solution that made the most conceptual sense (i.e., high loadings of items 

most closely related to physical health onto the first component, and high loadings of items most closely related 

to mental health onto the second component). Several other researchers have also advocated for the use of non-

orthogonal solutions when conducting PCAs or EFAs of SF-36 data, primarily due to concerns about the 

assumption of uncorrelated components, which is in opposition to the theorized inherent relationship between 

physical and mental health (Simon, Revicki et al. 1998, Wilson, Parsons et al. 2000, Taft, Karlsson et al. 2001). 

While the oblique solution that extracted two components and allowed for them to be correlated provided the 

solution most in line with the theorized higher order structure of the SF-36, PCA is an exploratory rather than a 

testable measurement model such that no clear conclusions could be drawn. CFA is a more appropriate method 

for determining model fit with respect to the overall structure of the SF-36.  

 CFAs of the Physical-21 and Mental-14 provided evidence cautioning strongly against the assumption of 

unidimensionality for each of these groups of items. Although the CFI for the Physical-14 was acceptable 

(0.915), items in the BP and GH subscales were problematic relative to the overall scale. The pattern was less 

clear for the Mental-14 subscale, with none of the global fit indices meeting the criteria for consideration of 

unidimensionality. There were a number of high residual correlations across multiple items in the Mental-14, 

suggesting that the items did not seem to be collectively capturing one latent trait (i.e., Mental Health). While no 

comparable studies were found previously combining the same 21 and 14 items of the SF-36 into the two 

respective domains, these findings are not surprising, given that GH, VT, and SF are known to be less strongly 

associated with the health component to which they are typically attributed to and also correlate with the other 

health components (Ware 2007). This speaks to the multi-faceted nature of HRQOL and the difficulty in 

establishing higher order factors that can sufficiently explain the variation in all the lower order factors.  
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All of the higher-order (i.e., non-unidimensional) factor models performed well, with smaller RMSEA 

values than any of the unidimensional models conducted thus far. A CFA of the first-order SF-36 was performed 

merely as a means to assess the appropriateness of conducting a second-order factor model with correlated 

Physical Domain and Mental Domain as factors. This measurement model performed quite well, demonstrating 

the added value of accounting for the inter-correlations between all eight subscales and raising the question of 

whether it was necessary to impose higher-order factors at all. The two-factor (Mental Domain and Physical 

Domain) second-order structure yielded modification indices indicating that having the RP subscale load onto the 

PF subscale (or vice versa) would reduce the value of the chi-square statistic by over 1,000. Similarly, 

modification indices indicated that cross-loadings of items onto more than one subscale (e.g., RP items onto the 

PF subscale) would also improve model fit. This shows the extent to which the items in these subscales covary. 

Not surprisingly, adding a covariance term between the PF and RP subscales would also result in a substantial 

improvement in model fit.  

The findings from the second-order factor model specified here share some similarities as well as 

differences with previous structural equation models performed by others. Of note, the SEM research done to date 

has primarily evaluated version 1 of the SF-36. Although version 2 of the SF-36 was utilized in this research, it 

was compared to all previously conducted SF-36 literature in the absence of a substantial version 2 body of 

evidence. As part of the IQOLA project, Keller and colleagues tested various different measurement models of 

the SF-36 version 1 using MOS data from the general US population (N=2,227), including a first-order SF-36 

model and a second-order SF-36 model identical to the ones described above (Keller, Ware et al. 1998). They 

found that the first-order SF-36 had the poorest fit statistic of all the models, with a CFI=0.813 (RMSEA not 

reported), which is in contrast to the findings here (CFI=0.966, RMSEA=0.077). Given the discrepancy in the 

findings here versus those found in the IQOLA project, the relative fit of a nested version of the correlated first-

order factor model versus a second-order factor model to describe the SF-36 measurement model is something 

that could be further explored and subsequently tested. These differences, however, could also be due to the 

different samples (MS versus general population) and the use of different SF-36 versions in each of the studies. 

Keller and colleagues also found a third second-order factor that GH and VT subscales loaded on in in addition to 

their “parent” second-order factor. Such a third factor was interpreted as “general well-being.” They further went 
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on to define a third-order factor, health, that had the most favorable global fit statistics. This was summarized as 

follows: “The [structural equation model] analyses described herein supported an SF-36 structure that included a 

single, third-order health factor. This factor explained the correlation between physical and mental health factors, 

which in turn explained the correlations among the eight first-order factors…The existence of a single ‘cause’ for 

all SF-36 responses is consistent with the intention that all SF-36 content should address a single underlying 

phenomenon: health (Keller, Ware et al. 1998).”  In the analyses conducted here, although GH and VT were 

among the subscales that exhibited some problematic characteristics (via magnitude of loadings, residual 

correlations, or modification indices), it is not clear whether having them cross-load onto the same new second-

order factor is the most appropriate way to describe their mixed factor content.  

Another study conducted by Wolinsky et al in a clinical sample of disadvantaged, older, black, and white 

men and women found that a first-order SF-36 version 1 model with nine factors (instead of eight) fit the data 

best. The ninth factor was termed “health optimism” and included the two GH subscale items 11a (“I seem to get 

sick a little easier than other people”) and 11c (“I expect my health to get worse”) (Wolinsky and Stump 1996). 

The findings of our first-order eight-factor model had similar findings as those of Wolinsky and colleagues. Thus, 

the justification for their trial of this nine-factor model is warranted and the subsequent improvement in model fit 

not surprising. Finally, Reed et al. collected SF-36 data over two consecutive years from a population comprised 

of the employees within a large teaching hospital (N=460 in 1995 and N=393 in 1996). The results of Reed et 

al.’s second-order two-factor model of the SF-36 version 1 identical to the one specified here produced results 

that led to some interesting modifications to the final model (Reed 1998). Specifically, they found that the MH 

subscale cross-loaded on the Physical Domain as well as many correlated error terms, particularly between PF 

and RP items as well as between VT and MH items. Our models did not show any modification fit indices of 

relatively substantial magnitude (>100) recommending addition of item-to-item covariance in our model. In 

addition, there was no evidence to suggest that the MH subscale should cross-load onto the Physical domain. In 

fact, the MH subscale seemed to be most distinct from any of the Physical Domain subscales, which could be a 

function of our sample. Although patients with MS experience physical disability as well as mental impacts 

(Aronson 1997, Nortvedt, Riise et al. 1999, Hemmett, Holmes et al. 2004, Forbes, While et al. 2006), the 

inevitable decline in physical functioning over time may affect people differently with respect to their mental 
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health, with many patients seeming to cope with their illness and its associated symptoms more readily than 

others (Mikula, Nagyova et al. 2014, Mikula, Nagyova et al. 2015, Roubinov, Turner et al. 2015, Zarbo, 

Minacapelli et al. 2015). Thus the association between physical and mental health in a population comprised of 

patients with a neurodegenerative disease may not be as straightforward as that of Reed’s (i.e., a population of 

health system employees).  

In light of previous research suggesting the presence of several highly related domains that comprise a 

general construct of interest in the case of the SF-36, a bifactor model was also applied to our data. To our 

knowledge, a bifactor model has not been previously been tested for either version 1 or version 2 of the SF-36. 

This model appeared to be appropriate as it seemed plausible that a general factor, HRQOL, ran through all the 

items, but that some multidimensionality still existed due to groups of items tapping into similar content domains 

(Reise, Moore et al. 2010). The ability for items to load onto both a general and domain-specific factor had the 

potential to offer some clear advantages in terms of model flexibility, particularly in light of modification indices 

in the second-order factor model suggesting the allowance of items to load directly onto one or both of the higher 

order factors (i.e., Physical and Mental Health). The results of the bifactor model showed that both the RP and 

VT subscales loaded more strongly onto the general factor relative to their domain-specific factor. Previous 

analyses conducted as part of this research (Chapter 2) have indicated that RP items perform extremely well 

within their own subscale, thus, these findings are somewhat surprising but could indicate that RP is a good 

predictor of the general factor underlying all items (presumably, HRQOL). The VT items have demonstrated 

some deviations from unidimensionality within its own subscale; thus, the high loadings onto the general factor 

may suggest that vitality is also an important component of overall HRQOL rather than accounting for it as a 

separate domain. Items in the GH subscale showed no clear pattern and didn’t load substantially on either factor. 

Collectively, these findings suggest that it may be worthwhile to test the bifactor model with the GH, RP, and VT 

domain-specific factors completely removed. Unfortunately, little information could be gained from the SF and 

BP items since the bifactor model requires more than two items in order for a domain-specific factor to be 

identified (and more than two domain-specific factors loading onto the items in addition to the general factor), 

such that the loadings for these respective subscales had to be constrained to one. This is a well-known restriction 

of the bifactor model, with little guidance as to what a researcher should do under these circumstances (Reise, 
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Moore et al. 2010). One final concern related to the bifactor model is the assumption of orthogonality between 

specific domains and the general factor. Of note, there were no modification indices involving the general factor 

at all, which show the benefits of allowing all items to freely load directly onto the general factor. This also 

indicates that leaving all the factors orthogonal is sufficient from a model fit perspective. Most modification 

indices reflected the inherent relationship between PF and RP, as well as between MH and RE, which has already 

been demonstrated in numerous ways.  

When the bifactor model was statistically compared to its nested version of a second-order factor model 

(one second-order HRQOL factor), the bifactor model fit significantly better, indicating that the increased 

flexibility allowed by the bifactor model as worth the additional expenditure of degrees of freedom. Another 

interesting comparison to explore in the future is whether the two-factor second-order model discussed above 

offers an improvement in model fit over the single second-order factor model.   

Although the structure of the SF-36 is generally well-established, there are still many permutations of the 

measurement model that can be further explored and tested. This study specified a few of interest, however, there 

are always additional measurement models that can be evaluated. All model variations were specified a priori, 

however, results from earlier analyses served as a foundation for subsequent models and revealed potential issues 

that were not subsequently explored in detail (e.g., problematic parameter estimates for the GH subscale items). 

These variations, however, may be tested in future analyses. Finally, while the bifactor model suggested some 

interesting insights to the overall measurement model, the overall interpretation was limited due to the BP and SF 

factors having only two items and their loadings constrained in order for the model to run.   

The overall findings from this research suggest that an orthogonal PCA may not be an appropriate data reduction 

technique in the case of the SF-36. Confirmatory factor analyses showed that while the items and subscales of the 

SF-36 are all related to one another, their relationship is more complex than grouping certain items into a simple 

unidimensional construct. The introduction of factor covariances and higher-order factor models led to large 

reductions in RMSEA relative to the simple unidimensional structures analyzed earlier on both here and in 

Chapter 2. The utility of the second-order Physical and Mental domains is unclear, as models comprised of 

simpler structures (8 first-order factor model, and second-order single-factor model) seem to perform similarly, if 

not better, than the main second-order factor model presented here. Finally, the bifactor model offers an 
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intuitively interesting approach to better understand the relationship of items to both their specific domains in 

addition to a general common trait that unites the entire instrument being administered.  
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4 Main Topic 3: Application of Item Response Theory to Assess Item 

and Scale Function of the SF-36 in a Sample of Patients with Multiple 

Sclerosis  

4.1 Introduction 

Item response theory (IRT) encompasses a body of statistical methods and models utilized for both item 

analysis and scaled scoring in the measurement of latent constructs (Reeve, Hays et al. 2007, Thissen, Reeve et 

al. 2007). Its advantages over traditional, or classical-based, methods of measurement have been discussed 

extensively in the literature (Hambleton 2000, Hays, Morales et al. 2000, Reeve, Hays et al. 2007). Limitations 

inherent to the classical test theory (CTT) framework include sample-dependent item statistics and instrument-

dependent scores. CTT assumes a linear relationship between the total score and the latent trait and also assumes 

that all items are equally discriminating and therefore equally related to the latent (i.e., tau-equivalent) (Cronbach 

and Shavelson 2004). Measurement error is assumed to be constant such that people whose scores lie on any 

location of the latent trait (e.g., mild symptoms vs. severe symptoms) are considered to be measured equally well 

(Lord and Novick 1968). Factor analytic methods, in particular confirmatory factor analysis (CFA) offer an 

improvement over CTT in that they allow for the separation of sample properties and item properties, thereby 

permitting discrimination and difficulty to vary across items. Measurement error, however, is still assumed to be 

constant across the latent trait. Similar to CFA, IRT is a measurement model in which the latent trait estimates 

depend on both persons’ responses and item properties (Brown 2015). Although CFA and IRT are derived from 

the same core model, the models are specified and estimated differently (Kohli, Koran et al. 2015). Whereas CFA 

aims to explain the correlations among test items, IRT models produce parameters that describe how both the 

level of the latent trait and the item properties are related to a person’s item responses. Specifically, the model 

predicts the probability of a particular response to an item, given 1) a respondent’s location along the latent trait, 

and 2) the item properties (Reeve, Hays et al. 2007, Thissen, Reeve et al. 2007). In IRT, person location and item 

difficulty share the same latent metric, a property known as conjoint scaling. Construct maps may be used to 

illustrate this concept and show the location of both persons and items in terms of ability and difficulty, 

respectively (Embretson 2000). Item parameters and respondent scores estimated by an IRT model are invariant 

within a linear transformation (assuming model-data fit), meaning item parameters and scores may be compared 
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across different groups and among respondents who were administered different sets of IRT-calibrated questions 

(Reeve, Hays et al. 2007).  

The emergence and application of IRT to patient-reported outcomes (PRO) research has led to a gradual 

shift from classical-based methods of evaluating items and instruments to a measurement system comprised of 

item banks consisting of linked instruments that similar health constructs, as well as computerized adaptive 

testing (CAT) tools to help reduce respondent burden by more efficiently pinpointing a person’s location along 

the latent trait. These advances have been more readily facilitated with the advent of computer software capable 

of estimating a variety of models suitable for application to many different types of data (Cella, Gershon et al. 

2007, Thissen, Reeve et al. 2007). 

 In light of the many advantages IRT offers, health status instruments that were initially developed and 

tested using CTT or factor analytic methods may now be re-evaluated in an IRT framework. The Short Form 36 

(SF-36) is one of the most commonly used generic measures for health-related quality of life (HRQOL) that has 

resulted in hundreds of publications across diverse populations, providing a considerable body of empirical 

information about its measurement properties across diverse patient groups (Ware and Sherbourne 1992, Hays, 

Sherbourne et al. 1993, Ware, Snow et al. 1993, Turner-Bowkerv D.M. 2002, Fortin, Lapointe et al. 2004, 

Bayliss, Rendas-Baum et al. 2012). In a commentary response to de Vet and colleagues’ systematic literature 

review of studies that applied factor analytic techniques to the SF-36 (de Vet, Adèr et al. 2005), Fisher advocates 

for the application of Rasch analysis (a subset of IRT) instead of factor analysis, implying that the end of the era 

of factor analysis is near (Fisher 2005). In response to Fisher’s comments, de Vet and colleagues acknowledge 

that IRT-based methods have many advantages, in particular to assess the metric properties of unidimensional 

scales. While they view factor analysis and IRT as complementary to one another, they agreed that IRT-based 

analyses are exceptionally well suited for a more detailed examination of each of the factors, such as scaling, 

calibration, measurement precision and differential item functioning (DIF) (de Vet, Ader et al. 2005).  

IRT-based methods applied to the SF-36 have primarily been conducted on the 10-item physical 

functioning (PF) subscale using patients who participated in the Medical Outcomes Study. One study conducted 

by Haley and colleagues examined whether the PF subscale formed a hierarchical and unidimensional index that 

was reproducible across multiple patient groups. Their findings confirmed the content validity of the PF subscale 
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as a measure of physical functioning and suggested that valid Rasch-IRT summary scores could be generated as 

an alternative to the current Likert summative scores. The overall sequence and scale values for the PF subscale 

compared favorably to other physical functioning item sequences with scale values derived from external sources. 

Thus, the data provided direct support for use of a Rasch-based measure of physical functioning for the purposes 

of estimating physical functioning across populations and over repeated tests (Haley, McHorney et al. 1994). The 

same researchers produced another publication comparing the relative precision of Likert and Rasch scoring 

models, and found that the Rasch model was better able to discriminate between patients who differed in disease 

severity. Interestingly, while longitudinal tests of sensitivity to change did not favor one method over another, 

differences between scoring methods were most apparent in clinical groups whose scores most approximated the 

extremes of the score distribution. This is due to the fact that the Rasch scoring procedure estimates standard 

error for each possible score, resulting in smaller standard errors in the middle range of the latent trait and larger 

standard errors at the extreme ends (McHorney, Haley et al. 1997). A complement and extension to this research 

was conducted as part of the IQOLA project to examine the comparability of the PF subscale across different 

countries. Rasch procedures were used to compare six translations/English-language adaptations of the PF 

subscale. A composite reference of the PF subscale derived from data across all seven countries was also 

developed so that results for each country could be compared to the composite. Similar to McHorney and 

colleagues, the amount of precision gained using Rasch scaling techniques relative to standard Likert scoring was 

also examined in the six European countries. In general, strong scale congruence across the seven countries was 

demonstrated, and scoring algorithms based on the Rasch model for each country were superior to the current 

Likert scoring in tests of relative validity in discrimination among age groups in all countries. These cross-

cultural comparisons provide support for the general equivalence of the PF subscale as a measure of physical 

functioning across countries and translations (Raczek, Ware et al. 1998).  

The ten PF subscale items from the Medical Outcomes Study were further evaluated to help inform the 

building of the IRT-calibrated Patient-Reported Outcome Measurement Information System (PROMIS) PF item 

bank, part of the NIH Roadmap Initiative to develop improved tools for assessing PRO PF endpoints using IRT 

methods (other HRQOL domains of focus include fatigue, pain, emotional distress, and social role/participation) 

(Cella and Chang 2000). The authors concluded that while the 15 items provided reasonably good fit to a 
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unidimensional IRT model with satisfactory coverage of the lower levels of physical functioning, the items did 

not provide much information at higher levels of functioning. Of note, the analyses revealed that the model 

allowing the discrimination parameter to vary (i.e., a non-Rasch model, see Section  1.3.2) provided a 

significantly better fit (Hays, Liu et al. 2007). The ten SF-36 PF subscale items have continued be used 

subsequently as a point of comparison to help inform and improve upon the PF item bank within PROMIS (Fries, 

Rose et al. 2011, Bruce, Fries et al. 2013). 

The PF subscale has also been analyzed using IRT model framework outside of the Medical Outcomes 

Study patient sample. One study assessed its unidimensionality in both a sample of patients with Parkinson’s 

disease as well as a sample of patients with motor neuron disease (Jenkinson, Fitzpatrick et al. 2001). The authors 

also sought to explore whether respondent burden could be reduced by administering subsets of items to certain 

patients on the basis of their responses to other items administered to them. This study found that not all items fit 

the assumed unidimensionality of the PF subscale (bending, kneeling, and stooping and bathing and dressing), 

and that some items were redundant and appeared to measure overlapping areas (moderate activities, walking half 

a mile, climbing one flight of stairs). The PF subscale data showed a hierarchy of items, but with some possible 

redundancy. In addition, the order of items was not the same between each of the patient samples, further causing 

some concern with regards to the unidimensionality of the subscale. As certain items were hierarchically ordered, 

the respondents concluded that not all respondents would need to answer all the items, particularly those with the 

greatest severity of disease (Jenkinson, Fitzpatrick et al. 2001). Another study evaluated the psychometric 

properties of the PF subscale of the SF-36 relative to the Health Assessment Questionnaire Disability Index 

(HAQ DI) in patients with psoriatic arthritis and rheumatoid arthritis using Rasch analysis. In general, while the 

data indicated that two instruments were measuring the same concept, the PF subscale demonstrated significant 

psychometric advantages that included better item separation and less floor effects, and minor and less 

pronounced differential item functioning (DIF) between each of the arthritis types (Taylor and McPherson 2007). 

A small number of studies have evaluated the SF-36 using IRT framework beyond the 10-item PF 

subscale. Chang and colleagues evaluated the dimensionality of the RAND-36, which differs from the SF-36 with 

regards to the scoring algorithm employed to obtain the summary scores, in a sample of patients with cancer and 

HIV/AIDS. In the RAND-36, a physical health component score is derived from four of the eight subscales only, 
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and the mental health component is derived from the remaining four subscales (in the case of the SF-36, each of 

the eight subscale scores contribute to the PCS and MCS scores with varying weights applied). Rasch analysis 

was used to assess the extent to which items measure physical health and mental health as implied by the existing 

scoring systems. While the data confirmed the two dimensions of health, some of the items (social functioning, 

energy/fatigue, and general health perception scales) seemed to measure both physical and mental health. The 

authors concluded that due to the strong correlation between Rasch-derived physical and mental health person 

measures, the two dimensions could possibly be considered one measure of “health” when it is clinically useful to 

obtain a single summary score (Chang, Wright et al. 2007). These findings were somewhat consistent with 

another study conducted in opioid-dependent patients to assess the unidimensionality of the SF-36 using Rasch 

analysis. These authors concluded that if three mis-fitting items from the PF subscale were excluded, the 

remaining 32 items of each subscale of the SF-36 could be considered as representing a single construct (Hsiao, 

Shih et al. 2015). A final study evaluated the applicability of six of the SF-36 subscales (i.e., those containing at 

least three items) in a sample of elderly Koreans using Rasch analysis. Four of the six subscales contained at least 

one item that was incongruent with the rest of its subscale (9 items in total across the 4 subscales), implying that 

many of the items may not be appropriate for measuring health status in elderly Koreans (Kim and So 2015).  

This study will utilize SF-36 data collected from a sample of patients with multiple sclerosis (MS). MS is 

a demyelinating disease of the central nervous system with an invariably progressive course representing the 

accumulation of permanent damage to the nervous system, the signs and symptoms of which vary considerably 

over the course of disease and include sensory problems, weakness, difficulty walking, decreased vision, poor 

coordination, bladder and bowel problems, and pain (IOM 2001, Poser and Brinar 2004). The SF-36 has 

previously been administered to patients with multiple sclerosis (MS), and is generally considered to be an 

appropriate measure of HRQOL in this population, particularly since it contains items related to bodily pain and 

vitality, aspects of health which are considered to be particularly relevant to patients with MS 

(CanadianBOIGroup 1998, Nortvedt, Riise et al. 1999, Nortvedt, Riise et al. 1999, Nortvedt, Riise et al. 2000, 

Hemmett, Holmes et al. 2004, Forbes, While et al. 2006). However, some research suggests limitations in its 

measurement abilities, specifically, that it may not adequately differentiate scores among MS patients with 

moderate to severe disability (Freeman, Hobart et al. 2000, Freeman, Hobart et al. 2001), and that it may 
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overestimate mental health in this patient population (Nortvedt, Riise et al. 2000). IRT analyses of the SF-36 

among patients with MS are scarce. Dallmeijer and colleagues (2007) used SF-36 data collected at six months as 

part of a three-year study on the functional prognosis of patients with various neurological disorders (post-stroke 

[N=198], amyotrophic lateral sclerosis [N=193], and MS [N=151]). The authors assessed unidimensionality of 

the PF subscale of the SF-36 and investigated the presence of DIF across the groups. They concluded that with 

the exception of one of the items administered to the amyotrophic lateral sclerosis group, all items in the PF 

subscale form a unidimensional scale, and that adjustments for DIF were recommended when comparing stroke 

with either amyotrophic lateral sclerosis or MS (however, amyotrophic lateral sclerosis and MS scores were 

appropriate to combine or compare) (Dallmeijer, de Groot et al. 2007). 

Given the paucity of IRT measurement data both outside of the PF subscale of the SF-36 and within the 

MS population, this study utilized IRT methods to further evaluate item and subscale properties of select SF-36 

subscales (PF, role physical [RP], general health [GH], mental health [MH], vitality [VT]), as well as to items 

across groups of subscales corresponding more strongly to physical and mental aspects of health, using cross-

sectional survey data from a sample of patients with MS. Different graded response models were applied to each 

scale to test their relative fit and item properties evaluated to determine whether they fit well to a unidimensional 

IRT model.  

4.2 Methods 

4.2.1 Data Source 

Individuals with a self-reported diagnosis of MS were recruited through various MS patient advocacy 

organizations to participate in an online cross-sectional survey. The SF-36 was included as one of the components 

of the survey, along with additional questions related to basic demographics and disease history and questions 

about secondary symptoms MS patients may experience as a function of their progressive and multifactorial 

disease (Khalaf, Coyne et al. 2014, Khalaf, Coyne et al. 2015).  

4.2.2 Short Form 36 

The standard 4-week recall US version of the SF-36 was administered in the study (Appendix A). It is 

comprised of 36 total items, all but one of which (health transition [HT] item) are included in one of eight 
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subscales: PF (ten items), bodily pain (BP, two items), social functioning (SF, two items), MH (five items), GH 

(five items), VT (four items), RP (four items), and role emotional (RE, three items). All items are rated on a 

Likert-type or frequency response scale and range from three to six response categories. Scores are linearly 

transformed to range from zero to100 using a standard scoring algorithm where higher scores denote better 

HRQOL (McHorney, Ware et al. 1993, Sullivan, Karlsson et al. 1995, Jenkinson, Layte et al. 1997, Ware, 

Kosinski et al. 1998). This analysis focused on individual SF-36 subscales containing four or more items (i.e., PF, 

MH, GH, VT, RP), as well as on the 21 items most strongly associated with physical health (i.e., items contained 

in the PF, RP, BP, and GH subscales, referred to here as Physical-21) and the 14 items most strongly associated 

with mental health (i.e., items contained in the MH, RE, SF, and VT subscales, referred to here as Mental-14). 

4.2.3 Statistical Analysis 

Stata Version 11 was used for descriptive analyses (StataCorp 2009). IRTPRO Version 3.0 was used for 

all IRT analyses (Cai 2011). IRTPRO is able to estimate both unidimensional and multidimensional IRT models 

for dichotomously  and polytomously score item response data (Paek and Han 2013).  

Introduction to IRT 

The key assumptions underlying the IRT model include unidimensionality, local independence, and the 

functional form assumption. The first assumption, unidimensionality, refers to the existence of a single latent 

person variable. That is, the set of items are assumed to measure a continuous latent construct, theta (θ), ranging 

from -∞ to +∞, where the common variances among the items may be accounted for by a single latent construct. 

In practice, it is unlikely for a latent variable to be truly unidimensional. However, so long as a single dominant 

trait underlies a set of responses, the IRT model is fairly robust to some departure from unidimensionality. This is 

true with the understanding that this comes at the expense of optimizing model fit (Lord 1980, Hambleton, 

Swaminathan et al. 1991). While multidimensional IRT models exist to describe the situation in which a person’s 

response to an item is due to his or her locations on multiple latent variables, they will not be discussed here. The 

second assumption, local independence, asserts that responses to an item are independent of the responses to any 

other item conditional on the person’s location. In other words, after controlling for theta, item responses should 

be independent of one another (i.e., uncorrelated). The functional form assumption posits that the data follow the 

function specified by the model. In the IRT model, data are assumed to follow a nonlinear, monotonic s-shaped 
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(i.e., ogive) logistic curve. Thus, the probability of endorsing or selecting an item response should increase as the 

level of theta increases (de Ayala 2009). 

 IRT specifies a nonlinear relationship between binary, ordinal, or nominal item responses and the latent 

trait. An observed response is governed by a person’s location along the latent trait in order to be able to predict 

response behavior. In other words, the distance between the person and the item location is an important 

determinant of the probability of response. This concept may be incorporated into a logistic model as follows:  

𝑝(𝑥𝑗 = 1|θ, 𝑏𝑗) =
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
 

 

where 𝑝(𝑦𝑗 = 1|𝜃, 𝑏𝑗) is the probability of the response of 1 (i.e., 𝑦𝑗 = 1), theta is the person location, and 𝑏𝑗 is 

item j’s location. By substitution for p(y=1) in 
𝑝(𝑦=1)

1−𝑝(𝑦=1)
 the odds for a response of one, is as follows: 

 

𝑜𝑑𝑑𝑠(𝑏) =
𝑝(𝑦 = 1)

1 − 𝑝(𝑦 = 1)
=

𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)

1

1 + 𝑒(𝜃−𝑏𝑗)

= [
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
] [

1 + 𝑒(𝜃−𝑏𝑗)

1
] = 𝑒(𝜃−𝑏𝑗) 

 

Taking the log odds (i.e., logit transformation) has the effect of linearizing the nonlinear relationship between the 

continuous theta and the probability of the event of a response of one (i.e., 𝑝(𝑦 = 1) = 𝑝(𝑥 = 1|𝜃, 𝑏): 

𝑙𝑜𝑔𝑖𝑡 [𝑝(𝑦 = 1)] = 𝑙𝑛 [
𝑝(𝑦 = 1)

1 − 𝑝(𝑦 = 1)
] = ln [𝑒(𝜃−𝑏𝑗)] = 𝛾 + 𝜃 

where 𝛾 = −𝑏. 

 

The shape of the relationship between theta and response is dictated by the estimated item parameters. While the 

IRT model is linear with respect to the link-transformed response (i.e., logit), it is nonlinear with respect to the 

actual data (i.e., probability).  

 The equations above represent the underpinnings of the simplest IRT model, the Rasch model for binary 

responses. To reiterate the above, the logistic model serves as the foundation of the IRT model, where the 

distance between the person and item locations (i.e., 𝜃 − 𝑏𝑗) is an important determinant of the probability of 
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response. A Rasch model is a one-parameter logistic (1-PL) model that says that the probability of a response of 

one on item j is a function of the distance between a person located at theta and the item located at b (de Ayala 

2009). 

𝑝(𝑦𝑗 = 1|θ, 𝑏𝑗) =
𝑒(𝜃−𝑏𝑗)

1 + 𝑒(𝜃−𝑏𝑗)
 

The theoretical range of the item location bs, as well as the person location theta is from -∞ to +∞, however, 

typical item and person locations usually fall within a value of negative three to positive three. While the general 

convention in proficiency testing is to refer to item location as item difficulty, in the context of psychological 

assessments or health outcomes research the interpretation of the location depends on the construct being 

measured and the direction of its scale (e.g., disease severity, physical health). To avoid confusion, the language 

used in proficiency testing will be adopted here. In general, items located further to the left of zero are referred to 

as “easy” items, while those located further to the right are considered “hard” items (e.g., values below negative 

two and above positive two, respectively). From the equation above it is evident that for an item with a certain 

level of difficulty, the probability of a response of one will increase as the subject’s level of theta increases. For a 

given item location, different values of theta may be substituted into the equation above to produce a trace line 

identical to the one illustrated in Figure 4-1 for the probability scale. This curve is referred to as an item 

characteristic curve, or item response function (IRF). The item’s location, b, is defined as the point of inflection 

of the IRF, or the “middle” point where the slope changes direction. The Rasch model IRF has a lower asymptote 

of zero and an upper asymptote of one; thus the midpoint has a value of 0.5 and the item’s location corresponds 

to the point on the continuum where the probability of a response of one is 0.50. If subject ability exceeds item 

difficulty (θ>b), then the probability of a response of one for that subject will exceed 0.50; conversely, if item 

difficult is greater than subject ability (b>θ), then the probability of a response of one will be less than 0.50 (de 

Ayala 2009). The IRF for the Rasch model shows that probabilities generally increase with trait level for each 

item, and that items only differ in difficulty (the estimated parameter in the 1-PL model) since the slopes are 

equal. The curves converge, but will never cross, a concept known as specific objectivity (Embretson 2000). 

Figure 4-1 shows an IRF plotted for four items specified using a Rasch model, each with a distinct difficulty 

value.  
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Figure 4-1. Item Response Functions (1-PL [Rasch] Model) (Hoffman 2014) 

 
Item difficulty, or the location along θ where the probability of a response of one is 0.50, is denoted by the b parameter. Here the item with 

difficulty b1=-2 is the easiest item shown here, or requires the lowest level of θ in order to be endorsed by the largest proportion of people. 

The item with b4=1 is the most difficult item shown here, meaning that 50% of people located at θ=1 are expected to endorse, or respond 

one to, this item.   

 

The Rasch model may be described as a 1-PL model because it contains one item parameter (θ). The 1-PL model 

can also incorporate a multiplier that functions as item discrimination. This constant, a, specifies the maximum 

value of the slope of the IRF, or the value of the slope where probability = 0.50. Although both the Rasch and 1-

PL model require items to have a constant slope value (a), the value of a is always equal to one in the Rasch 

model, while it can take on any value in the 1-PL model. In the general (non-Rasch) 1-PL model, a is also 

assumed to be constant across items. The effect of changing the value of a can serve to potentially improve the fit 

of the model to the data: 

𝑝(𝑦𝑗 = 1|θ, 𝑏𝑗) =
𝑒𝑎(𝜃−𝑏𝑗)

1 + 𝑒𝑎(𝜃−𝑏𝑗)
 

 

The 1-PL model is a tau-equivalent model. That is, theta is estimated based on the total number of “correct” 

responses and does not consider which items are answered correctly. Item location (i.e., difficulty) is not taken 

into account. Mathematically, the Rasch and general 1-PL model are equivalent, as the values from one model 

can be transformed into the other by appropriate scaling. While the general 1-PL model allows for the data to fit 

as best as possible, some take on the perspective that the Rasch model is the standard by which one can create an 
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instrument for measuring a variable; that is, to construct the variable of interest (de Ayala 2009). Whether the 

unidimensional scale produced by the Rasch model is meaningful or useful is a validity question (Coombs 1950, 

Andrich 1988, Wilson 2005).  

This philosophical argument becomes more complex upon the progression to the two-parameter logistic 

(2-PL) model, where each item is permitted to take on different discrimination values (ai), and the model does not 

assume tau-equivalence. Items with higher discrimination are more strongly related to the latent trait, contribute 

more towards the estimation of theta, and are associated with lower standard errors so that the ordering of 

subjects along the latent trait depends on item properties. Thus, the perspective taken with the 2-PL model is one 

of modeling the data, rather than constructing an instrument consistent with the Rasch model (de Ayala 2009). 

The 2-PL model can be described as follows: 

𝑝(𝑦𝑗 = 1|θ, 𝑏𝑗) =
𝑒𝑎𝑗(𝜃−𝑏𝑗)

1 + 𝑒𝑎𝑗(𝜃−𝑏𝑗)
 

As with the 1-PL model, the data in the 2-PL model must be dichotomous. The distinguishing characteristic of 

the 2-PL model is the addition of the 𝑎𝑗 term, which allows for each item’s discrimination parameter to vary. Item 

discrimination characterizes how well an item can differentiate among individuals located at different points on 

the continuum. As the value of 𝑎𝑗 increases, so does its capacity to discriminate between individuals. Allowing 

for items to vary in their discrimination parameter causes their corresponding IRFs to cross one another at some 

point along the continuum (i.e., a loss of specific objectivity). Figure 4-2 shows IRFs for four items corresponding 

to equal difficulty values (b) but different discrimination values (a), and vice versa.  
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Figure 4-2. Item Response Functions (2-PL Model) (Hoffman 2014) 

 
Two pairs of items have equal discrimination but different locations (items 1 and 3, and items 2 and 4), which is similar to what was 

shown previously for the 1-PL model. Conversely, two pairs of items (items 1 and 2, and items 3 and 4) are shown at the same location but 

have different slopes. Item discrimination, or the slope where the probability of a response of one is 0.50 (point of inflection), is denoted by 

the a parameter. The 2-PL model allows a to vary across items, thus the items will not exhibit specific objectivity and will cross at some 

point along θ. 

 

Graded Response Model 

Although items with binary responses are rarely seen in the social sciences or health outcomes research, 

they are presented as a foundation to enhance understanding of IRT models for items with more than two 

response options, known as polytomous models. Logit-based models for categorical data are all derived from the 

same binary model discussed above. The means by which the binary model handles categorical data is through 

the division of the responses into various “sub-models” and the simultaneous prediction of their responses. This is 

done using different theoretical framework and associated methodology depending on the model selected. 

Although there are a variety of different polytomous IRT model, the graded response model (GRM) is germane to 

this study and will therefore be described in further detail here (de Ayala 2009, Hoffman 2014).  

The GRM is also known as a cumulative logit model, where polytomous scores are converted into a 

succession of cumulative comparisons, or submodels, each of which has a probability to which a dichotomous 

IRT model (already described above) may be applied. A cumulative logit model is one type of ordinal logistic 

model that models the probability of lower versus higher cumulative categories. It involves all levels of the 

response and dichotomizes the response scale. The number of binary sub-models is determined by the possible 

response categories for each item (i.e., C possible response categories can be predicted using C – 1 binary sub-

models). The GRM therefore models the probability of lower versus higher cumulative categories via C – 1 sub-
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models (Samejima 1969). Therefore, according to the GRM, the cumulative probability (𝑃∗) of responding 𝑦𝑗 or 

higher is expressed as: 

𝑃𝑦𝑗
∗ (𝜃) =

𝑒
𝑎𝑗(𝜃−𝑏𝑦𝑗

)

1 + 𝑒
𝑎𝑗(𝜃−𝑏𝑦𝑗

)
 

where 𝜃 is the latent trait, 𝑎𝑗 is the discrimination parameter for item 𝑗, 𝑏𝑦𝑗
 is the category boundary location, or 

threshold, for category score 𝑦𝑗, and 𝑦𝑗 = {0, 1, … 𝑚𝑗} and corresponds to the the response options for a given 

item. This equation is essentially equivalent to the 2-PL model, and thus the GRM is “the successive application 

of the 2-PL model to an ordered series of bifurcated responses” (e.g., 0 vs. 1,2; 0,1 vs. 2 for an item with three 

response options) (de Ayala 2009). By default, IRT models fit to the cumulative logit function (i.e., the GRM) 

use a restricted version known as the proportional odds model, a cumulative logit model that assumes that the 

odds of response below a given response level are constant regardless of which level is chosen. As a result, the 

order of ordinal response categories is implicitly assumed to be correct, and the occurrence of one event (e.g., 

probability of selecting zero) and the other (e.g, probability of selecting one or two) are mutually exclusive and 

jointly exhaustive (Agresti 2013, Hoffman 2014). Since the model above describes the probability of obtaining 

category score 𝑦𝑗 or higher (rather than the probability of obtaining a specific category score), the probability of 

responding in a specific category 𝑘 , or 𝑝𝑘, may only be calculated by taking the difference between the 

cumulative probabilities for adjacent categories, that is: 

𝑝𝑘 = 𝑃𝑘
∗ − 𝑃𝑘+1

∗    

Due to this two-step process to obtain the probability of response for a particular category, the GRM is referred to 

as an indirect model, since the model does not directly predict the probability of any of the middle categories (de 

Ayala 2009). Another notable characteristic of GRM models is the implicit assumption of the order of responses 

since each submodel is estimated using all the data cumulatively. As a result, the order of the response scale 

cannot be tested in any way. In addition, GRM models do not require an equal number of response categories 

across all items (i.e., equal C across all items). Item discrimination is free to be estimated in a GRM, however, the 

model can also be specified such that discrimination is constrained to be equal and more closely resembles a 

Rasch model. Of note, within each item, each item response option contains its own threshold parameter 𝑏𝑦𝑗
, 

however, the item as a whole still contains one discrimination parameter 𝑎𝑖 (Hoffman 2014). 



 

Dissertation Kristin M Khalaf  229 

Option response functions (ORF, also referred to as category response functions) are the polytomous 

version of the IRFs described above for binary data. They are used to show the probability of each category 

response across θ, and are characterized by transition locations, or the point at which the probability of 

responding in two adjacent categories is equal, further illustrating that in the case of polytomous IRT models, an 

individual’s response is still a binary choice between two adjacent categories (in the case of adjacent category 

logit models) or between lower versus higher cumulative categories (e.g, probability of responding 0 or 1 versus 

2 or 3, in the case of cumulative logit models). As one moves in either direction away from a transition location, 

the probability of obtaining one particular category score increases while the probability of obtaining the other 

category score decreases (Figure 4-3) (de Ayala 2009). 

Figure 4-3. Example Option Response Functions for One Item with Four Response Categories (Hoffman 2014) 

 

For polytomous IRT models, the probability of each category response is plotted across theta. The transition location parameter is the 

point of transition from one category to the next, and is the point along θ where the probability of responding in two adjacent categories is 

equal. The ORFs for any item always consists of, at a minimum, one monotonically non-decreasing ORF and one monotonically non-

increasing ORF. Items with more than two response categories will have one uni-modal ORF for each additional response category score 

(in this case, two uni-modal ORFs for an item with four response options). 

 

Determining Optimal Model Fit for SF-36 Subscales, Physical-21, and Mental-14 

As described above, the GRM is appropriate to use for ordered categorical item responses (Samejima 

1969). The GRM describes each item with a discrimination parameter and between-category threshold 

parameters. The discrimination, or slope parameter, indicates to what extent an item is able to discriminate 

between respondents located at different levels of θ along the latent construct of interest. In this analysis, each of 

the five SF-36 subscales as well as the Physical-21 and Mental-14 were considered to measure a unique, 
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unidimensional latent construct and analyzed separately by fitting a GRM. Although some have posited that a 

model with discrimination values constrained to be equal may be preferable in terms of ease of interpretation and 

simplicity (Raczek, Ware et al. 1998), these two models were compared and tested to see whether allowing the 

discrimination parameter to vary provided important insight with respect to the amount of information the items 

in a particular scale contributed across different levels of theta (Hays, Liu et al. 2007).  

For each subscale, the Physical-21, and the Mental-14, the GRM was fit both with freely estimated and 

fixed discrimination parameters to determine whether the allowance of item slopes to vary resulted in a 

significant improvement in model fit. The Bock and Aitkin Marginal Maximum Likelihood Estimation (MMLE) 

approach was used to estimate the structural parameters of models (Bock and Aitkin 1981). This method 

separates the estimation of items from that of persons and assumes persons are randomly sampled from some 

population (i.e., that theta is normally distributed). During the estimation process, the model predicts values for 

item difficulties and discrimination, however, point estimates for theta are not predicted as part of the estimation 

algorithm. Rather, theta is modeled as a random effect and therefore its variance is incorporated into the 

estimation process. The likelihood of response for each person is computed using the population distribution, 

which effectively removes the individual theta values from the model by integrating across the possible theta 

values for each person. Numerical integration is accomplished by using a Gaussian quadrature approach in which 

a discrete distribution (i.e., rectangles consisting of quadrature nodes and associated weights reflecting the density 

of the function around the node) is used to approximate the continuous population distribution. The estimation 

process continues until the model converges, at which point model-data fit is evaluated (Ogasawara 2001). 

Application of MMLE only yields item parameter estimates. Following this step, person location estimates may 

also be estimated. For person theta estimation, expected a posteriori scoring (EAP) was used. This method 

incorporates the principles of Bayes’ theorem into the estimation of person locations by assuming that the latent 

construct of interest is normally distributed in the population, and that each subject is also be considered to be 

sampled from a normal population. These assumptions, along with the person-item responses, serve to inform 

person locations. In EAP, a Bayesian strategy is employed that uses a prior distribution (person location 

information prior to obtaining observed data, expressed as a probability distribution) in conjunction with the 

observational data (i.e., the likelihood function) to produce a posterior distribution from which the person 



 

Dissertation Kristin M Khalaf  231 

location may be estimated. The terms prior and posterior are relative in the estimation process; the posterior 

distribution can serve as the prior distribution in a second estimation cycle, and so on (de Ayala 2009). EAP is a 

non-iterative process that combines the ML estimate based on numerical quadrature methods similar to that used 

in MMLE. The mean of the posterior distribution is used to provide the person location estimate, and the 

variability of the posterior distribution is used as an index of the error of estimation (Bock and Mislevy 1982).  

The freely estimated discrimination (traditional) and discrimination-constrained GRMs each estimated 

above reflected a nested hierarchy in which all of the parameters estimated for the discrimination-constrained 

model were included in the parameter set estimated for the traditional model. Table 4-1 shows the total number of 

estimated parameters and corresponding relative number of degrees of freedom for the GRMs with constrained 

and freely estimated discrimination parameters for each subscale, the Physical-21, and the Mental-14. 

Table 4-1. Estimated Parameters and Degrees of Freedom for the Traditional and Discrimination-Constrained 

Graded Response Model 

Scale Number 

of Items 

Number of 

Response 

Options 

Estimated Difficulty 

Parameters 

Estimated Discrimination 

Parameters 

Difference 

in Degrees 

of Freedom Traditional Discrimination 

Constrained 

Traditional Discrimination 

Constrained 

PF subscale 10 3 20 20 10 1 9 

MH 

subscale 

5 5 20 20 5 1 4 

GH subscale 5 5 20 20 5 1 4 

VT subscale 4 5 16 16 4 1 3 

RP subscale 4 5 16 16 4 1 3 

Physical-21 21 3 (10 items) 

5 (10 items) 

6 (1 item) 

65 65 21 1 22 

Mental-14 14 5 56 56 14 1 13 
The estimated difficulty parameters were calculated by multiplying the total number of items per scale by C – 1 response options. The 

estimated discrimination parameters were equivalent to the total number of items for the traditional model, and a constant value across all 

items in the discrimination-constrained model. The difference in degrees of freedom was obtained by subtracting the sum of the estimated 

discrimination-constrained model parameters from the sum of the estimated traditional model parameters. 

 

Negative twice the log-likelihood (-2LL) of the chi-square value and corresponding degrees of freedom for the 

nested (discrimination-constrained) GRM were each subtracted from those of its corresponding, less restricted 

traditional model. The presence of a significant difference was assessed based on the difference in -2LL chi-

square values and corresponding difference in the number of degrees of freedom, using the chi-square distribution 

distribution. While the most parsimonious model may be preferred to best represent the data, the additional 
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parameters estimated in the traditional model were justified if they significantly improved the fit of the model to 

the data (Bentler and Satorra 2010).  

Item Properties of the SF-36 Subscales, Physical-21, and Mental-14 

Based on the findings above, the best-fitting GRM was fit for each scale (i.e., freely estimated or 

discrimination-constrained) and its item properties were evaluated further for model fit and item characteristics 

using Bock and Aitkin MMLE. The S-X
2 
item-level diagnostic statistic was evaluated for each item to see 

whether the model-expected proportions responding to each response option reasonably matched the observed 

data, indicated by well-fitted ORFs (i.e., a value of p>0.05 indicated that observed and expected data were a 

reasonable match) (Orlando and Thissen 2000). To look for potential violations of local independence, the LD X
2 

statistic, an approximately standardized X
2 
value, was computed by comparing the observed and expected 

frequencies in each of the two-way cross tabulations between responses to each item and each of the other items 

(Chen and Thissen 1997). Large values (ten or greater) between a pair of items indicated a potential violation of 

local independence.   

For the unidimensional analysis conducted on each scale, the model parameter estimates for each item 

(thresholds for each response option and discrimination for each item in the case of the 2-PL model) were 

qualitatively evaluated. ORFs for each item were displayed to show the relationship between item response and 

level of theta, and to ensure that all the response options added value to a particular item (e.g., the probability of 

each response option was highest at some location along theta). ORFs and their associated standard errors of 

estimate (SEE) were plotted to provide insight about the precision of construct measurement provided by an item; 

low values may justify discarding an item. The concept of item information is analogous to that of reliability in 

CTT, however, in IRT reliability is conceptualized as information and is conditional on the trait level being 

measured. Higher curves denoted more information and depend on item discrimination, while the location of the 

curves along theta were defined by the threshold parameters for each item (Thissen and Wainer 1982). Test 

information may be converted to reliability as follows: 

𝑅𝑒𝑙𝑖𝑎𝑏𝑖𝑙𝑖𝑡𝑦 =  
𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛

𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛 + 1
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A reliability of 0.80 converts to a test information value of 4 at that value of theta, while a test with a reliability of 

0.90 converts to a test information value of 9 at that value of theta. A test information value of ten or greater at a 

given point along theta is typically the threshold at which the test is considered to be sufficiently informative for 

that location. An item with more information leads to a smaller SEE. Since the slope describing theta’s 

relationship to the probability of response is non-linear in IRT, its value will vary over theta and will increase as 

the distance from the item’s difficulty location increases (Embretson 2000, de Ayala 2009, Brown 2015). SEE 

values are smallest (and item information values largest) when the items are optimal for a particular trait score 

level and when item discriminations are high (Figure 4-4) (Samejima 1994, Culpepper 2013). 

Figure 4-4. Item Information Curves and Associated Item Parameters (Hoffman 2014) 

 

Item information curves are shown on the left; associated item parameters are shown on the right. Information is maximized around the 

item difficulty location. Items with greater item discrimination values have greater absolute information. 

 

Total information (or test information) curves and the corresponding SEEs were plotted for each scale by 

taking the sum of the individual item information curves to assist with visualizing where the test items were most 

able to distinguish between different levels of theta, as well as to note any gaps along the latent trait with respect 

to item content (Lord and Novick 1968, Samejima 1990, de Ayala 2009). Figure 4-5 shows an example test 

information curve and associated SEE along theta.  
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Figure 4-5. Test Information and Standard Error Curves (Hoffman 2014) 

 

The SEE (referred to here simply as standard error [SE]) is inversely related to information. Test information describes how reliable your 

test is over the range of θ. 
 

4.3 Results 

Consistent with the MS population, 80.1% (N=850) of the 1,052 participants who completed the survey were 

female. The mean age (SD) was 47.8 (10.6). The majority of the sample was married (N=716, 68.1%) and had 

completed at least a bachelor’s degree (N=315, 81.1%). Respondents most commonly reported being diagnosed 

with relapsing-remitting MS (N=836, 79.8%), and had been diagnosed an average of 8.5 (7.7) years ago. A total 

of 414 (39.3%) subjects reported requiring some additional support for mobility (cane, wheelchair, or scooter), 

however, no patients reported being bedridden. The most commonly reported comorbidities were depression 

(N=440, 41.8%) and anxiety (N=267, 25.4%). Patient characteristics are summarized in Table 4-2. 

Table 4-2. Demographic and Clinical Characteristics of MS Sample 

Patient Characteristic Total 

(N=1052) 

Patient Characteristic Total 

(N=1052) 

Sex (N[%] female) 850 (80.1%) Education Level (N[%]) 

Age (mean[SD]) 47.8 (10.6) Less than high school 6 (0.6%) 

Marital Status High school graduate 119 (11.3%) 

Single 150 (14.3%) Some college 285 (27.1%) 

Married/long-term partner 716 (68.1%) Associate degree 127 (12.1%) 

Divorced 132 (12.6%) Bachelor’s degree 315 (30.0%) 

Separated 30 (2.9%) Master’s degree 161 (15.3%) 

Widowed 24 (2.28%) Doctorate degree 38 (3.6%) 

PDDS Scores Comorbidities 

Normal 189 (18.0%) Anxiety 267 (25.4%) 

Mild Disability 131 (12.5%) Arthritis 176 (16.7%) 

Moderate Disability 152 (14.5%) Asthma 126 (12.0%) 

Gait Disability 166 (15.8%) Depression 440 (41.8%) 
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Patient Characteristic Total 

(N=1052) 

Patient Characteristic Total 

(N=1052) 

Early Cane 174 (16.5%) Diabetes 83 (7.9%) 

Late Cane 98 (9.3%) Epilepsy 15 (1.4%) 

Bilateral Support 85 (8.1%) Eye Disorders 198 (18.8%) 

Wheelchair/Scooter  57 (5.4%) Fibromyalgia 73 (6.9%) 

Bedridden 0 (0%) Hypertension 263 (25.0%) 

Currently employed (N[%]) 472 (45.0%) Hypercholesterolemia 240 (22.8%) 

Years since diagnosis  (mean[SD]) 8.5 (7.7) Heart Disease 35 (3.3%) 

MS type (N[%] relapsing-remitting) 836 (79.8%) Irritable Bowel Syndrome 112 (10.7%) 

  Migraines 215 (20.4%) 
MS, multiple sclerosis; PDDS, Patient Determined Disease Steps; SF-32v2, version 2 of the Short Form 36 questionnaire 

4.3.1 Unidimensionality of Physical Functioning Subscale 

Traditional statistics for the ten items of the PF subscale are shown in Table 4-3. The sample had the 

lowest mean scores on item 3a (mean [SD]=0.354[0.613]), which asked respondents to indicate to what extent 

they are limited in their ability to participate in vigorous activities (e.g., running, lifting heavy objects, 

participating in strenuous sports). The ability to walk over a mile (item 3g, mean [SD]=0.578[0.761]) had the 

second lowest mean score. Items with the highest mean values included the participants’ ability to lift or carry 

groceries (item 3c, mean[SD]=1.145[0.745]), walk one hundred yards (item 3i, mean[SD]=1.190[0.799]), or 

bathe or dress (item 3j, mean[SD]=1.606[0.577]). The overall coefficient alpha for the PF subscale was 0.944. 

This value remained stable if each item in turn was deleted (for example, if item 3e was not included in the 

subscale, the coefficient alpha dropped slightly from 0.944 to 0.936). Items with the weakest correlations relative 

to the remaining items in the subscale were those with both the lowest mean (item 3a, mean[SD]=0.354[0.613], 

r=0.668) as well as the highest mean (item 3j, mean[SD]=1.606[0.577], r=0.557), with the remaining item-rest 

correlations ranging from 0.736 to 0.848.  

Table 4-3. Physical Functioning Subscale Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

Yes, 

limited a 

lot 

Yes, 

limited a 

little 

No, not 

limited 

at all 

3a_pf Vigorous activities 0.354 0.613 0.668 0.943 755 218 77 

3b_pf Moderate activities 0.904 0.761 0.820 0.934 358 434 258 

3c_pf Lift groceries 1.145 0.745 0.791 0.937 225 448 377 

3d_pf Stairs (several flights) 0.560 0.736 0.793 0.937 616 279 154 

3e_pf Stairs (one flight) 1.096 0.770 0.815 0.936 265 417 366 

3f_pf Bend, kneel, stoop 1.023 0.739 0.736 0.940 274 477 298 

3g_pf Over a mile 0.578 0.761 0.795 0.937 618 255 175 

3h_pf Several hundred yards 0.931 0.847 0.848 0.935 415 291 342 

3i_pf One hundred yards 1.190 0.799 0.813 0.936 254 342 452 

3j_pf Bathe or dress 1.606 0.577 0.599 0.945 49 315 684 
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Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

Yes, 

limited a 

lot 

Yes, 

limited a 

little 

No, not 

limited 

at all 

 Overall Coefficient alpha (all items included) 0.944  
For all items, higher values indicate fewer limitations or better health. The item-total correlation and coefficient alpha values represent the value if each item 
in turn is deleted. 

Estimated Item Parameters and Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are shown below 

in Table 4-4 and Table 4-5, respectively. Slopes ranged from 2.61 (SE=0.15) (3f, least discriminating item) to 

5.67 (SE=0.43) (3h, most discriminating item) in the traditional model, with the threshold parameters consistent 

with the mean difficulty values reported above. In the IRT model, difficulty is relative to theta, which is 

expressed on a z-score metric. For example, item 3a once again appears to be the most difficult item, as 

evidenced by its first and second threshold values having the largest values (i.e., located furthest to the right along 

the x-axis) at 0.64 (SE=0.05) and 1.72 (SE=0.88) along theta. Similarly, item 3j’s threshold values are both 

negative and located furthest to the left, indicating that only those with physical functioning ability levels below 

average (by approximately one half of a standard deviation) would answer that they were limited in any way with 

respect to bathing or dressing.  

Table 4-4. Estimated Item Parameters for Physical Functioning Subscale: Traditional Graded Response Model  

Item Description Slope 
Slope std. 

error 
b1 b1 std. error b2 b2 std. error 

3a_pf Vigorous activities 3.14 0.21 0.64 0.05 1.72 0.88 

3b_pf Moderate activities 3.84 0.23 -0.46 0.04 0.73 0.91 

3c_pf Lift groceries 3.55 0.22 -0.86 0.05 0.35 0.90 

3d_pf Stairs (several flights) 4.03 0.27 0.19 0.04 1.17 0.92 

3e_pf Stairs (one flight) 3.94 0.24 -0.72 0.04 0.37 0.92 

3f_pf Bend, kneel, stoop 2.61 0.15 -0.77 0.05 0.66 0.84 

3g_pf Over a mile 4.40 0.30 0.19 0.04 1.06 0.93 

3h_pf Several hundred yards 5.67 0.43 -0.31 0.04 0.42 0.96 

3i_pf One hundred yards 5.49 0.42 -0.71 0.04 0.11 0.96 

3j_pf Bathe or dress 2.76 0.20 -1.97 0.09 -0.48 0.85 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

Item parameters for the slope-constrained graded response model are shown in  

 

Table 4-5. In this model the slope took on a value of 3.71 (SE=0.23) across all items, compared to the wide range 

in slope parameters estimated in the traditional model above. The threshold parameters were similar between the 

two models.  
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Table 4-5. Estimated Item Parameters for Physical Functioning Subscale: Slope-Constrained Graded Response 

Model 

Item Label Slope 
Slope std. 

error 
b1 b1 std. error b2 b2 std. error 

3a_pf Vigorous activities 3.71 0.23 0.62 0.05 1.67 0.10 

3b_pf Moderate activities 3.71 0.23 -0.48 0.04 0.75 0.06 

3c_pf Lift groceries 3.71 0.23 -0.86 0.06 0.35 0.04 

3d_pf Stairs (several flights) 3.71 0.23 0.19 0.04 1.20 0.07 

3e_pf Stairs (one flight) 3.71 0.23 -0.74 0.05 0.39 0.05 

3f_pf Bend, kneel, stoop 3.71 0.23 -0.70 0.05 0.60 0.05 

3g_pf Over a mile 3.71 0.23 0.20 0.04 1.10 0.06 

3h_pf Several hundred yards 3.71 0.23 -0.34 0.04 0.47 0.04 

3i_pf One hundred yards 3.71 0.23 -0.78 0.05 0.14 0.04 

3j_pf Bathe or dress 3.71 0.23 -1.80 0.10 -0.47 0.04 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

The significance of varying the slope parameter was tested through the use of a likelihood ratio test, computed as 

the difference between the -2loglikelihood for the nested (slope-constrained) model and the full (traditional) 

model, after taking into consideration their difference in degrees of freedom (in this case 9, resulting from the 10 

estimated slope parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood 

was equal to 146.03, distributed as 𝑋2 on 9 degrees of freedom, p<0.001, indicating that there was some reliable 

differences in discrimination for the ten PF items, and that the traditional graded response model resulted in a 

significant improvement in model fit relative to the slope-constrained model (Table 4-6). Results of the traditional 

graded response model are evaluated in further detail below. 

Table 4-6. Physical Functioning Subscale Likelihood Ratio Test of Significance of Variation Among the Slope 

Parameters 

 
-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 
p-value 

Slope-constrained GRM 13,272.48 

146.03 9 16.919 P<0.001 

Traditional GRM 13,126.45 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 

 

Item Level Diagnostic Statistics 

Four of the ten items (3a, 3b, 3g, 3i) had significant item-level S-X
2
 diagnostic statistic values, suggesting a lack 

of fit and indicating that the observed frequency either exceeded or was lower than the expected frequency of 

responses for each category of response (Table 4-7).  

Table 4-7. Physical Functioning Subscale S-X
2
 Item Level Diagnostic Statistics (Traditional Graded Response Model) 

Item Description X
2
 Degrees of Freedom Probability 

3a_pf Vigorous activities 41.74 20 0.0030 

3b_pf Moderate activities 39.54 24 0.0239 

file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_0
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_1
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Item Description X
2
 Degrees of Freedom Probability 

3c_pf Lift groceries 26.36 24 0.3340 

3d_pf Stairs (several flights) 30.52 22 0.1061 

3e_pf Stairs (one flight) 27.97 24 0.2606 

3f_pf Bend, kneel, stoop 37.08 29 0.1439 

3g_pf Over a mile 33.53 21 0.0405 

3h_pf Several hundred yards 22.73 20 0.3012 

3i_pf One hundred yards 38.83 18 0.0030 

3j_pf Bathe or dress 29.20 19 0.0627 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and Thissen 

2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 
 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in Table 4-8, where values greater than ten that are denoted in 

red indicate that the observed covariation between responses to a pair of items substantially exceeds that 

predicted by the model (blue values greater than ten have covariation that are substantially less than fitted by the 

model). The two items referring to climbing stairs (several flights [item 3d] and one flight [item 3e]) had the 

largest LD statistic, followed by the two items referring to the ability to walk a certain distance, expressed in 

yards (several hundred yards [3h] and one hundred yards [3i]). The ability to walk more than one mile (item 3g) 

showed signs of potential local dependence with walking several hundred yards as well (item 3h). Other items 

suggestive of having local dependence included the ability to perform moderate activities (item 3b) and lifting or 

carrying groceries (item 3c), as well as vigorous (item 3a) and moderate (item 3b) activities. In light of the local 

dependence exhibited here, the results of the fitted model, corresponding ORFs and test information curves are 

being shown for completeness. The parameters, however, must be interpreted with caution since the assumptions 

of the IRT model were likely violated and the resulting model mis-specified for the PF subscale items.  

Table 4-8. Physical Functioning Subscale Standardized Local Dependence X
2
 Statistics (Traditional Graded Response 

Model) 

Item 
Marginal 

X
2
 

3a_pf 3b_pf 3c_pf 3d_pf 3e_pf 3f_pf 3g_pf 3h_pf 3i_pf 

3a_pf 1.6          

3b_pf 0.3 11.4         

3c_pf 2.3 3.1 13.0        

3d_pf 3.1 6.0 4.4 1.4       

3e_pf 2.3 4.5 7.5 3.0 21.9      

3f_pf 0.4 0.2 2.1 1.7 3.0 6.0     

3g_pf 3.0 7.4 3.6 4.6 1.3 6.9 4.7    

3h_pf 1.8 1.1 6.0 6.3 8.2 5.2 4.3 10.1   

3i_pf 5.8 6.6 6.2 7.2 11.1 10.6 6.9 6.3 18.4  

3j_pf 0.4 12.2 1.4 3.3 7.4 4.4 0.1 8.8 4.8 6.7 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 

tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 

independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 
satisfactory model fit (Chen and Thissen 1997). 

file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_2
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_3
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_4
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_5
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_6
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_7
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_8
file:///C:/Users/cs1001642/Documents/PhD/Dissertation/IRTPRO/SF36_IRTPRO_PF-C.PF-T-irt.htm%23ssx_0_9
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Option Response Functions  

The The ORFs for each of the ten PF subscale items are shown below in Figure 4-6. The response options for all 

items all provided some degree of information along the latent trait, meaning that at some point along theta, each 

of the responses (i.e., not limited at all, limited a little, and limited a lot) had the highest probability of being 

selected. Consistent with Table 4-4 above, items with the lowest slope values provided the least information, 

while those with greater slope values provided the most information. For example, item 3h (walking several 

hundred yards) was best able to discriminate among subjects across different levels of theta relative to all the 

other items in the PF subscale (slope = 5.67). In the figure below, item 3h had the highest information curve and 

was the most discriminating for subjects one standard deviation above and one standard deviation below a person 

of average physical functioning ability, or where theta is equal to zero. Item 3j, however, refers to one’s ability to 

bathe and dress, and was the least difficult item, with the majority of respondents indicating that they were not 

limited in this activity. In addition, this item had a very small slope, such that it only provided limited 

information, and primarily for people with significant impairments in physical functioning. 
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Figure 4-6. Physical Functioning Subscale Option Response Functions and Item Information Curves (Traditional Graded Response Model) 

 



 

Dissertation Kristin M Khalaf  241 
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Test Information Curve and Person Locations 

In this MS sample, adequate information was provided for patients located between -1 and 1.5 standard 

deviations away from theta. The PF subscale provided the greatest amount of information for patients just above 

the average physical functioning ability level. The tail of the left side of the curve was slightly thicker than that 

on the right side of the curve, indicating that the PF subscale is better able to differentiate between lower levels of 

physical functioning relative to higher levels of physical functioning (Figure 4-7). 

Figure 4-7. Physical Functioning Subscale Test Information Curve and Standard Error (Traditional Graded 

Response Model) 

 

Person location estimates based on EAP scoring are shown in Figure 4-8 and indicate that consistent with the 

locations along theta where the test was most informative, patients were distributed between approximately -1 

and 1.5 standard deviations away from theta, however, about 20% of the sample was located at the more extreme 

ends of theta (i.e., approximately 100 patients below theta= -1.4 and 100 patients above theta=1.5).  
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Figure 4-8. Person Location Estimates for Physical Functioning Subscale (Traditional Graded Response Model) 

 

 

4.3.2 Unidimensionality of Role Physical Subscale 

Traditional statistics for the ten items of the RP subscale are shown in Table 4-9. For the remaining 

subscales (as well as the Physical-21 and Mental-14), the ability levels will be used in lieu of difficulty as it is 

more easily interpretable in light of the item content. The mean value for each item was similar for the entire 

subscale, ranging from 1.658 (SD=1.249) (item 4b, accomplished less than you would like) to 1.996 (SD=1.339) 

(item 4a, cut down on amount of time spent on work or other activities). The overall coefficient alpha for the RP 

subscale was 0.943. This value remained stable if each item in turn was deleted, with the largest drop seen if item 

4c was removed from the scale, resulting in a drop to alpha=0.918. Each items had similar correlations (within 

the 0.80 to 0.90 range) relative to the remaining items in the subscale.   

Table 4-9. Role Physical Subscale Item-Level Descriptive Statistics  

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

All of 

the 

time 

Most 

of the 

time 

Some 

of the 

time 

A little 

of the 

time 

None 

of the 

time 

4a_rp 

Cut down on the amount 

of time spent on work or 

other activities 

1.996 1.339 0.829 0.936 176 225 264 195 189 

4b_rp 
Accomplished less than 

you would like 
1.658 1.249 0.866 0.924 217 309 237 188 98 

4c_rp 

Were limited in the kind 

of work or other 

activities 

1.735 1.368 0.884 0.918 248 253 236 153 159 

4d_rp 
Had difficulty 

performing the work or 
1.772 1.297 0.875 0.921 204 281 249 180 135 
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Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

All of 

the 

time 

Most 

of the 

time 

Some 

of the 

time 

A little 

of the 

time 

None 

of the 

time 

other activities 

 
Overall Coefficient alpha (all items included) 0.943 

   

For all items, higher values indicate fewer limitations or better health. The item-total correlation and coefficient alpha values represent the value if each item 
in turn is deleted. 

 

Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are 

shown below in Table 4-10 and Table 4-11, respectively. Slopes ranged from 3.56 (SE=0.18) (4a, least 

discriminating item) to 5.75 (SE=0.38) (4c, most discriminating item) in the traditional model. The location of the 

threshold parameters didn’t vary much across items, suggesting that the items in this subscale provide 

information over the same range of theta. Item 4a’s lower slope value relative to the remaining items, however, 

indicates that it provides the least precise information with respect to where along theta a respondent is located. 

Item 4c, on the other hand, has the greatest ability to discriminate between patients. 

Table 4-10. Estimated Item Parameters for Role Physical Subscale: Traditional Graded Response Model  

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

4a_rp 

Cut down on the 

amount of time spent 

on work or other 

activities 

3.56 0.18 -1.05 0.05 -0.33 0.04 0.38 0.04 1.03 0.05 

4b_rp 
Accomplished less 

than would like 
4.34 0.24 -0.86 0.05 -0.02 0.04 0.64 0.04 1.45 0.06 

4c_rp 

Limited in the kind of 

work or other 

activities 

5.75 0.38 -0.74 0.04 -0.09 0.04 0.54 0.04 1.08 0.05 

4d_rp 

Difficulty performing 

the work or other 

activities 

5.17 0.32 -0.89 0.05 -0.13 0.04 0.54 0.04 1.21 0.05 

Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

Item parameters for the slope-constrained graded response model is shown in Table 4-11. In this model the slope 

took on a value of 4.52 (SE=0.16) across all items. The threshold parameters were similar between the two 

models.  
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Table 4-11. Estimated Item Parameters for Role Physical Subscale: Slope-Constrained Graded Response Model 

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

4a_rp 

Cut down on the amount 

of time spent on work or 

other activities 

4.52 0.16 -1.00 0.05 -0.33 0.03 0.36 0.04 0.98 0.05 

4b_rp 
Accomplished less than 

would like 
4.52 0.16 -0.86 0.04 -0.02 0.03 0.63 0.04 1.44 0.07 

4c_rp 
Limited in the kind of 

work or other activities 
4.52 0.16 -0.77 0.04 -0.09 0.03 0.55 0.04 1.11 0.05 

4d_rp 

Difficulty performing 

the work or other 

activities 

4.52 0.16 -0.91 0.04 -0.13 0.03 0.54 0.04 1.23 0.05 

Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 3, resulting from the 4 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood was equal to 

42.44, distributed as 𝑋2 on 3 degrees of freedom, p<0.001, indicating that there was some reliable differences in 

discrimination for the four RP items, and that the traditional graded response model resulted in a significant 

improvement in model fit relative to the slope-constrained model (Table 4-13). Results of the traditional graded 

response model were evaluated in further detail below. 

Table 4-12. Role Physical Subscale Likelihood Ratio Test of Significance of Variation Among the Slope Parameters 

 

-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 

p-value 

Slope-constrained GRM 9488.82 

42.44 3 7.815 P<0.001 

Traditional GRM 9446.38 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 
 

Item Level Diagnostic Statistics 

All four items in the RP subscale had significant item-level S-X
2
 diagnostic statistic values, suggesting a lack of 

fit and indicating that the observed frequency either exceeded or was lower than the expected frequency of 

responses for each category of response.  

Table 4-13.  Role Physical Subscale S-X
2
 Item Level Diagnostic Statistics (Traditional Graded Response Model) 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

4a_rp 
Cut down on the amount of time spent on 

work or other activities 
85.45 33 0.0001 

4b_rp Accomplished less than you would like 43.42 28 0.0316 

4c_rp Were limited in the kind of work or other 95.17 26 0.0001 
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activities 

4d_rp 
Had difficulty performing the work or other 

activities 
86.48 27 0.0001 

The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and Thissen 

2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 
 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in Table 4-14. None of the items appeared to be locally 

dependent with one another (i.e., no values greater than 10 denoted in red). The covariation between item 4a and 

4d, however, was substantially less than what the IRT model predicted. 

Table 4-14. Role Physical Subscale Standardized Local Dependence X
2
 Statistics (Traditional Graded Response 

Model) 

Item 
Marginal 

X
2
 

4a_rp 4b_rp 4c_rf 

4a_rp 0.5       

4b_rp 1.6 6.5     

4c_rp 2.3 9.3 7.6   

4d_rp 1.9 10.9 2.2 5.8 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 

tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 
independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 

satisfactory model fit (Chen and Thissen 1997). 

Option Response Functions and Item and Test Information 

The ORFs for each of the four RP subscale items are shown below in Figure 4-9. Each of the response options for 

all items provided some degree of information along the latent trait, such that each of the responses (i.e., all the 

time, most of the time, some of the time, a little of the time, none of the time) had the highest probability of being 

selected at some point along theta. Consistent with Table 4-10 above, items with the lowest slope values provided 

the least information, while those with greater slope values provided the most information. Item 4c provided the 

greater amount of information relative to the rest of the items in the RP subscale, while item 4a provided the least 

information. Consistent with the threshold values for each item, all the items were located in a similar location 

relative to one another (centered just to the right of theta=0), with the exception of item 4a, which was shifted 

slightly to the left (centered just above theta=0), and was therefore better able to differentiate among respondents 

with lower role physical ability levels compared to the rest of the items. 
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Figure 4-9. Role Physical Subscale Option Response Functions and Item Information Curves (Traditional Graded Response Model) 

 

 



 

Dissertation Kristin M Khalaf  248 

Test Information Curve and Person Locations 

As all the items were located in a similar location along theta, items in the RP subscale provided the greatest 

amount of information for patients between 1 standard deviation below and 1.5 standard deviations above theta, 

with a large drop-off at the extremes of the latent trait in this sample of MS patients. This implied that while the 

RP subscale items can differentiate well among respondents with an average level of role physical ability, they do 

not provide information for those with lower or higher role physical ability levels (Figure 4-10). 

Figure 4-10. Role Physical Subscale Test Information Curve and Standard Error (Traditional Graded Response 

Model) 

 

Person location estimates based on EAP scoring are shown in Figure 4-11 and indicate that most patients were 

located between -1.2 and 1.5 standard deviation units along theta, however, approximately 110 patients were 

located at lower role physical ability levels (theta<-1.5); nearly 80 patients were located at a higher level of role 

physical ability levels (theta>1.8).  
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Figure 4-11. Person Location Estimates for Role Physical Subscale (Traditional Graded Response Model) 

 

 

4.3.3 Unidimensionality of General Health Subscale 

Traditional statistics for the ten items of the GH subscale are shown in  

Table 4-15. The sample scored the lowest on item 11d (mean[SD]=1.489[1.264]), which asked 

respondents to indicate to what extent they agree with the statement, “My health is excellent.” Item 11a (seem to 

get sicker a little easier than others) had the highest mean value (mean[SD]=2.469[1.291]). The overall 

coefficient alpha for the GH subscale was 0.773, and slightly increased upon deletion of negatively worded items 

(11a, seem to get sicker than others, and 11c, expect my health to get worse), but decreased upon deletion of the 

remaining items (1, 11b, and 11d). The negatively worded items thus reduced the reliability of the scale, and 

correlated only moderately with the remaining items in the scale (r=0.404 and r=0.380, respectively). Item 1 

(How is health in general) had item-deleted item-total correlations and coefficient alpha values that were more 

similar to those of items 11b and 11d, but not as similar as those between items 11b and 11d, or between items 

11a and 11c.  

Table 4-15. General Health Subscale Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 
Poor  Fair Good  

Very 

good 

Excellent 

1_gh How is health in 1.930 0.896 0.624 0.718 50 273 463 228 36 
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Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 
Poor  Fair Good  

Very 

good 

Excellent 

general 

 
Definitely 

true 

Mostly 

true 

Don’t

know  

Mostly 

false 

Definitely 

false 

11a_gh 

Seem to get sick a 

little easier than 

others 

2.469 1.291 0.404 0.786 100 179 162 344 263 

11b_gh 
As healthy as 

anybody I know* 
1.699 1.250 0.690 0.677 65 294 169 301 219 

11c_gh 
Expect my health 

to get worse 
1.606 1.036 0.380 0.782 161 315 400 120 52 

11d_gh 
My health is 

excellent* 
1.489 1.264 0.692 0.676 32 307 105 301 303 

 Overall Coefficient alpha (all items included) 0.773  
For all items, higher values indicate fewer limitations or better health (* indicates that item was recoded such that higher values indicate better health). The 

item-total correlation and coefficient alpha values represent the value if each item in turn is deleted. 

 

Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are 

shown below in Table 4-16 and Table 4-17, respectively. Slopes ranged from 0.87 (SE=0.07) (11c, least 

discriminating item) to 4.21 (SE=0.44) (11d, most discriminating item) in the traditional model. The small slope 

value for item 11c and to some extent item 11a (both negatively worded) were accompanied by threshold 

parameters spanning across a large range of theta, suggesting that neither of these items provided much 

information across the latent trait. Although item 11d had the largest slope (slope[SE]=4.21[0.44]), it was located 

furthest to the right along theta, indicating that it provided more information for respondents with greater general 

health ability levels. Item 1’s slope, on the other hand, had a value of 2.35 (SE=0.14) but its threshold values 

ranged from -2.09 (SE=0.10) for b1 to 2.33 (SE=0.12) for b4; thus the information it provided covered a greater 

range of theta but at a reduced magnitude relative to item 11d.  

Table 4-16. Estimated Item Parameters for General Health Subscale: Traditional Graded Response Model  

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

1_gh 
How is health in 

general 
2.35 0.14 -2.09 0.10 -0.63 0.05 0.82 0.06 2.33 0.12 

11a_gh 

Seem to get sick a 

little easier than 

others 

0.93 0.07 -2.74 0.22 -1.27 0.12 -0.41 0.08 1.37 0.12 

11b_gh 
As healthy as 

anybody I know 
2.50 0.16 -0.99 0.06 -0.03 0.05 0.48 0.05 1.91 0.09 

11c_gh 
Expect my health 

to get worse 
0.87 0.07 -2.23 0.19 -0.26 0.08 2.11 0.18 3.76 0.32 

11d_gh 
My health is 

excellent 
4.21 0.44 -0.61 0.05 0.19 0.04 0.48 0.04 2.07 0.09 

Slope refers to item discrimination, b parameters refer to item threshold difficulty. 
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Item parameters for the slope-constrained graded response model is shown in Table 4-17. In this model the slope 

took on a value of 1.68 (SE=0.07) across all items. Given the wide range in slope parameters estimated in the 

traditional model above, constraining the slope had the impact of distorting the threshold parameters such that 

their values changed substantially, along with their relative ordering to one another (e.g., item 11a had the b1 

value furthest to the left of theta in the traditional model but item 1’s b1 value was the most negative in the case of 

the slope constrained model).   

Table 4-17. Estimated Item Parameters for General Health Subscale: Slope-Constrained Graded Response Model 

Item Description Slope 
Slope std. 

error 
b1 

b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

1_gh 
How is health in 

general 
1.68 0.07 -2.44 0.12 -0.73 0.06 0.96 0.07 2.72 0.15 

11a_gh 
Seem to get sick a 

little easier than others 
1.68 0.07 -1.81 0.09 -0.86 0.06 -0.29 0.05 0.92 0.07 

11b_gh 
As healthy as anybody 

I know 
1.68 0.07 -1.19 0.07 -0.04 0.05 0.58 0.06 2.29 0.12 

11c_gh 
Expect my health to 

get worse 
1.68 0.07 -1.40 0.07 -0.17 0.05 1.35 0.08 2.33 0.13 

11d_gh My health is excellent 1.68 0.07 -0.83 0.06 0.26 0.06 0.66 0.06 2.82 0.16 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 4, resulting from the 5 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). Not surprisingly, the -2loglikelihood 

was equal to 367.8, distributed as 𝑋2 on 4 degrees of freedom, p<0.001, indicating that there was some reliable 

differences in discrimination for the five GH items, and that the traditional graded response model resulted in a 

significant improvement in model fit relative to the slope-constrained model (Table 4-18). Results of the 

traditional graded response model were evaluated in further detail below. 

Table 4-18. General Health Subscale Likelihood Ratio Test of Significance of Variation Among the Slope Parameters  

 

-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 

p-value 

Slope-constrained GRM 13,766.03 

367.8 4 9.488 P<0.001 

Traditional GRM 13,398.23 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 
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Item Level Diagnostic Statistics 

None of the items had significant item-level S-X
2
 diagnostic statistic values, indicating that the observed 

frequency sufficiently matched the expected frequency of responses for each category of response.  

Table 4-19.  General Health Subscale S-X
2
 Item Level Diagnostic Statistics (Traditional Graded Response Model) 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

1_gh How is health in general 56.87 41 0.0505 

11a_gh Seem to get sick a little easier than others 66.24 52 0.0883 

11b_gh As healthy as anybody I know 54.89 40 0.0585 

11c_gh Expect my health to get worse 70.52 56 0.0915 

11d_gh My health is excellent 35.26 33 0.3607 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and Thissen 
2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 

 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in Table 4-20. None of the items appeared to be locally 

dependent with one another (i.e., no values greater than 10 denoted in red), nor did the model predict substantially 

more covariation between items than what was observed. 

Table 4-20. General Health Subscale Standardized Local Dependence X2 Statistics (Traditional Graded Response 

Model) 

Item 
Marginal 

X
2
 

1_gh 11a_gh 11b_gh 11c_gh 

1_gh 0.2         

11a_gh 0.1 2.0       

11b_gh 0.4 0.7 7.6     

11c_gh 0.1 0.1 2.2 6.4   

11d_gh 0.5 0.8 0.0 1.5 2.8 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 
tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 

independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 

satisfactory model fit (Chen and Thissen 1997). 

Option Response Functions and Item and Test Information 

The ORFs for each of the five GH subscale items are shown below in Figure 4-12. Consistent with the estimated 

item parameters for the traditional graded response model above, item 1 (health in general) provided a marginal 

amount of information spanning the entire latent trait, with each of the response options representing a sizeable 

proportion along theta. The remaining items, however, presented with various problems. Consistent with the 

small estimated slope values for items 11a and 11c, these items provided little to no information across theta, and 

their response options were not well-represented. The second response option (don’t know) for item 11a, for 

example, never had the highest probability of selection relative to the other response options, thereby questioning 

its utility. Although items 11b and 11d provided more information relative to 11a and 11c, the usefulness of the 

response options for these items were also called into question. Interestingly, item 11d seemed to provide the 
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most information relative to the rest of the items, specifically at a distance of |1| from theta, but also at theta=2, 

suggesting that patients responding “Definitely true” to “My health is excellent” are more likely to fall within this 

region of theta (b4 = 2.07 [SE=0.09] for item 11d). Similar to item 11a, there was little to no value for the “don’t 

know” response option for items 11b, 11c, and 11d. 
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Figure 4-12. General Health Subscale Option Response Functions and Item Information Curves (Traditional Graded Response Model) 
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Test Information Curve and Person Locations 

The shape of the test information curve in this sample of MS patients was largely influenced by item 11d and had 

a large standard error across the entire latent trait driven by the limited information provided by the remaining 

items in the GH subscale. The only location where test information approached a value of 10 was just above 

where theta=0. These results call into question the viability of the GH subscale as a whole, as there are 

problematic items in addition to a problematic response option of “don’t know” for items 11a through 11d 

(Figure 4-13). 

Figure 4-13. General Health Subscale Test Information Curve and Standard Error (Traditional Graded Response 

Model) 

 

Person location estimates are shown in Figure 4-14. Scores approximated a normal distribution curve but were 

slightly skewed to the right such that a greater proportion of patients overall have below average general health 

ability levels. This corresponds with the least informative region of theta denoted by the test information curve 

above. 
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Figure 4-14. Person Location Estimates for General Health Subscale (Traditional Graded Response Model) 

 

4.3.4 Unidimensionality of Vitality Subscale 

Traditional statistics for the ten items of the VT subscale are shown in Table 4-21. Mean scores were 

similar across the four items, ranging from 1.247 (SD=1.015) (item 9e, “Did you have a lot of energy?”) to 1.872 

(SD=1.098) (item 9a, did you feel full of life). The overall coefficient alpha for the VT subscale was 0.837. With 

the exception of item 9a, the coefficient alpha dropped slightly when each VT item was removed in turn, and 

correlations between each item and the remaining items was consistently strong and of a similar magnitude (i.e., 

between 0.75 and 0.80). Upon removal of item 9a, however, the coefficient alpha for the remaining items 

increased to 0.843; item 9a also had a substantially lower correlation with the remaining items compared to the 

others, albeit still strong (r=0.566).  

Table 4-21. Vitality Subscale Subscale Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

All of 

the time 

Most of 

the 

Time 

Some 

of the 

time 

A little 

of the 

time 

None 

of the 

time 

9a_vt 
Did you feel full of 

life* 
1.872 1.098 0.566 0.843 40 321 284 271 132 

9e_vt 
Did you have a lot of 

energy* 
1.247 1.015 0.709 0.776 8 124 281 341 294 

9g_vt Did you feel worn out 1.525 0.991 0.712 0.775 164 364 351 144 25 

9i_vt Did you feel tired 1.292 0.958 0.702 0.781 244 374 318 104 8 

 Overall Coefficient alpha (all items included) 0.837  
For all items, higher values indicate fewer limitations or better health (* indicates that item was recoded such that higher values indicate better health). The 

item-total correlation and coefficient alpha values represent the value if each item in turn is deleted. 
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Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are 

shown below in Table 4-22 and Table 4-23, respectively. Slopes ranged from 1.21 (SE=0.08) (9a, least 

discriminating item) to 4.62 (SE=0.41) (9g, most discriminating item) in the traditional model, with the items 

referring to being “worn out” (9g) or “tired” (9i) being much more discriminating than those referring to “feeling 

full of life” (9a) or “having a lot of energy” (9e).  

Table 4-22. Estimated Item Parameters for Vitality Subscale: Traditional Graded Response Model  

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 

std. 

error 

b4 

b4 

std. 

error 

9a_vt 
Did you feel full 

of life 
1.21 0.08 -2.00 0.13 -0.50 0.07 0.70 0.08 3.21 0.22 

9e_vt 
Did you have a lot 

of energy 
1.89 0.11 -0.78 0.06 0.38 0.05 1.58 0.09 3.45 0.24 

9g_vt 
Did you feel worn 

out 
4.62 0.41 -1.08 0.05 0.02 0.04 1.07 0.05 2.11 0.09 

9i_vt Did you feel tired 4.22 0.34 -0.80 0.05 0.25 0.04 1.35 0.06 2.60 0.14 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

Item parameters for the slope-constrained graded response model is shown in Table 4-23. In this model the slope 

took on a value of 2.36 (SE=1.53) across all items. The threshold parameters were similar between the two 

models.  

Table 4-23. Estimated Item Parameters for Vitality Subscale: Slope-Constrained Graded Response Model 

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 

std. 

error 

b4 

b4 

std. 

error 

9a_vt 
Did you feel full of 

life 
2.36 1.53 -1.40 0.55 -0.35 0.11 0.49 0.26 2.21 0.95 

9e_vt 
Did you have a lot 

of energy 
2.36 1.53 -0.73 0.27 0.35 0.18 1.46 0.62 3.12 1.36 

9g_vt 
Did you feel worn 

out 
2.36 1.53 -1.27 0.47 0.01 0.07 1.25 0.54 2.52 1.08 

9i_vt Did you feel tired 2.36 1.53 -0.93 0.20 0.27 0.12 1.56 0.44 3.11 1.00 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 3, resulting from the 4 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood was equal to 

201.66, distributed as 𝑋2 on 3 degrees of freedom, p<0.001, indicating that there was some reliable differences in 

discrimination for the four VT items, and that the traditional graded response model resulted in a significant 
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improvement in model fit relative to the slope-constrained model (Table 4-24). Results of the traditional graded 

response model were evaluated in further detail below. 

Table 4-24. Vitality Subscale Likelihood Ratio Test of Significance of Variation Among the Slope Parameters 

 
-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 
p-value 

Slope-constrained GRM 9,971.23 

201.66 3 7.815 P<0.001 

Traditional GRM 9,769.57 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 
 

Item Level Diagnostic Statistics 

All four items in the VT subscale had significant item-level S-X
2
 diagnostic statistic values (Table 4-25), 

suggesting a lack of fit and indicating that the observed frequency either exceeded or was lower than the expected 

frequency of responses for each category of response.  

Table 4-25.  Vitality Subscale S-X
2
 Item Level Diagnostic Statistics 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

9a_vt Did you feel full of life 59.22 35 0.0064 

9e_vt Did you have a lot of energy 79.73 32 0.0001 

9g_vt Did you feel worn out 98.35 22 0.0001 

9i_vt Did you feel tired 111.78 23 0.0001 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and Thissen 

2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 

 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics (Table 4-26) showed that Item 9a (did you feel full of life) and 9e (did you have 

a lot of energy) were highly suggestive of local dependence with one another. In light of the local dependence 

exhibited here, the results of the fitted model, corresponding ORFs and test information curves are being shown 

for completeness. Model parameters, however, must be interpreted with caution since the assumptions of the IRT 

model were likely violated and the resulting model mis-specified for the VT subscale items.  
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Table 4-26. Vitality Subscale Standardized Local Dependence X
2
 Statistics 

Item 
Marginal 

X
2
 

9a_vt 9e_vt 9g_vt 

9a_vt 0.1       

9e_vt 0.1 27.3     

9g_vt 0.1 0.4 0.9   

9i_vt 0.2 2.8 6.1 6.0 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 
tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 

independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 

satisfactory model fit (Chen and Thissen 1997). 
 

Option Response Functions and Item and Test Information 

The ORFs for each of the four VT subscale items are shown below in Figure 4-15. Consistent with the estimated 

item parameters for the traditional graded response model above, items 9a and 9e provided little information 

across theta, and the fourth response option (a little of the time) never had the highest probability of being 

selected relative to the other response options. Items 9g and 9i, however, were much more informative overall 

and all the response options were well-represented along theta. Thresholds for item 9g were located slightly to the 

left relative to item 9i along theta, indicating that item 9g was better able to discriminate among respondents with 

lower vitality ability levels, while item 9i discriminated better among respondents with higher vitality ability 

levels.  
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Figure 4-15. Vitality Subscale Option Response Functions and Item Information Curves (Traditional Graded 

Response Model) 

 

 
 

 

Test Information Curve and Person Locations 

The VT subscale provided the greatest amount of information between -1 and +2 standard deviations away from 

theta in this sample of MS patients (Figure 4-16). There was less loss of information to the extreme right of theta 

(i.e., greater than 2 standard deviations above theta) relative to the extreme left of theta, indicating that the VT 

subscale did not provide as much information for respondents with lower vitality ability levels as it did for 

respondents with higher vitality ability levels. Test information only exceeded 10 at a few discrete points along 

the scale (where theta was approximately -1, 0, 1, and 2).  
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Figure 4-16. Vitality Subscale Test Information Curve and Standard Error (Traditional Graded Response Model) 

 

Person location estimates are shown in Figure 4-17. There were some patients located at the more extreme left 

end of theta (where theta<-1.5), which is of some concern as VT summary scores for these patients would be less 

precise relative to those for patients located at average vitality ability levels (theta=0). The frequency of patients 

was somewhat evenly distributed across theta. There was a small number of patients with very low vitality ability 

levels located at the extreme left of theta, as well as some patients towards the extreme right theta, indicating that 

this MS sample contained respondents with substantially different levels of vitality.  
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Figure 4-17. Person Location Estimates for Vitality Subscale (Traditional Graded Response Model) 
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4.3.5 Unidimensionality of Mental Health Subscale 

Traditional statistics for the ten items of the MH subscale are shown in Table 4-27. Mean scores were 

similar across the four items, ranging from 2.059 (SD=0.958) (item 9d, “Have you felt calm and peaceful?”) to 

2.981 (SD=1.067) (item 9c, “Have you felt so down in the dumps?”). The overall coefficient alpha for the MH 

subscale was 0.866. The coefficient alpha dropped slightly when each MH item was removed in turn. 

Correlations between each item and the remaining items in the subscale ranged from 0.607 (item 9b, “Have you 

been very nervous?”) to 0.764 (item 9c, “Have you felt so down in the dumps?”).  

Table 4-27. Mental Health Subscale Subscale Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

All of 

the time 

Most of 

the 

Time 

Some of 

the time 

A little 

of the 

time 

None of 

the time 

9b_mh 
Have you been 

very nervous 
2.739 1.054 0.607 0.859 21 119 271 339 298 

9c_mh 

Have you felt 

so down in the 

dumps 

2.981 1.067 0.764 0.818 17 98 210 286 437 

9d_mh* 

Have you felt 

calm and 

peaceful 

2.059 0.958 0.650 0.847 26 373 348 239 62 

9f_mh 

Have you felt 

downhearted 

and depressed 

2.719 1.050 0.745 0.823 23 131 235 388 271 

9h_mh* 
Have you been 

happy 
2.288 0.886 0.686 0.840 47 443 344 193 21 

 Overall Coefficient alpha (all items included) 0.866  
For all items, higher values indicate fewer limitations or better health (* indicates that item was recoded such that higher values indicate better health). The 

item-total correlation and coefficient alpha values represent the value if each item in turn is deleted. 
 

Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are 

shown below in Table 4-28 and Table 4-29, respectively. Slopes ranged from 1.64 (SE=0.10) (9b, least 

discriminating item) to 4.19 (SE=0.33) (9c, most discriminating item) in the traditional model. While the b1 

threshold parameter was located greater than two standard deviations below theta for all five items, only two of 

the items’ b4 threshold parameters were located more than two standard deviations above theta, suggesting that 

the subscale is most informative for respondents with lower mental health ability levels. 



 

Dissertation Kristin M Khalaf  264 

Table 4-28. Estimated Item Parameters for Mental Health Subscale: Traditional Graded Response Model  

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 

std. 

error 

b4 

b4 

std. 

error 

9b_mh 
Have you been 

very nervous 
1.64 0.10 -3.08 0.19 -1.60 0.09 -0.37 0.06 0.84 0.07 

9c_mh 
Have you felt so 

down in the dumps 
4.19 0.33 -2.32 0.11 -1.35 0.06 -0.55 0.04 0.24 0.04 

9d_mh 
Have you felt calm 

and peaceful 
1.80 0.11 -2.20 0.12 -0.79 0.06 0.43 0.06 2.81 0.16 

9f_mh 

Have you felt 

downhearted and 

depressed 

3.64 0.24 -2.25 0.10 -1.17 0.05 -0.36 0.04 0.72 0.05 

9h_mh 
Have you been 

happy 
2.23 0.13 -2.65 0.14 -1.03 0.06 0.11 0.05 2.18 0.11 

Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

Item parameters for the slope-constrained graded response model is shown in Table 4-29. In this model the slope 

took on a value of 2.37 (SE=0.19) across all items. The threshold parameters were similar between the two 

models.  

Table 4-29. Estimated Item Parameters for Mental Health Subscale: Slope-Constrained Graded Response Model 

Item Description Slope 

Slope 

std. 

error 

b1 
b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 

std. 

error 

b4 

b4 

std. 

error 

9b_mh 
Have you been very 

nervous 
2.37 0.19 -2.54 0.19 -1.35 0.10 -0.32 0.05 0.71 0.06 

9c_mh 
Have you felt so 

down in the dumps 
2.37 0.19 -2.74 0.21 -1.56 0.11 -0.62 0.06 0.29 0.05 

9d_mh 
Have you felt calm 

and peaceful 
2.37 0.19 -1.95 0.14 -0.71 0.07 0.39 0.05 2.46 0.16 

9f_mh 

Have you felt 

downhearted and 

depressed 

2.37 0.19 -2.58 0.19 -1.32 0.10 -0.40 0.05 0.82 0.06 

9h_mh Have you been happy 2.37 0.19 -2.60 0.19 -1.02 0.08 0.11 0.05 2.12 0.14 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 4, resulting from the 5 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood was equal to 

147.91, distributed as 𝑋2 on 4 degrees of freedom, p<0.001, indicating that there was some reliable differences in 

discrimination for the five MH items, and that the traditional graded response model resulted in a significant 

improvement in model fit relative to the slope-constrained model (Table 4-30). Results of the traditional graded 

response model were evaluated in further detail below. 
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Table 4-30. Mental Health Subscale Likelihood Ratio Test of Significance of Variation Among the Slope Parameters 

 
-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 
p-value 

Slope-constrained GRM 11,815.68 

147.91 4 9.488 P<0.001 

Traditional GRM 11,667.77 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 
 

Item Level Diagnostic Statistics 

Three of the five MH subscale items (9c, 9d, and 9f) had significant item-level S-X
2
 diagnostic statistic values, 

suggesting a lack of fit and indicating that the observed frequency either exceeded or was lower than the expected 

frequency of responses for each category of response.  

Table 4-31.  Mental Health Subscale S-X
2
 Item Level Diagnostic Statistics 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

9b_mh Have you been very nervous 58.65 45 0.0831 

9c_mh Have you felt so down in the dumps 43.92 29 0.0372 

9d_mh Have you felt calm and peaceful 78.58 38 0.0001 

9f_mh Have you felt downhearted and depressed 78.88 31 0.0001 

9h_mh Have you been happy 48.23 35 0.0674 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and Thissen 
2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 

 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in Table 4-32. Item 9h (have you been happy) and item 9e 

(have you felt calm and peaceful) had a large LD statistic (18.9) highly suggestive of local dependence with one 

another. In light of these findings, the results of the fitted model, corresponding ORFs and test information curves 

are being shown for completeness. Model parameters, however, must be interpreted with caution since the 

assumptions of the IRT model were likely violated and the resulting model mis-specified for the MH subscale 

items.  

Table 4-32. Mental Health Subscale Standardized Local Dependence X2 Statistics 

Item 
Marginal 

X
2
 

9b_mh 9c_mh 9d_mh 9f_mh 

9b_mh 0.2         

9c_mh 0.3 0.4       

9d_mh 0.2 2.6 6.9     

9f_mh 0.1 0.7 2.1 3.0   

9h_mh 0.1 0.9 5.9 18.9 0.2 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 

tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 

independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 
satisfactory model fit (Chen and Thissen 1997). 
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Option Response Functions and Item and Test Information 

The ORFs for each of the five MH subscale items are shown below in Figure 4-18. Consistent with the estimated 

item parameters for the traditional graded response model above, the two items that asked specifically about how 

“down in the dumps” or “downhearted and depressed” (items 9c and 9f) were the most informative items, 

however, they provided little to no information for respondents with higher mental health ability levels, as 

denoted by the drop-off of information beyond one standard deviation above theta. The information provided by 

the remaining items in the subscale (corresponding to feeling nervous, calm/peaceful, or happy) was limited 

across theta. For item 9b (have you been very nervous), the first response option (all of the time) never had the 

highest probability of being selected relative to the other response options except at the extreme negative end of 

the scale. A similar trend was noted for item 9h (have you been happy).   

Figure 4-18. Mental Health Subscale Option Response Functions and Item Information Curves (Traditional Graded 

Response Model) 
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Test Information Curve and Person Locations 

Consistent with the item-level findings above, the test information curve indicated that the the items in the MH 

subscale provided the most information for respondents located to the left of theta (Figure 4-19). The shape of the 

curve was most influenced by the negatively worded items (i.e., feeling down in the dumps, or feeling depressed), 

suggesting that items that specifically ask to what extent patients have feelings consistent with sadness or 

depression are best able to discriminate among those with lower mental health ability levels.  

Figure 4-19. Mental Health Subscale Test Information Curve and Standard Error (Traditional Graded Response 

Model) 

 

Person location estimates are shown in Figure 4-20. There were a substantial number of respondents located 

where theta was greater than or equal to a value of one, which is consistent with the drop-off in test information 

noted in Figure 4-19 above. This is cause for concern as patients with higher mental health ability levels were not 

well-represented by the items in the MH subscale.  
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Figure 4-20. Person Location Estimates for Mental Health Subscale (Traditional Graded Response Model) 

 

 

4.3.6 Unidimensionality of Physical-21 

Items of the SF-36 more strongly related to physical health (i.e., those belonging to the PF, RP, BP, and 

GH subscales) were grouped together into one Physical-21 scale to determine whether they could be considered 

unidimensional. Traditional statistics for these 21 items are shown in Table 4-33. The overall coefficient alpha for 

the Physical-21 was 0.934, and this value remained consistent when each Physical-21 item was removed in turn. 

Item-total correlations ranged from 0.345 (item 11c from the GH subscale, “I expect my health to get worse”) to 

0.822 (item 4c, “Were limited in the kind of work or other activities”). The RP subscale items correlated most 

strongly with the remaining items in the scale (all >0.70). 
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Table 4-33. Physical-21 Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 

Item-Total 

Correlatio

n 

Coefficient 

alpha 
Yes, limited a lot Yes, limited a little No, not limited at all 

3a_pf Vigorous activities 0.355 0.614 0.646 0.931 755 218 77 

3b_pf Moderate activities 0.904 0.762 0.741 0.930 358 434 258 

3c_pf Lift groceries 1.145 0.745 0.702 0.930 225 448 377 

3d_pf Stairs (several flights) 0.560 0.736 0.712 0.930 616 279 154 

3e_pf Stairs (one flight) 1.096 0.771 0.695 0.930 265 417 366 

3f_pf Bend, kneel, stoop 1.023 0.739 0.666 0.931 274 477 298 

3g_pf Over a mile 0.578 0.761 0.700 0.930 618 255 175 

3h_pf Several hundred yards 0.932 0.847 0.713 0.930 415 291 342 

3i_pf One hundred yards 1.190 0.799 0.667 0.930 254 342 452 

3j_pf Bathe or dress 1.606 0.577 0.561 0.932 49 315 684 

 
All of 

the time 
Most of the time 

Some of 

the time 

A little of 

the time 

None of the time 

4a_rp 
Cut down on the amount of time 

spent on work or other activities 
1.994 1.337 0.749 0.928 176 225 264 195 189 

4b_rp 
Accomplished less than you 

would like 
1.656 1.247 0.781 0.927 217 309 237 188 98 

4c_rp 
Were limited in the kind of 

work or other activities 
1.733 1.366 0.824 0.926 248 253 236 153 159 

4d_rp 
Had difficulty performing the 

work or other activities 
1.771 1.297 0.809 0.927 204 281 249 180 135 

 
Very 

severe 
Severe Moderate Mild 

Very 

mild 
None 

7_bp Bodily pain  2.787 1.306 0.560 0.932 27 133 338 221 198 131 

 Extremely Quite a bit Moderately A little bit Not at all 

8_bp 
Pain interfere with your normal 

work 
2.571 1.183 0.620 0.931 49 177 228 314 280 

 Poor  Fair Good  Very good Excellent 

1_gh How is health in general 1.931 0.896 0.657 0.930 50 273 463 228 36 

 
Definitely 

true 
Mostly true Don’tknow 

Mostly false Definitely false 

11a_g

h 

Seem to get sick a little easier 

than others 
2.467 1.292 0.294 0.938 100 179 162 344 263 

11b_g As healthy as anybody I know* 1.701 1.250 0.503 0.933 65 294 169 301 219 
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Item Description 

Response With Item Deleted Frequencies 

Mean SD 

Item-Total 

Correlatio

n 

Coefficient 

alpha 
Yes, limited a lot Yes, limited a little No, not limited at all 

h 

11c_g

h 
Expect my health to get worse 1.607 1.036 0.345 0.936 161 315 400 120 52 

11d_g

h 
My health is excellent* 1.490 1.265 0.540 0.933 32 307 105 301 303 

 Overall Coefficient alpha (all items included) 0.934  
For all items, higher values indicate fewer limitations or better health (* indicates that item was recoded such that higher values indicate better health). The item-total correlation and coefficient alpha values 
represent the value if each item in turn is deleted. 

 

Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are shown below in Table 4-34 and Table 4-35, 

respectively. Slopes ranged from 0.38 (SE=0.06) (11a, least discriminating item) to 3.82 (SE=0.23) (3b, moderate activities) in the traditional model. Items 

that were evaluated above in their individual subscales generally followed trends consistent with what was previously noted, however, most of the 

previously evaluated slope values systematically decreased across all items relative to when they were assessed within their individual subscale. For 

example, item 3j (the extent to which patients were limited in their ability to bath or dress) still had the lowest slope among the PF items, and the two GH 

items previously noted to be problematic (items 11a, seem to get sick a little easier than others, and 11c, expect my health to get worse) once again had 

very low slope values (0.38 [SE=0.06] and 0.58 [SE=0.06], respectively). The slopes for the items in the RP subscale were all larger in magnitude 

compared to when they were included as part of the Physical-21 (slopes for items 4a, 4b, 4c, and 4d were 3.56 [SE=0.18], 4.34[SE=0.24], 5.75[SE=0.38], 

and 5.17[SE=0.32] in the RP subscale, respectively, compared to 2.32[SE=0.12], 2.37[SE=0.12], 3.43[SE=0.18], and 2.98[SE=0.15] in the Physical-21). 

Of note, the BP subscale could not be evaluated separately above since it is comprised of only two items. The slope values for these two items (item 7, 
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severity of bodily pain, and item 8, extent to which pain interferes with normal work) were 1.06 [SE=0.07] and 1.27[SE=0.08], respectively, with threshold 

values suggesting better discrimination among respondents with more severe bodily pain impacts (i.e., further to the left of theta).   

Table 4-34. Estimated Item Parameters for Physcial-21: Traditional Graded Response Model  

Item Description Slope 
Slope std. 

error 
b1 

b1 std. 

error 
b2 

b2 

std. 

error 

b3 
b3 std. 

error 
b4 

b4 

std. 

error 

b5 
b5 std. 

error 

3a_pf Vigorous activities 2.95 0.19 0.64 0.04 1.77 0.07 N/A N/A N/A N/A N/A N/A 

3b_pf Moderate activities 3.82 0.23 -0.49 0.04 0.72 0.04 N/A N/A N/A N/A N/A N/A 

3c_pf Lift groceries 3.31 0.20 -0.89 0.05 0.34 0.04 N/A N/A N/A N/A N/A N/A 

3d_pf Stairs (several flights) 3.41 0.21 0.18 0.04 1.21 0.05 N/A N/A N/A N/A N/A N/A 

3e_pf Stairs (one flight) 3.30 0.20 -0.77 0.05 0.37 0.04 N/A N/A N/A N/A N/A N/A 

3f_pf Bend, kneel, stoop 2.46 0.14 -0.80 0.06 0.66 0.05 N/A N/A N/A N/A N/A N/A 

3g_pf Over a mile 3.35 0.21 0.19 0.04 1.10 0.05 N/A N/A N/A N/A N/A N/A 

3h_pf Several hundred yards 3.65 0.23 -0.36 0.04 0.43 0.04 N/A N/A N/A N/A N/A N/A 

3i_pf One hundred yards 3.49 0.22 -0.80 0.05 0.11 0.04 N/A N/A N/A N/A N/A N/A 

3j_pf Bathe or dress 2.66 0.18 -1.94 0.11 -0.51 0.05 N/A N/A N/A N/A N/A N/A 

4a_rp 
Cut down on the amount of time spent on 

work or other activities 
2.32 0.12 -1.18 0.07 -0.39 0.05 0.40 0.04 1.15 0.06 N/A N/A 

4b_rp Accomplished less than you would like 2.37 0.12 -1.01 0.06 -0.04 0.04 0.72 0.05 1.69 0.08 N/A N/A 

4c_rp 
Were limited in the kind of work or other 

activities 
3.43 0.18 -0.81 0.05 -0.13 0.04 0.53 0.04 1.17 0.05 N/A N/A 

4d_rp 
Had difficulty performing work or other 

activities 
2.98 0.15 -0.99 0.06 -0.17 0.04 0.55 0.04 1.34 0.06 N/A N/A 

7_bp Bodily pain  1.06 0.07 -3.86 0.30 -1.89 0.14 -0.09 0.07 0.92 0.08 2.22 0.15 

8_bp Pain interfere with your normal work 1.27 0.08 -2.84 0.19 -1.25 0.09 -0.24 0.06 1.05 0.08 N/A N/A 

1_gh How is health in general 1.47 0.09 -2.56 0.16 -0.75 0.07 1.04 0.07 2.99 0.18 N/A N/A 

11a_gh Seem to get sick a little easier than others 0.38 0.06 -5.99 0.95 -2.70 0.45 -0.84 0.21 2.96 0.48 N/A N/A 

11b_gh As healthy as anybody I know 0.82 0.07 -1.81 0.17 -0.02 0.08 0.90 0.10 3.69 0.31 N/A N/A 

11c_gh Expect my health to get worse 0.58 0.06 -3.13 0.36 -0.34 0.12 2.98 0.33 5.36 0.60 N/A N/A 

11d_gh My health is excellent 1.01 0.07 -1.06 0.10 0.37 0.07 0.89 0.09 3.96 0.30 N/A N/A 

Slope refers to item discrimination, b parameters refer to item threshold difficulty.
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Item parameters for the slope-constrained graded response model is shown in Table 4-35. In this model 

the slope took on a value of 1.86 (SE=0.05) across all items. Given the wide range in slope parameters 

estimated in the traditional model above, constraining the slope distorted the threshold values such that 

their values changed substantially, along with their relative ordering to one another. This was particularly 

notable for items 11a and 11c from the GH subscale.  
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Table 4-35. Estimated Item Parameters for Physcial-21: Slope-Constrained Graded Response Model  

Item Description Slope 
Slope std. 

error 
b1 

b1 std. 

error 
b2 

b2 

std. 

error 

b3 
b3 std. 

error 
b4 

b4 

std. 

error 

b5 
b5 std. 

error 

3a_pf Vigorous activities 1.86 0.05 0.77 0.05 2.09 0.09 N/A N/A N/A N/A N/A N/A 

3b_pf Moderate activities 1.86 0.05 -0.62 0.05 0.95 0.06 N/A N/A N/A N/A N/A N/A 

3c_pf Lift groceries 1.86 0.05 -1.12 0.06 0.47 0.05 N/A N/A N/A N/A N/A N/A 

3d_pf Stairs (several flights) 1.86 0.05 0.25 0.04 1.50 0.07 N/A N/A N/A N/A N/A N/A 

3e_pf Stairs (one flight) 1.86 0.05 -0.96 0.05 0.51 0.05 N/A N/A N/A N/A N/A N/A 

3f_pf Bend, kneel, stoop 1.86 0.05 -0.90 0.05 0.77 0.05 N/A N/A N/A N/A N/A N/A 

3g_pf Over a mile 1.86 0.05 0.25 0.04 1.37 0.06 N/A N/A N/A N/A N/A N/A 

3h_pf Several hundred yards 1.86 0.05 -0.43 0.05 0.60 0.05 N/A N/A N/A N/A N/A N/A 

3i_pf One hundred yards 1.86 0.05 -1.00 0.05 0.20 0.04 N/A N/A N/A N/A N/A N/A 

3j_pf Bathe or dress 1.86 0.05 -2.30 0.10 -0.56 0.05 N/A N/A N/A N/A N/A N/A 

4a_rp 
Cut down on the amount of time spent on 

work or other activities 
1.86 0.05 -1.34 0.06 -0.44 0.04 0.45 0.05 1.30 0.06 N/A N/A 

4b_rp Accomplished less than you would like 1.86 0.05 -1.16 0.06 -0.04 0.04 0.82 0.05 1.89 0.08 N/A N/A 

4c_rp 
Were limited in the kind of work or other 

activities 
1.86 0.05 -1.04 0.05 -0.14 0.04 0.70 0.05 1.48 0.07 N/A N/A 

4d_rp 
Had difficulty performing work or other 

activities 
1.86 0.05 -1.23 0.06 -0.19 0.04 0.70 0.05 1.63 0.07 N/A N/A 

7_bp Bodily pain  1.86 0.05 -2.62 0.12 -1.33 0.06 -0.06 0.04 0.66 0.05 1.56 0.07 

8_bp Pain interfere with your normal work 1.86 0.05 -2.25 0.10 -1.01 0.05 -0.20 0.04 0.84 0.05 N/A N/A 

1_gh How is health in general 1.86 0.05 -2.26 0.10 -0.68 0.05 0.93 0.05 2.61 0.12 N/A N/A 

11a_gh Seem to get sick a little easier than others 1.86 0.05 -1.58 0.07 -0.74 0.05 -0.26 0.04 0.78 0.05 N/A N/A 

11b_gh As healthy as anybody I know 1.86 0.05 -1.03 0.05 -0.02 0.04 0.50 0.05 2.11 0.09 N/A N/A 

11c_gh Expect my health to get worse 1.86 0.05 -1.27 0.06 -0.17 0.04 1.20 0.06 2.09 0.09 N/A N/A 

11d_gh My health is excellent 1.86 0.05 -0.72 0.05 0.24 0.04 0.59 0.05 2.65 0.12 N/A N/A 

Slope refers to item discrimination, b parameters refer to item threshold difficulty. 
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The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 20, resulting from the 21 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood was equal to 

2,164.92, distributed as 𝑋2 on 20 degrees of freedom, p<0.001, indicating that there were reliable differences in 

discrimination for the 21 Physical-21 items, and that the traditional graded response model resulted in a 

significant improvement in model fit relative to the slope-constrained model (Table 4-36). Results of the 

traditional graded response model were evaluated in further detail below. 

Table 4-36. Physical-21 Likelihood Ratio Test of Significance of Variation Among the Slope Parameters 

 

-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 

p-value 

Slope-constrained GRM 45,610.75 

2,164.92 20 33.924 P<0.001 

Traditional GRM 43,445.83 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 

 

Item Level Diagnostic Statistics 

Twelve of the 21 items had significant item-level S-X
2
 diagnostic statistic values, suggesting a lack of fit and 

indicating that the observed frequency either exceeded or was lower than the expected frequency of responses 

for each category of response (Table 4-37). Items with adequate fit to the Physical-21 were those in the RP 

subscale, BP subscale, and all except one of the GH subscale items. None of the PF subscale items fit the 

Physical-21 well.   

Table 4-37.  Physcial-21 S-X
2
 Item Level Diagnostic Statistics 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

3a_pf Vigorous activities 76.00 53 0.0208 

3b_pf Moderate activities 186.80 55 0.0001 

3c_pf Lift groceries 170.01 58 0.0001 

3d_pf Stairs (several flights) 94.99 55 0.0007 

3e_pf Stairs (one flight) 180.06 58 0.0001 

3f_pf Bend, kneel, stoop 105.22 68 0.0026 

3g_pf Over a mile 121.35 57 0.0001 

3h_pf Several hundred yards 204.11 58 0.0001 

3i_pf One hundred yards 243.09 56 0.0001 

3j_pf Bathe or dress 85.32 51 0.0018 

4a_rp 
Cut down on the amount of time spent on work 

or other activities 
131.84 135 0.5614 

4b_rp Accomplished less than you would like 148.76 129 0.1124 

4c_rp Were limited in the kind of work or other 104.55 109 0.6033 
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Item Description X
2
 

Degrees of 

Freedom 
Probability 

activities 

4d_rp 
Had difficulty performing the work or other 

activities 
122.17 117 0.3528 

7_bp Bodily pain  223.85 198 0.1002 

8_bp Pain interfere with your normal work 171.15 157 0.2079 

1_gh How is health in general 151.25 136 0.1753 

11a_gh Seem to get sick a little easier than others 236.12 200 0.0409 

11b_gh As healthy as anybody I know 199.79 186 0.2318 

11c_gh Expect my health to get worse 203.81 191 0.2496 

11d_gh My health is excellent 200.76 160 0.0159 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and 
Thissen 2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 

 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in Table 4-38. The majority of item-pairs exhibited large LD 

statistics that suggested that items were either locally dependent with one another, as was the case for items in 

both the PF and RP subscale, or that items were not as closely related as the model predicted, as was the case 

for the relationship between PF and RP items with items in both the BP and GH subscale. Of note, the largest 

violations of local dependence were noted between items 3i (walking one hundred yards) and 3h (walking 

several hundred yards), as well as between items 7 (severity of bodily pain) and 8 (extent of pain interference 

with normal work). Item 11a’s relationship with nearly all the other items in the Physical-21 was over-predicted 

by the model (meaning that its relationship with the rest of the items was less closely related than what the 

model estimated). Given these clear violations of the local independence assumption, the model parameters, 

ORFs, and test information curves are being shown for illustrative purposes, since the assumptions of the IRT 

model were violated and the resulting Physical-21 model mis-specified.  
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Table 4-38. Physical-21 Standardized Local Dependence X2 Statistics 

Item 
Margin

al X
2
 

3a_p

f 

3b_

pf 

3c_p

f 

3d_

pf 

3e_p

f 

3f_p

f 

3g_p

f 

3h_p

f 

3i_p

f 

3j_p

f 

4a_r

p 

4b_r

p 

4c_r

p 

4d_r

p 

7_b

p 

8_b

p 
1_gh 

11a_

gh 

11b_

gh 

11c_

gh 

3a_pf 1.9                               

3b_pf 1.6 50.5                             

3c_pf 0.4 15.7 70.2                           

3d_pf 3.2 51.1 44.8 31.7                         

3e_pf 0.7 18.0 42.8 45.9 79.2                       

3f_pf 0.3 13.1 24.7 27.8 32.4 46.5                     

3g_pf 2.8 55.4 46.0 30.7 64.1 37.2 17.5                   

3h_pf 2.3 27.1 56.1 46.1 43.3 56.3 24.6 83.4                 

3i_pf 0.9 14.1 43.9 58.0 34.6 58.8 22.6 55.5 120.7               

3j_pf 0.6 1.2 14.1 20.0 8.0 18.3 9.5 5.8 16.4 31.9             

4a_rp 1.6 3.7 10.1 7.2 3.6 6.3 1.5 3.3 3.0 4.1 1.1           

4b_rp 2.5 5.5 9.1 3.7 5.0 6.3 0.7 3.8 5.8 4.1 1.4 53.6                   

4c_rp 4.6 21.8 27.7 16.2 18.3 14.5 9.0 19.8 19.6 10.6 6.4 51.0 64.7                 

4d_rp 3.5 11.5 21.7 11.2 9.6 8.7 5.5 9.9 11.8 6.3 5.4 51.7 54.0 91.6               

7_bp 2.0 4.2 12.8 13.4 4.4 12.4 6.1 7.7 15.6 22.1 14.9 4.4 2.5 5.7 6.0             

8_bp 1.6 4.2 14.0 13.8 5.7 10.9 5.3 8.0 18.4 25.2 8.1 6.7 5.5 12.7 11.0 95.2           

1_gh 0.8 4.4 8.9 6.6 2.8 9.7 1.6 3.7 11.8 10.1 5.3 3.3 1.5 2.5 3.8 3.2 3.3         

11a_gh 19.6 39.7 64.2 45.6 52.6 62.7 51.3 57.3 58.2 62.9 41.2 27.2 27.0 32.4 28.7 5.6 7.4 10.2       

11b_gh 3.8 5.5 20.6 30.0 10.5 32.7 33.6 17.7 24.9 37.5 24.2 13.1 8.9 11.1 10.3 1.9 3.7 4.7 10.1     

11c_gh 12.1 19.6 29.2 26.3 32.0 29.1 37.1 23.5 27.7 29.4 18.2 18.9 12.3 15.5 13.5 27.0 22.5 9.9 24.3 13.6   

11d_gh 1.5 4.4 21.9 12.4 8.0 15.5 11.1 9.6 26.1 20.8 16.0 4.9 3.2 9.7 8.5 5.7 5.9 18.1 5.9 22.3 6.0 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross tabulations between responses to each item and each of the other 

items. Values become large (> |10|)  if a pair of items indicates a violation of the local independence assumption, a key assumption of the item response model. Small values indicate no evidence of local 

dependence and are suggestive of satisfactory model fit (Chen and Thissen 1997).
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Option Response Functions and Item and Test Information 

The ORFs for each of the Physical-21 items are shown below in  

 

 

 

 

 

 

 

 

 

 

Figure 4-21. Consistent with the estimated item parameters for the traditional graded response model and with the 

subscale-level IRT models described above, the PF subscale items were the most informative and the 

difficulty/ability level rank ordering for all the items followed a pattern consistent with what was expected (e.g., 

item 3a, vigorous activities, was the most “difficult” item, while item 3j, bathe or dress, was the “easiest” item 

relative to theta). The RP subscale items were less informative than the PF subscale items, as shown by the 

smaller information curves relative to the PF items. Both BP and GH subscale items were the most problematic, 

due to uninformative response options and minimal to no information provided across theta. ORFs for the BP 

items suggested that the 6- and 5-option response format may not be necessary; in the case of item 7, the first 

(Very severe) and fourth (Mild) response options were never associated with the highest probability of response 

in the model. This was also noted for the first response option (Extremely) as well as the third response option 

(Moderately) for item 8.  
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Figure 4-21. Physical-21 Option Response Functions and Item Information Curves (Traditional Graded Response 

Model) 
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Test Information Curve and Person Locations 

The test information curve for the Physical-21 (Figure 4-22) showed the greatest amount of information was 

provided for respondents approximately within 2 standard deviations away from theta in both directions and a 

slightly thicker tail to the left of theta (lower ability levels). These findings should be interpreted with caution, 

however, in light of the substantial evidence for lack of unidimensionality for the Physical-21.  

Figure 4-22. Physical-21 Test Information Curve and Standard Error (Traditional Graded Response Model) 

 

Person location estimates are shown in Figure 4-23. Scores approximated a normal distribution curve, with the 

bulk of the respondents located just below average physical ability levels.  
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Figure 4-23. Person Location Estimates for Physical-21 (Traditional Graded Response Model) 

 

4.3.7 Unidimensionality of Mental-14 

Items of the SF-36 more strongly related to mental health (i.e., those belonging to the VT, SF, RE, and 

MH subscales) were grouped together into one Mental-14 scale to determine whether they could be considered 

unidimensional. Traditional summed score statistics for these 14 items are shown in Table 4-39. The overall 

coefficient alpha for the Mental-14 was 0.927, and this value remained consistent when each Mental-14 item was 

removed in turn. Item-total correlations ranged from 0.552 (item 9b from the MH subscale, “Have you been very 

nervous”) to 0.737 (item 5b from the RE subscale, “Accomplished less than you would like”). 
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Table 4-39. Mental-14 Item-Level Descriptive Statistics 

Item Description 

Response With Item Deleted Frequencies 

Mean SD 
Item-Total 

Correlation 

Coefficient 

alpha 

All of 

the time 

Most of 

the 

Time 

Some of 

the time 

A little 

of the 

time 

None of 

the time 

9a_vt 
Did you feel full of 

life* 
1.872 1.098 0.638 0.922 40 321 284 271 132 

9e_vt 
Did you have a lot 

of energy* 
1.247 1.015 0.577 0.924 8 124 281 341 294 

9g_vt 
Did you feel worn 

out 
1.525 0.991 0.647 0.922 164 364 351 144 25 

9i_vt Did you feel tired 1.292 0.958 0.608 0.923 244 374 318 104 8 

 
Extrem

ely 

Quite a 

bit 

Modera

tely 
Slightly 

Not at 

all 

6_sf 

Extent interfered 

with your normal 

social activities 

2.347 1.152 0.667 0.921 65 205 255 347 176 

 
All of 

the time 

Most of 

the 

Time 

Some of 

the time 

A little 

of the 

time 

None of 

the time 

10_sf 

Time interfered 

with your social 

activities 

2.203 1.146 0.694 0.920 74 211 361 232 170 

5a_re 

Amount of time 

spent on work or 

other activities 

2.578 1.320 0.735 0.919 82 165 240 187 374 

5b_re 
Accomplished less 

than you would like 
2.418 1.354 0.737 0.919 110 188 218 218 314 

5c_re 

Did work or other 

activities less 

carefully 

2.729 1.255 0.715 0.920 64 130 231 224 399 

9b_mh 
Have you been very 

nervous 
2.739 1.054 0.552 0.925 21 119 271 339 298 

9c_mh 
Have you felt so 

down in the dumps 
2.981 1.067 0.714 0.920 17 98 210 286 437 

9d_mh 
Have you felt calm 

and peaceful* 
2.059 0.958 0.639 0.922 26 373 348 239 62 

9f_mh 

Have you felt 

downhearted and 

depressed 

2.719 1.050 0.670 0.920 23 131 235 388 271 

9h_mh 
Have you been 

happy* 
2.288 0.886 0.666 0.922 47 443 344 193 21 

 Overall Coefficient alpha (all items included) 0.927  
For all items, higher values indicate fewer limitations or better health (* indicates that item was recoded such that higher values indicate better 
health). The item-total correlation and coefficient alpha values represent the value if each item in turn is deleted. 

 

Estimated Item Parameters and Optimal Model Fit 

Item parameter estimates for both the traditional and slope-constrained graded response models are 

shown below in Table 4-40 and Table 4-41, respectively. Slopes ranged from 1.33 (SE=0.88) (9b, least 

discriminating item) to 2.70 (SE=0.16) (item 5a, most discriminating item) in the traditional model. The slopes 

for a few of the previously evaluated items (i.e., those in the VT and MH subscales) deviated substantially from 
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the values denoted below in the Mental-14 model that combined items across multiple subscales. For example, the 

slope for items 9g and 9i from the VT subscale was 4.62 (SE=0.41) and 4.22 in the VT subscale model results 

above, however, in the Mental-14 model, these values were 1.68 and 1.51, respectively. Similarly, the slope for 

items 9c and 9f from the MH subscale was 4.19 (SE=0.33) and 3.64 (SE=0.24) in the MH subscale model results; 

the corresponding values estimated from the Mental-14 model were 2.48 (SE=0.14) and 2.24 (SE=0.12), 

respectively. The SF and RE subscales could not be evaluated as a separate model since they were comprised of 

only two and three items, respectively. Their slope values ranged from 1.86 (SE=0.10) (item 6, extent problems 

interfered with normal social activities) to 2.70 (0.16) (item 5a, amount of time spent on work or other activities), 

respectively, with threshold values suggesting better discrimination among respondents with more severe social 

functioning and role emotional impacts (i.e., further to the left of theta). 
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Table 4-40. Estimated Item Parameters for Mental-14: Traditional Graded Response Model  

Item Description Slope 
Slope std. 

error 
b1 

b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

9a_vt Did you feel full of life 1.76 0.10 -1.61 0.08 -0.43 0.05 0.55 0.06 2.57 0.14 

9e_vt Did you have a lot of energy 1.45 0.09 -0.89 0.07 0.41 0.06 1.82 0.11 4.10 0.32 

9g_vt Did you feel worn out 1.68 0.09 -1.46 0.08 -0.01 0.05 1.41 0.08 2.95 0.18 

9i_vt Did you feel tired 1.51 0.09 -1.12 0.07 0.32 0.06 1.90 0.11 3.95 0.30 

6_sf Extent problems interfered with your normal social activities 1.86 0.10 -2.13 0.11 -0.91 0.06 -0.04 0.05 1.31 0.08 

10_sf Time  problems interfered with your social activities 1.97 0.10 -1.99 0.10 -0.83 0.05 0.35 0.05 1.30 0.07 

5a_re Amount of time spent on work or other activities 2.70 0.16 -1.68 0.07 -0.89 0.05 -0.14 0.04 0.43 0.05 

5b_re Accomplished less than you would like 2.62 0.15 -1.52 0.07 -0.72 0.05 -0.05 0.04 0.63 0.05 

5c_re Did work or other activities less carefully 2.53 0.14 -1.88 0.08 -1.09 0.05 -0.29 0.04 0.37 0.05 

9b_mh Have you been very nervous 1.33 0.08 -3.49 0.23 -1.79 0.11 -0.41 0.06 0.95 0.08 

9c_mh Have you felt so down in the dumps 2.48 0.14 -2.62 0.14 -1.48 0.07 -0.61 0.04 0.25 0.05 

9d_mh Have you felt calm and peaceful 1.70 0.10 -2.24 0.12 -0.80 0.06 0.44 0.06 2.91 0.17 

9f_mh Have you felt downhearted and depressed 2.24 0.12 -2.58 0.13 -1.31 0.06 -0.41 0.04 0.82 0.06 

9h_mh Have you been happy 1.91 0.11 -2.82 0.16 -1.10 0.06 0.11 0.05 2.36 0.13 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 

Item parameters for the slope-constrained graded response model are shown in Table 4-41. In this model the slope took on a value of 1.91 (SE=0.07) across 

all items. The values of the slope parameters estimated in the traditional model above did not vary in their estimates as widely as those in the Physical-21 

scale, thus, the threshold parameters were not as largely affected when the slope was constrained. 
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Table 4-41. Estimated Item Parameters for Mental-14: Traditional Graded Response Model  

Item Description Slope 
Slope std. 

error 
b1 

b1 std. 

error 
b2 

b2 std. 

error 
b3 

b3 std. 

error 
b4 

b4 std. 

error 

9a_vt Did you feel full of life 1.91 0.07 -1.55 0.08 -0.41 0.05 0.54 0.05 2.45 0.13 

9e_vt Did you have a lot of energy 1.91 0.07 -0.76 0.05 0.37 0.05 1.57 0.09 3.41 0.23 

9g_vt Did you feel worn out 1.91 0.07 -1.37 0.07 -0.01 0.05 1.33 0.08 2.74 0.15 

9i_vt Did you feel tired 1.91 0.07 -0.99 0.06 0.29 0.05 1.68 0.09 3.39 0.23 

6_sf Extent problems interfered with your normal social activities 1.91 0.07 -2.10 0.10 -0.89 0.06 -0.03 0.05 1.29 0.08 

10_sf Time  problems interfered with your social activities 1.91 0.07 -2.03 0.10 -0.84 0.06 0.37 0.05 1.33 0.08 

5a_re Amount of time spent on work or other activities 1.91 0.07 -1.95 0.09 -1.01 0.06 -0.14 0.05 0.51 0.05 

5b_re Accomplished less than you would like 1.91 0.07 -1.73 0.08 -0.80 0.05 -0.03 0.05 0.73 0.06 

5c_re Did work or other activities less carefully 1.91 0.07 -2.13 0.10 -1.22 0.07 -0.31 0.05 0.43 0.05 

9b_mh Have you been very nervous 1.91 0.07 -2.74 0.15 -1.44 0.07 -0.33 0.05 0.76 0.06 

9c_mh Have you felt so down in the dumps 1.91 0.07 -3.00 0.17 -1.67 0.08 -0.66 0.05 0.30 0.05 

9d_mh Have you felt calm and peaceful 1.91 0.07 -2.12 0.10 -0.76 0.05 0.42 0.05 2.72 0.15 

9f_mh Have you felt downhearted and depressed 1.91 0.07 -2.81 0.14 -1.42 0.07 -0.43 0.05 0.89 0.06 

9h_mh Have you been happy 1.91 0.07 -2.85 0.15 -1.11 0.06 0.12 0.05 2.35 0.12 
Slope refers to item discrimination, b parameters refer to item threshold difficulty. 
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The significance of varying the slope parameter was tested through the use of a likelihood ratio test, taking into 

consideration their difference in degrees of freedom (in this case 13, resulting from the 14 estimated slope 

parameters in the traditional model versus 1 in the slope-constrained model). The -2loglikelihood was equal to 

190.69, distributed as 𝑋2 on 13 degrees of freedom, p<0.001, indicating that there were reliable differences in 

discrimination for the 14 Mental-14 items, and that the traditional graded response model resulted in a 

significant improvement in model fit relative to the slope-constrained model (Table 4-42). Results of the 

traditional graded response model were evaluated in further detail below. 

Table 4-42. Mental-14 Likelihood Ratio Test of Significance of Variation Among the Slope Parameters 

 
-2 Loglikelihood Difference 

Degrees of 

Freedom 

Critical value 

(p<0.05) 
p-value 

Slope-constrained GRM 34,570.05 

190.69 13 22.362 P<0.001 

Traditional GRM 34,379.36 

The loglikelihood ratio tests compares the goodness of fit between the nested (discrimination-constrained) and the full (traditional) model. 
 

Item Level Diagnostic Statistics 

Four of the 14 items had significant item-level S-X
2
 diagnostic statistic values, suggesting a lack of fit and 

indicating that the observed frequency either exceeded or was lower than the expected frequency of responses 

for each category of response. Items not fitting the model included one from the VT subscale (item 9e, did you 

have a lot of energy), one from the RE subscale (item 5b, accomplished less than you would like), and two 

from the MH subscale (item 9b, have you been very nervous, and item 9f, have you felt downhearted and 

depressed).   

Table 4-43.  Mental-14 S-X
2
 Item Level Diagnostic Statistics 

Item Description X
2
 

Degrees of 

Freedom 
Probability 

9a_vt Did you feel full of life 123.89 113 0.2275 

9e_vt Did you have a lot of energy 141.34 105 0.0104 

9g_vt Did you feel worn out 116.18 108 0.2778 

9i_vt Did you feel tired 116.90 102 0.1484 

6_sf 
Extent physical health or emotional problems 

interfered with your normal social activities 
127.27 118 0.2637 

10_sf 
Time physical health or emotional problems 
interfered with your social activities 

136.18 113 0.0679 

5a_re 
Amount of time spent on work or other 

activities 
121.23 102 0.0939 

5b_re Accomplished less than you would like 134.04 104 0.0252 

5c_re Did work or other activities less carefully 113.78 102 0.1999 

9b_mh Have you been very nervous 148.72 119 0.0337 

9c_mh Have you felt so down in the dumps 104.97 93 0.1862 

9d_mh Have you felt calm and peaceful 120.99 106 0.1514 
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Item Description X
2
 

Degrees of 

Freedom 
Probability 

9f_mh Have you felt downhearted and depressed 137.87 100 0.0072 

9h_mh Have you been happy 116.57 97 0.0856 
The S-X2 is a trace line item-fit statistic that evaluates how well the model-expected proportions match the observed data for each item (Orlando and 

Thissen 2000). A non-significant value (p>0.05) indicates that he the model data matches the observed data well. 
 

Evaluation of Local Independence  

The standardized LD 𝑋2statistics are shown below in  

Table 4-44. The largest violations of local dependence were noted between items within the same subscale; in 

particular, both SF items, all three RE items, and select items within both the MH and VT subscale. In 

particular, LD statistics between item 9g (did you feel worn out) and item 9i (did you feel tired) were highly 

suggestive of local dependence as well as item 9c (have you felt so down in the dumps) and item 9f (have you 

felt downhearted and depressed). Most item pairs demonstrated adequate covariation relative to what the model 

predicted, with a few LD statistics suggesting a weaker than optimal relationship between items: item 9b (have 

you been very nervous) was weakly related to several items in the Mental-14. In light of these local dependence 

statistics, the model parameters, ORFs, and test information curves are being shown for illustrative purposes, 

since it is highly likely that the assumptions of the IRT model were violated and the resulting Mental-14 model 

mis-specified. 

Table 4-44. Mental-14 Standardized Local Dependence X
2
 Statistics 

Item 
Marginal 

X
2
 

9a_v

t 
9e_vt 

9g_v

t 
9i_vt 6_sf 10_sf 

5a_r

e 

5b_r

e 

5c_r

e 

9b_

mh 

9c_m

h 

9d_

mh 

9f_m

h 

9a_vt 0.2                        

9e_vt 0.2 13.2                      

9g_vt 0.2 1.7 7.9                    

9i_vt 0.2 4.6 10.7 60.1                  

6_sf 0.5 1.9 1.5 0.7 -0.9                

10_sf 0.4 8.1 5.6 3.8 4.0 47.0              

5a_re 0.9 9.1 9.0 4.0 5.0 4.5 2.9            

5b_re 0.8 7.0 6.0 6.1 5.9 3.6 2.0 129.3          

5c_re 0.3 8.6 11.4 4.9 7.4 4.4 4.7 55.8 61.4        

9b_mh 1.5 16.0 23.6 10.8 9.2 16.1 13.3 6.0 6.8 0.8      

9c_mh 0.1 4.6 11.4 5.6 5.4 0.4 0.8 4.5 4.9 5.9 4.0    

9d_mh 0.1 10.1 2.0 8.2 7.1 5.2 5.4 3.2 4.8 4.3 1.7 8.7     

9f_mh 0.2 4.2 9.1 7.2 8.9 2.8 6.3 5.6 6.1 2.7 1.2 43.8 4.7   

9h_mh 0.0 15.1 1.8 8.8 14.5 2.5 1.5 8.8 3.8 2.5 1.0 9.7 20.1 11.3 
The LD X2 statistic (approximately standardized X2 ) is computed by comparing the observed and expected frequencies in each of the two-way cross 

tabulations between responses to each item and each of the other items. Values become large (> |10|)  if a pair of items indicates a violation of the local 

independence assumption, a key assumption of the item response model. Small values indicate no evidence of local dependence and are suggestive of 
satisfactory model fit (Chen and Thissen 1997). 

Option Response Functions and Item and Test Information 
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The ORFs for each of the Mental-14 items are shown below in Figure 4-24. Items providing the most 

information at a specific location along theta were those in the RE subscale; these items discriminated well 

among respondents in between -2 and zero standard deviations from theta. Items 9c and 9f from the MH 

subscale also provided larger information values relative to the remaining Mental-14 items, but discriminated 

better among respondents with lower mental ability levels. The rest of the items were less informative, with 

some problematic response options associated with item 9e (have a lot of energy), 9i (feel tired), and 9d (felt 

calm and peaceful). For these items, the response option associated with the highest mental ability levels 

relative to theta (all of the time for items 9e and 9d, and none of the time for item 9i) was never associated with 

the highest probability of response.  

 

Figure 4-24. Mental-14 Option Response Functions and Item Information Curves (Traditional Graded Response 

Model) 
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Test Information Curve and Person Locations 

The test information curve for the Mental-14 (Figure 4-25) showed the greatest amount of information was 

provided for respondents within -2 and +1 standard deviations away from theta, with less information provided 

for respondents further to the right of theta (higher ability levels).  

Figure 4-25. Mental-14 Test Information Curve and Standard Error (Traditional Graded Response Model) 
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Person location estimates are shown in Figure 4-26. Scores approximated a normal distribution curve, however, 

less respondents seemed to be located at below average ability levels compared to the proportion of patients 

estimated to have above average ability levels. 

Figure 4-26. Person Location Estimates for Mental-14 (Traditional Graded Response Model) 
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4.4 Discussion and Limitations 

This study applied IRT methods to evaluate item properties and unidimensionality of select subscales 

(PF, RP, GH, MH, and VT) of the SF-36 version 2, as well as groups of items across multiple subscales 

hypothesized to be more closely related to one another (Physical-21 and Mental-14) (Ware 2007). One of the key 

assumptions of the IRT model is that the items within a scale exhibit local independence; that is, responses to an 

item are independent of the responses to any other item conditional on the person’s location, such that they 

become uncorrelated after controlling for the latent trait. Three of the individual subscales exhibited signs of local 

dependence among their items, as measured by the LD X
2
 statistic comparing the observed and expected cross 

tabulations between responses to each item and the rest of the items (Chen and Thissen 1997): the PF subscale, 

VT subscale, and MH subscale. In the case of the PF subscale, items of similar difficulty (i.e., located closer to 

one another along theta) were potentially locally dependent with one another. These included vigorous and 

moderate activities, walking several hundred yards and walking more than one mile, or moderate activities and 

lifting or carrying groceries. In this last example, moderate activities include things such as moving a table, 

pushing a vacuum cleaner, bowling, or playing golf. It could be argued that these activities are very similar to 

lifting or carrying groceries such that respondents would tend to answer in the same manner. For the VT and MH 

subscales, items covering seemingly similar aspects of the construct showed signs of local dependence (i.e., 

feeling full of life or having a lot of energy for the VT subscale, and being happy or feeling calm and peaceful for 

the MH subscale). It would thus be expected that the responses to each of these item pairs for a given respondent 

would essentially be the same. These findings suggest that certain subscales of the SF-36 do not meet the local 

independence assumption critical for application of the IRT model. The presence of local dependence will 

artificially inflate the reliability estimates; thus the resulting summary scores may not be reflective of what the 

domain is thought to measure. Local dependence may also cause the slope parameters to be artificially inflated. 

As a result, the PF, VT, and MH models are likely to be mis-specified and inaccurate until the local dependence 

issues are resolved. The impact of removing one of the locally dependent items or replacing it with another item 

that taps into a different aspect of the construct may potentially resolve these issues and deem the IRT model 

more appropriate.   
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In all models tested, the traditional graded response model fit the data significantly better than the slope-

constrained graded response model. These findings were not surprising given the wide variation in estimated 

slope parameters across all subscales tested, indicating that the items had very different discriminatory properties 

across theta. This was especially apparent in the case of the GH subscale, where the ordering of item thresholds 

along theta notably changed depending on whether the traditional or slope-constrained model was applied. Very 

little research has applied IRT models with varying slope parameters to the SF-36 or patient-reported outcomes in 

general, however, the application of Rasch models is much more common. Jenkinson et al performed a Rasch 

analysis of the PF subscale items to determine their order along theta and to see whether respondent burden 

among patients with neurologic disease could be reduced via administration of less items (Jenkinson, Fitzpatrick 

et al. 2001). Upon stratifying their findings according to the patient populations included in the study (general 

population, Parkinson’s Disease, and motor neuron disease), they found that the hierarchy of some of the PF 

items varied slightly across the patient populations, but that for the items that were consistent in their ordering; it 

would not be necessary for respondents to answer all the questions to determine their level of physical 

functioning, particularly those with the greatest severity of disease (Jenkinson, Fitzpatrick et al. 2001). The 

findings in our study indicate that the SF-36 items were not tau-equivalent due to their differences in slopes; thus, 

it may not be appropriate for these items to each contribute equally to the total subscale score, irrespective of their 

location as well as their discrimination value. This is consistent with the findings of Hays and colleagues, who 

tested both a traditional and slope-constrained graded response model for 15 items representing physical 

functioning, ten of which were taken directly from the PF subscale of the SF-36 (Hays, Liu et al. 2007). This 

study also found a significant improvement in model fit for the traditional graded response model relative to the 

slope constrained model. Although the range of slope estimates (2.26 to 4.24) was somewhat narrower than what 

was found in our study (2.76 to 5.67), item 3j (limited in bathing and dressing) had the smallest slope and was 

located furthest to the left of theta in both studies. In addition, items 3h and 3i (walking one hundred yards and 

walking several hundred yards) were the items with the largest slope parameters in both studies. The ordering of 

PF items along theta was also generally the same, however, the threshold parameters were shifted systematically 

further to the left of theta and were almost all negative in the case of Hays et al, leading them to conclude that the 

items did not provide much information at higher levels of physical functioning (Hays, Liu et al. 2007). In our 
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study, several items had positive threshold parameters (e.g., vigorous activities, climbing several flights of stairs). 

Although item discrimination and the resulting information values were suboptimal in some cases (e.g., limited in 

bathing and dressing), the PF subscale items seemed to adequately span across most levels of physical 

functioning. Of note, in Jenkinson et al item 3j had a high infit statistic (>2.0) across all populations (general 

population, Parkinson’s Disease, and motor neuron disease) where the Rasch model was applied, suggesting that 

the item did not fit the model well and may not be closely related to the overall construct. Indeed, the argument 

could be made that bathing and dressing is more related to activities of daily living rather than physical 

functioning (Wiener, Hanley et al. 1990), thereby explaining this item’s less than optimal performance here as 

well as in the findings of both Hays et al and Jenkinson et al (Jenkinson, Fitzpatrick et al. 2001, Hays, Liu et al. 

2007). 

 There are little previously published studies pertaining to the application of IRT models to other SF-36 

subscales outside of the SF-36. One study conducted a Rasch analyses on six of the eight subscales of the SF-36 

(those containing at least thee items) using a dataset comprised of Korean older adults. They found both item 9b 

from the MH subscale (have you been very nervous) as well as item 11c (I expect my health to get worse) from 

the GH subscale to be incongruent with other items within the same subscales (Kim and So 2015). The results of 

this study were consistent with those of Kim et al. Both item 11c as well as item 11a (seem to get sick a little 

easier than other) in the GH subscale had very low slope parameters (<1.0) and therefore provided little to no 

information about a respondent’s position along the latent trait. Similar, though less pronounced, trends were seen 

for items 9b as well as 9d (have you felt calm and peaceful) for the MH subscale (slope values <2.0), with these 

items both having the lowest discrimination values relative to the other three items in the scale. In the case of the 

GH subscale, the poorly performing items were those that were negatively worded. The likelihood of a 

respondent more strongly endorsing such items with pessimistic or negative connotations may say more about 

their mental health status or outlook and attitude about life rather than their health in general. In addition, the lack 

of consistency between more positively worded items versus more negatively worded items within a subscale 

may lead to respondent confusion and inconsistency in responses. The findings from the GH IRT model were 

surprising in that no local dependence among items was found, despite two item pairs (11a and 11c, as well as 

11b and 11d) having descriptive statistics and model parameters that were suggestive of local dependence. The 
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discrimination parameters of the negatively worded items in this subscale, however, were so poor that they 

contributed very little to no information in estimating person locations. For the MH subscale, the items with the 

greatest discrimination corresponded with those referring to feeling down in the dumps (item 9c) we well as 

downhearted and depressed (item 9f), both of which more directly ask to what extent someone perceives feeling 

sad or depressed. Interestingly, being nervous (item 9b) was the poorest discriminating item, suggesting that 

nervousness may not correlate as strongly with mental health as the other two items. Contrary to the phenomenon 

observed in the GH subscale, the two items with the poorest discrimination were those that used positive wording 

to refer to mental health (calm and peaceful, or happy), however, the overarching message of these findings 

further lend evidence to the need to be consistent in how the items are worded in their attempt to measure the 

latent trait of interest (i.e., absence or presence of attributes consistent with the construct).  

 In order to evaluate all items contained in the SF-36, additional analyses were conducted to explore the 

feasibility of collapsing the subscales into general physical and mental domains of health (i.e., the Physical-21 

and Mental-14) so that the SF-36 items may be better evaluated in their entirety. Previously, another study simply 

combined all 35 items belonging to one of the eight subscales into one unidimensional scale in a sample of 

opioid-dependent patients. Using Rasch analysis, they found that if three items were removed, the remaining 32 

items could be considered unidimensional (Hsiao, Shih et al. 2015). Our findings did not corroborate those of 

Hsiao and colleagues, which could be due in part to the impact on item parameters by constraining the slope to be 

1.0 versus allowing each item to take on its own slope value. In this study, there was insufficient evidence to 

show unidimensionality of the Physical-21. One of the key causes for concern were the profound differences in 

parameter estimates for individual items evaluated alone in their subscale versus in combination with the other 

items in the Physical-21. This was particularly pronounced in the case of the RP subscale, whose slope 

parameters were much higher when evaluated alone in their own subscale relative to when they were combined 

with other items in the Physical-21. Combining these 21 items into one scale (versus analyzing within individual 

subscales) creates a broader latent construct. In the smaller subscale, there are higher correlations within all items, 

which will drive up the discrimination parameter due to local dependence. With the broader construct, however, 

pockets of high correlations and low correlations are noted instead, which will attenuate the strength of 

correlations across this more diffuse scale, essentially dampening the magnitude of the slope parameters. The 
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same within-subscale local dependence issues noted above for the PF subscale were seen here, as well as 

additional, albeit less pronounced, local dependence between RP and PF subscale items. Ultimately, all of the 

standardized local dependence statistics showed the items to either be locally dependent with one another, or 

without sufficient covariation, with few item pairs demonstrating an appropriate observed to expected 

relationship predicted by the model.  

 There was also little evidence to demonstrate the unidimensionality of the Mental-14. The dampened 

slope parameters noted for items belonging to the RP subscale above in the case of the Physical-21 was also 

noted for the VT subscale for the Mental-14, likely for the same reasons noted above. Interestingly, the two VT 

items not found to exhibit local dependence when evaluated in the individual subscale as described above (feeling 

worn out, and feeling tired) were the two that showed evidence of local dependence in the Mental-14; conversely, 

the other two (feeling full of life, and having a lot of energy) were not locally dependent in the Mental-14 but 

were locally dependent in the individual subscale analysis. All three RE items (cut down on amount of time spent 

on work or other activities, accomplished less than desired, and did work or other activities less carefully than 

usual) exhibited marked signs of local dependence, as did both SF items (physical health or emotional problems 

interfering with normal activities or social activities). Similar to the PF and RP subscale items in the Physical-21 

above, local dependence was also found among VT and MH items. Interestingly, item 9b from the MH subscale 

(feeling very nervous) seemed to be locally dependent with several of the VT items. Its poor performance in the 

MH subscale analyses coupled with this information about the relationship to the VT items suggests it may not be 

specific enough to be an appropriate indicator for mental health. Once again, the assumptions underlying the IRT 

model were not met; as a result, the model results may not be an appropriate representation of actual item 

properties.  

 The software used for the statistical analyses conducted in this study, IRTPRO, provides S-X
2
 item-fit 

diagnostic statistics to determine how well the model-expected proportions of responses match the observed data 

following estimation of the parameters that reduce the residuals as much as possible. Mis-fitting items are  

indicated by a significant p-value. With the exception of the GH subscale, all subscales had at least one item 

whose data did not fit the model well. The lack of a mis-fitting item in the GH subscale was quite surprising in 

light of the two problematic GH items noted above. Along the same line of reasoning, it was also surprising that 



 

Dissertation Kristin M Khalaf  295 

all four items in the RP subscale had significant S-X
2
 values, given that none of the descriptive statistics or 

parameter estimates were suggestive of suboptimal model fit. While a potential limitation of the measurement 

properties of the RP subscale was that all its item thresholds were generally located in the same region and 

therefore not informative at either extreme end of theta, the item discrimination and overall test information was 

fairly high and somewhat consistent across items. These findings are perplexing, since the S-X
2
 statistic has been 

shown to perform well in many different simulated environments with datasets and tests of varying size and 

length, respectively. The inconsistency in the S-X
2
 item-fit statistics relative to the descriptive results and model 

parameter estimates may be due to violations in IRT model assumptions; violations of local independence, for 

example, was found between items in most subscales as well as the Physical-21 and Mental-14. The somewhat 

large sample size could have also resulted in increased sensitivity to this statistic. 

The data for these analyses were obtained from a sample of patients with MS, a population whose 

condition has been shown to have substantial HRQOL impacts (Nortvedt, Riise et al. 1999, Hemmett, Holmes et 

al. 2004, Forbes, While et al. 2006, Khalaf, Coyne et al. 2014, Vitkova, Rosenberger et al. 2014). The results of 

the person location estimates for this sample of MS patients relative to the test information curves yielded several 

interesting findings. Both the PF and RP subscales showed moderate proportions of patients at more extreme ends 

of the latent trait where the test information was substantially lower. Precise person location estimation, 

particularly at the extreme end of lower functioning, is of particular interest for patients with chronic illnesses 

such as MS. Although the PF subscale does contain some less difficult items (e.g., item 3j, bathing and dressing), 

the item discrimination was low and therefore did not inform person location estimation as much as other items 

located towards the middle of the difficulty scale. In the GH subscale there were also many patients outside of the 

range where information was greater than 10, however, this was primarily a function of the items not being very 

informative at all such that information was quite limited across theta. Finally, test information for both VT and 

MH subscales both dropped off at one of the extreme ends of theta: in the case of VT, this drop off was noted at 

lower ability levels, however, for MH it was seen for higher ability levels. If the SF-36 is being administered to 

patients with chronic illnesses, the VT subscale may pose some problems due to its lack of precision for patients 

with lower ability levels. This is particularly relevant in the case of MS, as patients commonly experience fatigue 

(Krupp, Alvarez et al. 1988, Mikula, Nagyova et al. 2015). The SF-36 (version 1) has previously been shown to 
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overestimate mental health in the MH population (Nortvedt, Riise et al. 2000). Indeed, many MS patients were 

located at the upper end of theta for the MH subscale. The drop off in test information at higher ability levels of 

the MH subscale highlights the lack of precision across that particular region of the latent construct. The 

application of Rasch IRT models to the PF subscale of the SF-36 have previously shown that scores produced 

from the Rasch model could be used as an alternative to Likert summative scores and that Rasch-IRT summary 

scores have more precision around extremes of score distribution (Haley, McHorney et al. 1994, McHorney, 

Haley et al. 1997).  

The analyses conducted here are subject to several limitations. Differential item functioning (DIF) is 

often conducted within the IRT framework to detect differences in the probability of response for people from 

different groups (e.g., gender, ethnicity). A study previously conducted in post-stroke patients, MS, and 

amyotrophic lateral sclerosis found the presence of DIF in the PF subscale of the SF-36 between the stroke and 

ALS/MS subgroups (Dallmeijer, de Groot et al. 2007). Given the fairly homogenous nature of our sample which 

was comprised exclusively of MS patients, DIF was not evaluated between any subgroups, however, Dallmeijer 

et al’s findings call for evaluation of DIF when clinically warranted. In addition, only five of the eight SF-36 

individual subscales were evaluated in this study, as IRT analyses for instruments with less than four items may 

be problematic with respect to parameter estimation (Bollen 1989). Seven items across three subscales were not 

analyzed due to this limitation of IRT. Although these items were included in the Physical-21 and Mental-14, 

their parameter estimates may be unreliable in light of the limitations of those particular models noted above. 

Additional exploratory analyses could help to inform whether these seven items could potentially be included in 

another SF-36 subscale. Multidimensional IRT (MIRT) models may also offer a way to further explore the 

dimensionality of the SF-36. Forero and colleagues recently used an IRT confirmatory approach to propose two 

multidimensional measurement models of the Short Form-12 (a shorter version of the SF-36 with only 12 items) 

from which scoring algorithms were produced with psychometric properties that suggested advantages over the 

traditional scoring algorithms to produce the physical and mental component summary scores (Forero, Vilagut et 

al. 2013). Although MIRT was considered to be outside the scope of this study, this presents a promising 

opportunity for future research. 
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Although somewhat recently introduced as a method for evaluation and measurement of PRO measures 

relative to traditional measurement methods, including factor analysis, IRT models confer a key advantage in that 

the model parameters describe how both the level of the latent trait and the item properties are related to a 

person’s item responses, thereby allowing people and items to share same latent metric. The development and 

validation of the SF-36 was based primarily on classical test theory methods and exploratory data reductive 

techniques. The application of more sophisticated IRT methods to this well-established instrument in our analysis 

revealed several limitations, some of which were consistent with findings from other published studies. 

Additional research using other data sources and conducted among other populations that further builds and 

corroborates the existing empirical evidence may ultimately warrant revisiting item and subscale content of the 

SF-36 to further improve upon its ability to capture HRQOL. 
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5 Conclusions  

5.1 Summary of Hypotheses 

The purpose of this research was to evaluate various aspects of reliability and validity of the SF-36 in a 

sample of patients with MS, and to compare and contrast different measurement methods (i.e., CTT, CFA, and 

IRT) for evaluating the instrument. The research project was divided into three main topics. Analyses rooted in 

CTT were conducted and compared to existing MS HRQOL research. CFA and IRT methods were applied to 

learn more about the SF-36 measurement properties, particularly in a sample of patients with MS.  

This first topic employed classical test theory (CTT) methods to evaluate item and subscale properties of 

the SF-36. This included confirmation of the unidimensionality of subscales for those with a sufficient number of 

items for analysis and testing of model fit, as well as an evaluation of their reliability and validity. Validity 

(convergent, discriminant, and known-groups) of the SF-36 in the MS sample was evaluated using additional 

variables available in the dataset as external benchmarks to assess whether the subscales followed expected 

patterns among patients with MS. Internal consistency reliability (Cronbach’s alpha) was reported for the 

subscales as they currently exist. The objectives, hypotheses, and findings for Topic 1 are summarized below in 

Table 5-1. Twelve of the 13 null hypotheses were rejected. All SF-36 subscales evaluated for unidimensionality 

through application of CFA had CFI values greater than 0.90, indicating that the unidimensional model was a 

sufficient fit to the data. With the exception of the GH subscale (Hypothesis 2.4), an internal consistency 

reliability value of 0.80 or greater was met for all eight subscales. 

Table 5-1. Objectives and Associated Hypotheses for Topic 1 

Hypothesis  Null Hypothesis Result 

Objective 1: To evaluate unidimensionality of five SF-36 subscales (PF, RP, GH, MH, VT) administered to a 

sample of patients with MS using confirmatory factor analysis. 
Hypothesis 1.1  H0: The comparative fit index (CFI) of the sample variance-covariance 

matrix (Σ) for the PF subscale relative to the null model is <0.90. 

Reject 

Hypothesis 1.2 H0: The comparative fit index (CFI) of the sample variance-covariance 

matrix (Σ) for the RP subscale relative to the null model is <0.90. 

Reject 

Hypotheses 1.3 H0: The comparative fit index (CFI) of the sample variance-covariance 

matrix (Σ) for the GH subscale relative to the null model is <0.90. 

Reject 

Hypothesis 1.4 H0: The comparative fit index (CFI) of the sample variance-covariance 

matrix (Σ) for the MH subscale relative to the null model is <0.90. 

Reject 

Hypothesis 1.5 H0: The comparative fit index (CFI) of the sample variance-covariance 

matrix (Σ) for the VT subscale relative to the null model is <0.90. 

Reject 

Objective 2. To evaluate the internal consistency reliability of the eight subscales of the SF-36 administered to 
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Hypothesis  Null Hypothesis Result 

a sample of subjects with MS.  
Hypothesis 2.1 H0: The PF subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 
Reject 

Hypothesis 2.2 H0: The RP subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

Hypothesis 2.3 H0: The BP subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

Hypothesis 2.4 H0: The GH subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Fail to reject 

Hypothesis 2.5 H0: The MH subscale of the SF-36 does not exhibit adequate reliability 

in this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

Hypothesis 2.6 H0: The RE subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

Hypothesis 2.7 H0: The SF subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

Hypothesis 2.8 H0: The VT subscale of the SF-36 does not exhibit adequate reliability in 

this sample of patients with MS (Cronbach’s alpha <0.8). 

Reject 

 

The second topic explored different ways to evaluate the factor structure of the SF-36 using both 

exploratory and confirmatory factor analytic models. First, in accordance with the SF-36 developers’ 

recommendations, PCA with orthogonal rotation was applied, followed by PCA using an oblique rotation. Then, 

CFA was applied to test whether items thought to be most strongly associated with physical aspects of health (PF, 

RP, BP, and GH items) and mental aspects of health (MH, RE, SF, and VT items) could each be considered 

unidimensional. Finally, model fit for two alternative higher order factor models (i.e., a second-order factor 

model and bifactor model) was evaluated, along with a comparison in fit between the two. Global and local 

model fit was assessed following all CFA analyses. The objectives, hypotheses, and findings for Topic 2 are 

summarized below in Table 5-2. Four of the five null hypotheses were rejected. Although the Physical-21 was 

considered to be adequately fit to a unidimensional model based on a CFI >0.90, the Mental-14 did not meet this 

criterion. Both second-order factor models of the SF-36 were shown to have adequate model fit (again, by the 

CFI>0.90 criterion), and the bifactor model fit the data significantly better compared to its nested, more 

parsimonious second-order factor model.  

Table 5-2. Objectives and Associated Hypotheses for Topic 2 

Hypothesis  Null Hypothesis Result 

Objective 3: To evaluate unidimensionality of SF-36 items administered to a sample of patients with MS most 

associated with either physical or mental domains of health using confirmatory factor analysis. 
Hypothesis 3.1  H0: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 

items most associated with physical health (i.e., those contained in the PF, 

Reject 
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Hypothesis  Null Hypothesis Result 

RP, BP, and GH subscales) relative to the null model is <0.90. 
Hypothesis 3.2 H0: The CFI of the sample variance-covariance matrix (Σ) for the SF-36 

items most associated with mental health (i.e., those contained in the MH, 

RE, SF, VT subscales) relative to the null model is <0.90. 

Fail to reject 

Objective 4: To evaluate the factor structure of higher-order factor models of the SF-36 administered to a sample of 

subjects with MS using confirmatory factor analysis.    

Hypothesis 4.1 H0: The CFI of the sample variance-covariance matrix (Σ) for a second-order 

factor model of the SF-36 relative to the null model is <0.90. 
Reject 

Hypothesis 4.2 H0: The CFI of the sample variance-covariance matrix (Σ) for a bifactor 

model of the SF-36 relative to the null model is <0.90. 
Reject 

Hypothesis 4.3 H0: There is no difference in the log-likelihood function comparing the 

bifactor model to the reduced second-order factor model. 

Reject 

 

The third topic (Main Topic 3, Section 4) utilized IRT methods to further evaluate item and subscale properties of 

the SF-36. For subscales with a sufficient number of items, a polytomous IRT model was applied to assess 

unidimensionality. Two different graded response models were fit to the SF-36 subscales; one constraining item 

discrimination to be equal, and the other allowing discrimination parameters to vary across items. Model fit was 

compared between these two models to determine to what extent the additional estimated parameters provide 

valuable information in discerning important item properties. The same methods were applied to the group of 

items most strongly associated with physical aspects of health (PF, RP, BP, and GH items) and mental aspects of 

health (MH, RE, SF, and VT items) to evaluate whether these items could collectively be considered 

representative of a unidimensional physical and mental health construct, respectively. The objectives, hypotheses, 

and findings for Topic 3 are summarized below in Table 5-3. Eight of the 14 null hypotheses were rejected. In all 

cases the traditional graded response model fit the data significantly better than the slope-constrained graded 

response model. With the exception of the GH subscale, however, all of the subscales as well as the Physical-21 

and Mental-14 had at least one mis-fitting item as indicated by a significant S-X
2 
statistic value.  

Table 5-3. Objectives and Associated Hypotheses for Topic 3 

Hypothesis Null Hypothesis Result 

Objective 5: To compare goodness of fit between a traditional graded response model and a nested version in which item 

discrimination is constrained across each of the following subscales: PF, RP, GH, MH, and VT.  
Hypothesis 5.1 H0: There is no difference in the log-likelihood function for the PF subscale 

between the traditional graded response model and the reduced model. 
Reject 

Hypothesis 5.2 H0: There is no difference in the log-likelihood function for the RP subscale 

between the traditional graded response model and the reduced model. 
Reject 

Hypothesis 5.3 H0: There is no difference in the log-likelihood function for the GH subscale 

between the traditional graded response model and the reduced model. 
Reject 

Hypothesis 5.4 H0: There is no difference in the log-likelihood function for the MH subscale 

between the traditional graded response model and the reduced model. 
Reject 
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Hypothesis Null Hypothesis Result 

Hypothesis 5.5 H0: There is no difference in the log-likelihood function for the VT subscale 

between the traditional graded response model and the reduced model. 
Reject 

Objective 6: To compare goodness of fit between a traditional GRM and a nested version in which item discrimination is 

constrained across SF-36 items most associated with either physical or mental domains of health administered to a 

sample of patients with MS. 

Hypothesis 6.1 H0: There is no difference in the log-likelihood function for the SF-36 items 

most strongly associated with physical health (i.e., those contained in the PF, 

RP, BP, and GH subscales) between the traditional GRM and the reduced 

model.  

Reject  

Hypothesis 6.2 H0: There is no difference in the log-likelihood function for the SF-36 items 

most strongly associated with mental health (i.e., those contained in the MH, 

RE, SF, VT subscales) between the traditional GRM and the reduced model.  

Reject 

Objective 7: To evaluate item fit in the PF, RP, GH, MH, and VT subscales of the SF-36 in a sample of patients with MS 

using item response theory.  
Hypothesis 7.1 H0: At least one of the ten items within the PF subscale  of the SF-36 did not 

fit the  unidimensional graded response model (GRM) well (S-X
2
 statistic p-

value<0.05 for at least one item).  

Fail to reject 

Hypothesis 7.2 H0: At least one of the four items within the RP subscale  of the SF-36 did 

not fit the  unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at 

least one item).  

Fail to reject 

Hypothesis 7.3 H0: At least one of the five items within the GH subscale  of the SF-36 did 

not fit the  unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at 

least one item).  

Reject 

Hypothesis 7.4 H0: At least one of the five items within the MH subscale  of the SF-36 did 

not fit the  unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at 

least one item).  

Fail to reject 

Hypothesis 7.5 H0: At least one of the four items within the VT subscale  of the SF-36 did 

not fit the  unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at 

least one item).  

Fail to reject  

Objective 8: To evaluate item fit of SF-36 items associated with either physical or mental domains of health in a sample of 

patients with MS using item response theory. 

Hypothesis 8.1 H0: At least one of the 21 SF-36 items most strongly associated with 

physical health (i.e., those contained in the PF, RP, BP, and GH subscales) 

did not fit the unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at 

least one item).  

Fail to reject 

Hypothesis 8.2 H0: At least one of the 14 SF-36 items most strongly associated with mental 

health (i.e., those contained in the MH, RE, SF, VT subscales) did not fit the  

unidimensional GRM well (S-X
2
 statistic p-value<0.05 for at least one item).  

Fail to reject 

 

5.2 Discussion and Recommendations 

The purpose of this research was to provide a better understanding of the performance of the SF-36 on an 

item, subscale, and higher-order factor structure level, using different types of statistical methods. The results 

from the multitude of analyses that were conducted yielded interesting findings beyond the outcomes of the pre-

specified hypotheses, particularly when comparing the overall conclusions resulting from each of the three main 

topics. Many of the analyses were descriptive in nature (e.g., multi-trait/multi-item correlation matrices, principal 

components analysis). While these are informative and help the researcher become more familiar with the data, 

they do not allow for the critical evaluation of the items or their structure with respect to the latent trait of interest. 
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The use of confirmatory factor analysis and item response theory methods allowed us to fit the data to pre-

specified measurement models and evaluate item properties within their constraints. The SF-36 (both version 1 

and version 2) is so ubiquitous in the clinical, social, and behavioral research space that it should be evaluated 

using more than just exploratory methods. Nevertheless, one of the key issues noted for the SF-36 within this 

sample of MS patients was the substantially smaller proportion of variance (54%) explained by the first two 

components in the orthogonal PCA that was conducted relative to the findings of Ware and colleagues (greater 

than 80%) (Ware 2007). The analysis conducted by Ware et al. is the rationale and justification for the creation of 

the two component summary scores for the SF-36, the PCS and the MCS. Results from this study suggest that 

aggregating patient scores into the PCS and MCS may result in an unacceptable loss of information, and that 

evaluating the data at a subscale level may be more appropriate. 

With exception of the CFAs conducted, the analyses and resulting conclusions emerging from the first 

topic (i.e., largely descriptive and rooted in classical test theory) are based on simple summed scale scores.  

Results of the CFA and IRT models conducted within the scope of this research showed a lack of tau-equivalence 

across items within some of the subscales, denoted by the differences in magnitude of factor loadings and slope 

parameters for the CFA and IRT models, respectively. This calls into question the appropriateness of simple 

summation and transformation to obtain SF-36 subscale scores, and the use of Cronbach’s alpha to evaluate 

internal consistency reliability. Cronbach’s alpha is perhaps the most commonly reported measurement statistic 

among literature evaluating measurement properties of various questionnaires. It is often used to establish 

whether a scale in question is internally consistent, or group together as a single construct (i.e., to what extent the 

results for different items within the same construct are consistent with one another). This statistic is significantly 

limited in that it is sample- and test-dependent, assumes tau-equivalence across all items included in a given 

scale, and does not indicate whether items in a scale are locally dependent with one another. In addition, its value 

is directly related to the number of items included in a scale, such that scales with larger numbers of items will 

have higher values, regardless of item quality. All tested scales in this study, except for the GH subscale, met the 

reliability threshold of 0.80. Coefficient alpha for GH was 0.77. Although this was below the 0.80 threshold 

imposed in this study, it was still above 0.70, a minimum reliability level that has been specified as adequate for 

group-level comparisons (Cronbach 1951, Helmstadter 1964). A researcher who limits their analyses to 
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Cronbach’s alpha without further evaluating each item’s relationship to the latent trait is at risk of making 

erroneous conclusions about their data, particularly if items are not tau-equivalent, and if there is redundancy of 

item content within a scale. Although caution in interpreting some of the item- and subscale-level properties 

reported in Topic 1 is warranted, the use of external benchmarks to evaluate validity of the subscales (e.g., 

convergent/discriminant, known-groups validity) remains critically important to ensure that the instrument is 

clinically relevant. These type of analyses typically resonate best with the clinical audience and help to 

demonstrate the utility of using these types of questionnaires in clinical practice.  

CFA and IRT both provided important and somewhat complementary information about the 

measurement properties of the SF-36. The IRT analyses provided the most helpful item-level diagnostics to easily 

pinpoint problematic aspects of the SF-36. Differences in slope parameters across items explicitly indicated a lack 

of tau-equivalence and were incorporated into person location estimation (person “scores”) such that less 

informative items contributed less to determining a person’s ability level along theta relative to more informative 

items. Model fit for all subscales was significantly improved when the slope parameter was freely estimated for 

each item. Given that the majority of the literature evaluating patient-reported outcome measures applies Rasch 

models to the data, our findings show that this assumption of tau-equivalence should be tested before a Rasch 

model is applied, and only items with similar discrimination parameters should be included in the questionnaire.  

Local dependence was easily identified through the use of diagnostic statistics readily available in IRTPRO, the 

statistical software used for these analyses. A number of subscales were shown to contain locally dependent 

items. Local dependence will lead to distorted model parameters, artificially inflated Cronbach’s alpha estimates, 

and traditional summed subscale scores that are weighted more by item redundancy versus item quality. Finally, 

IRT model slope parameters taken in conjunction with the threshold parameters are able to point to the specific 

location along the latent trait where the item is more or less informative and compare it to the ability levels for a 

given sample in which the scale is being administered. The SF-36 is purported to be appropriate for use in many 

different populations comprised of subjects with varying ability levels. An instrument able to capture accurate 

scores in this manner would contain items with high levels of information across the entire span of theta such that 

all ability levels are represented along the latent construct of interest. Although the local dependence issues for 
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some of the subscales likely distorted the IRT model results at least to some extent, findings for the subscales 

without local dependence indicated some gaps in the ability of the SF-36 to accurately estimate person scores.   

The CFAs that were conducted as part of this research did not appear to be as sensitive to local 

dependence problem as the IRT diagnostics. Residual correlations greater than |0.20| were used as an indicator for 

local dependence. Whereas all but the RP and GH subscales showed some local dependence among items in 

IRTPRO, in the CFA framework none of the subscales exhibited any local dependence problem. Both 

measurement models showed significant local dependence issues for both the Physical-21 and Mental-14. 

Another limitation of CFA is that although each item has its own discrimination parameter (i.e., factor loading), 

item discrimination does not vary across theta and the items are assumed to be equally informative across the 

latent trait. CFA, however, lends itself very nicely to the use of structural equation modeling methods to evaluate 

the higher-order factor structure of the SF-36. One critical finding coming out of the unidimensional and multi-

dimensional analyses was the value of allowing subscales and higher order factors to covary. Although the CFIs 

for all but one of the models (Mental-14) met the 0.90 criterion, many of the RMSEAs for the unidimensional 

models covered in Topic 1 were unacceptably high (up to 0.426 for the VT subscale). Upon creating more 

complicated models based upon the hypothesized structure of the SF-36 and introducing subscale or second-order 

factor covariance, the RMSEAs dropped substantially, indicating that perhaps these items perform better 

collectively when their higher-order factors are allowed to covary. Of note, although the bifactor model did not 

have the most optimal fit statistics compared to the other higher-order factor models tested, the output it produced 

was very informative, as it identified which items clearly “belonged” to a subscale, and which items instead 

loaded onto the general factor, which we assumed to be HRQOL. This type of information may be helpful in 

determining the strengths and weaknesses of an instrument’s measurement model to help inform ways to improve 

upon it. 

In addition to the topic-specific limitations outlined in Chapters 2, 3, and 4, the greatest limitation for the 

research as a whole was that the SF-36 was analyzed in its current form and the data interpreted accordingly. In 

light of the large number of pre-specified analyses, no deviations beyond those analyses were further explored. 

The research was deliberately conducted in this manner both to keep the scope manageable, and in recognition of 

the fact that the SF-36 is a very well-established instrument where deviations are likely to be subject to 
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substantial criticism that must be readily defended. As a result, in spite of some recurring problematic themes that 

emerged from certain items and subscales across the three topics, no adjustments were made to see if certain 

modifications to the SF-36 resulted in improvements to items, subscales, or the instrument as a whole. Table 5-4 

outlines some of the more commonly recurring issues that may be further explored for future research, some of 

which would require further qualitative research. Of note, the RE, SF, and BP subscales were not evaluated as 

comprehensively as the remaining subscales so recommendations below do not include any items from these 

subscales.  

Table 5-4. Suggestions for Future Evaluation of the SF-36 

Item/Subscale Issue Suggestion for Future Research 

Physical 

Functioning  

Several items suggest local dependence  Test impact of removing items that seem to be 

locally dependent with other items 

Item 3j. Bathe or 

dress (Physical 

Functioning) 

Not very discriminating  Add other items that are not as easy as 3j but still 

somewhat easy; replace with another item 

hypothesized to be more discriminating but still 

on lower ability level of theta 

Role Physical All items very similar to one another with 

respect to difficulty and discrimination 

Replace/add additional items that tap into lower 

and higher RP-related ability levels 

Vitality The pair of positively worded items performs 

worse than the pair of negatively worded items 

(each pair is suggestive of local dependence in 

some cases) 

Replace positively worded items with other items 

that relate to different aspects of vitality 

9b. Nervous 

(Mental Health) 

Does not seem to relate to construct as strongly 

as the rest of the items 

Remove; replace with item more relevant to 

mental health 

Mental Health The pair of positively worded items performs 

worse than the pair of negatively worded items 

(each pair is suggestive of local dependence in 

some cases) 

Replace positively worded items with other items 

that relate to different aspects of mental health 

General Health The pair of negatively worded items has very 

poor discrimination and performs worse than the 

pair of positively worded items (each pair is 

suggestive of local dependence in some cases) 

Replace negatively worded items with other items 

that relate to different aspects of general health 

   

 The methods applied to the SF-36 dataset are all to some extent inter-related and, at the most basic level, 

aim to describe response patterns to evaluate whether items in the SF-36 are appropriate indicators of a latent 

construct that cannot directly be measured. Responses to patient-reported outcome measures have traditionally 

been summed and transformed to an easily interpretable scale (e.g., 0 to 100) to obtain a respondent’s “ability 

level”. The research conducted here has demonstrated that not all items are necessarily created equal, and that 

simple summed scoring may not accurately capture whatever aspect of health status one is trying to measure. The 

somewhat recent introduction of more sophisticated measurement methods and the accompanying software to 
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help analyze and interpret the output should be more readily utilized. Finally, version 1 of the SF-36 was 

developed approximately 30 years ago, and version 2 introduced nearly two decades ago. The field of 

measurement has become more advanced since its original development. It could be argued that if some of the 

findings described in the previous chapters been revealed today, it may have led to substantial modifications of 

the SF-36 due to the existing versions of the instrument not meeting current measurement benchmarks. Although 

the results here only come from one sample of patients with a very specific autoimmune disease, the 

measurement properties of the SF-36 should be further evaluated and scrutinized using appropriate measurement 

methods. In the event that the same issues are consistently found, the developers should be open to modifications 

that could substantially improve upon the current format and structure of the SF-36.  
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6 Appendices  

 

6.1 Short Form 36 Version 2 Health Survey 

This survey asks about your health, feelings about your health, and healthcare.  

Some of the questions may seem repetitive, however, please answer all questions to 

the best of your ability.  All responses will be kept confidential and anonymous. 

For each of the following questions, please select the one box that best describes 

your answer. 

1. In general, would you say your health is: 

Excellent Very good Good Fair Poor 

     

  1  2  3  4  5 

 

2. Compared to one year ago, how would you rate your health in general 

 now? 

 

Much 

better 

now than 

one year ago 

Somewhat 

better now 

than one year 

ago 

About the 

same as 

one year ago 

Somewhat 

worse now 

than one year 

ago 

Much 

worse 

now than 

one year ago 

     

 1  2  3  4  5 
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3. The following questions are about activities you might do during a typical 

day.  Does your health now limit you in these activities?  If so, how much? 

  Yes, 

limited 

a lot 

Yes, 

limited 

a little 

No, not 

limited 

at all 

 

   

 

 a  Vigorous activities, such as running, lifting  

 heavy objects, participating in strenuous  

 sports ................................................................  ........................... 1 ..................... 2 ............. 3 

 

b   Moderate activities, such as moving a table,  

  pushing a vacuum cleaner, bowling, or  

 playing golf ...................................................... 1 ..................... 2 ..................... 3 

 

c   Lifting or carrying groceries .................................. 1 ..................... 2 ..................... 3 

 

d  Climbing several flights of stairs ............................ 1 ..................... 2 ..................... 3 

 

e  Climbing one flight of stairs ................................... 1 ..................... 2 ..................... 3 

 

f  Bending, kneeling, or stooping ............................... 1 ..................... 2 ..................... 3 

 

g Walking more than a mile ...................................... 1 ..................... 2 ..................... 3        

 

h Walking several hundred yards .............................. 1 ..................... 2 ..................... 3        

 

i Walking one hundred yards .................................... 1 ..................... 2 ..................... 3        

 

j  Bathing or dressing yourself ................................... 1 ..................... 2 ..................... 3        
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4. During the past 4 weeks, how much of the time have you had any of the 

following problems with your work or other regular daily activities as a 

result of your physical health? 
 All 

of the 

time 

Most 

of the 

time 

Some 

of the 

time 

A 

little of 

the time 

None 

of the 

time 

 

     

a  Cut down on the amount of time you spent  

on work or other activities ........................................... 1 .......... 2 .......... 3 ........... 4 .......... 5 

b  Accomplished less than you would like ................... 1 .......... 2 .......... 3 ........... 4 .......... 5 

 

c  Were limited in the kind of work or other  

    activities .................................................................. 1 .......... 2 .......... 3 ........... 4 .......... 5 

d  Had difficulty performing the work or other  

  .................................................................................... activities (for example, it took extra effort) 

 1 .................................................................................. 2 .......... 3 .......... 4 ........... 5 

 

5. During the past 4 weeks, how much of the time have you had any of the 

following problems with your work or other regular daily activities as a result of 

any emotional problems (such as feeling depressed or anxious)? 

 All 

of the 

time 

Most 

of the 

time 

Some 

of the 

time 

A 

little of 

the time 

None 

of the 

time 

 
     

a  Cut down on the amount of time you spent  

 ................................................................................... on work or other activities ........ 1 .......... 2

 3 ................................................................................ 4 ........... 5 ..........  ................  

b  Accomplished less than you would like ................. 1 ........... 2 .......... 3........... 4 .......... 5  
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c  Did work or other activities less carefully  

 ................................................................................... than usual 1 .......... 2........... 3 .......... 4

 5 .................................................................................  

6. During the past 4 weeks, to what extent has your physical health or 

emotional problems interfered with your normal social activities with family, 

friends, neighbors, or groups? 

Not at all Slightly Moderatel

y 

Quite a bit Extremely 

     

 1  2  3   4  5 

7. How much bodily pain have you had during the past 4 weeks? 

None Very mild Mild Moderate Severe Very 

Severe 

      

 1  2  3  4  5  6 

8. During the past 4 weeks, how much did pain interfere with your normal 

work (including both work outside the home and housework)? 

Not at all A little bit Moderatel

y 

Quite a bit Extremely 

     

 1  2  3  4  5 

9. These questions are about how you feel and how things have been with you 

during the past 4 weeks.  For each question, please give the one answer that comes 
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closest to the way you have been feeling.  How much of the time during the past 4 

weeks... 

 All 

of the 

time 

Most 

of the 

time 

Som

e of the 

time 

A 

little of 

the time 

None 

of the 

time 

 

     

 

a   .............................................................................. Did you feel full of life? .............. 1 ........... 2 3 4 5  

b  Have you been very nervous? .............................. 1 ........... 2 ............ 3 ........... 4 ........... 5 

c  Have you felt so down in the dumps  

 ................................................................................. that nothing could cheer you up? 1 ........... 2 3 4 5  

d  Have you felt calm and peaceful? ........................ 1 ........... 2 ............ 3 ........... 4 ........... 5  

 

e  Did you have a lot of energy? ............................... 1 ........... 2 ............ 3 ........... 4 ........... 5  

 

f  Have you felt downhearted and  

 ................................................................................. depressed? 1 ............ 2 ........... 3 ........... 4 5  

 
g  Did you feel worn out? ......................................... 1 ........... 2 ............ 3 ........... 4 ........... 5  

 

h  Have you been happy? ......................................... 1 ........... 2 ............ 3 ........... 4 ........... 5  

 

i  Did you feel tired? ................................................ 1 ........... 2 ............ 3 ........... 4 ........... 5  

10. During the past 4 weeks, how much of the time has your physical health  or 

emotional problems interfered with your social activities (like visiting friends, 

relatives, etc.)? 

All of the 

time 

Most of 

the 

time 

Some of 

the 

time 

A little of 

the time 

None of 

the 

time 

     

 1  2  3   4  5 
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11.   How TRUE or FALSE is each of the following statements for you? 

 Defini

tely true 

Mostl

y true 

Don't 

know 

Mostl

y false 

Defini

tely false 

 

     

a  I seem to get sick a little easier  

 than other people ................................... 1 .............. 2 ............ 3 ............. 4 ............. 5   

b  I am as healthy as anybody I know ....... 1 .............. 2 ............ 3 ............. 4 ............. 5 

c  I expect my health to get worse ............. 1 .............. 2 ............ 3 ............. 4 ............. 5  

d  My health is excellent ........................... 1 .............. 2 ............ 3 ............. 4 ............. 5  

THANK YOU FOR COMPLETING THESE QUESTIONS! 
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6.2 Short Form 36 version 2 Health Survey Scoring Procedures 

The SF-36® Health Survey represents eight of the most important health concepts included in the MOS and 

other widely used health surveys.  A product of several years of measurement development, it has become one of 

the most commonly used generic measures for health-related quality of life (Hays et al., 1993; J. E. Ware Jr & 

Sherbourne, 1992).  It is comprised of eight scales (36 items total) that include physical functioning, role-

physical, bodily pain, general health, vitality, social functioning, role-emotional, and mental health, and is based 

on a fourweek recall period.  These eight domains were derived from a group of 40 concepts captured in the MOS 

(A. L. Stewart & Ware, 1992).  The SF-36® is suitable for self-administration and for computer administration to 

anyone over 14 years of age, and has been used successfully in general population surveys as well as in patients 

with specific diseases.   

This study will use the second version of the SF-36 (SF-36v2®), which is the most recent version of the 

Health Survey and considered to be an improved version of the original version.  Relative to the original SF-36® 

Health Survey, the SF-36v2® has incorporated improved item instructions, improved layout of questions and 

answers, increased comparability in relation to translations and cultural adaptations, and enhanced response sets 

for the role-physical, role-emotional, mental health, and vitality Scales.  Further, the norm-based scoring 

algorithms make it possible to compare results across both versions of the SF-36® Health Surveys.  Using norm-

based scoring, the health domain scales and component summary measures all have a mean of 50 and a standard 

deviation of 10, based on the results from a large sample of the US general population.  It will be scored 

according to the recommendations provided in the User’s Manual (J. E. Ware et al., 2007).  This process involves 

recoding item response values to determine health domain scale raw scores, followed by a transformation of each 

health domain’s raw score to 0 to 100 scores.  Finally, these scores are transformed to norm-based scores.  Two 

summary scores can be derived from the norm-based scores of the domains: the Physical Component Scale score 

(PCS) and the Mental Component Scale score (MCS).  The PCS and MCS scores range from 1 to 100, with 

higher scores indicating better functioning.  Both scores are norm-based, with a mean of 50 and a standard 

deviation of 10.  Thus, scores above 50 suggest better physical or mental health, and scores below 50 suggest 

worse physical and mental health than the general population(J. E. Ware et al., 2007).    

In this study, the SF-36v2® will be used to assess general HRQL, and will compare HRQL in MS patients 

among the urinary symptom groups.  To differentiate between an important score difference and a trivial 

difference between the urinary symptom groups, the minimally important difference (MID) for both the PCSS 

and MCS will be defined as 3 points in accordance with the user’s manual.  Detailed scoring procedures are 

described below:  

Step 1: Data Entry 

Items with out-of-range response value caused by data entry errors will be treated as missing data.  If items 

are left blank, the Half-Scale Rule will be utilized, which states that the score should be calculated if the 

respondent answers at least 50% of the items in a multi-item scale.  Here, the missing item data will be estimated 

based on the individual’s responses to the average score of the completed items in the same scale (Ware, Davies-

Avery, & Brook, 1980).  If the respondent does not answer at least 50% of the items, then the score for that scale 

will be considered missing.  If any one of the eight health domain scale scores is missing, the PCS and MCS 

measures cannot be scored and will therefore remain missing.     

Step 2: Recoding Item Response Values 

Final item response values, or scores, will be derived in order to calculate the raw scale score for each 

domain.  The table below outlines how each health domain scale should be scored, and contain a table outlining 

the response choice for the items comprising a particular scale, the precoded response values for each item within 

that scale, and the final response values that should be used to generate a score.   

 

Item Responses and Scoring Information for each Scale 

Physical Functioning (PF) Scale: Items 3a – 3j (10 items total) – SF_Q3a-j 

Response Choices Precoded Response Value Final Response Value 

Yes, limited a lot 

Yes, limited a little 

No, not limited at all 

1 

2 

3 

1 

2 

3 

Role Physical (RP) Scale: Items 4a – 4d (4 items total) – SF_Q4a-d  
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Response Choices Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

1 

2 

3 

4 

5 

Bodily Pain (BP) Scale: Items 7 and 8 (2 items total) 

- Scoring for Item 7 (SF_Q7) 

Response Choices Precoded Response Value Final Response Value 

None 

Very mild 

Mild 

Moderate 

Severe 

Very severe 

1 

2 

3 

4 

5 

6 

6.0 

5.4 

4.2 

3.1 

2.2 

1.0 

Bodily Pain (BP) Scale: Items 7 and 8 (2 items total) 

- Scoring for Item 8 if both 7 and 8 are answered (SF_Q8) 

Response Choices If Item 8 Precoded 

Response Value 

And Item 7 

Precoded Response 

Value 

Then Final 

Response Value 

Not at all 

Not at all 

A little bit 

Moderately 

Quite a bit 

Extremely 

1 

1 

2 

3 

4 

5 

1 

2through 6 

1 through 6 

1 through 6 

1 through 6 

1 through 6 

6 

5 

4 

3 

2 

1 

Bodily Pain (BP) Scale: Items 7 and 8 (2 items total) 

- Scoring for Item 8 if item 7 is not answered (SF_Q8) 

Response Choices Precoded Response Value Final Response Value 

Not at all 

A little bit 

Moderately 

Quite a bit 

Extremely 

1 

2 

3 

4 

5 

6.0 

4.75 

3.5 

2.25 

1.0 

General Health (GH) Scale: Items 1 and 11a – 11d (5 items total) 

(GH Scale should be considered missing if fewer than 3 items have been answered) 

Item 1 (SF_Q1) Response 

Choices 

Precoded Response Value Final Response Value 

Excellent 

Very good 

Good 

Fair  

Poor 

1 

2 

3 

4 

5 

5.0 

4.4 

3.4 

2.0 

1.0 

Items 11a (SF_Q11a) and 

11c (SF_Q11c) Response 

Choices 

Precoded Response Value Final Response Value 

Definitely true  

Mostly true 

Don’t know 

Mostly false 

Definitely false 

1 

2 

3 

4 

5 

1 

2 

3 

4 

5 

Items 11b (SF_Q11b) and 

11d (SF_Q11d) Response 

Precoded Response Value Final Response Value 
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Choices 

Definitely true 

Mostly true 

Don’t know 

Mostly false 

Definitely false 

1 

2 

3 

4 

5 

5 

4 

3 

2 

1 

Vitality (VT) Scale: Items 9a, 9e, 9g, 9i 

(VT Scale should be considered missing if fewer than 2 items are answered) 

Items 9a (SF_Q9a) and 9e 

(SF_Q9e) Response Choices 

Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

5 

4 

3 

2 

1 

Items 9g (SF_Q9g) and 9i 

(SF_Q9i) Response Choices 

Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

1 

2 

3 

4 

5 

Social Functioning (SF) Scale: Items 6 and 10 

(Substitute a missing final response value with the final response value for the completed item if 

only one item is answered) 

Item 6 – SF_Q6 

Response Choices 

Precoded Response Value Final Response Value 

Not at all 

A little bit 

Moderately 

Quite a bit 

Extremely 

1 

2 

3 

4 

5 

5 

4 

3 

2 

1 

Item 10 – SF_Q10 Response 

Choices 

Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

1 

2 

3 

4 

5 

Role Emotional (RE) Scale: Items 5a through 5c – SF_Q5a-c 

(RE Scale should be considered missing if fewer than 2 items have been answered) 

Response Choices Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

1 

2 

3 

4 

5 

Mental Health (MH) Scale: Items 9b, 9c, 9d, 9f, 9h 

Items 9b (SF_Q9b), 9c 

(SF_Q9c), 9f (SF_Q9f)  

Response Choices 

Precoded Response Value Final Response Value 

All of the time 

Most of the time 

1 

2 

1 

2 
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Some of the time 

A little of the time 

None of the time 

3 

4 

5 

3 

4 

5 

Items 9d (SF_Q9d), 9h 

(SF_Q9h) Response Choices 

Precoded Response Value Final Response Value 

All of the time 

Most of the time 

Some of the time 

A little of the time 

None of the time 

1 

2 

3 

4 

5 

5 

4 

3 

2 

1 

Reported Health Transition (HT) Scale: Item 2 

(does not require coding – not scored as part of any scale or measure – treat as ordinal data to 

analyze the percentage of respondents who select each response) 

Item 2 (SF-Q2) Response 

Choices 

Precoded Response Value Final Response Value 

Much better now than 1 year 

ago 

Somewhat better now than 1 

year ago 

About the same as 1 year ago 

Somewhat worse now than 1 

year ago 

Much worse now than 1 year 

ago 

1 

 

2 

 

3 

4 

 

5 

1 

 

2 

 

3 

4 

 

5 

   

Step 3: Determining Health Domain Scale Total Raw Scores 

After all the items have been recoded, items within each health domain scale are added up to obtain the raw 

score of each health domain scale.  The table below shows the minimum and maximum values of the raw scores, 

as well as the total raw score range:  

 

Scale Min, Max (Raw Score 

Totals) 

Range (Raw Score Range) 

Physical Functioning 10, 30 20 

Role-Physical 4, 20 16 

Bodily Pain 2, 12 10 

General Health 5, 25 20 

Vitality 4, 20 16 

Social Functioning 2, 10 8 

Role-Emotional 3, 15 12 

Mental Health 5, 25 20 

 

Step 4: Transformation of Health Domain Scale Total Raw Scores to 0-100 Scores 

The following equation is used to transform each scale’s* total raw scale score to a 0 – 100 scale score:  

Transformed Scale Score =   (Actual raw score – lowest possible raw score) X 100 

                                                           Possible raw score range 

* the Reported HT item does not have a raw or transformed scale score.   

Step 5a: Transformation of Health Domain Scale 0 – 100 Scores to Norm-Based Scores 

This step standardizes the eight health domain scales to norm-based scores using a T-score transformation so 

that scores can be meaningfully compared across domains and be directly interpreted in relation to the 

distribution of scores in the 1998 US general population.   
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First, a linear z-score transformation is used so that all eight health domain scales have a mean of 0 and a 

standard deviation of 1 in the 1998 US general population:  

Domain Scale = (Domain Scale Score – mean)/Standard Deviation 

PFz = (PF – 83.29094)/23.75883 

RPz = (RP – 82.50964)/25.52028 

BPz = (BP – 71.32527)/23.66224 

GHz = (GH – 70.84570)/20.97821 

VTz = (VT – 58.31411)/20.01923 

SFz = (SF – 84.30250)/22.91921 

REz = (RE – 87.39733)/21.43778 

MHz = (MH – 74.98685)/17.75604 

Next, the z-scores are transformed to norm-based scores by multiplying each z-score by 10 and adding 50 to 

the resulting product.  Calculation of the norm-based PF score is provided below as an example:  

 

Norm-based PF = 50 + (PFz x 10) 

 

Step 6: Scoring the Physical and Mental Component Summary Measures 

First, aggregate scores for the physical and mental components are computed from the 1990 US general 

population’s factor score coefficients and the z-scores previously computed for each of the eight health domain 

scales:  

Aggregate PCS = (PFz x 0.42402) + (RPz x 0.35119) + (BPz x 0.31754) + (GHz x 0.24954) + (VTz x 

0.02877) + (SFz x -0.00753) + (REz x -0.19206) + (MHz x -0.22069) 

Aggregate MCS = (PFz x -0.22999) + (RPz x -0.12329) + (BPz x -0.09731) + (GHz x -0.01571) + (VTz x 

0.23534) + (SFz x 0.26876) + (REz x 0.43407) + (MHz x 0.48581) 

 

Finally, the aggregate component scores are converted to a norm-based T-score by multiplying each 

aggregate component scale score by 10 and adding 50 to the resulting product:  

 

Norm-based PCS = 50 + (Aggregate PCS x 10) 

Norm-based MCS = 50 + (Aggregate MCS x 10) 
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6.3 Patient Determined Disease Steps (PDDS) 

Please read the choices listed below and choose the one that best describes your own situation.  

This scale focuses mainly on how well you walk.  Not everyone will find a description that reflects 

their condition exactly, but please select the one category that describes your situation the closest. 

  Normal: I may have some mild symptoms, mostly sensory due to MS but they do not limit my 

activity.  If I do have an attack, I return to normal when the attack has passed. 

  Mild Disability: I have some noticeable symptoms from my MS but they are minor and have 

only a small effect on my lifestyle. 

  Moderate Disability:Idon’thaveanylimitationsin my walking ability.  However, I do have 

significant problems due to MS that limit my daily activities in other ways. 

  Gait Disability: MS does interfere with my activities, especially my walking.  I can work a full 

day, but athletic or physically demanding activities are more difficult than they used to be.  I usually 

don’tneedacaneorotherassistancetowalk,butImightneedsomeassistanceduringanattack. 

  Early Cane: I use a cane or a single crutch or some other form of support (such as touching a 

wallorleaningonsomeone’sarm)forwalkingallthetimeorpartofthetime,especiallywhenwalking

outside.  I think I can walk 25 feet in 20 seconds without a cane or crutch.  I always need assistance 

(cane or crutch) if I want to walk as far as 3 blocks. 

  Late Cane: To be able to walk 25 feet, I have to have a cane, crutch, or someone to hold onto.  

I can get around the house or other buildings by holding onto furniture or touching the walls for support.  

I may use a scooter or wheelchair if I want to go greater distances. 

  Bilateral Support: To be able to walk as far as 25 feet I must have 2 canes or crutches or a 

walker.  I may use a scooter or wheelchair for longer distances. 

  Wheelchair/Scooter: My main form of mobility is a wheelchair.  I may be able to stand and/or 

takeoneortwosteps,butIcan’twalk25feet,evenwithcrutchesorawalker. 

  Bedridden: Unable to sit in a wheelchair for more than one hour.   
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6.4 Overactive Bladder Questionnaire – Short Form (OAB-q SF) 

This questionnaire asks about how much you have been bothered by selected bladder symptoms during the 

past 4 weeks. Please select the box that best describes the extent to which you were bothered by each symptom 

during the past 4 weeks. There are no right or wrong answers. Please be sure to answer every question. 

 

During the past 4 weeks, how 

botheredwereyouby… 

Not 

at all 

A 

little bit 

So

me-

what 

Qui

te a bit 

A 

great 

deal 

A 

very 

great 

deal 

1. An uncomfortable urge to urinate  
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

2.  A sudden urge to urinate with 

little or no warning? 
  

1 

 

  
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

3.  Accidental loss of small amounts 

of urine? 
  

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

4.  Nighttime urination?   
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

5.  Waking up at night because you 

had to urinate? 
  

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

6.  Urine loss associated with a 

strong desire to urinate? 
  

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 
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For the following questions, please think about your overall bladder symptoms in the past 4 weeks and how 

these symptoms have affected your life. Please answer each question about how often you have felt this way to 

the best of your ability. Please select the box that best answers each question. 

 

During the past 4 weeks, how often 

haveyourbladdersymptoms… 

None 

of the 

time 

A 

little of 

the time 

So

me of 

the 

time 

A 

good bit 

of the 

time 

Mo

st of 

the 

time 

All 

of the 

time 

1. Caused you to plan "escape routes" to 

restrooms in public places? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

2.  Made you feel like there is something 

wrong with you? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

3.  Interfered with your ability to get a 

good night's rest? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

4.  Made you frustrated or annoyed about 

the amount of time you spend in the 

restroom? 

 
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

5.  Made you avoid activities away from 

restrooms (i.e., walks, running, hiking)? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

6.  Awakened you during sleep?  
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

7.  Caused you to decrease your physical 

activities (exercising, sports, etc.)? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

8.  Caused you to have problems with 

your partner or spouse? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

9.  Made you uncomfortable while 

traveling with others because of needing to 

stop for a restroom? 

 
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

10.  Affected your relationships with 

family and friends? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

11.  Interfered with getting the amount of 

sleep you needed? 
 

1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 

 

12.  Caused you embarrassment?  
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 
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13.  Caused you to locate the closest 

restroom as soon as you arrive at a place 

you've never been? 

 
1 

 

 
2 

 

 
3 

 

 
4 

 

 
5 

 

 
6 
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6.5 Work Productivity and Activity Impairment Questionnaire, General Health 

Problems (WPAI: GH) 

 

The following questions ask about the effect of your health problems on your ability to work and 

perform regular activities. By health problems we mean any physical or emotional problem or symptom.  

 

1. Are you currently employed (working for pay)?    _____ NO ___ YES 

 [If NO, check “NO” and skip to question 6.] 

The next questions are about the past seven days, not including today. 

 

2. During the past seven days, how many hours did you miss from work because of your health 

problems? Include hours you missed on sick days, times you went in late, left early, etc., because of 

your health problems. Do not include time you missed to participate in this study. 

_____HOURS 

 

3. During the past seven days, how many hours did you miss from work because of any other 

reason, such as vacation, holidays, time off to participate in this study? 

_____HOURS 

 

4. During the past seven days, how many hours did you actually work? 

_____HOURS [(If “0”, skip to question 6.)] 

5. During the past seven days, how much did your health problems affect your productivity while 

you were working?  

 

Think about days you were limited in the amount or kind of work you could do, days you 

accomplished less than you would like, or days you could not do your work as carefully as usual. If 

health problems affected your work only a little, choose a low number. Choose a high number if health 

problems affected your work a great deal.  

Consider only how much health problems affected  

productivity while you were working. 

Health 

problems had no 

effect on my work 

           Health 

problems 

completely 

prevented me 

from working 

0 1 2 3 4 5 6 7 8 9 1

0 

Click on the line to select a number 

6. During the past seven days, how much did your health problems affect your ability to do 

your regular daily activities, other than work at a job?  

 

By regular activities, we mean the usual activities you do, such as work around the house, 

shopping, childcare, exercising, studying, etc. Think about times you were limited in the amount or kind 

of activities you could do and times you accomplished less than you would like. If health problems 
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affected your activities only a little, choose a low number. Choose a high number if health problems 

affected your activities a great deal.  

Consider only how much health problems affected your ability  

to do your regular daily activities, other than work at a job. 

Health 

problems had no 

effect on my daily 

activities 

           Health 

problems 

completely 

prevented me 

from doing my 

daily activities 

0 1 2 3 4 5 6 7 8 9 1

0 

Click on the line to select a number 
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6.6 IRB Approval Forms 

 



 

Dissertation Kristin M Khalaf  325 
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