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ABSTRACT

The availability of GPS (Global Position Satellite) information in real-time via the
RAJPO Datalink system will significantly increase the capacity of flight test and
training ranges in terms of missions supported. This increase in mission activity will
in turn impose more demands on mission planning in the range operations
environment. In this context, network management tools which can improve the
capability of range personnel to plan, monitor, and control network resources, are of
significant interest. In this paper we describe the application of both simulation and
artificial intelligence techniques to develop such network management tools.

INTRODUCTION

The recent advent of the Global Positioning System has opened up new possibilities in
navigation and positioning. In particular, the Range Applications Joint Program Office
(RAJPO) has developed a range Datalink (in conjunction with Interstate Electronics
Corporation and Qualcomm Inc.) for use on instrumented flight test ranges. The
Datalink will be used to relay GPS-derived Time-Space Position Information (TSPI)
from mobile range participants (primarily airborne) back to a central tracking facility
in real-time (1). This capability can be expected to greatly expand the current capacity
of the range test centers in terms of the numbers of missions which can be handled on
a daily basis — currently the ranges are restricted by physical resource limits such as
the number of available radar systems, video systems, etc. The Datalink on the other
hand can in principle handle up to 200 participants simultaneously with the number of
simultaneous missions limited in effect only by the manpower resources available to
track each mission.

The introduction of the Datalink can be expected to have a significant impact on range
operations. As range users gradually become aware of the capability of the network,
one can anticipate that the nature of missions conducted on the range will become



more complex. In particular, no longer limited by physical resources such as the
number of radars on the range, users will begin to take advantage of the higher number
of participants allowed in the network. In turn this will change the nature of mission
planning and network operations on a day-to-day basis. While the Datalink is designed
to operate with little manual intervention for a particular mission, assessing network
capacity and resources for multiple missions in a real-time planning mode will require
significant experience in using the Datalink in order to understand the trade-offs
involved. Hence, it was recognized from the outset, that it is essential to develop
network management tools to support Datalink operations. These tools would be
integrated with existing tools which support GPS mission planning, but which do not
model the Datalink (2).

JPL (the Jet Propulsion Laboratory), under RAJPO support, has been looking at ways
to help case the transition of the Datalink system into range operations. In this paper
we describe how we have applied both simulation and artificial intelligence
techniques to develop tools which realistically model how the Datalink will be used in
a day-to-day manner. In particular we describe the development of a software Datalink
simulator which models the system primarily at the network level. We describe the
lessons learned from this simulator, in particular the lesson that situation analysis for
the Datalink in real-time is a complex task. We also describe the use of the simulator
as a test-bed for developing network management tools using artificial intelligence
techniques. This neatly solves a familiar dilemma in developing expert systems for
newly fielded networks — rather than waiting a few years for operators to develop
expertise so that one can than “reverse-engineer” the operator’s knowledge into the
form of heuristic rules, this approach allows the bootstrapping of an intelligent
network management system from the outset, using the simulator as a tool to generate
the initial rule-base. We conclude that building network management tools using a
combination of simulation models and artificial intelligence techniques is a practical
methodology when developing a new network.

DESCRIPTION OF THE DATALINK NETWORK

The GPS Datalink Subsystem (DLS) provides two-way digital communications
between range participants and a host range command and control center. A simplified
block diagram of the network is shown in Figure 1. Its primary purpose is to support
GPS position data collection from range participants to the control center in real-time.
The system is implemented as a packet radio network utilizing a TDMA (time-
division multiple access) participant allocation scheme, with a distributed network
routing algorithm. The network supports 200 kbits per second message throughput
with data being transmitted in 736-bit packets. Participant rates range from 10 packets
per second, down to 1 packet every 10 seconds. Data transmission occurs on an 



Figure 1: The (simplified) Datalink Network

L-band link using a 1.6Mhz bandwidth. The network features both frequency diversity
(to combat multipath interference) and spatial diversity (to combat terrain blocking of
line of sight reception).

From an operations viewpoint, the Datalink network is characterized by the largely
autonomous and distributed manner in which participant data is routed to ground in
real-time. The Datalink operator has a PC-based interface to the network at the central
network control point, the Datalink Controller (DLC). The DLC essentially acts as the
central bookkeeping facility for the network, assigning TDMA slots to users, keeping
track of network connectivity in real-time, sending periodic uplink messages to
participants, and correlating packets received via different paths to ground.
Participants (such as aircraft) have a Datalink Transceiver (DLT). The DLT listens for
messages from the ground, broadcasts TSPI information during its assigned slots, and



relays messages received from other DLT’s if necessary. The relaying capability
allows a dynamic tree-structured relay routing scheme to be built up to a maximum
depth of 5 DLT’s. Each DLT keeps a “neighbor cost table” which allows it to make a
local decision in real-time as to what its best route to ground is. These neighbor costs
are derived from estimates of link quality to other participants (among other factors)
which are updated in real-time. At the cost of reduced network capacity, the relaying
feature extends the communication capability of the Datalink considerably beyond the
nominal 70 nautical mile maximum link length, allowing for communication with
participants up to 350 nmi away (provided that the maximum duty cycle of any of the
relayers is not exceeded). Relaying also allows for communication with participants
whose L-band link to ground is poor or non-existent due to terrain shadowing, fading,
or aircraft fuselage masking. Because of the distributed, non-linear nature of the
routing algorithm, closed-form analysis of routing patterns is difficult to carry out, i.e.,
if we assume a simple model of link signal-to-noise-ratio (SNR) as a function of intra-
participant distances, how can we determine when a participant will switch to a
relayer or not?  It is important that one can predict network behavior in terms of
routing patterns to enable accurate mission planning. A frequent occurrence in range
operations is that a mission will cancel at the last moment perhaps due to technical
difficulties with the aircraft, in which case a standby mission may be brought onto the
day’s schedule. Hence it is vital that network resource requirements can be evaluated
so that real-time mission planning can occur.

Because of the relative complexity of the network routing scheme it is clear that
mission planners will need some assistance in judging mission requirements. As an
example consider the following very simple scenario. Participant A will be flying
away from the only visible ground station, out beyond the 70nmi nominal link limit.
Another participant, participant B, is available to act as a relayer if necessary but — B
is also participating in another mission and his position must remain static at distance
d miles away from the ground station. We ask the simple question, as a function of
B’s distance d, at what point will A use B as a relayer? This is a simple version of a
typical question one might expect to occur in real mission planning. It turns out that
the answer is somewhat complicated. The relaying characteristics, or relay “contours”
are a complicated function of various network parameters, including the transmitter
power of the aircraft, and (indirectly) the maximum number of relays allowed in the
mission. After some complicated analysis, using an assumed channel model and
assuming that A, B and the ground station are collinear, we arrived at results such as
those plotted in Figure 2. For some geometries and parameter values relaying occurs
fairly near the 70nmi nominal link limit, whereas for other values no relaying at all
occurs. Indeed it is quite possible for A to begin flying out at first routing directly to
the ground station, then switching to use B as a relayer, and then switching back to the
ground station again once the air-to-air channel range is exceeded. Such behavior is 



Figure 2: Relay “Contours” Characteristics

perfectly acceptable within the network design (at each point on A’s trajectory he is
using roughly the best path to ground), yet a network operator or mission planner
might view such routing patterns as suspect. The main point here is not the details
about routing, but rather the fact that even a simple mission can lead to complex
routing patterns. This will make mission planning a difficult prospect unless software
tools are available to aid the planner. Furthermore, as we learned from the analysis
described above, because of the distributed nature of the of algorithm and the
complicated interaction of various parameters, closed form determination of network
routing patterns as a function of participant position is very much non-trivial. Hence, it
became clear that a Datalink simulation capability was required not only to initially
verify and analyze the network design, but also potentially to be integrated as part of a
Datalink mission planning tool for use in range operations.

THE DATALINK NETWORK SIMULATOR

Since the Datalink is a TDMA system, it lends itself to discrete event simulation at the
time-slot boundaries. By choosing this level of granularity we effectively chose to
ignore any sub-slot timing effects which may occur (analysis indicates that timing and
synchronization should not be a factor in network performance). In addition, with the
slot boundary scheme, we chose to simulate at the packet level rather than at the bit
level. This was very much a practical consideration since all of the network



algorithms effectively operate at the packet level (once each participant decodes the
convolutionally encoded packet in hardware). The simulation model was coded in C
and implemented on a Sun Sparcstation. The most complex portion of the code
involved modeling the central control facility, since this part of the algorithm must
perform all the book-keeping tasks associated with TDMA slot assignment, uplink
message scheduling, broadcast messages, etc.

The simulation model itself is implemented as three cooperating processes. Very early
in the development, the utility of the simulator as a test-bed for the research of
network management tools was recognized. Thus, the simulator tasks were
modularized to facilitate the incorporation of these tools. The first of the three
processes exists solely to accept user input and display data generated by the
simulator. The display process passes user inputs to the second process which acts
solely as a parser. If, after passing some basic semantic and syntactic checks, the input
appears valid, it is encoded and passed to the third process. The Datalink network
simulator is entirely contained in this last process. Simulation results and network
status information are continuously made available to the user by passing these results
back to the initial process.

The separation of tasks into separate process has several important consequences.
First, unlike the user-interface process, the actual network simulator is written in very
standard C. Thus, it can be moved to nearly any computing environment and run with
its input and output obtained from files, rather than other processes. The parser
process (constructed from the UNIX tools YACC and LEX) is also very standard
among UNIX environments. But the most important consequence of the modular
interface is that monitor and control applications can be developed and placed either
between the existing processes or can replace them — all without modifying the
complex network simulator process.

LESSONS LEARNED FROM THE SIMULATOR

The simulator was, and still is, a very useful tool to verify network algorithms and
answer “what-if” types of questions. For example, we verified that the network was
quite robust in the sense that subject to a wide-range of participant configurations and
terrain blockage, it quickly and consistently found a route to ground if one existed. We
also discovered certain parameter settings which produced undesirable unstable
routing patterns, producing useful information regarding the operational ranges of
various network parameters.

However, the most important information derived from the simulator was that real-
time situation analysis of the Datalink is a very complex task. Originally we designed



the simulator using just a text interface. However we found that it was very difficult in
this mode to monitor network activities and so we added a more sophisticated
graphics interface displaying position and routing information in real-time. Even with
this information one’s ability to assess the status of a mission is limited. Consider for
example what happens if a burst of packet losses occurs. This could have happened for
a number of different reasons. One potential cause is that certain network re-routing
switching patterns cause temporary packet dropouts as participants find new routes —
this is perfectly normal network behavior. Another routine cause might be due to
fuselage masking of the antenna on the aircraft. Yet these packet losses could also in
principle be due to some underlying problem, such as a hardware or software problem
in a DLT. It quickly became obvious from using the simulator that tracking down such
cause and effect scenarios in real-time was next to impossible — by the time the
relevant data was gathered and traced the symptom might no longer even be present.

Another problem occurs when one tries to predict network routing behavior, perhaps
for the purposes of assessing how much bandwidth and relay capacity to assign a
mission. All of the dynamic routing is essentially transparent to the network operator.
The operator can specify global parameters such as the maximum relay depth which
can be used for a particular mission, but by and large network routing occurs without
operator intervention (although the facility exists for manual specification of routes
and costs, it is unlikely that this feature will be used in an operational environment).
This transparency of network operation simplifies the operator’s role to a great extent.
This is fine under normal operating conditions. However when the network is being
stressed near its capacity limits, or it is not behaving as expected for one reason or
another (component failure, incorrect parameter specification) it will be quite difficult
to judge why the network is choosing certain routing patterns and to predict what will
happen next.

By running reasonably complex simulated missions on the simulator we were able to
extrapolate that the Datalink operations environment will be a complex one, both for
real-time situation analysis (reactive decision-making) and mission planning (pro-
active decision-making). From this viewpoint, the development of network
management software tools using artificial intelligence techniques is a logical next
step.

NETWORK MANAGEMENT TOOLS USING AI

For the purposes of the Datalink network, network management activities can be
categorized into 3 basic areas: (I) fault management, (ii) performance management,
(iii) operator interface management. We chose also to place a fourth component in our 



software architecture, a real-time situation analysis module. The overall system design
is depicted in Figure 3. Details of this network management tool are described in (3).

Figure 3: Real-Time Network Manager Prototype Block Diagram

The real-time situation analysis module serves a dual purpose. Firstly it serves as a
buffer to isolate the real-time system (the Datalink) from the network management
software — despite claims to the contrary, artificial intelligence tools such as rule-
based systems deal with temporal events very poorly, hence by isolating the real-time
aspect of the problem the various analysis modules can operate by continuously
looking at prioritized agendas without worrying about the time dependencies involved.
Secondly, and more importantly, the situation analysis module translates the raw data
into a higher level representation. In particular we have identified three useful levels
of information representation: (i) the low-level network information (packet headers,
etc.), (ii) quantitative summaries of network behavior (traffic statistics, routing trees,
etc.) and (iii) a qualitative context level of representation. This identification of
different levels of knowledge representation is the key component in developing a
complex network management system. Each level of the hierarchy plays a particular
role. For example, the fault diagnosis module can be written using rules written at the
context level. Once a potential fault condition is identified at the context level via
these heuristic rules, a more detailed analysis can be invoked at the quantitative



summary level (using perhaps a more algorithmic approach), going down to the low-
level packet header information if necessary. An explicit  knowledge representation
scheme defined in this manner makes the resulting system both easier to develop and
maintain.

The three modules which operate off the real-time situation analysis module are
relatively self-explanatory. The fault diagnosis module uses a set of rules written at
the context level to monitor network events and determine if there are any potential
faults. Potential faults are then examined in more detail to determine likely cause. At
this point many false alarms can be expected to be eliminated, e.g., packet losses due
to normal network operations. Remaining faults can be correlated and prioritized prior
to being handed over to the operator interface module. The performance module is
primarily algorithmic, monitoring network traffic statistics at the qualitative summary
level. However, once adverse performance is detected, context-level rules can be used
to represent constraints and provide advice to the operator, again fed to the interface
module.

The operator interface module uses a mix of context-level and quantitative summary
information to provide a real-time “snapshot” of network activities to the operator
using graphic displays. The interface also use context-based rules to represent
constraints which filter the operator keyboard input and provide feedback as to
whether a particular command may be appropriate or not. The interface module uses
some context level rules to control the nature of the display shown to the operator. As
an example, the mission goes through various sequential phases such as start-up,
initialize, shut-down, etc. It is clearly inappropriate to display the same information
(such as traffic statistics) during these various phases, hence the display is actively
changed in response to the context.

This is the key factor in the design of the system, namely, that the system operates in a
context-dependent manner, where the system actively tracks the context of the network
in real-time. Building such real-time, context-sensitive AI applications is non-trivial,
but nonetheless essential if the early successes of knowledge-based programming (as
applied to passive, advisory, rule-based systems, such as for medical consultation) are
to be extended to complex real-world engineering systems.

CONCLUSION

The network management tools described above are currently under development
using the Datalink simulator as a test-bed. Future work includes the use of learning
algorithms to automatically identify rules for fault prediction and performance
optimization (4, 5). Our primary conclusions from this work are:



C The RAJPO Datalink system will introduce new complexities into the range
operations and mission planning environments. Hence, there is a need for
sophisticated network management tools to support the Datalink.

C Applying artificial intelligence techniques to intelligent monitoring of a real-
time complex engineering system requires considerable extrapolation beyond
the state-of-the-art in conventional rule-based, advisory Al systems. However,
identification of a good knowledge representation scheme and integrating both
procedural and rule-based software in the application, are good cornerstones for
success.
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