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ABSTRACT

This paper describes a method for providing user programmability to telemetry ground
stations. It describes the inadequacies of a traditional computer and proposes the use of a
data flow architecture to meet real-time processing requirements. The general
characteristics of data flow architectures are discussed along with the reasons why
telemetry processing is a natural problem class to be solved using data flow techniques.
Finally, the practical application of a Loral DATAFLO™ telemetry system is presented.

Introduction

The entry of embedded computers into the telemetry field is making traditional real-time
processing techniques obsolete. Embedded computers provide ease of change and format
variability at the data source; but as these changes are introduced, the corresponding
ground processing of the computer data streams must also be adapted. Ground station
processing must be highly flexible and user programmable to deal with these dynamic
processing requirements. General-purpose computers have provided both user
programmability and flexibility. And although real-time software has been developed for
these applications, real-time software on a conventional computer architecture is difficult
to develop and to change. In a sequential processing architecture, each process is
interactive with and dependent upon other processes sharing the same processing element
and storage. The application calls for a high-speed processor that provides an environment
to easily modify and add real-time software.

A typical telemetry ground station consists of a telemetry acquisition front-end system
feeding data to a host computer. As telemetry requirements evolve, the specialized
hardware in the front-end is doing more of the processing previously performed by the host
computer. Changing data formats along with higher data rates and increased demand for 



real-time analysis and display have increased the requirements of the modern telemetry
ground station.

High-speed preprocessors have been used to help increase the processing capabilities of
the ground station. Preprocessors are implemented with high-performance specialized
hardware requiring customized software to implement algorithms and other basic repetitive
operations. Although the preprocessor is an important part of any ground station, its
inflexibility makes it a poor candidate for meeting the requirement of user
programmability.

Data from the preprocessor is transmitted to the host computer for further analysis and
archiving. Although the host computer is programmable, its single CPU architecture
presents a significant bottleneck preventing system expansion and increased throughput.

Data flow architectures [7, 8, 9] provide a means for bridging the gap between the
inflexible high speed preprocessors and the overloaded host computer in the telemetry
ground station as well as for providing the necessary level of programmability.

Data Flow Architectures

Data flow architectures provide a means of connecting several processing elements in a
system without losing computational efficiency [3]. This is in contrast to conventional
computer architectures which typically do not provide a linear increase in processing
power as more processors are added to the system. In conventional systems, the increase
in processing power is usually proportional to the number of processors only for small
numbers of processors. In most non-cached multi-processors, adding an additional
processor to a systems with 8 to 12 processors does not result in any increase in system
performance [11, 12,13]. The saturation seen in performance graphs for conventional
multiprocess systems is due to two limiting factors:  the overhead incurred in
synchronizing and monitoring large numbers of processes and the contention among the
processors for the system bus,memory, and other shared devices. The contention for
common memory among multiple processors is referred to as the “von Neumann
Bottleneck” [5].

The multiprocess model used to program conventional computer systems cannot make use
of all of the available parallelism in the program. Multiprocess models also suffer from
being overly complex [3]. Data flow provides a simplifing view of parallel computation
and allows a program to fully utilize the available parallelism.

In data flow systems the shared memory bottleneck is avoided by giving each processor its
own local memory. Procesors communicate by sending messages to each other. In the



LORAL DATAFLO™ system, shared memory is also provided for the storage of large
data structures where there would be a performance penalty for passing them in message
form. The messages passed between processors consist of 32-bit data items, divided into a
16-bit destination address field and a 16-bit data field. These 32-bit messages are referred
to as tokens. The 16-bit address field is referred to as a tag. Data structures larger than 16
bits are constructed from the data fields of multiple tokens.

Rather than using constructs like the Ada rendezvous [2] (which choke parallelism), data
flow processes are scheduled by the arival of data. If a data flow process (usually referred
to as a “node”) uses three inputs in its computation, it will execute only when all three
inputs have arrived. Since nodes are scheduled by the arrival of data, as opposed to some
arbitrary scheduling algorithm, computation can proceed at the rate of the data arrival and
the basic algorithmic speed.

The type of operation performed on the data item depends on the type of data flow
architecture used. In a small-grain system, the operations performed are fundamental
instructions. Small-grain data flow systems are said to be parallel at the statement level.
This means that several statements of a program may be executing simultaneously on
different processing elements. In a large grain system, the operations to be performed on
the data items are code blocks consisting of several statements. Large-grain data flow
systems are parallel at the procedure level.

Data flow programs are descriptions of graphs that illustrate how tokens are processed and
routed through the system. Figure 1 is an example of a graph that shows the process of
X=[(A * B) + (C * D)]. Essentially, the data graph consists of a group of operations
connected by arcs. The arcs represent the paths taken by the data items. Thus they define
the inputs and outputs of the various operations. Tokens destined for the same operation
are matched up; when all needed input tokens are present, the operation is executed.

Telemetry and Data Flow

Real-time processing of telemetry data is uniquely suited to data flow architectures.
Applications that are data driven and that can be broken down into independent processes
are in this problem class [14].

Telemetry processing is a classic example of a data driven application. As a telemetry
stream is received by a telemetry front end, the data stream is broken down into its
elementary data words that are ready to be processed. In a data driven system, processes
execute as soon as the input data is available. Thus, the processing is effectively
synchronized with the incoming data stream. In a conventional computer, however, this
synchronization cannot be achieved. Real time software in a conventional computer can, at 



FIGURE 1. DATAFLOW GRAPH
REPRESENTING X=(A * B) + (C * D)

best, be event driven. In this type of system, the occurrence of an event will cause the
computer to execute a specific real-time task. The problem with this approach is that any
other real-time task currently running on the single processor system will be interrupted
and put on hold. In order for this scheme to work, the various real-time tasks must be
interdependent. Semaphores, rendezvous and other complicated inter process
communication and synchronization techniques must be used. Another approach would be
to make the real-time software aware of the format of the incoming data stream so that it
could process the data based on its position in the stream. This approach, however, tends
to create a large program rather than independent manageable modules. In either case, the
real-time software on a conventional computer is not easy to modify to meet changing
needs.

A data flow architecture is inherently independent of the format of incoming data. Because
of the data driven nature of data flow, the results of an operation will be essentially the
same even if the order of the incoming data changes. For example, a process requiring data
items A and B as input will execute the same whether the data comes in the order of A B
or B A . In the case where a data item is removed from the data stream the operation
which processes that data item will not consume any processor overhead since the process
will not execute until its inputs are present. In the case where a data item is added to a



stream, the processing for that data item may be added without regard for impact on
existing real time software.

Loral DATAFLO™

The Loral DATAFLO™ system is a collection of processors, called node processors,
communicating over a high speed parallel bus network. Each node processor board is an
independent computer system with independent local memory, a token matching section,
and a CPU with full floating point capability. The Loral DATAFLO™ system is a token
based system. Each token consists of a data item and a tag, which defines the manner in
which the data is processed. Each process in the system may have multiple input tokens.
The system is designed so that tokens of the same operation can match up, causing the
operation to execute. This method of distributed control allows the system to be expanded
from 1 to more than 100 node processor boards.

The data flow architecture used in the Loral DATAFLO™ is a “large grain data flow
system.” In a large grain data flow system, parallelism is present at the level of code
blocks, rather than at the statement level. The blocks of sequential code which make up the
atomic units of the data flow graph can be written an any sequential programming language
such as ‘C’ or Fortran.

Programmable Telemetry Real Time Processor

Loral Instrumentation’s ADS100 Telemetry front end system can be coupled with a Loral
DATAFLO™ system to provide the telemetry community with the necessary level of
programmability in a data flow architecture. The Loral ADS100 performs the functions of
telemetry acquisition, data compression and preprocessing, and data routing. The ADS100
is capable of routing data to and controlling several peripheral devices including analog
tape recorders, analog strip chart recorders, digital tape drives, printers and host computer
interfaces. The addition of a data flow processor into this environment provides an
important capability previously not found in telemetry ground stations.

Data flow programs are descriptions of data graphs. The data graph consists of a group of
operations connected by arcs (Figure 1). The operations represent the processing to be
done on the data items while the arcs represent the paths of the data items. Programming
the Programmable Real-Time Processor (PRP100), therefore, is a two step process: coding
the operations and describing the interconnections.

The first step is to develop a set of programs in the program development environment.
These programs are known as ‘node processes’ and typically consist of fundamental
blocks of code that perform a very specific function on a set of inputs. The inputs as well



as the outputs are not specifically defined at the time of program development, this allows
a node process to be used in multiple applications, as well as used several times within the
same application. For example a node process which performs the function of adding two
inputs and outputting the result could be used anywhere in the application where two input
measurements need to be summed.

The set of ‘node processes’ become the available building blocks for constructing the
specific application data graph. The inputs and outputs of each node process are defined in
the telemetry environment. The arcs of the data graph are defined by designating the
outputs of one node process as the inputs to another node process. The first level of inputs
to the data graph(s) will be the outputs of the telemetry acquisition system. Selected
telemetry data can be processed by one or several data graphs. The results can then be
distributed to peripheral devices, such as analog recorders, magnetic storage devices, or
connected computer systems.

Conclusion

Changing requirements are placing more demands on the telemetry ground station, user
programmability and system flexibility are central to these changing requirements. Real-
time software running in a conventional procedure oriented computer does not match the
data driven requirements of telemetry. Data flow architectures, such as that provided by
the Loral PRP100, provide an effective solution.
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