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ABSTRACT 

ESSAYS ON DATA DRIVEN INSIGHTS FROM  

CROWDSOURCING, SOCIAL MEDIA AND SOCIAL NETWORKS 

Srikar Velichety 

Supervisor : Sudha Ram 

“Without Data, you are just another person with an opinion” 

-Late Edwards Deming, Professor of Statistics, NYU 

“In God we Trust, All others bring Data.” 

-Barry Beracha, Former CEO, Sarah Lee Bakery Group 

 

“We don’t have better algorithms, we just have more data.” 

-Peter Norvig, Director of Research for Google 

“The only competitive advantage left now is Data.” 

         -Jack F. Welch, Founder and CEO, General Electric Corporation 

The beginning of this decade has seen a phenomenal raise in the amount of data generated in the world.  

While this increase provides us with opportunities to understand various aspects of human behavior and 

mechanisms behind new phenomena, the technologies, statistical techniques and theories required to gain an 

in depth and comprehensive understanding haven’t progressed at an equal pace. Five years back, we used to 

deal with problems where there is insufficient prior social science or economic theory and the interest is only 

in prediction of the outcome or where there is an appropriate social science or economic theory and the 

interest is in explaining a given phenomenon. Today, we deal with problems where there is insufficient social 

science or economic theory but the interest is in explaining a given phenomenon. This creates a big challenge 

the solution to which is of equal interest to both academics and practitioners. In my research, I contribute 

towards addressing these challenges by building customized exploratory frameworks that leverage a variety of 

techniques including social network analysis, text and data mining, econometrics, statistical computing and 

visualization. My three essay dissertation focuses on understanding the antecedents to the quality of user 



14 

 

generated content and on subscription and un-subscription behavior of users from lists on Social Media. 

Using a data science approach on population sized samples from Wikipedia and Twitter, I demonstrate the 

power of customized exploratory analyses in uncovering facts that social science or economic theory doesn’t 

dictate and show how metrics from these analyses can be used to build prediction models with higher 

accuracy. I also demonstrate a method for combining exploration, prediction and explanatory modeling and 

propose to extend this methodology to provide causal inference. This dissertation has general implications for 

building better predictive and explanatory models and for mining text efficiently in Social Media. 
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INTRODUCTION 

Traditionally, the approaches used in social sciences fall broadly into two categories. The first approach 

explains a phenomenon using either a prior social science or economic theory or a combination of such 

theories. Here the primary interest is in explaining the underlying causes by using a well-defined prior 

theoretical lens. Accordingly, the explanatory models built using these theories are tested for their predictive 

power in real world settings. Not surprisingly, such models tend to perform poorly in real world settings 

because they only concentrate on reducing bias without worrying about the variance thus resulting in 

overfitting the data. In spite of the obvious shortcomings in these methods, a large proportion of academic 

research still relies on this approach because of its innate ability to explain. 

The second approach on the other hand deals with predicting the outcome of a phenomenon without using 

any social science or economic theory. Here the objective is to predict the outcome as accurately as possible 

without explaining what is happening (In other words, the “how” question is not a consideration here). The 

input variables to the prediction model are identified using intuition, quality and availability of variables at the 

time of prediction. Problems where it is essential to build a practically useful solution use this approach. To a 

large extent, practitioners rely on this approach. However, these models sometimes become too complex that 

it becomes impossible to interpret them. Thus assessing the importance of each of the individual variables 

becomes impossible. 

Today, the class of problems we deal with belong to the category where there is insufficient social science or 

economic theory about the phenomenon and there is an interest/need to explain the underlying mechanisms 

while at the same time predict the outcome of the phenomenon. This creates a unique challenge, the solution 

to which requires us to think beyond the traditional explanatory and predictive modeling approaches. 

Solutions to these class of problems are of equal interest to academics and practitioners. Traditionally, 

researchers have built either standalone predictive models or explanatory models and used them to assess the 

predictive power. Since explanatory models tend to perform poorly in real world settings, it is in general 

either the explanatory or the predictive power that is optimized. But the class of problems we deal with these 

days require us to optimize both.  

In the recent years, the explosion of data about various aspects of phenomena provides us with a unique 

opportunity to understand the underlying mechanisms without the need for a social science or economic 

theory while at the same time being able to predict the outcome accurately. Here customized exploratory 

frameworks are used to overcome the lack of prior theory.  These frameworks not only help us describe the 

underlying data in a concise way but also reveal interesting patterns that are non-intuitive thus helping us 

discover input variables for prediction and explanatory models.   
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While the lack of prior theory is a problem that can be overcome using large population sized datasets with 

more granular data and appropriate explanatory frameworks, the bigger problem is on the operational side 

where the methodologies and statistical techniques required to exploit and make sense of this kind of data 

haven’t progressed at an equal pace. Given the exponential rate at which the amount of data in the world is 

growing, the need for such efficient tools and techniques can never be over emphasized. Especially, given the 

fact that nearly 80% of the data produced in the world today is in the form of text, it is critical to clean and 

extract meaning from text efficiently.  

To summarize the problem, on the conceptual side there is lack of theory about various aspects of the 

phenomena that can be overcome using granular big data while on the operational side there is a need to 

develop better techniques and algorithms to manage data effectively and make sense of it.  

This dissertation demonstrates a solution to both the sides of the problem. On the conceptual side, I propose 

the use of customized exploratory frameworks that can not only be used to make sense of the large troves of 

data but also identify variables for building prediction and explanatory models. These frameworks are built 

using the problem under consideration and prior knowledge of the phenomenon. However, they are built in 

such a way that the patterns observed raise further interesting questions that can in turn be answered with 

data. In the process, new insights about the phenomenon are discovered that in turn translate into inputs for 

prediction and explanatory models.  

 On the operational side, I propose new approaches for mining data from text and social networks using 

customized metrics, algorithms and techniques that combine human encoding and machine learning 

approaches. These approaches and algorithms not only help us deal with large samples of numeric and textual 

data but also provide approaches to combine human intervention with machine learning to derive the best of 

both worlds.  

In this dissertation, in three different essays, I demonstrate this comprehensive approach using large 

population sized data sets from Wikipedia and Twitter. The first essay uses the complete population of 

English Language articles on Wikipedia while the second and third use comprehensive data about a large 

sample of users from Twitter. The first one demonstrates the comprehensive approach that combines 

predictive and explanatory models while the second and third essays build use only predictive modeling with 

inputs from customized data exploration. 

The first essay investigates the role and impact of discussions on the quality of peer produced content. Using 

the complete population of English language articles on Wikipedia, propose and demonstrate the use of a 

unique data science approach that involves rigorous exploratory studies using text mining, visualization, 

statistics and clustering to discover predictors and culminates in a prediction model for article quality. This 

also involves using a combined machine learning and human encoding approach for mining text to identify 
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the types of comments, using visualization to identify contextual stop words, proposing several new metrics 

(that quantify the collaborative activity on discussion pages) as predictors for article quality and the 

development of a map-reduced based algorithm to extract various editor actions from the edit history and 

discussion corpus of Wikis. I use the identified characteristics to build a prediction model with good overall 

accuracy, class wise precision and recall. Using this prediction model as an input, I build an explanatory 

model. This involves correcting the model for selection, omitted variables and multicollinearity. Finally, I also 

provide and test for the mechanisms through which discussions can possibly impact quality. 

My results show that discussion pages add value by increasing both the class wise precision and recall thus 

helping us predict the quality accurately for a wide variety of articles within the same grade. Also a 

combination of discussion, article and bridge characteristics improves the overall accuracy by 7%, class wise 

precision from 4 to 9 % and class wise recall from 4 to 17% over using just the simple article characteristics. 

The results of the explanatory model show that discussion characteristics can explain a significant amount of 

variance (R-Squared=0.17) in article quality. Finally, results of the test for mechanisms show that discussions 

impact quality by increasing the number of edits and the quality of edits (as measured by functional diversity). 

Implications for building an automated system for quality assessment as well as setting policies for efficient 

use of discussion spaces in peer-produced content are discussed.  

The second essay develops a framework for examining the similarities and differences among three different 

forms of information overload management (following, listing and subscribing to lists) in Social Media.  

Leveraging this framework and combining it with network analysis, I build a prediction model for the five 

most common transitions among these forms. Applying this framework to a large sample collected from 

Twitter over a 4 month period shows that people use not only following to keep track of the activities of 

others but also listing and subscribing and that the accounts that Twitter users follow are substantially 

different from those they list or  to which they subscribe.  I also show that while following is the most 

preferred form of information overload management to begin with, it is also very volatile while following and 

listing is a very stable form of information overload management. Finally, we show that subscription and un 

subscription from lists can be predicted accurately by leveraging the metrics defined in this framework along 

with some structural network measures. My research has implications for measuring the audience for a user, 

building better models of information diffusion in Social media sites and for understanding the drivers to user 

engagement and disengagement. 

The third essay studies the membership and subscription patterns in publicly shared lists in Social Media. 

Using the patterns of a large sample of lists created by 1500 Users on Twitter over a 6 month period, I 

conduct an exploratory study to understand the differences between membership and subscription. In the 

process of conducting this exploratory study, I propose new metrics that characterize the membership and 
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subscription patterns. I also use the networks in which users and the lists they are subscribed to are 

embedded to propose new metrics for preferential attachment. Using these metrics combined with text 

mining techniques on the Tweets, I build a prediction model that can suggest the lists to which a user can 

subscribe and the members who can be added to a particular list. My results show that the positional 

structural characteristics of the network in which a list and its members are embedded can help us suggest 

additional lists to which a user can subscribe to or members that can be added to a particular list. 

To summarize, this dissertation proposes, applies and demonstrates the use of unique data science 

frameworks in multiple contexts while proposing new metrics to understand data in a given context and 

algorithms and techniques to deal with large samples of granular data. In doing so, it provides a 

comprehensively coupled framework for conducting data driven research on various phenomena over the 

internet. I also provide a way of bridging the gap between prediction and explanatory modeling approaches 

where prediction models are used as an input to explain the underlying phenomena. Finally, I contribute to 

the ever expanding literature on dealing with data deluge by proposing new approaches in data and text 

mining and social network analysis. 
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ESSAY 1 – UNDERSTANDING THE ROLE AND IMPACT OF DISCUSSIONS IN THE 

QUALITY OF PEER PRODUCED CONTENT – EVIDENCE FROM WIKIPEDIA. 

ABSTRACT 

We investigate the impact of discussions on the quality of content in peer produced content communities. 

Using a data science approach on the complete population of articles in the largest online peer-produced 

content community i.e., Wikipedia, we conduct a comprehensive exploratory study that involves data 

visualization to uncover the associations among different discussion page characteristics and article quality. 

We also explore the association between editors participating in discussions and edits simultaneously and 

article quality. We use these characteristics to build a prediction model with good accuracy. In the process of 

building this model, we propose two new approaches in text mining – one for identifying contextual stop 

words through word cloud and histogram visualization and another for comprehensively identifying all the 

topics in a given text corpus by combining grounded theory and topic modeling approaches. By identifying 

appropriate instrument variables to overcome concerns of selection, we build a model to estimate the impact 

of these characteristics. Finally, we also propose and test two mechanisms through which discussions can 

possibly impact quality.  

Our results show that discussion page characteristics are as good as the article characteristics at predicting 

quality. Also a combination of discussion, article and the discussion-edit characteristics improves the 

prediction accuracy by 7%, class wise precision from 4-9% and class wise recall from 4-17%. Finally, 

discussion characteristics have a significant impact on article quality.  The results of the explanatory model 

show that most of the discussion characteristics have a positive impact on quality and that the characteristics 

can explain a significant amount of variance. Investigation of mechanisms reveals that discussions lead to 

both more edits and diverse edits. Implications for administrators are discussed. 

 

Keywords: - Exploration, Prediction, Explanatory modeling, Wikipedia, User Generated Content, text 

mining, visualization 
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INTRODUCTION 

The recent years have seen a phenomenal raise in the amount of data available online. While the amount of 

data in the world is expected to grow to 40 Zettabytes by 2020 (Shilakes and Tylman 1998) which is a 50 fold 

growth from the beginning of 2010, textual data alone might account for 70-80 % of this data generated 

(Holzinger et al. 2013). A large part of this textual content is in the form of e-mail messages, chat logs, user 

queries on search engines like Google, posts on social media sites like Facebook and Twitter, article content 

on wikis and product reviews on sites like Amazon and E-bay. Figure 1 shows the growth of structured 

(relational) and unstructured data since 2010. We can clearly see that, unstructured data has seen a 

significantly faster growth rate than structured data. 

 

Figure 1 – Growth of Data 

 

Out of all the different forms of unstructured data viz., text, audio, video and images, text alone accounts for 

70-80% of the data produced. The economic and social impacts of this textual data has been studied 

extensively in both information systems and marketing communities. Reviews on sites like Amazon, E-bay 

and Epinions have been shown to have a significant impact on product sales (Chevalier and Mayzlin 2006; 

Forman et al. 2010; Ghose and Ipeirotis 2011). On Twitter, the number of tweets and their sentiment were 

found to have a causal impact on the box office revenues (Rui et al. 2013) and on stock market prices (Bollen 

et al. 2011). The comments and interactions on Youtube videos can possibly determine the magnitude of 

virality (Susarla et al. 2012). Blogs have been shown to affect readership(Aggarwal et al. 2010) and various 
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stages of decision making among venture capitalists (Aggarwal and Singh 2013). In all these cases, users 

casually post their comments/opinions without any intention to build an artifact. However, even such casual 

posts can have significant social and economic impacts.  

Apart from casual posts i.e., those that do not involve any intention to build an artifact, there is evidence for 

the use of discussions in building artifacts on the internet.  The importance of discussion forums, chat 

messages and e-mail lists both in understanding the requirements (Scacchi 2002) and in co-ordination of 

various development activities in open source software has been well established (Bagozzi and Dholakia 2006; 

Mockus et al. 2002; Von Krogh et al. 2003). On community news sites like Reddit, the importance of 

discussions in building good quality social news articles has been documented (De Choudhury and De 2014; 

Weninger et al. 2013). However, surprisingly, the role of discussions and their impacts on the quality of 

content in peer produced-content communities has not been studied so far.   Given that previous research 

(Black et al. 2011; Stvilia, Twidale, Gasser, et al. 2005; Stvilia et al. 2008; Viegas et al. 2007a) has repeatedly 

shown that these discussions are used to co-ordinate various content development activities and that articles 

with at least one comment on their discussion page have a lot more editors and edits (both of which have 

been shown to have a positive causal impact on quality) than those without any, we feel that there is an 

important gap linking discussion characteristics to the quality of peer produced content that the existing 

research so far has missed. 

Peer produced content communities differ from other crowdsourced communities in many ways. First, unlike 

software communities, articles in peer produced environments do not have an owner for any of the articles 

and hence are developed in a more democratic environment. However, developing good quality articles and 

reaching a consensus on the type of modifications to be made requires regular co-ordination and interaction 

among the editors (G C Kane 2011) for which a discussion page is the default mechanism. Second, software 

communities restrict the modification and usage of their software by resorting to several standard licensing 

agreements while peer produced content communities do not have any restriction on the modification and 

usage of their content. Third peer produced articles need regular updates to content, structure and references 

to supplementary material. Finally, unlike software communities, peer production communities are fraught 

with wide spread instances of vandalism and opportunism (Viegas et al. 2007b) and hence developing 

resilience against such acts requires significant shared understanding among the group of editors to an article. 

Discussion among the editors provides a mechanism for coordinating all these actions. 

Figure 2 shows a sample discussion page for a Wikipedia article titled “The Great Auk”. We can observe that 

there are discussions about various aspects of article development by different editors at different points in 

time. We can also observe that people reply to each other’s comments. In short we can see people discussing 

about various aspects of article development on Wikipedia. These discussion pages are not idiosyncratic to 
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Wikipedia and are an integral part of any Wiki (online or offline). They also have existed ever since Wikis 

have existed. 

 

Figure 2- Sample Discussion Page 

 

In this research, using the content of discussion pages from the complete population of English language 

articles, that belong to the standard 4 quality grades, in the largest peer-produced online content community 

i.e., Wikipedia, we assess the role and impact of discussions on the quality of peer-produced content. The 

purpose of this research is fivefold. First, we conduct an exploratory analysis that involves identifying the 

different types of characteristics of a discussion page viz., general, structural and textual characteristics that 

could possibly predict article quality and study the association between each of these characteristics and 

quality. Using data visualization and preliminary statistical tests, we show that articles belonging to different 

quality grades differ significantly in their quality. Second, since editors who participate in discussions can also 

participate in editing the article and vice-versa, we explore the relationship between the discussion-edit 

patterns and article quality. This involves clustering editors on the basis of the roles they play in discussions 

and editing. Third, upon finding significant patterns between the  

discussions and discussion-edit characteristics and article quality, we build a prediction model that 

differentiates the highest quality (FA) articles from random articles and another model using a Multiclass 

classification approach for predicting different quality grades. In the process of building these models, we 

incorporate an additional step in text mining to identify contextual stop words through word cloud and 

histogram visualizations.  We also describe the use of a combined open coding and topic modeling approach 

that can be used to overcome the limitations of either a human coder or a machine. We compare the 

predictive performance of these models with those of models that use the article characteristics such as 
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length, information presentation, internal and external references etc. that are used by reviewers on Wikipedia 

to judge quality. We also evaluate how a combination of these characteristics improves quality. These four 

steps demonstrate and establish the usefulness and utility of discussions in predicting quality.  Fourth, we 

build a model to quantify the exact magnitude of impact of these characteristics on article quality by removing 

possible biases in the prediction model viz., selection bias, multicollinearity and controls for article 

characteristics. Finally, we test two possible mechanisms through which discussions might impact the quality 

and thus provide explanations for the role played by discussions in generating high quality content. 

LITERATURE REVIEW 

Investigation of antecedents to the quality of Wikipedia articles started with an analysis of simple article level 

metrics that differentiate between articles of different quality grades. (J. E Blumenstock 2008) showed that a 

simple count of the number of words in the article is a reliable metric for quality. Along similar lines, (Hu et 

al. 2007) found that article length can differentiate good articles from others. Subsequent research looked into 

the roles played by different editors and their collaboration patterns in generating high quality information. 

(Stvilia, Twidale, Smith, et al. 2005) proposed seven different metrics for article quality on the basis of author 

roles and article profiles and found that these metrics were in fact instrumental in determining quality. (Jun 

Liu and Ram 2011) classified contributors on the basis of their roles in editing articles and found that articles 

in which all-round editors played a dominant role are often of high quality. More recent research has looked 

into the effect of contributor churn in determining quality. (Ransbotham and Kane 2011) assessed the effect 

of membership turnover both on the probability of an article being promoted to featured status and being 

demoted thereafter. They found that a moderate level of turnover is in fact beneficial for article quality. The 

latest work in this area has used network based approaches, which use the positions of both articles and their 

contributors in the overall collaboration network to determine the antecedents to article quality(S 

Ransbotham et al. 2012). (Zhang and Wang 2012) demonstrate how network positions positively impact user 

contributions to Chinese Wikipedia. 

  Much of this prior research has considered the editor characteristics in the discussion pages as a mediating 

variable and there has also been a substantial amount of work in the area of identifying different topics on 

discussion pages where edits to the focal article are coordinated. (Viegas et al. 2007a) performed a manual 

coding of the content of talk pages of 25 different Wikipedia articles and found that on an average 58.8% of 

the postings on these pages were requests for coordination. Similar results were found in a study of 

discussion pages of other Wikipedia articles (Schneider et al. 2010, 2011).However, to our knowledge, no 

study so far has investigated the role and impact of these discussions on the quality of content. (Ransbotham 

and Kane 2011) posited that collaborative effort in online communities occurs in two stages viz., the content 

generation stage where ideas are developed refined and integrated and the maintenance stage where relevant 
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information is preserved and the content is updated. Discussion pages provide a mechanism for coordination 

in both these stages. Given these facts, we feel that there is a critical gap in the literature that needs to link the 

characteristics of discussion pages to article quality. In this research, we propose to fill that gap by using a 

quantitative modeling approach that examines the associations between different characteristics of the 

discussion page and quality and estimates their impact by taking care of possible biases (We only look at how 

discussions impact quality but not how they help maintain the quality. That is a subject of future research). 

 

RESEARCH METHODOLOGY 

 

Figure 3 –Methodology 

 

Figure 3 shows the frame work used in this research. We propose the use a unique data science approach that 

involves conducting an exploratory study to build a prediction model followed by model that quantifies the 

impact of these discussions. In doing so, we leverage the strength of data exploration not in identifying 

variables that can possibly impact the outcome but also in identifying new variables that can possibly impact 

quality. We also leverage the strengths of prediction and explanatory modeling approaches.  

 

1https://stats.wikimedia.org/EN/TablesArticlesTotal.htm 

2http://www.alexa.com/siteinfo/wikipedia.org 
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Prediction modeling provides utility in a scientific context where there is no well-known or appropriate 

economic or social science theory but a large and diverse data set is available (Shmueli 2010; Shmueli and 

Koppius 2011). It helps us uncover new relationships between variables in the data set that social science or 

economic theory doesn’t dictate (Shmueli 2010; Shmueli and Koppius 2011). In our case, we have access to 

the complete population of English language articles on Wikipedia but no well known theory on either the 

types of discussions or their characteristics that could impact quality (Refer to Appendix  B for our 

justification of why using a prediction model to inform an explanatory model is mathematically appropriate). 

While theories such as social-identity(Hogg 2006) and self-categorization(Turner and Reynolds 2011) can 

describe the motivation of individuals to participate in discussions, they do not link them to performance 

outcomes directly (Moreover, understanding the motivations behind participation in discussions is out of the 

purview of this research). 

The choice of input variables in prediction is dependent on intuition, measurement quality and their ex-ante 

availability at the time (Shmueli and Koppius 2011).Here, we classify the discussion page characteristics (input 

variables) into three categories viz., general (No of Comments, Threads and editors (anonymous and non-

anonymous), structural (discussion depth, Gini Index of contributions, No of words and characters and the 

average time gap between a comment and its reply) and textual (topics being discussed along with their 

sentiment) and investigate the relationship between each of these variables and article quality. 

In order to discover the topics of discussion comprehensively, we employ grounded theory and topic 

modeling approaches simultaneously on the same corpus and consolidate the topics from these approaches. 

The grounded theory approach can help us discover the topics in a corpus; however, this method is limited 

by the ability of human coders to annotate only a certain number of comments. On the other hand, a topic 

modeling approach can discover topics in the whole corpus of a given dataset but can be inefficient in cases 

where the text is short and the comments are contextual to the focal article rather than being general (This is 

not a problem with a human coder). Our combined approach leverages the strengths of both the approaches. 

Also a word cloud visualization of the topics being discussed shows that the words that are frequently used 

are ‘Wikipedia’, ‘Article’, ‘Page’, ‘Comment’ etc., In this context, these are considered stop words and need to 

be removed before running the topic model failing which we will tend to get these words in every topic 

(Refer to Appendix C for details on Text Mining). 

Using the variables from this prediction model, we propose to build a model to estimate the exact impact of 

discussions (Refer to Appendix B for the justification for using a prediction model to inform an explanatory 

model). (Provost and Fawcett 2013) emphasize the need for identifying confounding factors in the context of 

building explanatory models. In this context, the biggest impediment is selection. Wikipedia editors can select 

articles they want to work on and hence there is no random assignment. However, we identify an appropriate 
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exclusion restriction i.e., the Wikiproject/topic to which a particular article is assigned influences the 

propensity of an editor to participate in a particular discussion but doesn’t directly impact the article quality 

since articles within a particular Wikiproject/topic were shown to differ widely in terms of their quality (Jun 

Liu and Ram 2011; Sam Ransbotham et al. 2012). Leveraging this fact, we overcome the issue of selection 

and run a Heckman two stage model to estimate the impact of discussion characteristics. We subsequently 

plan to use the results from this approach to conduct a randomized experiment that establishes causality and 

hence build a theory. 

Benefits of this approach 

Exploration, prediction and explanatory modeling approaches all have academic as well as practical value in 

this context. The scientific value of exploration and prediction lies in helping us identify new relationships in 

data that social science or economic theory doesn’t dictate and hence generate new theories in fast changing 

technology environments (Shmueli and Koppius 2011). From a practical stand point, prediction can assist 

reviewers identify relevant characteristics of discussion that can help them assign an appropriate quality grade 

to articles during the review process. It can also help develop an automated system of quality assessment for 

peer-produced content that can relieve administrators from the burden of peer-review process in sites like 

Wikipedia (Considering that the English language version of Wikipedia has close to 5 Million articles now, 

automating the process of grade assignment is rather inevitable). 

Explanation is a pre-requisite for building academic theories. (Majchrzak 2009) establishes the need for a 

theory of antecedents to quality in wikis. (Kane and Ransbotham 2012) posit that social media combines 

codification and collaboration and hence requires potentially new ways of theory development. While we do 

not build a theory in this context because we cannot establish causal relationships, the variables identified 

from this model, that have a significant explanatory power can be used as a basis for conducting a 

randomized experiment to establish causality and subsequently build theory. From a practical standpoint, 

explanatory modeling can help Wikipedia administrators set policies that encourage certain types of 

discussions and prevent other types. 

DATA DESCRIPTION 

We use the standard 4 quality grades on Wikipedia viz., FA, GA, B and C. We do not consider articles that 

belong to A-class as most of them are related to topics on war and military and hence can cause a bias in the 

sample (Jun Liu and Ram 2011). We neither consider articles in the Start/Stub class because most of them 

either do not have any comments or have very few comments on their discussion pages. We use the complete 

corpus of articles that belong to these grades. We only consider the discussions until the point of time the 

article was first submitted for review (Refer to Appendix A for the comprehensive criteria for different quality 

grades). Existing studies (O Arazy and Nov 2010; Kittur and Kraut 2008) have proved that the article ratings 
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from external raters and the Wikipedia quality ratings are significantly correlated (Spearman’ rho = .54, p < 

.001). Hence, we believe that these quality ratings, though not guaranteed to be completely objective and 

neutral, are strong reliable indicators of article quality. 

Table -1 provides the descriptive statistics of the dataset (which was close to 2 Tera Bytes in Size after 

cleaning). 

Table 1 – Descriptive Statistics of Wikipedia Dataset 

 FA GA B C 

Discussion Page Characteristics 

Number of Articles in the Corpus 3968 18213 55613 88915 

Number of Articles with at least one 

comment on discussion page 
3772 15978 34782 53217 

Number of Articles with at least once 

comment before submitting for review 
2716 10816 22238 31620 

Number of Comments 99411 157768 295704 364646 

Number of Threads 32778 48330 112060 143271 

Number of Unique editors 20377 32884 69069 88742 

Number of Signed Comments 92528 145140 262763 319039 

Number of Anonymous comments 6883 12628 32941 45607 

Average Length of the Comment (Words) 51.21 45.82 54.43 53.29 

Average Length of the Comment 

(Characters) 
254 228.69 273.77 268.91 

Average Depth per article 1.95 2.19 1.04 0.95 

Article Characteristics 

Average No of Edits 440.89 309.95 393.14 363.27 

Average No of Contributors 224.12 135.60 213.51 180.57 

Average No of Anonymous Contributors 304.96 186.60 282.90 222.25 
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Average Images 87.76 48.56 64.42 44.93 

Average Internal References 850.53 642.65 862.17 701.94 

Average External References 294.25 227.29 266.15 197.11 

Average Information Presentation 6.22 5.85 6.38 6.08 

Average Reading Complexity 19.45 20.09 21.16 21.72 

Average Article Length 5127.79 3181.09 3552.54 2736.54 

Average Age (days) 1384.97 1268.50 1177.57 1631.55 

 

We use a variety of enterprise computing environments and technologies to store the data, clean it and 

calculate the variables. The textual data was stored in HIVE while the numerical data were stored in relational 

database tables. Given the size of the dataset, we used a 6 node cloudera Hadoop cluster to compute most of 

the variables and High Performance Computing (HPC) for some of them. We had to develop a map-reduce 

code for calculating variables related to user edit actions on articles. The visualizations were mostly done in 

Tableau with a few in excel (Refer to Appendix D for the details of the technologies that were used for 

computing each of the metrics). 

VARIABLE SELECTION 

Since we start with an exploratory analysis and prediction modeling approach initially, the choice of 

predictors is dependent on association rather than theory. (Shmueli 2010) posits that the choice of variables in 

a prediction model is dependent on the quality of association between the predictors and the response, data 

quality and their ex-ante availability at the time of prediction. While the absence of any relevant prior theory 

to understand this problem makes it difficult to identify appropriate predictors, it also provides us with an 

opportunity to be data driven. Here, we use factual evidence from previous work on discussion pages (G C 

Kane 2011; Kittur and Kraut 2008; David Laniado et al. 2011) along with intuition to identify appropriate 

predictors. In order to identify the relevant variables, we answer the following three questions  

(1) What variables quantify the volume and period of activity on the discussion page? 

(2) How are the discussions taking place i.e., various aspects of comment-reply chains, temporal 

distribution of discussions, inequality in participation etc? (Refers to the structure) 

(3) What topics are being discussed and what is the tone (sentiment) of discussions? 
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First, a glance at the discussion page gives us an idea of the variables that can be used to quantify the volume 

of activity. (Kittur and Kraut 2008) used the number of edits to the talk page as a measure of explicit 

coordination. Here we measure the volume of activity using three variables viz., Number of Threads, 

comments and editors and the overall discussion time  (from the first comment to the last comment before 

the article was submitted for review) to quantify the period of activity. Together, we call these four variables 

the general characteristics. An examination of patterns of discussions reveals that some discussion threads 

have more in depth comment and reply chains, some have faster response times and that the comments differ 

in length widely. Also, given that (Ofer Arazy and Nov 2010) showed how corporate wikis become inactive  

after a period of time and how user satisfaction leads to sustained participation, pattern of user participation 

in discussions across different periods in the article development can possibly impact quality. We call these 

the structural properties of discussions the variables for which are mentioned in table 2.  Finally, we also see 

that there are different aspects of article development being discussed viz., adding and deleting content, 

adding references, images and multimedia content, font and formatting issues etc., We call these the textual 

characteristics. Intuitively, Featured (FA) articles might have more threads, comments and editors than C 

articles. Similarly, Featured (FA) articles might have more depth in their discussions, faster response time for 

comments and queries, better comment readability and a variety of topics being discussed than C class 

articles. A brief summary of these characteristics is provided in table 2 below. 

Note that these variables do not measure any theoretical constructs or do not have an underlying latent 

variable. In fact there is no theory used here and therefore we resort to a data-driven exploration method. 

However, in the future, when we build a theory, we will identify appropriate latent factors on which these 

variables load using exploratory factor analyses techniques. For example the number of comments and depth 

of comments might load on a single latent factor which we can call discussion intensity. In short, this research 

is an exploratory and explanatory exercise aimed at providing cues for theory building. 

Table 2 – Discussion Page Characteristics 

General Characteristics 

No of Threadsi Total number of discussions threads. 

No of Commentsi 
Total number of Comments in the discussion 
page. 

No of Editorsi 
Total number of unique editors who have 
commented. 

No of Anonymous Editorsi Total number of anonymous editors. 

Discussion_Periodi 
Total time elapsed between the first and last 
comments for the article. 

Structural Characteristics 
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Avg_Depthi 
Average Depth of the Discussion Threads (Refer 
to Appendix C for calculation details). 

Avg_Reading_Complexity_Commentsi 
Average Automated Readability Index calculated 
as 4.71×(letters/words) + 0.5×(words/sentences) - 
21.43 

Avg_Time_Gapi 
Average Time gap between a comment and a 
reply across all the discussion threads. 

User_Participationi
t 

Number of users who have participated in the 
discussion in a period t ϵ{1,2,3……50} (Refer to 
Appendix C for calculation details) 

Commentsi
t 

Number of comments in a particular discussion 
period tϵ{1, 2, 3,…………50} (Refer to Appendix C 
for calculation details) 

Gini_Indexi 
The Gini Index of the number of comments by the 
editors (Refer to Appendix C for calculation 
details). 

Textual Characteristics  

Avg_Pos_Sentimenti 
Average positive sentiment across all the 
comments in the article 

Avg_Neg_Sentimenti 
Average Negative sentiment across all the 
comments in the article 

Topic_CommentXi 
Percentage of comments of type X in the 
article(Refer to Appendix C Table 9 for Thread 
and Comment types). 

 

We used the following characteristics of the article to build the second prediction model (Refer to Appendix 

D figures 20 & 21 to understand how we extracted these characteristics). These were identified from a 

comprehensive survey of previous literature on different article characteristics that can impact quality(J E 

Blumenstock 2008; G C Kane 2011; Sam Ransbotham et al. 2012). 

 

Table 3 – Article Characteristics 

Article_Lengthi No of Words in the article. 

Article_Agei 
No of Days elapsed between the first edit to the article 
and the day on which it was submitted for review. 

Contributorsi No of Unique editors to the article. 

Anonymous_Contributorsi No of Anonymous contributors to the article. 

Editsi No of Edits made to the article. 

Imagesi No of Images. 

Internal_Referencesi No of References to other Wikipedia articles 

External_Referencesi No of External References to other websites and articles. 

Information_Presentationi Measure of level of detail reached in the article 
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DETAILS OF QUANTITATIVE METHODS 

The prediction model takes the discussion page/ article characteristics as inputs and predicts the article 

quality. It can be argued that a path model makes more sense here since discussion characteristics lead to 

article characteristics which in turn lead to article quality. However, since it has been firmly established in the 

literature that better article characteristics always mean higher quality(Kittur and Kraut 2008), we choose to 

directly predict quality directly using the discussion page characteristics.  However, we use the number of 

edits and quality of edits to explain the mechanism through which discussions are impacting quality.  

Since our exploratory study reveals that each pair of quality grades differ significantly on most of the 

parameters, we use a one-versus-one classification approach (Duan et al. 2007) using a Multiclass Support 

Vector Machine (SVM) where we build a total of 6 classifiers for each possible pair-wise combination of 

quality grades. This approach can have computational disadvantages over a one-versus-rest classification 

approach because of the greater number of classifiers required but scales well for larger samples since each 

classifier only gets a subset of the data points. More over SVMs automatically scale data to improve the 

prediction accuracy. (For the SVM, we use a variety of kernels including linear, dot, polynomial and radial 

basis function(rbf). We use Hyper parameter optimization techniques (Grid Search and Genetic Algorithms) 

to identify the right parameters for the kernel.). We also use a variety of other techniques including Bayesian 

Network, Logistic Regression, C 5.0, KNN, CR Tree and Discriminant analysis. Since the purpose is to 

identify important variables for the next stage, we do not use any black box methods like Artificial Neural 

Networks where it is difficult to come up with the variable importance. 

The first prediction is a binary classification task where we differentiate featured articles from the remaining 

three quality grades. We use five different measures to evaluate the performance of this model viz., Overall 

Accuracy, Precision, Recall, F-Measure and Area Under the Curve (AUC).The second prediction is a 

multiclass classification task that differentiates the four different quality grades. We therefore drop the AUC 

and use only the overall accuracy, precision, recall and F-Measure. 

In order to avoid over fitting in the model, we use a 10 fold cross-validation approach. Also since we have 

unequal number of articles from each of the four classes, we use an over-sampling approach to overcome this 

class imbalance. 

calculated as the maximum section depth reached. 

Reading_Complexity_Articlei 
Automated Readability Index calculated as 
4.71×(letters/words) + 0.5×(words/sentences) - 21.43 



32 

 

ESTIMATING THE IMPACT 

In this specific context, the biggest impediment to estimating the impact accurately is selection bias. 

Wikipedia editors can select articles they want to work on and hence there is no random assignment. 

However, we identify an appropriate exclusion restriction. The Wikiproject/topic to which a particular article 

is assigned to influences the propensity of an editor to participate in a particular discussion but doesn’t 

directly impact the article quality since articles within a particular Wikiproject/topic were shown to differ 

widely in terms of their quality (Jun Liu and Ram 2011; Sam Ransbotham et al. 2012). Using this as an 

exclusion restriction, we overcome the issue of selection in the prediction model and run a Heckman two 

stage model to estimate the impact of these characteristics. 

In the first stage, we model the propensity of an editor to select a particular article. In this we include the 

project to which a particular article is assigned to as an independent variable. 

 

Where  indicates whether the editor i has participated in the discussion for article a. 

  indicates the project to which article ‘a’ is assigned. 

Using the inverse mills ratio computed from this step, we model the outcome equation 

 

Where Y is the vector of independent variables that excludes the project to which an article is assigned. 

We perform the test for multi-collinearity and exclude variables that have a Variance Inflation Factor (VIF) 

greater than 7. However, we do not perform this test for the prediction model since multicollinearity is not an 

issue there especially if we are not interested in the significance of individual variables(Shmueli 2010). In 

addition we control for the article characteristics and the average experience of editors. 

RESULTS 

Exploratory Data Analyses 

Here we show the visualization of the distributions of a few variables. The purpose of this step is to see if 

there are any clearly palpable patterns/differences among articles belonging to different quality grades. It can 

also help us identify potentially new variables that we might have missed.  
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We can clearly see that there are palpable differences among articles of different quality types. Featured 

articles are less skewed towards zero than articles belonging to other grades. On the other hand, C-grade 

articles are the most skewed towards zero (for all the variables). Also, Featured and Good Articles tend to 

have a longer tail than B&C articles. Finally, Featured articles tend to have a variety of topics being discussed 

while C-grade articles have only a few of the topics. 

 

 
 

Figure 4 - Comment Count Distribution                           Figure 5 -Editor Count Distribution 
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Figure 6 – Thread Count Distribution                                   Figure 7 - Gini Index Distribution 

  

Figure 8 – Discussion Period Distribution Figure 9 – Average Depth Distribution 
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Figure 10 - Thread Title Topic Distribution 

 

Another interesting finding was that the user participation activity was high in Featured (FA) and Good (GA) 

articles throughout the discussion period (figure 11). Also, Featured (FA) and Good (GA) articles tend to 

have more comments across different periods as shown in figure 12. 

  

Figure 11 – Period Wise User Participation Activity Figure 12 – Period Wise Comments 
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We also found that even within a particular article, variables like depth, time difference, positive and negative 

sentiment and reading complexity varied widely. Figures 13 & 14 below show the variation in time difference 

and maximum depth across various threads for the article “7 World Trade Center” that belongs to FA-class. 

Taking a cue from this observation, we use both the average and the skewness (measured as the ratio of 

median to mean) for these variables as predictors. 

  

Figure 13 - Average Time Difference Distribution Figure 14 - Max Depth Distribution 

 

Results of Data Exploration 

Drawing from the exploratory visualization, we wanted to see if the differences in variable values observed 

across different quality grades are statistically significant. We therefore conduct an ANOVA to test for the 

differences among the four quality grades in terms of the various characteristics listed in Tables 2 and 3 (We 

tested for the normality assumption and found that it was violated. However, one way ANOVA is robust to 

this assumption. Test for Homogeneity of slopes yielded a negative result. We therefore used the Welch’s F-

test to calculate the significance. In order to get the order, we used the Games Howell post hoc test). We can 

see that on most of the characteristics, the articles in the different quality grades differ significantly. 
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Table 4 – Results of Exploratory ANOVA 

Characteristic F-Value Order 
(Population) 

No of Threads 20.63*** FA>GA>B>C 

No of Comments 19.18*** FA>GA>B>C 

No of Contributors 13.9*** FA>GA>B>C 

No of Anonymous Contributors 4.51** FA>GA>B>C 

Avg_Depth 28.65*** GA>FA>B>C 

Skew_Depth 21.07*** FA>GA>B>C 

Avg_Words 15.93*** FA>B>C>GA 

Skew_Words 32.93*** FA>GA>B>C 

Avg_Characters 16.88*** FA>B>C>GA 

Skew_Characters 31.46*** FA>GA>B>C 

Avg_Reading_Complexity 11.24*** GA>FA>C>B 

Skew_Reading_Complexity 52.62*** FA>B>C>GA 

Avg_Time_Gap 24.92*** B>C>FA>GA 

Skew_Time_Gap 10.51*** GA>FA>B>C 

User_Participation 64.36*** FA>GA>B>C 

User_Comments 13.96*** FA>GA>B>C 

Gini_Index 48.59*** FA>GA>B>C 

Pos_Sentiment_Avg 1.63 - 

Pos_Sentiment_Skewness 2.82 - 

Neg_Sentiment_Avg 12.49*** B>C>FA>GA 

Neg_Sentiment_Skewness 9.21*** C>B>FA>GA 

Article Characteristics 

Edits 29.09*** FA>B>C>GA 

Contributors 6.6*** FA>B>C>GA 

Age 41.44*** C>FA>GA>B 

Anonymous Contributors 28.14*** FA>B>C>GA 

Images 95.1*** FA>B>>GA>C 

Internal References 16.04*** FA>B>C>GA 

External References 23.29*** FA>B>GA>C 
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Information Presentation 2.85 B>FA>C>GA 

Reading Complexity 14.67*** C>B>GA>FA 

Article Length 99.72*** FA>B>GA>C 

                         ***p<0.001  **p<0.01 

IDENTIFYING DISCUSSION EDIT RELATIONSHIP 

Since editors who participate in discussions can also edit the article and vice-versa, we explored the 

relationship between the common editors who participate in both and article quality. For any given article p 

in our data set, we identify the set of editors who participate in discussions  Dp ={d1, d2, d3,…….dm}  and the 

set of those who participate in Editing Ep = {e1,e2,e3,….en}. Using the information on these sets, we define 

the following three metrics. 

 

 

 

Where n(X) indicates the cardinality of the set X 

Article_Percent measures the percentage of editors in discussion pages who also edited the article while 

Discussion_Percent measures the percentage of editors who edited the article and who also participated in 

discussions (These two metrics are similar to precision and recall). Article_Discussion measures ratio of the 

cardinalities of people who participate only in editing to those who participate only in discussions. For each 

article in our data set, we define a three component vector as follows 

 

We use these vectors as an input to a repeated K-means clustering algorithm (In order to determine the 

optimal value for the number of clusters (K) we use measure proposed by (He et al. 2004). Refer to Appendix 

C , section on cluster quality, for details). In this case, we found that the optimal number of clusters was 3. 

The mean values for each of the components of the vectors in each of the three clusters is shown in table 5. 
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Table 5– Discussion Edit Relationship Clusters 

 Cluster –1 Cluster – 2 Cluster – 3 

Article_Percent 0.05 0.99 0.54 

Discussion_Percent 0 0.03 0.02 

Article_Discussion 75.41 3.02 105.85 

 

The percentage of articles in each category that belong to a particular cluster is shown in figure 15. 

 

Figure 15 – Discussion Edit Relationship Clusters 

 

We observed that around 80% of Featured (FA) and Good (GA) articles belonged to clusters 2 and 3 which 

had higher percentages of discussions editors also participating in article editing activity. In general B and C 

class articles tend to have lower values for Article_Percent meaning fewer editors who participate in 

discussions also edit the article.  

IDENTIFYING DISCUSSION-EDIT PATTERNS AND ROLES 

Following (Jun Liu and Ram 2011), we wanted to identify the different roles that editors participating in 

discussions play in article development. The purpose is to identify clusters of people who participate in 

similar kinds of discussion topics and perform similar types of edits. For each article p in our data set, we 

identified the set of editors who participated in both discussions and edits DEp ={de1p, de2p, de3p,…….demp}. 

Then for each article p, editor  dekp ϵ  DEp combination, we define a 18  component vector (9 types of 
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discussions and 9 types of edits. Refer to Appendix C tables 15 and 16 for the 9 types of discussions and edits 

respectively.)  for discussion editor roles as follows 

 

 is the number of comments of type 1 made by editor dekp to article p and  is the total 

number of comments of all the nine types made by the editor.  Similarly  is the number of edits of 

type 1 made by editor dekp  and  is the total number of edits of all types made by the editor . 

The number of vectors for each article p is equal to the cardinality of the set DEp. We again used the repeated 

K-means clustering on these vectors (We had a total of 72452 vectors as input to the clustering algorithm). 

The purpose was to identify clusters of users who perform similar types of actions on both the article and 

discussion pages. Table 6 shows the number of articles which had at least one common editor. We can see 

that a larger percentage of Featured(FA) and Good(GA) articles have at least one editor participating in both 

editing and discussions. 

Table 6 - Discussion Editor Count Relationship 

Grade 
At least one common 

editor 
Population Size Percentage 

FA 2100 2716 77.31 

GA 8304 10816 76.77 

B 10041 22238 45.15 

C 15226 31620 48.15 

    

We found that the optimal number of clusters was 9. Table 7 shows the labels for each of the clusters 

depending on the majority of comments by editors in that clusters. 

Table 7 – Discussion Editor Clustering Details 

Cluster Number Size 
Description of 

Comments by Editors 
Role Label 

1 7915 (10.9) 

Adding and Deleting 
links is where they 

concentrate most on. 
Also concentrate on 
Adding and deleting 
references to some 
extent. Discussions 

mostly center around 
font and formatting 

Content Shapers 
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issues. Also talk a little 
bit about links and 

references. 

 

2 67(0.09) 

Concentrate on 
Deleting and modifying 
links to a large extent. 

Also on adding, 
deleting and modifying 

references to some 
extent. In discussions, 

they just summarize the 
discussions i.e., control 

them. 

 

Discussion Controllers 

3 3106(4.2) 

Concentrate on adding, 
deleting and modifying 

links.  Talk mostly 
about images and 

multimedia content. 

Link and Multimedia 
Managers 

4 7835(10.8) 
Edit References and 

also talk about 
references only. 

Reference managers 

5 16895(23.3) 

Edit Links but 
participate only in 

discussions related to 
content. 

Internal Content 
Justifiers 

6 16453(22.7) 

Edit Links and 
References but 

participate only in 
discussions related to 

content. 

Comprehensive 
Content Justifiers 

7 3411(4.7) 

Edit Links and 
References but 

participate in only 
appreciating others for 

their efforts.  

Aficionados 

8 12676(17.49) 

Edit Links and 
References and 

participate in a wide 
variety of discussions. 

All round content 
justifiers 

9 4094(5.6) 

Edit Links and 
References and 

acknowledge making 
changes to those. 

Link and Reference 
Managers 
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IDENTIFYING COLLABORATION PATTERNS 

As a next step, we wanted to investigate how editors assuming different roles in edits and discussions 

implicitly collaborate on Wikipedia articles. For example there may be articles where content justifiers involve 

in a major chunk of discussions and perform a majority of edits. We attempted to identify collaboration 

patterns among editors assuming different roles. We used clustering to group articles based on roles and 

actions performed by contributors to these articles. 

We use P={p1, p2, p3…..pn} to represent the set of Wikipedia articles. The collaboration among various 

editors assuming different roles for an article pi ϵ  P is represented as a vector 

 

Where  j=1,2,3…18 represents the total number of one type of edit/ comment (Eg References) that are 

present for article pi and , k=1,2…9 represents the total number of actions(edits/comments) of type j 

performed by the contributor of type k (these nine types were identified from the previous clustering results). 

In essence, for each type of comment and edit for an article, we tracked what percentage of these comments 

were performed by each type of editors. We constructed the vectors for each of the articles and used a 

repeated K-means clustering. We found that the optimal number of clusters was 6 this time. Figure 16 shows 

the distributions of different across these six clusters. 

Table 8 shows the details of each of the collaboration patterns in the clusters. 

 

Table 8 – Collaboration Patterns 

Cluster Number Number of Articles Description 

1 4315(14.29%) 

Reference Managers 
dominate on all the article 
related actions. Internal  

and Comprehensive 
content justifiers dominate 
content related comments. 

Link and Multimedia 
managers for Images and 
Multimedia and Reference 
Managers for Sources and 

References. 

2 7066(23.41%) All round content justifiers 
dominate all types of edits 
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and discussions. 

3 7201(23.86%) 
Comprehensive content 

justifiers dominate all types 
of edits and discussions. 

4 7888(26.13%) 

Internal Content justifiers 
dominate all types of edits 
and discussions. But this 

cluster has almost no 
discussions related to 

Clarifications and 
Suggestions for content 

improvement. 

5 2177(7.21%) 

Link and Reference 
Managers dominates all 

types of edits and 
discussions except those 
related to content where 
there is comprehensive 

content justifiers. Almost no 
comments related to 

suggestions for 
improvement. 

6 3880(12.85%) 

Content Shapers 
dominates all types of edits 

and discussions except 
those related to content 

which is by Comprehensive 
content justifiers. Hardly 
any comments related to 
content clarification and 

suggestions for 
improvement. 

7 1967(6.51%) 

Comprehensive content 
justifiers dominate all types 

of edits and discussions. 
Comprehensive content 

justifiers dominate 
acknowledgement and 

content. 

 

We found that clusters 2 and 3 where all-rounders and comprehensive content justifiers dominated both edits 

and discussions were found to be of greater quality. Clusters 4 and 5 where people participated in only single 

type of discussions and where there were almost no discussions related to suggestions for improvement were 

found to be of lower quality. 
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Figure 16 – Role Playing Clusters 

 

We use the results from this exploration as an additional set of inputs to the prediction model. We name 

these four characteristics (article_percent, discussion_percent, article_discussion and collaboration cluster) the 

Bridge Characteristics since they bridge the discussion and article characteristics. 

RESULTS OF PREDICTION MODEL 

Table 9 shows the results of the Featured Versus Rest classification. We found that KNNs give the best 

results in this case (Refer to Table 17 in Appendix E for comprehensive results using other data mining 

methods). We can see that while each of the general, structural and textual characteristics doesn’t give good 

results, a combination of the three improves the overall accuracy and AUC values. Also combining discussion 

characteristics with the article characteristics improves both the precision and recall suggesting the value of 

discussion features in identifying featured articles. Finally, combining the discussion, article and bridge 

characteristics improves the recall by nearly 30% while maintaining a good precision shows the utility of these 

features in separating a Featured (FA) article from the rest. 

Table 9 - Featured Versus Rest Classification 

Features Used 
Overall 

Accuracy 

Precision Recall F-Measure 
AUC 

FA Rest FA Rest FA Rest 

Discussion Page 
(General, 

Structural and 
Textual) 

91.85 4.13 95.97 4.6 95.52 4.35 95.74 0.902 
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Only General 70.93 2.37 95.38 15.46 73.26 4.10 82.86 0.712 

Only Structural 88.38 2.56 95.84 5.08 91.37 3.40 93.55 0.875 

Only Textual 71.59 2.69 95.5 17.19 73.87 4.65 83.30 0.615 

Both Article and 
Discussion Page 

96.11 56.55 96.54 15.1 95.91 23.83 96.22 0.851 

Bridge 95.2 6.56 95.99 1.43 99.14 2.34 97.53 0.857 

Article 96.21 82.59 96.6 7.51 99.93 13.76 98.23 0.961 

All  

(Article+ 

Discussion+Bridge) 

97.69 95.4 97.74 45.1 99.9 61.25 98.81 0.784 

 

Table 10 shows the results of the multiclass classification.  We found that C5.0 gives the best results in this 

case (Refer to Table 18 in Appendix E for comprehensive results). Considering that the baseline accuracy is 

46.9% (percentage of C-Class articles in the sample), each of the general, structural and textual characteristics 

improves the overall accuracy between 6-8%. Also a combination of these results in a 12% increase in overall 

accuracy and 15% increase in class wise recall suggesting that discussion features can help us identify a wider 

variety of articles in each of the quality grades. Also a combination of article and discussion features results in 

a 2.79% increase in overall accuracy and between 1-8% increases in class wise recall (with 4-6% increases in 

class wise precision) again suggesting the utility of discussion features in identifying a wider variety of articles. 

Finally, bridge characteristics help us achieve an 81.03% overall accuracy which is a 6.53% improvement over 

using just the article characteristics.  Overall, these prediction models validate the utility of discussion features 

in improving the process of assigning grades.  

Table 10 – Results Multiclass Classification 

Features 
Used 

Overall 
Accuracy 

Precision Recall F-Measure 

FA GA B C FA GA B C FA GA B C 

Discussion 
Page 

(General, 
Structural 

and 
Textual) 

58.05 72.72 70.6 62 55.5 25.81 45.2 22.34 90.3 38.09 55.11 32.84 68.75 

Only 
General 

53.51 71.9 57.51 55.82 52.63 9.61 32.66 17.78 89.5 16.95 41.66 26.96 66.29 

Only 
Structural 

52.75 75.75 69.01 54.02 51.31 10.24 26.68 12.45 93.7 18.04 38.48 20.23 66.29 
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Only 
Textual 

52.47 69.53 56.07 58.08 51.49 9.24 27.19 14 91.9 16.31 36.62 22.56 65.99 

Both 
Article and 
Discussion 

Page 

77.29 91.35 83.29 75.96 75.95 51.13 71.98 67.76 90 65.56 77.22 71.62 82.36 

Bridge 49.92 50 48 50 51.26 10.5 88.59 1.17 30.14 17.35 62.26 2.28 37.96 

Article 74.5 87.01 78.68 72.43 74.15 45.88 63.93 66.18 86.4 60.08 70.54 69.16 79.81 

Article+ 

Discussion 

+Bridge 

81.03 93.11 87.38 80.54 78.98 62.66 78.75 71.44 90.1 74.91 82.84 75.72 84.19 

 

We calculated the importance of the variables for the prediction i.e., the variables that result in at least a one 

percent increase in prediction accuracy, to identify the inputs for the next stage. The results are shown below 

(in the ascending order of variable importance). 20 out of the 25 discussion characteristics were found to have 

a non-zero impact on predictive accuracy i.e., at least one percent increase. All the four Bridge characteristics 

were found to increase the prediction accuracy by at least three percent. 

Table 11 – Variable Importance 

Variable Importance 

Skewness Reading Complexity 0.01 

Skewness Depth 0.01 

Avg Time Gap 0.01 

Content 0.01 

Acknowledgement 0.02 

References 0.02 

Format 0.02 

Images_Multimedia 0.02 

Mean_Pos 0.03 

Article_Percent* 0.03 

Article_Disc* 0.03 

Discussion_Percent* 0.04 

Collaboration Cluster* 0.04 

Summary 0.04 

Thread_Count 0.05 

Skewness_Pos 0.05 

Suggestion 0.06 

Discussion_Period 0.06 

Gini 0.07 
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Comment_Count 0.07 

Contributor_Count 0.09 

Anonymous_Contributor_Count 0.1 

Clarification 0.11 

Avg_Depth 0.14 
                    *represents bridge characteristics 
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RESULTS OF ESTIMATION MODEL 

 

Table 12 – Results of Estimation Model 

Variables 
General 

Characteristics 
Structural 

Characteristics 
Textual 

Characteristics 

Bridge 
Characteristics All Characteristics 

Intercept 3.76(2.48)*** 

 

3.74(0.26)*** 4.48(0.29)*** 4.10(0.24)*** 2.88(0.19)*** 

Comment Count 0.00(0.00)**** 
  

 0.00(0.00)*** 

Thread Count 0.00(0.00)**** 
  

 0.00(0.00)*** 

Editor Count 0.01(0.00)*** 
  

 0.00(0.00)*** 

Anonymous Editor Count -0.02(0.00)*** 
  

 -0.01(0.00)*** 

Discussion Period 0.00(0.00)***    0.00(0.00)*** 

Reading Complexity (Average) 
 

-0.003(0.002)** 
 

 - 

Reading Complexity (Skewness) 
 

-0.12(0.008)*** 
 

 -0.04(0.01)*** 

Depth (Average) 
 

0.05(0.001)*** 
 

 0.04(0.00)*** 

Depth (Skewness) 
 

0.15(0.005)*** 
 

 0.11(0.01)*** 

Time Difference (Skewness) 
 

-0.12(0.005)*** 
 

 -0.06(0.01)*** 

Gini Index 
 

0.008(0.0001)** 
 

 0.01(0.00)*** 

Acknowledgement 
  

0.3(0.02)***  -0.15(0.02)*** 

Content   -0.35(0.04)***  - 

Font Formatting 
  

-0.01(0.05)  0.63(0.05)*** 

References 
  

-0.35(0.04)***  -0.08(0.01)*** 

Appreciation 
  

-0.05(0.03)**  -0.09(0.02)*** 

Summary 
  

-2951(342.6)***  501.5(2.20)*** 

Suggestions 
  

-39.36(27.99)  -6.436(0.12)*** 

Clarifications 
  

-2362(69.61)***  -1.858(0.12)*** 

Images 
  

-0.22(0.02)***  -0.77(0.02)*** 

Positive Sentiment (Average) 
  

0.925(0.01)***  1.376(0.02)*** 

Positive Sentiment (Skewness) 
  

0.145(0.02)***  -0.126(0.12)*** 

Negative Sentiment (Average) 
  

3.206(0.02)***  1.527(0.21)*** 
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***p<0.005 **p<0.1 *p<0.05 

 
 

 

EXPLANATION OF MECHANISMS 

Our work so far only provides an exploration of various discussion characteristics and quantifies their impact 

on quality without explaining the mechanism through which these discussions affect the quality of the article. 

In other words our research so far just estimates the impact without understanding the role these discussions 

have in driving article quality (In other words, we do not answer the “how” question here). Ultimately, an 

article is judged on the basis of its accuracy of writing and how well it is written rather than on the 

characteristics of discussions. We suggest two possible mechanisms in this regard. 

First, as seen in figure 2, every article has a substantial number of discussions about various aspects of article 

development. In the process of discussion, editors might identify new areas of the article that require 

modifications. Previous research(G C Kane 2011; Sam Ransbotham et al. 2012; Ransbotham and Kane 2011) 

has repeatedly showed the positive impact of edit count on article quality. Therefore these discussions should 

lead to edits to the focal article.   

Second, figure 2 also demonstrates that editors tend to discuss various aspects of article development viz., 

adding and deleting content, correcting inaccuracies, references etc., Therefore discussions should also lead to 

a variety of edits which is a measure of the quality of editing activity. (J Liu and Ram 2011) have showed that 

articles in which editors performed different edits have higher quality than those where the editors performed 

only one or two types of edits. Kane (2011) proved that the diversity of contributor activity - measured in 

terms of the ratio of minor edits to the total edits - is positively related to the article quality. Moreover, 

Negative Sentiment (Skewness) 
  

-0.553(0.01)***  -0.531(0.22)*** 

Article_Percent    -0.33*** -0.005 

Discussion_Percent    1.05(0.05)*** -0.92(0.06)*** 

Article_Disc    0.00**** 0.0003*** 

Collaboration_Cluster    0.09*** 0.0735(0.0011)*** 

Controls No No No No Yes 

Inv Mills Ratio -2.18(0.18)*** -2.38(0.19)*** -2.75(0.21)*** -2.4384(0.18)*** -1.0501(0.12)*** 

Multiple R-Squared 0.084 0.0543 0.0686 0.05554 0.171 

Adjusted R- Squared 0.084 0.0542 0.0686 0.05554 0.1709 
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functional diversity has been found to be positively related to a number of performance indicators in teams 

(Bunderson and Sutcliffe 2002) including knowledge sharing(Cummings 2004) and sustained 

performance(Keck and Tushman 1993). To summarize, these are two possible mechanisms through which 

discussions might impact quality viz., by leading to more edits and by leading to more diverse (high quality) 

edits.  Figure 17 demonstrates the model used for explaining the mechanisms. 

 

Figure 17 – Explanation of Mechanisms 

 

For the first case, we regress number of edits on each of the independent variables to the focal article while 

for the second case we regress the functional diversity. We computed the functional diversity of team of 

editors working on an article by adopting the functional diversity measure proposed in (Reagans, Zuckerman, 

& McEvily 2004). Existing research such as (Arazy et al. 2011; J Liu and Ram 2011) proposes slightly 

different categorizations of actions that can be performed on a Wikipedia article. In this research, we consider 

five types of actions viz., 1) adding sentences, 2) modifying sentences, 3) deleting sentences, 4) adding links, 

and 5) adding references. We computed the percentage of members who performed each type of action, pi, i 

=1..5. The functional diversity of the team was then computed as FD =  A high value of this 

measure indicates high functional diversity and hence diverse edit actions performed by its editors. (Note that 

links here mean internal links to other articles in Wikipedia while references mean links to articles outside 

Wikipedia. Refer to Appendix E for a Map-Reduce code written to compute this metric.). 

We use a standard path modeling approach(Klem 2000) to test for these two mechanisms. 

Results of Test for Mechanisms 

Table 13 shows the results of the SEM model for mechanisms.  We use the diagonally weighted least squares 

(DWLS) method for estimation. 

 

 Discussions 

Edits 

High Quality 

Edits    

(Functional 

Diversity) 

Article 

Quality 

Discussion 

Characteristics 
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Table 13 – Results Test of Mechanisms 

Edit Count  

Discussion Period 0.037(0.01)*** 

Skewness_Reading Complexity 9.828*** 

Skewness_Depth -16.444*** 

Skewness_TimeGap -9.794*** 

Gini 2.761*** 

Avg_Depth -4.759*** 

Avg_ReadingComplexity -0.259*** 

Acknowledgement 13.539*** 

Images_Multimedia 77.166*** 

Font_Formatting -88.068*** 

Appreciation 24.233*** 

Functional Diversity  

Discussion Period 0*** 

Skewness_Reading Complexity 0.011(0.001)*** 

Skewness_Depth -0.051(0.001)*** 

Skewness_TimeGap 0.017*** 

Gini -0.001**** 

Avg_Depth -0.004*** 

Avg_ReadingComplexity 0*** 

Acknowledgement 0.05*** 

Images_Multimedia 0.142(0.001)*** 

Font_Formatting -0.148(0.001)*** 

Appreciation 0.063(0.001)*** 

Grade  

Edit_Count 

FA 0.004238047*** 

GA -0.001661725*** 

B 0.001043616*** 

Functional_Diversity 
FA 1.322000*** 

GA 1.293432*** 
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B -1.366037*** 

Thresholds 

B -0.830(0.01)*** 

GA 0.147(0.01)*** 

FA 1.054(0.01)*** 

                            ***p<0.01. The standard errors were zero in case they were not reported. 

The results show that discussion period, skewness in reading complexity and Gini have a positive impact on 

the number of edits while average and skewness in depth and average reading complexity have a negative 

impact. Also more skewed time gap leads to fewer edits. All the comments except those related to font and 

formatting have a positive impact on the edit count. 

On the other hand, discussion period almost doesn’t have any impact on the functional diversity. Skewness in 

time gap and reading complexity have positive impacts. Moreover, average reading complexity has no 

relationship to functional diversity. Here also, all the comments except those related to font and formatting 

have a positive impact on functional diversity. 

CONCLUSION 

In this research, we built a model for predicting Wikipedia article quality using discussion page characteristics. 

We also compared article characteristics with discussion page characteristics to understand quality differences. 

Finally, we assessed the impact of these discussions and tested the mechanisms through which they affect 

article quality. Our results show support for two possible mechanisms viz., discussion lead to more edits and 

higher quality edits. Exploratory study also revealed statistically significant differences among articles of 

different quality grades. To our knowledge, this is the first study of this kind to directly link discussion 

characteristics to article quality, measure their impacts and provide possible explanations for the underlying 

mechanism. We feel that our research has important implications for administrators on Wikipedia to set 

policies that encourage fruitful discussions, for mining text in social media in general and for building 

explanatory models by leveraging the power of exploratory, predictive and explanatory modeling. 

Theoretical Contributions 

Our research explored and quantified the impact of discussions on article quality while explaining the possible 

underlying mechanisms. In doing so, we feel that our work has three major theoretical contributions.  

First we demonstrate the utility of using discussions in predicting article quality and explain the underlying 

mechanisms through which they influence quality. Research in peer production communities and specifically 

wikipedia has so far only considered the role of editors and edits in producing good quality content. (Sam 

Ransbotham et al. 2012) demonstrated the need to consider network characteristics and how they effect the 
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value of such content. Our research adds to this literature by suggesting another possible dimension of 

investigation i.e., discussion pages. In doing so, we open doors for integrating the activity on discussion pages 

to devise better predictive, explanatory and causal models for the quality of content in peer produced-content 

communities.  

Second, research so far has assumed that more edits means higher quality. However, investigation into the 

antecedents to edits is missing so far. In this work, we show that discussions drive edits and they are not 

randomly assigned. 

Third, our results show that unequal contributions of editors to discussions actually help improve the quality. 

(Kittur and Kraut 2008) showed that implicit coordination, where a subset of editors set the direction by 

performing majority of the edits was beneficial to article quality. Our results in this work add to that finding 

by proving that the same is true about discussions. 

Fourth, we found that both positive and negative sentiment in the comments is good for article quality while 

their skewness is detrimental. Research on discussion pages has so far only looked into the content and topics 

of discussion without consideration for tone and sentiment. (O Ferschke et al. 2012) looked into how people 

exert power in discussion pages through dialogue acts. To our knowledge, this is the first research to assess 

the impact of discussion page sentiments. 

Methodological Contributions 

This paper also makes a number of contributions that are of broader interest to information systems and 

marketing researchers. First, using word cloud/histogram analysis, we proposed a method for identifying 

contextual stop words. Second, we proposed a method for comprehensively identifying different topics in a 

text corpus using a combined human coding and topic modeling approach. Given that 80% of the data 

produced in the world today is in the form of text (Holzinger et al. 2013b), techniques for both cleaning and 

mining text effectively have become more important than ever before. Our contributions from this work can 

be applied to mining text in other contexts such as product reviews, posts on LinkedIn and Facebook, tweets, 

etc.  

Third we demonstrate an approach to analyzing a dataset that is much larger and comprehensive than those 

traditionally examined in information systems and marketing literature. The technological revolution we are 

experiencing today makes availability of such datasets increasingly common. Accompanied with a 

corresponding increasing computing power, the combination of technologies we made use in this research 

viz., relational and non-relational databases, enterprise environments like Hadoop, text and data mining tools 

allows researchers to gain insights into these datasets in a reasonable time frame.  Effective use of the 
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computing cluster and relevant technologies in this work is a demonstration of how researchers can tackle the 

challenges of data deluge they experience today. 

Fourth, we demonstrate the power of data visualization not only in gaining an initial understanding 

relationships, but also in identifying new variables viz., skewness instead of just the mean and in identifying 

the appropriate methodology viz., in this case using one-versus-one classification instead of one-versus-rest. 

With the kind of data sets available to researchers these days, visualization can be a powerful tool to make 

sense of data and further build predictive and explanatory models. Our work in this research demonstrates 

how to exploit visualization effectively and integrate it into academic research. 

Finally, the method proposed in this research, where we conduct an exploratory study to identify possible 

associations between the predictors and outcome, build a prediction model, remove possible issues to assess 

the impact and test for possible mechanisms can be replicated to study other phenomena where there is little 

known social science or economic theory but a large and diverse dataset is available. (Dhar 2013) asserts that 

“Most of us are trained to believe theory must originate in the human mind based on prior theory, with data 

then gathered to demonstrate the validity of the theory. Machine Learning turns this process around. Given a 

large trove of data, the computer taunts us by saying, “If only you knew what question to ask me, I would 

give you some very interesting answers based on the data.” Many of the research problems we deal with 

in fast changing technology environments fall under this category. In doing so, we demonstrate how data and 

text mining techniques can be combined with econometric analyses and Structural Equation Modeling in a 

novel way to overcome limitations of either of these approaches. This also provides foundation for building 

theories using data driven approaches. 

 

Figure 18 – History of Data Science 

Figure 18 shows the series of events that lead to the creation of this hot new field of data science. The 

beginning of this decade has seen fields as distant as Operations research and fine art come together to form 

this exciting new field. Our work in this paper is a demonstration of how to leverage a variety of 

methodologies to create value and impact in the context of peer produced content. 
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Practical Contributions and Implications 

Our practical contributions in this research are threefold. First, we discovered that articles belonging to 

different quality grades differ significantly in terms of the general, structural and textual characteristics of 

discussion pages. While we haven’t established any causal relationship to article quality, the fact that they have 

a significant explanatory power makes these metrics a starting point for building a causal model.  

Second, we found that discussion page characteristics add value to quality prediction by improving both 

precision and recall. We also found that they increase the class wise precision and recall resulting in an 

81.03% prediction accuracy in Multiclass classification.  This research can also form the basis for developing 

an automated tool for assessing article quality on Wikipedia using a combination of discussion page and 

article characteristics. Recent research (Das et al. 2013) has showed how certain editors on Wikipedia tend to 

infiltrate into the ranks of administrators and promote their points of view instead of maintaining neutrality. 

An automated tool, that relieves the burden associated with coordinating the peer review process in these 

communities can certainly help avoid such situations. Also, given the exponential growth of articles in wikis 

over past few years, it is becoming almost impossible to have a system where humans read and evaluate the 

quality of each and every piece of content without being subject to biases. While a lot of work has been done 

on this front of automating quality assessment (Das and Lavoie 2014; G C Kane 2011; Jun Liu and Ram 

2011; Sam Ransbotham et al. 2012), our work takes this endeavor one step further. 

Third, we found that articles in which all round contributors and comprehensive content justifiers dominated 

majority of the discussions and edits were found to be of higher quality. In general, we  found that higher 

quality articles tend to have discussions about a variety of topics and higher number of comments and threads 

which were found to have a positive impact on quality. Comment sentiments were also found to have 

positive impacts on article quality. Finally, we also showed how discussions positively impact quality by 

leading to more edits and higher quality edits. We believe that these results have implications for 

administrators to set policies for promoting discussions that can benefit the quality of article. So far, Wikis 

only have policies for editing articles but not for discussions. We believe that the results in this research can 

be used directly to set policies. 

FUTURE WORK 

In this research, we looked into the role and impact of discussions on the quality of peer produced content. 

We proposed a way of using exploration, prediction and explanatory modeling approaches in the same 

research. Our work opens doors to many possible areas of research in the future. 

First, while our work tests two possible mechanisms through which discussions impact quality, we haven’t 

looked into the effect of collaboration and affiliation networks of editors and article quality. Since editors on 
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Wikipedia and other peer produced content sites participate in discussions of other articles, they might bring 

in knowledge from those discussions to improve the quality of the focal article. Moreover, people reply to 

each other’s comments thus accumulating social capital. (S Ransbotham et al. 2012b) show how the value of 

collaborative user-generated content is amplified by the embeddedness of the content-contributor network 

that creates it. (Kane 2009) talks about looking at Wikipedia as a network to understand the collaborative 

social processes that lead to better quality. In the future, we would like to investigate the effect of these 

activities using the networks of interactions among editors and between editors and articles. This can also 

suggest how another mechanism viz., knowledge flow impacts quality.  

 

Figure 19 – Pipeline of activities 

 

Second, our work doesn’t so far establish any causal relationship between discussion characteristics and 

quality. This is because of the absence of any truly exogenous random variable in this context. In the future, 

we would like to use the results from this study to conduct a randomized experiment in a class room setting 

where teams of students assigned randomly to different topics are asked to develop articles related to the 

topics with a few having the discussion page feature and the other few not so that we can measure the causal 

impact and hence build a theory. (Majchrzak 2009) emphasizes the importance of theory development in 

Wikis. (Kane and Ransbotham 2012) describe how social media combines codification and collaboration that 

requires potentially new ways of theorizing. Figure 19 shows the pipe line of activities that lead causal 

inference and hence theory development. Our work in this context, lays the foundation for such theory 

development. 

Third, in this work we investigated the role and impact of chatter in attaining a certain quality status. 

However, a substantial number of articles on Wikipedia get downgraded after achieving a certain status 

(Ransbotham and Kane 2011). (Ransbotham and Kane 2011) have investigated the impact of membership 

turnover on the ability to maintain a certain quality grade. More recently (Grigore et al. n.d.) investigated the 

role that knowledge janitors play in maintain the status quo for an article and for improving it. However, it 

would be interesting to know the effect of discussions on maintaining a certain status. 
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Fourth, recent research (Bl and ing 2015) has showed that more revisions on Wikipedia lead to less biased 

content. However, the role discussions play in leading to unbiased content is not yet understood. Our 

research here can form the basis for doing so. 

Fifth, our finding from the exploratory study that sustained participation in discussions is associated by better 

quality needs to be elaborated further. (Arazy and Croitoru 2010) found that most of the corporate wikis 

become inactive after a certain period. To our knowledge, there hasn’t been much work done in the area of 

sustained participation and edits. Our work in this research opens doors for further investigation into this 

phenomenon. 

Sixth, in this research we only look into the impact of discussions on quality without understanding the 

motivations of editors to participate in discussions. Theories such as social identity (Hogg 2006) and self-

categorization (Turner and Reynolds 2011) describe how individuals perception of collections of people result 

in their actions while Foucault’s discourse theory (Hall 2001) describes how individuals exert power in 

discourse. (O. Ferschke et al. 2012) describe an algorithm to recognize different dialogue acts in Wikipedia 

talk pages. Future work can look into integrating these motivations into the antecedents to impact on quality. 

Finally, Wikipedia is replacing its discussion pages with a new system called Flow 

(http://en.wikipedia.org/wiki/Wikipedia:Flow).  While this would not affect our results since we measure the 

general impact of discussions, it would be interesting to see how richer features in the discussion pages like 

live chat, automated logging and archiving affect the quality of the articles. Since this is a natural experiment 

setup, we also infer possible underlying causal mechanisms through which discussions impact quality. 

This essay demonstrated the use of a data science approach, that combines exploratory, predictive and 

explanatory modeling approaches, in case of investigating the role and impact of discussions on article quality.  

In the next essay, I demonstrate the use of this approach to understanding the similarities and differences 

between different forms of managing information overload in case of social media sites while in the last one, 

I demonstrate the use of this approach to build recommender system for lists of users.  

 

 

 

 

 

 

http://en.wikipedia.org/wiki/Wikipedia:Flow
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ESSAY 2 – UNDERSTANDING THE RELATIONSHIP AMONG FORMS OF 

INFORMATION OVERLOAD MANAGEMENT IN SOCIAL MEDIA – A DATA 

SCIENCE APPROACH 

ABSTRACT 

We develop a framework for examining the similarities and differences among three different forms of 

information overload management (following, listing and subscribing to lists) in Social Media.  Leveraging 

this framework and combining it with network analysis, we build a prediction model for the five most 

common transitions among these forms. Applying this framework to a large sample collected from Twitter 

over a 4 month period shows that people use not only following to keep track of the activities of others but 

also listing and subscribing and that the accounts that Twitter users follow are substantially different from 

those they list or  to which they subscribe.  We also show that while following is the most preferred form of 

information overload management to begin with, it is also very volatile while following and listing is a very 

stable form of information overload management. Finally, we show that subscription and un subscription 

from lists can be predicted accurately by leveraging the metrics defined in this framework along with some 

structural network measures. Our research has implications for measuring the audience for a user, building 

better models of information diffusion in Social media sites and for understanding the drivers of user 

engagement and disengagement. 

Keywords :- Social Media, Twitter, Information Overload, Follower, List, Subscription, Social Network 

analysis, CHAID, Prediction Model. 
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INTRODUCTION 

Social Media sites have risen to new heights of popularity in the past few years. As of December 2013, 73% 

of online adults use at least one social networking site and 42% use two or more (Duggan and Smith 2013). 

As the number of people using these platforms on a daily basis continues to increase, there is a corresponding 

phenomenal increase in the amount of data generated by these users.  Figure 20 provides an overview of the 

average amount of data produced on each day in 2014 on the top 6 social media sites. 

 

Figure 20. Social Media Activity (Source : http://www.leveragenewagemedia.com) 

 

While this increase in the amount of data available provides us with unprecedented opportunities to 

understand various aspects of human behavior, it has also led to a common problem called “information 

overload” (Edmunds and Morris 2000; Eppler and Mengis 2004).  Information Overload refers to the 

problem of curating content effectively to keep track of relevant information.  For example, on Twitter there 

are about 500 Millions tweets sent daily(“Twitter Usage Statistics - Internet Live Stats” n.d.) with this number 

increasing at an exponential rate continuously. This makes it very difficult to keep track of relevant 

information.  
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Various social media sites have tackled this problem of information overload by providing features that help 

organize the sources of information in different ways. For example, on Twitter a user can follow specific 

users to keep track of their activities. On Facebook, one can either befriend or subscribe to another user to 

keep track of his/her activities. However, given the large number of people that users follow on Twitter and 

befriend/subscribe to Facebook and other social media sites, (The average number of people that users 

follow on Twitter is 200(Qu and Liu 2011) while 35% of Facebook users have more than 200 

Friends(comments n.d.)) and the ever increasing number of people using these sites, it again becomes difficult 

to keep track of relevant information.  Social media sites tackled this problem by introducing a feature called 

lists (Rakesh et al. 2014). These lists were originally introduced by Twitter in 2009 but have been adopted by 

other Social media sites in different forms under different names. For instance, Google+ terms lists as social 

circles, Facebook provides a feature called community pages, Pinterest offers boards and Flickr offers groups. 

Users of these sites can manage information overload either by creating their own lists and adding members 

to them or by subscribing to the public lists that others users have already created. A recent survey of 115 

Twitter users(de la Rouviere and Ehlers 2013) confirms that with lists, users are able to keep track of the 

activities of more users than ever before and avoid information overload. While there is  some research on 

lists to infer latent user characteristics (Ghosh et al. 2012; Pochampally and Varma 2011; Sharma et al. 2012; 

Y. Yamaguchi et al. 2011), on the patterns of triadic closure formation in lists (Zhao and Ram 2011) and  on 

the importance of follower and followee patterns (Krishnamurthy et al. 2008; Kwak et al. 2010), surprisingly 

there is very little research so far either on the similarities and differences between these forms of information 

overload management (for example on Twitter do users create their own lists and add the same people that 

belong to their subscribed lists or they are different. Also how different are they from the people they follow) 

or understanding transitions between these forms of information overload management (for example a user 

can be followed first and then listed). 

  

Figure 21. Sample List Figure 22. Home Page 
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Figure 21 shows a part of the home page of a list titled “Ad:tech Friends”. Note that the list is curated by a 

user “Peter Brooke” and has a description “ad:tech San Francisco”. The list has 223 members and 22 

subscribers.  As shown in figure 22, the account with twitter handle “peterbrooke” is in fact following only 

153 people meaning there are at least 80 people in his list whom he is not following explicitly but is still 

intends to keep track of their activities. This means that the user considers following and listing as two 

different forms of information overload management. 

In this research, we address this important gap - on the cross sectional and temporal relationship between 

forms of information overload management - through an empirical study using a large dataset collected from 

Twitter over a 4-month period.  We first build a framework for comparing the differences among forms of 

information overload management and to understand the transitions between these forms. We extract and 

examine the network   in which Twitter users are embedded using following, listing and subscribing 

relationships with each other. We use the structural characteristics of this network and metrics from our 

framework to predict user behavior i.e.  we build a prediction model for the five most common transitions 

among these forms. In doing so, we demonstrate how to combine exploratory analyses with text mining and 

social network analysis techniques to build models with high prediction accuracy. 

Our study is important for three reasons. First, it provides an in depth understanding of the relationship 

between different forms of information overload management on social media sites. For example, it is 

possible that the Twitter users followed by a focal user A have a high chance of being listed subsequently 

rather than being subscribed. Also a large part of academic literature (Achananuparp et al. 2012; Rui and 

Whinston 2012; Shi et al. 2011; Zaman et al. 2013) and advertising on Twitter has concentrated on the 

importance of followers in information diffusion but not on lists. Similarly, on Facebook people talk about 

the number of friends for a user while on LinkedIn people talk about the number of connections. However, 

on Twitter, a user can list another user without following her. This means there is a backdoor to track 

activities of users on Twitter and manage information overload associated with following too many people. If 

this (i.e. listing without following) is happening in a substantial population of Twitter, it signals the need for 

new models of information diffusion and should prompt organizations to identify their audience in a 

different way. This fact applies to other social media sites like Facebook where users can subscribe to others 

and to the groups to which they belong instead of befriending them. Second, Twitter currently recommends 

additional users to follow on the basis of the current users a focal user follows. Our work on transitions 

between forms of information overload management can provide cues for developing a recommendation 

system for lists – that can suggest lists that a focal user may want to subscribe to and users that may be added 

to a list. For example if users first follow others and then list them and if we are able to predict accurately 

when that happens, we will be able to work towards a recommendation engine on Twitter and other social 

media sites for suggesting users to list. It can also help improve the system of ‘Promoted accounts’ on Twitter 
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(and other social media sites) that at present suggests accounts to be followed only on the basis of whom the 

focal user is following. Given that all other Social Media sites have very similar features, this work can be 

extended in a similar fashion. Third, users on Twitter and other social media sites also have the option of 

disengaging with other users i.e. deciding to unfollow or delist or unsubscribe from a list. Such an action 

could mean loss of audience for a focal user. Recent research (Lee et al. 2011) has also shown that there is 

substantial evidence for significant churn among people followed by Twitter users. Studies have shown that 

information overload in online social spaces can cause churn (Butler 2001; Jones et al. 2004). Since almost all 

organizations maintain Twitter accounts and tweet about their products and promotions, it is very important 

to keep track of which of their audience members are likely to disengage. We propose a model for predicting 

churn in list members, subscribers and followers. Overall, this study contributes to an in depth understanding 

of information overload management on Twitter by providing a framework that can be extended to other 

social media sites to study the similar phenomena. 

 

Figure 23. Research Framework 
The purpose of this research is threefold as shown in Figure 23. First, we conduct a cross-sectional analysis to 

understand the differences and similarities across three forms of information overload management on 

Twitter. Second, considering that Twitter users can transition among these forms, we conduct a temporal 

analysis to understand how these forms are related across different time periods to infer information overload 

management behaviors of Twitter users. This analysis framework can be extended to study these forms in 

other similar social media sites (Facebook, Google+, Pinterest, Flickr). Finally, we consider the fact that 

Twitter users are embedded in a network of relationships through following/listing/subscribing and derive 

General List and Social 

Network Characteristics 

ANALYSIS FRAMEWORK 
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the metrics from these networks. We use these metrics with those defined in the framework to build a model 

for predicting the most common transitions among these forms. 

LITERATURE REVIEW 

Lists allow Twitter users to categorize users, from whom they wish to view tweets, into distinct categories. 

When a user creates a list and adds users to it, he/she can view tweets of only those accounts by going to the 

home page of that list. When creating a list, the user can provide a title and a short (100 character) description 

for it.  This in many cases serves as an indicator of the interests of the focal user and those of the members of 

the list. Leveraging this information, (Sharma et al. 2012) developed a framework for identifying 

characteristics of Twitter users. Their results showed that this information helps in accurately identifying 

latent user characteristics as well as their popular perceptions on Twitter. (Ghosh et al. 2012) developed a 

search system leveraging the list feature to identify topic experts on Twitter. (Pochampally and Varma 2011) 

combined list information with user interactions to identify topics of interest to a user.   (Y Yamaguchi et al. 

2011) showed that user interests can be more accurately identified using lists to which she belongs to rather 

than her tweets. Hence, methods using list-based approaches to identify user interests outperform those that 

use either tweet based or profile information based approaches. (Zhao and Ram 2011) examined the patterns 

of triadic closures in lists. Velichety and Ram (2013 a) used a exploratory analysis approach to examine 

Twitter lists with a view to developing a list based recommendation system. The most recent research in this 

area works on building recommender systems for lists using the characteristics of its members and the topic 

to which the list belongs (Burgess et al. 2013; Rakesh et al. 2014). While all this work looks at lists as a 

potential source of identifying user interests and characteristics, very little is known about the similarities and 

differences between following, listing and subscribing, the transition between these forms and predicting 

most common transitions. In this research, we fill that gap by leveraging the framework proposed by  

(Velichety and Ram 2013a) and combining it with network analysis to build a prediction model for the most 

common transitions among these forms. In doing so, we also demonstrate how we can combine the cross-

sectional and temporal analysis of information overload management with network analysis and the 

characteristics of the lists to achieve superior prediction accuracy. 

DATA COLLECTION 

To conduct this study, we generated an initial dataset of lists and their members from listorious.com1 (Refer 

to Appendix H for a screenshot of how we can search and collect data from listorious). First we generated a 

random sample of lists using keywords derived from the categorization of news articles on NY Times. The 

description of keywords used to search for lists in each category is show in table 14. 
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 Table 14. Keywords used for searching on Listorious 

Category Keywords 

World Worldwide, China, India, Europe, Asia, Australia 

U.S America, New York, United States, Boston, Chicago 

Politics politician, government, liberal, progressive, veteran 

Business  Organization, Management, Marketing, Advertising 

Dealbook mergers, private equity, banking, investment, venture capital, finance 

Technology Tech, technology, techie 

Sports Sports, basketball, football, athletes, Golf, Olympics, rugby 

Science Science, Scientists, museums, animals, plants, birds, ecology, climate 

Health healthcare, fitness, diet, health, medicine 

Arts art, music, singing, dancing 

Style Style, Fashion, beauty 

Opinion Opinion, Sentiment, Critics 

We initially collected 200 lists from each of the categories.  For each of the lists we collected their curators 

resulting in a dataset of 2000 users. Using the Tweepy module2 in python, we collected the set of all lists that 

these users in turn created and the members in those lists, the set of all the lists to which these users 

subscribed and the members in those lists and the set of all the people these users were following. Figures 24-

26 provide details of the curated lists (the ones that were created by these 2000 users) while figures 27-29 

provide the details of the subscribed lists (for these 2000 users). 

 

Figure 24. Word Cloud for Curated List Titles 
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Figure 25. Number of Lists in each category 
 

 

Figure 26. Categories Vs. Number  Of Curators 
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Figure 27. Word Cloud from Titles for Subscribed Lists 
 

 

Figure 28. Number of Subscribed Lists in each category 
 

 

Figure 29. Subscribed Categories Vs. Number Of Curators 
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 We initially examined this data for a sample of 100 users (the set of people these users are following, listed 

and subscribed) and found that there were almost no changes in list memberships, subscriptions or following 

on a weekly or biweekly basis. However there were several transitions over a period of one month.  

We collected a dataset continuously four times in the period - September to December 2013 - for 2000 users 

(also termed as curators). The dataset includes all the lists curated by these 2000 users, the members of each 

list, the lists to which the users subscribed and their members. We removed suspended users from our dataset 

after querying the Twitter API. Table 15 provides the descriptive statistics of our dataset.  

 

Table 15 Descriptive Statistics 

 Count Average (Per Curator) Median 
Standard 
Deviation 

Lists Curated 34812 17.4 11 20.5 

Members* 1656991 828.49 790 3210 

Curator Friends** 
(Following) 

5949336 2974.66 1660 13600 

Curator Subscriptions*** 19115 11.08 5 24.5 

Subscribed Members**** 1305112 806.12 780 3770 

 *indicates the number of unique members in all the lists of all the curators. 

 ** indicates cumulative number of users followed by all curators. 

 *** indicates cumulative number of lists to which all the curators have subscribed. 

 ****indicates the cumulative number of people in all the lists to which curators have subscribed. 

 

 

1
 http://www.listorious.com 

2 https://github.com/tweepy/tweepy 

 

http://www.listorious.com/
https://github.com/tweepy/tweepy
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CROSS SECTIONAL ANALYSIS 

 In this section we develop a framework to understand the similarities and differences between Following, 

Listing and Subscribing by extending the  framework and metrics proposed by (Velichety and Ram 2013b) to 

compare following with listing and subscribing. Since we have three modes of information overload 

management, we have 3 pairwise combinations for comparison. Note that n(X) defines the cardinality of the 

set X and C, L, F & S represent Curator, Listing, Following and Subscribing  respectively in the names of the 

metrics we define. For example CF Ratio means Curator Following Ratio. 

 First we examine the relationship between following and listing. For any user on Twitter, we can divide the 

rest of the Twitter population into the following 4 disjoint sets. 

 
Followed 

No Yes 

Listed 
No W X 

Yes Y Z 

Figure 30. Listing and Following Matrix 

 

Let W, X, Y, Z represent the corresponding sets and n (W), n(X), n(Y) and n(Z) their cardinalities. For any 

curator i, W will be the have the highest cardinality. We define three metrics to understand the relationships 

between listing and following. 

 

 

 

The CF Ratio indicates the fraction of   people a curator is following out all the people listed across one or 

more of the curator’s   public lists.  The CM Ratio indicates the fraction of people a curator has listed at least 

once across all of her lists out of all the people the curator is explicitly following. The MF Ratio compares the 

relative strength in numbers of those who are only listed to those who are only followed. 
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Figure 31. CF Ratio Figure 32. CM Ratio 

  

 

Figure 33. MF Ratio 

 

Figures 31, 32 and 33 show the distributions of CF, CM and MF ratios for the curators in our dataset. From 

Figure 31 it is clear that there are a substantial number of curators who have listed people without following 

them. The mean CF Ratio for the sample was 0.41 indicating that curators follow only 40% of the people 

they list on average. However the standard deviation was 0.33 indicating that there is sufficient heterogeneity 

in this case. Similarly, the average CM Ratio was 0.21 indicating that curators only list a fifth of the people 

they follow explicitly. The standard deviation in this case was also substantial (σ=.23) indicating heterogeneity 

here as well.     Finally, the fact that MF Ratio had an average of 5.7 and standard deviation of 57.79 indicates 

that there are certain people who prefer to primarily use listing while there are others who prefer following. 
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All three metrics together provide sufficient evidence for the fact that following and listing are two forms that 

differ from each other substantially.  

 Besides listing and following explicitly, Twitter users have a third option viz., subscribing to a list that 

someone has already created to see the tweets of all the members of that list. This creates a third dimension 

for our analysis. Hence we investigate the relationship between subscribing to a list and following users 

explicitly. Similar to the matrix defined above, we describe the relationship between these two forms in this 

matrix. 

 Followed 

No Yes 

Subscribed 
No A B 

Yes C D 

Figure 34. Subscribed and Following Matrix 

*Subscribed in this case means that they belong to the lists to which the curator has subscribed to 

Similar to the metrics defined in the previous case, we define the following ratios 

 

 

 

These three metrics together define the relationship between following explicitly and following by subscribing 

to a list. 

  

Figure 35. CS Ratio Figure 36. CFS Ratio 
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Figure 37. SF Ratio 

 Figures 35, 36 and 37 show the relationships between following and subscription. It is clear that the 

distributions here are more skewed than the previous ones.  The average CS ratio was 0.11 (σ=0.17) 

indicating that curators follow a meager 11% of the people in the lists they subscribe to.  Further, the average 

CFS ratio was 0.05 (σ=0.09) indicating that a mere 5% of the people that a curator follows are also members 

in the lists to which they subscribe. These two ratios provide evidence for the fact that the people followed by 

Twitter users are substantially different from members of the lists to which they subscribe. Finally the fact 

that SF Ratio had a mean of 1.45 and a standard deviation of 12.49 shows that some users prefer to primarily 

use following while others prefer subscribing.  

Finally to understand the relationship between creating one’s own list and subscribing to an already created 

list, we have the following matrix and the relevant metrics. 

 

 Subscribed 

No Yes 

Listed 
No P Q 

Yes R S 

Figure 38. Listing and Subscribing Matrix 
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Figure 39. CL Ratio 
 

Figure 40. CLS Ratio 
 

  

 

Figure 41. LS Ratio 
 

 Figures 39, 40 and 41 show the relationship between listing and subscribing. The CL Ratio had a mean of 

0.11 (σ=0.17) indicating that out of all the people that the user has listed across her  public lists, a mere 11% 

are also members of the lists  to which she subscribes.  The CLS Ratio had a mean of 0.05 (σ=0.009) meaning 

that out of all the members of the lists that a user has subscribed to, only 5% are also members of the public 
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lists of the user. The distributions of these two ratios provide sufficient evidence for the fact that listing and 

subscribing are two different forms of information overload management. Further the fact that LS Ratio had 

a mean of 1.4 and a standard deviation of 12.3 indicates that some users prefer to manage information 

overload by creating their own lists and adding people to them, while others primarily subscribe to the lists 

that other Twitter users have created.  

 We also found that all these ratios remain consistent across different time periods for each curator suggesting 

the possibility of strong user specific heterogeneity.  To summarize, we find evidence for substantial 

differences among three different forms of information overload management on Twitter. We also find that 

there is a large heterogeneity among Twitter users in terms of preference for a specific form. The next section 

analyzes the temporal relationships among these three forms. 

TEMPORAL ANALYSIS 

 We first create a framework for temporal analysis by partitioning the set of users - whom a focal user in our 

sample has been following, listing or subscribing - into eight pairwise disjoint sets as shown in table 16. Figure 

42 is a visual representation of these sets. 

Table 16 Information Sets 

Category Description 

A Only Followed 

B Only Listed 

C Only Subscribed 

D Followed and Listed but not Subscribed 

E Listed and Subscribed but not Followed 

F Followed and Subscribed but not Listed 

G Listed, Followed and Subscribed 

H Neither Listed, Nor Followed and Nor Subscribed 
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Figure 42. Information Set 

 Note that it is not possible to get the exact cardinality of set H. However, in the context of this research, we 

consider set H as the set of prospective users whom the focal curator intends to follow, list or subscribe to, 

meaning, the user is not using any of these forms at present but intends to do so in the future. Accordingly, 

we set the cardinality of this set to be three times the cardinality of the union set created from sets A-G. 

For any two consecutive months t and t+1, we can construct a transition probability matrix as follows 

 

t                                 t+1 
A B C D E F G H 

A XAA XAB XAC XAD XAE XAF XAG XAH 

B XBA XBB XBC XBD XBE XBF XBG XBH 

C XCA XCB XCC XCD XCE XCF XCG XCH 

D XDA XDB XDC XDD XDE XDF XDG XDH 

E XEA XEB XEC XED XEE XEF XEG XEH 

F XFA XFB XFC XFD XFE XFF XFG XFH 

G XGA XGB XGC XGD XGE XGF XGG XGH 

H XHA XHB XHC XHD XHE XHF XHG XHH 

Figure 43. Following Activity Characterization Matrix 

*Each of the elements is calculated as the fraction of number of people in a particular state k Є {A, B, C, D, 

E, F, G, H} at time t who belong to another state p Є {A, B, C, D, E, F, G, H} at time t+1. For example 

XBC= n (Ct+1 ∩ Bt)/n (Bt). Other elements are defined similarly. 

We call this matrix “Following Activity Characterization Matrix”.  Note that each of the rows in the matrix 

sum to 1. Table 17 shows how the elements of this matrix can be used to infer specific “information overload 

management behaviors” of people. 
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Table 17 Information Overload Management Behaviors 

Elements Property Name Description 

XAA,XBB,XCC,XDD,XEE,XFF,XGG,XHH Status Quo 

The form is the 
same for the two 
consecutive time 

periods. High 
values indicate 
that the status 

quo is preserved. 

XAH,XBH,XCH,XDH,XEH,XFH,XGH 

 
Disengagement 

From using one 
or more of the 

three forms, the 
user completely 

stops his 
engagement from 
these users. The 
elements hence 

indicate the 
disengagement 
rates for each 

form. 

XHA,XHB,XHC,XHD,XHEXHF,XHG 

 
Engagement 

Indicates the 
preferences of a 

user for managing 
information 

overload for the 
first time. 

XBA,XCA,XDAXEA,XFA,XGA,XHA 

 

Following Influx 

Indicates the 
influx to 

following form 
from all other 
forms. We can 
similarly define 

influx to all other 
forms using the 
corresponding 
elements in the 

column. 

XAB,XAC,XAD,XAE,XAF,XAG,XAH 

 
Following Outflux 

Indicates a 
transition from an 

initial state of 
“only Following” 

to any   of the 
other states. 

Hence all these 
elements 

characterize the 
outflux from 
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Following. We 
can similarly 

define outflux for 
other states using 

corresponding 
elements in a row. 

XDA,XDB,XDC,XEA,XEB,XEC,XFA,XFB,XFC,XGA,XGB,XGC,XGD,XGE,XGF 

 

Redundancy 
Avoidance 

The user has 
moved from 
either two or 

three forms to 
one or two forms 

respectively 
meaning that he is 

avoiding 
redundancy across 

different forms. 

XAD,XAE,XAF,XAG,XBD,XBE,XBF,XBG,XCD,XCE,XCF,XCG,XDG,XEG,XFG 

 

Redundancy 
Seeking 

The user has 
moved from one 
or two forms to 

two or three 
forms respectively 
meaning that he is 

using more 
sources than 

before for the 
same users. 

 

Figure 44 shows the number of curators for whom that particular element in the matrix has zero value 

meaning there is no transition. The ones marked in red are zero for more than 95% of the curators in the 

sample and the ones marked in yellow are zero for 90-95% of them (Note that this is the data for the first 

transition period viz. , September-October 2013). 

 

Figure 44. Transition Numbers Matrix 
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Figure 45 shows the transition volumes meaning the number of Twitter accounts that move from one form 

to the other in the first period. Note that transition volumes here are the numerators in each of the X values 

of the “Following Activity Characterization Matrix”. The numbers outside the parentheses represent the 

averages while the ones inside represent standard deviations. We can clearly see that there are a substantial 

number of people being moved from one state to other even though the corresponding transitions are zeros 

more than 90 percent of the time.  

 

Figure 45. Transition Volumes 

 

In order to explore the transitions listed above, we conducted a set of F-Tests for the behaviors listed in table 

17, the results of which are documented in table 18. For each of the behaviors listed in table 17, we used the 

appropriate X values where each of them was treated as a group. For example, for the status quo property, we 

treat each of XAA - XHH as a group and in each group we have 2000 entries. We tested for the normality 

assumption in ANOVA and found that this was violated. However, one-way ANOVA is robust against 

normality. We assume that each of the transitions within in a particular category is independent of the other. 

For example in status quo category, XAA   is independent of XBB. We used Levene’s test for checking the 

homogeneity of variances assumption and found that this was violated. Therefore we used the Welch’s to 

obtain the F-values. To get the transitions that have the highest and least values in a particular behavior, we 

used the Games-Howell post hoc test (because the homogeneity assumption was violated). 

Table 18  F-Tests on Information Overload Management Behaviors 

Behavior F-Value Highest Least 

Status Quo 3.39** XDD XFF 

Disengagement 18.22*** XCH XFH 

Engagement 29.019*** XHA XHE 

Following Influx 17.44*** XFA XEA 
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Following Outflux 20.77*** XAH XAC 

Listing Influx 19.18*** XEB XFB 

Listing Outflux 27.60*** XBD XBF 

Subscribing Influx 16.00*** XFC XDC 

Subscribing Outflux 11.99*** XCH XCD 

Redundancy Avoidance 13.32*** XEB XGC 

Redundancy Seeking 4.72*** XEG XBF 

  **p<0.002 ***p<0.00001 
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Figure 46 – Results of Transitions 

 Figure 46 summarizes the results of the F-test we conducted on each of the behaviors. The results indicate 

that that the “listed and followed” form has the highest retention while “subscribed and followed” has the 

least. This can be partially explained by the fact that we later found the disengagement rates to be highest for 

“only subscribed” form. Second, the disengagement rate is highest for “only subscribed” followed by “only 

following”. This shows that list subscriptions are more volatile than following. This can be attributed to the 

fact that curators can disengage with a lot of people just by unsubscribing from a list while in case of 

following, they have to stop following each account individually. We also found that in general, dual and 
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triple forms of information overload management have lower disengagement rates than the single ones. 

Third, following was the most common form of engagement behavior. This suggests that people prefer to 

follow explicitly first and then list/subscribe. On the other hand following also has the second highest 

disengagement rate. Fourth, we found that “listed and subscribed” to “only listed” is the most common form 

of redundancy avoidance behavior. This can be partially attributed to the fact that “only subscribed” is the 

most volatile form of information overload management.  Finally, we found “listed and subscribed” to 

“listed, subscribed, and followed” is the most common form of redundancy seeking behavior. We attribute 

this to the fact that on Twitter, to get the tweets of people one has listed or subscribed to requires him/her to 

navigate through 3 or 4 links to reach the concerned list, while the tweets of a user being followed can be 

obtained on the user’s home page right after logging in. 

We found similar results for other periods in our sample. The next section describes how we identify and 

build a prediction model for the five most common forms of transitions. 

PREDICTION MODEL 

 Our next step is to predict the transitions. However, considering that we have 64 possible transitions, it 

would not be feasible to build a prediction model for each of these possible transitions. Moreover as seen in 

the previous section, only a few of these 64 possible transitions take place for more than 10% of the curators 

in the sample. In the next section we describe how we choose the set of transitions we select for prediction. 

CHOICE OF TRANSITIONS 

 We collected the data over four months for 2000 curators meaning there are three transition periods. Similar 

to figures 44 and 45 we explored the transitions that took place in the subsequent two periods (Period here 

refers to a one month time lag between two consecutive months). Since the purpose of this research is to 

predict the drivers for the most common transitions, we identify transitions that are significant across all 

transitions periods. When we set a 5% cut off (meaning take transitions that occur in at least 5% of curators 

across all the three transition periods), we find that the transitions CH, DG, EB, FA, GD occur in all the 

three transition periods meaning these are the most common transitions for across the curators for different 

transition periods (We used another three transition periods for a sub-sample of 900 users in the time period 

January 2013-April 2013 and found that the same 5 transitions are significant across all the three transition 

periods.).  We hence predict a subset of 5 transitions of the possible 64. (Observe that out of these 5 

transitions, CH, EB, FA and GD involve unsubscribing from a list while DG involves subscription. In effect, 

we primarily predict subscription and un-subscription in Twitter lists).  
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Table 19. Most Common Transitions 

Transition Description 

DG 
Following and Listing to Following, Listing and 

Subscribing 

CH Only Subscribing to None 

EB Subscribing and Listing to Only Listing 

FA Subscribing and Following to Only Following 

GD 
Following, Listing and Subscribing to Following and 

Listing 

 

PREDICTION MODEL FORMULATION 

 We formulate our problem as follows. Given that a curator C is using a form k Є {A, B, C, D, E, F, G, H} 

for user U1 at time T1, we predict the chance that he will move user U1 to another form p Є {A, B, C, D, E, 

F, G, H} k≠p in the period [T1, T2](T1 and T2 are separated by a month in our case).  Hence our dependent 

variable is 1 if the user has been transitioned and 0 if not. Such a transition should intuitively depend on the 

characteristics of C, those of U1, the characteristics of the lists in which U1 is a member of and those of the 

relationship between the two at time T1.  This approach (as shown in Figure 47) captures the most granular 

relationship between two users involved in a transition. Here we are interested in modeling the changes to the 

relationship between a curator and the users whose activities the curator intends to track. Those people 

belong not only to one or more of the curated/subscribed lists of the focal curator but also the 

curated/subscribed lists of other users/curators. In short, all the users in our sample are embedded in a 

network of relationships. To leverage the properties of these relationships and those of the nodes (users), we 

construct various kinds of networks and extract metrics from these. We also identify certain non-network 

characteristics - of the curators and those of the lists in which the users are members - that could possibly 

predict these transitions (Refer to appendix F for a description of various network measures used in the 

prediction model).We use a feature selection method to reduce the problem of dimensionality in prediction. 
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NETWORKS 

 We construct two different kinds of networks in our context viz., membership and subscription networks. 

All of them are single mode, directed and weighted. 

 In the membership network, the node may represent either a curator or a member she has listed across one 

or more of her lists (We take into consideration the possibility that a curator in our sample may have listed 

another and hence do not use a two mode network).  There is a directed edge from curator C to user U1 if 

the curator has listed user U1 across one or more of the lists she is curating. Hence the edge represents “has 

listed” relationship. The edge weight is normalized between 0-1 depending on the number of lists to which 

that member belongs. For example, consider a case where a curator C has listed a user U1 across 5 of her 

lists. Then the weight of the directed edge from C to user U1 is 0.005 (5/1000) (The maximum number of 

lists that a Twitter user can create was 1000 when we collected the data for this project.). Intuitively, the edge 

weight represents the propensity to follow the activities of the user in a redundant fashion. The subscription 

network is constructed in a similar fashion except that the link represents “has subscribed to” relationship 

and we use 217 as the scaling factor (The maximum number of lists to which someone has subscribed in our 

dataset was 217 and there is no upper limit on the number of lists to which a user can subscribe on Twitter.) 

while calculating the edge weights. Table 20 shows the sizes of the networks at various points of time in our 

sample.  

Table 20. Network Sizes 

Type of Network Membership Subscription 

 Nodes Edges Nodes Edges 

Month 1 1657052 4877826 1307271 3536319 

Month 2 1612342 4618767 1329484 3667602 

Figure 47. Prediction Model Formulation 

C U11

1 

k Є {A, B, C, D, E, F, G}  p Є {A, B, C, D, E, F, G, H}  
k≠p 
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Month 3 1580777 4410385 1115370 2804252 

 

The results of the power law test for both these networks is shown in Table 21.We found that in both types 

of networks, the distribution of edge weights follows a power law distribution indicating that curators tend to 

list or subscribe to a few users heavily but most of the users belong to or subscribe only to a few lists. Figures 

48 and 49 show the degree distributions of subscription and membership networks. 

Table 21. Power Law Test Results 

Type of Network Alpha Log likelihood KS Statistic p-value 

Membership 1.39 -344.89 0.05 0.99 

Subscription 1.39 -607.28 0.05 0.98 

 

 
Figure 48 – Degree Distribution Membership 
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Figure 49 – Degree Distribution Subscription 

 

METRICS 

 We construct two different kinds of metrics for our prediction task viz., network and curator characteristics. 

Also we consider only transitions between two consecutive time months. The definition of the metrics used is 

provided in Appendix F while the metrics used for each of the different types of transitions is provided in 

Appendix G. 

CHOICE OF PREDICTORS 

 The choice of predictors for each of the five different types of transitions depends on the characteristics of 

the two users involved in the transition and those of the relationship between them (including the relevant 

information overload management form). Hence if the users involved employ more than one form of 

information overload management, then there will be more predictors. The number of prediction variables 

used for each type of transition (along with the final number of variables used for each type of prediction - 

after running through a feature selection method – is shown in the parenthesis) is shown in the table 22. Note 

that the description of the variables is provided in Appendix F while the variables used in each of the 

different types of transitions is provided in Appendix G. 

Table 22. Number of Predictors 

Transition Number of Predictors 

DG 90(6) 

CH 90(14) 
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EB 101(30) 

FA 90(32) 

GD 101(11) 

 

CHOICE OF METHODS 

Prior work on building prediction models has used a wide range of data mining methods ranging from linear 

regression models to data driven algorithms like classification trees and neural networks and from nonlinear 

models like logit and probit (Chen and Hitt 2002) to shrinkage methods like ridge regression and principal 

components analysis . In our specific problem, we build classification tree models using CHAID(Haughton 

and Oulabi 1997) – Chi-Squared Automatic interaction detection – that uses a statistical partitioning based 

approach to classification, for the following reasons. 

(1) All the tasks considered here are binary and classification trees have been shown to be highly 

accurate for such tasks. 

(2) This approach makes a few assumptions about the distribution of data (like normality of data 

distribution) i.e., it is a non-parametric method which is desirable in our context. It also can 

accommodate a wide range of data types. 

(3) Finally classification trees help us generate proper visual interpretation of results while also providing 

the relative importance of variables. 

We use CHAID over C 4.5 or CART (Han and Kamber 2006) for the following reasons. 

(1) CHAID is more popular in marketing research (Haughton and Oulabi 1997) especially in the context 

of market segmentation and our problem is analogous to market segmentation where we predict 

whether someone will subscribe to/unsubscribe from another user. In other areas CART and C 4.5 

are more popular. 

(2) CHAID uses a hypothesis testing based approach where multi-way splits are created on the basis of 

the predictor variable that creates the maximum distance between the levels of the categorical 

dependent variable (Magidson 1994). Such an approach requires large independent samples of data to 

minimize the p-values which we have in our context. In contrast, CART creates splits on the amount 
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of homogeneity within a class while allowing only binary splits and is found to be inefficient for large 

samples (McCarty and Hastak 2007). 

(3) CHAID is more useful when the goal is to understand the relationship between dependent variable 

and a set of explanatory variables while CART and C 4.5 are useful when we want to predict the 

value for new cases. Since this is the first study of this kind done in this context it is important to get 

an initial understanding of the drivers for subscription and un subscription. Hence CHAID fits our 

problem better. 

MODEL EVALUATION METHODS 

 In our problem, we try to predict each of the five different types of transitions and hence focus on out-of-

sample performance of these models. For out-of-sample data, we compute three metrics for each model viz., 

(1) Overall predictive accuracy (2) Target Variable predictive accuracy (3) Lift index or the Area under the 

Curve (AUC). 

 Predictive accuracy is the default metric used for evaluating data mining models. However, for a given 

prediction problem in our context, say transition from C to H, if we have 95% zeros and 5% ones, then 

predicting all of them would be zero –without considering any of the predictors - would still give an accuracy 

of 95%. But the model is hardly of any use in such a case. One method of addressing this problem is to 

specify prior misclassification costs and build models that minimize the total costs(Johnson and Wichern 

2002).  However it may not be easy to determine these costs apriori and their choice might be ad hoc. We 

overcome this problem using two additional metrics viz., target variable predictive accuracy and Area Under 

Curve (AUC). Target variable predictive accuracy (Padmanabhan et al. 2006) signifies what percentage of the 

actual transitions was predicted correctly. For example in the trivial model stated above, the overall predictive 

accuracy will be 95% while the target variable predictive accuracy will be 0%. Area Under the Curve (AUC) 

signifies the relationship between sensitivity and specificity for a given model. We use each of these three 

metrics for each of the five prediction problems we consider. In the next section we describe the different 

networks we consider along with the metrics used. 

RESULTS 

 The results for each of the five different types of transitions across the three periods are shown in the table 

23 while those for each of the individual three periods are shown in detail in table 24. We calculate the target 

variable prediction accuracy for both transitions and non-transitions since both are important from a practical 

perspective (It is also important to know when a user doesn’t subscribe/unsubscribe from another user). 
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Table 23. Comprehensive Prediction Results 

Transition Overall Accuracy 
Target Variable Accuracy Area Under Curve 

(AUC) 0 1 

DG 95.2 98.5 53.9 0.83 

CH 96 97.3 91.1 0.70 

EB 99.5 99.7 99.3 0.72 

FA 97.4 98.5 92.2 0.77 

GD 94 97 87.4 0.76 

 

 

Table 24. Period Wise Prediction Results 

 Overall Accuracy 

P1 P2 P3 
Target Variable Accuracy 

0 1 

P1 P2 P3 P1 P2 P3 

DG 99.9 99.8 86.4 100 100 95.7 23.3 0 53.8 

CH 95.3 93.3 94.6 97.4 98.4 92.4 79.7 58.4 97.5 

EB 97 99.6 98.1 98.5 99.5 97.7 82.4 99.8 98.4 

FA 95.5 99.3 96.6 97.5 99.8 96.5 80.6 97.3 97.0 

GD 95.9 99.7 93.8 98 100 97.3 76 61.5 61.3 

 

 The large differences in accuracy can be attributed to the nature of CHAID algorithm. CHAID tries to split a 

node by minimizing the p-value for a certain predictor. Hence it works well for larger samples where the 

number of 1’s relative to the number of 0’s is high. The number of 0’s and 1’s for each transition for each 

period are shown in table 25. 
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Table 25. Target Variable Counts 

Transition 
Target Variable Count 

0 1 

P1 P2 P3 P1 P2 P3 

DG 462475 74947 28092 421 155 7991 

CH 1347628 103302 164156 181090 14949 123746 

EB 78362 77433 6660 7792 43599 7089 

FA 104250 7875 24087 13509 1736 7578 

GD 85195 46450 3725 8700 299 395 

 

 To further validate the claims of usefulness of CHAID in this context, we show the number of independent 

variables that are finally included in the tree creation in table 26. We can clearly see that in periods where the 

number of 1’s is low, few of the independent variables are used for tree growth. 

Table 26. Number of Variables used in Tree Growth 

Transition Number of Variables 

P1 P2 P3 

DG 19 4 14 

CH 32 7 21 

EB 33 11 10 

FA 36 4 13 

GD 33 4 11 

 

Table 27 shows the top 10 predictor variables for each of the different types of transitions in the descending 

order of their importance.  We in general find that the propensity to unsubscribe in the previous time period 

(XCH) can help us predict un subscription in the next period.  Also, we find that the relationship between the 

two relevant forms– as captured by the cross sectional metrics – can help us predict the transition between 

them. Surprisingly, we find that the list sizes (neither the subscribed nor the own) do not matter as far as the 
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transitions are concerned. Finally, we find that the closeness centrality in the subscription network is a 

significant predictor for most of these transitions implying that if a user is easily accessible to many other 

users in the network, she is likely to be subscribed and unsubscribed often.  

Table 27. Top 10 Significant Variables 

DG CH EB FA GD 

Membership_Edge
_Strength 

LS_Ratio LS_Ratio X XADAD X XADAD 

Subscribed_Size XCH XAD CL_Ratio XCH 

CFS_Ratio 
CC_Curator_Subscri

ption 
CL_Ratio LS_Ratio XED 

XED XED XCH XHB 
CC_Curator_memb

ership 

XEB XDB XGD XFG 
Membership_Edge

_Strength 

XDG XHD MF_Ratio XEE 
BC_Curator_memb

ership 

 CFS_Ratio 
CC_Curator_Subsc

ription 
CC_Curator_Sub

scription 
XDF 

 CS_Ratio SF_Ratio XFD XAA 

 
Subscription_Edge_

Strength 
Membership_Edge

_Strength 
XHD XBH 

 
Subscription_Catego

ry_Count 
XEB XFA XGF 

 

CONCLUSION, IMPLICATONS FOR RESEARCH/PRACTICE AND FUTURE WORK 

  In this research, we conducted an exploratory study of the differences among three different forms of 

information overload management in a major Social Media site - Twitter. We built a framework for 

understanding the cross-sectional and temporal relationship between these forms. Using the metrics defined 

in this framework and combining it with network analyses, we built a prediction model for the most common 

changes to forms of information overload management. To our knowledge, this is the first study to build 
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prediction model for user engagement with and disengagement from other users on Twitter. Our results have 

important implications for future research and practice in this area. 

Theoretical/Methodological Contributions and Implications 

 Our methodological contribution in this research is threefold. First, we proposed a framework for examining 

the differences among three different forms of information overload management on Twitter. Using this 

framework we showed that there are substantial differences in the usage of these forms.  

 Second, using this framework, we also examined the temporal relationship among these three forms. We 

discovered that the disengagement rates are highest for subscription and that when users decide to keep track 

of activities of another user for the first time, following is the most preferred mode. We also discovered that 

“following and listing” is the most stable form (has the least disengagement probability). To our knowledge, 

our study is one of the first to explore the relationships among these three different forms. In doing so we 

also demonstrated how elements of this framework can be used to define certain temporal behaviors of 

information overload management.  

 Third, we demonstrated how to build prediction models by combining the metrics defined in the framework 

with text mining and social network analysis approaches and achieve good predictive accuracy. Network 

based approaches have been extensively used in areas such as predicting the likelihood that a consumer will 

purchase a product (Hill et al. 2006, 2007), identifying fraudulent accounts in wireless phone 

accounts(Fawcett and Provost 1997), managing customer attrition (Dasgupta et al. 2008) and suspicion 

scoring for counter terrorism (Macskassy and Provost 2007). On Twitter, people have used network based 

approaches to recommend lists to users (Rakesh et al. 2014) and improved the predictive accuracy. The 

importance of network based approaches in building a recommendation system for followers is already well 

known(Gupta et al. 2013).However, much of this  research fails to exploit the positional characteristics of 

nodes and the characteristics of links. Moreover, they use a single type of network. Our research adds to this 

literature by showing how different types of networks can be constructed on Twitter and the structural 

metrics extracted from these can be used to predict user behavior. In doing so, we demonstrate how to 

combine big data analytics and social network analysis to achieve higher prediction accuracy.  

 

Practical Contribution and Implications 

 Our research investigates the cross-sectional and temporal relationship among forms of information 

overload management in Twitter and builds a predictive model for the most common changes to these forms 

for a particular user. We believe that in doing so, this work has three major practical contributions. 
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  First, firms have unanimously assumed that people keep track of others activities on Twitter through only 

following. In other social media sites like Facebook, there is considerable emphasis on the number of friends 

for a user while little is talked about the groups to which she subscribes or belongs. Using our cross sectional 

framework, we showed that people use listing and subscribing as viable modes of information overload 

management. We also showed that there is a large user specific heterogeneity in terms of preference for each 

specific form of information overload management. While more research is needed on which of these forms 

is most effective in spreading messages, this research should prompt organizations and individuals to identify 

appropriate audience through consideration of different forms of information overload management. 

  Second, using the temporal component of the framework, we discovered that the disengagement rates are 

highest for subscription and that when users decide to keep track of another user’s activities for the first time, 

following is the preferred mode. However, we also showed that following is a very volatile form. This tells us 

that organizations attempting to gain followers are at the risk of losing them almost immediately. On the 

other hand, listing appears to be more stable form and organizations should target users who list them rather 

than only those who follow them. 

 Third, we built a prediction model and showed that in large samples where the number of transitions is 

substantial, the most common changes to the levels of user engagement  can be predicted using our 

framework combined with network analysis. We showed that if a user has listed and followed another user, 

then subscription can be predicted using the characteristics defined in our framework. This research can 

provide a foundation for building a recommendation system that can suggest lists to which a focal user can 

subscribe. 

Future Research 

In this research, we primarily demonstrate how to build prediction models for user behavior on Social Media 

sites using a data science approach. Our work in this area opens doors for several areas of future research. 

First, recent models of information diffusion such as Achananuparp et al. (2012) assume that people receive 

tweets only by following others explicitly. Rui and Whinston (2011) measure the attention that people gain on 

Twitter using the number of followers. More recent research by Shi et al. (2014) uses the number of followers  

for a user to determine the probability of retweeting. (Zaman et al. 2013)) use the number of followers for a 

user to determine the scale and speed of retweets. However, from our cross sectional analysis we have 

provided substantial evidence for the fact that people also receive information by listing and subscribing and 

the users they list/subscribe to are not the same as the ones they follow.  This also means that people can 

gain attention from others by either getting listed or by gaining subscribers to the lists to which they belong.  

The results of our research can be used to modify existing models of diffusion on Twitter to better reflect the 

underlying patterns of managing information overload.  
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Second, in our current work, we examined users as information consumers. We collected the set of people 

they are following, the ones they have listed and the members of the lists to which they have subscribed. 

However, on Twitter and other social media sites, users play dual roles of information producers and 

consumers simultaneously.   In our future research we plan to extend our framework to devise a 

comprehensive model that reflects the consumer and producer on Twitter. This model can also be extended 

to study similar behavior in other social media sites. Such a model can also serve to identify the exact 

audience of a user, communities, and reciprocal relationships. This can in turn lead to the development of 

more sophisticated metrics for measuring the size of a user’s audience. Such studies can not only facilitate 

deeper understanding of information diffusion and attention dynamics but also improve our general 

understanding of social media usage. 

Third, we demonstrated how the cross-sectional and temporal components of the framework can be used to 

understand user behavior on Twitter. In the future, this framework can be leveraged either partially or 

completely to examine differences among information overload management forms on other social media 

sites like Google +, Flickr, and  Pinterest, that have similar features. This will give us more insights into how 

people use different features of social media sites for organizing and consuming information from various 

sources. 

Fourth, we demonstrated how to combine exploratory analyses on large samples of data with social network 

analysis to achieve higher prediction accuracy. Our framework can be used to build recommender systems 

that can suggest members that can be add to a list or the lists to which a user can subscribe. In short, our 

work has general implications for understanding user behavior and arriving at theories of information 

overload management in social media. 

In this essay, I demonstrated how a customized exploratory framework can be used to understand and user 

preferences for following, subscription and membership. In the next essay, I extend the results of this 

approach and insights gained from this one to build a recommender system for lists. 
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ESSAY 3 – THE SCIENCE OF LISTS IN SOCIAL MEDIA – TOWARDS 

UNDERSTANDING THE DYNAMICS OF MEMBERSHIP AND SUBSCRIPTION AND 

BUILDING A PERSONALIZED RECOMMENDER SYSTEM FOR LISTS USING A 

DATA SCIENCE APPROACH 

ABSTRACT 

We study the membership and subscription patterns in publicly shared lists in Social Media. Using the 

membership and subscription patterns of a large sample of lists created by 1500 Users on Twitter over a 4 

month period, we conduct an exploratory study to understand the differences between membership and 

subscription. In the process of conducting this exploratory study, we propose new metrics that characterize 

the membership and subscription patterns. Using these metrics combined with network analysis and text 

mining techniques, we build a prediction model that can suggest the lists to which a user can subscribe and 

the members who can be added to a particular list. Our results show that the positional structural 

characteristics of the network in which a list and its members are embedded help us suggest additional lists to 

which a user can subscribe to or members that can be added to a particular list. 
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INTRODUCTION 

Social Media sites have risen to new heights of popularity in the past few years. As of December 2013, 73% 

of online adults use at least one social networking site and 42% use two or more (Duggan and Smith 2013). 

As the number of people using these platforms on a daily basis continues to increase, there is a corresponding 

phenomenal increase in the amount of data generated by these users.  Figure 50 provides an overview of the 

average amount of data produced on each day in 2014 on the top 6 social media sites. 

 

Figure 50. Social Media Activity 

 

While this increase in the amount of data available provides us with unprecedented opportunities to 

understand various aspects of human behavior, it has also lead to a common problem called the information 

overload (Edmunds and Morris 2000; Eppler and Mengis 2004) which refers to the problem of curating the 

content effectively to keep track of relevant information.  For example, on Twitter there are about 500 

Millions tweets sent daily(“Twitter Usage Statistics - Internet Live Stats” n.d.) with this number increasing at 

an exponential rate continuously. This makes keeping track of relevant information extremely difficult.  

Various social networks have tackled this problem of information overload by providing features that help 

organize the sources of information effectively. For example, on Twitter a user can follow specific users to 
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keep track of their activities. On Facebook, one can either befriend or subscribe to another user to keep track 

of his/her activities. However, given the large amount of people that users follow on Twitter and 

befriend/subscribe to on Facebook and other social media sites, (The average number of people that users 

follow on Twitter is 200(Qu and Liu 2011) while 35% of Facebook users have more than 200 

Friends(comments n.d.)) and the ever increasing number of people using these sites, it again becomes 

difficult to keep track of relevant information.  Social media sites tackled this problem by introducing a 

feature called lists (Rakesh et al. 2014). These lists were originally introduced by Twitter in 2009 but have 

been adopted by other Social media sites in different forms under different names. For instance, Google+ 

terms lists as social circles, Facebook provides a feature called community pages, Pinterest offers boards and 

Flickr offers groups. Users of these sites can manage information overload either by creating their own lists 

and adding members to them or by subscribing to the public lists that others users have already created. A 

recent survey of 115 Twitter users(de la Rouviere and Ehlers 2013) confirms that with lists, users are able to 

keep track of the activities of more users than ever before and avoid information overload. While there is  

some research on lists to infer latent user characteristics (Ghosh et al. 2012; Pochampally and Varma 2011; 

Sharma et al. 2012; Y. Yamaguchi et al. 2011), on the patterns of triadic closure formation in lists (Zhao and 

Ram 2011) and  on the importance of follower and followee patterns (Krishnamurthy et al. 2008; Kwak et 

al. 2010), surprisingly there is very little research so far either on recommending lists to users or on 

understanding and predicting disengagement of users from lists (Rakesh et al. 2014). A recent study by 

(Rakesh et al. 2014) proposes two different models for list recommendation using user topic modeling and 

page rank approaches. However, this research doesn’t consider the disengagement of users from lists i.e., 

unsubscription or delisting. Given that every organization today maintains accounts on Social Media and that 

the amount of information generated on these sites has been increasing exponentially in the past few years, it 

is important to keep track of those users who are likely to engage with a particular list that contains the 

accounts of the organization and its employees. Even for individuals, it is important to keep track of when 

they will gain attention (either when someone adds them to a list or another subscribes to a list in which the 

user is a member). Moreover, this research only considers the network properties of the users in the Twitter 

follower network but not those of the list and its members/subscribers in the subscription or membership 

network. In this research, using a data science approach that combines an exploratory study of membership 

and subscription patterns of Twitter lists with the properties of the social network in which a list and its 

members and subscribers are embedded, we develop a prediction model that can recommend the lists to 

which a user can subscribe and the members that a user can add to his list. We also build another prediction 

model that can predict when a user is likely to un subscribe from a list and when a member is likely to get 

delisted.  
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The purpose of this research is three fold. First, we conduct an exploratory study to understand the 

differences between subscription and membership patterns of lists on Twitter using a network analysis 

approach. In the process of doing so we define new metrics that can help us understand these patterns. 

Second, building on the results from the exploratory study and combining it with the general characteristics 

of the lists and their members and subscribers, we build a prediction model that can recommend the set of 

lists that a user can subscribe to and the set of members that can be added to a particular list. Third, along 

similar lines we build another model for disengagement that can predict when a user will unsubscribe from a 

given list and when she will be removed from a particular list. 

LITERATURE REVIEW 

Lists allow social media users to group other users into distinct categories and follow their activities closely 

thus allowing them to manage information overload effectively.  While there has been research on usage of 

lists as a means of inferring latent user characteristics and interests((Ghosh et al. 2012; Pochampally and 

Varma 2011; Sharma et al. 2012)) and on the evolution of closures in twitter lists(Zhao and Ram 2011), 

there is very little research on recommending lists to users(Rakesh et al. 2014). This is because most of the 

users create lists for grouping friends they find interesting i.e., for their personal convenience. Such lists do 

not gain the attention of people(Rakesh et al. 2014). Further many  lists have very similar  or even same 

names(D. Kim et al. 2010).  While traditional approaches like collaborative filtering, content based 

approaches, clustering, search based methods and hybrid approaches work well in an e-commerce context 

where there intention is to recommended an item to purchase, they are not suitable for recommending 

lists/groups.(Rakesh et al. 2014) proposed an approach for recommending lists on the basis of lists that the 

followers of a focal users have subscribed to. However, this approach doesn’t consider the structural and 

positional characteristics of the network in which a lists, its members and subscribers are embedded. In this 

research, by conducting an exploratory study to discover the association between the positional (centrality) 

and structural(structural holes/density) characteristics of the network in which a user and the list she has 

created/subscribed to are embedded, we prove that these characteristics can in fact be used to predict 

subscription and listing. Using these network characteristics with other list, message and user characteristics, 

we build a prediction model that can suggest lists to which a user can subscribe and users that can be added 

as members to a list. 
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RESEARCH FRAMEWORK 

Figure 51 shows the research framework for this work. It essentially has three broad phases i.e., data 

exploration, network based exploration and model building. The final phase leverages the results from the 

previous two phases. 

 

Figure 51 Prediction Model Framework 

 

DATA DESCRIPTION 

To conduct this study, we generated an initial dataset of lists and their members from listorious.com1 (Refer 

to Appendix H for a screenshot of how we can search and collect data from listorious). First we generated a 

random sample of lists using keywords derived from the categorization of news articles on NY Times. When 

you type a certain keyword for search, Listorious suggests additional relevant keywords. The description of 

keywords used to search for lists in each category is show in table 28. 

 Table 28. Keywords used for searching on Listorious 

Category Keywords 

World Worldwide, China, India, Europe, Asia, Australia 

U.S America, New York, United States, Boston, Chicago 

Politics politician, government, liberal, progressive, veteran 
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Business  Organization, Management, Marketing, Advertising 

Dealbook mergers, private equity, banking, investment, venture capital, finance 

Technology Tech, technology, techie 

Sports Sports, basketball, football, athletes, Golf, Olympics, rugby 

Science Science, Scientists, museums, animals, plants, birds, ecology, climate 

Health healthcare, fitness, diet, health, medicine 

Arts art, music, singing, dancing 

Style Style, Fashion, beauty 

Opinion Opinion, Sentiment, Critics 

We initially collected 200 lists from each of the categories. We collected the curators for each of these lists 

and ended up having a sample of 2000 Users. Using the Tweepy module2 in python, we collected the set of all 

the lists that these users have created, the members in and the subscribers those lists, and the set of all the 

people these users are following.  We collected these details continuously every month for a period of 4 

months between September and December 2014 (Initially we collected the data for weekly and once in 15 

days and found that there were hardly any changes to membership or subscription). We removed suspended 

users from our dataset after querying the Twitter API. We also collected all the Tweets for these users using 

the Twitter REST API. Table 29 provides the descriptive statistics of our dataset.  

Table 29 Descriptive Statistics 

 Count Average (Per Curator) Median 
Standard 
Deviation 

Lists Curated 34812 17.4 11 20.5 

Members* 1656991 828.49 790 3210 

Curator Friends** 
(Following) 

5949336 2974.66 1660 13600 

Curator Subscriptions*** 19115 11.08 5 24.5 

Subscribed Members**** 1305112 806.12 780 3770 

Tweets 506700 335.72 215 356.59 

*indicates the number of unique members in all the lists of all the curators. 

 ** indicates cumulative number of users followed by all curators. 

 *** indicates cumulative number of lists to which all the curators have subscribed. 

 ****indicates the cumulative number of people in all the lists to which curators have subscribed. 
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EXPLORATORY STUDY 

First, we start with an exploration of the differences among membership and subscription patterns. The first 

two questions relate to the relationship between subscription and membership. 

(1) How do the membership and subscription patterns of a list vary and how are they related to each 
other? 

We examine frequency distributions of membership and subscription patterns for lists. 

  

Figure 52. Membership Distribution Figure 53. Subscriber Distribution 

 

Figures 52 and 53 show that while the member counts for lists are distributed in a curvilinear fashion, the 

subscriber counts for lists follows a power law distribution(α=1.73 Log Likelihood=-56.25 and P-

value=0.92). Since the subscriber count for a list is the number of people who voluntarily subscribe to a list, 

this reveals that there may be a “popularity effect” for a selected few lists on Twitter. We also find that there 

is a substantial correlation between the member and subscriber counts of a list (r=.59) that underscores the 

need for further investigation into the antecedents to subscription and membership. 

 

(2) How are members distributed across lists of a user and to what extent do these lists overlap? 

Similarly how does this distribution vary across lists to which a user has subscribed? Is there a 
significant relationship between the extent of overlaps? 

To answer this, we calculated the average member counts per curator across the lists of all curators. The 

distribution is shown in figure 54. 
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The distribution has a mean of 128 and standard deviation of 98 indicating that there is sufficient 

heterogeneity in terms of preferred list sizes. 

To determine the extent of membership overlap across all public lists of a curator j, we define a new metric as 

follows: 

 

Where 

  is the number of lists to which a member i belongs across all of curator j’s public lists. 

  is the number of public lists for curator j. 

 is the total number of distinct members across all of curators j’s lists. 

 is the set of all the distinct members across curator j’s public lists. 

 If all lists of a curator contain the same people this metric will have a value of 1 indicating that curator is 

simply duplicating her lists. Higher values of this metric indicate a large overlap among lists of the curator 

while lower values indicate that the curator segments people into distinct or less overlapping categories. For 

curators who have created a single list, we set this metric to zero.  We similarly define a metric to calculate the 

overlap among the lists to which a curator has subscribed. Figures 54 and 55 show the distribution of 

membership and subscription overlap for the curators in the sample. 

  

Figure 54 – Membership Overlap Figure 55 – Subscription Overlap 

 

(3) How do characteristics of the social network in which the list and its curator are embedded 
affect membership patterns of her list and her subscription preferences to other lists and how do 

they change over time? 
 

We use the list-list networks for both membership and subscription to answer this question. It may be argued 

that using only the largest list for each curator doesn’t correctly reflect the structure of the network around a 
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node. However, using all the lists in a network can result in redundant links for a single 

membership/subscription.   If a curator is a member of (or subscriber to) several lists, all her nodes will have 

links with other nodes involving her as a member or subscriber. We therefore examine the partial network 

structure by using the largest list for each curator to understand the structure in a simplified manner. Adding 

a user to a list or subscribing to a list is a choice that is made by the curator. To understand the social graph in 

which a list and its curator are embedded, we use the concept of assortativity.  Assortativity is a feature of 

social networks that refers to the tendency of nodes with very high in-degree or out-degree to get connected 

to other nodes with a similar property(Newman 2002).  If nodes of high in-degree tend to connect with those 

of high out-degree or vice versa, the network is said to be disassortative. There is substantial evidence for 

different forms of assortativity in online social networks ((Foster et al. 2010),(D. Laniado et al. 2011)).Using 

the definition of four forms of directed assortativity in (Foster et al. 2010), we calculate these metrics  for the 

membership and subscription networks. 

 

This table shows that except for the (Out, Out) assortativity in Membership networks and the (Out, In) 

assortativity in Subscription networks, there are no implicit preferences in terms of the degree distribution. 

While the directed assortativity metrics give us an idea about the implicit preferences in the subscription and 

membership of curators (or egos), they don’t tell us anything about how the contacts between their alters 

affects their behavior.  The structure of the community in which the ego is embedded spans far beyond the 

edges involving only ego. If the alters are by themselves connected to each other, it means that the ego is 

embedded in a closely knit community.  In such a case, the behavior of the curator can be expected to be 

different from the case where the curator is embedded in a loosely connected community ((Coleman 1988, 

1994)).Structural holes measure the redundancy among alters of an ego.  If the alters are well connected to 

each other, then the ego is embedded in a dense community of relationships which in turn means that the 

ego’s view of outside network is constrained. We hence use the constraint measure of structural holes over 

the efficiency measure.  

 

We define two kinds of metrics where in the first one we ignore the edge direction so that it gives an overall 

idea of the community in which the curator is embedded. The undirected metric of Structural holes 

assortativity for the graph G (V, E) where i Є E is defined as follows  
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Where       and     

   and   are defined similarly. 

 

Following (Ronald 1992) , we define structural holes spanned by a node i Є V as  

 

where i is the ego for which we are calculating the metric, j is the set of all the alters of i,  q is the set of all 

nodes to which both i and j are connected, and   is the proportional strength of the relationship between i 

and j given by  , where  is the corresponding entry in the adjacency matrix. 

While the metric above gives us an idea about how the community structures of source and target nodes are 

related to each other, it would be better to see how the SH spanned by only either the in/out degree 

components of a node affects its attachment behavior .  More over recent research has showed that ignoring 

the edge direction misses some key features of community structure (Y. Kim et al. 2010; Leicht and Newman 

2008). In short by separating the in degree and out degree of the nodes, we are implicitly splitting the ego’s 

community into two viz., the in degree community and the out degree community. To this end we define four 

different metrics of structural hole assortativity. Let α, β Є {in, out} index degree type and    and 

 denote the structural holes spanned by the α and β degree types of the source and the destination 

respectively. We then define a directed measure of structural hole assortativity as  

 

 

 

The Structural hole assortativity metrics we defined help us identify the possible effect of the structure of the 

network around a node on its preferential attachment behavior. However, in a network every node has 

positional characteristics - defined by centrality measures such as Betweenness, Closeness, Eccentricity etc., - 
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that can possibly influence their choice of preferential attachment. We can therefore define assortativity 

metrics using these measures as well in a very similar fashion. 

 

 

 

 

In order to calculate the statistical significance of each of these measures of assortativity, we use the Z-score 

defined as follows 

 

Where  

 is the mean assortativity of a set of 100 random networks generated using the degree 

distribution of the original network. 

  is the standard deviation of assortativity of the 100 random networks. 

To compare networks of different sizes, Z-scores are normalized using Assortativity Significance Profile 

(ASP) defined as  

 

Tables 38-41 show the assortativity profiles of various networks obtained using the subscription networks 

while tables 42-45 show the assortativity profiles for membership networks. We can clearly see that there is a 

significant correlation between these metrics and preference for subscription and membership. 

Subscription 

Degree Centrality 



104 

 

Table 30 - Assortativity for Degree Centrality (Subscription) 

 Assortativity ASP Z-Score 

In-in 0.038 0.284 1.108 

In-Out -0.006 -0.044 -0.110 

Out-In 0.088 0.656 2.185 

Out-Out 0.094 0.696 2.693 

 

Structural Holes 

Table 31 - Assortativity for Structural Holes (Subscription) 

 Assortativity ASP Z-Score 

In-in -0.038 -0.058 -3.078 

In-Out 0.029 0.044 1.723 

Out-In 0.654 0.984 8.812 

Out-Out 0.107 0.161 2.575 

 

Betweenness Centrality 

Table 32 - Assortativity for Betweeness Centrality (Subscription) 

 Assortativity ASP Z-Score 

In-In 0.031 0.502 0.087 

In-Out 0.029 0.528 0.223 

Out-In 0.029 0.496 0.209 

Out-Out 0.027 0.471 0.085 

 

 

Closeness Centrality 

Table 33 - Assortativity for Closeness Centrality (Subscription) 

 Assortativity ASP Z-Score 

In-in -0.111 -0.202 -3.147 

In-Out 0.007 0.013 0.115 
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Out-In 0.537 0.974 7.795 

Out-Out -0.0503 -0.091 0.291 

 

 

Membership 

 

Degree Centrality 

Table 34 - Assortativity for Degree Centrality (Membership) 

 Assortativity ASP Z-Score 

In-in 0.103 0.387 19.264 

In-Out 0.049 0.184 8.011 

Out-In 0.200 0.755 44.961 

Out-Out 0.131 0.495 21.566 

 

Structural Holes 

Table 35 - Assortativity for Structural Holes (Membership) 

 Assortativity ASP Z-Score 

In-in 0.259 0.347 -1.674 

In-Out 0.203 0.272 -1.674 

Out-In 0.544 0.729 -1.674 

Out-Out 0.390 0.522 -1.690 

 

Betweenness Centrality 

Table 36 - Assortativity for Betweenness Centrality (Membership) 

 Assortativity ASP Z-Score 

In-in 0.178 0.284 1.108 

In-Out 0.165 -0.044 -0.110 

Out-In 0.266 0.656 2.185 
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Out-Out 0.247 0.696 2.693 

 

Closeness Centrality 

Table 37 – Assortativity for Closeness Centrality (Membership) 

 Assortativity ASP Z-Score 

In-in 0.164 0.463 44.448 

In-Out 0.083 0.236 3.648 

Out-In 0.228 0.643 20.515 

Out-Out 0.198 0.560 13.312 

 

(4) Network based exploration of subscription and membership? 

Here we measure the correlation between the various centralities (betweenness, closeness and eigen vector) 

and the membership count. One an average we found that there is substantial correlation between subscriber 

count and betweeness centrality while there is a strong correlation between membership count and closeness 

centrality as shown in Table 38. 

Table 38 – Results of List Network Correlation 

 Betweeness Centrality Closeness Centrality Eigen Vector Centrality 

Membership 0.001 0.451 0.045 

Subscription 0.381 0.016 0.031 

 

(5) Sparse versus dense tweet history and the role of tweets in prediction? 

USER INTEREST MODELING 

Deriving User Interest Topics 

The topical interest of users {u1, u2, u3,…..u2000} ϵ  U and topics { t1, t2, t3,…. tn}  T is modeled using a 

matrix as follows. Following (Rakesh et al. 2014), the topics are derived from their tweets using a Discrete 

Dynamic Topic Model (DDTM). 
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DERIVING LIST TOPICS 

Since lists have names that are only one or two words long and descriptions that are less than 100 characters 

long, we used Ward’s Clustering algorithm on a combination of list name and their description to get the set 

of topics in a list. We create a Topic-List matrix using the set of topics {t1, t2, t3,…. tn}  T and the set of lists 

{l1, l2, l3,….lm} ϵ  L as follows ( in addition to the topics, we consider the overlap of the list with the largest 

list that the user has subscribed to). All the elements of this matrix are binary (We do not weigh the topics for 

each list since it is not possible to do so with the given information). 

 

Deriving List Network Characteristics 

Following the results of our exploratory network analyses, we would like to incorporate the network 

characteristics of a list into the recommendation score. For each list li ϵ  L, we create a 3- component vector  

of  Network Characteristics nci = {Idci, Odci , bci, cci} where Idci represents the member-size of the list, Odci 

represents the subscriber-size of the list, bci  and cci represent the betweenness and closeness centralities 

respectively in the two-mode subscription network (membership network if we are calculating the 

membership score). We therefore create a matrix of lists (L) and Network Characteristics (NC) as follows. 

 

Recommendation Score for a Twitter List 

Following (Rakesh et al. 2014), for a user U and a list L, we generate the recommendation score using a 

principal components based ridge regression that uses three components viz., the characteristics of the user 

Φ(including the topics and network characteristics) and the characteristics of the list Ψ (including the network 

characteristics and things like list size) and the network characteristics . 

 

For recommending a user to be added as a member to a list, we consider the network characteristics of all the 

members in the list in addition to those of the list. 

We compare the performance of our model with those models that use only network, only tweet, only list 

information.  

Ridge regression allows correlated coefficients to shrink towards each other without allowing the coefficient 

of any predictor shrink towards zero. Lasso allows certain parameters to shrink towards zero. 
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Evaluation Metrics 

We use the following metrics to evaluate our models  

 Precision at Rank k (k=1, 5, 10) 

 Mean Reciprocal Rank (MRR) 

 Discounted Cumulative Gain (DCG) 

Table 39 shows the results for the recommender system built using the tweet, list and network characteristics. 

We can see that models that use network metrics clearly outperform those that do not use them. 

 

Table 39 – Results of List Recommender System 

Features Precision Mean 
Reciprocal 

Rank 

Discounted 
Cumulative 

Gain 
 Top 1 Top 5 Top 10 

Only Tweet 0.04 0.05 0.03 0.08 0.27 

Only List 0.06 0.07 0.12 0.10 2.34 

Only Network 0.24 0.34 0.45 0.32 4.24 

Tweet + List 0.11 0.14 0.23 0.34 5.55 

List+Network 0.34 0.45 0.67 0.61 6.78 

Tweet+Network 0.28 0.33 0.55 0.44 5.9 

Tweet+List+Network 0.77 0.71 0.81 0.36 12.91 

 

CONCLUSION 

In this research, we presented a way of using exploratory characteristics and network characteristics to build a 

recommender system for lists. We also proposed new metrics for quantifying user preference for lists. Our 

results show that the metrics we defined (both network and list) improve the accuracy of recommendations 

generated. 
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Appendix A 

Quality Criteria for Wikipedia 

Table 40 provides the quality criteria for each of the four grades used in our sample.  

Table 40 – Quality Criteria for Wikipedia 

Grade Criteria 

Featured (FA)3 

 Well Written 

 Comprehensive 

 Well researched 

 Neutral 

 Stable 

 Appropriate structure 

 Consistent citations 

 Has appropriate media 

 Stays Focused 

Good (GA)4 

 Well Written 

 Verifiable with no original research  

 Broad in Coverage 

 Neutral 

 Stable 

 Illustrated by images if possible 

B5 

 Suitably referenced with inline citations 

 Reasonably covers the topic and has no 
obvious omissions or inaccuracies. 

 Has defined structure. 

 Reasonably well written. 

 Contains supporting material wherever 
appropriate. 

 Presents its content in an appropriately 
understandable way. 

C6 

 Substantial but missing important content or 
has irrelevant material. 

 Some references to reliable sources. 

 Requires significant cleanup. 

 

3http://en.wikipedia.org/wiki/Wikipedia:Featured_article_criteria 

4http://en.wikipedia.org/wiki/Wikipedia:Good_article_criteria 

5http://en.wikipedia.org/wiki/Wikipedia:Version_1.0_Editorial_Team/Assessment/B-Class_criteria 

6http://en.wikipedia.org/wiki/Template:Grading_scheme 

http://en.wikipedia.org/wiki/Wikipedia:Featured_article_criteria
http://en.wikipedia.org/wiki/Wikipedia:Good_article_criteria
http://en.wikipedia.org/wiki/Wikipedia:Version_1.0_Editorial_Team/Assessment/B-Class_criteria
http://en.wikipedia.org/wiki/Template:Grading_scheme
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Appendix B 

Rationale for using a prediction model to inform an Explanatory model 

Here we provide the mathematical justification for why it is appropriate to use a prediction model to inform 

an explanatory model. Explanatory models try to minimize the squared difference between the predicted 

outcome and the actual while prediction models try to minimize the Expected Prediction Error (EPE). EPE 

is a combination of three components viz., the squared-bias in the model, its variance and the variance in the 

outcome variable. While variance in outcome variable is something that cannot be controlled, bias and 

variance can be altered by the choice of independent variables (predictors) and the models used.  

Let Y be the actual output and Ŷ be the predicted output, h(x) be true representation of Y i.e., Y=h(x) and 

ĥ(X) be the function used to estimate Y i.e., Ŷ= ĥ(X). Then the Expected Prediction Error is given by the 

equation 

 

The first term represents the squared-bias in our model while the second term represents its variance. The 

third term is the natural variation in the outcome (dependent) variable that cannot be altered.  

In explanatory modeling, we try to minimize the bias in our model and do not alter the variance, as the model 

evaluated on the basis of percentage of variance explained i.e., R-Squared. In the process of doing so, the 

variance in the model is almost sure to go up because of the bias-variance tradeoff (Adding more variables to 

the model reduces the bias but increases its variance resulting in poor predictive accuracy). Ideally, the model 

with zero bias is a free hand curve that joins all the data points i.e., . However, such a model has 

very high variance, completely over fits the data and is sure to give wrong predictions on new data points. 

Even if we do not over fit the data completely, since the purpose of explanatory modeling is to solely reduce 

bias without worrying about variance, these models perform poorly in real-world settings. Hence, explanatory 

models usually have poor predictive power. On the other hand, in prediction modeling, we minimize a 

combination of bias and variance in our model. In doing so, we can possibly introduce bias in the model to 

reduce variance and hence increase the predictive power (Shmueli 2010; Shmueli and Koppius 2011). In the 

process of doing so, we might end up in a situation where we drop certain predictors that make our data 

sparse and hence highly varied, purely on the basis of data exploration. For example, dropping a quadratic 

term from the regression model makes our model linear and hence more biased towards points close to that 

line. However, it reduces the variance in our model increasing its predictive power. One concern with doing 

so is that there might be some predictor (independent variable), that might have an  explanatory relationship 

to the dependent variable but no prediction power, that ends up getting dropped from the prediction model 
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and hence won’t be included in the explanatory model. However, in our context, given that there is no prior 

theory or work on explanatory relationship between discussion characteristics and article quality, we do not 

consider this an issue. Also given that we first build a prediction model and then an explanatory model, 

mathematically, we are trying to reduce a combination of bias and variance initially followed by minimizing 

the bias, we are likely to end up with a model that has a fairly small amount of bias and hence good 

explanatory power. Moreover, for our prediction, we do not make use of models like ridge-regression or 

LASSO (Tibshirani 1996) that deliberately introduce bias for reduced variance. Finally, because we use the 

complete population (not any random sample) concerns of sampling bias are completely eliminated(Silver 

2012) thus alleviating any chances of capturing idiosyncratic patterns (noise). In short, our approach excludes 

any variables that do not have prediction power and only retains those that have both prediction and 

explanatory power.  
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Appendix C 

Qualitative Content Analysis and Topic Discovery 

To understand the various topics that the editors are discussing on the pages, we used grounded theory/open 

coding and topic modeling approaches in parallel.  The open coding approach (Strauss and Corbin 1990) can 

help us discover the topics in a corpus; however, this method is limited by the ability of human coders to 

annotate only a certain number of comments and hence can possibly miss certain topics because of sampling 

errors. On the other hand, a topic modeling approach(Wallach 2006) can discover the topics on the whole 

corpus (population not the sample) but can be inefficient in cases where the text is short and the comments 

are contextual to the focal article rather than being general (This is not a problem with a human coder who 

can infer the topic being discussed depending on the content of the article and the context of discussion). For 

example consider this comment - “On your points, I've looked through and I've made some changes.” Here 

the editor is acknowledging the fact that he has looked through and made changes. However, he doesn’t use 

the word “acknowledge” explicitly. A human coder can annotate it as an acknowledgement but a machine 

cannot. In order to leverage the strengths of both the approaches and overcome their limitations, we use both 

the approaches in parallel on the same corpus. 

During the open coding stage, two research assistants blind to the literature in this area were asked to 

independently analyze comments on the discussion pages of 20 Articles (5 articles each in the FA, GA, B and 

C quality grades). Together, these articles had 193 discussion threads and 544 comments. The coders were 

not aware of either the number of articles from each quality grade or the quality grade of a particular article.  

If they were unable to categorize the comment/thread title after reading it, they were advised to visit the 

article and read it to understand which aspect of article development was being discussed. We then went 

through several iterations to make sure that topics had saturated and then started consolidating and 

organizing them into high level categories.  

For the topic modeling stage, to determine the optimal number of topics, we run the topic model for 

different values of inputs in the range 10-100 and use the value where the probability distributions of the 

topics do not differ significantly as determined by the two sample Kolmogorov-Smirnov test. The final list of 

topics for the thread title and comment types is shown in table 2. (We preferred to use a simple LDA instead 

of a Hierarchical LDA, which is a non-parametric approach to topic modeling that doesn’t require you to 

specify the number of topics apriori, because a non-parametric topic modeling doesn’t scale well when the 

corpus has more than 10,000 documents. In our case, we have more than 900,000 comments.) 
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Text Mining 

   Figure 56 gives an overview of the steps used in the text mining process. We incorporate an additional step 

in the text mining process i.e., visualizing word frequencies using Word clouds. We found that the words that 

are most frequently used in the corpus, after removing the standard stop words in English lexicon like a, an, 

the, are etc.,  are ‘Wikipedia’, ’article’, ’editor’, ‘comment’, ‘discussion’ etc.,. In this context, they are 

considered stop words though they are not stop words in the Standard English lexicon. These need to be 

removed before running the topic models failing which these words will appear in all the topics resulting in 

bias towards global clusters/topics (The relative frequency of these words smaller when compared to the 

frequency of standard stop words in English lexicon. Nevertheless these are the most frequent words after 

removing the standard ones. However, they do not convey anything about the topics being discussed. 

Therefore using a standard tf-idf approach sets an arbitrary cutoff that doesn’t help filter the contextual stop 

words. We need to raise the cutoff to filter these stop words). 

 

Figure 56 - Text Mining Approach 

  

 

Figure 57 - Word Cloud of Comments 
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We perform text mining at two levels viz., the thread title and the comment text. The thread titles sometimes 

contain vague descriptions about the topic being discussed like “To-do items”, “Feedback”, “Issues” etc., 

however the comments under the thread title will inform us about the exact topic being discussed. 

Table 41 - Thread Title and Comment Types 

Thread Title Type Sample Title 

Nomination and Point of View Good article nomination on hold 

Updates* Updates needed 

Edits and Cleanups Edits about adoption 

Merger* Merge proposal 

Sources and References CN Tower reference? 

Images Standardizing The Periodic Table Images 

Content Correction Correction to Biological Effects 

Copyright Issues Image copyright problem with Image:Burnside.gif 

Request for Content Addition to moot requested 

Deletion Removal from WikiProject Biography 

Others What actually happened? 

Comment Types 

Acknowledgement+ On your points, I've looked through and I've made 
some changes. 

Font and Formatting* I question the use of date ranges using slashes 
(e.g., 2006/07). The preferable method would be 
2006–2007, I believe, per WP:DASH. 
Per WP:YEAR, a slash is used when a period of 
time is less than 12 months, which a posting 
period is (4 months) 

Sources and References I was under the impression the EU parliament had 
little actual legislative power. Can anybody 
provide an authoritative reference one way or the 
other? 

Appreciation Thanks for your work here! 

Summary Can I just summarize your point to make sure I 
understand it? 

Suggestions Hmm, how about we include what the parliament 
actually does, apart from begging not to go to 
strasbourg every month? 

Clarifications I tripped over some internal inconsistencies when 
perusing this article, for example: 

The lead states that the first direct election 
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occured in 1979, while the "History" section 
makes a claim of 1981. Which is it? 

Also, the lead says that the P-ment does not have 
codecision power with the Council, but later, in 
powers and functions, says it does? Again, 
something is unclear here. 

Images There is a good, color coded image of the spine 
with colors corresponding to that part of the spinal 
cords motor functions on the spinal cord injury 
article. I think it would make a good image on this 
article 

Content If you could locate the material, that would be 
great 

* These topics were revealed only through LDA. 

+ These topics were revealed only through Open Coding. We could not detect them using a machine learning 

approach. 

Following (Jun Liu and Ram 2011), we identified the following nine types of edits to the article. 

 

 

Table 42 – Types of Edits 

Type of Action Explanation 

Sentence Insertion Insertion of a Sentence 

Sentence Modification Modification or rewording of an existing sentence 

Sentence Deletion Deletion of a Sentence 

Link Insertion Linking a word to an existing article on Wikipedia. 

Link Modification Modification of an existing link (can be the change 
of an URL or the name of the link). 

Link Deletion Deletion of an existing link. 

Reference Insertion Adding reference to an article outside Wikipedia. 

Reference Modification Modification of an existing reference. 

Reference Deletion Deletion of a reference. 

*There was another category in (Jun Liu and Ram 2011) viz., reverts. However, the mediawiki API no more 

provides the revert information. Moreover, that is a very small proportion of the different types of edits 

performed. 
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Appendix D 

Variable Calculation 

Extracting Article Characteristics 

Figures 58 and 59 show how we extract the revision history from Wikipedia. 

 

Figure 58 – Revision History 

 

 

Figure 59 – Article Characteristics 

Depth 

We describe the algorithm for calculating depth here. For each comment c belonging to a particular thread T, 

we assign two values viz., the comment_id and the parent_comment_id. The comment_id refers to the rank 
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of the comment in terms of the chronological order of all the comments in the thread while the 

parent_comment_id helps us trace the original comment on which the given comment is a reply. Figure 60 

shows the (comment_id, parent_comment_id) tuple for a discussion thread. 

 

Figure 60 – Sample (comment_id, parent_comment_id) pairs 

 

By default any comment that has the same indentation level as the first comment gets treated as a reply to 

that comment and will be assigned a parent_comment_id of zero. The comment_id for this comment is the 

next number after the largest comment_id. The algorithm for calculating (comment_id, parent_comment_id) 

pairs is described below. It assumes that the comments are in the chronological order of the time stamp as 

shown in the figure 60. We used a high-performance computing cluster with 100 GB of memory to calculate 

this metric. 

Initialize: - count=0 

For each comment: 

 If count=0: 

  comment_id[comment]=0 

  parent_comment_id[comment]=0 

  prev_comment_id=0 

  max_comment_id=0 
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 else if count!=0 and indent[comment]=0: 

  comment_id[comment]= max_comment_id+1 

  parent_comment_id[comment]=0 

  prev_comment_id= comment_id[comment] 

  max_comment_id+=1 

 

 else if indent[comment]=max_comment_id+1: 

  comment_id[comment]= max_comment_id+1 

  parent_comment_id[comment]=prev_comment_id 

  prev_comment_id= comment_id[comment] 

  max_comment_id+=1 

count+=1 

Algorithm for Calculating Depth 

The depth is calculated as max(parent_comment_id)+1 

Gini Index 

Gini Index (Gastwirth 1972) is a measure of inequality that is widely used by economists to study income 

and wealth distributions. In this context, we use Gini Index to measure the inequality of contribution 

(comments) by users participating in the article talk pages. 

Suppose there are N users who participated in the discussion page for article i. If the number of comments 

from each of the users in the same order is a sequence X1, X2, X3, ………..XN  where the sequence is in a 

non-decreasing order, then the gini index for article i is calculated as follows 

 

User Participation 

The purpose of this metric is to see how many users participate in the each discussion period of the article 

divided into 50 equal intervals.  To calculate this metric, we first calculate the total time elapsed between the 

first and last comments, call it T, and divide it into 50 equal intervals. In each of the intervals t ϵ  {1, 2, 

3,…… 50}, we calculate the number of users who have participated in the discussion.  The number of 

comments is also calculated in a similar fashion except that we take the number of comments instead of users 

in a particular period (The choice of 50 periods was rather arbitrary. We did experiment with 25, 75 and 100 

periods and found no significant differences). 
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Comments 

The purpose of this metric is to see whether the total number of comments are spread over the whole 

discussion period or concentrated in certain periods. To calculate this metric, we first calculate the total time 

that elapsed between the first and last comments, call it T, and divide it into 50 equal intervals. In each of the 

intervals t ϵ  {1, 2, 3, … 50}, we calculate the number of comments on the discussion page. 

Cluster Quality 

For each value of k in k-means clustering (k varies from 2 to 10), we evaluated the quality using metrics 

provided by (He et al. 2004) viz.,  Cluster Compactness (Cmp), Cluster Separation (Sep), and combined 

measure of overall cluster quality (Ocq). The definitions are given below 

    where C is the number of clusters generated by dataset X, v(Ci) is the standard deviation 

of the cluster Ci and v(X) is the standard deviation of the dataset X.   where d() is 

the Euclidean distance between two vectors, N is the number of members in X, and   is the mean of X. 

where C is the number of clusters, σ is the standard de- 

viation of the dataset X,   is the centeroid of cluster ci , and d  is the distance between the centeriods of ci 

and cj. 

.  The lower the value of Ocq, the better the quality of clusters.    

Editor Actions 

We developed a map-reduce algorithm for calculating the vector of editor actions given the edit history of an 

article (These were used as inputs to the clustering algorithm). The inputs to this algorithm are text of the 

article for a particular version and the name of the editor who made changes to the text arranged in the 

chronological order in which the edits were made.  Without this map reduce code, calculating the functional 

diversity was taking close to 10 minutes on an average for each article. With map-reduce, the execution time 

reduced to around 30 seconds. The pseudo codes for the mapper and the reducer are provided below. 

Mapper : - The input to the mapper was two consecutive revisions of the text  for Wikipedia along with the 

editors. We used the nltk package in python to compare two consecutive versions of text and extract the 

editor actions. 
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Function mapper_FD(lines): 

Initialize: - 

add_sentence=0;delete_sentence=0;modify_sentence=0;add_link=0;delete_link=0;m

odify_link=0;add_reference=0;delete_reference=0;modify_reference=0;   

Line_1=lines[1];Editor_1=Line_1[0];Text_1= Line_1[1] 

Line_2=lines[2];Editor_2=Line_2[0];Text_2= Line_2[1] 

For action in compare(Text_1,Text_2): 

    If action==ADD_SENTENCE: 

       add_sentence+=1 

    If action==DELETE_SENTENCE: 

       delete_sentence+=1 

    If action==MODIFY_SENTENCE: 

       modify_sentence+=1 

    If action==ADD_LINK: 

       add_link+=1 

    If action==DELETE_LINK: 

       delete_link+=1 

    If action==MODIFY_LINK: 

       modify_link+=1 

    If action==ADD_REFERENCE: 

       add_reference+=1 

    If action== DELETE_REFERENCE: 

       delete_reference+=1 

    If action==MODIFY_REFERENCE: 

       modify_reference+=1 

//we use an array called set_of_actions which has all the actions in the 

chronological order 

Output_mapper=concatenate(Editor2,set_of_actions) 

Return Output_mapper 

 

Reducer: - The input to the reducer is the editor and a vector of the set of actions he performed for one 

version of the article.  
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Function reducer_FD(line): 

  Initialize: - current_user=NONE; current_edit_list=list() ;user=NONE 

// current_edit_list maintains the set of edit actions until the given point 

of time 

  For line in INPUT: 

     user=line[1];temp_actions=line[2]; 

    If current_user==user: 

     For i in range(0,9): 

      current_edit_list[i]+=temp_actions[i] 

   else: 

      if current_user!=NONE: 

        sum_list=0; 

      for i in range(0,9): 

         sum_list+=current_edit_list[i] 

     for i in range(0,9): 

       current_edit_list[i]=current_edit_list[i]/sum_list 

   return (current_user, current_list) 

current_edit_list=temp_actions;current_user=user; 

if current_user==user: 

 return (current_user,current_list) 
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Appendix E 

Prediction Model Results 

Table 43 shows the results for FA vs Rest classification using various techniques (Note that each of Overall 

Accuracy, Precision, Recall and F-Measure are on a scale of 0-100 while AUC is on a scale of 0-1). Given the 

highly skewed nature of the dataset (4% featured and 96% rest), overall accuracy is not a good metric to judge 

the performance. We therefore use AUC values and a combination of precision and recall. We can clearly see 

that KNN gives the best results in most of the cases. 

Table 43 – FA vs Rest Comprehensive Classification 

Inputs Technique 
Overall 

Accuracy 

Precision Recall F-Measure 
AUC 

FA Rest FA Rest FA Rest 

General 

Bayesian 
Network 

95.98 75 95.98 0.22 100 0.44 97.95 0.563 

C 5.0 95.97 0 95.97 0 100 0 97.94 0.5 

CR Tree 65.84 7.31 97.76 63.95 65.92 13.12 78.74 0.682 

Discriminant 
Analysis 

80.12 8.15 96.93 38.25 81.88 13.44 88.77 0.659 

Logistic 
Regression 

95.95 32.61 95.99 0.55 99.95 1.08 97.93 0.639 

KNN 70.93 2.37 95.38 15.46 73.26 4.11 82.87 0.712 

SVM 95.97 100 95.97 0.04 100 0.08 97.94 0.416 

Structural 

Bayesian 
Network 

95.97 20 95.97 0.04 99.99 0.08 97.94 0.675 

C 5.0 95.97 0 95.97 0 100 0 97.94 0.5 

CR Tree 67.53 7.59 97.7 63.18 67.72 13.55 79.99 0.688 

Discriminant 
Analysis 

63.1 6.6 97.53 61.97 63.15 11.93 76.66 0.673 

Logistic 
Regression 

95.97 33.33 95.97 0.04 100 0.08 97.94 0.675 

KNN 88.38 2.56 95.84 5.08 91.37 3.4 93.55 0.875 

SVM 95.97 0 95.97 0 100 0 97.94 0.594 

Textual 

Bayesian 
Network 

95.98 80 95.98 0.29 100 0.58 97.95 0.603 

C 5.0 95.97 0 95.97 0 100 0 97.94 0.5 

CR Tree 68.61 7.24 97.48 57.47 69.08 12.86 80.86 0.654 

Discriminant 
Analysis 

69.55 6.87 97.23 52.25 70.28 12.14 81.59 0.653 

Logistic 
Regression 

95.94 20 95.98 0.22 99.96 0.44 97.93 0.643 

KNN 71.59 2.69 95.5 17.19 73.87 4.65 83.3 0.615 

SVM 95.97 0 95.97 0 100 0 97.94 0.616 

Discussion 
(General + 

Structural + 
Textual) 

Bayesian 
Network 

95.97 52.63 96 0.74 99.97 1.46 97.94 0.682 

C 5.0 95.97 0 95.97 0 100 0 97.94 0.5 

CR Tree 75.88 8.94 97.56 54.27 76.78 15.35 85.93 0.697 
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Discriminant 
Analysis 

73.67 8.48 97.6 56.52 74.39 14.75 84.43 0.707 

Logistic 
Regression 

95.94 32 95.99 0.59 99.95 1.16 97.93 0.7 

KNN 91.85 4.13 95.97 4.6 95.52 4.35 95.74 0.902 

SVM 95.97 66.67 95.98 0.15 100 0.3 97.95 0.496 

Article 

Bayesian 
Network 

95.97 0 100 0 100 0 100 0.731 

C 5.0 96.17 66.19 96.36 10.24 99.78 17.74 98.04 0.779 

CR Tree 60.51 8.5 99.3 59.27 90.06 14.87 94.45 0.763 

Discriminant 
Analysis 

75.52 10.58 98.26 68.04 75.84 18.31 85.61 0.793 

Logistic 
Regression 

95.87 2.82 95.97 0.07 99.89 0.14 97.89 0.787 

KNN 96.21 82.59 96.6 7.51 99.93 13.77 98.24 0.961 

SVM 95.97 0 95.97 0 100 0 97.94 0.668 

Discussion  
and Article 

Bayesian 
Network 

95.85 28.88 96.04 1.99 99.79 3.72 97.88 0.767 

C 5.0 96.11 56.55 96.54 15.1 95.91 23.84 96.22 0.851 

CR Tree 70.25 6.16 96.85 44.85 71.32 10.83 82.15 0.59 

Discriminant 
Analysis 

78.86 12.1 98.32 67.78 79.32 20.53 87.8 0.817 

Logistic 
Regression 

95.84 17.99 96 0.92 99.82 1.75 97.87 0.815 

KNN 96.15 84.48 96.18 5.41 99.96 10.17 98.03 0.959 

SVM 95.98 1.29 99.96 55.56 96.02 2.52 97.95 0.764 

Bridge 

Bayesian 
Network 

95.96 0 95.96 0 1 0 1.98 
0.654 

C 5.0 95.96 0 95.96 0 1 0 1.98 0.5 

CR Tree 95.96 0 95.96 0 1 0 1.98 0.5 

Discriminant 
Analysis 

51.5 4.9 96.8 60 51.14 9.06 66.92 
0.588 

Logistic 
Regression 

95.96 0 95.96 0 1 0 1.98 
0.654 

KNN 95.2 6.56 95.99 1.43 99.14 2.35 97.54 0.852 

SVM 95.96 0 95.96 0 1 0 1.98 0.528 

All 
(Discussion 

+Article 
+Bridge) 

Bayesian 
Network 

95.65 5.96 99.42 30.28 96.17 9.96 97.77 0.786 

C 5.0 97.69 95.4 97.74 45.1 99.9 61.25 98.81 0.784 

CR Tree 95.96 0 95.96 0 1 0 1.98 0.473 

Discriminant 
Analysis 

79.25 12.56 98.42 69.62 79.66 21.28 88.05 0.826 

Logistic 
Regression 

95.09 24.1 96.31 10.12 98.66 14.25 97.47 0.83 

KNN 96.32 90.84 96.35 9.86 99.95 17.79 98.12 0.964 

SVM 96.41 78 96.56 15.53 99.81 25.9 98.16 0.864 

 

Table 4 shows the results for Multiclass classification for seven well known methods. The baseline here is 

46.9% (proportion of C-Class articles in the population). We can clearly see that C5.0 gives the best results. 
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Table 44 – Multiclass Classification Comprehensive Results 

Inputs Technique 
Overall 

Accuracy 

Precision Recall F-Measure 

FA GA B C FA GA B C FA GA B C 

General 

Bayesian 
Network 

46.97 71.43 52.38 57.45 46.96 0.37 0.1 0.12 99.66 0.74 0.2 0.24 63.84 

C 5.0 53.51 71.9 57.51 55.82 52.63 9.61 32.66 17.78 89.54 16.95 41.66 26.97 66.29 

CR Tree 38.07 8.86 36.5 37.24 54.1 46.13 32.9 26.74 47.11 14.86 34.61 31.13 50.36 

Discriminant 
Analysis 

25.16 8.85 20.25 36.78 52.24 31.7 68.61 24.68 10.08 13.84 31.27 29.54 16.9 

Logistic 
Regression 

46.87 27.5 15.64 38.6 47.01 1.22 0.26 0.3 99.5 2.34 0.51 0.6 63.85 

KNN 43.96 2.96 66.67 58.48 57.95 19.59 27.01 36.35 57.22 5.14 38.44 44.83 57.58 

SVM 46.94 47.06 0 47.37 46.94 0.29 0 0.04 99.98 0.58 0 0.08 63.89 

Structural 

Bayesian 
Network 

47.32 66.67 40.15 50.88 47.64 0.07 10.93 0.26 96.92 0.14 17.18 0.52 63.88 

C 5.0 52.75 75.75 69.01 54.02 51.31 10.24 26.68 12.45 93.66 18.04 38.48 20.24 66.3 

CR Tree 36.44 8.75 29.45 38.02 54.98 41.13 44.29 24.54 41.73 14.43 35.38 29.83 47.45 

Discriminant 
Analysis 

34.24 7.63 28.31 38.68 54.57 45.36 43.75 18.97 40.77 13.06 34.38 25.46 46.67 

Logistic 
Regression 

47.95 0 47.29 20 47.99 0 14.28 0 97.31 0 21.94 0 64.28 

KNN 54.44 5.04 62.35 58.38 58.89 10.64 28.47 43.57 74.72 6.84 39.09 49.9 65.87 

SVM 48.05 0 49.83 0 47.97 0 13.61 0 97.75 0 21.38 0 64.36 

Textual 

Bayesian 
Network 

46.9 64.29 100 42.36 46.98 0.33 0.03 2.19 98.38 0.66 0.06 4.16 63.59 

C 5.0 52.47 69.53 56.07 58.08 51.49 9.24 27.19 14 91.88 16.31 36.62 22.56 66 

CR Tree 36.22 7.72 33.5 37.32 52.2 45.95 29.88 19.81 49.09 13.22 31.59 25.88 50.6 

Discriminant 
Analysis 

26.34 7.43 20.97 36.28 51.7 43.34 47.38 27.14 17.12 12.69 29.07 31.05 25.72 

Logistic 
Regression 

47.22 20.83 42.07 34.35 47.36 0.18 4.02 0.39 98.96 0.36 7.34 0.77 64.06 

KNN 40.15 3.31 45.06 55.54 53.76 21.54 21.03 27.97 56.86 5.74 28.68 37.2 55.27 

SVM 47.53 50 43.69 59.26 47.63 0.18 6.98 0.07 98.85 0.36 12.04 0.14 64.28 

Discussion 
(General + 

Structural + 
Textual) 

Bayesian 
Network 

47.59 46.81 37.5 43.16 49.3 0.81 29.13 6.57 86.77 1.59 32.79 11.4 62.88 

C 5.0 58.05 72.72 70.6 62 55.5 25.81 45.2 22.34 90.32 38.1 55.11 32.85 68.75 

CR Tree 38.4 9.38 30.86 38.45 54.54 43.89 48.86 11.67 53.14 15.46 37.83 17.91 53.83 

Discriminant 
Analysis 

39.09 10.06 32.32 39.1 54.98 35.49 49.08 29.76 42.53 15.68 38.97 33.8 47.96 

Logistic 
Regression 

48.89 22.63 48.2 40.91 49.24 5.27 25.92 0.2 94.73 8.55 33.71 0.4 64.8 

KNN 56.39 7.79 57.64 58.24 59.45 9.61 35.01 45.37 75.48 8.6 43.56 51.01 66.51 

SVM 48.96 35.14 54.3 43.3 48.61 0.48 21.29 0.06 96.98 0.95 30.59 0.12 64.76 

Article 

Bayesian 
Network 

52.32 22.12 39.37 49.23 54.79 0.85 11.6 45.31 75.59 1.64 17.92 47.19 63.53 

C 5.0 74.5 93.11 87.38 80.54 78.98 62.66 78.75 71.44 90.1 74.91 82.84 75.72 84.19 

CR Tree 46.02 13.08 37.98 45.61 70.94 59.5 40.42 47.39 45.81 21.45 39.16 46.48 55.67 
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Discriminant 
Analysis 

43.37 12.21 29.6 49.68 67.96 54.23 50.44 33.88 46.7 19.93 37.31 40.29 55.36 

Logistic 
Regression 

50.83 9.66 41.75 45.72 53.57 0.63 14.52 34.58 78.99 1.18 21.55 39.38 63.84 

KNN 66.1 58.25 65.55 64.75 67.06 16.38 40.19 60.44 83.21 25.57 49.83 62.52 74.27 

SVM 53.94 49.06 46.7 49.37 57.07 1.91 21.61 45.54 75.38 3.68 29.55 47.38 64.96 

Discussion 
and Article 

Bayesian 
Network 

54.6 23.75 44.72 52 58.44 4.57 37.03 42.65 73.31 7.67 40.51 46.86 65.04 

C 5.0 77.29 91.35 83.29 75.96 75.95 51.13 71.98 67.76 89.97 65.56 77.22 71.63 82.37 

CR Tree 45.63 12.07 43.14 45.74 71.36 63.55 36.39 50.31 43.86 20.29 39.48 47.92 54.33 

Discriminant 
Analysis 

49.05 14.47 37.39 50.97 68.11 51.73 50.37 43.62 52.19 22.61 42.92 47.01 59.1 

Logistic 
Regression 

53.65 21.74 51.68 49.76 56.6 12.63 36.23 34.73 76.45 15.98 42.6 40.91 65.04 

KNN 65.81 55.29 68.29 64.92 66.02 12.89 40.59 58.91 83.83 20.91 50.92 61.77 73.87 

SVM 57.09 38.54 55.31 53.56 59.26 9.35 35.85 44.14 77.57 15.05 43.5 48.4 67.19 

Bridge 

Bayesian 
Network 

48.35 0 44.47 48.24 48.69 0 20.3 6.36 91.7 0 27.88 11.24 63.59 

C 5.0 49.92 50 48 50 51.26 10.5 88.59 1.17 30.1 17.36 62.26 2.29 37.96 

CR Tree 48.76 0 48.17 49.76 48.77 0 23.35 6.97 91 0 31.45 12.23 63.52 

Discriminant 
Analysis 

33.93 6.87 28.31 40.24 54.6 32.66 56.05 26.89 31.4 11.35 37.62 32.24 39.9 

Logistic 
Regression 

48.4 0 47.2 47.25 48.54 0 19.61 5.18 92.8 0 27.71 9.34 63.75 

KNN 54.75 16.75 56.9 56.28 54.78 4.971 23.25 33.4 84.8 7.67 33.01 41.92 66.57 

SVM 48.29 0 44.37 51.36 48.54 0 20.01 3.4 93.7 0 27.58 6.38 63.95 

All 
(Discussion 

+Article 
+Bridge) 

Bayesian 
Network 

55.42 55.42 26.46 46.85 53.21 59.55 10.53 44.52 42.21 72.3 15.06 45.66 47.08 

C 5.0 81.03 81.03 93.11 87.38 80.54 78.98 62.66 78.75 71.44 90.1 74.91 82.84 75.72 

CR Tree 56.17 56.17 0 46.23 50.87 61.9 0 37.35 51.65 70.6 0 41.32 51.26 

Discriminant 
Analysis 

49.44 49.44 15.16 39.77 50.91 67.7 54.41 52.39 43.64 52.1 23.71 45.22 47 

Logistic 
Regression 

54.79 54.79 24.37 51.36 51.85 58.05 16.67 44.4 35.59 75.1 19.8 47.63 42.21 

KNN 48.19 15.9 33.26 42.64 55.64  5.6 24.91 42.64 55.64 8.28 28.49 42.64 55.64 

SVM 58.8 58.8 58.83 56.44 55.33 60.74 15.2 40.37 44.17 79.1 24.16 47.07 49.13 
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Appendix F 

Metrics 

In this section, we provide a description of the metrics used for our analysis. This is a comprehensive set of 

all the metrics used across all the predictors.  The set of metrics used for each of the different types of 

transitions is provided in Appendix G. Note that all these variables lag by a single transition period for 

prediction. 

Table 45. Description of Metrics 

Metric Description 

Social Network Metrics 

Membership_Edge_Strength 
Strength of the edge between the curator and 

member in the membership network. It is normalized 
between 0-1. 

Subscription_Edge_Strength 
Strength of the edge between the curator and 

member in the subscription network. It is normalized 
between 0-1. 

Membership_Category_Count 
Number of categories of lists to which a particular 

user has been listed by the focal curator. 

Subscription_Category_Count 
Number of categories of lists to which a particular 
user has belongs to in the lists subscribed to by the 

focal curator. 

Membership_List_Size Average size of the lists in which a  user has been 
listed by the curator 

Subscription_List_Size Average size of the lists in which the user is a 
member and the curator has subscribed to the same. 

In_DC_Curator_membership In Degree of the curator in the membership network. 

In_DC_Member_membership In Degree of the user in the membership network. 

Out_DC_Curator_membership Out Degree of the curator in the membership 
network. 

Out_DC_Member_membership Out Degree of the user in the membership network. 

In_DC_Curator_subscription In Degree of the curator in the subscription network. 

In_DC_Member_subscription In Degree of the user in the subscription network. 

Out_DC_Curator_subscription Out Degree of the curator in the subscription 
network. 

Out_DC_Member_subscription Out Degree of the user in the subscription network. 
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BC_Curator_membership Betweenness Centrality of the curator in the 
membership network. 

BC_Member_membership Betweenness Centrality of the user in the 
membership network. 

BC_Curator_subscription Betweenness Centrality of the curator in the 
subscription network. 

BC_Member_subscription Betweenness Centrality of the user in the 
subscription network. 

CC_Curator_membership Closeness Centrality of the curator in the 
membership network. 

CC_Member_membership Closeness Centrality of the user in the membership 
network. 

CC_Curator_subscription Closeness Centrality of the curator in the 
subscription network. 

CC_Member_subscription Closeness Centrality of the user in the subscription 
network. 

Curator Characteristics 

XAA – XHH 
The transition probabilities in the previous period. 

There are 64 such variables for each curator. 

CF Ratio 
Out of all the people a curator has listed, how many 

is she following. 

CM Ratio 
Out of all the people a curator is following, how 

many has she listed. 

MF Ratio 
The ratio of the cardinalities of people a curator is 

“only following” to those she has “only listed”. 

CS Ratio 
Out of all the members in the subscribed lists of a 

curator, how many is she following. 

CFS Ratio 
Out of all the people a curator is following, how 

many belong to the subscribed lists. 

SF Ratio 
The ratio of the cardinalities of the people who only 

belong to subscribed lists to those who are only 
being followed for the curator. 

CL Ratio 
Out of all the people a curator has listed in her across 

her lists, how many belong to her subscribed lists. 

CLS Ratio 
Out of all the people who belong to the subscribed 
lists of a curator, how many belong to the lists she is 

curating. 

LS Ratio The ratio of the number of users who belong only to 
the curated lists of a curator to those who only 
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belong to her subscribed lists. 

Follow_Size The number of people the curator is following 

Listed_Size The number of people the curator has listed 

Subscribed_Size 
The number of people in the subscribed lists of the 

curator 
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Appendix G 

Metrics for each transition 

Here we provide the metrics for each of the different types of transitions. Note that these were fed into a 

feature selection model before building the final prediction model. 

Table 46. Metrics Used for Prediction 

Transition Final Metrics (Used for building the decision 
tree) 

DG 
XED, XEB, XDG, Subscribed_Size, CFS_Ratio, 

Membership_Edge_Strength 

CH 

XED, XDB, XHD, XFF, XGF, XCC, XCH, CS_Ratio, 
CFS_Ratio, LS_Ratio, 

Membership_Category_Count, 
CC_Curator_subscription, 

In_DC_Member_subscription, 
Membership_Edge_Strength 

EB 

XEC, XHC, XEB, XAH, XCH, XAD, XAB, XGD, XHA, XFH, 
CF_Ratio, SF_Ratio, LS_Ratio, 

CC_Curator_subscription, 
CC_Member_membership, CFS_Ratio, 

BC_Curator_subscription, 
CC_Member_subscription, 

In_DC_Member_subscription, 
Subscription_Edge_Strength, Subscribed_Size, 
Out_DC_Curator_subscription, Follow_Triad, 

Subscription_Category_Count, MF_Ratio, CL_Ratio, 
Out_DC_Curator_membership, CS_Ratio, 

Membership_Edge_Strength, 
Membership_Category_Count 

FA 

XHD, XFA, XFF, XAD, XEF, XCA, XGF, XHB,  XEE, XAH, 
XHH, XFD, XFG, XCF, LS_Ratio, CL_Ratio, 

Subscription_Edge_Strength, 
BC_Curator_subscription, 

Subscription_Category_Count, 
CC_Curator_subscription, SF_Ratio, 

CC_Member_subscription, 
In_DC_Curator_subscription, CS_Ratio, MF_Ratio, 

Subscribed_Size, CM_Ratio, Follow_Triad, 
Listing_Triad, Follow_Size, CF_Ratio, 

In_DC_Member_subscription 

GD 

XED, XGF, XBH, XAD, XDF, XCH, XAA, XBA,  
CC_Curator_membership, 
BC_Curator_membership, 

Membership_Edge_Strength 
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The table below shows the final list of metrics that were actually used in building the decision tree in each of 

the five different cases. 

Table 47. Final metrics for building the decision tree 

Transition Final Metrics (Used for building the decision 
tree) 

DG 
XED, XEB, XDG, Subscribed_Size, CFS_Ratio, 

Membership_Edge_Strength 

CH 

XED, XDB, XHD, XFF, XGF, XCC, XCH, CS_Ratio, 
CFS_Ratio, LS_Ratio, 

Membership_Category_Count, 
CC_Curator_subscription, 

In_DC_Member_subscription, 
Membership_Edge_Strength 

EB 

XEC, XHC, XEB, XAH, XCH, XAD, XAB, XGD, XHA, XFH, 
CF_Ratio, SF_Ratio, LS_Ratio, 

CC_Curator_subscription, 
CC_Member_membership, CFS_Ratio, 

BC_Curator_subscription, 
CC_Member_subscription, 

In_DC_Member_subscription, 
Subscription_Edge_Strength, Subscribed_Size, 
Out_DC_Curator_subscription, Follow_Triad, 

Subscription_Category_Count, MF_Ratio, CL_Ratio, 
Out_DC_Curator_membership, CS_Ratio, 

Membership_Edge_Strength, 
Membership_Category_Count 

FA 

XHD, XFA, XFF, XAD, XEF, XCA, XGF, XHB,  XEE, XAH, 
XHH, XFD, XFG, XCF, LS_Ratio, CL_Ratio, 

Subscription_Edge_Strength, 
BC_Curator_subscription, 

Subscription_Category_Count, 
CC_Curator_subscription, SF_Ratio, 

CC_Member_subscription, 
In_DC_Curator_subscription, CS_Ratio, MF_Ratio, 

Subscribed_Size, CM_Ratio, Follow_Triad, 
Listing_Triad, Follow_Size, CF_Ratio, 

In_DC_Member_subscription 

GD 

XED, XGF, XBH, XAD, XDF, XCH, XAA, XBA,  
CC_Curator_membership, 
BC_Curator_membership, 

Membership_Edge_Strength 
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Appendix H 

Data Collection from Listorious 

Listorious allows for searching lists using keywords. The results returned contain the specified keyword in the 

list title, description or screen name of one of its members.  In addition, it also suggests the relevant keyword 

that can be used to search for more lists. The figure below shows a sample search result for the keyword 

“Fitness”. In February 2013, listorious became a part of Muckrack3. 

 

Figure 61. Listorious.com Screenshot 
3http://blog.muckrack.com/post/44086168151/listorious-is-now-a-part-of-muck-rack 
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