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Abstract 

Pharmacovigilance is defined as the science and activities relating to the detection, 

assessment, understanding, and prevention of adverse drug events (WHO 2004).  Post-approval 

adverse drug events are a major health concern. They attribute to about 700,000 emergency 

department visits, 120,000 hospitalizations, and $75 billion in medical costs annually (Yang et al. 

2014). However, certain adverse drug events are preventable if detected early. Timely and accurate 

pharmacovigilance in the post-approval period is an urgent goal of the public health system.   

The availability of various sources of healthcare data for analysis in recent years opens new 

opportunities for the data-driven pharmacovigilance research. In an attempt to leverage the 

emerging healthcare big data, pharmacovigilance research is facing a few challenges. Most studies 

in pharmacovigilance focus on structured and coded data, and therefore miss important textual 

data from patient social media and clinical documents in EHR. Most prior studies develop drug 

safety surveillance systems using a single data source with only one data mining algorithm. The 

performance of such systems is hampered by the bias in data and the pitfalls of the data mining 

algorithms adopted.  

In my dissertation, I address two broad research questions: 1) How do we extract rich 

adverse drug event related information in textual data for active drug safety surveillance?  2) How 

do we design an integrated pharmacovigilance system to improve the decision-making process for 

drug safety regulatory intervention? To these ends, the dissertation comprises three essays. The 

first essay examines how to develop a high-performance information extraction framework for 

patient reports of adverse drug events in health social media. I found that medical entity extraction, 

drug–event relation extraction, and report source classification are necessary components for this 
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task.  In the second essay, I address the scalability issue of using social media for 

pharmacovigilance by proposing a distant supervision approach for information extraction. In the 

last essay, I develop a MetaAlert framework for pharmacovigilance with advanced text mining 

and data mining techniques to provide timely and accurate detection of adverse drug reactions. 

Models, frameworks, and design principles proposed in these essays advance not only 

pharmacovigilance research, but also more broadly contribute to health IT, business analytics, and 

design science research.  

  



 

13 
 

 

1. Introduction 

Large amounts of heterogeneous healthcare data have become available in various 

healthcare organizations (i.e., insurance companies, healthcare providers, and pharmaceutical 

companies). This data could be an enabling resource for deriving insights to improve healthcare 

delivery and reduce cost. However, the enormity and complexity of this healthcare data presents 

great challenges in analyses and subsequent applications for researchers and clinical practitioners 

(Bate et al. 2014). After witnessing the opportunities and challenges, researchers have identified 

health data analytics as a key information system (IS) research direction (Fichman et al. 2011).  

Pharmacovigilance is an important application of health data analytics. It is defined as the 

science and activities relating to the detection, assessment, understanding, and prevention of 

adverse drug events (WHO 2004).  Pharmacovigilance starts at the pre-approval stage, when 

information about adverse drug events (ADEs) is collected during Phase I-III of clinical trials, and 

continues in the post-approval stage and throughout a drug’s life on the market. Although clinical 

trials are used for evaluating drug safety issues, they are limited with respect to the number and 

characteristics of patients exposed, duration, and type of data collected.  Post-approval adverse 

drug events are a major health concern. They attribute to about 700,000 emergency department 

visits, 120,000 hospitalizations, and $75 billion in medical costs annually (Yang et al. 2014). 

However, a certain proportion of adverse drug events are preventable if detected early. Timely and 

accurate pharmacovigilance in the post-approval period is an urgent goal of the public health 

system.   
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Recent years have witnessed significant research effort in developing data driven 

approaches for pharmacovigilance. Figure 1.1 illustrates the data driven approaches for post-

approval pharmacovigilance. Pharmacovigilance research originally involved establishment and 

adoption of passive surveillance systems with spontaneous reports of adverse drug events by 

regulatory authorities. Passive surveillance mainly ensures the submission of adverse drug event 

reports from healthcare professionals, consumers and pharmaceutical companies, and aggregates 

the reports for signal detection. However, the data quality issue in spontaneous reports is hindering 

the success of passive surveillance.  Spontaneous reports are often incomplete and inaccurate due 

to voluntary reporting. They are also criticized for biased reporting and substantial underreporting. 

For a long time, pharmacovigilance researchers have been seeking a more timely and accurate 

approach.  

 

Figure 1.1 Data driven approach for post-approval pharmacovigilance  

The availability of various healthcare data for analysis in recent years opens new 

opportunities for the data-driven pharmacovigilance research.  Pharmacovigilance has evolved 

from passive surveillance to active surveillance with periodic data collection from electronic health 
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records (EHRs), biomedical literature, search logs, and social media. These new data sources hold 

the promise of accurate detection of safety issues and timely regulatory actions to minimize or 

mitigate patient risks. Despite the new opportunities raised by new data sources, 

pharmacovigilance research is facing a few challenges. Most studies in pharmacovigilance focus 

on structured and coded data, and therefore miss important textual data from patient social media 

and clinical documents in EHR. Most prior studies develop drug safety surveillance systems using 

a single data source with one data mining algorithm. The performance of such systems is hampered 

by the bias in data and the pitfalls of the data mining algorithms adopted. To address these issues, 

there is a great demand for an integrated and high performance pharmacovigilance system to 

actively detect drug safety issues. Against this background, this dissertation seeks to address the 

two broad research questions:  

 How do we extract rich adverse drug event related information in textual data for active 

drug safety surveillance?  

 How do we design an integrated pharmacovigilance system to improve the decision-

making process for drug safety regulatory interventions? 

Overall, my dissertation seeks to develop an integrated text mining and data mining 

research framework for pharmacovigilance. It encompasses three critical processes for active drug 

safety surveillance: periodic data collection from three major clinical drug safety data sources; 

information extraction techniques to identify valuable drug safety reports from free-text; and 

advanced data analytics to predict adverse drug reactions. This dissertation addresses a few 

challenging issues in developing active drug safety surveillance systems for pharmacovigilance: 

(1) the identification of high quality adverse drug event reports from patient generated data; (2) 
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the scalable and high-performance adverse drug event extraction from large text data with distant 

supervision; and (3) the integrated data analysis with a meta-learning approach using multiple data 

sources for early and accurate ADR prediction. This dissertation comprises three essays. Table 1.1 

contains a brief summary of each research essay, and I will briefly explain the motivations behind 

each essay in the remainder of this section. 

Table 1.1. Proposed Dissertation Research Essays 

 
 

In recent years, a growing number of patients are sharing their healthcare experiences on 

the Internet. Mining social media has been considered as a new approach for collecting evidence 

of drug safety issues. In the first essay, I propose a research framework using advanced natural 

language processing techniques to identify patient reported adverse drug events in health social 

media. The research framework encompasses: medical entity extraction for recognizing patient 

discussions of drug and events; adverse drug event extraction with statistical learning method and 

semantic filtering with information from medical knowledge bases; and report source classification 

to tease out noise. This framework contributes to pharmacovigilance research by providing a new 

Essay Research Objectives Methodology Models 
I To develop a high-performance information 

extraction framework for patient reports of 
adverse drug events in health social media  

Supervised Learning, 
Computational 
Linguistics 

SVM with 
dependency path 
kernel 

II To develop a distant supervision approach for 
identifying adverse drug events from social 
media on a large scale 

Active Learning;  
Computational 
Linguistics; Distant 
Supervision 

L2 Logistic 
regression; EM 

III To develop an advanced signal detection 
model which can leverage multiple data 
sources and signal detection algorithms to 
achieve high accuracy and early detection of 
drug safety issues 

Meta-learning;  
Computational 
Linguistics 

Stacking and 
bagging, 
SVM; Bayesian 
logistic regression; 
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source of high quality adverse drug event reports. These findings from patient generated data can 

not only provide supplementary empirical evidence for drug safety surveillance but also enrich the 

clinical practitioners’ understanding of issues in patient treatment management.  

In the second essay, I extend the information extraction framework for social media 

pharmacovigilance with distant supervision. Pharmacovigilance research with social media data is 

in its infancy because of the difficulty in identifying novel adverse drug events from this data 

source. Only a small proportion of social media data contains adverse drug events (Sarker et al. 

2015). Large volumes of data need to be annotated for the inclusion of sufficient numbers of posts 

containing adverse drug events. Annotating adverse drug events requires personnel with medical 

knowledge, and hence is expensive and time-consuming. Distant supervision is a novel-learning 

paradigm that is supervised by existing knowledge bases instead of manual annotations. To adapt 

this learning paradigm, I examine how to leverage relevant knowledge bases for distant 

supervision, and develop a novel learning model to identify adverse drug events. I propose a rule-

based approach to construct a training corpus with FAERS as an external knowledge base and 

develop a distant supervision model for adverse drug event extraction. To the best of my 

knowledge, this is the first study that develops a distant supervision approach for social media 

pharmacovigilance. It demonstrates how text analysis on patient social media for 

pharmacovigilance can be conducted with high performance and minimal manual effort.  The 

distant supervision model relieves the need for a large amount of manual annotation by 

incorporating existing knowledge bases for training. This extension can significantly improve the 

efficiency and reduce the cost for conducting large-scale social media drug safety surveillance. 

The design artifact and the experimental results contribute to the IS knowledge base and provide 
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important practical implications for design science, pharmacovigilance research, and health IT 

research. 

The ultimate goal of pharmacovigilance is to identify adverse drug reactions (ADRs) as 

early as possible and with high fidelity. The success of pharmacovigilance is still hampered by the 

limitations inherent in data sources, and in the pitfalls of data mining algorithms. Recent studies 

have also explored spontaneous reports, electronic health records, social media, web search logs 

and biomedical literature for adverse drug reaction signals. Although there is an emerging belief 

that combining information across data sources can lead to more effective and accurate ADR 

discovery, there is no prior study that develops and evaluates the performance of an integrated 

pharmacovigilance system using different data sources and data mining algorithms.  In the third 

essay, I propose a meta-learning framework for pharmacovigilance following the design science 

research paradigm. This framework integrates multiple data sources and signal detection 

algorithms guided by the meta-learning kernel theory. The framework I propose exploits the meta-

knowledge derived from the variations within different data sources and among learning 

algorithms. The experiment results demonstrate that this integrated approach significantly 

improves the timeliness and accuracy in adverse drug reaction signal detection.  
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2. Essay I: A Research Framework for Pharmacovigilance in Health Social 

Media: Identification and Evaluation of Patient Adverse Drug Event Reports 

2.1 Introduction 

In recent years, a growing number of patients are sharing their experiences of healthcare 

on the Internet. This body of information is described as the “cloud of patient experience.” The 

increasing availability of patients’ accounts of their care on blogs, social networks, and forums 

presents an intriguing opportunity to advance the patient-centered care agenda (Miller et al. 2013). 

Patients with chronic diseases such as hypertension, heart disease, diabetes, and cancer utilize 

social media to share their diagnosis, treatment options, medications and side effects (Mao et al. 

2013). Patient self-reports on social media frequently capture medical issues and side effects that 

clinicians often miss or downgrade. Clinicians’ failure to note those issues results in the occurrence 

of drug non-compliance and preventable adverse events (Basch et al. 2010). Mining social media 

has been considered as a new approach for collecting evidence for drug side effects, drug 

compliance and drug effectiveness.  It can enhance the capture of subjective elements of drug 

safety and treatment management, and provide important insights for clinical practitioners. 

The value of patient experience reported on social media has also drawn the attention of 

researchers in the pharmacovigilance community. Pharmacovigilance, also referred to as drug 

safety surveillance, has been defined as “the science and activities relating to the detection, 

assessment, understanding and prevention of adverse effects or any other drug problem” (Hauben 

et al. 2009). It has predominantly relied on spontaneous reporting systems (SRSs), which are 

passive systems that collect reports of suspected ADEs from healthcare professionals, consumers, 

and pharmaceutical companies, and are maintained by regulatory and health agencies. Two 
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prominent SRSs are the US Food and Drug Administration Adverse Event Reporting System 

(FAERS) and VigiBase maintained by the World Health Organization (WHO). Other data sources 

include electronic health records, and publicly available chemical and biological knowledge bases 

such as DrugBank and PubChem Compound Database. Several recent publications attest to the 

volume of valuable information in patient reported adverse events on social media, thus aiding 

early adverse drug reaction signal detection (Edwards et al. 2011).  

Given the clinical and scientific value of patient reports in social media, researchers have 

begun exploring methods to identify and extract these reports from social media. Social media 

contains a large amount of patient colloquial language. Extracting high quality patient reports of 

adverse events from such an environment can be challenging. Adverse drug events are medical 

events that occur with medication use, and are often presented as drug and medical event pairs in 

patient discussion. Adverse drug events in social media may be confounded with negated adverse 

drug events and drug indications. Negated adverse drug events deny causal relation between the 

drugs and the events. Drug indications are legitimate medical conditions for which a drug is used. 

Discussions of adverse drug events may be based on real patient experiences, research, news or 

hearsay, leading to noise and a significant number of duplicates (Harpaz et al. 2012). Table 2.1 

illustrates these issues with posts from American Diabetes Association’s online forum. 

Table 2.1.  Examples of Patient Discussions in Social Media 
Post 
ID 

Post Content Contain 
ADE? 

Report 
source 

9043 I had horrible chest pain (Event) under Actos (Treatment). ADE Patient 
12200 From what you have said, it seems that Lantus (Treatment) has had 

some negative side effects related to depression (Event) and mood 
swings (Event). 

ADE Hearsay 

25139 I never experienced fatigue (Event) when using Zocor (Treatment).  No Patient 
34188 When taking Zocor (Treatment), I had headaches (Event) and 

bruising (Event).  
ADE Patient 



 

21 
 

63828 Another study of people with multiple risk factors for stroke (Event) 
found that Lipitor (Treatment) reduced the risk of stroke (Event) by 
26% compared to those taking a placebo, the company said. 

Drug 
Indication 

Diabetes 
research 

 

From Table 2.1, we observe that patients on social media adopted their preferred medical 

terms in forums. These terms are different from professional medical terms (e.g., stroke in post 

No. 63828 is a consumer preferred term, usually presented as cerebrovascular accident in FAERS; 

bruising in post No. 34188 is presented as contusion in FAERS). Patient discussions may include 

different types of drug and event relations. In post No. 63828, the author mentioned stroke and 

Lipitor. Lipitor is a lipid-lowering agent prescribed to reduce the risk of stroke. Stroke and Lipitor 

in this post present a drug indication relation. In post No. 9043, patient reported having chest pain 

when using Actos, presenting an adverse drug event (ADE). Information in forums comes from 

different sources such as diabetes research (post No. 63828), patient experiences (post No. 9043, 

25139 and 34188), and hearsay (post No. 12200). 

Recognizing the importance of mining health social media for pharmacovigilance and 

current obstacles of extracting patient reported adverse drug events, we are motivated to develop 

an integrated and high-performance information extraction framework for patient reports of 

adverse drug effects in health social media. In our proposed framework, we devise a lexicon-based 

medical entity extraction, which integrates multiple medical lexicons and consumer health 

vocabularies for interpreting colloquial health care language. We develop an adverse drug event 

extraction method with both shortest dependency path kernel based statistical learning and 

semantic filtering with information from medical knowledge bases. This approach, leveraging 

existing medical knowledge and statistical learning techniques, can increase the precision of 

extracting adverse drug events. To capture the true patient experience, we also develop report 
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source classification to identify actual patient reports of adverse drug events. Our approach 

identifies patient experienced adverse drug events in social media and provides an efficient way 

to capture patients’ voice in drug safety. 

2.2 Related work 

2.2.1 Pharmacovigilance in health social media 

There has been an increased interest in conducting analyses on health social media content. 

Leaman et al. (2010) explored the value of patient intelligence on pharmacovigilance in social 

media.  Benton et al. (2011) acknowledged the demand of advanced techniques for analyzing 

health social media content. Table 2.2 summarizes the recent work of pharmacovigilance in health 

social media.  

Table 2.2.  Summary of related adverse drug event studies with social media data 
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Prior 
Study Test Bed Applica-

tions 

Techniques 

Results Classification 
Medical 
Entity 

Recognition 

Adverse Drug 
Event Relation 

Extraction 

Leaman et 
al. 2010 

Dailystrength.
com AEs Not Applied 

Lexicon-
based: 
UMLS, 

MedEffect, 
SIDER 

Not Applied 
Precision: 78.3%; 
Recall: 69.9%; F-
measure: 73.9% 

Nikfarjam 
et al.  
2011 

 AEs Not Applied Association 
rule mining Not Applied 

Precision: 70%; 
Recall: 66.32%; F-
measure: 67.96% 

Chee et al. 
2011 

Health Forums 
from Yahoo! 

Groups 

Risky 
drugs 

SVM and 
Naïve Bayes 

Lexicon 
based: 
UMLS, 

MedEffect, 
SIDER 

Not Applied 

The ensemble 
classifier is able to 

identify risky drugs for 
FDA scrutiny. 

Benton et 
al. 2011 

Breastcancer. 
org, 

komen.org, 
csn.cancer.org 

ADES Not Applied 
Lexicon 

based: CHV; 
FAERS 

Co-occurrence 
based 

Precision: 35.1%; 
Recall: 77%; F-
measure: 52.8% 

Yang et 
al. 2012 MedHelp ADEs Not Applied Lexicon 

based: CHV 
Co-occurrence 

based 

Promising to detect 
ADR reported by 

FDA. 

Bian et al. 
2012 Twitter ADEs SVM 

Lexicon 
based: 

FAERS 
Not Applied Accuracy: 74%; AUC 

value: 0.82 

Mao et al. 
2013 

Breast cancer 
forums 

ADES, 
Drug 

switch-
ing 

Not Applied 
Lexicon 

based: CHV; 
FAERS 

Co-occurrence 
based 

Online discussions of 
breast cancer drugs can 

help to understand 
drug switching and 

discontinuation 
behaviors 

Sarker et 
al. 2014 

Clinical 
reports, 
Twitter, 

dailystrength. 
com 

ADEs SVM 

UMLS, 
WordNet, 

MedEffect,  
SIDER, 

COSTART 

Not Applied 

Achieved detection of 
sentences with ADE 

mentions with high F-
score: 0.812 

 

Prior studies employed data sources from three categories of social media. Most studies 

utilized general health discussion forums (Leaman et al. 2010; Nikfarjam et al. 2011). Others 

developed research test beds based on disease-focused discussion forums (Benton et al. 2011; Mao 

et al. 2013; Liu et al. 2013; Yates et al. 2013). Benton et al. (2011) adopted three breast cancer 
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forums as test bed. Mao et al. (2013) developed their test bed on 12 breast cancer forums to 

understand patient reported adverse drug events. Besides, tweets (microblogs of 140 or fewer 

characters) have been employed in a recent study (Bian et al. 2012, Sarker et al. 2014). Patients 

sometimes indicate their medications and associated side effects in tweets, presenting real time 

information for pharmacovigilance. Sarker et al. (2014) developed a text classification method for 

adverse drug reaction detection on clinical reports, tweets and general health forums.  

Natural language processing techniques adopted in prior studies include text classification, 

medical entity recognition and adverse drug event relation extraction. For text classification, 

support vector machines (SVM) and naïve Bayes are most commonly used in recent studies. Chee 

et al. (2011) developed ensemble classifiers with SVM and naïve Bayes to classify risky drugs and 

safe drugs based upon online discussions.  Bian et al. (2012) utilized SVM to filter noise in tweets.  

Medical entity recognition aims to identify medical entities such as treatments and medical 

problems. Most of the prior studies adopted lexicon-based entity recognition approaches because 

of the well-developed medical lexicons and knowledge bases available in the healthcare domain. 

The Unified Medical Language System (UMLS) (Lindberg et al. 1993) has been adopted in prior 

studies (Leaman et al. 2010; Chee et al. 2011; Yates et al. 2013). Spontaneous reporting systems 

are often employed to extract treatments and adverse events from text. Medical terms in FDA’s 

Adverse Event Reporting System (FAERS) are used to map drug and adverse event entities in 

health social media (Benton et al. 2011, Bian et al. 2012 and Mao et al. 2013). MedEffect (Adverse 

drug event reporting system in Canada) is used to extract adverse events in social media (Leaman 

et al. 2010; Chee et al. 2011). COSTART, a vocabulary created from FAERS, is also adopted in a 

prior study (Sarker et al. 2014). In health social media research, it is often observed that consumer 
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health vocabularies are different from those of medical professionals (Chee et al. 2011). To 

interpret medical terms in online patient discussions, the Consumer Health Vocabulary (CHV), a 

lexicon linking UMLS standard medical terms to patients’ colloquial language, is adopted in recent 

studies (Benton et al. 2011; Yang et al. 2012). Nikfarjam et al. (2011) developed a machine 

learning based association rule mining algorithm to generate patterns for adverse event recognition.  

Adverse drug event extraction utilizes relation extraction techniques to determine if there 

is a relation between the drug and events and what the type of relation is (e.g., drug indications or 

adverse drug events). Most prior studies have adopted co-occurrence analysis approaches to extract 

adverse drug event relations (Benton et al. 2011; Yang et al. 2012; Mao et al. 2013). Benton et al. 

(2011) assumed that if two entities co-occurred within 20 tokens, there was an underlying relation 

between them.  

Most studies evaluated their performance using precision, recall, and f-measure metrics. 

For text classification, Bian et al. (2012) achieved 74% accuracy in identifying tweets with adverse 

events. Leaman et al. (2010) achieved the best performance on extracting adverse events from 

forums with a precision of 78.3%, recall of 69.9% and f-measure of 73.9%. Nikfarjam et al. 

obtained 70% in precision, 66.32% in recall and 67.96% in f-measure using a machine-learning 

approach to extract adverse events. Sarker et al. (2014) achieved 81.2% F-score in identifying 

sentences with adverse events from text. 

To demonstrate the value of adverse drug event reports from social media, researchers have 

conducted multiple analyses on the extracted results. Benton et al. (2011) compared the adverse 

events extracted by their system against the documented adverse events. Social media ADEs 

achieve 35.1% in precision, 77% in recall and 52.8% in f-measure comparing to the documented 
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ADEs. Chee et al. (2011) found that patient drug reviews can be used to identify risky drugs on 

the market and most of the risky drugs they identified were on FDA’s drug safety watch list. Yang 

et al. (2012) considered health social media a promising data source for adverse drug event signal 

detection. Mao et al. (2013) found that online discussions of breast cancer drugs can help to 

understand drug switching and discontinuation behaviors. 

Based on our review of prior research, we find that machine learning based classification 

techniques are widely adopted in social media research to filter out noise. Medical entity extraction 

with medical lexicons and ontologies achieves satisfying performance. Co-occurrence analysis-

based approach for extracting adverse drug events has clear limitations. This approach captures 

little syntactic or semantic information. As a result, it can generate false adverse drug events when 

negation exists in sentences. The extracted adverse drug events can be confounded with drug 

indications. This approach is not able to precisely capture adverse drug events when multiple 

adverse event entities appear in the same sentence. Although there are duplicated reports caused 

by news and third-hand accounts in health social media, none of the prior studies addressed this 

issue. 

Our analysis of these studies motivated us to incorporate the following components in our 

proposed framework: the development and evaluation of a scalable and semantic-rich relation 

extraction method for adverse drug event extraction and a robust report source classification 

method to identify adverse drug events based on actual patient experience.   

2.2.2 Biomedical relation extraction 

Automatically extracting biomedical information has been the subject of significant 

research efforts due to the rapid growth in biomedical development and discovery. Biomedical 
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relation extraction techniques are often developed to identify relations such as gene-disease 

relations and protein interactions from text.  

Biomedical relation extraction techniques are often categorized into four types: co-

occurrence analysis, rule-based approach, statistical learning approach, and a hybrid approach 

utilizing both rules and statistical learning. For each type, methods vary in how they utilize the 

lexical, syntactic, and semantic information in text.  Co-occurrence analysis identifies relations 

between biomedical entities based on their probability of occurrence in text. This approach 

assumes that if two entities are both mentioned within a certain range, there is an underlying 

biological relationship (Mao et al. 2013). In most cases, only lexical information is needed for co-

occurrence analysis. Due to their simplicity and flexibility, these approaches have been widely 

used for relation extraction and can achieve high recall. Since it uses little syntactic information or 

semantic information, co-occurrence analysis often achieves low precision. Co-occurrence 

analysis approach has been used to identify adverse drug events in health social media (Yang et al. 

2012; Mao et al. 2013).  

In rule-based approaches, researchers have manually developed rules based on syntactic or 

semantic information to parse relations. Syntactic parsing approaches extensively utilize syntactic 

rules for relation extraction (Bui et al. 2011; Fundel et al. 2007). Another rule-based method relies 

on semantic information in sentences. Semantic indicators of biomedical relations consist of 

certain slots of trigger words (e.g., “interact with” or “bind to”) manually developed by experts. A 

pair of entities which satisfies a certain predefined template is identified as a relation. In the 

biomedical domain, semantic parsers for relation extraction are often applied because of the 

availability of semantic information in biomedical literature and knowledge bases (Zhu et al. 2013). 
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Statistical learning approach views relation extraction as a text classification problem and 

requires little or no manual development of rules or templates. Patterns are learned from a corpus 

of documents in which human experts have tagged the desired relations. Statistical learning can be 

categorized into feature-based methods and kernel-based methods. 

For feature-based methods, each relation instance is represented as a feature vector 

},...,,{ 21 nxxxX   in an n-dimensional space. Features are defined and selected to capture the data 

characteristics. Yang et al. (2010) used bag-of-words, medical related words, and entity distance 

as features. Bui et al. (2011) adopted bag-of-words features, part-of-speech tag features and entity 

distance features to classify relation types.  

Kernel-based methods are an effective alternative to explicit feature extraction. They retain 

the original representation of relation instances and use the object only via computing a kernel 

function between a pair of instances (Segura-Bedmar et al. 2011; Thomas et al. 2011; Miwa et al. 

2009; Li et al. 2008). Li et al. (2008) developed a composite kernel that combines linear, sequence, 

and tree kernel for gene-disease relation extraction. Miwa et al. (2009) used composite kernel 

formed by bag-of-words kernel, sub-tree kernel, shortest dependency path kernel and graph kernel 

to extract protein interactions. Thomas et al. (2011) applied ensemble learning on graph kernel, 

shortest dependency path kernel and shallow linguistic kernel to extract drug-drug interaction from 

medical literature. 

Among various biomedical relation extractors, both rule-based approach with syntactic or 

semantic information and statistical learning approach have shown good performance. Statistical 

learning can automatically learn relation patterns from annotated corpora. Kernel-based learning 

methods have shown promise in identifying various biomedical relations such as protein 
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interactions and gene-disease relations. Kernel-based learning methods achieve better performance 

than feature-based approaches as they utilize the syntactic and semantic information, which can 

concisely and precisely capture the relationships between entities.  

In social media, online users utilize a large amount of colloquial language, which can lead 

to a large and sparse lexical feature set and low performance for feature-based approaches. 

However, these discussions still follow certain syntactic and semantic patterns. We believe that 

kernel-based learning method can be used for extracting adverse drug events from noisy social 

media text with the help of syntactic and semantic data representation. When processing health 

social media text, drug indications are often confounded with adverse events in adverse drug event 

extraction. The difference between drug indications and adverse events cannot be captured by 

syntactic and semantic parsing but by domain knowledge bases.  Drug regulatory agencies have 

the indications of marketed medications documented in medical knowledge bases. Adding 

semantic filtering with the drug indication information from medical knowledge bases may further 

enhance the performance of statistical learning based adverse drug event extraction. 

2.2.3 Text classification 

A common challenge for social media research is to extract high quality information from 

noisy data, especially for health social media research. Many prior studies in health social media 

domain utilized text classification techniques to differentiate information sources and extract 

relevant text. To explore how text classification can help to identify patient ADE reports in social 

media, we review the most relevant recent studies using text classification techniques in health 

social media research.   
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With respects to the test beds used, classification techniques have been applied to health 

social media data such as Yahoo Answers (Liu et al. 2011), micro blogs from Twitter (Bian et al. 

2012), and online health communities (Chee et al. 2011; Huh et al. 2013). Text classification 

techniques have been applied in prior studies for a variety of objectives. Automatic classifications 

have been developed to classify health consumer posts and health professional posts in Yahoo 

Answers (Liu et al. 2011), to identify whether the author is using certain drugs in tweets (Bian et 

al. 2012). It also has been used to classify threads from patient community members or moderators 

in online health community (Huh et al. 2013).  

The most commonly used features in text classification are bag-of-words (Huh et al. 2013; 

Bian et al. 2012; Liu et al. 2011). For unique test beds such as Twitter, hashtags and URLs are 

adopted in the feature set. Huh et al. (2013) utilized sentiment related words from LIWC as features 

in classification. In terms of learning methods, the most commonly employed learning algorithms 

are Support Vector Machines (SVM) (Bian et al. 2012; Liu et al. 2011; Chee et al. 2011), naïve 

Bayes (Huh et al. 2013; Chee et al. 2011). Liu et al. (2011) achieved the best performance with an 

f-measure of 89.1% when classifying Yahoo Answers posts into patients’ posts or medical 

professionals’ posts. Bian et al. (2012) gained 82.0% in f-measure for identifying drug user from 

tweets. Based on our review of prior studies, text classification techniques can effectively 

differentiate health consumer posts from health professional posts in Yahoo Answers and identify 

drug users from tweets. Both tasks are similar to identifying patient experienced adverse drug 

events reported on social media. Bag-of-words is the most commonly used and effective feature 

to represent the instances for classification.  
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2.2.4 Research gaps and questions 

Based on our review, we have identified several research gaps. First, few advanced 

statistical learning based relation extraction approaches have been adopted in health social media 

adverse drug event research.  Prior pharmacovigilance research in health social media employed 

co-occurrence analysis based relation extraction techniques to extract adverse drug events. Co-

occurrence analysis only utilizes lexical features in the sentences. Neglecting the syntactic and 

semantic information in the sentence, this approach could generate significant false positive results 

caused by negations and drug indications. Second, the adverse drug events discussed in health 

social media may come from a variety of sources such as patients, news, research, and stories from 

third-hand accounts, which result in redundancy and noise. While more researchers started to be 

aware of the importance of patients’ voice in drug safety reporting (Basch 2010), few prior studies 

in social media pharmacovigilance research identified patient adverse drug event reports based on 

true patient experiences. The value of health social media, an open and popular platform for 

patients to speak about their problems and demands, has not been fully explored.  

Based on the research gaps identified, we propose the following research questions: 

 How can we develop an integrated and scalable research framework for mining patient 

reported adverse drug events from patient forums? 

 How can statistical learning techniques augmented with health-relevant semantic 

filtering improve the extraction of adverse drug events as compared to other baseline 

methods? 

 How can we identify true patient reported adverse drug events among noisy forum 

discussions?   
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2.3 Research method 

Our proposed research framework for pharmacovigilance in health social media is 

illustrated in Figure 2.1. Major components are explained in detail below. 

 

 
Figure. 2.1. Research Framework for Pharmacovigilance in Health Social Media 

2.3.1 Patient forum data collection 

We develop an automated crawler program to download web pages from online patient 

forums. An extractor program is devised to extract specific fields in patient discussions.  Collected 

information includes post ID (the unique identifier of a post in the forum), URL, topic title, post 

author’s ID (the unique identifier of a user in the forum), postdate, and post content. 

 2.3.2 Data preprocessing 

Data preprocessing prepares the raw data for subsequent analysis. Data preprocessing 

consists of two steps: text cleaning and sentence boundary detection. We develop a regular 

expression based approach to remove URLs, duplicated punctuations, and personally identifiable 

information such as email addresses, social security numbers, and phone numbers from the text. 

As our study focuses on sentence level information extraction and processing, we segment each 

post into sentences with the natural language processing toolkit, OpenNLP1.  

                                                
1 http://opennlp.apache.org/ 

http://opennlp.apache.org/
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2.3.3 Medical entity extraction 

It is a challenging task to extract medical entities from noisy patient-generated content. 

Leaman et al.’s (2010) lexicon based approach was the best performing medical entity recognition 

system in prior studies. We apply multiple types of lexicon sources to extract drug names and 

adverse events from the text, including UMLS, FAERS, and CHV. 

MetaMap2, a Java API from the National Library of Medicine, is used to identify medical 

concepts in UMLS from health social media. Currently, the UMLS has 135 semantic types, which 

are further abstracted into 15 semantic groups, such as ‘Chemicals and Drugs,’ ‘Disorders,’  

‘Genes & Molecular Sequences,’ etc. We configure MetaMap to recognize the terms that belong 

to the ‘Chemicals and Drugs’ and ‘Disorder’ semantic groups for extracting drug and adverse event 

entities. We start with MetaMap to identify medical entities matching standard medical lexicons 

in patient forums. We filter results from MetaMap with drug names and event names from the 

FDA’s drug safety database, FAERS. Medical entities that never appear in FAERS are removed 

from further analysis. Then we incorporate the Consumer Health Vocabulary (CHV), which 

contains 47,505 UMLS standard medical terms, corresponding to 127,081 consumer-preferred 

terms. For each medical entity that remains, we query the CHV to get its consumer-preferred 

equivalent and use it to search for medical entities in consumer vocabularies on the patient forum. 

All sentences with both drug and event entities are extracted for further analysis. 

2.3.4 Adverse drug event extraction 

Patients’ adverse drug event discussions in forums are more informal and colloquial than 

biomedical literature or clinical notes, which require medical knowledge and complex linguistic 

                                                
2 http://metamap.nlm.nih.gov/ 

http://metamap.nlm.nih.gov/
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techniques to interpret.  Based on our review of prior biomedical relation extraction studies, a 

hybrid approach with both statistical machine learning methods and rule-based filtering achieved 

satisfying performance (Bui et al. 2011). Our approach incorporates the statistical learning method 

for relation detection and semantic information from medical and linguistic knowledge bases to 

differentiate adverse drug events from drug indications and negated ADEs. The statistical learning 

and semantic filtering components for adverse drug event extraction are presented in Figure 2.2 

below. 

 

Figure. 2.2. Procedures for adverse drug event extraction 

 

2.3.4.1 Statistical Learning 

Statistical learning of adverse drug event extraction determines whether a drug and a 

medical event in one sentence have a relation. We developed a shortest dependency path kernel 

based statistical learning method in our framework. This kernel method has shown promise in 

identifying various relations such as gene interactions and drug interactions in prior studies 

(Bunescu et al. 2005; Miwa et al. 2009; Thomas et al. 2011). We utilized Support Vector Machines 

(SVM) to learn patterns from posts with related drugs and events. This statistical learning 

component includes feature generation, kernel function, and classification method. 
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2.3.4.1.1 Feature Generation 

In health social media, patients mention their adverse drug events in colloquial languages, 

which makes lexical and distance features less effective in statistical learning due to the data 

sparsity. However, patients’ narratives about adverse drug events still follow certain syntactic and 

semantic rules. We propose to extract syntactic and semantic features from sentence dependency 

parse trees to represent the instances. Dependency parsing generates word-to-word links based on 

grammatical relations. It represents both syntactic and semantic information between words in a 

sentence. In dependency parse trees, the syntactic dependency shows in the hierarchical structures 

of the trees.  The directions of the links demonstrate the semantic dependency. In this study, 

Stanford Parser was used for dependency parsing. A grammatical relation holds from a dependent 

to a governor (also known as a regent or a head). Figure 2.3 shows the dependency tree of a 

sentence. In this sentence, nausea is an adverse event entity and Byetta is a diabetes treatment. 

Grammatical relations between words are illustrated in the figure.  For example, ‘nausea’ is the 

direct object of ‘gotten,’ thus they have a grammatical relation ‘dobj.’  In this case, ‘gotten is the 

governor and ‘nausea is the dependent. 

 

Figure 2.3. A sample sentence represented as a dependency tree 

A large proportion of the dependency tree is not relevant to the relation of medication and 

the medical condition in the sentence. Prior studies in relation extraction show that the contribution 

of the dependency tree in establishing the relationship between two entities is almost exclusively 
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concentrated in the shortest path between them on the dependency tree (Bunescu et al. 2005; 

Thomas et al. 2011). To remove the irrelevant proportion in the dependency tree, we propose to 

utilize the shortest path between the medical event entity and the drug entity in the dependency 

tree (shortest dependency path). We generate features to represent the relation instance based on 

the shortest dependency path from medical events to treatments on the dependency tree. Algorithm 

2.1 details the algorithm we develop to extract the shortest paths of two entities from dependency 

trees.  

ALGORITHM 2.1.  Shortest Dependency Path Extraction 
Input: a relation instance i with a pair of related drug and medical events, R(drug, event) and 
dependency tree T. 
Output: The shortest dependency path from event to drug.  
Procedure: 
If drug in event.dependents(): 
 Path = {event, <-, drug} 
 return Path 
Else: 
 Path = {event}  
 End = {drug} 
 head = event  //head pointer for event entity 
 tail = drug  // tail pointer for drug entity 
 while head!=tail.governor: 
  if drug in head.governor.dependents(): 
   head = head. governor 
   Path = Path + {-> ,head, <- ,drug} 
   return Path 
  else:  
   head = head.governor 
   Path = Path + {->, head} 
  if  event in tail.governor.dependents(): 
   tail = tail.governor 
   End = {event->,tail,<-} + End 
   return Path 
  else: 
   tail = tail.governor 
   End = {tail, <-} + End 
    
 Path = Path+{<-}+ End  
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 return Path  
 
2.3.4.1.2 Syntactic and Semantic Classes Mapping 

To increase the robustness of our method, we expand the shortest dependency path by 

categorizing words on the path into word classes with varying degrees of generality. Word classes 

include part-of-speech (POS) tags and generalized POS tags. POS tags are extracted with Stanford 

CoreNLP packages. We generalize the POS tags with Penn Tree Bank guidelines for the POS tags. 

Semantic types (Event and Treatments) are also used for the two ends of the shortest path. Figure 

4 below lists all the POS tags and generalized POS tags from our data set. 

 
Figure 2.4. POS tags and generalized POS tags 

The feature representation of relation instances can be defined as the Cartesian product of 

all the elements on the path. The feature representation of the sample sentence in Figure 2.3 is 

illustrated in Figure 2.5.  The original sentence thus can be represented in a sequence as X=(x1, x2, 

x3, x4, x5,), where x1 = {Nausea, NN, Noun, Event}, x2 = {->}, x3 = {gotten, VBD, Verb}, x4 = 

{<-}, x5 = {Byetta, NN, Noun, Treatment}. 
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Figure 2.5. Features generated from a dependency graph 

 
2.3.4.1.3 Shortest Dependency Path Kernel Function 

Statistical learning methods rely on kernel functions to find a hyperplane that separates 

positive instances from negative. For shortest dependency path kernels, if mxxxxx ...321  and 

nyyyyy ...321  are two relation instances, where xi denotes the set of features corresponding to 

position i, the kernel function is defined as in the equation below:  
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C(푥푖, 푦푖)=|푥푖∩푦푖| is the number of common features between 푥푖 and 푦푖.   

Algorithm 2.2 details the shortest dependency path kernel function we develop. 

ALGORITHM 2.2. Shortest Dependency Path Kernel Function 
Input: Relation Instance mxxxxx ...321 , relation Instance nyyyyy ...321   
Output: Similarity Score ),( yxK   
Function ),( yxK : 
 If m ≠ n:               
  0),( yxK ;      
 Else:  
  1),( yxK ;       
  For each ix  in x:     
   ||)*,(),( ii yxyxKyxK  ;  
 Return  ),( yxK ;   
 
 

For instance, relation instance x = {When this happens, the basal action of your Lantus 

could cause hypoglycemia.} can be represented as x = ({Hypoglycemia, NN, Noun, Event}, {->}, 
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{cause, VB, Verb}, {<-}, {action, NN, Noun}, {<-}, {Lantus, NN, Noun, Treatment}). Relation 

instance y = {But, now I've read a few posts in this thread that indicate depression as a possible 

side effect from Lantus.} can be represented as y = ({depression, NN, Noun, Event}, {->}, 

{indicate, VBP, Verb}, {<-}, {effect, NN, Noun}, {<-}, {Lantus, NNP, Noun, Treatment}). K(x,y) 

can be computed as the product of the number of common features xi and yi in position i. K(x,y) = 

3*1*1*1*2*1*3 = 18. Based on the result, we can see relation instance x and y have a very high 

similarity score. If relation instance x has a drug-event relation, relation instance y is very likely 

to contain a drug-event relation as well. 

2.3.4.1.4 Classification 

Classification in relation detection aims to detect whether an instance has a pair of related 

entities. We adopted Transductive Support Vector Machines (TSVM) (Joachims 1999) for 

classification in relation detection. SVM-light3, an open source software package for Transductive 

Support Vector Machines, is applied in this study because it is widely used in prior studies and 

enables users to define customized kernel functions (Li et al. 2008).  

We customized SVM-light by adding our shortest dependency path kernel function. We 

trained the TSVM classifier on the shortest dependency path kernel and then applied this classifier 

to identify instances with a drug-event relation. The procedures of statistical learning are 

summarized in the Algorithm 2.3 below.  

ALGORITHM 2.3. Statistical Learning Algorithm 
Input: all relation instances with at least a pair of related drug and medical events, R(drug, 
event).  
Output: where the instance has a pair of related drug and event. 
Procedure: 
1. For each relation instance R(drug,event) : 
                                                
3 http://svmlight.joachims.org/ 

http://svmlight.joachims.org/
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 Generate Dependency tree T of R(drug,event) 
 Features = Shortest Dependency Path Extraction (T, R) 
 Features = Syntactic and Semantic Classes Mapping (Features) 
2. Separate relation instances into training set and test set 
3. Train a SVM classifier C with shortest dependency kernel function based on the training set  
4. Use the SVM classifier C to classify instances in the test set into two classes R(drug, event) = 
True and R(drug, event) = False. 
 
2.3.4.2 Semantic Filtering 

Shortest dependency path kernels can detect related drug and medical events. However, 

this method cannot precisely capture negation in sentences and differentiate drug indication 

relations from adverse drug events. Most prior studies neglected the importance of filtering out 

drug indications and negated ADEs for analysis, leading to a low precision. To address these issues, 

we develop a semantic filtering algorithm, which utilizes the semantic knowledge in drug safety 

database to remove drug indications and rules from negation detection tool to filter out negated 

ADEs.  

As drug indications are regularized and well-documented in drug safety databases such as 

FAERS, we acquired drug indication knowledge from FAERS to formulate templates and filter 

drug indications. For negation detection, we utilized the linguistic rule-based negation detection 

tool, NegEx (Chapman et al. 2001). NegEx is a nature language processing system for negation 

detection of medical events in discharge summaries. NegEx has been adopted in prior studies for 

annotating biomedical text (Vincze et al. 2008) and identifying medical events from medical 

discharge records (Uzuner et al. 2008). The detailed procedures for semantic filtering are presented 

in Algorithm 2.4. 

ALGORITHM 2.4. Semantic Filtering Algorithm 
Input: a relation instance i with a pair of related drug and medical events, R(drug, event).  
Output: The relation type.  
If drug exists in FAERS: 
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 Get indication list for drug; 
 For indication in indication list: 
  If event= indication: 
   Return R(drug, event) = ‘drug indication’; 
 For rule in NegEX: 
  If relation instance i matches rule: 
   Return R(drug, event) =’negated adverse drug events’; 
 Return R(drug, event) =’adverse drug events’; 
 

  
2.3.5 Report source classification 

To reduce noise and redundancy, report source classification is proposed to filter ADE 

reports not grounded in patients’ experiences. There is no previous health social media research 

that has addressed this issue. Based on our review of prior studies, text classification techniques 

can effectively identify health consumer posts from health professional posts in Yahoo Answers 

and identify drug users from tweets, which is similar to the task of identifying adverse drug events 

based on patient experience (Liu et al. 2011; Bian et al. 2012).   

In order to classify the report source of adverse drug events, we developed a feature-based 

classification model to distinguish patient reports from hearsay. We adopted BOW features and 

Transductive Support Vector Machines for classification. Transductive SVM leverages both 

labeled and unlabeled data to build the learning model, and conducts transductive inference in 

unlabeled data (Joachims 1999).  It is more scalable than traditional supervised methods because 

of the large amount of unlabeled data available in social media. 

2.3.6 Research hypotheses  

Based on the research gaps identified in the literature review, we believe our proposed 

framework can significantly improve the performance of patient adverse drug event extraction in 

health social media. In particular, we propose the following hypotheses: 
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H1a. Statistical learning methods in adverse drug event extraction will outperform the co-

occurrence analysis based approach. 

H1b. Semantic filtering in adverse drug event extraction will further improve the performance 

of adverse drug event extraction.  

H2. Report source classification (RSC) can improve the results of patient adverse drug event 

report extraction as compared to not accounting for report source issues. 

2.4 Experiment and results 

2.4.1 Research test bed 

Chronic diseases, such as diabetes and heart diseases rely on patient self-management. 

Many online health forums have emerged to provide chronic disease patients with an anonymous 

connection to an understanding audience where they can ask questions, gain knowledge, and share 

frustrations about their treatments.  Our research test bed is developed from major diabetes patient 

forums and heart disease discussion boards in the United States, including American Diabetes 

Association online community 4 , Diabetes Forums 5 , Diabetes Forum 6 , Heart Disease, Heart 

Rhythm and Coronary Heart Disease discussion boards from MedHelp7. The summary of test bed 

is shown in Table 2.3 below. 

Table 2.3. Summary of test bed 
Forum Name Number of 

Posts 
Number of 
Topics 

Time Span Total Number of 
Sentences 

American Diabetes 
Association 

184,874 26,084 2009.2-2014.1 1,348,364 

Diabetes Forums 568,684 45,830 2002.2-2014.1 3,303,084 
Diabetes Forum 67,444 6,474 2007.2-2014.1 422,355 

                                                
4 http://community.diabetes.org/ 
5 http://www.diabetesforums.com/ 
6 http://www.diabetesforum.com 
7 http://www.medhelp.org 

http://community.diabetes.org/
http://www.diabetesforums.com/
http://www.diabetesforum.com
http://www.medhelp.org
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MedHelp (Heart 
Diseases) 

251,472 66,012 1995.2-2014.1 2,118,101 

2.4.2 Evaluation metrics 

We adopt standard machine-learning and text analysis evaluation metrics: precision, recall 

and f-measure, to evaluate the performances of our framework. These metrics have been widely 

used in information extraction and health social media studies (Li et al. 2008; Abbasi et al. 2012).  

2.4.3 Experiments 

In this study, we conduct our experiments on extracting patient reports of adverse drug 

events by performing three tasks: medical entity extraction, adverse drug event extraction, and 

report source classification. We conduct 5-fold cross validation to obtain the evaluation results for 

adverse drug event extraction and report source classification. For each forum, each time 80% of 

labeled data and all the unlabeled sentences in our test bed are used as training set and 20% of 

labeled data are used as test set. 

2.4.3.1 Medical Entity Extraction  

To evaluate the performance medication entity extraction, we randomly select 250 

sentences from each forum and annotate them as a gold standard. A research associate in pharmacy 

establishes definitions and content coding for drug entities and medical event entities. Two 

graduate level research associates are trained to annotate the selected sentences for medical entities. 

When their labels disagreed, a third rater would review the data and make a final decision. A 

summary of the annotated data is provided in Table 2.4 below.  

Table 2.4. Summary of Medical Entities in Annotated Data 
Forum Name Drug  Medical 

Event 
Total number of 
mentions 

American Diabetes Association 312 284 596 
Diabetes Forums 302 296 598 
Diabetes Forum 274 245 519 



 

44 
 

MedHelp 321 343 664 
 

2.4.3.2 Adverse Drug Event Extraction 

To conduct relation detection, we randomly select 400 sentences with one drug entity and 

one medical event entity from each forum for annotation. Content coding for labeling these 

sentences is established based on information in existing knowledge bases and advice from clinical 

experts. Two research associates annotate these sentences, with arbitration by a third rater in cases 

in which the first two disagreed. A summary of the annotated data is provided in Table 2.5 below. 

Table 2.5. Summary of Drug and Event Relations in Annotated Data 
Forum Name Has a relation No 

Relation 
Total 

Adverse Drug 
event 

Drug 
Indication 

Negated 
ADE 

American Diabetes 
Association 

276 169 15 302 762 

Diabetes Forums 245 125 23 257 650 
Diabetes Forum 223 139 12 286 660 
MedHelp (Heart 
diseases) 

336 186 5 220 747 

 

To demonstrate the efficacy of our approach, we conduct co-occurrence analysis-based 

adverse drug event extraction as a baseline for comparison. We adopt the approach from a prior 

study, in which if a drug occurred within 20 tokens of an event term, then this is treated as a co-

occurrence (Benton et al. 2011).   

2.4.3.3 Report Source Classification 

        For report source classification evaluation, we randomly select 400 sentences with at least 

one drug entity and one medical event entity from each forum as labeled data. We establish 

definitions and decision rules for labeling whether the description in each sentence is based on 

patients’ own experiences or not. Two research associates are trained to label the selected 
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sentences from each forum based on these rules. A summary of the annotated data is in Table 2.6 

below. 

Table 2.6. Summary of Report Sources in Annotated Data 
Forum Name Patient 

Experience 
Others 

American Diabetes Association 239 161 
Diabetes Forums 224 176 
Diabetes Forum 274 126 
MedHelp 256 144 

 

We represent instances in bag-of-words (BOW) features for report source classification. In 

total, we have 6854 unique features. We apply the linear kernel in SVM-light for semi-supervised 

report source classification. To test the efficacy of report source classification, we compare the 

results of patient self-reported ADE extraction with results that are not classified.  

2.4.4 Results and discussions 

2.4.4.1 Medical Entity Extraction 

We compare the results from our automatic tagger against the manual annotation for each 

forum. Table 2.7 shows the experiment results on all four forums. 

Tables 2.7. Results of medical entity extraction 
Forum Name Entity type Precision Recall  F-measure 
American diabetes 
association 

Drug 93.0% 91.7% 92.3% 
Medical event 87.3% 80.3% 83.6% 

Diabetes Forums Drug 92.5% 87.1% 89.7% 
Medical event 86.5% 78.7% 82.5% 

Diabetes Forum Drug 91.4% 86.4% 88.8% 
Medical event 85.4% 76.5% 80.7% 

MedHelp (heart 
diseases) 

Drug  94.3% 81.3% 87.3% 
Medical event 79.3% 73.5% 76.3% 

 

Our approach achieves average 90% in f-measure for drug entity extraction and average 

80% in f-measure for medical event extraction. The performance of our approach is attributable to 
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the incorporation of consumer health vocabulary and knowledge-based filtering with the FAERS 

drug safety database. Our approach performs better on Diabetes forums than MedHelp heart 

disease discussion board. Diabetes forums mainly focus on diabetes related treatments and medical 

events, thus they usually have a high consistency in terminology. MedHelp is a general health 

social website where users are from diverse background. Thus it has more diverse health 

vocabulary and higher linguistic creativity, which may cause more errors. The medical events 

identified by our approach may still have negation issues and drug indications, which will be 

filtered in later stage, thus not strictly comparable to the results in other studies.  

Based on our evaluation, errors in drug entity identification mainly occur due to spelling 

errors and abbreviations used for medications. We can observe that medical entity extraction on 

event entities attains a lower performance than extraction on drug entities. The major source of 

error in extracting events is caused by patients’ ambiguous descriptions of medical events (e.g., 

“hypo symptoms” and “a low”, which stands for hypoglycemia). To further improve the 

performance, more advanced machine learning based named entity taggers are needed. 

2.4.4.2 Adverse Drug Event Extraction 

We compare the baseline co-occurrence method (CO) against statistical learning method 

(SL) as well as against our proposed adverse drug event extraction method including statistical 

learning and semantic filtering (SL+SF). Table 2.8 shows the performance results for the three 

different methods on extracting adverse drug events. 

Tables 2.8. Results of Adverse Drug Event Extraction 
Forum Name Method Precision Recall  F-measure 
American diabetes 
association 

CO 36.20% 100.00% 53.2% 
SL 62.00% 56.50% 59.1% 
SL+SF 82.00% 56.50% 66.9% 

Diabetes Forums CO 37.70% 100.00% 54.8% 
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SL 64.20% 60.40% 62.2% 
SL+SF 78.60% 60.40% 68.3% 

Diabetes Forum CO 33.80% 100.00% 50.5% 
SL 62.50% 58.00% 60.2% 
SL+SF 75.20% 58.00% 65.5% 

MedHelp (heart 
diseases) 

CO 44.90% 100.00% 62.0% 
SL 65.40% 65.30% 65.3% 
SL+SF 80.70% 65.30% 72.2% 

 

Based on the evaluation results, we observe that our approach consistently increases the 

precision and f-measure for adverse drug event extraction across four forums. Statistical learning 

contributes to increased precision while leading to lower recall. Semantic filtering further increases 

the precision without affecting the recall. 

  Our proposed approach’s f-measure is about 10% higher than the co-occurrence analysis 

approach. The precision of our approach is about 37% higher than the co-occurrence analysis 

approach. The precision of co-occurrence analysis method is dependent on the data set. It ranges 

from 38% to about 45% because of the different levels of medical information richness in the 

discussions. Patients on social media discuss not only their treatment side effects but the 

indications as well. Sometimes the discussions may involve a large number of drug names, leading 

to low precision for co-occurrence analysis approach. For pharmacovigilance research, it may be 

more meaningful to capture adverse drug events precisely than to get a large amount of false 

reports. Our approach managed to increase the precision of extraction and improve the quality of 

extracted health social media adverse drug event reports. 

We also observe a decrease in recall (from 100% to about 60%) while incorporating the 

kernel-based statistical-learning method. The low recall is often caused by errors in detecting 

relations in long relation instances. Those long relation representations have low occurrences in 

labeled data, resulting in a low learning rate and a low recall. This issue can be resolved by 
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incorporating active learning (Tong et al. 2000), a form of machine learning, which determines 

what relation instances, should be labeled for better extraction performance. 

2.4.4.3 Report Source Classification 

Performance of report source classification (RSC) on extracting patient self-reports is listed 

in Table 2.9. Without report source classification (RSC), the performance of extraction is heavily 

affected by noise in the discussion. The precision ranges from 56% to 69% without RSC. Overall 

performance (f-measure) ranges from 71.8% to 77.7%. After report source classification, the 

precision and f-measure significantly improves. The overall performance (f-measure) increases to 

above 80%. Errors in report source classification mainly occur in long sentences with ambiguous 

description of information source or short sentences with implicit information for who experienced 

the event. Using more contextual based semantic analysis across sentences may reduce error in 

report source classification. 

Tables 2.9. Results of Report Source Classification 
Forum Name Approach Precision Recall  F-measure 
American diabetes 
association 

With RSC 83.9% 84.3% 84.1% 
Without RSC 59.7% 100% 74.8% 

Diabetes Forums With RSC 87.2% 83.1% 85.1% 
Without RSC 56.0% 100% 71.8% 

Diabetes Forum With RSC 86.5% 86.4% 86.4% 
Without RSC 68.5% 100% 81.3% 

MedHelp (heart 
diseases) 

With RSC 89.6% 91.4% 90.5% 
Without RSC 63.5% 100% 77.7% 

2.4.5 Hypotheses testing  

In order to test our hypotheses, we conducted pair-wise one tailed t-tests on the F-measure. 

Bootstrapping is used for statistical testing. We perform bootstrapping by randomly selecting 40 

instances for testing and remaining 360 for training, 50 times. We evaluate the f-measure using 



 

49 
 

pair wise t-tests across the samples (n=50). The p values for the tests of our hypotheses for adverse 

drug event extraction and report source classification are presented in the Table 2.10 below: 

Table 2.10. P-values of pairwise t-test f-measure for hypotheses testing 
Pair-wise one tailed t-tests on f-measure 

Hypothesis Number Hypothesis P Value on F-measure 
H1a SL>CO 0.027* 
H1b SL+SF>SL 0.021* 
H2 RSC> Without RSC 0.011* 

Note: Significance level *α=0.05 

For H1a, statistical learning method (SL) in adverse drug event extraction outperforms the 

baseline co-occurrence analysis approach (CO). The p value for f-measure <0.05. The 

improvement in overall performance is significant.  H1a is supported. For H1b, semantic filtering 

in adverse drug event extraction (SL+SF) further improves the performance of statistical learning 

based (SL) adverse drug event extraction. The p value for f-measure is less than 0.05. H1b is 

supported. For H2, report source classification (RSC) can improve the results of patient adverse 

drug event report extraction as compared to not accounting for report source issues. The p value 

for f-measure is significant. H2 is supported.  

2.4.6 Comparing our proposed framework to prior co-occurrence based approach 

To evaluate the impact of our approach on Patient reported ADE extraction, we analyze 

the results of our framework. Figure 2.6 shows the changes in number of reports when applying 

our framework across four forums in our dataset.  
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Figure. 2.6. Comparing Our Proposed Framework to Prior Co-occurrence Based Approach 

There are a large number of false adverse drug events, which couldn’t be filtered out by 

the co-occurrence based approach. Based on our approach, only 33% to 40% of all the relation 

instances contain adverse drug events. Among them, about 50% comes from patient reports.  Based 

on our analysis on the result, we observe that our research framework is very effective in extracting 

patient ADE reports from social media. It significantly reduces the noise and redundancy in social 

media data and extracts ADE reports with high precision. 

2.4.7 Analysis of patient social media reports: beta blocker case study 

Beta blocker is the most discussed treatment in the test bed. It is a drug class consisting of 

multiple different treatments. There are 1,822 discussions about beta blocker and its related 

medical events. Among them, 71% of them are adverse drug events, 20% are drug indications, and 

9% are negated adverse drug events. Users often mentioned beta blocker with other treatments.  

Some of these treatments belong to the same drug class, while others are co-medications. Figure 

2.7 shows the top 10 medications co-occurring with beta blocker in the heart disease discussion 

boards. 

 

100% 100% 100% 100%

35.97% 37.98% 39.27% 33.60%
21.94% 19.74% 18.10% 17.80%

American Diabetes
Association

Diabetes Forums Diabetes Forum MedHelp

Comparing Our Proposed Framework to Co-occurrence based approach

Total Relation Instances Adverse Drug Events Patient Reported ADEs

2 1 6 3 1 7 1 4 1 18 6 3
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Figure. 2.7. Top 10 treatments co-occurring with Beta Blocker 

Among the top 10 co-occurred treatments, Atenolol, Metoprolol, Tenormin, Coreg and 

Inderal are beta blocker drugs. Ace inhibitor and calcium channel blocker are drug classes often 

used along with beta blocker to treat heart disease. Aspirin and Verapamil are not beta blocker 

treatments. Based on the analysis, we find that 50% of the adverse events related to beta blocker 

have other co-medications, presenting great potential for identifying drug interactions from these 

discussions. 
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Figure. 2.8. A comparison of Top 20 most reported adverse events for Beta blocker from FAERS and 
Forum 
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FAERS and the forum place different emphases on ADEs. In Figure 2.8, we compare the 

top 20 most discussed adverse Beta Blocker events from the forum with those from FAERS. Our 

system extracted 1,297 beta blocker ADE reports from patients; FAERS collected 3,162 reports. 

Among them, there are 5 common ADEs. FAERS focuses on severe ADEs, such as “loss of 

consciousness” and “death,” while forum reports concentrate on mild ADEs such as “anxiety” and 

“dizziness.” Forums seem to be more symptom derived describers while FAERS seems to be more 

diagnosis derived describers. The healthcare professionals might describe palpitations, fast heart 

rate, and arrhythmia from forum discussions as atrial fibrillation. 

2.5 Conclusions and contributions 

The advent of social media offers insights into pharmacovigilance unfiltered by traditional 

methods of drug safety data collection. Applying natural language processing techniques to extract 

patient reports of adverse drug events from social media has great potential to improve clinical and 

scientific knowledge of pharmacovigilance. In this study, we develop a research framework for 

pharmacovigilance in social media to identify patient reported adverse drug events. It consists of 

medical entity extraction for recognizing patient discussions of drugs and events, adverse drug 

event extraction with shortest dependency path kernel based statistical learning method and 

semantic filtering with information from medical knowledge bases, and report source classification 

to tease out noise.  

A series of experiments are conducted on a test bed encompassing about one million posts 

from three major diabetes forums and three heart disease discussion boards in the United States. 

The results reveal that each component of the framework significantly contributes to its overall 

effectiveness. Our proposed framework achieves an f-measure of about 85% in both the 
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recognition of medical events and treatments. Our precision increases 40% in average and f-

measure increases about 10% in adverse drug event extraction compared to methods in prior 

studies. The report source classification can effectively remove the noise in patient social media 

adverse event reports. Our framework significantly outperforms prior work in patient reported 

adverse drug event extraction.  

The major contribution of our research is the design and evaluation of our research 

framework for pharmcovigliance research in health social media. It incorporates the state-of-the-

art natural language processing techniques and effectively addresses the challenges in extracting 

patient adverse drug event reports from social media. This framework can be applied to analyze 

treatments of different diseases and extract patient intelligence on other medical related topics. 
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3. Essay II: Social Media for Pharmacovigilance: A Distant Supervision 

Approach to Identifying Adverse Drug Events 

3.1 Background 

Healthcare informatics is an emerging area in information system (IS) research. Data 

analytics methods and IS theories have been increasingly applied in the healthcare domain 

(Romanow et al. 2012; Agarwal et al. 2010). For example, IS researchers have studied the 

application of analytics and IS theories in such areas as telemedicine acceptance (Hu et al. 1999), 

consumer willingness to disclose health information (Anderson and Agarwal 2011), and predictive 

models for patient readmission (Bardhan et al. 2014). In recent years, with the rise of the “big 

data” era, there are increasingly more data from multiple sources and new analytics methods that 

are available and accessible for healthcare research (Agarwal et al. 2010; Chen et al. 2012). One 

prominent category of such data is online social media data. Research has shown that it is possible 

to capture healthcare-related data on the Internet. For instance, both Twitter posts and Google 

search query data have been employed to predict flu trends with some success (Achrekar et al. 

2011; Ginsburg et al. 2009). There are ample opportunities for analyzing online social media data 

in healthcare applications. 

This essay focuses on the study of the application of social media analytics on one 

particular area in healthcare – pharmacovigilance. Pharmacovigilance is the science relating to the 

detection, assessment, understanding, and prevention of adverse drug events (WHO 2004). An 

adverse drug event (ADE) can be any unfavorable and unintended sign, symptom, disease, or  

death temporally associated with the use of a drug, regardless of whether it is considered to be 

caused by this drug or not. An adverse drug reaction (ADR) indicates a causal effect between the 
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drug and the adverse event. An ADR is signaled by significant associations of drugs and events in 

ADE reports and confirmed by clinical evaluations (Harpaz et al. 2012).   

Pharmacovigilance starts at the pre-approval stage, when information about adverse drug 

events (ADEs) is collected during Phases I-III of clinical trials, and continues in the post-approval 

stage and throughout a drug’s life on the market. Although clinical trials are used to evaluate drug 

safety issues, they are limited with respect to the number and characteristics of patients exposed, 

duration, and the types of data collected. As a result, the complete safety profile for a new drug 

cannot be fully established through pre-approval clinical trials. Post-approval adverse drug events 

are a major health concern. They attribute to about 700,000 emergency department visits, 120,000 

hospitalizations, and $75 billion in medical costs annually (Yang et al. 2014). However, adverse 

drug events are preventable if detected early. Timely and accurate pharmacovigilance in the post-

approval period is an urgent goal of public health systems.  

Historically, post-approval pharmacovigilance relied predominantly on passive 

surveillance with spontaneous reporting systems (SRSs). Passive surveillance mainly ensures the 

submission of adverse drug events from healthcare professionals, consumers and pharmaceutical 

companies and aggregates the reports for signal detection. With various sources of healthcare data 

available for analysis, pharmacovigilance has evolved from passive surveillance to active 

surveillance. Active surveillance proactively collects periodic data from electronic health records 

(EHRs), biomedical literature, search logs, and social media in order to identify safety issues early 

and take timely actions to minimize or mitigate patient risks. Due to the recent surge of social 

media platforms, online health communities and platforms attract discussions of patient safety 

issues regarding chronic use of medications and combinations with other medicines. Table 3.1 
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shows examples of patient discussions regarding drug safety issues. Such information can be a 

valuable complement to drug safety profiles and hold the promise of active surveillance (Nikarjam 

et al. 2012; Yang et al. 2012; Liu et al. 2014). 

Table 3.1. Examples of patient experience with medications on social media 
No Source Text Medication Event 
1 Twitter INHALED #insulin #afrezza cause cough and lung 

problem. 
Afrezza Cough,  

lung problem 
2 Forum My brother was in the Exubera clinical study, 

and after inhaling Exubera during the day and taking 
his long-action insulin before bedtime 
he experienced severe hypoglycemia, had a seizure, 
and died. 

Exubera,  
long-action 
insulin 

Hypoglycemia, 
seizure, death  

3 Twitter My primary care doctor wants me to start 
taking Actos because of a little weight gain being on 
the pump and taking more insulin than I used to. 

Actos Weight gain  

4 Forum I was on Actos for at least 2 years. It did cause weight 
gain. 

Actos Weight gain 

 

However, pharmacovigilance with social media data is challenging because of the 

difficulty in automatically identifying novel adverse drug events. Patients tend to use misspellings, 

non-medical and descriptive terms to discuss health issues on social media (Liu et al. 2013). Only 

a small proportion of social media posts contain adverse drug events (Sarker et al. 2015). 

Meanwhile, large volumes of data need to be annotated for the inclusion of sufficient numbers of 

posts containing adverse drug events. Annotating adverse drug events requires medical knowledge, 

and hence is expensive and time-consuming. One potential solution to avoid expensive human 

annotations is to use the distant supervision approach. Distant supervision is a novel learning 

paradigm, which is supervised by existing knowledge bases instead of manual annotations. In other 

words, manual annotation of training examples is not needed. Distant supervision has grown in 

popularity for open relation extraction in very large corpora recently. However, its performance 

and applications in social media pharmacovigilance are unknown. To adapt this learning paradigm, 
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we explore how to leverage relevant knowledge bases for adverse drug events to conduct distant 

supervision, and develop a novel learning model to identify adverse drug events.  

 This research studies how social media can be effectively and efficiently used in 

pharmacovigilance with the help of IS. We first review the field of pharmacovigilance and related 

work in social media. Using the design science approach (Hevner et al. 2004), we develop a 

framework for social media pharmacovigilance and a distant supervision model that captures the 

characteristics of social media adverse drug event identification problem. Our model design is 

evaluated and achieves the best performance in comparison to other competing models. Our results 

indicate that distant supervision approach is a promising alternative to supervised learning methods 

for large-scale adverse drug event identification in social media. This paper makes a number of 

contributions to the literature. First, to the best of our knowledge, this is the first study that develops 

the distant supervision approach for social media pharmacovigilance. Our research demonstrates 

what and how external knowledge can be used for social media pharmacovigilance. Second, our 

study shows the value and characteristics of adverse drug event reports in social media. Twitter 

data is sensitive to emerging drug safety issues and can signal risky drugs ahead of FDA. Forum 

discussions can provide insight into long-term effects of treatments on patients. They are more 

reliable and less biased toward well-known serious adverse drug events. In light of these findings, 

drug regulatory agencies and pharmaceutical companies should pay special attention to patients’ 

responses on Twitter when a new drug is released for early recognition of safety issues. Patient 

forum discussions are a good source for drug regulatory agencies to evaluate the long-term effects 

of medications.  
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3.2 Literature review  

3.2.1 Post-approval pharmacovigilance  

Post-approval pharmacovigilance aims to enhance drug safety profiles over drugs’ lifetime 

in the market (Coloma et al. 2013). The following table summarizes recent developments in 

pharmacovigilance by their data sources, strengths, and weaknesses. 

Table 3.2. Pharmacovigilance research with various data sources, their strengths, and weaknesses 
Data 

sources 
Examples Strengths Weaknesses Related 

work 
Spontaneous 
reports 

FDA's Adverse 
Drug Event 
Reporting 
System 
(FAERS); 
VigiBase from 
WHO;  

Large-scale, cover large 
patient population 
(Wilson et al. 2004);  
Lead to further 
investigation and 
hypotheses development 
(Pal et al. 2013) 

Incomplete data (Hazell 
and Shakir 2006); 
Underreporting (Pal et al. 
2013);  
Misattribution of causal 
links (Biriel and Edwards 
1997) 

DuMouchel 
et al. 1999 

Electronic 
healthcare 
data 

Electronic 
health records 
(EHRs); 
Longitudinal 
observational 
databases 
(LODs) 

Cost savings, detailed 
clinical data over long 
time period (Cusack 
2008) 

Challenge to process text 
narratives in EHRs 
(Friedman 2009);  
Different coding systems 
(Valkhoff et al. 2014);  
Access to data restricted 
due to privacy concerns 

Patel and 
Kaelber 
2013; 
Ramirez et 
al. 2009 

Biomedical 
literature 

DrugBank, 
SIDER, 
Hazardous 
Substances Data 
Bank (HSDB), 
PubMed case 
reports 

Publicly available  Complexities of dealing 
with natural language; 
Domain knowledge to 
interpret the results  

Gurulingappa 
et al. 2011 

Social 
media 

DailyStrength; 
Yahoo! Health; 
Twitter; 
BreastCancer.or
g 

Generate new 
hypotheses (Mao et al. 
2013); Cross-validate 
adverse event signals 
(Benton et al. 2011); 
New and emerging drug 
safety issues (Bian et al. 
2012 

Dealing with unstructured 
data;  
Noise in social media;  

Chee et al. 
2011; Benton 
et al. 2011; 
Yate et al. 
2013; Mao et 
al. 2013 

Search logs Logs from 
Google, Yahoo, 
PubMED 

Provide information 
about drug interactions 
and ADEs; 
Cover different 
demographical groups  

Access to data restricted White et al. 
2013 
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Pharmacovigilance has relied predominantly on passive surveillance with spontaneous 

reporting systems (SRSs). SRSs are surveillance systems collecting voluntary ADE reports from 

healthcare professionals, consumers and pharmaceutical companies. SRSs are and maintained 

largely by regulatory and health agencies. The US Food and Drug Administration (FDA) Adverse 

Event Reporting System (FAERS) and the VigiBase maintained by the World Health Organization 

(WHO) are among the most prominent SRSs. SRSs focus on drug–adverse event relations, cover 

large populations, and are publicly accessible for analysis. Notwithstanding these advantages, 

SRSs suffer from a range of limitations including (i) reporting bias (adverse events known to be 

linked to certain drugs are more likely to be reported than other adverse events) (Harpaz et al. 

2012); (ii) misattribution of causality in drug–event combinations (Biriel and Edwards 1997); and 

(iii) missing or incomplete data (Hazell and Shakir 2006).  

With the passing of the FDA Amendments Act (FDAAA) of 20078, pharmacovigilance 

research has expanded to the secondary use of electronic health records (EHRs) (Patel and Kaelber 

2013; Ramirez et al. 2009). EHRs contain detailed clinical data for each patient over a long time 

period. Secondary use of EHRs for drug safety is a cost-saving alternative to SRSs (Cusack 2008). 

It has demonstrated the ability to quantify the incidences of ADEs and identify patients at risk. 

However, the secondary use of electronic healthcare data presents other challenges. There are 

logistical issues in storing, accessing, and sharing electronic healthcare data across health-care 

providers, and these are compounded by legal and privacy issues concerning access to patient data 

(Harpaz et al. 2012). Formats for data capture and documentation vary, as do standards for data 

                                                
8http://www.fda.gov/RegulatoryInformation/Legislation/SignificantAmendmentstotheFDCAct/FoodandDrugAdmini
strationAmendmentsActof2007/default.htm 

http://www.fda.gov/RegulatoryInformation/Legislation/SignificantAmendmentstotheFDCAct/FoodandDrugAdmini
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encoding (Valkhoff et al. 2014). There is also a need for automated methods that can extract 

relevant information from free-text clinical narratives (Friedman 2009).  

In recent years, other sources such as the biomedical literature, content from social media 

(Chee et al. 2011; Benton et al. 2011; Yate et al. 2013; Mao et al. 2013), and Web search logs have 

been researched (White et al. 2013) to support holistic pharmacovigilance. Biomedical literature 

contains ADE-related information based on clinical studies and anecdotal observations. However, 

extracting information from biomedical literature is nontrivial and requires elaborate natural 

language processing (NLP) tools and biomedical domain knowledge (Gurulingappa et al. 2011). 

The search logs of popular search engines provide implicit information regarding health matters, 

drug interactions, and adverse drug events (White et al. 2013). Despite that, the access to the search 

logs is often restricted. As health social media websites, such as DailyStrength, Yahoo Health and 

Wellness, and PatientsLikeMe, start to emerge, they attract a large and diverse patient population. 

Patients contribute unsolicited, uncensored reports of adverse drug events directly to these health 

social media websites. Recent work has shown that such information can be used to cross-validate 

adverse drug reaction signals (Benton et al. 2011), and identity new and emerging drug safety 

issues (Bian et al. 2012).  

3.2.2 Social media pharmacovigilance 

Among the data sources for active surveillance, social media presents the most promising 

opportunity. Social media contains large amounts of data that is internet-based, patient-generated, 

unsolicited, and up-to-date (Harpaz et al. 2012). To understand current establishments in social 

media pharmacovigilance research, we review the most recent pharmacovigilance studies using 

social media data. Table 3.3 summarizes crucial characteristics of prior studies, including the data 
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sources, the number of drugs involved in the studies, the size of data used, the amount of 

annotation, approaches, and techniques.   

Table 3.3. Pharmacovigilance research with social media data 

Study Data source # 
Drugs 

# 
Instances 

# 
Annotation Approach Techniques 

Leaman et 
al. 2010 DailyStrength  6 3600 3150 Entity 

extraction Lexicon based 

Nikfarjam 
et al. 2011 DailyStrength  4 1200 1200 Entity 

extraction 
Machine learning: 
Association rule mining 

Chee et al. 
2011 

Yahoo! 
Groups 435 1.2 

million No 
Drug 
classifica-
tion 

Ensemble classifications 

Benton et 
al. 2011 

Breast Cancer 
Forums 4 1.1 

million No Relation 
extraction 

Lexicon based entity 
extraction, association rule 
mining to identify drug-
event pairs 

Hadzi-
Puric et al. 
2012 

Parenting 
Forums 9 1290 1290 Relation 

extraction 

Lexicon based entity 
extraction, statistical 
scoring method for 
identifying drug-event pairs 

Yang et 
al. 2012 MedHelp 10 6244 No Relation 

extraction 

Lexicon based entity 
extraction, association rule 
mining to identify drug-
event pairs 

Bian et al. 
2012 Twitter 5 2 million No 

ADR 
Classifica-
tion 

SVM classifiers to identify 
tweets containing ADEs 

Liu and 
Chen 
2013 

American 
Diabetes 
Association 

42 1.3 
million 800 Relation 

extraction 

Lexicon based entity 
extraction, SVM method to 
identify drug-event pairs 

Yang et 
al. 2013 

Yahoo! 
Groups 2 6,400 Yes 

ADR 
Classificat
ion 

SVM and Naïve Bayes to 
identify text containing 
ADEs 

Jiang and 
Zheng Twitter 5 885 285 Relation 

extraction Maximum Entropy 

Yates & 
Goharian 
2013 

AsksAPatient, 
Drugs.com 5 2,500 125 Relation 

extraction 

Rule based: 7 patterns are 
used to extract drug-event 
pairs 

Yeleswara
pu et al. 
2014 

PatientsLike-
Me, 
DailyStrength, 
MediGuard 

12 13,500 No Relation 
extraction 

Lexicon based entity 
extraction, association rule 
mining to identify drug-
event pairs 



 

62 
 

Freifeld et 
al. 2014 Twitter 23 60,000 No Relation 

extraction 

Lexicon based entity 
extraction, aggregated 
frequencies are used to 
identify drug-event pairs 

Segura-
Bedmar et 
al. 2014 

ForumClinic 187 400 400 Entity 
extraction Lexicon based  

Ginn et 
al2014 Twitter 74 10,822 10,822 

ADR 
Classifica-
tion 

SVM classification to 
identify ADR assertive text 

Liu et al. 
2014 MedHelp - 1.1 

million 600 Relation 
extraction 

Lexicon based entity 
extraction, SVM and rule 
method to identify drug-
event pairs 

Patki et al. 
2014 DailyStrength  38 10,617 - 

ADR 
Classifica-
tion 

SVM classification to 
identify ADR assertive text 

O'Connor 
et al. 2014 Twitter 54 1,873 1873 Entity 

extraction Lexicon based 

Yang et 
al. 2014 MedHelp 10 - No Relation 

extraction 

Lexicon based entity 
extraction, association rule 
mining to identify drug-
event pairs 

Sampathk
umar et al. 
2014 

Medications. 
com - 2,000 2000 Relation 

extraction 

Lexicon based entity 
extraction, Hidden Markov 
Model to identify drug-
event pairs 

Sarker et 
al. 2014 

Twitter, 
DailyStrength 74 20,000 2000 

ADR 
Classifica-
tion 

Supervised approach to 
identify ADR assertive text 

Nikfarjam 
et al. 2014 

Twitter, 
DailyStrength 81 8,000 2000 Entity 

extraction 
Conditional Random Fields 
for entity extraction 

 

Pharmacovigilance using social media data has only started receiving significant research 

attention in the last few years. Leaman et al. (2010) first started to utilize online health community 

discussions and exploited adverse events for six drugs. Early and exploratory studies generally 

focused on a small number of drugs. Prior to 2014, there is only one study that involved more than 

ten drugs for investigation. Very recent studies tend to go beyond investigating adverse events 

associated with a small set of drugs, as depicted by the last few studies in Table 3.3. 
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In terms of data sizes, prior studies can be divided into two categories – using large data 

sets without any expert annotations, and employing relatively small data sets that contain expert 

annotations. Table 3.3 suggests that there is an increasing trend towards the use of annotated data 

for ADE detection. Some of the studies (Yang et al. 2014; Freifeld et al. 2014; Benton et al. 2011; 

Yeleswarapu et al. 2014) utilize large amounts of data and derive drug safety signals via 

unsupervised techniques. In contrast, studies that rely on annotated data are capable of applying 

supervised approaches to extract adverse drug events (Nikfarjam et al. 2014; Sarker et al. 2014). 

Social media pharmacovigilance studies usually utilize the following three text mining 

methods: entity extraction, relation extraction, and text classification. Entity extraction aims to 

identify patient discussions containing drug names and medical events. Association rule mining 

algorithm is then applied to these discussions to signal significant associations between drugs and 

medical events.  Lexicons and knowledge bases are widely adopted for extracting drug names and 

adverse events from social media text. Significant efforts have been made for the creation of new 

knowledge sources and the combination of existing ones. We have compiled a list of lexicon and 

knowledge base resources used in prior studies, which is as follows: 

1. FAERS. This is the FDA adverse event reporting system and database that is designed 

to support FDA’s post-market drug surveillance. Healthcare professionals and consumers 

voluntarily report adverse events to this system. This database has been widely used for 

pharmacovigilance research, including research involving social media (Benton et al. 2011; Liu et 

al. 2013; Yeleswarapu et al. 2014).  

2. MedDRA (Medical Dictionary for Regulatory Activities). This is a rich, highly specific, 

multilingual, and standardized medical terminology database developed by International 
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Conference on Harmonization of Technical Requirements for Registration of Pharmaceuticals for 

Human Use (ICH). MedDRA aims to facilitate sharing of regulatory information internationally 

for medical products. It has also been a popular resource for building lexicons for ADE detection 

(Chee et al. 2011; Yeleswarapu et al. 2014). 

3. COSTART (Coding Symbols for a Thesaurus of Adverse Reaction Terms). This 

resource is used for coding, filing, and retrieving post-market ADEs (Leaman et al. 2011; 

Nikfarjam et al. 2011). It is organized in a hierarchical structure. This resource contains a total of 

3787 ADEs, and has been superseded by MedDRA.  

4. CHV (Consumer Health Vocabulary). This database was created as an initiative to map 

words and phrases representing ADRs from layman terms to technical terms used by health 

professionals. Since this resource contains terms and phrases used by non-experts, it has become 

very useful for pharmacovigilance research using social media data (Benton et al. 2011; Liu et al. 

2013; Yang et al. 2014). 

5. MedEffect. MedEffect provides consumers, health professionals and patients in Canada 

with access to adverse drug event reporting and drug safety information. This adverse event 

database contains reports of suspected adverse drug events. Leaman et al. (2011) has employed 

this resource for medical entity recognition.  

6. UMLS (Unified Medical Language System). The UMLS is a broad meta-thesaurus 

containing a large collection of biomedical vocabulary. It categorizes medical terms into broad 

and fine-grained categories, and these categorizations have been used to detect mentions of ADEs 

(Liu et al. 2013).  
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7. SIDER (Side Effect Resource). This is a knowledge base that collects side effects and 

drug indications of marketed drugs from public documents and package inserts (Leaman et al. 

2011; Nikfarjam et al. 2011; Freifeld et al. 2014) 

A number of the studies focus on the automatic classification of user posts to determine if 

ADEs are mentioned in the posts (Bian et al. 2012; Chee et al. 2011; Jiang and Zheng 2013). The 

motivation for such classification approaches arises from the fact that most drug related posts in 

social media are not associated with ADEs. Thus, it is crucial to filter out irrelevant posts. Common 

machine learning algorithms such as Naïve Bayes (Chee et al. 2011), Support Vector Machines 

(Bian et al. 2011; Yang et al. 2013; Ginn et al. 2014), and Maximum Entropy (Sarker et al. 2014) 

have been applied.  One challenge that has been constantly discussed in supervised learning tasks 

is the data imbalance issue in social media text. Ginn et al. (2014) suggests that only a very small 

amount of drug related posts contain ADEs (approximately 10%). Large volumes of data need to 

be annotated for the inclusion of sufficient number of posts containing adverse drug events. It is 

expensive to annotate social media corpus for ADEs. A more cost-efficient approach is needed for 

large-scale social media pharmacovigilance research. 

Some studies have focused on identifying the relations between adverse events and drugs.  

Nikfarjam and Gonzalez (2011) used association rule mining to identify if a drug and adverse 

event pair is associated or not. Others attempt to discover relations between drugs and adverse 

events with supervised learning approaches.  In patient discussions, drug names and medical events 

often co-occur due to relevance to the disease but are not adverse drug events. To avoid this 

confounding factor, relation extraction identifies adverse drug event relations between co-

occurring drug names and events.  SVM (Liu et al. 2013), Hidden Markov Model (Sampathkumar 
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et al. 2014), and Conditional Random Fields (Nikfarjam et al. 2015) have been applied in relation 

extraction for adverse drug events. The hypothesis is that, although patients tend to use highly 

informal language in social media, there are some converging patterns, which can be used to detect 

ADEs. One of the main drawbacks of such approaches, however, is the need for very large amounts 

of data for the generation of patterns. With more annotated data available, supervised learning 

approaches are becoming increasingly popular and are also showing promising performances in 

quantitative evaluations. 

Prior studies in social media pharmacovigilance research have shown promising results in 

mining adverse drug events from social media discussions. These results have proven the scientific 

value of social media in detecting drug safety signals for new drugs (Bian et al. 2012), and  

identifying risky drugs in the market (Chee et al. 2011). A major challenge to current social media 

pharmacovigilance research is the lack of annotated data (Mintz et al. 2009). The amount of expert 

annotated data is usually disproportional compared to the amount of unlabeled data. Sampling bias 

may be introduced when selecting a subset from a large dataset for annotation. As a result, the 

generalizability of the learning method will decrease. This motivates us to investigate an 

alternative learning paradigm, distant supervision. Distant supervision utilizes the knowledge 

bases regarding known ADEs to provide weak supervision for machine learning algorithms on a 

large scale eliminating the need for manual labeling. Thus, it could be a promising alternative for 

social media pharmacovigilance research.  

3.2.3 Distant supervision 

The ongoing rapid growth of online data due to the Internet has created an immense need 

for extracting useful knowledge from data. Open relation extraction is a critical task in knowledge 
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discovery and data mining. It generates new knowledge from text by identifying relations among 

named entities including person, geographical location, organization, time, etc. The challenge of 

open relation extraction for knowledge discovery comes from the vast volume of online data ready 

for discovery and limited human annotations for learning. To address this challenge, distant 

supervision has grown in popularity for open relation extraction in very large corpora recently. 

This novel learning paradigm employs weak supervision from existing knowledge bases instead 

of manual annotations (Mintz et al. 2009; Riedel et al. 2010).  

Distant supervision approach for open relation extraction mainly relies on two key 

components to assure its performance: a knowledge base that has a high context similarity to text 

data for relation extraction; and a learning model that can bridge the observed relations in text and 

known relations from the knowledge base. If an instance in the training corpus contains two entities 

belonging to a known relation, the instance is labeled for that relation. A classifier is trained with 

a noisy training corpus to predict relation labels in the source corpus. In Table 3.4, we summarize 

recent distant supervision studies for relation extraction by their models, baselines, classification 

methods, knowledge bases used, corpora, and features. 

Test beds for distant supervision often come from open-domain corpora drawn from the 

Web, such as the New York Time corpus and the English Wikipedia corpus. The New York Times 

corpus contains 1.8 million articles published in the New York Times from 1987 to 2007 (Hoffman 

et al. 2011; Riedel et al. 2010; Surdeanu et al. 2012). The English Wikipedia corpus includes a 

snapshot of 1.5 million Wikipedia web pages captured in October 2008 (Surdeanu et al. 2012; 

Angeli et al. 2014). Distant supervision for relation extraction often relies on large knowledge 

bases of existing relations to provide labels for training. Freebase is an online, collaborative large 
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knowledge base owned by Google and allows community members to categorize or connect 

entities in meaningful and semantic ways. It has been used to provide distant supervision for open 

relation extraction in New York Times corpus (Mintz et al. 2009; Hoffman et al. 2011; Riedel et 

9al. 2010). Wikipedia infoboxes provide semantic connections or ontologies for named entities in 

Wikipedia articles. They are adopted in distant supervision for open relation extraction in 

Wikipedia corpus (Surdeanu et al. 2012; Angeli et al. 2014). 

Table 3.4. Distant supervision studies for relation extraction 

  Model Baseline 
Knowledge 
base  
(# of relations ) 

Classification 
Method Corpus Features10 

Mintz et 
al. 2009 SISL  - Freebase (102) Multi-class LR 

classifier  
New York 
Times 2,3,4,5  

Riedel et 
al. 2010 MISL Mintz et al. 

2009 Freebase (430) 
Maximum 
entropy 
classifier 

New York 
Times 1,3,4 

Hoffman 
et al. 2011 MISL Riedel et al. 

2010 Freebase (430) Multi-class LR 
classifier  

New York 
Times 1,3,4 

Surdeanu 
et al. 2012 MIML 

Mintz et al. 
2009; 
Hoffman et 
al. 2011 

Freebase, 
Wikipedia info 
boxes (42) 

L2 Regularized 
LR classifier 

New York 
Times; 
TAC KBP 
corpus 

1,3,4,6 

Takamatsu 
et al. 2012 MISL 

Mintz et al. 
2009; 
Hoffman et 
al. 2011;  

Freebase (430) Multi-class LR 
classifier  

TAC KPB 
corpus 1,3,4,6 

Min et al. 
2013  MIML 

Mintz et al. 
2009; 
Hoffman et 
al. 2011; 
Surdeanu et 
al. 2012 

Freebase, 
Wikipedia info 
boxes (42) 

L2 Regularized 
LR classifier 

New York 
Times; 
TAC KBP 
corpus 

1,3,4,6 

                                                
 
10 1. Named entity class of words 

2. A flag indicating the order of occurrence for two entities of interest 
3. Sequence of POS tags of the words between two entities  
4. The bag of words between two entities of interest 
5. Head words and tail words of the two entities of interest 
6. Dependency path between two entities 
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Angeli et 
al. 2014  MIML 

Mintz et al. 
2009; 
Hoffman et 
al. 2011 

Freebase (42) L2 Regularized 
LR classifier 

New York 
Times 1,3,4,6 

Many different models have been developed in prior studies for distant supervision 

including single-instance single-label (SISL) model, multi-instance single-label (MISL) model, 

and multi-instance multi-label model (MIML). Single-instance single-label (SISL) model (Mintz 

et al. 2009) assumes that all sentences containing the same pair of entities express the same 

relation. All sentences involving a unique entity pair are represented in one instance. Each pair of 

entities has exactly one relation label after prediction. SISL model was able to extract 102 relations 

at a precision of 67.6% from the New York Times corpus (Mintz et al. 2009). However, this 

assumption is sometimes too strong and needs to be relaxed particularly when the training 

knowledge base is an external source of information and not primarily derived from the training 

text. Entities may just appear in the same sentence because they are related to the topic, not 

necessarily because the sentence is expressing their relation in the knowledge base. 

To relax the SISL assumption, some researchers proposed the multi-instance single-label 

(MISL) model (Riedel et al. 2010; Hoffman et al. 2011). It assumes that if two entities participate 

in a relation, at least one sentence that mentions these two entities might express that relation type. 

In this model, each sentence containing a pair of entities of interest is represented as an instance. 

Each unique entity pair is represented by multiple instances. This model has surpassed SISL model 

and extracted relations from the same test bed with a precision of 72% (Hoffman et al. 2011). This 

model is erroneous when there are multiple possible relations for a pair of entities. It only takes 

the highest ranked relation. Although this model relaxes the SISL assumption and achieves better 

performance, it still cannot capture multi-label relations among entities in practice.  
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To identify the multi-label relations among entities, recent studies developed the multi-

instance multi-label (MIML) model (Surdeanu et al. 2012; Angeli et al. 2014). This model assumes 

each sentence involving an entity pair has exactly one label, but allows an entity pair to exhibit 

multiple labels across different sentences. Each sentence containing a pair of entities of interest is 

represented as an instance. Each unique entity pair is represented by multiple instances. MIML 

model captures multi-label relations and outperforms MISL models in relation extraction tasks 

(Surdeanu et al. 2012). Min et al. (2013) extended the model to only learn from confirmed true 

positive relations to reduce the false negatives when the knowledge base is incomplete.  

To extract relations from text, different categories of features have been deployed in 

previous studies including lexical features, syntactic features, and semantic features. Lexical 

features capture the surface words in the sentences of interest. Prior studies have deployed the bag 

of words between two entities of interest (Riedel et al. 2010; Hoffman et al. 2011; Takamatsu et 

al. 2012), head words and tail words of the two entities of interest (Mintz et al. 2009) and a flag 

indicating the order of occurrence for two entities of interest (Mintz et al. 2009) to represent the 

lexical features in text. Syntactic features capture the linguistic cues when expressing a relation in 

the sentence.  The sequence of POS tags of the words between two entities has been used in prior 

works (Riedel et al. 2010; Hoffman et al. 2011; Surdeanu et al. 2012). Semantic features such as 

dependency path between two entities (Surdeanu et al. 2012; Angeli et al. 2014) and named entity 

class of words (Riedel et al. 2010; Hoffman et al. 2011; Surdeanu et al. 2012; Angeli et al. 2014) 

have been incorporated to capture the semantic meaning of text.  

To determine the relation labels in distant supervision models, most studies rely on multi-

class classification methods. Multi-class logistic regression classification methods are the most 
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predominant approach in prior studies (Mintz et al. 2009; Hoffman et al. 2011; Angeli et al. 2014). 

Unlike other classification methods (e.g., Naïve Bayes), the multi-class logistic regression 

classifier does not assume the independence between features. Thus, it fits the complicated lexical, 

syntactic, and semantic feature representations better. To compute the estimate of weights for 

features, different approaches are taken. Mintz et al. (2009) compute an estimate of weights with 

the maximum entropy classification algorithm. Others use L2 regularized logistic regression 

classification to avoid over-fitting (Surdeanu et al. 2012; Min et al. 2013; Angeli et al. 2014). 

Distant supervision has been widely accepted in open domain relation extraction with very 

large text datasets and has achieved great performance. It can also be adopted to solve other domain 

specific relation extraction problems, especially for social media pharmacovigilance research. 

Most prior social media pharmacovigilance studies take a supervised learning approach for adverse 

drug event detection. They trained machine learning methods with manual annotation to identify 

the relation type between drug names and medical events. However, manual annotation for training 

is expensive and the amount of required annotated instances is too large. Distant supervision can 

be a promising solution for this issue. In this study, we propose the following research questions: 

(i) How can we develop a scalable and high performance research framework for social media 

pharmacovigilance? (ii) What existing knowledge can we leverage to provide distant supervision 

for adverse drug event extraction? (iii) How can we develop a distant supervision model that 

improves the adverse drug event extraction in comparison to the baseline supervised learning 

method? 
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3.3 Proposed framework 

Our proposed framework for social media pharmacovigilance is illustrated in Figure 3.1. 

Major components are explained in detail below. 

 

Figure 3.1. Distant supervision framework for social media pharmacovigilance 

3.3.1 Data collection 

Social media forums such as healthcare forums and Twitter have attracted a large patient 

population to share their healthcare experience. Past studies have used social media data to cross-

validate adverse drug event signals (Benton et al. 2011), and identity new and emerging drug safety 

issues (Bian et al. 2012).  Due to the unique value, availability, and volume of healthcare 

discussions on forums and Twitter, we develop our research test bed with these two sources. 

In order to acquire forum discussions, we develop an automated crawler program to 

download web pages from online patient forums. An extractor program is written to extract 

specific fields including post ID (the unique identifier of a post in the forum), URL, topic title, 

post author’s ID (the unique identifier of a user in the forum), post date, and post content. To 

collect tweets, we use the Twitter Streaming API11 with drug names (i.e., Metformin, Actos, and 

                                                
11 https://dev.twitter.com/streaming/overview 

https://dev.twitter.com/streaming/overview
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Lantus) as keywords for searching tweets. Collected information includes Tweet ID, User ID, text, 

post time, and Twitter entities (e.g., mentions, hashtags, and URLs) for each tweet.   

External knowledge for distant supervision affects the quality and quantity of the automatic 

annotation. Existing knowledge of adverse drug events come from two major sources: package 

inserts (e.g., SIDER12) and SRSs. Package inserts contain adverse drug events and drug indications 

from clinical trials. Drug safety spontaneous reporting systems (e.g., FAERS, MedEffect) collect 

adverse drug event reports, and drug indications from pharmaceutical companies, healthcare 

professionals, consumers, and medical literatures. SRSs cover information in package inserts 

(from medical literatures), more recent adverse drug events reported by doctors, consumers, and 

drug companies, and a small number of false reports (misattributed cause of adverse events).  

  FAERS contains post-market ADE reports from patients and doctors while SIDER 

contains ADEs from pre-approval clinical trials. Thus FAERS reports may have a higher similarity 

to social media discussions than package inserts. FAERS contains a large coverage of adverse drug 

events; hence it can generate labeled data for a larger quantity.  

3.3.2 Data preprocessing 

Data preprocessing for adverse drug event extraction aims to provide feature 

representations for social media text. We apply OpenNLP13, a text-processing tool with machine 

learning based sentence boundary detection method, to segment posts from forum and Twitter into 

individual sentences. We aggregate multiple types of lexicon tools to extract drug names and 

medical events from the text. We first initialize the medical entity extraction with MetaMap14 to 

                                                
12 http://sideeffects.embl.de/ 
13 https://opennlp.apache.org/ 
14 https://metamap.nlm.nih.gov/ 

http://sideeffects.embl.de/
https://opennlp.apache.org/
https://metamap.nlm.nih.gov/
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match terms related to drugs and ADEs in social media discussion. Then we filter the terms 

extracted by MetaMap that never appear in FAERS reports. We query CHV 15  for consumer 

preferred terms of the entities extracted by MetaMap and normalize consumer vocabularies to 

professional terminologies if they exist in the discussions. All the posts containing drug name 

entities and medical events are extracted for subsequent analysis. We generate feature 

representations of these posts through tokenization, part-of-speech tagging, and dependency 

parsing with Stanford CoreNLP16 package.  

We develop a preprocessing pipeline using the Twitter NLP17, a machine learning text-

processing pipeline dedicated for Twitter data. We use Twitter NLP to tokenize Tweets, recognize 

Twitter special objects (e.g., mentions, hashtags, and URLs), and assign part-of-speech tags for 

words and these objects. URLs and mentions are removed from text. When a hashtag is a medical 

entity, we remove the “#” sign and parse the sentence with the object as a normal word. All the 

part-of-speech tags generated by Twitter NLP serve as input to Stanford Lexical Parser for 

dependency parsing. 

We observe that a medical event and the drug causing it may be mentioned across sentences 

in the same post. To link cross-referenced medical entities across sentences, we utilize co-reference 

resolution in Stanford CoreNLP package. This process takes in an entire post and generates links 

for terms that are co-referential. When a medical entity is in abbreviated form (anaphor), we 

replace it with the full form (antecedent). 

                                                
15 http://consumerhealthvocab.chpc.utah.edu/CHVwiki/ 
16 http://stanfordnlp.github.io/CoreNLP/ 
17 https://github.com/aritter/twitter_nlp 

http://consumerhealthvocab.chpc.utah.edu/CHVwiki/
http://stanfordnlp.github.io/CoreNLP/
https://github.com/aritter/twitter_nlp
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3.3.3 Distant supervision  

3.3.3.1 Model assumptions 

FDA’s Adverse Event Reporting System (FAERS) contains well-known ADEs often 

discussed and reported by patients in social media. Our distant supervision model leverages this 

common knowledge and generates weakly supervised training data for discovering new knowledge 

about drug safety in social media. To model the similarities and differences in drug safety 

knowledge from social media and FAERS, we analyze the relations between drugs and medical 

events expressed in these two sources and have the following observations:  

1.  A drug and medical event pair may appear in the same sentence in social media text but 

have no relation due to confounding factors (e.g., negation, relevance to topics). 

2.  A drug and medical event pair may express different relations (drug indication and adverse 

drug event) in different context.  

3.  A drug and medical event pair in FAERS expresses either drug indication or adverse drug 

event relation. There is no negative relation in FAERS (entity pairs have no relations). 

4. There is a knowledge gap between reports from social media and adverse drug event reports 

in FAERS.  

Based on the characteristics of the drug-event relations in social media and FAERS, we 

propose to develop a distant supervision model for adverse drug event extraction (MIML-ADE) 

with the following assumptions: 

1.  Each sentence involving an entity pair has exactly one label. 

2.  An entity pair may exhibit multiple relation labels across different sentences. 
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3.  The relation labels we concern in this study are “adverse drug event,” “drug indication,” 

and “no relation.” 

Our distant supervision model for adverse drug event extraction is shown in Figure 3.2. N 

is the number of distinct entity pairs in knowledge base D. Mi  is the number of sentences involving 

the i-th entity pair. X is the set of sentences involving entity pairs of interest. Z is the latent 

variable, which denotes relation classification results for sentences in X. Wz is the weight vector 

for sentence level classifier. k is the number of known relation labels (k=3 in this study). yk is the 

entity pair level classification result which denotes whether the k-th relation holds. Wk is the 

weight vector for binary top-level classifier for the k-th relation. Additionally, we define Pi (Ni) as 

the set of all known positive (negative) relation labels for the i-th entity pair. Our model is 

constructed based on Multi-Instance Multi-Label assumption. It enables the prediction of adverse 

drug event relation on both sentence level and entity pair level.  

  

Figure 3.2. Distant supervision model for ADE extraction (MIML-ADE) 
 

 Three classes of features are developed for sentence level classifier Z including entity 

features, syntactic features, and lexical features. Entity features are named entity classes of words 

(Surdeanu et al. 2011). Syntactic features are part-of-speech tag sequence of words from drug 

entities to medical event entities and dependency paths between these two types of entities (Liu et 

al. 2014). Lexical features are the bag-of-words from drug entities to medical event entities in each 
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sentence (Mintz et al. 2009). Two sets of features are constructed for entity pair level classifiers y: 

at-least-one heuristic feature and joint-label features. At-least-one heuristic feature is a single 

binary feature indicating whether at least one sentence in Zi is labeled as r. Joint-label features are 

a set of K-1 features (K is the number of known relation labels, K=3), where feature j is instantiated 

whenever the label r is predicted jointly with another label rj, rj≠ r.  

3.3.3.2 Labeling heuristics  

In order to provide distant supervision, we propose a heuristic approach to construct a 

training corpus using FAERS as the external knowledge base.  Algorithm 3.1 details the labeling 

heuristics we develop.  

Algorithm 3.1. Labeling Heuristics for MIML-ADE Model 
1. Inputs:  

All relation instances X in social media corpus containing the pair of drug and medical event of interests 
FAERS.Drug Indication, drug indication table in FAERS 
FAERS.ADE, adverse drug event report table in FAERS 

2. Outputs: 
Z, denotes relation labels for relation instances in X 

3. Procedure:  
4.   if (drug, medical event) in FAERS.Drug Indication then  
5.    Z = drug indication 
6.   else if (drug, medical event) in FAERS.ADE and Frequency (FAERS.ADE (drug, medical event))>n then 
7.    Z = adverse drug event 
8.   else 
9.    Z = no relation  
10.   for each Xi  in X 
11.    if “no,” “not,” “n’t,” or  “never” in Xi  then 
12.      Zi = no relation 
13.   return Z 

Drug indication relation labels come from the drug indication table in FAERS, which is 

collected from FDA’s drug registry. FAERS contain a large amount of adverse drug event reports 

from multiple sources.  Each event report has a primary suspected drug, which indicates the 

adverse drug event relation. An adverse drug event in FAERS can only be used for distant 

supervision when multiple reports list the drug as the primary suspected cause of the event. Some 
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reports may misattribute the cause of adverse events. Rare drug-event combinations may be caused 

by error reports and consequently result in wrong labels for distant supervision. To avoid that, we 

propose a filtering criterion when using adverse drug event relations from FAERS to label text 

corpus. In this study, we set the threshold n = 3 to filter out drug-event pairs reported to FAERS 

fewer than 3 times. Empirically, this threshold has the best performance to rule out inaccurate 

cases in testing.  

We are only concerned with binary relations in this study; reports with co-medications are 

removed when labeling adverse drug events. With regard to “no relation” labels, FAERS reports 

do not contain negative relations. Hence we artificially construct entity pairs that never co-occur 

in the drug indication table or adverse drug event reports as “no relation”. If sentences in text 

corpus contain a drug and medical event pair matching the pre-defined rules, we label the entity 

pair with the given label. Furthermore, when the dependency path between the drug and the 

medical event in a sentence contains a negation word (e.g., “no,” “not” and “never”), we change 

the relation label of that sentence to “no relation”.  

3.3.3.3 Iterative learning 

Distant supervision is an iterative learning process. It iteratively updates the classification 

results until the model converges. The learning objective is two-fold. First, we aim to determine 

whether a sentence containing a drug and event pair is a report of adverse drug event. Second, we 

aim to determine whether a drug and event pair has an adverse drug event relation based on 

sentences in the social media corpus.  

We train the proposed model using the hard discriminative Expectation Maximization 

(EM) algorithm. In the Expectation (E) step, we assign latent mention labels using the current 
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model (i.e., the sentence and entity pair level classifiers). We infer the sentence-level 

classifications Zi for each entity pair, given all its mentions, the gold labels yi, and current model, 

i.e., wz and wy weights (1).  
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We aim to choose sentence level relation labels that maximize the probability assigned by 

the sentence level classifier and maximize the probability that the correct relation labels are 

assigned to the corresponding entity pairs (2). 
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      (2) 

In the Maximization (M) step, we retrain the model to maximize the log likelihood of the 

data using the current latent assignments.  We learn the weights for the sentence level classifier 

and the weights for the k binary entity pair level classifiers. We implement all classifiers using the 

L2-regularized logistic regression from Stanford CoreNLP package. In the inference stage, we first 

classify all relation labels on the sentence level and then decide on the final relation labels using 

the entity level classifiers. 

As the EM algorithm is not guaranteed to converge at the global maximum of observed 

data likelihood, a good starting value is critical. To generate the initial values for EM, we develop 

a local logistic regression classifier with the same feature set as our sentence level classifier. For 

each relation in FAERS, we assume that all the corresponding sentences with this pair of entities 

are positive examples for that relation label. We then utilize the prediction from this local logistic 

regression to produce labels assigned for the first iteration.  For the entity pair level classifiers, 
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each has a single feature with a high positive weight that is triggered when label r is assigned in 

any sentence. During the E-step inference process, the algorithm incrementally alters sentence 

level relation labels.  The EM algorithm performance can be affected by the order of input 

sentences. Hence, for each iteration of training, we randomize the order of sentences containing 

the same pair of entities. This helps to avoid any potential bias that may be introduced by inputting 

arbitrary sequence of sentences.  

3.4 Evaluation 

Our study is the first to examine the distant supervision approach in social media ADE 

extraction. To test the validity of this approach, our evaluation is designed to assess our model 

regarding the following three aspects: (1) the selection of knowledge base; (2) the selection of 

learning model; and (3) its performance compared to the supervised learning approach. We design 

respective experiments for each aforementioned evaluation aspect. These experiments are 

discussed in this section. We adopt two different approaches for evaluation: against manual 

annotation and against holdout relation knowledge.  

3.4.1 Data 

In this study, we use diabetes treatments as a research case to test the efficacy of our 

approach.  According to a CDC report in 201418, diabetes affects 29.1 million patients, or 9.3% of 

the American population. Due to the prevalence of the disease, pharmaceutical companies are still 

exploring different approaches to battle diabetes. In 2014, two new drugs are released to market 

and 180 are in development. There are many well-established online health communities and social 

media platforms for diabetes patients to discuss their medications and treatments. New diabetes 

                                                
18 https://www.cdc.gov/diabetes/pubs/statsreport14/national-diabetes-report-web.pdf 

https://www.cdc.gov/diabetes/pubs/statsreport14/national-diabetes-report-web.pdf
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drugs have a very strong social media presence, especially on Twitter. These discussions become 

a valuable source for early signals of adverse drug events.  

Our research test bed is developed from a major diabetes online health community in the 

United States, American Diabetes Association (ADA), and Twitter. Prior studies suggest both 

online health communities and micro-blog social platforms can provide valuable insight into drug 

safety issues (Bian et al. 2012; Benton et al. 2011). A list of 41 diabetes medications (currently on 

the market) is identified based on treatment guideline from American Diabetes Association. We 

use these treatment names as keywords to extract tweets and FDA reports related to diabetes. We 

collect all the records for drug indications and adverse drug events related to diabetes drugs from 

the SIDER database. Table 3.5 summarizes the research data we have collected for this study. 

Table 3.5. Research test bed and external knowledge bases 
Data Source Number of records Time Span Total Number of Sentences 

ADA forum 234,874  2009.02-2015.01  1,456,968 
Tweets 70, 295  2008.06 -2015.01   112,107 
FAERS 
(Diabetes) 

102,358  2004.01-2014.12 NA  

SIDER (Diabetes) 1340 ~2015.1 NA 
 

After data preprocessing, posts and tweets are segmented into sentences. All the sentences 

mentioning at least one drug and one medical event are extracted for further analysis. Table 3.6 

summarizes the number of sentences, unique drug and event pairs, unique medications, and 

medical events in the corpus. 

Table 3.6. Data preprocessing result summary 
Total number of ADA online 

community  
Twitter  FAERS 

Diabetes subsets 
SIDER 

Sentences  1,456,968 112,107 NA NA 
Sentences with at least a pair of <drug, 
event> tuple 

11,794 5,314 NA NA 

Unique medication entities 37 34 41 41 
Unique medical event entities  476 145 6,867 231 
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3.4.2 Experiment 1: evaluation on external knowledge bases for distant supervision 

Distant supervision models rely on external knowledge bases to generate annotation. The 

knowledge base used has a significant impact on the overall performance. We evaluate the 

performance with FAERS drug safety report database (high coverage, some noise) as an external 

knowledge base for model training in comparison to SIDER (low coverage, high confidence).  

The baseline model is trained with knowledge from SIDER. In package inserts, all adverse 

drug events and indications are confirmed and publicly known. But it has a small coverage. We 

adapt the drug indications and adverse drug events in package inserts to label text in social media. 

We consider a drug-event pair has no relation if it never co-occurs in the drug indication list or the 

adverse drug event list. With this approach, we generate accurate positive relation labels and a 

large amount of false negative relation labels. The evaluation metrics we use are precision, recall, 

and f-measure. This experiment can reveal what external knowledge can be used in distant 

supervision for social media pharmacovigilance and how.  

To examine the performance of our proposed model, we hold out half of the known 

relations during training and compare newly discovered relation labels against this held out data. 

Specifically, there are 21,053 drug and event pairs in FAERS and 7,039 pairs in SIDER. Out of 

these, we found that 5,870 pairs co-occur in social media. Therefore half of these 5,870 pairs 

(i.e., 2,935) are labeled with FAERS data for training and the remaining half are used for testing. 

Table 3.7 shows the model’s performance with different knowledge bases on adverse drug 

event extraction from forum and Twitter datasets. We observe that distant supervision models with 

FAERS achieve better performance than models with SIDER database. Although drug indication 
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and adverse drug event relations in SIDER are confirmed and accurate, SIDER’s knowledge about 

adverse drug events is incomplete. This results in a large amount of false negative ADE relation 

labels in the training corpus and a decrease of recall in prediction. According to the paired 

bootstrap resampling significance test, the distant supervision model with FAERS outperforms the 

model with SIDER on more than 95% of the samples. 

Table 3.7. Performance of distant supervision with different knowledge bases 
 Method Precision Recall F-measure 
Forum SIDER 65.5% 39.4% 49.2% 

FAERS 71.5% 65.6% 68.4% 
Twitter SIDER 55.4% 30.7% 39.5% 

FAERS 62.3% 57.4% 59.7% 
 

3.4.3 Experiment 2: evaluation on distant supervision based ADE extraction learning models 

Another critical component of distant supervision is the learning model. A good model can 

bridge the knowledge gap between the text corpus and the knowledge base and achieve high 

performance. Various model assumptions for distant supervision have been proposed in prior 

studies. A model with appropriate assumptions can reach a state of convergence with high 

performance. To assess our model assumptions, we examine the performance of our proposed 

model as compared to other baseline distant supervision models with different assumptions. The 

baseline models are the single-instance-single-label model (SISL) (Mintz et al. 2009) and the 

multi-instance-single-label model (MISL) (Hoffmann et al. 2011; Takamatsu et al. 2012). In the 

SISL model, a drug and event pair is represented by one instance with features extracted from all 

the sentences mentioning this entity pair.  In the MISL model, a drug and event pair is represented 

by multiple instances. The top ranked relation label is considered the final relation label for that 

entity pair.  
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We adopt the precision-recall curve (Riedel et al. 2010; Hoffman et al. 2011; Mintz et al. 

2009) to evaluate relation classification performance. A large area under the curve represents both 

high recall and high precision, where high precision relates to a low false positive rate, and high 

recall relates to a low false negative rate. High scores for both show that the classifier is producing 

accurate results (high precision), as well as returning a majority of all positive results (high recall). 

This experiment determines which model best captures the characteristics of the social media 

adverse drug event extraction problem. 

 
Figure 3.3. Precision recall curve of distant supervision models with different assumptions 

 Figure 3.3 shows the precision-recall (PR) curve generated from the evaluation for three 

different distant supervision models.  All the predicted relation labels are ranked based on their 

probabilities. Each data point (x,y) on the PR curve represents the precision of relation prediction 

(y) at recall level of x.  For instance, given a total number of 2,935 relations in the data, (0.05, 0.61) 

means 61% of the top 5% (i.e., 147) relation labels are correct.  

We observe that our MIML-ADE extraction model has the largest area-under-the-curve 

(AUC) among the three models. The SISL model does not fit the ADE extraction problem. It over-
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simplifies the expressions of relations in social media text. Entities that co-occur in one sentence 

do not necessarily express a fixed relation. Grouping features from all sentences involving one 

entity pair causes too much noise in learning and makes it difficult to classify relations.  MIML-

ADE model fits the social media ADE extraction context better than MISL models. Although drug 

and event pairs in knowledge bases are mostly single label relations, occurrences of pairs in social 

media often exhibit different relations in different context. MIML-ADE model can bridge the 

observed relations in social media text and the known relations in knowledge bases better than the 

MISL model. 

3.4.4 Experiment 3: the performance of our distant supervision model compared to the 

supervised learning models 

We assess the performance of distant supervision model for adverse drug event extraction 

as compared to the baseline supervised learning model. This experiment can exhibit the value of 

developing a distant supervision approach for social media pharmacovigilance. Baseline models 

include the shortest dependency path kernel-based SVM method (Liu et al. 2014), and linear-chain 

conditional random field (Li et al. 2011). Both methods are widely adopted in supervised relation 

extraction and achieve good performance. We train separate models for the Twitter dataset and the 

patient forum data. We utilize the same feature set as the MIML-ADE extraction model but embed 

it in the kernel function for the SVM model. 10-fold cross validation is conducted on all the 

instances in the gold standard dataset. The evaluation metrics used include precision, recall and f-

measure.  

The training set is annotated by domain experts to determine whether an instance represents 

an adverse drug event, drug indication, or no relation. This “gold standard” dataset consists of 800 
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sentences from a patient forum and 800 tweets with at least one drug and one event, randomly 

selected from our data. Two research associates with clinical background annotate the relation 

types for each instance in the gold standard data set. The inter-rater reliability is 0.92. Table 3.8 

shows the details of the annotated data from Twitter and the forum.  

Table 3.8. Statistics of the human annotated gold standard data set 
 Forum Twitter 
Adverse Drug event  276 352 
Drug indications 169 341 
No relation 355 107 
Total  800 800 

  

Table 3.9 below shows the model performances on adverse drug event extraction on forum 

and Twitter dataset. We observe that distant supervision models outperform the SVM models with 

the shortest dependency path kernel, and conditional random fields (CRF) models. EM algorithm 

iteratively updates the relation labels for each instance. This active learning process overcomes the 

noisy labeled data issues in distant supervision. With bootstrap resampling significant test, we 

observe that the distant supervision models surpass the supervised learning models over 95% of 

the time. The improvement is significant. 

Table 3.9. The performance of distant supervision model as compared to supervised learning model 
 Method Precision Recall F-measure 
Forum SVM 61.5% 59.8% 60.6% 

CRF 68.4%  54.9% 60.9% 
MIML-ADE 71.5% 65.6% 68.4% 

Twitter SVM 45.7% 60.1% 51.9% 
CRF 59.7%  53.9% 56.7% 
MIML-ADE 62.3% 57.4% 59.7% 

3.5. Discussions and analysis 

3.5.1 Distant supervision approach for large-scale social media pharmacovigilance 

In this study, we propose a distant supervision model for social media pharmacovigilance 

research.  We incorporate existing knowledge of adverse drug events in drug safety spontaneous 
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report database to provide distant supervision. Our experiment result shows that knowledge bases, 

which have a large coverage of relations or contain some noisy data points, provide better distant 

supervision than small but accurate knowledge bases in the social media ADE extraction context. 

We propose a distant supervision model for ADE extraction based on Multi-Instance Multi-Label 

assumption. Our evaluation shows that this model best captures the characteristics of social media 

adverse drug event discussions. It outperforms other baseline models with different assumptions. 

We find that the distant supervision model significantly outperforms the supervised learning model 

in the ADE extraction task. This approach enables us to identify adverse drug events in large 

amounts of text without expert annotation.  

3.5.2 Error analysis 

The false positive and false negative relations in FAERS affected the performance of 

relation extraction on entity pair level. There are some false negative relations (i.e., related entity 

pairs are considered to have no relation) in knowledge base. Although FAERS is a knowledge base 

with a large coverage, some adverse drug events may be discussed in social media but not reported 

to FDA such as adverse events caused by newly marketed drugs, and minor adverse events. In the 

knowledge base, most entity pairs have one unique relation label. But entity pairs in social media 

tend to present multiple relation types depending on the context. Some rare adverse drug events 

are over-reported in FDA’s database due to the severe outcomes, but they are merely discussed 

and reported by common patients in social media. These entity pairs may have a “no relation” label 

while knowledge base considers them as an adverse drug event.  

Our proposed model performs better on forum data than Twitter data. Errors for ADE 

extraction in Twitter dataset are introduced by short text with few features (e.g., “#afrezza 



 

88 
 

#diabetes #T1D” and “#Avandia heart attack February http://bit.ly/1d90crz.”). Tweets are usually 

very short and do not follow formal grammatical rules. The linguistic cues in such tweets are not 

sufficient to discriminate relation types. To address this issue, we plan to investigate the other 

contextual information (e.g., article titles in linked URLs and emoticons). Other errors on sentence 

level relation classification are introduced by negations. Different from FAERS, social media 

contains negated adverse drug events (e.g., “I barely feel any allergic reaction after using Lantus.”). 

Our implementation of negation detection is not sufficient to classify the example instance as “no 

relation”. To address this issue, we need to develop a more sophisticated negation detection 

approach. 

3.5.3 Analysis of social media adverse drug event reports 

Adverse drug event reports from both platforms can provide unique contributions to drug 

safety surveillance. Online health communities usually have a large patient population and a long 

history of discussions. For chronic diseases, patients share their experiences of long-term exposure 

to drugs, which can provide insights into long-term effects of the treatments on patients. For 

instance, Avandia is among the most controversial diabetes drugs on the market regarding its 

association with heart attack. Marketed in 1999, Avandia was reported for increased risk of heart 

attack in 2007. FDA announced restricted use of Avandia in 2010, and the restriction was removed 

in 2013 due to lack of evidence. Figure 3.4 and Figure 3.5 show the numbers of social discussions 

related to Avandia and heart attack.  

http://bit.ly/1d90crz.
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Figure 3.4. Avandia – Heart Attack discussions on Twitter 

 
Figure 3.5. Avandia- Heart Attack discussions in patient forum 

There are 61 reports in the forum mentioning Avandia and heart attack, and 829 in the 

Twitter dataset. Only 14 mentions in the forum confirm the safety issue, while most reports from 

Twitter confirm the safety issue. Media has a strong influence on reports of well-known adverse 

drug events on Twitter. Events on Twitter are over-reported due to sharing lawsuits, research 

studies, and news. On patient forums, patients discuss their own experience with the treatments. 

As heart attack is a rare event, most discussions deny the occurrence of heart attack when using 

Avandia. Forum reports are more reliable and less biased toward well-known serious events.   

  On Twitter, drug related news and research spread very fast. Discussions on Twitters are 

sensitive to emerging drug safety issues. Afrezza is an inhaled insulin treatment marketed in June 

2014. By January 2015, we have obtained 407 reports related to Afrezza from Twitter. Among 

them, 127 contained drug indications or adverse events. Meanwhile, there is only one case report 

about Afrezza in FAERS database. Figure 3.6 lists the discussions related to Afrezza. When the 

beneficial and adverse effects of new treatments trigger large discussions on Twitter, there are 

often only a few reports about the new treatments existing in the FAERS database and on patient 



 

90 
 

forums. Social media pharmcovigilance with Twitter data shows great promise to signal drug 

safety issues ahead of SRS reports. 

 
Figure 3.6.  Discussions related to Afrezza on Twitter 

3.6. Contributions and future directions 

In this study, we develop an innovative distant supervision approach for social media 

pharmacovigilance. Our research design demonstrates what type of external knowledge can be 

used in distant supervision for social media pharmacovigilance research. Our distant supervision 

model based on MIML assumptions best captures the characteristics of social media adverse drug 

event extraction problem and achieves the best performance in comparison to other competing 

models. We examine the effectiveness of our approach in comparison to the leading supervised 

learning knowledge extraction methods, and found that our model outperforms the supervised 

learning baseline models in the adverse drug event identification task. Furthermore, as we 

eliminate the need for manual annotation, the distant supervision model reduces the cost and 

improves the efficiency for social media pharmacovigilance. Developing a distant supervision 

approach for adverse drug event extraction is a promising alternative for large-scale active drug 

safety surveillance.  

Given the success of the deep learning techniques in generating word embeddings and 

supporting sequence learning, our future work will involve exploring the effectiveness of deep 
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neural network methods for knowledge discovery and extraction from large-scale social media 

data. In addition, in this study we focused on adverse drug event extraction, but future research 

should examine the signal detection techniques. It is needed to identify risky drugs resulting in 

severe safety issues for patients. Moreover, we believe that the proposed model and extraction 

techniques may prove applicable for extraction of other medical relations from social media and 

similar content. 

Based on the results of adverse drug event extraction, we are able to confirm the strengths 

and weaknesses of different social media data sources. Twitter data is sensitive to emerging drug 

safety issues. We can obtain adverse events for new drugs ahead of FDA from Twitter. However, 

there are a large amount of repeated reports for well-established events, limiting the ability of 

Twitter to establish prevalence of the events. Forum discussions can provide insight into long-term 

effects of treatments on patients. They are more reliable and less biased toward well-known serious 

adverse drug events. Considering the rapid growth of social media data, this source of information 

is likely to have a massive impact on pharmacovigilance research. Drug regulatory agencies and 

pharmaceutical companies should pay special attention to consumer reactions on Twitter, when a 

new drug is released, for early recognition of safety issues. Patient forums are a good source for 

drug regulatory agencies to evaluate the long-term effects of medications. 
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4. Essay III. Meta-Alert: a Meta-learning Framework for 

Pharmacovigilance  

4.1 Introduction 

Pharmacovigilance (PhV), also referred to as drug safety surveillance, has been defined as 

“the science and activities relating to the detection, assessment, understanding and prevention of 

adverse drug events (ADEs).” An adverse drug event (ADE) can be any unfavorable and 

unintended sign, symptom, disease, or death temporally associated with the use of a drug, 

irrespective of whether it is considered to be caused by this drug or not. Post-approval ADEs are 

a major global health concern, accounting for more than 2 million injuries, hospitalizations, and 

deaths each year in the United States alone.  Costs associated with post-approval ADEs are 

estimated to be $75 billion annually (Harpaz et al. 2012). An adverse drug reaction (ADR) 

indicates a causal effect between a drug and a certain adverse event. When an adverse drug reaction 

is detected, drug regulatory agencies will update the product label, or even remove the drug from 

the market if it results in serious patient outcomes. The ultimate goal of pharmacovigilance is to 

detect adverse drug reactions in the post-approval period as early as possible and protect patients 

from serious adverse drug reactions.  

Pharmacovigilance research has steadily grown in the past decade via different approaches. 

Drug regulatory agencies (e.g., FDA and WHO) have developed passive spontaneous reporting 

systems (SRS) to collect reports of suspected adverse drug events (ADEs) from health 

professionals, consumers, and pharmaceutical companies. Recently, more researchers have been 

exploring data and information sources that were not traditionally used for pharmacovigilance. 

Secondary analysis on electronic health records (EHRs) and administrative claims from hospital 
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information systems holds the promise of new evidence for adverse drug events. The public 

availability of chemical and biological knowledge bases opens new opportunity to study molecular 

perspectives of adverse drug events. Patients’ discussions about treatments on social networks and 

forums become another emerging source for adverse drug reaction detection.  

Research methods at the intersection of statistics, computer science, medicine, 

epidemiology, and biology have been developed to translate data into meaningful knowledge and 

benefit patient safety. These methods are commonly referred to as pharmacovigilance signal 

detection algorithms. Signal detection algorithms are designed to generate measures of statistical 

associations for large sets of drug-event pairs, prioritize the associations, and identify risk signals 

warranting further attention. Newer approaches facilitate the identification of higher-order or 

multivariate associations that represent more complex safety phenomena such as drug–drug 

interactions, syndromic events, and class effects.  

Despite the efforts in improving the accuracy of post-approval pharmacovigilance, current 

approaches are still not sufficient. Only half of newly discovered serious ADRs are detected within 

7 years of drug approval (Yang et al. 2012). The reason for the delay in ADR detection is two-fold.  

First, the performance of ADR detection is subjected to adverse drug event report coverage. The 

reporting rate of adverse drug events to drug regulatory agencies is lower than 10% (Leaman et al. 

2010). Most adverse drug events are not reported timely to support drug safety decision-making. 

Second, ADR detection is limited by the accuracy of signal detection algorithms. No single ADR 

signal detection method has emerged as a state-of-the-art technique for detecting ADR signals. 

Due to these limitations, there is a need for pharmacovigilance research to move toward integrated 

analysis with multiple healthcare data sources (Trifiro et al. 2015). In this essay, I seek to develop 
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an integrated and high-performance MetaAlert framework for efficient and accurate post-approval 

pharmacovigilance. This essay first reviews the field of pharmacovigilance with regard to the data 

sources, text mining techniques, and signal detection methods. I then examine the meta-learning 

theory and its applications in prior literature. Using the design science approach, I develop a meta-

learning framework for an integrated and high-performance pharmacovigilance. My research 

framework encompasses two components: (1) state-of-the-art information extraction techniques to 

identify adverse drug events reported in text; (2) a meta-learning approach that integrates adverse 

drug events from different sources with different learning algorithms for more adverse drug 

reaction signal identification. Incorporating multiple data sources can increase statistical sample 

size, and heterogeneity of exposure for drugs released in the market. Integrating different learning 

methods for signal detection can potentially improve the overall accuracy. In the design of our 

research framework, the meta-learning theory and design science paradigm are adopted to guide 

the design of the IT artifact, the MetaAlert framework.  

This paper makes a number of contributions to the literature. First, to the best of our 

knowledge, this is the first study that develops a meta-learning framework for pharmacovigilance. 

Our research demonstrates that our proposed approach significantly improves the accuracy and 

timeliness of adverse drug reaction signal detection. Second, this research contributes to the 

literature of health IT. The meta-learning IT artifact design is guided by the meta-learning 

computational theory. It effectively combines the drug safety information from multiple healthcare 

data sources and enhances the current approach for pharmacovigilance.  Health IT is an emerging 

area in information system (IS) research. Our research shows that the combination of data analytics 
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methods and IS theories can make a significant impact on critical application domains such as 

healthcare. 

4.2 Literature review  

4.2.1 Data sources in pharmacovigilance research  

Pharmacovigilance has predominantly relied on spontaneous reporting systems (SRSs), 

which collect reports of adverse drug events from health professionals, patients, and 

pharmaceutical companies. SRSs are maintained by regulatory and health agencies. In the United 

States, the Food and Drug Administration (FDA) manages the Adverse Event Reporting System 

(FAERS)19 for pharmacovigilance. TheWorld Health Organization (WHO) maintains VigiBase20 

for global surveillance. SRSs typically collect information on the drugs suspected to cause the 

adverse events, as well as on concomitant drugs, indications, suspected events, and limited 

demographic information in a structured format directly amenable to data mining. The spontaneous 

reports concentrate on drug-adverse event relations, cover large populations, and are accessible for 

analysis. Despite these advantages, SRSs suffer from a series of data quality issues including (1) 

missing or incomplete data, (2) duplicate reports, and (3) misattribution of causality in drug-event 

combinations.  

Recent drug safety cases, such as Vioxx, a widely used anti-inflammatory drug causing 

over 80,000 myocardial infarction events, have highlighted the need to identify new data sources 

and improved analytical methods to create a more effective pharmacovigilance system. In response 

to the US Congress mandate, FDA has established an active surveillance system, the Sentinel 

                                                
19 https://open.fda.gov/data/faers/ 
20 http://www.vigiaccess.org/ 

https://open.fda.gov/data/faers/
http://www.vigiaccess.org/
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Initiative21, in 2012.  This new initiative relies on the secondary analysis of electronic healthcare 

data that contains time-stamped interventions, procedures, diagnoses, medications, medical 

narratives, and billing codes. Electronic healthcare data contains a more complete record of a 

patient’s medical history, treatments, and risk factors. However, as it is not designated for 

pharmacovigilance, electronic healthcare data often requires complex preprocessing to support 

drug safety surveillance. There is a need for automated methods that can extract adverse drug 

events from electronic healthcare data.  

The biomedical literature is a burgeoning information source that has enabled 

pharmacovigilance researchers to assess potential ADRs through case reports, clinical studies, and 

observational studies. Product labels contain a broad array of information, ranging from adverse 

drug reactions to drug efficacy, risk mitigation, contraindications, drug interactions, and more. 

Several initiatives have emerged to computationally extract information from product labels in 

order to create a knowledge base of known ADRs. The resulting knowledge bases can be used for 

ADR assessment, to derive benchmarks for signal detection, to prioritize and filter ADR signals 

under investigation, and to detect class effects.  

Online patient-generated data holds the promise of early ADR detection for certain types 

of events. Patients’ experience with medications is explicitly shared via online health forums and 

social networks. Although the information provided by patients may be inaccurate, such data can 

provide valuable supplementary information on drug side effects because they cover a large and 

diverse patient population and contain uncensored data acquired directly from patients. However, 

extracting adverse drug events from online patient-generated data is challenging and requires 

                                                
21 http://www.fda.gov/Safety/FDAsSentinelInitiative/ucm2007250.htm 

http://www.fda.gov/Safety/FDAsSentinelInitiative/ucm2007250.htm
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advanced statistical and linguistic methods to interpret colloquial language, correct grammatical 

and spelling errors, and distinguish real experience from hearsay.  

4.2.2 Text mining techniques in pharmacovigilance 

To meet the challenges posed by the unstructured text, a wide range of statistical, machine 

learning, and linguistics techniques have been adopted in pharmacovigilance research. Some of 

the popular techniques are summarized in Table 4.1. 

Table 4.1. Summary of text mining techniques in pharmacovigilance 
Technique Description 

Tokenization Splitting sentences up into individual words and punctuations. 
Sentence boundary 
detection 

Segment a document into sentences and section boundaries. 

Part-of-speech 
(POS) tagging 

Assigning grammatical part-of-speech tags to individual tokens, e.g., ‘drug’ is a 
noun, ‘administers’ is a verb, and ‘the’ or ‘a’ are determiners 

Parsing Determining the grammatical structure of sentences and the relationship between 
groups of words that together form noun phrases, verb phrases, clauses, etc. 
Shallow parsing, often used instead of deep parsing, only identifies the 
constituents (e.g., noun phrases) but not the internal structure of the sentence 

Medical entity 
recognition (MER) 

Identifying terms or phrases of interest (‘entities’) in the text. MER may go beyond 
just recognizing terms to also categorizing, normalizing, and mapping them to 
standardized vocabularies, e.g., identifying ‘rofecoxib’ as a drug, and ‘myocardial 
infarction’ as a medical condition 

Negation detection Determining whether a named entity is present or absent, e.g., ‘patient does not 
exhibit symptoms of …,’ ‘patient was ruled out for myocardial infarction’. 

Relation extraction Determining whether two or more named entities recognized in the text form 
specific relations, e.g., ‘drug A treats disease B,’ ‘drug A induces disease B’ 

Text classification Classify text into predefined categories, e.g., positive or negative, subjective or 
objective, etc. 

 

A text mining process in pharmacovigilance starts with the techniques used to preprocess 

the text into a format ready for analysis. These text preprocessing techniques include tokenization, 

sentence boundary detection, and part-of-speech tagging. The text mining process can also involve 

more advanced semantic analysis with parsing, medical entity recognition, negation detection, 
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relation extraction, and text classification. Medical knowledge in the form of biomedical 

ontologies plays a key role in medical entity extraction and other text mining techniques.  

One of the major public medical knowledge bases is the National Library of Medicine 

(NLM) Unified Medical Language System (UMLS). The UMLS Metathesaurus is a compendium 

of over 150 controlled vocabularies (or ontologies) and contains close to three million biomedical 

concepts that are associated with synonyms, semantic groups, and relations between concepts. 

Product labels, also referred to as package inserts, is an authoritative source of information about 

the risks, benefits, and pharmacological properties of drugs. The DailyMed Website maintained 

by the NLM and the FDA provides downloadable electronic versions of product labels called 

structured product labels (SPLs) for most drugs sold in the US. However, the SPLs provide 

structured data only for the section titles in the label (e.g., Indications and Usage, Clinical 

Pharmacology, Warnings, Precautions, Adverse Reactions). The content of the individual sections 

is still in free-text format. The Side Effect Resource (SIDER) is a publicly available database 

containing ADEs text-mined from several public sources, including the SPLs. SIDER has been 

adopted in numerous studies as a reference set to evaluate signal detection algorithms. 

Medical entity recognition systems often take a knowledge-based approach. These systems 

create a comprehensive lexicon of medical terms and use the lexicon to match medical entities in 

free text.  A common lexicon for drug name entities is the Unified Medical Language System 

(UMLS) Metathesaurus (Chee et al. 2011; Leaman & Wojtulewicz 2010). Lexicons for adverse 

event entities include the Medical Dictionary for Regulatory Activities (MedDRA) (Harpaz et al. 

2011; Chee et al. 2011), the Canada Drug Adverse Reaction Database MedEffect (Leaman et al. 

2010), and Consumer Health Vocabulary (CHV) (Benton et al. 2011; Liu et al. 2013; Yang et al. 
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2014). A critical challenge in knowledge-based medical entity recognition is to improve the 

performance for specific corpora, such as clinical notes and social media. To address this challenge, 

many machine learning methods have been adopted. Association rule mining is often used to 

discover patterns for adverse reaction mentions in annotated data (Nikfarjam et al. 2011). 

Conditional random fields, a sequence labeling method, has been used to identify medical events 

(Nikfarjam et al. 2015). However, these methods have limitations. As these machine learning 

methods rely on discrete feature representation, they are not sufficient in extracting rare entities, 

consumer health vocabularies, and medical entities with typos. 

Text classification in pharmacovigilance research is often used to classify text into 

predefined categories. Prior studies have developed text classifiers to filter noise in patient-

generated content (Jiang et al. 2012), identify drug users from Twitter (Bian et al. 2012), classify 

positive or negative drug effects (Chee et al.  2011), and identify ADR assertive text (Sarker et al. 

2014). These text classification methods mainly rely on machine learning algorithms such as 

Support Vector Machines (Chee et al. 2011; Jiang et al. 2012; Bian et al. 2012), and Random 

Forests Classification (Percha et al. 2012). 

Many different approaches to extract drug-event relations from textual data have been 

developed. Co-occurrence analysis assumes if two entities are both mentioned with certain 

distance, there is an underlying relation between them (Leaman et al. 2010). Rule-based approach 

develops syntactic or semantic rules to extract relations (Tari et al. 2010; Percha et al. 2012). 

Statistical machine learning approach develops classifiers with various features to determine 

whether there is a relation between entities (Liu et al. 2012; Sarker et al. 2014). The performance 
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of machine learning approach is not satisfying due to the lack of annotated data for model training 

and the complexity and diversity in the language patients used to discuss healthcare matters.  

Recent developments in deep learning hold the promise of improving adverse drug event 

extraction performance for pharmacovigilance. Neural probabilistic language models can 

represent a word in a continuous vector space with its neighbors (word embeddings) in the context 

(Mikolov et al. 2013). This approach can effectively represent rare words in machine learning 

models. Recurrent neural network models with word embeddings achieved good performance in 

sequence learning tasks (Sutskever et al. 2014; Irsoy et al. 2014). Long Short-Term Memory 

(LSTM) network, a popular recurrent neural network architecture, has been adopted in information 

extraction tasks (Lample et al. 2016). LSTM network has achieved leading performance for named 

entity recognition in noisy user-generated text (Baldwin et al. 2015). Given the great success of 

deep neural network methods, few studies have applied them in the context of healthcare. The 

LSTM network may recognize rare medical entities, consumer vocabularies of medical entities, 

and entities with typos with the help of word embeddings. This will significantly reduce the feature 

sparsity issue and improve information extraction performance for pharmacovigilance.   

4.2.3 Drug safety signal detection 

Drug safety signal detection process aims to highlight significant associations (signals) 

between drugs and adverse events in data. Based on these associations, drug safety regulation 

agencies can initiate regulatory actions or in-depth investigations. Various signal detection 

methods have been developed. These signal detection methods can be categorized into three 

approaches. Disproportionality analysis (DPA) approach represents the primary class of signal 

detection methods in pharmacovigilance research. They search the dataset for ‘interesting’ 
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associations using two-dimensional contingency table (Figure 4.1) and rank the associations in 

order of ‘interestingness’. Different disproportionality analysis (DPA) methods adopt different 

statistical measures of associations as their measure of ‘interestingness’ (Figure 4.2). These 

statistical measures have been applied to different data sources: spontaneous reports (Vilar et al. 

2011); electronic health records (EHRs) (Zorych et al. 2011); and patient social media (Yang et al. 

2012). 

 
Figure 4.1.  Example of a two dimensional contingency table 

 

 
Figure 4.2. Statistical measures for DPA 

 
 With confirmed adverse drug reactions available in drug safety knowledge bases, 

researchers were able to develop supervised machine learning methods to detect adverse drug 

reaction signals. Bayesian logistic regression classification method was used to identify ADRs in 

WHO’s VigiBase (Caster, Noren, Madigan & Bate, 2010). Shrinkage logistic regression is used to 

identify ADRs from lab tests and discharge summaries in EHRs (Harpaz et al. 2010). Ordinal 

logistic regression was adopted to predict adverse events based on the data from PubChem and 

Canadian Adverse Drug Reaction Databases (Pouliot et al. 2011). Logistic regression methods are 
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popular in pharmacovigilance due to their ability to control the presence of other co-medications, 

co-morbidities, and confounding indications. However, they cannot cover all the drug safety issues 

discovered by DPA and the regression coefficients often times lack transparency. 

Unsupervised machine learning methods such as association rule mining and bi-clustering 

have been adopted to find associations between drugs and adverse events. Association rule mining 

can discover drug-adverse event associations in both spontaneous reports (Rouane-Hancene et al. 

2009; Harpaz et al. 2010) and patient social media (Yang et al. 2012; Nikfarjam et al. 2011). 

Harpaz et al. (2011) developed bi-clustering model to identify drug class effects in spontaneous 

reporting systems. This model defines a bi-cluster as a group of drugs that are all statistically 

associated with the same group of adverse events. Signal detection methods using spontaneous 

reporting systems (SRSs), electronic health records (EHRs), and patient social media have 

produced interesting and meaningful results for drug regulation. However, no single signal 

detection method has significantly outperformed the others.  

The accuracy of signal detection depends on comprehensive reports from a more diverse 

population. Many researchers believe that combining drug safety information across different data 

sources may potentially improve the performance. Recent studies have developed a few 

preliminary signal combination strategies. Harpaz et al. (2012) devised a voting strategy to 

combine signals from FAERS and EHR data. Tatonetti et al. (2011) validated drug interactions 

detected in FAERS with EHR. A Bayes graphic model was developed to combine signals from 

FAERS and EHRs (Harpaz et al. 2013). These studies demonstrate the value of signal combination. 

However, more advanced approaches for signal combination are needed.  
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Although post-approval pharmacovigilance research has received significant attention, it 

is still far from perfect at its current state due to following reasons: (1) no single signal detection 

method has emerged as the state-of-the-art technique for detecting ADR signals; (2) signal 

detection algorithms are limited to leveraging a single data source at a time; (3) existing data 

mining algorithms show diverse performance over different data sets (Stephenson et al. 2007). The 

datasets used in pharmacovigilance research show different characteristics and have their own 

limitations (Harpaz et al. 2011). Despite lacking systematic design and evaluation, prior studies 

proved the value of combining different data sources for pharmacovigilance. There is a great need 

to develop a research framework for integrated pharmacovigilance with theory guided design and 

systematic evaluation.  

4.2.3 Meta-learning  

Design science is a robust research paradigm that provides guidance for the development 

of IT artifacts, including models and methods. Many studies have emphasized the need for design 

theories to help govern the development process (Abbasi et al. 2008; Storey et al. 2008). In this 

study, we propose to adopt the meta-learning theory as the kernel theory for advancing the signal 

combination methods for pharmacovigilance research.  

Meta-learning is a special form of machine learning, which uses the meta-data acquired in 

the data mining processes to increase the quality of the results. The goal of meta-learning is twofold: 

(1) to aid the selection of a suitable predictive model or combination of models while taking into 

account the domain application; (2) to profit from repetitive use of a predictive model over similar 

tasks.  
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Meta-learning approaches can be generally categorized into algorithm selection and model 

combination. Algorithm selection refers to the process of finding a learning algorithm that achieves 

the best performance, assuming that there exists an optimal learning algorithm. Model combination 

aims to create a single learning system from a collection of learning algorithms. The learning 

system improves the model performance either by exploiting variability in the application’s data 

or by exploiting variability among learning algorithms. To achieve that, the learning system may 

either combine multiple copies of a single learning algorithm applied to a different subset of data 

or combine several learning algorithms applied to the same application data.  

Meta-learning approaches improve the learning performance by reducing learning biases. 

In a typical machine learning process, learning bias refers to any preference for choosing one 

hypothesis that explains the data over equally acceptable hypotheses (Mitchell 1997). In 

pharmacovigilance research, learning bias lies in that the ADR signal detection at times depends 

on the data mining algorithms and the data sources. 

Meta-learning alleviates two types of learning biases in machine learning:  declarative and 

procedural bias (Brazdil et al. 2008). Declarative bias exists in the representation of the space of 

hypothesis (i.e. dataset, feature set). Prior ADR studies have typically utilized datasets from a 

single source. As a result, it takes longer to accumulate evidence and catch the attention of drug 

regulatory agencies. Procedural bias exists in the manner that data mining algorithms impose 

constraints on the process of learning. As no single method has emerged as a state-of-the-art 

technique for detecting ADR signals, there exists procedural bias in the pharmacovigilance data 

mining process. Therefore, there is a need to develop a learning system for enhanced ADR signal 
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detection methods and alleviating procedural bias. Table 4.2 below shows prior literature in 

information system leveraging meta-learning theory for model combination.  

Table 4.2. Meta-learning Model Combination Taxonomy 

 
 

Meta-learning techniques in prior studies can be categorized to bagging (Liang et al. 2011), 

boosting (Fenske et al. 2012), stacking (Abassi et al. 2012), cascade generalization (Tsai et al. 

2012), cascading (Wang et al. 2011), delegate (Ferri et al. 2004), arbitrating (Ortega et al. 2001), 

and meta-decision tree (Todorovski et al. 2003). These techniques take different approaches to 

improve the performance.  Bagging and boosting focus on the variations in data. While bagging 

adopts the voting strategy to improve performance, boosting implements different weights on the 

votes based on the learning algorithm’s performance.   

Stacking and cascade generalization exploit differences among machine learning 

algorithms. They make explicit two levels of learning: the base level where machine learning 
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algorithms are applied to the task at hand, and the meta-level where a new learning algorithm is 

applied to meta-data obtained from learning at the base level.  

Cascading and delegate exploit differences among learning algorithms as well. However, 

whereas the former makes decision based on all the base learning algorithms, the latter produces 

a multistage learning process, in which not all base learning algorithms need to be consulted when 

predicting the class of a new query instance. Hence, learning time for delegating is reduced.  

The basic intuition behind arbitrating is that various classifiers have different areas of 

expertise (Ortega et al. 2001). Its corresponding referee learns the area of expertise of each 

classifier. The referee, although it can be any learned model, is typically a decision tree which 

predicts whether the associated classifier is correct or incorrect on some subset of the data, and 

with what reliability.  

Meta-decision tree is similar to stacking in that a meta-model is induced from information 

obtained using the results of base-level learning.  In meta-decision tree, each leaf node corresponds 

to a classifier rather than a classification. Hence, given a new instance, a meta-decision tree 

indicates the classifier that appears most suitable for predicting the instance’s class label 

(Todorovski et al. 2003).  

Meta-learning techniques have been adopted in the design of information systems such as 

stock market prediction system (Tsai et al. 2012) and fraud detection system (Abassi et al. 2012). 

They have enabled information systems to achieve higher performance in the learning tasks. Meta-

learning has the potential to contribute to the design of pharmacovigilance research framework by 

improving the signal detection accuracy and timeliness. 
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4.2.4 Research gaps 

In recent years, many new data sources have emerged to support a more robust and holistic 

approach for pharmacovigilance. However, the majority of this data is in free-text format, thus 

necessitating text mining. Given the safety information from a variety of data sources, it is critical 

to understand how the use of different data sources can advance pharmacovigilance research. Data 

mining algorithms for adverse drug reaction signal detection are limited to leveraging one data 

source at a time. At the same time, adverse drug reaction signals detected from different data 

sources are not consistent. Strategies for combining drug safety information generated by different 

data sources are yet to be established.  

Based on the analysis of prior work, following research gaps are identified: (1) there is a 

need for designing an integrated pharmacovigilance research framework for detecting ADRs with 

publicly available clinical evidence from social media, EHRs, and SRSs; (2) there is a need for 

developing an advanced signal detection model which can leverage multiple data sources and 

signal detection algorithms to achieve high accuracy and early detection of ADRs.  We propose 

the following research questions:  

• How can we develop an integrated research framework for accurate and timely detection 

of adverse drug reactions with all available clinical evidence from social media, EHR, and 

SRSs? 

• How can we leverage multiple sources of adverse drug events to improve the performance 

of adverse drug reaction signal detection? 

• How can we develop a combined model with various signal detection algorithms to 

improve the performance of adverse drug reaction signal detection?   
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4.3 Research design  

Our proposed research framework MetaAlert for integrated pharmacovigilance is 

illustrated in Figure 4.3. Major components are explained in detail below.  

 
Figure 4.3. MetaAlert research framework for integrated pharmacovigilance 

 
4.3.1 Research data 

To test the efficacy of our framework, we propose to adopt diabetes as a research case. 

Diabetes affects 8.3% of the U.S. population, costing the healthcare system greater than $322 

billion each year. Several new treatments are released in the markets each year and used by a large 

patient population. Diabetes patients have generated a large amount of medical records in EHR 

systems, personal health data in social media, and spontaneous drug safety reports. 

Our patient-generated health data come from American Diabetes Association (ADA) 

online community, a major online diabetes patient support forum in United States, and Twitter, a 

micro-blog social platform. From Feb. 2009 to Sept. 2015, we have collected 360,787 posts from 

ADA. From Feb. 2014 to Sept. 2015, we identified 207,295 original tweets related to diabetes 

drugs. Table 4.3 shows a summary of patient-generated health data in this study.  

Table 4.3. A summary of patient-generated health data from social media 
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The spontaneous drug safety reports come from FDA’s Adverse Event Reporting System. 

These reports are coded to terms in Medical Dictionary for Regulatory Activities (MedDRA) and 

evaluated by the Center for Drug Evaluation and Research (CDER) and the Center for Biologics 

Evaluation and Research (CBER).  FAERS reports related to diabetes drugs are extracted for 

analysis. Table 4.4 shows a summary of the FAERS diabetes drug reports. 

Table 4.4. A summary of FAERS reports relation to diabetes 

 
 

We obtain EHRs of diabetes patients in a 600-bed hospital in Taiwan from Nov. 2003 to 

Apr. 2012. Both structured and unstructured electronic healthcare data are included in this study. 

Structured data comes from treatment, lab, diagnosis, and procedure tables in the EHR.  

Unstructured data comes from admission documents and discharge summaries. Information 

related to adverse drug events mainly comes from treatment table, diagnosis table (both coded with 

ICD-9 code), and conditions mentioned in free text in admission documents and discharge 

summaries. Table 4.5 shows a summary of the EHR data in this study.  

Table 4.5. A summary of EHR data from diabetes patients 

  

4.3.2 Preprocessing  

Data preprocessing normalizes the raw data into a format that is ready for analysis. For patient 

social media content (both forum posts and tweets), we develop a text cleaning procedure to 

Data source # of Posts (Tweets) Time Span # of Unique Authors
ADA 360,787 2009.2-2015.9 7,144

Twitter 207,295 2014.2-2015.9 36,251

# of Patients # of Diagnosis # of Treatments # of Admission Document # of Discharge document
13,109              965,270                      1,034,213                     31,797                                        26,714                                           
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remove URLs, duplicate punctuation, and personal identifiable information. We conduct sentence 

boundary detection, and tokenization with the Stanford CoreNLP toolkit 22for posts from Twitter 

and the ADA online community, and admission documents and discharge summaries in EHR data. 

For FDA’s spontaneous reports, we remove duplicated reports by verifying the demographic data 

and co-medications in each report. Reports that share more than 12 attributes in common are 

considered duplicated (Harpaz et al. 2010). 

4.3.3 Adverse drug event identification   

To identify medical events and drug names from health social media and clinical 

documents in EHR, we first automatically label drug entities and medical events in social media 

and clinical notes with the UMLS, CHV, and FAERS lexicons (Liu et al. 2013). Then we extend 

the medical entity extraction with Long-Short Term Memory (LSTM) network 23 to identify 

consumer vocabularies and named entities with typos. LSTM network-based medical entity 

extraction model is a sentence level sequence-learning model (Sutskever et al. 2014). Embeddings 

of all the words in a sentence (ABC) are the input sequence; entity types of these words (XYZ) are 

the output of the model. An example of a LSTM network model is illustrated in Figure 4.4. The 

model is trained with entity types generated by lexicons; W is the weight vector trained by the 

model 3 layers of LSTM, 1024 cell units for each layer. 

 
Figure 4.4. LSTM network based medical entity extraction model 

                                                
22 http://nlp.stanford.edu/software/ 
23 https://www.tensorflow.org/versions/r0.9/tutorials/recurrent/index.html 

http://nlp.stanford.edu/software/
https://www.tensorflow.org/versions/r0.9/tutorials/recurrent/index.html
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As the drug named entities are from both U.S. and international market, we standardize 

drug name entities to their generic names with RxNorm24. RxNorm is a database from National 

Library of Medicine providing links between many different drug vocabularies.  Medical events 

described by both healthcare professionals and consumers domestic and abroad. For medical event 

normalization, we match the terms with the Consumer Health Vocabulary25 to normalize them to 

standard medical terms.  

To extract adverse drug event reports from patient-generated data, we train two distant 

supervision models for ADE extractions using FAERS as knowledge base for forum, and Twitter 

(Liu et al. 2015). We also conduct report source classification to identify patient reports of ADEs 

using the Transductive SVM classifier26 trained with 1000 labeled instances for Tweets and forum 

posts.  

 
Figure 4. 5. Adverse drug event extraction from EHR 

To identify adverse drug events from EHR, we develop an extraction pipeline as illustrated 

in Figure 4.5. As drug names and medical events are identified by medical entity extraction process, 

we notice that there are negations in clinical notes. Medical events are restricted to only positive 

mentions referring to the patients using pattern matching. We filter drug names and event names 

                                                
24 https://www.nlm.nih.gov/research/umls/rxnorm/ 
25 http://consumerhealthvocab.chpc.utah.edu/CHVwiki/ 
26 http://svmlight.joachims.org/ 

https://www.nlm.nih.gov/research/umls/rxnorm/
http://consumerhealthvocab.chpc.utah.edu/CHVwiki/
http://svmlight.joachims.org/
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with predefined diabetes drugs and corresponding events reported to FDA. We then combine the 

information regarding drugs and events from both structured and unstructured data. Drugs 

prescribed, symptoms, medical entities extracted from clinical notes are ordered by their 

timestamps. Confounding drug interactions are removed from the timeline.  

4.3.4 Signal detection and combination 

To design the signal combination strategy, we adopt meta-learning as the kernel theory. To 

improve the signal detection performance, we exploit the variability in different types of drug 

safety data and the variability in different signal detection methods. Figure 4.6 illustrates our meta-

learning approach for ADR signal detection.  

 

Figure 4.6. Meta-learning approach for ADR signal detection 

Single method signal detection incorporates an array of drug safety data mining methods 

including disproportionality analysis (DPA) measure such as reporting ratio (RR), proportional 
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reporting ratio (PRR), reporting odds ratio (ROR), and information component (IC), shrinkage 

logistic regression (Lasso regression), and association rule mining. These methods are applied on 

each data source resulting in 18 result sets for ADR signals. 

We propose a MetaAlert framework with stacking and bagging for ADR signal 

combination. Stacking method combines multiple learning algorithms in parallel for performance 

boosting. We propose to use stacking method over other meta-learning approach because the meta-

knowledge required by stacking fits the output of signal detection methods. Delegate and 

arbitrating requires base level attributes, which are not feasible here. Cascade generalization and 

cascading are multi-stage processes, and thus are more expensive computationally than stacking.  

As no signal detection method consistently outperforms the rest, there is a potential variance in 

signal detection results which can be leveraged to improve the overall performance. All of them 

are applied to the same set of data. Suppose that all the available data contains a total of M unique 

adverse drug events. We stack the results of each ADR signal detection algorithm on each of the 

3 data sources with Algorithm 4.1.  
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We develop a bagging strategy to exploit the variation in data and perform well when the 

data is imbalanced (Liang et al. 2013). Bagging and boosting are the only two meta-learning 

techniques focusing on variation in data. We choose bagging instead of boosting because it doesn’t 

rely on error in learning to improve the performance and therefore is less likely to over fit.  

Spontaneous reports have larger volume because of its longer history and regulatory authority. 

Social media and EHR reports are fewer but more sensitive to new and rare events. Bagging can 

preserve the signals from spontaneous reports without masking the new and rare events in social 

media and EHR. The bagging algorithm is shown in Algorithm 4.2.  

 

4.4 Experiment and results 

4.4.1 Experiment 1: medical entity extraction  

Medical entity extraction is conducted on three data sources: patient forum (ADA online 

community), Twitter, and clinical notes in EHR. Drug names and medical events from 500 forum 

posts, 1000 tweets, and 200 clinical notes are annotated as a gold standard to evaluate medical 
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entity extraction performance. The evaluation results are shown in Table 4.6. Consistent with the 

prior literature, LSTM based RNN model can improve the performance of entity extraction on 

noisy social media datasets by increasing the recall. However, lexicon-based approach still works 

better for medical entity extraction in clinical notes.  

Table 4.6. Medical entity extraction results 

 
 
4.4.2 Experiment 2: adverse drug event identification 

Adverse drug event extraction from forum and Twitter is evaluated against manual 

annotation with precision, recall, and F-measure. Table 4.7 shows the results of the adverse drug 

event identification in patient-generated data.  

Table 4.7. Adverse drug event identification in patient-generated data 

 
 

We validate adverse drug event extraction from EHR by comparing them with the adverse 

drug events from FAERS. If a drug-event pair from EHR has been reported to FAERS, it is 

considered an ADE. 75% of the drug-event pairs from EHR have been reported FAERS.   

4.4.3 Experiment 3: ADR signal detection accuracy 

To evaluate the ADR signal detection performance, SIDER is used as a gold standard 

dataset for adverse drug reactions. SIDER contains adverse drug reactions for marketed medicines 

extracted from public documents and package inserts. There are 6192 adverse drug reactions for 
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74 diabetes drugs in generic names (124 in brand name) in SIDER released from Oct. 21, 2015. 

We propose to evaluate the model performance with precision and recall measures. Precision 

reflects the accuracy of the detected signals and recall reflects the coverage of the accurate signals. 

We compare adverse drug reaction signals predicted by our model with confirmed ADRs in SIDER, 

the stacking model performance with each individual method, and the bagging model performance 

with three stacking models on different data sources.  

Table 4.8. Individual signal detection methods and stacking method performance 

 
 

Table 4.8 shows the individual signal detection methods and stacking method performance 

on three different data sources.  The performances of individual signal detection methods are not 

consistent across the dataset. Disproportional analysis measures work the best in spontaneous 

reports as they are designed for such datasets. Shrinkage logistic regression works the best in EHR 

as it can eliminate confounders in EHR reports efficiently. Overall, FAERS database achieved the 

highest recall (90%) while EHR data achieved the highest precision (80%). FAERS is a major data 

source for drug safety surveillance and contains the largest amount of adverse drug event reports 

among three data sources. Adverse drug events reported in EHR are documented by health 

professionals and therefore achieve the highest accuracy for ADR signal detection. Stacking 

generalization increased the ADR signal detection precision on all three datasets.  

Table 4.9. Bagging performance compared to stacking results. 

Precision Recall F-measure Precision Recall F-measure Precision Recall F-measure
RR 66.9% 12.0% 20.3% 45.7% 28.5% 35.1% 35.1% 83.9% 49.5%
PRR 71.5% 9.9% 17.4% 67.9% 25.2% 36.8% 38.5% 81.9% 52.4%
ROR 62.0% 10.5% 18.0% 72.1% 29.6% 42.0% 38.9% 74.3% 51.1%
IC 66.9% 12.0% 20.3% 75.1% 28.6% 41.4% 36.8% 82.2% 50.8%
LR 67.6% 17.5% 27.8% 79.3% 30.3% 43.8% 44.4% 86.0% 58.6%
ARM 68.4% 14.8% 24.3% 68.9% 30.1% 41.9% 37.0% 75.1% 49.6%
Stacking 73.5% 17.8% 28.7% 80.0% 32.8% 46.5% 45.0% 86.0% 59.1%

Method
Social Media EHR FAERS
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Table 4.9 shows the bagging performance. The bagging model significantly boosts the 

recall and achieves the highest recall among all the models. However, the precision of the bagging 

model is lower than models with social media and EHR data.  The bagging model can identify 

more ADR signals even when some of them are not accurate. Overall, bagging results from three 

data sources improved the performance. The improvements are statistically significant according 

to bootstrap resampling test (p<0.05). 

4.4.4 Experiment 4: MetaAlert ADR signal detection 

 
Figure 4.7. Recall improvement over time 

 
In this experiment, we aim to evaluate the timeliness of our model with recall measure. 

Recall measure computes the coverage of accurately identified ADR signals by comparing them 

to the gold standard ADRs. When recall increases, it means that more previously unidentified 

ADRs are discovered. Aligning recall measures overtime can reflect the timeliness of proposed 

Data Precision Recall F-measure
Social Media 73.5% 17.8% 28.7%

EHR 80.0% 32.8% 46.5%
FAERS 45.0% 86.0% 59.1%

All 71.0% 90.2% 79.5%
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ADR signal detection method. We divide the dataset by year and incrementally add yearly data to 

test the prediction recall. We compare the recall of adverse drug reaction detection over years.  

Figure 4.7 shows that after bagging, the recall is higher than using any single data source 

consistently from 2009 to 2015. Among three data sources, social media has the lowest recall and 

FAERS has the highest recall. The primary reason is the report numbers from these data sources. 

FAERS collects a very large amount of diverse adverse event reports. However, patients in social 

media only focus on discussing a small set of common adverse events.  As the number of patient 

reports increases, the recall increases. Combining three data sources has a positive impact on recall, 

particularly in Year 2011, 2012, and 2014. In these years, models combining three data sources 

have a higher recall rate than single data source models of next year.  This shows that a combined 

model can identify ADRs not discovered by single data source models of next year, indicating 

earlier detection of ADR signals.  

Although FAERS is the dominant data source in this model, significant associations of 

drugs and events in smaller data sets are not masked by noise or strong signals in FAERS. They 

still make an impact on overall recall in the combined model. This demonstrates that the bagging 

meta-learning strategy can exploit the variations in imbalanced datasets without letting the results 

from the majority data source over-rule the overall performance. This is an advantage of bagging 

over any analysis that disregards the variance in data.  

4.5 Discussions and conclusions 

4.5.1 Improvement of ADR signal detection accuracy 

According to our experiment results, stacking the signal detection algorithms can improve 

the accuracy of ADR signal detection. The random forest stacking classifier results in better 
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prediction of ADR signals based on all the inputs from six base-level signal detection methods. 

This improvement is consistent in all three datasets. The higher precision is contributed by 

exploiting variations in different signal detection methods. 

 Furthermore, bagging the signal detection results from three data sets increases the recall 

of ADR signal detection. Health professionals document adverse drug events based on clinical 

observation from patients, resulting in high precision prediction of adverse drug reactions with 

EHR data. Chronic disease patients in social media provide valid reports of adverse drug events, 

leading to good precision in ADR detection. The recall of ADR signals in social media and EHR 

is low mainly because certain ADRs were not experienced by patients or unobserved by health 

professionals. However, as each data source contains unique ADR signals, bagging method obtains 

a higher coverage of accurate ADR signals. 

4.5.2 Improvement of ADR signal detection timeliness 

Our results shows that combining social media and EHR with FAERS data can increase 

the recall of ADR signal detection. The bagging method benefits the MetaAlert framework by 

increasing the ADR signal recall. As each data source contains unique adverse drug event reports, 

a bagging technique that exploits the variations in data can integrate signals from all the different 

data sources. Although the three data sources in this study are imbalanced, our bagging method 

can successfully identify new signals from smaller datasets. Often times it can identify ADR 

signals earlier than single data source approaches.  

 Byetta (exenatide injection) is a twice-daily injectable drug for the treatment of Type 2 

diabetes. 6 clinical notes in EHR indicate that patients were hospitalized for pancreatitis due to 

Byetta use before 2012. In 2015, FDA confirmed that Byetta causes higher than normal incidences 
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of pancreatic and thyroid disease. Our model is able to identify the adverse drug reaction of Byetta 

with pancreatitis in 2012. Afrezza is an inhaled insulin treatment approved in 2014. According to 

over 200 social media discussions, Afrezza is associated with many adverse events, including 

cough, shortness of breath, weight gain, and oral bleeding, while FAERS has only 21 reports 

regarding Afrezza.  

Social media contains evidence of hazard related to new drugs when FAERS takes longer 

to accumulate reports for these events. Combining the evidence from different sources shortens 

the time needed to detect adverse drug reaction signals. Including more data from different sources 

can effectively improve the timeliness of ADR detection.  

4.5.3 Conclusions 

In this study, we develop an integrated and high performance meta-learning framework for 

pharmacovigilance. Our experiment results show that each signal detection method identifies 

different adverse drug reaction signals and their accuracy varies. We also find that each data source 

for pharmacovigilance has different coverage of adverse drug reaction signals. The existence of 

variance in data sources and in learning methods demonstrates the room for a meta-learning 

process to enhance the adverse drug reaction signal detection performance.  

My research design proposes a stacking method to leverage the variance and reduce 

learning bias in current signal detection algorithm and a bagging method to leverage the variance 

in adverse drug event reports from multiple sources and increase the report coverage. Both 

strategies effectively improve the performance of adverse drug reaction signal detection. Based on 

the experiment results, both social media and EHR contain adverse drug event reports of high 

quality. Although signal detection with these two data sources achieved lower performance in 
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recall compared to with FAERS data, integrating them with FAERS data can improve the accuracy 

and timeliness of ADR signal detection significantly.  

My research contributes to the meta-learning theory by examining the efficacy of bagging 

in exploiting the variance hypotheses space for ADR signal detection and examining the efficacy 

of stacked generalization in exploiting the variance in learning algorithms. We proved that meta-

learning theory is an effective kernel theory to guide information system design for 

pharmacovigilance.  
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5. Conclusions 

Recognizing the significant impact of adverse drug reactions on the healthcare system, 

various stakeholders such as policy makers, healthcare providers, and patients are seeking to 

improve the current pharmacovigilance system. Data driven approaches with text mining and 

machine learning methods have demonstrated tremendous value in health applications and 

improving patient outcomes. This dissertation aimed to develop a text mining and data mining 

framework for pharmacovigilance.  

I have presented three essays which were centered on health informatics and data analytics 

in this dissertation. While each of the three essays draws on a distinct theoretical background and 

methodology, all of them demonstrate the role of information system research in healthcare 

domain from a design science perspective. I advanced the use of EHRs and patient-generated data 

for pharmacovigilance by designing an analytical artifact to unlock drug safety information from 

clinical notes and social media text. I incorporated the meta-learning theory to guide the design of 

the integrated pharmacovigilance framework, which significantly improved the accuracy and 

timeliness of ADR prediction.  The design artifact in my dissertation is an application of business 

analytics and health data analytics. Most studies in business analytics emphasize their implications 

and applications in the contexts of marketing and finance (e.g., Zheng et al. 2012; Abbasi et al. 

2012). This dissertation fills this important research gap of data analytics in healthcare for 

information system and business analytics research. At the same time, most research in health 

informatics is application-driven and lacks theoretical foundations when designing its methods and 

models. The design artifact in my dissertation demonstrates the value of design science research 

paradigm in the health informatics domain.  
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This dissertation leads to several areas of future research centered on health data analytics.  

(1) Health data mining and big data analytics. Health data analytics presents several unique 

opportunities that could have significant practical implications and impacts. While this dissertation 

developed frameworks and methods for pharmacovigilance, there remain many other health 

applications that can leverage big data analytics to increase the capability of analyzing and 

interpreting clinical and research data. One notable application is precision medicine. In January 

2015, President Obama announced the Precision Medicine Initiative (PMI) aimed at engaging the 

research, industry, and patient communities to develop new ways to use patient data, genetic data, 

lifestyle, and environmental information to precisely target interventions for individuals to 

improve health and healthcare.27 Precision medicine involves using observational data in EHR, 

individual patient’s genes, phenotypes, medical history, and lifestyle information to understand 

the comparative effectiveness of different medical interventions. This application requires a 

fundamental rethinking of traditional data mining paradigms that only leverage single data sources.  

Another application is the computational drug repositioning. Computational drug 

repositioning is a promising and efficient tool for discovering new uses for existing drugs and 

holds great potential for precision medicine in the age of big data. The growth of large-scale 

electronic healthcare data, genomic and phenotypic data, as well as data of chemical compounds, 

is enabling new developments for computational drug repositioning. To identify new drug 

indications, advanced data processing and analysis strategies are critical for making sense of these 

heterogeneous data sources. 

                                                
27 https://www.whitehouse.gov/precision-medicine 

https://www.whitehouse.gov/precision-medicine
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(2) Visual analytics in healthcare. As healthcare organizations continue to collect most of  

their information in digital form, the resulting massive collections are creating many data 

challenges from (i) clinicians trying to analyze large amounts of unstructured, and longitudinal 

data to effectively diagnose and monitor progression of a particular disease; (ii) patients who are 

confronted with the difficult task of understanding the correlations between lab tests and their own 

patient-generated health data; to (iii) healthcare organizations who are faced with the problem of 

understanding the nature of disease in broad population, and improving overall operational 

performance while still maintaining the quality of patient care and safety.  There is an emerging 

need to develop data visualization aiming toward decreasing information overload, increasing 

acceptance of information, and improving patients’ understanding of personal health data.  
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