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ABSTRACT 

Constitutivism is a kind of metaethical theory according to which one can explain reasons or 

normativity in terms of what is constitutive of agency. Any constitutivist theory makes three 

basic claims: (1) that some feature is constitutive of agency, (2) that one can explain reasons or 

normativity in its terms, and (3) that doing so has plausible first-order normative implications. I 

consider the paradigmatic constitutivist theories of Christine Korsgaard and J. David Velleman 

and the more recent variant developed by Michael Smith, and I argue that each fails adequately 

to justify at least two of the three basic constitutivist claims. I then argue that a constitutivist 

strategy can nevertheless be adapted to explain the necessary connection between normative 

judgment and motivation. More specifically, I argue that practical deliberation has two 

constitutive features. First, it aims at proceeding in a rational way from premises to conclusions. 

Second, it has an internal connection with motivation: barring weakness of will, people are 

motivated to act in accordance with their deliberative conclusions. Because a person’s normative 

beliefs guide the course of her deliberation, and her deliberation motivates her action, a person 

will be motivated to act in ways that correspond to her normative beliefs, which her sincere 

normative judgments express. This account provides a cognitivist explanation for a phenomenon 

often taken to be the most important evidence for non-cognitivism or expressivism. 
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Chapter 1 

Introduction 

 

This dissertation is about constitutivism in metaethics. Constitutivists argue that we can 

explain reasons or normativity in terms of what is constitutive of agency. A feature is 

constitutive of agency if every agent has it just by virtue of being an agent. Any constitutivist 

theory of this sort has three basic parts: (1) an account of what is constitutive of agency, (2) an 

account of why it makes sense to explain reasons or normativity in terms of what is constitutive 

of agency, and (3) an account of the reasons that we have if that explanation is correct. Each part 

is essential. How so? 

Obviously, for a constitutivist theory to get off the ground at all, constitutivists must 

show that the features they describe are indeed constitutive of agency. Because agents are by 

definition capable of action, constitutivists often determine what is constitutive of agency by first 

determining what is constitutive of action. As we will see, they differ in the features they take to 

be constitutive of agency. Korsgaard (2009) appeals to the aim of self-constitution: every agent 

aims to make herself into a unified agent, one such that her actions express her own practical 

nature or principles rather than the operation of disunified psychic forces within her. Velleman 

(2009) appeals to the aim of self-understanding: every agent aims to make folk-psychological 

sense to herself, and so prefers to act in ways that she could antecedently understand herself 

acting. Smith’s (2013) approach is more indirect. He argues that action constitutively involves 

capacities for theoretical and instrumental rationality. He defines an ideal agent as one who 

maximally possesses and exercises those capacities and then explains the reasons of non-ideal 

agents in terms of the desires of their ideal counterparts. Other constitutivists may identify yet 
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other features as constitutive of agency, or other connections between those features and our 

reasons. 

The second part of a constitutivist theory—that is, an account of why it makes sense to 

explain reasons or normativity in terms of what is constitutive of agency—is equally crucial. The 

nature of agency is apparently a descriptive matter. Whether certain features are constitutive of 

agency is a matter of metaphysical fact, or perhaps a fact about our concepts. Yet just as one 

might hold that what we have normative reason to do is not determined by our human nature, or 

our actual concepts, which may be bad or imperfect in various ways, so one might hold that what 

we have reason to do is not determined by our nature as agents, which may also be bad or 

imperfect, or simply irrelevant (Enoch 2006). The challenge for constitutivists is accordingly to 

explain why what is constitutive of agency has normative significance suitable for explaining 

reasons. 

Constitutivists differ in the explanations they offer. One strategy is to argue that 

explaining reasons in terms of what is constitutive of agency is the best way to meet various 

desiderata on an account of reasons. For example, Velleman (2000e) argues that constitutivism 

provides a way to reconcile two prima facie conflicting desiderata: internalism and objectivity. 

An internalist account of reasons makes an agent’s reasons depend in some way on her motives. 

The advantage of internalist accounts is their ready explanation for why people generally care 

about and are motivated by their reasons. An objective account of reasons says that, at some 

fundamental level, everyone has the same reasons or faces the same normative requirements. The 

advantage of objective accounts is that they can accommodate the common intuition that 

everyone has certain kinds of reasons, in particular those of prudence and morality. Internalism 

and objectivity are in tension because people differ in their motives: for example, some people 
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have desires consonant with morality, while others have desires at odds with morality. Velleman 

argues that constitutivism reconciles internalism and objectivity because it explains reasons in 

terms of a motive that, unlike ordinary desires, is not contingent and interpersonally variable. If a 

motive is constitutive of agency, then every agent has that motive just by virtue of being an 

agent, so reasons defined in terms of it are objective in the sense that everyone necessarily has 

them.1 

Most constitutivists aim to justify familiar moral reasons or requirements. We might see 

them as following through on Kant’s claim, in Groundwork II, that “just because moral laws are 

to hold for every rational being as such,” we must “derive them from the universal concept of a 

rational being as such” (G 4:412).2 However, constitutivists differ in their precise normative 

conclusions. As we will see, Korsgaard attempts to defend Kant’s categorical imperative, 

including both the formula of humanity (i.e., we should treat others as ends rather than merely as 

means) and the formula of universal law (i.e., we should act only on the basis of maxims that we 

could will as universal laws). Smith argues that his constitutivism also justifies robust 

requirements to help and refrain from harming others. By contrast, Velleman’s ambitions are 

comparatively modest. He argues that the aim of self-understanding is pro-moral in the sense that 

it favors the development of, and participation in, social practices characterized by moral themes 

such as universality and impartiality. But he does not think that such practices are guaranteed to 

arise or that, if they do, people will always have most reason to act morally. 

                                                      
1 A constitutivist account of reasons has other prima facie attractions as well. For example, most constitutivists are 

naturalists in the sense that they aim to show how reasons and normativity fit into the natural world as revealed by 

the sciences. See, e.g., Korsgaard (1996b: 160-161). For those who favor an objective account of reasons but find 

themselves wary of non-naturalist metaphysics, constitutivism is a prima facie promising alternative. 
2 Whether the historical Kant should be interpreted as a constitutivist is controversial. For considerations in favor, 

see, e.g., Sensen (2013). My discussion in the chapters to follow is focused entirely on constitutivism in modern 

metaethics, so I set aside questions of Kantian exegesis. 
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 Thus, although constitutivist theories have this three-part structure in common, they 

differ significantly among themselves with respect to the details of each part. For this reason, 

instead of trying to raise problems for constitutivism as such, the following chapters develop a 

series of objections to the particular constitutivist theories developed by Korsgaard, Velleman, 

and Smith.3 One can categorize these objections based on which of the three basic parts of a 

constitutivist theory they target. I have generally focused on whichever part of each theory 

seemed most vulnerable. Moreover, I have tried to offer relatively internal criticisms, by which I 

mean those that even someone sympathetic to the general constitutivist framework, and indeed to 

the particular assumptions of the theorist in question, should acknowledge as problems. For 

example, in my discussion of Korsgaard’s regress arguments for the value of humanity, I grant 

her metaethical assumption that if all rational agents were committed to valuing humanity after 

sufficient reflection, it would follow that humanity is valuable. Instead, I argue that her account 

of the dynamics of reflection commits a logical fallacy—it begs the question—and thus fails on 

its own terms. My hope is that these objections will prove more powerful by virtue of avoiding, 

insofar as possible, metaethical assumptions that constitutivists themselves would reject. 

                                                      
3 I do not consider Katsafanas’s (2013) “Nietzschean constitutivism” in any detail. Although his theory is thoroughly 

developed and clearly explained, it differs from the constitutivist theories of Korsgaard, Velleman, and Smith in two 

fundamental ways. First, the latter constitutivists appeal to features that they argue are constitutive of agency as 

such, whereas Katsafanas (2013: 241) appeals to a psychological feature—the aim of power, or of overcoming 

resistance in the pursuit of ends—that he argues is constitutive of distinctively human agency. This aim is a 

contingent feature of human psychology: “We might have evolved differently . . . If that had happened, we would be 

subject to different normative claims” (2013: 241). Second, in order to establish the normative significance of the 

aims constitutive of human agency, Katsafanas (2013: 39) relies on the more general metaethical principle that aims 

provide reasons. He does not justify this principle in constitutivist terms, and he does not think that only constitutive 

aims provide reasons (2013: 187). Thus, to my mind, we best interpret his Nietzschean constitutivism as a sort of 

Humean theory—we have reason to take the means to achieve our aims—combined with the claim that, in light of 

deep but contingent features of human psychology, every human being has a certain substantive aim, which on 

account of its psychological inescapability has some priority over other aims in cases of conflict (2013: 183-200). A 

theory of this sort is not obviously unpromising, but it calls for a different sort of investigation, namely one based on 

the empirical study of human psychology rather than the philosophical study of agency as such, and also one 

focused on substantive ethics rather than the metaethical project of explaining the nature of reasons or normativity. 

Accordingly, I set it aside without prejudice for the purposes of this dissertation. 
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Of course, a limitation of this approach is that it leaves open the possibility that 

constitutivists can revise their theories, or develop better ones, in order to avoid the particular 

problems that I have identified. But that is also a virtue: my approach provides concrete 

suggestions for improvement in future constitutivist theorizing. Moreover, it may serve in two 

ways as a prolegomenon to a philosophical rejection of constitutivism as such. First, inductively: 

if each particular constitutivist theory faces one or more serious problems, that is some reason to 

think that the constitutivist approach itself is unpromising. Second, the objections to particular 

constitutivist theories may reveal common themes that indicate problems for constitutivism as 

such. For example, constitutivists may have difficulty explaining why the constitutive features of 

agency, whatever they are, have such fundamental normative significance that it makes sense to 

explain reasons or normativity in their terms. In the chapters that follow, I will sometimes 

suggest the implications of my objections for constitutivism as such. 

 The discussion so far has been largely critical. However, this dissertation also includes a 

constructive component. Even if constitutivism turns out to be unpromising as a full-fledged 

metaethical theory, the nature of agency—its constitutive features—may nevertheless shed light 

on other issues in metaethics.4 In my final chapter, I explore one such possibility. Non-

cognitivism is the view that normative judgments express, not beliefs, but rather intrinsically 

motivating attitudes similar to desires. A very influential argument for non-cognitivism is based 

on the thesis of normative judgment internalism (NJI), according to which, necessarily, people 

are motivated to do what they judge that they have most reason to do, at least to some degree and 

in normal circumstances (e.g., in the absence of general motivational disorders such as 

depression). Non-cognitivism seems uniquely well-placed to explain NJI: if normative 

                                                      
4 Some non-naturalists have had this thought. See, e.g., FitzPatrick (2005: 688-691) and Enoch (2006: 194-196). 
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judgments express intrinsically motivating attitudes of approval or disapproval, then the 

necessary connection between normative judgment and motivation is straightforward. By 

contrast, cognitivists (who hold that normative judgments express beliefs) struggle to explain 

NJI. Some say that normative judgments express “besires,” mental states that combine the 

representational character of beliefs with the motivational character of desires. Others argue that 

normative beliefs are ordinary beliefs but with a special content that explains why NJI is true.5 

Yet others reject the putatively necessary connection between normative judgment and 

motivation in favor of a reliable contingent connection; for example, most people may have a de 

dicto desire to do what they have most reason to do. 

 None of these cognitivist responses to the argument from NJI to non-cognitivism is 

wholly satisfactory. Besires seem ad hoc and at odds with commonsense psychology. Accounts 

of the content of normative judgments that would explain NJI are often hugely controversial. 

And the last option, externalism, arguably fails to do justice to the extremely tight connection 

between normative judgment and motivation. In the final chapter, I argue that the capacity for 

practical deliberation is constitutive of rational agency and that an account of what is constitutive 

of practical deliberation (including unconscious deliberation) enables an alternative cognitivist 

explanation of NJI. In particular, I argue that practical deliberation has two relevant features: (1) 

it constitutively involves the aim of proceeding rationally from premises to conclusions—

roughly, of figuring out what one has reason to do—and (2) it can motivate action or intention-

formation without the assistance of external sources of motivation such as a desire to do what 

one has most reason to do. 

                                                      
5 For example, Michael Smith (1994) argues that normative beliefs are beliefs about what one’s ideal adviser would 

want one to want, and that rational people are motivated by such thoughts because they recognize that their ideal 

adviser is better situated for making good decisions than they are. 
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Put together, these two features of practical deliberation can explain NJI. When we 

deliberate, we rely on our normative beliefs in order to reach a conclusion about what we have 

most reason to do. Because deliberation intrinsically motivates action or intention-formation, we 

are then motivated to act accordingly, at least in normal circumstances. Thus, by locating the 

relevant necessity in the nature of rational agency—specifically, in the constitutive features of 

practical deliberation—rather than in the nature of the attitudes expressed by normative 

judgments, we can explain how NJI can be true even if normative judgments express perfectly 

ordinary beliefs with precisely the content they seem to have, namely, propositions about one’s 

reasons. Or so I will argue. In any case, this proposal is one example of how those who reject 

constitutivism as a full-fledged metaethical theory may be able to employ constitutivist insights 

to solve other metaethical problems. 
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Chapter 2 

Korsgaard’s Constitutivist Arguments 

 

Korsgaard’s theorizing is notable for her development of two striking reinterpretations of 

traditional Kantian arguments for the categorical imperative. The first is her regress argument 

for the value of humanity, which she first advanced in The Sources of Normativity (1996b: 120-

126) and continues to endorse in Self-Constitution (2009: 20-25).6 This argument aims to show 

that everyone is committed to valuing humanity as the source of all value and could in principle 

realize this upon sufficient reflection. It aims to establish Kant’s Formula of Humanity, 

according to which we should treat others as ends and never merely as means (G 4:429). 

Korsgaard’s second argument is her self-constitution argument, foreshadowed in The Sources of 

Normativity (1996b: 225-233) and developed at length in Self-Constitution. It aims to show that 

action constitutively involves a commitment to acting only on the basis of principles that one can 

endorse as universal laws for all rational agents. The self-constitution argument thus aims to 

establish Kant’s Formula of Universal Law (G 4:421).7 

 Korsgaard’s arguments are constitutivist arguments. Constitutivism is a metaethical 

theory according to which one can explain reasons or normativity in terms of what is constitutive 

of agency.8 Any such theory makes three basic claims. First, the Constitutive Claim is that some 

feature is constitutive of agency in the sense that any agent has that feature just by virtue of being 

                                                      
6 In Part 2 of the chapter I call this argument “Korsgaard’s Argument” and distinguish it from a superficially similar 

argument that she attributes to Kant, which I call “Kant’s Argument” (without taking a stand on whether 

Korsgaard’s interpretation of Kant is correct). 
7 Korsgaard sometimes presents her arguments as interpretations of Kant’s own arguments. For example, she 

describes (1996b: 122) her regress argument as “just a fancy new model” of Kant’s argument for the Formula of 

Humanity, at least as she interprets that argument (1996a). I will set aside this exegetical issue in order to focus on 

the merits of Korsgaard’s arguments considered on their own, as contributions to contemporary moral philosophy.  
8 Other defenders of constitutivism include Velleman (2009) and Smith (2013, 2015). 
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an agent. Because a defining characteristic of agents is their capacity for action, constitutivists 

often determine what is constitutive of agency by determining what is constitutive of action. 

Second, the Normativity Claim is that we can explain reasons or normativity in terms of that 

feature. Finally, the Content Claim is that doing so has some specified first-order normative 

implications, typically including recognizably moral requirements. Constitutivist theories differ 

among themselves with respect to each claim. As we will see, both Korsgaard’s self-constitution 

argument and her regress argument begin with the same feature of action, namely the way in 

which we seem to “step back” from our desires and reflect upon whether to endorse them as a 

basis for action. In conjunction with some other premises, she draws conclusions (in the self-

constitution argument) about what is constitutive of action and (in the regress argument) about 

what any sufficiently reflective agent will value. 

It is worth noting that Korsgaard’s presentation of the regress argument in The Sources of 

Normativity preceded the self-consciously constitutivist characterization of her theory in Self-

Constitution, and it has often been interpreted in a non-constitutivist light. More specifically, we 

can distinguish between two ways of interpreting the former argument: (1) as a straightforward 

philosophical argument to the effect that anyone who values anything at all is logically 

committed to valuing humanity as the source of all value, and (2) as a somewhat more 

complicated argument that any sufficiently reflective agent, given Korsgaard’s substantive 

account of rational agency, will value humanity as the source of all value—even if a reflective 

agent is not committed to that conclusion by virtue of logic alone.9 The latter, distinctively 

                                                      
9 For an example of the former, consider Gibbard’s (1999: 143) interpretation of Korsgaard as arguing that “anyone 

who reasons what to do and why must acknowledge moral claims, on pain of contradiction in his maxims for action. 

This is what we might call a moral logicism: just as mathematical logicists hold that mathematics is part of logic, so 

Korsgaard appears to hold that morals are part of the very logic of what to do.” He considers (1999: 143) but sets 

aside the possibility that Korsgaard is invoking “some form of nonlogical necessity” instead of logic, or rather in 

addition to it. I believe the latter interpretation is correct: the non-logical necessity in question is a matter of what is 

constitutive of action and agency, in Korsgaard’s view. 
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constitutivist interpretation of the regress argument is important because the argument could be 

correct on that interpretation even if incorrect on the non-constitutivist interpretation.  

Accordingly, in this chapter, I consider both of Korsgaard’s arguments. Part 1 presents 

three objections to Korsgaard’s self-constitution argument. The first objection is that the 

experience of stepping back from our desires and deciding whether to endorse them, which 

Korsgaard describes as accompanying all action, does not in fact accompany action during so-

called “flow” experiences (Csikszentmihaly 1990). The second objection is that Korsgaard’s 

additional premise that reasons have “public” or agent-neutral normative force is unjustified 

because we can at least equally well explain the interpersonal phenomena (e.g., shared 

deliberation) for which she claims public reasons are necessary in terms of “private” or agent-

relative reasons instead. The third objection is that, even if reasons were public, that fact would 

only support Korsgaard’s claims about how we should act, not her claims about what is 

constitutive of action. To my knowledge, the first and third objections are new to the critical 

literature about Korsgaard. The second objection is worth including because discussions of 

Korsgaard’s argument for the publicity of reasons have tended to focus on her apparent appeal in 

The Sources of Normativity (1996b: 134-145) to Wittgenstein’s argument that language must be 

public.10 She does not rely on Wittgenstein’s argument in Self-Constitution, so it is worth briefly 

considering the plausibility of her other arguments on their own terms.11 

Part 2 is a longer critical assessment of Korsgaard’s regress argument, which strikes me 

as more promising (on its constitutivist reading) but ultimately no more successful at establishing 

a constitutivist foundation for Kant’s categorical imperative. Korsgaard here claims that rational 

                                                      
10 See, e.g., LeBar (2001), Gert (2002). 
11 Korsgaard (2009: 196 n. 12) says that in her earlier work she intended to be making an analogy with 

Wittgenstein’s argument rather than inferring the publicity of reasons directly from (the success of) Wittgenstein’s 

argument. 
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agency has three important constitutive features: the reflective structure of human consciousness 

(we must step back from our desires and endorse them before we act on them), the necessity of 

action (we must act), and the need for justification (in order to endorse a desire as a basis for 

action, we must regard doing so as justified). She then argues that, given this conception of 

agency, any sufficiently reflective agent will value humanity as the source of all value. I believe 

that Korsgaard has the resources to meet many of the objections that critics have made to her 

regress argument. However, as I describe below, the argument ultimately succumbs to an even 

more serious objection: at a crucial stage, it begs the question in favor of the value of humanity.  

 

Part 1: Korsgaard’s Self-Constitution Argument 

Korsgaard’s self-constitution argument has two main parts. In the first part, she argues 

(2009: 72-80) that action constitutively involves endorsing a universal principle. In other words, 

whenever we act, we always act on the basis of a principle (or maxim) that commits us to acting 

in the same way on all relevantly similar occasions; we never choose to act in a particular way 

“just this once”.12 Korsgaard defends this conception of action on the grounds that it is necessary 

to explain our experience of practical deliberation, in which we seem to step back from our 

desires and choose whether to endorse them as a basis for action. She writes: 

 

[D]etermining yourself to be a cause is not the same as being moved by something 

within you, say some desire or impulse . . . operating as a cause. When you 

                                                      
12 Which occasions are relevantly similar depends on the content of the principle. Korsgaard (2009: 73-74) allows 

that the principles on which we act are rarely fully specified in advance. Instead, they include an implicit 

acknowledgment of exceptions that one has not considered, but in light of which one could further specify the 

principle. A fully specified principle incorporates all considerations relevant for action, so it will be very specific 

indeed (2009: 73). 
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deliberate, when you determine your own causality, it is as if there is something 

over and above all of your incentives, something which is you, and which chooses 

which incentive to act on. So when you determine your own causality you must 

operate as a whole, as something over and above your parts, when you do so. And 

in order to do this . . . you must will your maxims as universal laws. (2009: 72) 

 

Call this the agency experience. How does it show that action constitutively involves endorsing 

universal principles? Korsgaard argues that distinguishing ourselves from our desires in this way 

requires making commitments with implications for how we would act if our desires were 

different. For example, if I choose to go to the dentist today, then in order for me to experience 

that decision as my choice (i.e., the choice of something that steps back from my desires and 

decides among them) rather than merely the operation of the strongest desire within me, I must 

think that I would make the same choice even if my desires were different—even if, say, my 

anxiety about having a cavity filled were stronger (2009: 77). The fact that I would act the same 

way (or at least try to do so) even if my desires were different shows that my desires are not what 

determines my action. Thus, Korsgaard concludes, whenever we act, we endorse a universal 

principle of some sort, which carries just such commitments for action in other circumstances. 

This is not first of all a substantive normative requirement, but instead a claim about the nature 

of action: it’s just how action works. 

Korsgaard describes this conclusion in terms of “self-constitution” because she holds that 

the most important form of human identity is what she calls practical identity. A practical 

identity is “a description under which you value yourself and find your life worth living and your 

actions to be worth undertaking” (2009: 20). It is your self-conception, which Korsgaard often 
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characterizes in terms of roles such as “spouse” or “professor”. A practical identity is roughly a 

set of principles, “the dos and don'ts of being a teacher or a citizen, say” (2009: 21). These 

principles determine both what you see as a reason to act and (unless you repudiate the principle) 

which action you take (2009: 107). Whenever you act, she argues, the principle that you endorse 

as the basis of your action becomes part of your practical identity. In that sense, action is self-

constitution. 

The second step of Korsgaard’s argument is to establish the scope of these universal 

principles. One possibility is that they are principles that we could endorse ourselves acting upon 

in all relevant circumstances; they apply universally across one’s own life. Call these personal 

principles. Another possibility is that they are principles that we could endorse everyone acting 

upon in all relevant circumstances; they apply universally across everyone’s lives. Call these 

universal laws.13 This difference is important because acting on the basis of personal principles 

is clearly compatible with injustice. For example, I might endorse the principle of always 

breaking a promise when doing so is to my advantage. This principle is not inconsistent. 

However, if action constitutively involves endorsing universal laws, then I could not endorse that 

principle unless I could endorse everyone breaking their promises when it is to their advantage. 

Of course, Kant (G 4: 422) claims that we cannot consistently universalize such a principle 

because it would destroy the very practice of promise-keeping that it proposes to exploit. Thus, 

in order for Korsgaard’s self-constitution argument to show that Kant’s categorical imperative 

                                                      
13 One might object that these possibilities are not exhaustive. I might, for example, endorse a principle that applies 

to all philosophers, rather than to all rational agents or only to myself. A plausible response on behalf of Korsgaard 

is to argue that these middle-ground positions are implausible when what is at stake is the very nature of action, 

which could hardly vary with one’s choice of career. Personal principles and universal laws seem prima facie more 

likely to capture the nature of the universal principles that (if Korsgaard is right) action constitutively involves. 
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(specifically the Formula of Universal Law) is constitutive of action, she needs to show that 

action always involves endorsing universal laws rather than merely personal principles. 

To meet this challenge, Korsgaard (2009: 188-206) argues that reasons are essentially 

“public” in the sense that other people’s reasons have normative significance for us in the same 

way that our own reasons do. The contrast is with “private” reasons that have normative force 

only for one person (2009: 191).14 She argues that the publicity of reasons is necessary to make 

sense of various interpersonal phenomena including (1) the possibility of shared deliberation (in 

which people deliberate together and reach a collective conclusion about what to do) and (2) our 

tendency to do what people ask or tell us to do or else offer a reason why we refuse.15 If reasons 

are in this way public, Korsgaard argues, then the universal principles on which we act must be 

ones that we could endorse as principles of action for everyone (i.e., as universal laws) rather 

than for ourselves alone (i.e., as personal principles). The overall conclusion of the self-

constitution argument is that a commitment to Kant’s categorical imperative is constitutive of 

action itself. 

However, both parts of the self-constitution argument are problematic. Consider the 

argument from the agency experience to the claim that action constitutively involves endorsing 

universal principles. I will suggest one objection.16 At least at first glance, not all cases of action 

involve the agency experience. Perhaps the best example is that of so-called flow experiences, in 

which people are fully engaged and occupied by a task. Flow experiences are characterized by an 

                                                      
14 Korsgaard (2009: 191) says that public reasons are “roughly the same as what are sometimes called objective, or 

agent-neutral reasons,” and that private reasons are likewise related to “subjective or agent-relative reasons.” 
15 See also Korsgaard (1996b: 134-145). 
16 See Tubert (2011) for other important objections to this part of Korsgaard’s argument. 
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absence of both conscious deliberation and consciousness of the self. Csikszentmihaly (1990: 53) 

writes:17 

 

When all of a person's relevant skills are needed to cope with the challenges of a 

situation, that person's attention is completely absorbed by the activity. There is no 

excess psychic energy left over to process any information but what the activity 

offers. All the attention is concentrated on the relevant stimuli. 

  As a result, one of the most universal and distinctive features of optimal 

experience takes place: people become so involved in what they are doing that the 

activity becomes spontaneous, almost automatic; they stop being aware of 

themselves as separate from the actions they are performing. 

 

And: 

 

In normal life, we keep interrupting what we do with doubts and questions. 'Why 

am I doing this? Should I perhaps be doing something else?' Repeatedly we 

question the necessity of our actions, and evaluate critically the reasons for 

carrying them out. But in flow there is no need to reflect, because the action carries 

us forward as if by magic. (1990: 54) 

 

In flow experiences, people do not experience themselves as stepping back from their desires and 

choosing whether to endorse them. They do not have the agency experience. Instead, they 

                                                      
17 I first found these passages quoted in Velleman (2007). 



23 

 

respond directly and immediately to the stimuli presented by the world. So even if Korsgaard 

were correct that having the agency experience requires acting on the basis of universal 

principles, it would not follow that acting on the basis of universal principles is constitutive of 

action, for not all action involves the agency experience. Indeed, because flow experiences are 

actions but do not involve that experience, it follows that acting on universal principles is not 

constitutive of action. 

Could Korsgaard argue that the movements undertaken during flow experiences are not 

really actions? It is not impossible to imagine refining the category of action in light of greater 

understanding of the mechanisms that underlie it. In this case, however, the claim seems ad hoc. 

Unlike mere reflexes such as kicking one’s leg when the doctor taps it with a hammer, flow 

experiences involve genuine responsiveness to reasons and a sense of being in control of one’s 

behavior. Moreover, the claim that such movements are not actions would be at odds with 

Korsgaard’s aim of showing that Kant’s categorical imperative has authority over us because 

action constitutively involves a commitment to it. If movements during flow experiences were 

not actions, then those movements would not be under the authority of moral principles. But that 

implication is clearly false. When athletes have flow experiences, for example, they are still 

bound by moral rules against cheating or harming their opponents. If they act badly, we feel 

resentment or indignation at them, and we expect them to respond with guilt or remorse. Thus, 

given the larger ambition of her self-constitution argument, Korsgaard cannot plausibly deny that 

movements undertaken during flow experiences are actions.  

Another possible response is to argue that people having flow experiences have a weaker 

version of the agency experience. Perhaps they do not consciously deliberate about their desires, 

but they still experience themselves as something distinct from their desires that chooses whether 
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to endorse them. However, if Csikszentmihaly’s (1990: 53) claim that during flow experiences 

people “stop being aware of themselves as separate from the actions they are performing,” it 

seems incompatible with even a weak version of the agency experience. Korsgaard might argue 

that he (1990: 53) overstates the “almost automatic” character of flow experience actions. But in 

my own experience, absorption in activities of this sort does at least occasionally involve a 

genuine cessation of self-consciousness. Consequently, I think the burden is on Korsgaard to 

show that this appearance is somehow mistaken or else compatible with the claim that action 

constitutively involves endorsing universal principles.  

However, even if we grant Korsgaard’s claim about the nature of action, the second part 

of the self-constitution argument, which aims to show that these principles must be universal 

laws (applying to everyone) rather than personal principles (applying only to oneself), is 

independently problematic. Recall that Korsgaard’s strategy is to argue that reasons are 

essentially public in the sense that other people’s reasons have normative significance for us just 

as our own reasons do.18 “[O]n the public conception I must take your reasons for my own” 

(2009: 192). Korsgaard defends this claim by appealing to various interpersonal phenomena 

including (1) the possibility of shared deliberation (in which people deliberate together and reach 

a collective conclusion about what to do) and (2) our tendency to do what people ask or tell us to 

do or else offer a reason why we refuse. Though I will not attempt to reconstruct her argument in 

                                                      
18 The structure of Korsgaard’s argument is a bit unclear on this point. After arguing that action constitutively 

involves endorsing universal principles, she says (2009: 80) that getting from this conclusion to the claim that action 

constitutively involves a commitment to Kant’s categorical imperative requires establishing two further claims: (1) 

that (in my terminology) action constitutively involves endorsing universal laws rather than personal principles, and 

(2) that reasons are public. This passage suggests the possibility that the publicity of reasons is not meant to support 

universal laws over personal principles (as the kind of principles constitutively involved in action) by itself. 

However, though Korsgaard promises to return to both issues in chapter 9 of Self-Constitution, I can only find 

arguments for the publicity of reasons in that chapter. Therefore, I interpret her as arguing from the publicity of 

reasons to the claim that action constitutively involves endorsing universal laws rather than personal principles. If 

this is incorrect, then the objection is that Korsgaard offers no justification at all for the latter claim. 



25 

 

detail here, it appears at best inconclusive because of the availability of alternative explanations 

for these phenomena. Our tendency to do what people ask us to do or else offer a reason why we 

refuse may simply reflect the courtesy or sociability that many people exhibit, rather than any 

tendency to regard their reasons as normative for us. Alternatively, we may regard their reasons 

as normative for us only because we accept certain substantive moral principles (e.g., of 

benevolence).  

What about shared deliberation? We engage in what Korsgaard calls shared deliberation 

when we aim “to find (or construct) a shared good, the object of our unified will, which we will 

then pursue by a shared action” (2009: 192). To do this, “each of us has to adopt the other’s 

reasons as her own, that is, as normative considerations with a bearing on her own case” (2009: 

192). For example, if we are trying to schedule a meeting, then I must take the fact that you are 

busy on a certain afternoon as a reason for me to propose a different time even if it is somewhat 

less convenient for me (2009: 192-193). If instead I treat your reasons as “nothing to me” 

because “all that counts is that a certain time is good for me,” then we are not engaged in shared 

deliberation (2009: 193). Likewise, if I regard your reasons only as “tools and obstacles” for 

getting you to do what is best for me, then we are not engaged in shared deliberation (2009: 194). 

So understood, shared deliberation is clearly possible. However, it is difficult to see why people 

could not engage in shared deliberation on the basis of private reasons that favor cooperating 

with others. Shared deliberation is an activity in which we accord normative significance to the 

reasons of those with whom we deliberate, and one can have private reasons to engage in that 

activity.  

Korsgaard (2009: 194) claims that if reasons were private, then all interactions would be 

“a kind of war, or combat” in which each party attempts to manipulate the other. This conclusion 
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does not follow because non-instrumental concern for the other's reasons can result from the 

content of one's private reasons (e.g., one's concern or respect for the other person) even if it is 

not built into the nature of reasons as such (i.e., as public). Though my private reasons have 

normative force (at least in the first instance) only for me, they are not necessarily self-interested. 

This is particularly so on Korsgaard’s own view, according to which our reasons depend on the 

principles that make up our practical identities (1996b: 101). If reasons are private, then my own 

practical identity fully determines my reasons; other people’s reasons have no normative 

significance for me by default, just by virtue of being reasons. But the content of the principles 

that make up my practical identity, and thus what I have reason to do, may be as other-regarding 

as one may wish. For example, I might think of myself as a good friend, one who engages in 

shared deliberation with other friends in order to decide together what we should do rather than 

manipulating the group into serving my private interests. If so, then I attach normative weight to 

my friends’ reasons not because they are (public) reasons, but because I am their friend.19 

Korsgaard (2009: 202) considers the objection that “you can decide to interact with 

someone in Kantian fashion [i.e., to engage in shared deliberation] because you care about them” 

and responds: 

 

                                                      
19 Korsgaard (2009: 199) also argues that it is incoherent to claim that we should act on the basis of private reasons 

because (1) our private reasons (if we had any) derive from our practical identity but (2) our practical identity 

depends on which principles we endorse as a basis for action and therefore cannot without circularity provide the 

reasons in light of which we endorse some principles rather than others. However, if we already have a practical 

identity, then it is not circular to explain our private reasons in terms of our existing practical identity. Perhaps one’s 

first practical identity is not acquired for reasons but rather as a result of non-rational habituation during childhood. 

Alternatively, Korsgaard (1996b: 123) argues that we are unavoidably committed to valuing our practical identity as 

human. If so, then we are never in a position in which we have no practical identity and thus no private reasons on 

the basis of which to act. We can justify our other practical identities by appealing to the value of humanity in the 

way that Korsgaard (1996b: 120-121) describes. (I criticize Korsgaard’s regress argument in Part 2 of this chapter, 

so I mention it only in an ad hominen spirit here.) Finally, if it were impossible to accommodate private reasons 

using Korsgaard’s account of reasons in terms of our practical identities, then one might simply take that as grounds 

to explain reasons not in terms of practical identity but instead, e.g., in terms of one’s desires. 
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But it doesn't work that way: it is not that I decide that because I love or respect 

someone I will accord normative force to his reasons. It's rather that finding myself 

loving or respecting someone, I simply do accord normative force to his reasons. 

 

But the defender of private reasons need not be committed to the voluntarism that Korsgaard 

finds objectionable. The claim is that we treat others' reasons as normative for us when and 

because we have private reasons for doing so. It does not matter whether we can “decide” to treat 

their reasons as normative for us or whether, given our private reasons, we simply do accord 

normative weight to them. So the assumption that reasons are public does not seem necessary to 

explain the possibility of shared deliberation either. 

Even so, suppose that we grant for the sake of argument that reasons are public in the 

sense described. A further difficulty is whether the publicity of reasons would show that the 

universal principles constitutively involved in action are universal laws (i.e., applying to 

everyone) as opposed to personal principles (i.e., applying only to oneself). It is important to 

distinguish two possible implications of the publicity of reasons. First, it could affect the content 

of the personal principles on which we should act. If other people’s reasons have normative 

significance for me, then I should endorse personal principles that reflect that significance. One 

way to do so is to adopt the regulative personal principle of acting only on the basis of principles 

that I can endorse as universal laws. In this case, action constitutively involves endorsing 

personal principles, but the publicity of reasons favors some personal principles over others. Call 

this the content conclusion. Second, however, the publicity of reasons could affect the nature of 

action rather than merely the content of the principles on which we should act. It could show that 
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action constitutively involves endorsing principles as universal laws. Call this the structural 

conclusion. 

Korsgaard is clearly committed to the structural conclusion. She aims to show that a 

commitment to Kant’s categorical imperative is constitutive of action, such that unjust action is 

defective action and unjust people are defective agents (2009: 161). This conclusion is important 

because she argues that constitutive aims are immune to skeptical challenges to their authority 

(2009: 29). If action constitutively involves following (or trying to follow) Kant’s categorical 

imperative, then it does not make sense to ask for a justification for following that principle. To 

be engaged in action just is to follow that principle, and because action is unavoidable for us as 

long as we are agents (2009: 1-2), so is following Kant’s principle. The content conclusion does 

not support these claims. On that model, action constitutively involves endorsing personal 

principles and, because of the publicity of reasons, we should adopt Kant’s categorical 

imperative as a regulative personal principle. The unjust person fails to take due account of other 

people’s reasons, but she is not any less an agent engaged in action, and nothing in the nature of 

action precludes her from coherently questioning the authority of morality. 

 The publicity of reasons plausibly justifies the content conclusion. If reasons are public, 

then other people’s reasons are normative for us, so we should choose personal principles that 

take them into account. One way to do so is to adopt Kant’s categorical imperative as a 

regulative personal principle. However, the publicity of reasons does not plausibly justify the 

structural conclusion. Korsgaard argues that action constitutively involves endorsing universal 

principles because this fact is required to explain the agency experience. It explains the agency 

experience because we can distinguish ourselves from the desires on which we act on particular 

occasions by committing ourselves (via universal principles) to acting in the same way even if 
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our desires were different. That commitment shows that our action is not determined simply by 

our desires, but instead by us as agents distinct from our desires. However, even if reasons are 

public, nothing about this explanation suggests that, in order to explain the agency experience, 

action must involve endorsing principles as universal laws. Commitment to personal principles 

appears sufficient to distinguish ourselves from the desires on which we act, even if our 

principles are unjust by virtue of not giving due weight to the reasons of others.20 I know that it is 

I who breaks my promises when self-interest beckons because I would still break them (or at 

least try to do so) even if my desires were different, such as if I were anxious about the prospect 

of being caught. 

Korsgaard does not appear cognizant of the gap between the content conclusion and the 

structural conclusion. At least, she offers no explicit argument to show why the publicity of 

reasons affects the nature of action (i.e., the structural conclusion) rather than merely which 

personal principles we should endorse (i.e., the content conclusion). Yet establishing the 

structural conclusion is essential to her claim that a commitment to Kant’s categorical imperative 

is constitutive of action. In the absence of some plausible way to bridge this gap, and in 

conjunction with the previous two objections, Korsgaard’s self-constitution argument appears 

unsuccessful. At least, the burden of proof is on its defenders to show how these objections can 

be overcome. In the meantime, let us consider Korsgaard’s arguments for a different version of 

Kant’s categorical imperative: the Formula of Humanity. 

                                                      
20 See FitzPatrick (2013: 56-59) for a related argument. He grants Korsgaard’s claim that action constitutively 

involves endorsing universal laws, but he rejects her thesis about the publicity of reasons, so he concludes that she 

does not establish that a commitment to morality is constitutive of action. For example, without the publicity of 

reasons, Korsgaard cannot rule out actions based on universal laws prescribing (universal) egoism. My argument is 

different because (1) I claim that Korsgaard’s argument does not establish that action constitutively involves 

endorsing universal laws as opposed to personal principles and that, as a result, (2) even if we grant the publicity of 

reasons for the sake of argument, her conclusion that action constitutively involves a commitment to Kant’s 

categorical imperative still does not follow. 
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Part 2: Korsgaard’s Arguments for the Value of Humanity 

In The Sources of Normativity (1996b), Korsgaard argues that anyone who values 

anything at all is committed to valuing humanity as the source of all value. Following Kant, 

Korsgaard (1996a: 110-114) identifies humanity, or rational nature, with the capacity to set ends 

freely through the exercise of practical reason rather than following ends given by instinct. She 

(1996b: 92) postpones a detailed account of what valuing humanity requires, but the general idea 

is that we must harmonize our ends with those of others, attaching normative weight to their ends 

as well as to our own. “Enlightenment morality is true,” she concludes. “Human beings are 

valuable” (1996b: 123). Moreover, anyone can recognize this truth upon sufficient reflection: 

“any reflective agent can be led to acknowledge that she has moral obligations” (1996b: 125). 

 Korsgaard offers two arguments for this striking claim. One of them she attributes to 

Kant; call it Kant’s Argument. The other, Korsgaard’s Argument, she describes as “just a fancy 

new model” of Kant’s argument, which she says presents the same argument as Korsgaard’s 

Argument but “in a much simpler form” (1996b: 122).21 Perhaps as a result, some critics (e.g., 

Regan 2002) have rejected Korsgaard’s arguments for the value of humanity after consideration 

of Kant’s Argument alone. If it were as similar to Korsgaard’s Argument as she suggests, then 

this might be no problem. But Korsgaard undersells her accomplishment: her version of the 

argument is significantly different. In particular, it avoids one of the most controversial premises 

of its predecessor. Thus, I have two aims in Part 2 of this chapter. The first is to highlight a 

serious problem with Kant’s Argument and to explain how Korsgaard’s Argument avoids it. The 

second is to show that, despite its promise, Korsgaard’s Argument ultimately begs the question 

                                                      
21 For critical discussion of what I am calling Kant’s Argument, see, e.g., Gaut (1997), Gibbard (1999), Kerstein 

(2001), Regan (2002), FitzPatrick (2005), and Langton (2007). For critical discussion of Korsgaard’s Argument, see, 

e.g., Cohon (2000), Kerstein (2001), Gowans (2002), FitzPatrick (2005), and Street (2012). 
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in favor of the value of humanity. It thus fails in a way that even those sympathetic to 

Korsgaard’s general metaethical approach should acknowledge. 

 

I. KANT’S ARGUMENT 

 Korsgaard summarizes Kant’s Argument as follows: 

 

[Kant] started from the fact that when we make a choice we must regard its object 

as good. . . . He asked what it is that makes these objects good, and, rejecting one 

form of realism, he decided that the goodness was not in the objects themselves. 

Were it not for our desires and inclinations . . . we would not find their objects 

good. Kant saw that we take things to be important because they are important to 

us—and he concluded that we must therefore take ourselves to be important. In 

this way, the value of humanity itself is implicit in every human choice. If 

complete normative skepticism is to be avoided—if there is such a thing as a 

reason for action—then humanity, as the source of all reasons and values, must be 

valued for its own sake. (1996b: 122) 

 

I begin with three comments for clarification. First, although Korsgaard attributes this argument 

to Kant, that claim is controversial.22 Some scholars (e.g., Guyer 1998, Wood 1998, Langton 

2007) interpret Kant differently. My aim in this part of the chapter is to assess the two arguments 

that Korsgaard presents for the value of humanity (i.e., what I am calling Kant’s Argument and 

Korsgaard’s Argument), so I set aside the exegetical question of whether Kant’s Argument really 

                                                      
22 Korsgaard (1996a) defends Kant’s Argument at length as an interpretation of Kant’s argument for the Formula of 

Humanity.  
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is, as Korsgaard claims, Kant’s argument. Thus, I will speak of Kant’s Argument as being made 

by Korsgaard rather than by Kant. 

Second, although Korsgaard refers in the quoted passage to “our desires and inclinations” 

as the explanation for why we find the objects of our choices good, she elsewhere emphasizes 

that this explanation is incomplete because we sometimes disapprove of our desires and their 

objects (1996a: 121). Strictly speaking, her claim is that we regard the objects of our choices as 

good because we choose them: “we are supposing that rational choice itself makes its object 

good” (1996a: 122). Desires are relevant because they present their objects as candidates for 

choice. If we endorse a desire and choose its object, then we regard that object as good because 

we choose it. If we repudiate a desire, refusing to choose as it beckons, then we will not regard 

its object as good despite our desire for it. Korsgaard (1998: 51-52) holds that we typically 

choose to do what we desire to do unless another consideration, such as morality or prudence, 

dictates otherwise. So our desires can explain why we regard something as good in a derivative 

way, by influencing our choices, which we regard as “value-conferring” (1996a: 122). 

Third, in both Kant’s Argument and Korsgaard’s Argument, Korsgaard assumes a 

connection between what people value and what really is valuable. The connection is roughly 

that if our valuing of some object is able to “withstand reflective scrutiny,” then that object is 

valuable (1996b: 93). To justify the connection, she relies on a metaethical claim about the 

nature of value: “Value . . . is only directly accessible from within the standpoint of reflective 

consciousness,” not from a third-personal perspective (1996b: 124). In other words, there is 

nothing more to humanity (or anything else) being valuable than our valuing it “in the full light 

of reflection,” just as there is nothing more to something being red then our seeing it as red under 

appropriate circumstances (1996b: 266). “Trying to actually see the value of humanity from the 
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third-person perspective is like trying to see the colours someone sees by cracking open his skull. 

From outside, all we can say is why he sees them” (1996b: 124). 

 Though controversial, this metaethical claim is not unique to Kantian approaches. For 

example, Gibbard (1999: 153-154) endorses it as compatible with his expressivist metaethics. 

Moreover, Korsgaard’s arguments retain interest without it. A weaker evidential connection 

between valuing and value is plausible. Korsgaard argues that, after sufficient reflection, 

everyone would come to value humanity as the source of all value. It is difficult to see how 

philosophical ethics could proceed without the assumption that the human capacity for evaluative 

reflection is at least roughly reliable. Given that assumption, convergence among all reflective 

agents in this respect is perhaps the best evidence we could have that humanity is valuable, 

however we understand value. Indeed, Korsgaard’s conclusion, if true, would be important even 

if it provided no evidence at all about what really is valuable. If one holds humanity to be 

valuable on other grounds, then a psychological disposition to value humanity upon reflection 

justifies some optimism about moral progress by revealing a respect in which human nature is 

oriented toward the good. If one holds that humanity is not valuable, or valuable but not the 

source of all value, then the same psychological disposition would (also) be noteworthy as a bias 

or distorting influence on our reasoning—a sort of collective egocentrism to which reflective 

agents are constitutively prone. So I will grant Korsgaard’s metaethical claim for the sake of 

argument. 

 With these clarifications in hand, we can reconstruct Kant’s Argument a bit more 

formally as follows. I have named the premises for convenient reference: 

 

1. We regard the objects of our choices as good. (Choice Premise) 
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2. We do not regard the objects of our choices as good in themselves. Rather, we regard 

them as good because we choose them. (Subjectivism Premise) 

3. If we regard something as good because we choose it, then we are committed to 

regarding ourselves as good. (Source Premise) 

4. If we regard ourselves as good, then we are committed to regarding humanity as such 

(i.e., others as well as ourselves) as good. (Generalization Premise) 

5. Therefore, we are committed to regarding humanity as such as good. 

6. If we are committed to regarding humanity as such as good, then humanity as such is 

good.23 (Metaethical Premise) 

7. Therefore, humanity as such is good. 

 

Critics have almost uniformly found Kant’s Argument unpersuasive.24 “[A]n unsympathetic 

reader may be tempted to view it as a chain of non sequiturs,” says Langton (2007: 169), and 

even some very sympathetic readers (e.g., Gibbard 1999) have found problems. Let’s begin by 

setting aside three premises. First, I grant the Metaethical Premise for the reasons already noted. 

Second, although the Choice Premise is controversial, critics have generally been willing to grant 

it at least for the sake of argument. It is plausible that, by choosing one option rather than 

another, I at least implicitly endorse that option as better than the alternatives.25 Some people 

                                                      
23 Earlier I described Korsgaard’s metaethical claim as explaining value in terms of valuing that survives reflective 

scrutiny. Here I assume that if we are committed to valuing humanity, then our doing so would survive reflective 

scrutiny. 
24 To repeat, by “Kant’s Argument” I mean the argument that Korsgaard attributes to Kant, regardless of whether 

that argument accurately represents Kant’s own philosophical intentions. Thus, if one takes Korsgaard to have 

misinterpreted Kant, then one can accept what one takes to be Kant’s argument for the value of humanity while 

rejecting Kant’s Argument. Langton (2007) suggests a view of this sort. 
25 E.g., Gibbard (1999: 149): “Reflective endorsement is, in a sense, inescapable; if you think about what to do and 

come to a conclusion, you have thereby reflectively endorsed your conclusion. . . . And if I reflectively endorse, for 

instance, my impulse to have fun by swimming, I thereby regard its object (fun) as of value.” 
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(e.g., Stocker 1979; Velleman 2000b) disagree; they hold that people can choose options they 

regard as wholly bad. But this position is philosophically controversial and Korsgaard’s view is 

not obviously in the minority. Moreover, it would suffice for Kant’s Argument if everyone at 

least sometimes regards the objects of their choices as good, and that much seems undeniable. So 

I grant the Choice Premise for the sake of argument. 

 Third, I will also grant the Generalization Premise. That premise is crucial to Korsgaard’s 

defense of morality because it establishes the link between valuing one’s own humanity and 

valuing humanity as such. Without it, one could value one’s own humanity while remaining 

indifferent or hostile to others. In her initial presentation of Kant’s Argument, Korsgaard (1996a: 

123) defends the Generalization Premise on consistency grounds: if you value your own 

humanity, then you are committed to valuing the humanity of others as well, for there is no 

relevant difference between you and them. In The Sources of Normativity, Korsgaard (1996b: 

132-134) rejects this strategy on the grounds that consistency is compatible with universal 

egoism, in which each person values only her own humanity and recognizes the legitimacy of 

others doing the same.26 Instead, she argues that reasons are “public in their very essence,” in the 

sense that other people’s reasons have normative force for us as it were by default, rather than as 

the conclusion of an argument (1996b: 135). To defend that claim, she appeals to interpersonal 

phenomena such as our tendency to do what others request or offer them a reason why we refuse, 

as well as the possibility of shared deliberation in which people reason together and reach a joint 

conclusion about what to do (1996b: 135-145). I objected to Korsgaard’s argument for the 

publicity of reasons in Part 1, so here I will grant the Generalization Premise for the sake of 

                                                      
26 Korsgaard (1996b: 134) still claims that consistency rules out regarding one’s own humanity as valuable without 

recognizing the legitimacy of others’ valuing their humanity in the same way. Thus, it would be inconsistent to 

expect everyone else to value my humanity while I do not value theirs. 



36 

 

argument in order to explore other issues.27 Even if Korsgaard could not establish that each 

person is committed to valuing humanity in others, to show that each person is committed to 

valuing her own humanity as the source of the value of everything she values would still be a 

significant accomplishment. 

 Now consider the Source Premise, which says that if we regard something as good 

because we choose it, then we are committed to regarding ourselves as good. Critics of 

Korsgaard often regard this inference as fallacious. It seems to be an application of a more 

general property transmission principle: if X confers property P on Y, then X must also have P. 

This principle has numerous counterexamples. For example, university presidents can confer 

doctoral degrees on graduating students even if they do not have such degrees themselves (Gaut 

1997: 174).28 However, Korsgaard could plausibly argue that the Source Premise does not rely 

on the property transmission principle. She is already committed to rejecting that principle 

because she claims that if we reflectively reject an option, then we regard it as bad. For example, 

pain is “nearly always bad . . . because the creatures who suffer from it object to it” (1996b: 

154). People sometimes confer badness on other things. But we should not conclude that people 

are bad!29 Instead of the property transmission principle, Korsgaard appears to rely on the idea 

that, if X matters, then what matters to X also matters. Thus, if the objects of your choices 

matter, then one candidate explanation for that fact is that you matter: “Kant urges us to take 

things to be important because they are important to us” (1996b: 242). Things can matter to 

                                                      
27 For other critical discussion, see Lebar (2001) and Gert (2002). 
28 For similar counterexamples, see, e.g., Langton (2007: 175-176). 
29 Kerstein (2001: 34) presents the case of people conferring badness via reflective rejection as an objection to 

Korsgaard, but a more charitable interpretation is that it shows that she is not relying on the property transmission 

principle in the first place. 
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someone in either a positive or a negative way, so if people matter, then they can confer both 

goodness and badness on the world.  

 Might the value we place on the objects of our choices be justified in some other way? I 

interpret the claim (in the Subjectivism Premise and the antecedent of the Source Premise) that 

we regard the objects of our choices as good “because we choose them” as implying not only 

that we do not regard them as good in themselves, but also that we do not regard them as 

deriving their value from any third-party source that is sensitive to our choices. For example, 

suppose that God’s valuing confers value on its objects and that God values the objects of human 

choices (e.g., out of benevolent concern). On this account, the fact that I choose something is 

part of the explanation of why it is good, but the account does not support the claim that I am 

good; instead, it supports the claim that God is good. If God does not value human beings, then 

human beings are not good, even if their choices are in this derivative way value-conferring. If 

alternative explanations of this sort were available, then the Source Premise might not be 

justified. However, as noted, I interpret the Subjectivism Premise as ruling out the claim that, in 

our eyes, the objects of our choices derive their value from third-party sources that are sensitive 

to our choices. Thus, the claim that our choices are value-conferring because we are good seems 

to be the most plausible remaining explanation, in which case the Source Premise is justified. 

 The weight of Kant’s Argument thus rests squarely on the Subjectivism Premise. It says 

that we do not regard the objects of our choices as good in themselves; rather, we regard them as 

good because we choose them. This premise has attracted the most ire from Korsgaard’s critics. 

Many (e.g., Gaut 1997: 182-183; Cohon 2000: 77-78; Regan 2002: 274-275) have argued that 

the Subjectivism Premise is at odds with ordinary evaluative thought and discourse. We can 

distinguish two objections. First, many people believe in standards of value that are independent 
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of our desires and choices, and to which desire and choice should be responsive. On this view, 

some options are intrinsically better than others. Kant’s Argument leaves room for objective 

moral standards, which derive from the value of humanity and properly constrain desire and 

choice. However, ordinary evaluative thought and discourse seems committed to non-moral 

standards of value as well. For example, pushing a block of wood around the floor at precise 

intervals (Gaut 1997: 178), or counting blades of grass (Rawls 1999: 380), do not become 

valuable activities merely because one desires or chooses to engage in them. Call this the 

objective standards objection. Second, the claim that we regard our choices as value-conferring 

may misrepresent our experience of agency and choice (Regan 2002: 273-274; see also Enoch 

2007a: 35-41). If our choices determine what is valuable, then we have no criteria by which to 

choose (in non-moral cases), so our choices must ultimately be arbitrary. But that seems false to 

our experience of choice, which frequently involves trying to make the right choice. Call this the 

arbitrariness objection. 

 Korsgaard has a plausible response to the arbitrariness objection. It relies on expanding 

the scope of the reasons that derive from the value of humanity to cover many choices that we 

would ordinarily regard as non-moral. First, Korsgaard (1998: 54) argues that if we value our 

humanity, then we should value satisfying our desires as an expression of “a sort of benevolence 

toward the self,” at least when doing so is not at odds with the value of humanity in other ways.30 

Thus, although we regard our choices as conferring value on their objects, our desires also 

provide choice-independent standards for action that properly guide choice on most occasions.31 

                                                      
30 Regan (2002: 279) argues that the defender of Kant’s Argument cannot appeal to desires to guide choice because 

“desire itself is essentially arbitrary, from the point of view of the free will.” As Korsgaard’s appeal to self-

benevolence suggests, that claim is partly true and partly false. It is true that, on a Kantian view, a free will is guided 

first of all by the moral law, not by desire. But it is false that our desires have no implications for what we should do, 

for they may be morally relevant. 
31 It may seem that Kant’s Argument does not even require the claim that we regard our choices as conferring value 

on their objects. The crucial point, one might think, is that we regard other things as valuable because they matter to 
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Second, Korsgaard (2009: 209) argues that we typically operate within “traditions of value” 

created by the choices of others, so we can make choices at least partly on the basis of value 

already conferred by others. These two considerations show that the Subjectivism Premise does 

not make our choices arbitrary in the context of Korsgaard’s theory, in which the value of 

humanity provides pervasive choice-independent standards for choice. However, the objective 

standards objection still applies, for the choice-independent standards just mentioned derive from 

our desires and from the choices of other people, not from the value of the objects and activities 

themselves. If someone wants to spend her time counting blades of grass, and does not neglect 

her moral duties in order to do so, then Korsgaard is committed to the claim that she is not 

making a mistake when she values grass-counting. 

 The objection, to repeat, is that ordinary evaluative thought and discourse, as well as 

many philosophers, acknowledge standards for choice that derive from the independent value of 

objects and activities rather than from our own desires or choices. Korsgaard could argue that the 

critics have misrepresented ordinary evaluative thought and discourse, though that seems 

unlikely. Moreover, what Korsgaard calls “substantive realist” accounts of value may have 

serious problems of their own (Korsgaard 1996b: 37-48). But it is worth noting how demanding 

the Subjectivism Premise really is. The premise is not that this form of subjectivism is true. It is 

instead that everyone at least implicitly believes that it is true, by regarding their own choices as 

                                                      
us. What matters to us might be explained in terms of what we choose or in terms of what we desire, but either way, 

we can combine that claim with the Source Premise to get the conclusion that we must regard ourselves as valuable. 

However, I take it that Korsgaard is committed to the claim that choice is value-conferring because she thinks that 

this affects the way in which we must value ourselves. In Korsgaard’s Kantian view, our humanity is our capacity 

for rational choice (i.e., free choice, not determined by instinct), so she wants to show that we must value ourselves 

specifically qua rational choosers and draw moral conclusions from this fact (1996a: 124-128). The claim that we 

regard the objects of our choices as good because we choose them supports that conclusion. If we regard our 

capacity for rational choice as value-conferring, then (by the Source Premise) we are committed to regarding that 

capacity—i.e., our humanity—as valuable. In any case, a version of Kant’s Argument according to which we are 

committed to regarding our desires (rather than our choices) as valuing-conferring would also be vulnerable to the 

objective standards objection. 
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conferring value on an antecedently valueless world. Paraphrasing Kant, Korsgaard (1996a: 123) 

claims that “in our private rational choices and in general in our actions we view ourselves as 

having a value-conferring status in virtue of our rational nature. We act as if our own choice 

were the sufficient condition of the goodness of its object: this attitude is built into (a subjective 

principle of) rational action.” To that claim, the philosophical critics cited above, who do not 

regard their choices in this way, are real-life counterexamples. They are not committed, on the 

basis of Kant’s Argument, to valuing humanity as the source of all value. 

 Could Korsgaard weaken the Subjectivism Premise to allow for such cases? One option 

is to say that if we had true evaluative beliefs, then we would not regard the objects of our 

choices as good in themselves; rather, we would regard them as good because we choose them. 

On this construal, the problem with the philosophical critics is that they have false evaluative 

beliefs. But whether or not that is true, this option changes the argument beyond recognition. The 

strategy of Kant’s Argument was to establish the value of humanity as the source of all value by 

first showing that, given their actual valuing attitudes, people are committed to valuing humanity 

as the source of all value and then, via the Metaethical Premise, inferring that humanity really is 

valuable in this way. But on the present construal, we must begin with an independently justified 

evaluative claim (i.e., that the objects of our choices are good because we choose them). Kant’s 

Argument itself would provide no grounds for that claim. Indeed, given Korsgaard’s metaethical 

commitment to explaining value in terms of valuing that survives reflective scrutiny, it may not 

even be possible for her to provide independent grounds for it. If the critics value other things 

besides humanity for their own sake, and their doing so survives reflective scrutiny, then it seems 

to follow that those things are valuable for their own sake, and not because they are chosen or 

desired. 
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 Another option is to put more weight on Korsgaard’s claim that “any reflective agent can 

be led to acknowledge that she has moral obligations” (1996b: 125; my emphasis). On this 

construal, the problem with the philosophical critics is that they are insufficiently reflective. If 

they reflected more or better, then they would regard their choices as value-conferring. But this 

option leads to a dilemma. If better reflection would lead someone to accept this form of 

subjectivism because reflection leads people to believe the truth and this form of subjectivism is 

true, then we are back to the previous option, with all its problems. Without that assumption, 

however, we have no reason to believe that better reflection would indeed lead someone to 

regard her choices as value-conferring. The critics exhibit all the ordinary signs of sincere and 

thoroughgoing reflection, so it would be ad hoc to claim that they are less reflective than the 

defenders of Kant’s Argument, who do regard their choices in that way. Thus, on this construal, 

the Subjectivism Premise appears false: some reflective agents do not regard their choices in the 

way it describes. 

Because the Subjectivism Premise is false, and no viable alternative appears available, we 

may conclude that Kant’s Argument for the value of humanity is unsuccessful. In the next 

section, we will see how Korsgaard’s “fancy new model” of Kant’s Argument has prima facie 

better prospects because it does not rely on the Subjectivism Premise. It retains the idea, just 

suggested, that sufficiently reflective agents will not value other things for their own sake but 

instead regard them as justified by their own desires and choices and ultimately by the value they 

place on humanity. However, in Korsgaard’s Argument, this idea is a conclusion of the argument 

rather than a premise. 
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II. KORSGAARD’S ARGUMENT 

 I will present Korsgaard’s Argument in two parts. The first part is a conception of 

rational agency with three important features. The second part is an argument that any rational 

agent so understood will, after sufficient reflection, value humanity as the source of all value. I 

will also explain the main advantage of Korsgaard’s Argument over Kant’s Argument. In the 

next section, I will show how the argument is nevertheless unsuccessful. 

Korsgaard’s Argument relies on a conception of rational agency with three important 

features. The first is the reflective structure of human consciousness. Unlike other animals, 

Korsgaard argues, humans are conscious of their own mental states and, as a result, face the 

question of whether to endorse them as a basis for action or belief (1996b: 92-93). We have the 

capacity to step back from our desires and reflectively evaluate them. Moreover, the reflective 

structure of human consciousness does not merely give us the option of endorsing or rejecting 

desires that, if we do not intervene, will produce action on their own. Instead, our mind is such 

that we must endorse a desire before we can act at all. The life of Frankfurt’s (1971: 11-14) 

wanton, who is moved by whatever first-order desires he happens to have, without any second-

order attitude of endorsement, is not possible for us (1996b: 99 n. 8). As a result, we face “a 

problem no other animal has” (1996b: 93). We must determine which of our desires to endorse 

before we can act. We will see Korsgaard’s solution to the problem shortly. 

 The second important feature of rational agency is the necessity of action (2009: 1-2). 

Korsgaard claims, plausibly enough, that we do not have the option of directly “opting out” of 

agency and action. We can temporarily or permanently eliminate the need for action in the future 

by taking certain actions now, such as swallowing sleeping pills or committing suicide. We can 

also lose our capacity for action in other ways, such as if we fall asleep or someone knocks us 
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unconscious. But here and now, awake and functioning normally, we have no option but to act in 

one way or another, even if what we choose to do is nothing. The necessity of action is important 

because it makes the problem posed by the reflective structure of human consciousness more 

serious. It means that we cannot avoid the problem of determining which desire to endorse by 

declining to act at all. If we literally must act, and we must endorse a desire in order to act, then 

we must endorse a desire. “The necessity of choosing and acting,” says Korsgaard, “is our plight: 

the simple inexorable fact of the human condition” (2009: 2). 

 The third important feature of rational agency is the need for justification. Korsgaard 

argues that we cannot solve the problem posed by the reflective structure of human 

consciousness by arbitrarily endorsing one desire rather than another. Instead, we must have a 

justification for endorsing a particular desire. This is clear from how Korsgaard describes the 

problem: 

 

The reflective mind cannot settle for perception and desire, not just as such. It 

needs a reason. Otherwise, at least as long as it reflects, it cannot commit itself or 

go forward. . . . We need reasons because our impulses must be able to withstand 

reflective scrutiny. We have reasons if they do. The normative word ‘reason’ 

refers to a kind of reflective success. (1996b: 93) 

 

And: 
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‘Reason’ means reflective success. So if I decide that my desire is a reason to act, 

I must decide that on reflection I endorse that desire. And here we run into the 

problem. For how do I decide that? (1996b: 97) 

 

Korsgaard does not explain, at least in these passages, why we cannot endorse desires arbitrarily, 

without regarding them as justified. However, her reference to “withstanding reflective scrutiny” 

suggests an explanation in terms of the reflective structure of human consciousness. We have the 

power, and the liability, to step back from our desires and ask whether they provide reasons for 

action. An arbitrary endorsement of a desire would not meet the demands of reflection because it 

would itself be just another psychological impulse. As reflective, we would immediately step 

back from our arbitrary endorsement and ask whether to endorse it. If so, then arbitrary 

endorsement could not satisfy a reflective consciousness. To endorse a particular desire as a 

basis for action, we must regard our endorsement as justified. 

 What criteria of justification do we apply in reflection? Korsgaard argues that the criteria 

are provided by one’s practical identity. A practical identity is “a description under which you 

value yourself, a description under which you find your life to be worth living and your actions 

to be worth undertaking” (1996b: 101). It can be understood as a set of principles or more 

abstractly as “a role with a point” (2009: 21). For example, the practical identity of a citizen 

includes the principle of paying one’s taxes because it is the law that one do so (1996b: 106). 

These principles and points provide criteria by which we can determine whether to endorse a 

given desire: “We endorse or reject our impulses by determining whether they are consistent 

with the ways in which we identify ourselves” (1996b: 120). If I identify as a citizen, then I will 

endorse my desire to pay my taxes, and repudiate my desire not to. We do not always think 
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explicitly in terms of our practical identities when we reflect, though we sometimes do, 

especially in the face of temptation to act otherwise (2009: 21). Korsgaard concludes: “Your 

reasons express your identity, your nature; your obligations spring from what that identity 

forbids” (1996: 101). 

 To summarize: Korsgaard’s conception of rational agency includes three important 

elements: (1) the reflective structure of human consciousness, which sets us the problem of 

deciding which desires to endorse as a basis for action; (2) the necessity of action, which makes 

that problem unavoidable; and (3) the need for justification, which constrains possible solutions 

by ruling out arbitrary endorsement in favor of the criteria provided by one’s practical identity. 

Now, one might reject this conception of rational agency. However, each feature has intuitive 

plausibility, so it is worth granting Korsgaard’s conception of rational agency in order to see 

what follows from it. If it were true that agents of this sort were inevitably committed, upon 

reflection, to valuing humanity as the source of all value, then that would be an astonishing 

discovery even if we remained uncertain about whether we are such agents. 

As Korsgaard recognizes, the story so far is compatible with a kind of relativism (1996b: 

113). Her ultimate aim is to show that everyone is committed to valuing humanity as the source 

of all value. I will continue to grant the Generalization Premise: if we value our own humanity, 

then we must also value the humanity of others. However, so far, it seems that some people 

might not value themselves as human but only in terms of more particular practical identities 

such as their family, professional, national, or religious identities. For example, Korsgaard 

acknowledges the possibility of a mafioso who values himself under that description, with its 

associated principles of loyalty to insiders and exploitation or brutal retribution against outsiders 

(1996b: 254-258). Moreover, even those who do value their humanity may not regard it as what 
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justifies their other practical identities. They might value their own family or nation more than 

humanity as such. That would be a problem for Korsgaard because she wants to argue that the 

reasons and obligations deriving from humanity—that is, moral reasons and obligations—

generally, though perhaps not always, trump those of competing practical identities (1996b: 125-

126). The fact that the value we place on other practical identities derives from the value we 

place on humanity would explain why the latter takes priority in cases of conflict. So why does 

Korsgaard think that every sufficiently reflective agent will value humanity as the source of all 

value? 

We have seen that we determine which desires we should endorse by appealing to the 

criteria provided by our practical identities. However, a crucial feature of the reflective structure 

of human consciousness, on Korsgaard’s view, is that it applies in an iterative or regressive 

fashion. We can justify one claim by appealing to another, but then we can step back from the 

second claim and ask what justifies it, and so on. Thus, just as we step back from our desires and 

ask what justifies them, we also step back from our practical identities and ask what justifies 

them. “Why should it matter whether I live up to the demands imposed upon me by citizenship, 

or motherhood, or my profession?” (1996b: 129). The iterative nature of reflection precludes 

justifying one’s particular practical identities by appealing to (1) their intrinsic features or (2) 

other practical identities (with one exception below). For example, Cohon (2000: 77-78) objects 

to Korsgaard that reflection can properly conclude with justifications that appeal to the intrinsic 

features of one’s practical identity. One might justify one’s practical identity as a musician by 

appealing to the value one places on music, say. But given the reflective structure of human 

consciousness, that will not work: a reflective agent must go on to ask whether valuing music is 

justified. 
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It is worth noticing that Korsgaard does not rely on the claim that justifications of the two 

sorts just mentioned are inadequate on epistemic grounds. Critics (e.g., Cohen 1996: 179-180; 

Gibbard 1999: 146) sometimes complain that Korsgaard erroneously assumes that an adequate 

answer to our evaluative questions must be capable of persuading a “radically disaffected” 

skeptic. On this interpretation, Korsgaard regards “substantive realist” accounts of morality, 

according to which moral principles are irreducibly normative, as inadequate because a moral 

skeptic would reject them. By contrast, the critics argue that satisfying justifications for morality 

and other values are available even if they would not persuade the skeptic. As Gibbard (1999: 

164) puts it, the substantive moral realist “can look for deep, underlying principles that are 

plausible, and aim to show that no coherent alternative to morality remains plausible on 

examination.” Someone unmoved by justificatorily basic and intuitively plausible principles, 

such as the principle that one’s enjoyment of doing something counts in favor of doing it, may 

need “therapy” rather than philosophical arguments (Gibbard 1999: 146). 

However, in my view, this interpretation fails to appreciate how the reflective regress 

arises from the iterative nature of the reflective structure of human consciousness in conjunction 

with the need for justification. The problem faced by the reflective agent is not that one or 

another justification for morality or another value happens to fall short according to some 

independent epistemic standard (e.g., coherence), but rather that she can apparently step back 

from any proposed justification and ask what justifies it. In this sense, her problem is agential, 

not epistemic. It is reflection itself that is radically disaffecting, at least if one cannot answer the 

questions it raises in such a way as to end the reflective regress. Of course, one might reject 

Korsgaard’s conception of rational agency in favor of the view that, when we reflect, we accept 

some commitments or sets of commitments as basic rather than stepping back from them and 
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demanding that they too be justified. But we have granted Korsgaard’s account of rational 

agency for the sake of argument, so the important point here is simply that the reflective regress 

that Korsgaard describes follows naturally from it.32 

What would end the reflective regress, Korsgaard argues, is an “unconditional” answer, 

“one that makes it impossible, unnecessary, or incoherent to ask why again” (1996b: 33). Only 

with such an answer could we fully solve the problem created by the combination of the 

reflective structure of human consciousness, which requires that we endorse desires before 

acting; the necessity of action, which makes action and hence endorsement unavoidable; and the 

need for justification, which precludes arbitrary or unjustified endorsement. Moreover, because 

(Korsgaard claims) these three features are constitutive of rational agency, any rational agent 

faces this problem. If it has a unique solution, then that solution will have authority for every 

rational agent. It is what every agent would arrive at after sufficient reflection.  

Korsgaard’s proposed solution is that we value our humanity and regard it as justifying 

our other, more particular practical identities. Here is the crucial passage: 

 

[M]ost of the self-conceptions which govern us are contingent. . . . What is not 

contingent is that you must be governed by some conception of your practical 

identity. For unless you are committed to some conception of your practical 

                                                      
32 FitzPatrick (2005: 678-681) argues that Korsgaard’s claim that the value one places on other practical identities 

derives from the value one places (or is committed to placing) on humanity is vulnerable to a dilemma. If she means 

that everyone literally must regard their other practical identities as justified in this way, then her claim is obviously 

false, since many people clearly do not. However, if she means that valuing other practical identities commits one to 

valuing humanity because it is true that the value of other practical identities derives from the value of humanity, 

then she needs to provide independent argument for that claim, and she does not. However, FitzPatrick neglects the 

role of the reflective regress, which supports the commitment claim not by showing that it is true that the value of 

other practical identities derives from the value of humanity, but by showing that any sufficiently reflective agent 

would come to regard her practical identities in this way, because (Korsgaard argues) no other justification of them 

can end the reflective regress. Thus, Korsgaard avoids the dilemma by taking a third option. 
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identity, you will lose your grip on yourself as having any reason to do one thing 

rather than another—and with it, your grip on yourself as having any reason to 

live and act at all. But this reason for conforming to your particular practical 

identities is not a reason that springs from one of those particular practical 

identities. It is a reason that springs from your humanity itself, from your identity 

simply as a human being, a reflective animal who needs reasons to act and to live. 

And so it is a reason you have only if you treat your humanity as a practical, 

normative form of identity, that is, if you value yourself as a human being. 

(1996b: 121) 

 

We can reconstruct the argument a bit more formally as follows: 

1. We must find some justification for valuing our particular practical identities. 

2. Because we are human, we need reasons in order to act and to live. 

3. If we value our humanity, then it can justify whatever satisfies our need for reasons. 

4. Our particular practical identities satisfy our need for reasons. 

5. Therefore, if we value our humanity, then it can justify our particular practical identities. 

6. We have no other justification for valuing our particular practical identities. 

7. Therefore, we must value our humanity. 

 

This argument has two main parts. One part, represented by premise (6), is the earlier conclusion 

that when reflecting we cannot ultimately regard our particular practical identities as justified 

either by their intrinsic features or by other particular practical identities. Because of the iterative 

nature of the reflective structure of human consciousness, a reflecting agent will step back from 
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any proposed justification and demand a further justification of it, apparently without limit. 

Nevertheless, we do value our particular practical identities, so given the need for justification, 

we must find some justification for them, as premise (1) says. 

The second part of the argument is that one special practical identity, namely our identity 

as human, can provide that justification. Because we are human and thus characterized by the 

three features of rational agency, we need some practical identity or other in order “to act and to 

live” (1996b: 121). Recall: the necessity of action means that we must act; the reflective structure 

of human consciousness means that we must endorse desires in order to act; the need for 

justification means that we cannot endorse desires arbitrarily or without justification. We need 

reasons. If we value our humanity, then we can value whatever meets that need for reasons. Our 

particular practical identities meet this need by providing criteria for the reflective endorsement 

of desires, and thus reasons for action.33 Because we do value our particular practical identities, 

and because we have no other justification for them, we will upon sufficient reflection come to 

value our humanity (if we do not already) and regard it as what justifies our other practical 

identities.34 There is elegance here: the nature of humanity (i.e., the three features of rational 

agency) sets us a problem (i.e., how we should act), and the value we place on humanity solves it 

(by justifying our particular practical identities, which provide us with reasons for action). 

                                                      
33 Why do we need other practical identities besides humanity? Korsgaard suggests that other practical identities will 

continue to govern many of our choices even after we accept humanity as a foundational value (1996b: 125). This is 

presumably because the value of humanity provides moral criteria for action, but morality does not dictate what to 

do on every occasion for choice, so we need other practical identities to fill the gaps. 
34 Strictly speaking, Korsgaard (1996b: 122) says that the value we place on other practical identities is “partly” 

derived from the value we place on humanity: “other forms of practical identity matter in part because humanity 

requires them.” She does not explain why else they matter, but presumably she has in mind the personal and 

historical considerations that explain why we have some practical identities rather than others. Kerstein (2001: 47-

48) objects that Korsgaard’s theory does not provide a basis for choosing one practical identity rather than another. 

But recall Korsgaard’s claim (1998: 54) that valuing our humanity requires giving weight to our own interests and 

desires as an expression of “a sort of benevolence towards the self,” at least when doing so is not in other ways at 

odds with valuing humanity. Our desires thus provide a justification for choosing one practical identity over another 

when both would equally well satisfy our need for reasons. 
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 Could one value one’s particular practical identities on the grounds that they meet one’s 

need for reasons, but not value one’s humanity? If some other practical identity prescribes 

meeting that need, then perhaps it could explain why one values meeting it. For example, a 

hedonist might realize that she is most happy when she knows what to do and most unhappy 

when uncertain or bored. Satisfying her need for reasons is essential to her happiness. She values 

meeting that need on that basis and adopts some other practical identities that provide her with 

criteria for acting on all sorts of occasions. But she never values her humanity as such, and if her 

life no longer promised a balance of pleasure over pain, then she would willingly destroy her 

humanity. However, alternative justifications of this sort are unavailable in the present context 

because they succumb to the reflective regress described earlier. The hedonist would have to step 

back from her hedonism and ask what justifies it, and so on, until (if Korsgaard is right) she is 

driven to appeal to her need for reasons in order to act and to live. Because she cannot at this 

point explain the significance of that need by appealing to her hedonism (which is what she is 

now trying to justify), her only alternative is to value her humanity. 

 Why does Korsgaard’s Argument have an advantage over Kant’s Argument? Recall the 

Subjectivism Premise from Kant’s Argument. That premise says that we do not regard the 

objects of our choices as good in themselves; rather, we regard them as good because we choose 

them. We saw that the Subjectivism Premise is open to two objections: (1) the objective 

standards objection, which says that we regard some things as valuable independently of our 

desires and choices, and (2) the arbitrariness objection, which says that choice requires choice-

independent standards of value. I argued that Korsgaard can plausibly respond to the 

arbitrariness objection by arguing that her view includes adequate choice-independent standards 

because, in addition to obviously moral reasons, we have moral reasons of self-benevolence to 
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do what satisfies our desires unless doing so conflicts with the value of humanity in other ways, 

and because we can also respond to the value that other people confer on the world. However, 

she must reject the objective standards objection as misguided. 

 Now, all the same points apply in the context of Korsgaard’s Argument. On her view, a 

sufficiently reflective agent will not value her practical identities (besides humanity) for their 

own sake. Instead, she will value them on the grounds that they satisfy her need for reasons. This 

need does not justify some practical identities over others. As long as they provide sufficiently 

extensive criteria for choice, any set of practical identities is as good as any other. However, 

once that argument leads us to value humanity, then self-benevolence and the value-conferring 

choices of others provide choice-independent standards for adopting particular practical 

identities, so our choice of practical identities need not be arbitrary. But Korsgaard must reject 

the objective standards objection as misguided: besides humanity, we can regard no practical 

identities as justified in themselves, apart from our desires and choices. More precisely, although 

our need for reasons does justify (independently of our desires and choices) having some 

practical identity rather than none, what justifies one particular practical identity over another is 

simply that we (or other people) desire or choose it. If we want to, we have as much reason to 

become a grass-counter as a scientist or an artist. The crucial difference is that in Kant’s 

Argument, the Subjectivism Premise was a premise, whereas in Korsgaard’s Argument, the 

equivalent claim is a conclusion of the argument. Instead of simply assuming that people do not 

regard their practical identities as justified on the basis of their intrinsic features, she argues that 

such attitudes would not survive the reflective regress. 

What about the philosophical critics who were apparent counterexamples to the 

Subjectivism Premise—that is, apparently reflective people who do not regard their desires and 
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choices as conferring value on their objects? We noted that it would be ad hoc for Korsgaard to 

respond by denying that the critics are sufficiently reflective, for we have no independent 

grounds for thinking that they are less reflective than the proponents of Kant’s Argument. 

However, Korsgaard’s Argument provides just such independent grounds in the form of her 

account of reflection based on the three features of rational agency. That account allows us to 

explore the dynamics of reflection in a theoretical way not in hock to observation of actual 

people, whose reflection may be more or less incomplete or inadequate. If her account is correct, 

then we can say that sufficiently reflective agents—that is, those who reflect long enough and 

well enough to uncover what Korsgaard claims is the only justification for one’s practical 

identities capable of withstanding reflective scrutiny—would come to value humanity as the 

source of all value. If some actual people do not reach that conclusion, then it is not ad hoc to 

regard them as insufficiently reflective rather than as counterexamples. 

 

III. CRITICAL ASSESSMENT OF KORSGAARD’S ARGUMENT 

 Because Korsgaard’s Argument avoids relying on the Subjectivism Premise, it is a 

marked improvement over Kant’s Argument. However, the argument is unsuccessful on its own 

terms: it fails to show that a sufficiently reflective agent must value humanity as the source of all 

value. To show why, I will first present the final piece of Korsgaard’s Argument and then 

explain the mistake. The final piece of the argument is motivated by the question: what justifies 

valuing humanity? Cannot the reflective agent question that practical identity like any other? 

Korsgaard agrees that we can question whether to value humanity, but she argues that it is 
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unique because in its case we can answer the “why?” question in a way that ends the reflective 

regress.35 She writes: 

 

[N]ow that you see that your need to have a normative conception of yourself 

comes from your human identity, you can query the importance of that identity. . . 

. Does it really matter whether we act as our humanity requires, whether we find 

some ways of identifying ourselves and stand by them? But in this case you have 

no option but to say yes. Since you are human you must take something to be 

normative, that is, some conception of practical identity must be normative for 

you. If you had no normative conception of your identity, then you could have no 

reasons for action, and because your consciousness is reflective, you could then 

not act at all. Since you cannot act without reasons and your humanity is the 

source of your reasons, you must value your own humanity if you are to act at all. 

It follows . . . that human beings are valuable (1996b: 123) 

 

We can reconstruct the argument a bit more formally as follows: 

1. We must value some practical identity.  

2. The value we place on any other practical identity derives from the value we place (or are 

committed to placing) on humanity. 

3. Therefore, we must value our humanity. 

4. If we must value our humanity, then humanity is valuable. 

5. Therefore, humanity is valuable. 

                                                      
35 Note that trying to justify the value of humanity in terms of some other practical identity would not end the 

reflective regress because we could then ask why that identity is justified. 
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Premise (1) follows from the three features of rational agency. If we act, then we must have 

some criteria by which to endorse or reject desires: “You cannot act without reasons” (1996b: 

123). The criteria which determine our reasons come from our practical identities. Because we 

literally must act, we literally must value some practical identity or other. Premise (2) invokes 

Korsgaard’s earlier claim that our need for reasons in order to act is what justifies our more 

particular practical identities. If we value our practical identities because they meet that need, 

then we are committed to valuing our humanity; otherwise our needs qua human would not 

justify anything. In this way, the value we place on other practical identities derives from the 

value we place (or are committed to placing) on humanity: “your humanity is the [ultimate] 

source of your reasons” (1996b: 123). Premise (4) is a version of the Metaethical Premise that 

we saw earlier in Kant’s Argument, and which I grant for the same reasons here.36  

In short, Korsgaard’s argument here is that we must act, and we must value some 

practical identity or other in order to act, but the value we place on any other practical identity 

derives from the value we place (or are committed to placing) on humanity, so we must value 

humanity—so humanity is valuable. In this way, valuing our humanity “brings a regress of 

justification to a satisfactory end” (1996b: 111). We can coherently question whether to value 

our other practical identities because we can give them up. But we cannot coherently question 

whether to value humanity because the only alternative is to give up on every practical identity 

and thus on action altogether, and that is literally impossible. 

Strictly speaking, Korsgaard (1996b: 163) claims not to have shown that “complete 

normative skepticism is impossible.” If people “feel that they themselves are worthless and, as a 

                                                      
36 We are also still granting the Generalization Premise, which says that if we value our own humanity, then we are 

committed to valuing the humanity of others as well. 
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result, that life has no meaning and nothing is of value,” they can commit suicide rather than 

valuing humanity (1996: 162). Langton (2007: 185) objects to this feature of Korsgaard’s view 

on the grounds that such people are mistaken to place no value on their lives: “The emptiness in 

[their] valuing is not an emptiness in [their] value.” I think that, if it works, Korsgaard’s 

Argument supports that conclusion, as well as the Kantian claim that suicide is at least prima 

facie immoral because at odds with the value of humanity.37 What Korsgaard should say is that 

someone who regards herself as worthless is either insufficiently reflective or in some way 

irrational. Though one can of course coherently avoid valuing one’s humanity by being dead, one 

cannot (at least in the full light of reflection) coherently kill oneself for that reason, for—if 

Korsgaard’s Argument is sound—even that action would commit one to valuing one’s humanity 

and thus to rejecting suicide, at least in the absence of some morally respectable reason in its 

favor.38 

However, the argument is unsound. The problem is premise (2), according to which the 

value we place on any other practical identity derives from the value we place (or are committed 

to placing) on humanity. That premise is question-begging at this stage of Korsgaard’s 

Argument. She is arguing that a sufficiently reflective agent must value humanity. She first 

argued that valuing humanity allows one to justify one’s other practical identities (except for 

those essentially in conflict with it). As human, we need some practical identity or other; if we 

value our humanity, then this need matters, and we can justify other practical identities on the 

grounds that they satisfy it. But then she encountered a problem: we can apparently question 

whether we should value our humanity. Until we have a satisfactory answer to that question, we 

                                                      
37 See Velleman (1999) for a recent Kantian argument against suicide. 
38 Korsgaard (1996b: 161-162) allows that suicide is sometimes justified when it is called for by one’s practical 

identity. This kind of suicide is a way to protect, promote, or honor what one values, whereas the kind of suicide in 

question in the text is a way to avoid valuing humanity or anything else. 
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cannot assume that valuing humanity is justified. And—this is the crucial point—if we cannot 

assume that valuing humanity is justified, then we cannot assume that the value we place on 

other practical identities derives from the value we place (or are committed to placing) on 

humanity. 

Why not? The only reason for thinking it did was that valuing humanity seemed to offer a 

better justification for our other practical identities than justifications that appealed either to their 

intrinsic features or to other practical identities besides humanity. To make good on that claim, 

Korsgaard needs to show that valuing humanity can end the reflective regress in a way that other 

potential justifications cannot. It would be circular to assume in the course of doing so that the 

value we place on other practical identities derives from the value we place (or are committed to 

placing) on humanity. If that claim is true, then it is true because valuing humanity can end the 

reflective regress, so it cannot without circularity be used in an argument to show that valuing 

humanity can end the reflective regress. Thus, premise (2) of Korsgaard’s argument begs the 

question. 

Of course, it may be true that, because we must act, we must value some practical 

identity or other. That was premise (1). But because we cannot assume that the value we place on 

other practical identities derives from the value we place (or are committed to placing) on 

humanity, it does not follow that we are committed to valuing humanity in particular. We could 

coherently value some other practical identity without regarding it as justified by any value we 

might place on our humanity. Thus, Korsgaard has not shown that valuing humanity can end the 

reflective regress. Like any other practical identity, we can question whether it is justified and 

reject it if no adequate justification is forthcoming. A reflecting agent, if she is to act, must either 

find some other solution to the reflective regress or, if there is none, endorse some practical 
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identity or other as sufficiently well-justified despite the possibility and coherence of further 

questions about its justification. 

Can we repair the argument? Recall Korsgaard’s earlier claim that, if we assume that 

something is justified because it satisfies a need of ours, then we implicitly value ourselves. 

Korsgaard might argue that, if we treat the necessity of action and the need for justification as 

grounds for valuing something or other, then we are treating what we need as something that 

matters, so we are implicitly valuing our humanity, for it is by virtue of our humanity that we 

need reasons in order to act. However, Korsgaard’s observation does not apply here. Although 

the necessity of action and the need for justification have the result that we literally must value 

something or other, they do not entail that we must value it on any particular basis, including on 

the basis that we are the kind of being that needs reasons in order to act. The need for 

justification will push us, in reflection, to find a justification for whatever particular practical 

identity we come to adopt. But such reflection will not necessarily lead us to value our humanity 

if valuing our humanity would not in fact uniquely justify that other practical identity. Korsgaard 

aims to show that it does because it alone can end the reflective regress, but as we have seen, her 

argument for that claim begs the question by assuming that the value we place on other practical 

identities derives from the value we place on humanity. 

Might Korsgaard have intended to rely on the Subjectivism Premise at this point? The 

Subjectivism Premise says that we regard the objects of our choices as valuable because we 

choose them. Recall the earlier conclusion that, if we accept the Subjectivism Premise, then the 

Source Premise (which says that, as a result, we are committed to regarding ourselves as 

valuable) is prima facie justified. Together these two premises establish the premise that the 

value we place on other practical identities derives from the value we place (or are committed to 
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placing) on humanity. If I choose the practical identity of a musician, say, then I regard the value 

of that practical identity as deriving from the value of my humanity. So, the Subjectivism 

Premise could provide independent support for premise (2) and save the argument from begging 

the question. This interpretation would also make sense of Korsgaard’s claim that Korsgaard’s 

Argument is “just a fancy new model” of Kant’s Argument.  

However, this interpretation does not fit the text. The Subjectivism Premise is prominent 

in Korsgaard’s presentation of Kant’s Argument, but it receives no explicit mention in her 

presentation of Korsgaard’s Argument. As we saw earlier, she presents the claim that our other 

practical identities are justified by the value we place (or are committed to placing) on our 

humanity as a conclusion of the reflective regress rather than a premise. What seems more likely 

is that, because Korsgaard endorses this form of subjectivism and uses the Subjectivism Premise 

in Kant’s Argument, she inadvertently took it for granted when arguing that valuing humanity 

can end the reflective regress. But in the context of that argument, as we have seen, the claim 

that the value we place on other practical identities derives from the value we place (or are 

committed to placing) on humanity is question-begging. In any case, if Korsgaard did intend to 

rely on the Subjectivism Premise here, then Korsgaard’s Argument could be rejected for the 

same reasons as Kant’s Argument. 

The upshot of this discussion is that, on the most plausible interpretation, Korsgaard’s 

Argument suffers from an internal problem—a simple logical fallacy—that even her most 

sympathetic readers should acknowledge. It begs the question in favor of the value of humanity 

and its putative role in justifying other practical identities. And it does so even if we grant 

Korsgaard various other controversial premises, including her account of value in terms of 

valuing that survives reflective scrutiny (i.e., the Metaethical Premise), her claim that valuing our 
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own humanity commits us to valuing the humanity of others as well (i.e., the Generalization 

Premise), and her conception of rational agency, including the iterative nature of the reflective 

structure of human consciousness. As a result, Kantians who wish to continue the project of 

showing that rational reflection commits everyone to valuing humanity as the source of all value 

must either show how to repair Korsgaard’s arguments or look elsewhere for support. 

Recall that constitutivist theories in metaethics say that we can explain reasons or 

normativity in terms of what is constitutive of agency. I said that any such theory makes three 

basic claims: (1) the Constitutive Claim, according to which some feature is constitutive of 

agency; (2) the Normativity Claim, according to which we can explain reasons or normativity in 

terms of that feature; and (3) the Content Claim, according to which doing so has some specified 

first-order normative implications. In these terms, my main objection to Korsgaard’s self-

constitution argument (in Part 1) is that it fails to establish her Constitutive Claim. If the agency 

experience is not characteristic of all action (i.e., because not characteristic of action during flow 

experiences), then whatever explains it will presumably not be constitutive of action as such. If 

reasons are not public, then Korsgaard lacks her intended grounds for claiming that action 

constitutively involves endorsing universal laws (applying to everyone) rather than personal 

principles (applying only to oneself). Even if reasons were public, that fact would show only that 

we have reason to adopt personal principles that give due weight to others’ reasons, not that 

action as such—the very nature of action—constitutively involves endorsing universal laws. So 

Korsgaard’s Constitutive Claim appears unjustified. 

My objection to Korsgaard’s Argument is different.39 Here I granted a different version 

of the Constitutive Claim in the form of the three features of rational agency: (1) the reflective 

                                                      
39 We could also interpret Kant’s Argument as a constitutivist argument. That we regard the objects of our choices 

as good (i.e., the Choice Premise) could plausibly be a constitutive feature of action. That we regard the objects of 
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structure of human consciousness, (2) the necessity of action, and (3) the need for justification. I 

also granted Korsgaard’s Normativity Claim in the form of her metaethical account of value in 

terms of valuing that survives reflective scrutiny (i.e., the Metaethical Claim). One could accept 

that account without being a constitutivist, but because Korsgaard believes that the three features 

of rational agency determine what will survive reflective scrutiny, its role in her theory is to 

attach normative significance to (the results of) what is constitutive of agency. Instead, my 

objection is to Korsgaard’s argument from these Constitutive and Normativity Claims to the 

first-order normative conclusion that humanity is valuable and the source of all value—that is, 

her version of the Content Claim.  

If I am right that her argument for that conclusion is question-begging, then Korsgaard 

has two options. First, she could accept a different Content Claim, according to which different 

people have different reasons depending on which practical identities they regard as best 

justified; not every reflective agent will value humanity as the source of all value. Recall that this 

was the relativism that Korsgaard sought to overcome by appealing to the reflective regress. 

Alternatively, she could regard this non-Kantian prospect as a reductio of the theory that leads to 

it, and aim to replace either the Constitutive Claim or the Normativity Claim with a more 

promising version of those claims. That would require a new argument, so it is not a prospect 

that we can fairly assess in advance here. 

  

                                                      
our choices as good because we choose them, rather than good in themselves (i.e., the Subjectivism Premise), could 

also be a constitutive feature of action, though not a plausible one given that, as we noted, it is at odds with many 

people’s experience of deliberation and choice. Thus, on a constitutivist interpretation, Kant’s Argument would also 

suffer from an implausible Constitutive Claim. 
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Chapter 3 

Self-Validation and Internalism in Velleman’s Constitutivism 

 

Constitutivism is a metaethical theory according to which one can explain reasons or 

normativity in terms of what is constitutive of agency. In David Velleman’s (1989; 2000d; 

2006a; 2009) constitutivist theory, what is constitutive of agency is the aim of self-

understanding: every agent has this aim just by virtue of being an agent.40 He argues that this aim 

best explains a number of otherwise puzzling features of agency, including our apparently non-

observational knowledge of our intentional actions and the openness of the future from the 

perspective of the deliberating agent.41 Reasons for action, Velleman argues, are thus 

considerations in light of which an agent's actions would make folk-psychological sense to her, 

or (equivalently) in light of which she could understand herself acting (Velleman 2009, pp. 18-

20).42 The most prominent objection to constitutivism is David Enoch’s (2006) shmagency 

objection. The objection is that, even granting that a certain aim is constitutive of agency, 

constitutivists cannot explain its normative significance because they cannot explain why we 

have reason to be agents rather than “shmagents,” non-agents similar to agents but lacking the 

constitutive aim of agency. In response, Velleman (2009, pp. 138-145) argues that the aim of 

self-understanding is what I will call deliberatively self-validating: an agent whose deliberation 

                                                      
40 Korsgaard (2009), Smith (2012), and Katsafanas (2013) also defend detailed constitutivist theories. Ferrero (2009) 

and Silverstein (2012, 2015) defend the general constitutivist approach, or versions of it, without endorsing a 

particular constitutivist theory. 
41 For the former, see, e.g., Velleman (2004a). For the latter, see Velleman (2000a). 
42 Velleman (2009, pp. 185-206) describes a second mode of self-understanding that he calls narrative 

understanding. Narrative understanding is the kind of understanding provided by a good story, which Velleman 

explains in terms of characteristic patterns of emotional arousal and resolution. For simplicity, in this chapter I focus 

on folk-psychological self-understanding, as Velleman also does. 
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is structured by the aim of self-understanding will inevitably regard that aim as justified. Thus, 

the aim of self-understanding is at least justified according to its own standard. 

In this chapter, I argue that although Velleman may be correct that the aim of self-

understanding is deliberatively self-validating when considered in abstraction from other features 

of an agent’s character and circumstances, it is sometimes self-invalidating when those features 

are taken into account. In other words, the aim of self-understanding will lead some correctly 

deliberating agents to regard that aim as normatively arbitrary or unjustified. Although they will 

continue to be motivated by it—because it is constitutive of agency and they are agents—they 

will not regard it as determining their reasons. The possibility of deliberative self-invalidation 

undermines Velleman’s response to the shmagency objection. Moreover, although Velleman 

(2000e; 2009, pp. 118-120) argues that a virtue of his constitutivism is that it reconciles 

internalism and objectivity about reasons, I argue that the possibility of deliberative self-

invalidation leaves Velleman committed to an unattractive form of internalism.43 Internalists 

typically hold that aims or desires from which an agent is alienated do not provide her with 

reasons, but in cases of deliberative self-invalidation, agents are alienated from the aim of self-

understanding in just this way. 

 

I. THE SHMAGENCY OBJECTION 

Let’s grant for the sake of argument that Velleman’s theory of agency is correct: that is, 

that the aim of self-understanding is indeed constitutive of agency. Why does this apparently 

merely descriptive fact about agency provide the basis for an account of reasons? This question 

                                                      
43 The kind of internalism at issue is what Darwall (1983, p. 54) calls existence internalism. It says that one has a 

reason to do X only if one would be motivated to do it under specified conditions. Existence internalism contrasts 

with judgment internalism, according to which, necessarily, if one makes a sincere normative judgment (at least 

under specified conditions), then one is to some degree motivated to act accordingly. 
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motivates Enoch’s (2006) well-known shmagency objection to constitutivism. Enoch grants for 

the sake of argument that agency has a constitutive aim, but he argues that this aim lacks 

normative significance unless we have reason to be agents rather than “shmagents,” non-agents 

that closely resemble agents but lack agency’s constitutive aim. He (2006, p. 178) imagines 

someone deliberating about what she has reason to do: 

 

She then finds out that some parts of her psychological makeup are unique in that 

they are such that without them she would not have qualified as an agent at all. 

Knowing that, is she supposed to be relieved? Why does it matter, as far as the 

question of normative arbitrariness is concerned, that some parts of her 

psychology have this necessary-for-agency status? Why shouldn’t our agent treat 

the motives and capacities constitutive of agency as normatively arbitrary? 

 

The result, Enoch argues, is a dilemma for constitutivism. If we do have reason to be agents, then 

constitutivism cannot explain normativity because it cannot, without circularity, explain that 

reason. The explanation would be circular if the argument were that, according to the 

constitutive aim of agency, we have reason to be agents. It would then presuppose rather than 

explain the normative significance of the constitutive aim. But if constitutivism cannot explain 

the reason to be an agent, or if we have no such reason, then constitutivism cannot be the correct 

account of reasons 

One constitutivist response is to argue that shmagency is impossible. If so, one might 

think, then whether to be a shmagent rather than an agent is not a live question, so we do not 

need a reason to be agents rather than shmagents (Rosati forthcoming, p. 201 n. 71). Moreover, if 
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shmagents are impossible, then they have no reasons (or reason-like “shmreasons”), so 

constitutivists can explain all normative reasons in terms of the constitutive aim of agency 

(Silverstein 2015, pp. 1136-1138). Interestingly, one can reject the possibility of shmagency in 

either of two ways. First, one might say that everything with the “surface” features of an agent 

(e.g., the capacity for something like practical deliberation and intentional action) is ipso facto an 

agent, so if we grant that a certain aim is constitutive of agency, then we grant that everything 

that has the surface features of an agent also has that constitutive aim. In that case, shmagency is 

conceptually impossible. If opponents of constitutivism showed how the surface features of 

agency could be realized without the (putatively) constitutive aim, that would show that that aim 

is not constitutive of agency after all, because some possible agents (i.e., these ones) do not have 

it.44 

Alternatively, one could begin with an account of the surface features of agency, argue 

(as Velleman does) that a certain constitutive aim best explains these features, and then identify 

the class of agents as those beings with that constitutive aim, while leaving open the conceptual 

possibility of beings that realize the surface features of agency by an alternative mechanism. 

Velleman (2009, p. 143) endorses this route when he argues that, if there were shmagents, their 

reasons would depend on the aim constitutive of shmagency. At the same time, the constitutivist 

may insist, as Velleman (2009, pp. 143, 204) also does, that in all likelihood nothing could 

actually realize the surface features of agency without having the constitutive aim of agency, so 

shmagents are not actually possible; or at least, the burden of proof is on the opponent of 

constitutivism to show otherwise. 

                                                      
44 Rosati (forthcoming, p. 202) may be endorsing this approach when she writes that “[i]f, with respect to a 

particular conception of agency, one can coherently imagine being ‘very similar’ to an agent, while lacking what is 

claimed to be constitutive of agency, then that would cast doubt directly on the account of agency itself”. 



66 

 

Yet the possibility of shmagency is not, I think, essential to the shmagency objection. 

Constitutivists need not be—in fact, are not—committed to the claim that we have reason to be 

or to remain agents (Korsgaard 1996b, p. 161; Silverstein 2015, pp. 1134-1136). They typically 

agree that the constitutive aim of agency can sometimes prescribe suspending or terminating 

one’s own agency, as when one falls asleep or commits suicide. Were shmagency possible, it 

would be no objection if the constitutive aim sometimes favored becoming a shmagent.45 Thus, 

constitutivists could accept the possibility of shmagency (understood in the second way above).46 

Instead, what ultimately motivates the shmagency objection is the question of why this 

apparently merely descriptive feature of agency has the normative significance that 

constitutivists assign it when they explain an agent’s reasons in its terms. That question remains 

pressing even if shmagency is impossible. So although this first constitutivist response clarifies 

what it might mean for an aim to be constitutive of agency, it does not address the main worry 

underlying the shmagency objection. 

However, Velleman (2009, pp. 135-145) develops a further two-part response to the 

shmagency objection. First, he agrees that asking for a justification for the normative 

significance of the constitutive aim of agency is reasonable. He argues that, if his constitutivist 

conception of agency is correct, then from the perspective of a deliberating agent, this 

justificatory question will be answered affirmatively. The constitutive aim of agency is self-

                                                      
45 Velleman (2009, p. 143) notes that, if we are agents, then the criterion for answering the question “Why be agents 

rather than shmagents?” is given by the constitutive aim of agency. See also Velleman (2009: 204-206). 
46 A qualification is that, if it is possible to become shmagents and we have reason to do so, then we may not in the 

end (i.e., after the transformation) have reason (or shmreason) to do what the constitutive aim of agency requires. 

For constitutivists who aim to justify morality (or another set of substantive normative requirements) by showing 

that it follows from the constitutive aim of agency, this “escapability” of the constitutive aim would be a problem, at 

least if we assume that the constitutive aim of shmagency does not also justify morality. However, though this result 

would show that the constitutive aim of agency does not provide the firm foundation for morality that many 

constitutivists seek, it would not show that the constitutive aim is not normatively significant for agents while they 

are agents, and that is the claim that the shmagency objection is meant to contest. 
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validating: it prescribes regarding itself as justified. One might object that this justification is 

circular because it presupposes that the constitutive aim of agency provides the standard for 

justification, which is precisely what the anti-constitutivist denies. So the second part of 

Velleman’s response is to argue that the circularity is not vicious because that aim being 

constitutive of agency distinguishes it from other self-validating aims that lack normative 

significance. Its constitutive status is non-circularly established by philosophical arguments in 

action theory, not by any sort of self-validation. Thus, Velleman claims that establishing the 

normative significance of a constitutive aim requires meeting two conditions: (1) showing that 

the aim is indeed constitutive of agency, and (2) showing that the aim is deliberatively self-

validating. The circularity of self-validation is not objectionable because self-validation is only a 

necessary condition, not a sufficient one. 

 Enoch (2011, pp. 213-217) is unimpressed with this response, and with good reason. 

Velleman presents the constitutive character of the aim of self-understanding as sufficient for 

prima facie normative significance and deliberative self-validation as a further necessary 

condition. In other words, if the constitutive aim were not self-validating, then that failure would 

undermine its prima facie normative significance, but the aim's self-validation is not what 

establishes its prima facie normative significance: instead, its being constitutive of agency 

suffices for that. This response will not impress those who, like Enoch (2006, pp. 177-178; 2011, 

p. 210), are willing to grant for the sake of argument that a certain aim is constitutive of agency, 

but who deny that it has even prima facie normative significance. The debate thus appears to 

have reached a stalemate. One way to make progress would be to find new arguments for or 

against the claim that a constitutive aim of agency has prima facie normative significance. This 

route is difficult because the gulf of metaethical intuitions between constitutivists and their 
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opponents is wide; hence the stalemate. An alternative for opponents of constitutivism is to shift 

their critique to the self-validation condition, which Velleman accepts. If that condition is not 

satisfied, then whether a constitutive aim has prima facie normative significance is irrelevant 

because Velleman’s response to the shmagency objection fails on other grounds. That is what I 

will argue. 

 

II. DELIBERATIVE SELF-VALIDATION 

 Why does Velleman think that the constitutive aim of self-understanding is deliberatively 

self-validating? He makes two key claims, which I will call No Detached Deliberation and Self-

Validation. The first claim, No Detached Deliberation, is that any deliberation about whether to 

endorse the aim of self-understanding must proceed in light of that very aim. Velleman (2004a, 

p. 293) says:  

 

[T]he agent cannot attain a perspective of fully detached reflection on the aim 

constitutive of action, because it is an aim that must be operative in order for him 

to reflect, in the first place. 

 

In other words, because the aim of self-understanding is constitutive of agency and practical 

deliberation is an exercise of agency, it is not possible to evaluate the aim of self-understanding 

except through deliberation that is structured by that very aim. It structures deliberation by 

providing the ultimate criterion by which one's deliberation proceeds. The aim is “sub-agential”: 

it guides deliberation at a level below consciousness awareness (Velleman 2000c: 21). If you are 

deliberating about whether to take a certain action, what implicitly determines your answer is 
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whether that action would make folk-psychological sense to you in light of your character and 

circumstances. If you could understand yourself acting in that way, then you will decide to do it; 

if not, then not. Now, just as one can deliberate about whether to perform a certain action, one 

can deliberate about whether to regard the aim of self-understanding as normatively significant 

or justified. Given No Detached Deliberation, the criterion for such deliberation is also provided 

by the aim of self-understanding. It thus provides the criterion for its own evaluation. 

 However, Velleman (2004a, p. 293) recognizes a possible problem: 

 

Yet the agent's inability to withdraw from his intellectual drives does not entail 

that he must approve of them, and it certainly does not entail that he must approve 

of them as that by appeal to which considerations qualify as reasons for action. 

 

In other words, even if the aim of self-understanding provides the criterion for its own 

assessment, it is possible that the aim could fail that assessment. It is important to distinguish two 

kinds of justification here. One question is whether having the aim of self-understanding is 

justified. Do we have reason to have that aim rather than not? We granted Velleman’s claim that 

the aim of self-understanding is constitutive of agency. If shmagency is impossible, then one will 

have an instrumental reason to be an agent if one has reason to do anything at all, because 

agency is a necessary condition for action. So it seems likely that, in most cases, because it 

makes folk-psychological sense for one to do something or other, now or in the future, the aim of 

self-understanding will prescribe having the aim of self-understanding. Moreover, we have 

already seen that it is no objection to constitutivism if the constitutive aim of agency sometimes 

prescribes suspending or terminating one’s agency, as when one falls asleep or commits suicide. 
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 The present question is whether the aim of self-understanding has non-instrumental 

normative significance—more precisely, whether it is, as Velleman says, “that by appeal to 

which considerations qualify as reasons for action.” Does it make folk-psychological sense to 

regard the aim of self-understanding in this way? If not, then the constitutive aim of agency 

would be self-effacing: it would prescribe that the agent see that very aim as unjustified. A self-

effacing normative standard is not always objectionable. Silverstein (2015, pp. 1134-1135) draws 

our attention to the so-called paradox of hedonism. Suppose that maximizing one’s own pleasure 

is the correct normative standard. It may be that self-consciously evaluating one’s actions and 

commitments in this instrumental and egoistic way reliably causes one to be less happy than if 

one cared about other people and projects for their own sake. If so, then the hedonistic standard 

prescribes that one repudiate hedonism. That does not show that the hedonistic standard is false, 

but only that one has practical reason not to believe it. 

Could one say, likewise, that if the constitutive aim of agency is not deliberatively self-

validating, that does not show that the constitutive aim is unjustified, but only that the agent has 

reason to regard it as unjustified? In principle, this response is unobjectionable. However, it is 

unavailable to the constitutivist in the present dialectical context. If the normative significance of 

the constitutive aim were already established, then its self-effacement would not undermine that 

significance. But what the shmagency objection questions is precisely whether a constitutive aim 

of agency is normatively significant. Velleman responds by arguing that the aim of self-

understanding meets two conditions: (1) it is constitutive of agency and (2) it is deliberatively 

self-validating. In this context, self-effacement would be a problem because it would mean that 

the constitutive aim does not meet Velleman’s own self-validation condition. Moreover, the first 

condition (i.e., being constitutive of agency) is dialectically useless on its own, for the proponent 
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of the shmagency objection already grants that the relevant aim is constitutive of agency. So the 

self-validation condition is essential to Velleman’s response. 

 Velleman's (2009, p. 138) response to this threat is to invoke the second claim: Self-

Validation. He writes: 

 

The fact that you already have the aim constitutive of agency needn't blunt the 

force of your demand for a justification of it. Even if all of us share this aim, in 

our shared capacity as agents, you can still ask whether we ought to have it, and 

why. To my ear, this question sounds like a demand for self-understanding. . . . So 

interpreted, the question demands that the constitutive aim of action be justified in 

relation to the criterion set by the aim itself. Such a justification is easy to give; 

for . . . trying to do what makes sense, makes sense for creatures like us, who are 

by nature driven to understand the world and are aware of ourselves as especially 

salient parts of it. 

 

According to No Detached Deliberation, the criterion for whether the aim of self-understanding 

is justified is provided by that same aim. According to Self-Validation, the aim passes that test. 

Given that we have the aim of self-understanding, it makes folk-psychological sense to regard 

that aim as normatively significant or justified. Thus, according to Velleman, the aim of self-

understanding is not only constitutive of agency, but also one that no correctly deliberating agent 

can fail to regard as justified upon reflection. 
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III. LOCAL VS. GLOBAL SELF-VALIDATION 

 Are Velleman’s two claims true? No Detached Deliberation follows from the claim that 

the aim of self-understanding is constitutive of agency, so we can grant it for the sake of 

argument. My target is Self-Validation, for Velleman's conclusion that the aim of self-

understanding is deliberatively self-validating is rather quickly drawn.47 Let us distinguish 

between local and global self-validation of an aim. An aim is locally deliberatively self-

validating if, if we abstract from other features of an agent’s character and circumstances, an 

agent whose deliberation is structured by that aim will, if deliberating correctly, conclude that 

that aim is justified. Some possible constitutive aims are not locally self-validating. For example, 

recall the hedonistic aim of maximizing one’s own pleasure. If that aim is self-effacing given 

some ordinary assumptions about human psychology, then an agent who has that aim, but no 

other character or circumstances, should regard that aim as unjustified. However, the aim of self-

understanding is plausibly self-validating under these conditions. If your only aim is to 

understand yourself, then it surely makes folk-psychological sense to endorse having the aim of 

self-understanding, because having that aim will generally make you more likely to achieve its 

object. Arguably, it also makes sense to regard the aim of self-understanding as justified. Such a 

person at least has no obvious reason to doubt or reject its normative significance. 

 What about global self-validation? An aim is globally deliberatively self-validating if an 

agent whose deliberation is structured by that aim will, if deliberating correctly in light of all 

relevant features of her character and circumstances, conclude that that aim is justified. Features 

of an agent’s character and circumstances are relevant because they affect what it makes folk-

psychological sense for one to do, and thus what the aim of self-understanding prescribes. As 

                                                      
47 As Enoch (2011, p. 221) also remarks. 
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Velleman (2009, pp. 27-28) emphasizes, the aim of self-understanding is a second-order aim that 

shapes and guides the pursuit of our many first-order aims rather than replacing them with an 

exclusive first-order aim of self-understanding. For example, if you are thirsty, then it makes 

folk-psychological sense for you to get a drink—this is what we would expect you to do, and we 

would be surprised if you did not, all else equal—so getting a drink is something that you could 

understand yourself doing, so the aim of self-understanding motivates you to do it. Or if you are 

lazy, then it makes folk-psychological sense for you to procrastinate, so the aim of self-

understanding would prescribe procrastination, unless some other feature of your character or 

circumstances, such as your intimidating supervisor, makes it folk-psychologically intelligible 

for you to get to work instead. Thus, what the aim of self-understanding prescribes—that is, what 

it makes folk-psychological sense for one to do—largely depends on other aspects of one's 

character and circumstances. The question of global self-validation is the question of whether the 

aim of self-understanding is an aim that it makes sense to regard as justified, not only (as in local 

self-validation) in light of the aim of self-understanding itself, but also in light of one's character 

and circumstances more generally. 

 Global self-validation, not local self-validation, is what matters for Velleman's response 

to the shmagency objection. Velleman claims that every agent, if deliberating correctly, will 

regard the aim of self-understanding as justified. That conclusion follows from No Detached 

Deliberation and Self-Validation. Global self-validation collapses into local self-validation in the 

special case of someone whose sole aim is self-understanding—the blank agent, as it were, who 

is characterized by the constitutive aim of agency but nothing else. But virtually everyone has 

other features of their character and circumstances in light of which it makes folk-psychological 

sense for them to act in some ways rather than others. (Otherwise, everyone would always act 
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identically.) So the relevant question is whether someone with character and circumstances in 

addition to the aim of self-understanding will, in her own correct deliberation about that aim, 

inevitably regard it as justified. That is the question of global self-validation.  

Velleman does not explicitly consider whether the aim of self-understanding is globally 

deliberatively self-validating. Let us do so by first clarifying how, in Velleman's view, the aim of 

self-understanding evaluates possible actions, and then applying that apparatus to the question of 

whether to regard the aim of self-understanding as justified. We can distinguish four variables in 

practical deliberation: (1) the input, (2) the criterion, (3) the object of assessment, and (4) the 

output. The input is the agent's character, including her desires, commitments, emotions, habits, 

and character traits, and her circumstances, including her immediate environment and her 

broader situation in life. The input also includes the aim of self-understanding itself, which every 

agent has. The criterion is also the aim of self-understanding, which Velleman interprets in terms 

of folk-psychological self-understanding and which (we have granted) structures an agent’s 

practical deliberation. The object of assessment is whatever one deliberates about on a particular 

occasion. For example, you might deliberate about whether to procrastinate tonight, in which 

case you (implicitly) consider whether procrastinating makes folk-psychological sense given 

your character and circumstances. The fact that your deadline is a month away is a reason to 

procrastinate because it is a consideration in virtue of which procrastination makes folk-

psychological sense. Finally, the output is the verdict reached by applying the criterion to the 

input and the object: that is, the verdict about whether the object makes folk-psychological sense, 

or (because making sense is a matter of degree) how much sense it makes. The aim of self-

understanding then motivates the agent to act in the way that seems to her to make the most folk-

psychological sense. If she deliberates correctly, then she acts in the way that actually does make 
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the most folk-psychological sense for her to act, or in which she could best understand herself 

acting, given her character and circumstances. 

 Notice that the criterion of assessment is not instrumental rationality. Even in the case of 

local self-validation, the question is not exactly whether regarding the aim of self-understanding 

as justified is an effective means to achieving self-understanding. Instead, the question is 

whether regarding that aim as justified makes folk-psychological sense given that one has that 

aim. Instrumental rationality is relevant to folk-psychological intelligibility because taking the 

means to one's ends typically makes folk-psychological sense, but the former does not exhaust 

the latter (Velleman 2009, p. 146 n. 33). Velleman (2004b, pp. 295-297) presents it as a virtue of 

his constitutivist account of reasons that it explains the role of instrumental reasoning while also 

making room for non-instrumental considerations that consequentialists ignore. 

 An example illustrates this process. Velleman (1989, pp. 254-257) considers a law 

student deliberating about whether to drop out to study English literature instead. This course of 

action is the object of assessment. The input is the person’s character and circumstances. As 

Velleman (1989, p. 254) tells us, an academic career “better express[es] [his] deepest values,” 

and his motives for becoming a corporate lawyer now strike him as “crass”, although other traits, 

such as his contentiousness, pull in the opposite direction. Moreover, years of planning support 

his present position in law school, and following one's plans generally makes sense. The criterion 

of assessment is, as always, the aim of self-understanding. So we determine the output of correct 

deliberation by asking whether, for someone with this character in these circumstances, it makes 

folk-psychological sense to drop out of law school to study English. One way to answer this 

question is to ask whether it is predictable that this person would take that action. If it is, then it 
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probably makes greater folk-psychological sense to drop out, so the aim of self-understanding 

would favor, and motivate, his doing so. 

 Let us now consider whether we can find a possible case in which the aim of self-

understanding is not globally self-validating. This would be a case in which the object of 

assessment is the aim of self-understanding itself. We want to know whether it makes folk-

psychological sense to regard that aim as normatively significant or justified, to “approve of [it] 

as that by appeal to which considerations qualify as reasons for action” (Velleman 2004a, p. 

293). The criterion of assessment remains folk-psychological self-understanding. To show that 

the aim of self-understanding is not globally self-validating, the output in this case must be that it 

makes sense to regard that aim as normatively arbitrary or unjustified. In other words, though 

one might not reject having the aim of self-understanding (because having that aim is a necessary 

condition of being an agent, and thus of acting at all), one might still reject the claim that that 

aim determines one’s reasons. The only remaining variable is the input, so the question is 

whether a possible specification of the input (i.e., the agent’s character and circumstances) has 

this result. Does it? 

 Here is one possibility. Imagine a committed utilitarian along the lines of the young John 

Stuart Mill. Her central project in life, to which she is deeply committed, is to maximize 

aggregate happiness. (She might believe that utilitarianism is the true moral theory, or she might 

take it merely as a personal ideal.) In light of that commitment, does it make folk-psychological 

sense for her to endorse the aim of self-understanding as having noninstrumental normative 

significance—that is, normative significance not derived from its contribution to maximizing 

happiness? I think not. For a committed utilitarian, it makes folk-psychological sense to evaluate 
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objects by their contribution to aggregate happiness.48 For example, if she is deliberating about 

whether to vote for a candidate advocating an egalitarian economic policy (the object of 

assessment), then all else equal, it makes folk-psychological sense for her to do so if and only if 

she believes that so voting would maximize happiness. We would predict that the utilitarian 

would act in this way. If she did not, then we would be puzzled. We would try to explain her 

action by adjusting the inputs in our informal analysis of her situation, by calling attention to 

other features of her character or circumstances in light of which we should expect a different 

action from her. For example, maybe (unlike Mill) she is also rather lazy, in light of which it 

makes folk-psychological sense for her to sleep in rather than go to the polling station. 

 The aim of self-understanding is just another possible object of assessment, so we can 

determine the output of correct practical deliberation in the usual way. For the committed 

utilitarian, it makes folk-psychological sense, all else equal, to evaluate objects by their 

contribution to aggregate happiness. It makes sense for her to endorse having the aim of self-

understanding for two reasons. First, assuming that Velleman’s theory of agency is correct, she 

must have this aim in order to be an agent, and she must be an agent in order to take actions to 

promote happiness. So the aim of self-understanding has considerable instrumental value for her. 

Second, at least if she accepts a Millian conception of happiness as involving the exercise of her 

higher mental capacities, she needs to be an agent in order to have those capacities and thus to 

realize the higher pleasures that she regards as especially valuable. So the aim of self-

understanding is valuable for her because it is a constituent part of what she regards as valuable. 

However, it does not make folk-psychological sense for her to regard the aim of self-

                                                      
48 Cf. Velleman (1989, pp. 304-305): “[I]f you think of yourself as a consequentialist, then that component of your 

self-conception will naturally affect how you deliberate. . . . [Y]ou will regard nonconsequentialist reasons as 

making no sense for you to consider, and you will shun them accordingly. You will take only consequentialist 

considerations into account, as the only ones that make sense for you.” 
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understanding as non-derivatively normatively significant or justified; that is, as the criterion for 

reasons that Velleman claims it is. We would be surprised if she did. It would not make sense in 

light of her utilitarianism, just as it would not make sense for her to endorse egalitarian economic 

policies as intrinsically just rather than a means to maximizing happiness. Instead, all else equal, 

given her character, it makes folk-psychological sense for her to regard the aim of self-

understanding as normatively arbitrary: that is, as a descriptive feature of agency that is 

derivatively valuable for the two reasons already mentioned, but not of fundamental normative 

significance. In this case, then, the aim of self-understanding is not globally deliberatively self-

validating. 

 It does not follow that our utilitarian is no longer motivated by the aim of self-

understanding. If that aim is genuinely constitutive of agency, then, “like it or not,” she will find 

herself doing what makes folk-psychological sense to her even when this fails to maximize 

aggregate happiness, such as when she lazily slept in rather than voting (Velleman 2009, p. 137). 

But she will not always endorse this influence. She will regard it as akin to an ineradicable 

(albeit generally desirable) desire that sometimes motivates her in ways of which she does not 

approve. Given her deep utilitarian commitments, it makes folk-psychological sense for her to 

regard that aim in this way. Thus, the aim of self-understanding motivates the deliberative 

rejection of its own normative significance. 

One might object that, because the agent relies on the aim of self-understanding to guide 

her deliberation even as she reasons her way to regarding it as unjustified, she remains implicitly 

committed to its normative significance.49 By repudiating it because doing so makes folk-

psychological sense given her character and circumstances, she implicitly treats the aim of self-

                                                      
49 I thank an anonymous reviewer for raising this objection. 
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understanding as the criterion for determining what she has reason to do. However, this result is 

inevitable because the present charge is that the aim of self-understanding is deliberatively self-

invalidating, not that it fails to meet some external standard. Thus, although her conclusion is 

inconsistent with (in Velleman’s view) the implicit commitments of any practical deliberation, it 

is nevertheless the product of correct deliberation.50 This result undermines Velleman’s response 

to Enoch’s shmagency objection. If it were sufficient to justify the aim of self-understanding that 

agents implicitly treat it as justified when they deliberate, then Velleman could have stopped 

with No Detached Deliberation and dispensed with Self-Validation. Instead, he argues that, 

although the aim of self-understanding is not justified by the sort of irreducibly normative 

standards that non-naturalist metaethicists like Enoch favor, it is justified according to itself. I 

have argued that this further condition is not always met. 

 Of course, utilitarian commitments are nothing special; many other possible inputs have 

the same result. One might be a nihilist for whom it makes folk-psychological sense to reject the 

normative significance of any aim, including the aim of self-understanding. One might be a theist 

for whom it makes folk-psychological sense to regard the aim of self-understanding as justified 

only if one believes that God wishes one to do so. And so on. These problematic inputs are not 

constitutive of agency, so the aim of self-understanding will not fail to be globally self-validating 

in every case. Some inputs will lead a correctly deliberating agent to regard the aim of self-

understanding as justified. But that aim is globally self-invalidating in some cases, and that is 

enough to show that Velleman's defense of its normative significance does not succeed on its 

                                                      
50 One might worry that, if the agent regards the aim of self-understanding as unjustified, and if she knows that this 

aim structures her practical deliberation, then she should regard all of her practical conclusions as unjustified, 

including her endorsement of her utilitarian and other commitments. If so, then the self-invalidation of the 

constitutive aim could lead a correctly deliberating agent to general normative skepticism. Whether it does so 

depends on what it makes folk-psychological sense for someone with her character and circumstances to do in this 

situation, and that question may have no clear answer. 
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own terms, because the aim is supposed to be deliberatively self-validating as such, for all 

possible agents. 

 Indeed, this conclusion should be obvious. If Velleman's conception of agency is correct, 

then the reader's own practical deliberation is structured by the aim of self-understanding. So 

consider: do you endorse that aim as the criterion for normative reasons? Do you agree that you 

always have most normative reason to do or feel what it makes most folk-psychological sense for 

you to do or feel, given your character and circumstances? You most likely do not, because you 

most likely have some incompatible values or commitments in light of which rejecting the 

purported normative significance of the aim of self-understanding makes sense. So either 

Velleman's conception of agency is false and your practical deliberation is not structured by the 

aim of self-understanding, or that aim is not globally self-validating.51 If the former, then 

Velleman's constitutivism obviously fails. If the latter, then the argument of this section is 

correct, and Velleman's theory does not satisfy Self-Validation. 

 

IV. GENERAL VS. PARTICULAR SELF-VALIDATION 

 I have argued that the aim of self-understanding is not globally self-validating because, 

for some possible sets of character and circumstances, it makes folk-psychological sense for an 

agent to regard that aim as normatively arbitrary or unjustified. These cases are counterexamples 

to Velleman’s claim that the aim of self-understanding is deliberatively self-validating. Now, 

Velleman might concede that correctly deliberating agents can reject the normative significance 

                                                      
51 Actually there is a third possibility: you might be deliberating incorrectly. The observed behavior of actual agents 

is only a heuristic in this context because an agent might mistakenly regard the aim of self-understanding as 

unjustified even though regarding it as justified would make more sense given her character and circumstances. My 

earlier argument is not vulnerable to this objection, however, because that argument was based on directly applying 

the aim of self-understanding to some possible cases. Unless my arguments about what it makes most sense for them 

to do are mistaken, the agents in my examples are deliberating correctly. 
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of the aim of self-understanding considered thus abstractly, but insist that they will nevertheless 

endorse the action it prescribes on each particular occasion. In other words, an agent might claim 

to doubt the normative significance of the aim of self-understanding, but in practice she will 

inevitably agree that, for each action that aim prescribes, she has most reason to perform that 

action. Call the former general self-validation and the latter particular self-validation. 

 Whether particular self-validation without general self-validation would satisfy the self-

validation condition is unclear. However, we can set aside that issue because, as I will argue, 

Velleman’s constitutivism does not guarantee particular self-validation either. An aim is 

particularly self-validating if an agent whose deliberation is structured by that aim endorses each 

action that it prescribes, in the sense that she regards herself as having most reason to perform 

that action (rather than some alternative action). Thus, the aim of self-understanding is 

particularly self-validating if it makes folk-psychological sense to endorse acting in any way that 

it makes folk-psychological sense to act. This condition may seem easy to satisfy. For won't 

whatever features of one's character and circumstances in light of which it makes sense to 

perform an action also be features in light of which it makes sense to endorse performing that 

action? 

We can approach the problem by way of an objection that Velleman (2009, pp. 31-33) 

considers to his account of reasons. The objection is that it sometimes makes folk-psychological 

sense to act in ways that manifest one's “admitted vices,” such as laziness, even though one does 

not have reason so to act (2009, p. 31).52 For example, it makes folk-psychological sense for a 

                                                      
52 Even someone who thinks that an agent's reasons depend on her ends or desires should agree that lazy agents do 

not always have most reason to be lazy. When laziness interferes with an agent's pursuit of her own more valued 

ends, it is a form of instrumental irrationality. 
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lazy person to procrastinate, but it surely does not follow that she has a reason (let alone most 

reason) to procrastinate, just because she is lazy. 

 Velleman argues that alleged counterexamples of this sort divide into two categories, 

neither of which is ultimately problematic. First, the agent might endorse the character trait in 

question, in which case she would not characterize herself negatively as “lazy” but instead 

positively or neutrally as (e.g.) “easygoing”. Velleman regards it as no objection to his account 

that an easygoing agent has reason to take time off rather than working hard, all else equal. 

Second, the agent might indeed evaluate her character negatively as “lazy”. But then whatever 

explains her negative evaluation—her professional ambition, say, which her laziness frustrates—

will also be such that it makes folk-psychological sense for her to overcome her laziness rather 

than procrastinating. In that case, Velleman's theory avoids the counterintuitive implication that 

the lazy person has most reason to procrastinate. So purported counterexamples about the folk-

psychological implications of bad character traits resolve upon closer inspection into either of 

two unobjectionable scenarios. 

 However, this treatment fails in some cases. It fails because whether to perform an action 

and whether to endorse that action are different objects of assessment and a given input of 

character and circumstances might be such that it makes folk-psychological sense to perform an 

action but also to regret rather than to endorse it. This discrepancy is possible because the folk-

psychological connection between someone's character and her actions is not always mediated by 

endorsement. Sometimes it is. In some cases, it makes folk-psychological sense for someone 

with a certain character trait to perform a certain action because someone with that trait would 

endorse that action, and people typically act in ways that they endorse. Thus, an ambitious 

person typically endorses working hard, so it makes sense for her to work hard. But in other 
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cases, it makes folk-psychological sense for someone with a certain character trait to perform a 

certain action simply because someone with that trait would be motivated to perform that action 

(without endorsing it). For example, it makes sense for a socially anxious person to avoid 

stressful social situations such as parties or dates even if she does not endorse acting in this way 

and wishes that she could overcome her anxiety and be more sociable instead. 

Because the folk-psychological connection between character and action can be mediated 

by motivation without endorsement, a “bad” character trait can motivate an action even though a 

“good” character trait leads one to regard that action as unjustified. For example, someone's 

laziness might have a strong motivation-mediated folk-psychological connection with 

procrastination but no endorsement-mediated connection, while her professional ambition has 

only a weaker endorsement-mediated connection with working hard. All else equal, it makes 

most folk-psychological sense for her to procrastinate and then to berate herself for laziness.53 Or 

someone might be strongly motivated to help others even though she wishes that she were not so 

self-sacrificing, with the result that it makes most folk-psychological sense for her to help, 

against her better judgment, and then to regret her soft-heartedness. That this sort of behavior is, 

by all appearances, not particularly unusual among the actual agents we encounter provides some 

confirmation of the analysis. So Velleman's account of reasons does not avoid the 

counterintuitive implication that people sometimes have most reason to act in ways that manifest 

their “admitted vices”. 

                                                      
53 Velleman (2009, pp. 32-33) also argues that someone in this conflicted state could make her life simpler and 

therefore more favorable to self-understanding if she eliminated her laziness. But this move does not help against the 

objection because it leaves intact the objectionable claim that the agent has most reason to be lazy now, given her 

present character. Moreover, it may not be possible for her to become less conflicted if she is in what Velleman 

(2009, p. 33) calls a “rational dead end,” in which making the effort required to reform her character does not make 

folk-psychological sense in light of her present, lazy character. 
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 What are the implications for our question about particular self-validation? We were 

considering the objection that, although the aim of self-understanding may not be globally self-

validating when considered generally, it remains particularly self-validating in the sense that, for 

any action it prescribes, a correctly deliberating agent will regard that action as justified. The 

preceding discussion shows that this claim is false because, with the right input, the aim of self-

understanding can prescribe performing one action but simultaneously prescribe refusing to 

endorse that action (and endorsing a different action instead). Recall our lazy utilitarian. It may 

make folk-psychological sense for her to stay in bed rather than going to the polling station even 

if she thinks that voting is the happiness-maximizing action in her circumstances. But it may also 

make folk-psychological sense for her to regard her laziness as a vice or failure, not something to 

which she has most reason to accede, though the aim of self-understanding motivates her to stay 

in bed regardless. And she may feel this way about many other actions that the aim of self-

understanding motivates her to perform. 

 Thus, not only does the aim of self-understanding lead some possible agents to regard 

that same aim as normatively arbitrary or unjustified in general (so it is not generally self-

validating), it also leads some possible agents to regard some of the particular actions that the 

aim of self-understanding prescribes and motivates them to perform on particular occasions as 

unjustified. As before, utilitarianism and laziness are nothing special. Similar outputs follow 

from many different inputs of character and circumstances. 

 

V. SELF-VALIDATION AND INTERNALISM 

 So far I have argued that, although Velleman claims that the aim of self-understanding is 

deliberatively self-validating, this is not the case for some possible (and actual) agents. Although 
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such agents continue to be motivated by that aim—because we are granting that it is constitutive 

of agency, it could cease to motivate them only if they ceased to be agents—they do not regard it 

as normatively significant. Instead, they believe that the aim of self-understanding sometimes 

leads them to act or feel in ways that they do not have reason to act or feel. They wish that they 

could act differently. Moreover, this attitude is not irrational. According to the criterion set by 

the aim of self-understanding, the role of which in structuring an agent’s deliberation we have 

granted, regarding that aim as normatively unjustified is what these agents have most reason to 

do—for this is what it makes folk-psychological sense for them to do, given their character and 

circumstances. That the aim of self-understanding is deliberatively self-invalidating in some 

cases is a problem for Velleman because he relies on Self-Validation as one part of his response 

to Enoch’s shmagency objection.  

However, one might question how damaging deliberative self-invalidation really is. If it 

undermines one argument for constitutivism, could the constitutivist simply give another? For 

example, Silverstein (2015) rejects the self-validation condition. He acknowledges (2015, pp. 

1134-1135) that deliberation could lead an agent to the conclusion that she should not be an 

agent in general or on some particular occasion. But he claims that the metaphysical status of the 

constitutive aim (i.e., as constitutive of agency) secures its normative significance regardless of 

whether or not the aim is self-effacing in this way. Self-validation is “beside the point” 

(Silverstein 2015, p. 1142 n. 9). Moreover, Velleman himself offers other arguments for 

constitutivism. He claims that only constitutive standards can avoid either an endless regress of 

justification or an arbitrary halt (2009, pp. 125-128) and, against metaethical non-naturalism, that 

the idea of intrinsically justified standards of correctness for action is incoherent (2009, p. 145). 
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54 He also argues (2004b, pp. 295-297) that his account of reasons is more extensionally 

adequate than instrumentalist alternatives. 

The merits of other arguments for constitutivism are beyond the scope of this chapter. 

However, I will argue that the prospect of deliberative self-invalidation is a theoretical liability 

for constitutivists who, like Velleman, favor an internalist conception of reasons. Internalists 

(e.g., Williams 1981) say that an agent’s reasons depend in one way or another on her subjective 

motivational states, such as her aims or desires. An advantage of internalism is its ready 

explanation for why agents are so often motivated by their reasons rather than indifferent to 

them. Its disadvantage, at least in the eyes of many (e.g., Parfit 1997), is that because people’s 

aims and desires are contingent and interpersonally variable, the reasons they generate will have 

those same features, with the result that some possible agents do not have the moral or prudential 

reasons that, intuitively, everyone does have. An attraction of constitutivism, according to 

Velleman (2000e; 2009, pp. 118-120), is that it reconciles internalism with a kind of objectivity 

about reasons.55 Constitutivism is an internalist theory because it explains reasons in terms of a 

motivating aim, but it avoids the characteristic disadvantage of internalist theories by appealing 

to an aim that is not contingent or interpersonally variable but instead constitutive of agency 

itself. Thus, Velleman argues that we should accept a constitutivist account of reasons at least in 

part because it explains how reasons can be both internal and objective.56 

                                                      
54 For criticism of the latter claim, see Enoch (2011, p. 223-227). 
55 Other proponents of constitutivism (e.g., Katsafanas 2011, pp. 625-628) as well as critics (e.g., Enoch 2011, pp. 

208-209) have cited the reconciliation of internalism and objectivity as an important motivation for constitutivism. 

Korsgaard’s (1996b, pp. 16-18) project of finding a justification for morality that succeeds in addressing every agent 

by virtue of appealing to considerations related to each agent’s own identity reveals, to my mind, a similar ambition. 

Korsgaard (2009) develops her view in an explicitly constitutivist direction. 
56 Velleman’s accommodation of traditional externalist views is limited insofar as he claims that the aim of self-

understanding is “merely pro-moral,” encouraging the development of moral ways of life without guaranteeing that 

every agent always has reason to act morally (2009, p. 2). See also Velleman (2006b). 
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What is the problem? What we might call simple internalism is the view that an agent has 

a reason to do X if and only if (1) she has an intrinsic pro-attitude toward doing X or (2) doing X 

is instrumental to something toward which she has an intrinsic pro-attitude. Different internalist 

theories identify different pro-attitudes as relevant; familiar candidates are desires (e.g., Brandt 

1998) and second-order desires (e.g., Lewis 1989, pp. 115-116). Most internalists reject simple 

internalism in at least two ways. First, they argue that some pro-attitudes that an agent does not 

actually have nevertheless provide reasons for her because she would have them after some 

process of idealization. For example, she might have those pro-attitudes if she were fully 

informed and rational (Smith 1994). Second, they argue that some of an agent’s actual pro-

attitudes do not generate reasons—for example, if they result from inadequate information or 

mistaken reasoning. What matters here is that another typical basis for regarding an agent’s 

actual pro-attitudes as not reason-generating is that she is alienated from them. 

The classic example of alienated desire is the unwilling drug addict (Frankfurt 1971, pp. 

12-13). The unwilling addict desires her drug, but she repudiates that desire: she wishes that she 

did not have it and, typically, prefers not to satisfy it. It does not seem plausible to say that she 

has a reason to take the drug. Accordingly, internalist or subjectivist theories of all sorts, 

including well-being (e.g., Dorsey 2015, p. 6), value (e.g., Lewis 1989, p. 115), and reasons (e.g., 

Hubin 2003, pp. 326-329; Frankfurt 2004, pp. 15-16) generally exclude alienated pro-attitudes 

from the set of pro-attitudes that they take to generate reasons, either by explicit stipulation or, 

more commonly, by explaining reasons in terms of those pro-attitudes (e.g., second-order desires 

instead of first-order desires, or values instead of desires) taken to represent an agent’s non-

alienated interests. 



88 

 

This restriction also follows from an important philosophical motivation for internalism: 

the thought that an agent’s reasons, good, or well-being should “fit” her in such a way that she 

finds it engaging rather than alienating. Railton (1986a, p. 9) gives the canonical statement: 

 

[W]hat is intrinsically valuable for a person must have a connection with what he 

would find in some degree compelling or attractive, at least if he were rational 

and aware. It would be an intolerably alienated conception of someone’s good to 

imagine that it might fail in any such way to engage him. 

 

Call this thesis, generalized to apply to reasons, the non-alienation condition. The unwilling 

addict may find the prospect of taking her drug motivationally compelling, but she does not find 

it normatively compelling or attractive. What she finds attractive is the prospect of being rid of 

that desire. So if internalism about reasons is motivated at least in part by the non-alienation 

condition, then excluding alienated pro-attitudes from the set of pro-attitudes that generate 

reasons is justified.57 In a similar way, Hubin (1999) defends internalism on the grounds that it 

best explains the normative “force” of reasons for agents, by speaking to the concerns of those 

agents rather than trying to browbeat them with considerations they regard as irrelevant. From 

the perspective of the unwilling addict, a putative reason to take the drug does not have 

normative force—she sees taking the drug as compelled, not justified—so Hubin’s argument also 

                                                      
57 Some influential early statements of internalism (e.g., Williams 1981; Korsgaard 1986) do not explicitly rule out 

the possibility that alienated pro-attitudes generate reasons. These authors may have simply not considered this 

issue, or they may have omitted discussion of it to focus on the larger contrast between internalism and externalism. 

Williams is moved by concerns about alienation in other contexts (e.g., 1973, pp. 116-117), and Korsgaard (1996b, 

pp. 93-94) is very clear that, at least in her own view, motives not endorsed by the agent do not generate reasons. In 

any case, what matters is that the non-alienation condition is plausible and widely accepted among contemporary 

internalists. 
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justifies the claim that pro-attitudes from which an agent is alienated do not generate reasons, as 

he argues elsewhere (Hubin 2003, pp. 326-329). 

Now, the problem for constitutivism is that, if the constitutive aim of agency is 

sometimes deliberatively self-invalidating, then some agents will be alienated from that aim. 

Recall our lazy utilitarian. Like the unwilling addict, she feels the motivational force of the aim 

of self-understanding, but she sometimes wishes that she could act otherwise. She differs from 

the addict in that, because she wants to continue being an agent, she does not want to stop having 

that aim. But she is nevertheless alienated from it when it leads her to act in ways that she 

regards as unjustified, such as when she lazily stays in bed rather than doing what she regards as 

more important work. Staying in bed does not “fit” her; it does not strike her as normatively 

compelling or attractive; it is at odds with her values. She is still motivated to do it, of course, but 

so is the addict motivated to take her drug. To say that she has most reason to stay in bed must 

strike her as perverse.  

Thus, in cases of deliberative self-invalidation, the reasons generated by the aim of self-

understanding should not be regarded as internal reasons. It follows that Velleman’s account of 

reasons is not an internalist account, or at least not one that satisfies the non-alienation condition. 

Nor is there an obvious alternative for Velleman. It would be very implausible to say that agents 

alienated from the aim of self-understanding have no reasons. And because Velleman takes the 

constitutive status of an aim to be essential to its normative significance, he cannot instead 

explain these agents’ reasons in terms of other (non-constitutive) pro-attitudes from which they 

are not alienated. 

So the deeper threat posed by deliberative self-invalidation is that it undermines what 

many, including Velleman, regard as an important virtue of constitutivism: its promised 



90 

 

reconciliation of internalism and objectivity. If agents can be alienated from the aim of self-

understanding, then Velleman’s constitutivism does not yield a plausible form of internalism, 

which must (among other things) satisfy the non-alienation condition.58 Of course, even if 

successful, this argument is not a refutation of constitutivism as such. My argument has been 

restricted to the aim of self-understanding, so the putatively constitutive aims of agency favored 

by other constitutivists, such as Korsgaard (2009) and Katsafanas (2013), may indeed be 

deliberatively self-validating. That question is beyond the scope of this chapter. Constitutivists 

could also defend a form of internalism that rejects the non-alienation condition. The limited 

conclusion of this section is that those who find internalism attractive at least in part on the basis 

of the non-alienation condition (1) should not be impressed by Velleman’s claim that his 

constitutivism reconciles internalism and objectivity and (2) should require, of other internalist 

constitutivist theories, that they show how their proposed constitutive aim avoids deliberative 

self-invalidation.59 

 Let me conclude this chapter by relating it to the overall theme of my dissertation. Recall 

that constitutivism is a metaethical theory according to which one can explain reasons or 

normativity in terms of what is constitutive of agency. I said that any such theory makes three 

basic claims: (1) the Constitutive Claim, according to which some feature is constitutive of 

agency; (2) the Normativity Claim, according to which we can explain reasons or normativity in 

terms of that feature; and (3) the Content Claim, according to which doing so has some specified 

                                                      
58 Velleman’s constitutivism violates the non-alienation condition in a second respect as well. Recall the objection 

that Velleman’s account of reasons implausibly allows “bad” character traits such as laziness to provide reasons to 

act in ways that manifest those traits. A version of this objection applies to character traits from which the agent is 

alienated. For example, although the unwilling addict is alienated from her desire for the drug, it may nevertheless 

make folk-psychological sense for her to take the drug, because the alienated desire has (what I called) a strong 

motivation-mediated folk-psychological connection with that action. So even if an agent is not alienated from the 

aim of self-understanding itself, she may be alienated from other motives that, in conjunction with that aim, generate 

the reasons that Velleman’s account says she has. 
59 As some already do; e.g., Katsafanas (2013, pp. 204-207). 
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first-order normative implications. In these terms, my main objection is to Velleman’s 

Normativity Claim. For the sake of argument, I granted Velleman’s version of the Constitutive 

Claim, including both his claim that the aim of self-understanding is constitutive of agency and 

his account of how that aim structures practical deliberation. However, I argued that Velleman is 

mistaken to claim that the aim of self-understanding is deliberatively self-validating in the sense 

that a correctly deliberating agent would endorse that aim as the criterion for reasons, or at least 

endorse the particular actions that it prescribes. I also argued that, if the aim of self-

understanding is deliberatively self-invalidating, then reasons defined in its terms will not qualify 

as internal reasons according to the most plausible forms of internalism, which hold that attitudes 

from which an agent is alienated do not generate reasons. Though these arguments do not 

preclude justifying the Normativity Claim on other grounds, they do undermine or at least cast 

doubt on some of Velleman’s own arguments for the Normativity Claim. 

 What about Velleman’s version of the Content Claim? Unlike some other constitutivists 

such as Korsgaard (2009) and Smith (2013), Velleman does not attempt to show that people 

always (or nearly always) have reason to be moral. Instead, he argues (2009, p. 2) that the aim of 

self-understanding is “merely pro-moral,” encouraging the development of moral ways of life 

without guaranteeing that every agent always has reason to act morally. Given their character 

and circumstances, some people may find that injustice makes more folk-psychological sense for 

them. One might thus object to Velleman’s Content Claim on the grounds that everyone does 

have reason to be moral, or at least that the fact that one would understand oneself less well if 

one acted justly is no reason, or anyway no decisive reason, against doing so. I have not pursued 

that objection here. However, I did argue that Velleman’s theory implausibly entails that people 

have reason to act in ways made intelligible by what they themselves regard as “bad” character 
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traits, such as laziness. This objection to Velleman’s Content Claim is less controversial than the 

previous objection (i.e., about our moral reasons) because even Humeans and others who reject 

the claim that everyone always has reason to be moral can agree that character traits (or desires, 

etc.) from which an agent is alienated do not generate corresponding reasons. Moreover, as we 

saw, Velleman himself is concerned to avoid the implication that “bad” character traits provide 

reasons, so this objection is internal to his theory in a way that the previous objection is not. 
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Chapter 4  

A Critique of Smith's Constitutivism* 

 

Constitutivism is a metaethical theory according to which one can explain reasons or 

normativity in terms of what is constitutive of agency. In a series of recent papers, Michael 

Smith (2011, 2012, 2013) develops and defends a novel form of constitutivism. Unlike 

constitutivists such as Velleman (2009) and Korsgaard (2009), Smith defines reasons not directly 

in terms of what is constitutive of agency but instead in terms of what is constitutive of ideal 

agency, where an ideal agent is an agent who maximally possesses and exercises the capacities 

that are constitutive of agency.60 Smith argues that his constitutivism provides a rational 

foundation for morality by providing an account of rational requirements that makes it plausible 

that moral requirements reduce to rational requirements. His theory therefore warrants study for 

two reasons: as a contribution to the perennial philosophical project of reconciling morality and 

rationality, and as a novel form of constitutivism. 

 This chapter is a critical assessment of Smith's constitutivism. It develops three main 

objections. First, Smith does not adequately justify the normative significance of ideal agency in 

the sense just described. His well-known earlier defense of an ideal adviser account of reasons in 

The Moral Problem (1994) does not readily support the normative significance of the different 

conception of ideal agency that his constitutivism employs, and he indicates no other argument 

to take its place. Second, Smith's argument that certain desires are constitutive of ideal agency 

                                                      
* A version of this chapter is forthcoming in Ethics. I am grateful to Connie Rosati, Mark Timmons, and several 

anonymous reviewers for their detailed feedback and helpful suggestions on earlier drafts. 
60 For example, Velleman (2009: 19) argues that the aim of self-understanding is constitutive of agency and that 

reasons for an action are considerations in light of which that action would make sense to the agent, or 

(equivalently) in light of which she could understand herself performing it. 
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threatens to beg the question in favor of the rationality of moral requirements by incorporating 

implicitly moral premises that are not justified by what is constitutive of agency. Third, the 

rational requirements that Smith extracts from his constitutivist account of reasons do not align 

with commonsense morality as neatly as he suggests, and the discrepancies raise doubts about 

whether, even other problems aside, Smith succeeds in reducing moral requirements to rational 

requirements. The conclusion is that Smith's constitutivism, at least in its present form, is not 

persuasive. 

 

I. SMITH'S CONSTITUTIVISM 

 Let's begin by reviewing Smith's argument for his constitutivist theory. Any constitutivist 

theory of this sort—i.e., one that attempts to explain reasons or normativity in terms of what is 

constitutive of agency—makes three basic claims. The Constitutive Claim identifies some feature 

as constitutive of agency in the sense that any agent has that feature just by virtue of being an 

agent. The Normativity Claim is that one can explain reasons or normativity in terms of that 

feature. The Content Claim is that the constitutive feature and the nature of its normative 

significance have some specified first-order normative implications, such as recognizably moral 

requirements to help and not harm others. Constitutivist theories differ among themselves with 

respect to each claim. 

 We can divide Smith's theory into three parts corresponding to the three components of a 

constitutivist theory. The first part, corresponding to the Constitutive Claim, consists of (1) a 

conception of action that supports (2) an initial conception of ideal agency. The second part, 

corresponding to the Normativity Claim, is Smith's explanation of the normative significance of 

ideal agency so understood. As we will see, he gives an account of reasons in terms of the desires 
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of one's counterpart ideal agent. The third part, corresponding to the Content Claim, is (1) 

Smith's derivation of the various desires that he argues are constitutive of ideal agency and thus 

shared by all ideal agents, along with (2) his argument that the resulting reasons are recognizably 

moral reasons and that, therefore, moral requirements are reducible to rational requirements. 

 Begin with Smith's version of the Constitutive Claim. Smith argues that what is 

constitutive of agency is the capacity for action: “Someone is an agent in virtue of being capable 

of action” (18). He endorses a variant of the so-called standard story about action, descending 

from Davidson, according to which: 

 

What makes an agent's movement of her body an action . . . is the fact that that 

movement is produced in the right kind of way by two psychological states: some 

background final desire the agent has—that is, some desire she has for something 

for its own sake—and some belief she has about how her bodily movement will 

bring about, or perhaps constitute, the realization of that final desire. According 

to the most plausible version of this standard story, these two states combine, 

under the influence of the agent's capacity to be instrumentally coherent, so as to 

constitute an instrumental desire whose immediate causal role is to move her 

body. (10) 

 

On Davidson's (2001) canonical version of the standard story, action results when a belief and a 

desire interact to cause action in a non-deviant way. Smith prefers Hempel's (1961-1962) variant 

on the standard story, which replaces the notion of causal non-deviance with regulation by the 
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agent's capacity for instrumental rationality.61 On the basis of this conception of action, Smith 

concludes that action essentially involves the exercise of two capacities: (1) the capacity to form 

rational beliefs about the world, and (2) the capacity for means-ends coherence, or to adopt the 

instrumental desires appropriate in light of one's beliefs about how to satisfy one's final desires. 

Let's designate these capacities more briefly as the knowledge-acquisition and desire-realization 

capacities. These capacities are constitutive of agency because agents just are those things that 

are capable of action.62 

 Smith next appeals to Judith Jarvis Thomson's (2008) notion of goodness-fixing kinds to 

define a notion of ideal agency. Goodness-fixing kinds are “kinds whose nature fixes a standard 

of success for things of that kind” (17). For example: “Toasters are devices for warming and 

browning bread so that you can enjoy eating it, so a good toaster is a device that does all of this 

without burning the toast, so making it more enjoyable to eat” (17). An ideal member of a 

goodness-fixing kind is “a maximally good member” of that kind (18). Smith claims that agency 

is a goodness-fixing kind. The standard of success for agency is given by the two capacities 

constitutive of agency, so an ideal agent is one who has and exercises the two capacities to a 

                                                      
61 For discussion, see Smith (2009). 
62 This conception of action does not, I think, actually support Smith's claim that the knowledge-acquisition capacity 

is constitutive of agency. On the standard story, the agent's beliefs about the world are an exogenous input to the 

formula of action. Even if her beliefs are irrational, so long as they interact with her desires in the right kind of way, 

the resulting movement is an action. For example, if I desire to be healthy and I believe (contrary to evidence) that 

the way to be healthy is to eat sand, and then I exercise my capacity for instrumental rationality to form an 

instrumental desire to eat sand, and then do so, my doing so is no less an action, on the standard story, than my 

rationally better-founded eating of leafy vegetables would have been. Smith (2009: 72-75) appears to recognize this 

point elsewhere when he argues that an action based on irrational belief is an action but nevertheless a less excellent 

action than one that results from a better exercise of theoretical rationality. But his argument assumes that theoretical 

rationality (exercised well or poorly) is a “constitutive cause” of action (because it produces the belief that is 

constitutively involved in action), and my point is that this is not a feature of the standard story. An agent who has 

her beliefs innately, or randomly, or by the moment-by-moment dispensation of a kindly god, and who has no 

capacity for theoretical rationality, can still act according to the standard-story conception of action. So of the two 

capacities that Smith claims are constitutive of agency, his argument supports the desire-realization but not the 

knowledge-acquisition capacity. I will set this objection aside, however, because Smith could perhaps argue that 

theoretical rationality as well as action is constitutive of agency. 
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maximal degree (18). Ideal agency has both a subjective and an objective aspect. Subjectively, 

an ideal agent has beliefs that are rational in light of her evidence and has instrumental desires 

that are instrumentally rational in light of her final desires and her beliefs about how to satisfy 

them. Objectively, an ideal agent has beliefs that are true and instrumental desires that are, 

accordingly, reliably associated with the satisfaction of her final desires (18). This is the first 

phase of Smith's conception of ideal agency. 

 The second phase is to derive further consequences from this initial account of ideal 

agency. Smith relies on three theses, which I'll call the coherence, robustness, and symmetry 

theses. First, the coherence thesis is that an ideal agent will have a maximally coherent and 

unified psychology (21). Smith argues that the maximal exercise of the two capacities will 

sometimes conflict and undermine coherence. Suppose that an agent desires that she now 

believes that p (21). If so, the exercise of her desire-realization capacity will lead her to believe 

that p whether or not p is true, while the exercise of her knowledge-acquisition capacity will lead 

her to believe that p if and only if p is true. This conflict introduces an incoherence into the 

psychology of an ideal agent (21). To remedy it, Smith proposes that ideal agents have a 

dominant final desire not to interfere with the exercise of their knowledge-acquisition capacity 

(23). A dominant desire is one that overrides other desires, such as the desire to believe that p. A 

final desire is a desire for something for its own sake; contrast with instrumental desires, the 

objects of which are desired as means to satisfying final desires. This dominant desire precludes 

conflict between the two capacities by privileging the knowledge-acquisition capacity. It thereby 

restores coherence to the psychology of the ideal agent. 

 Second, the robustness thesis is that an ideal agent will have what it takes to remain ideal 

insofar as this is under her control: “being ideal now requires an agent to be such as she needs to 
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be in order to be ideal not just now, but also later” (24). An ideal agent cannot guarantee now 

that she will be ideal later, for that depends on the disposition of the world and on how she 

exercises her capacities in the future. But she can help to ensure the good exercise of her future 

capacities in two ways: by (1) not interfering with their exercise and by (2) helping to ensure that 

she has and exercises them—promoting them, I'll say. On this basis Smith adds four further 

desires to his conception of ideal agency: an ideal agent has dominant final desires to help and 

not to interfere with the future exercise of each of her two capacities (24). 

 Third, the symmetry thesis is that an agent's relationship to her future self is not relevantly 

different from her relationship to other people. In both cases she lacks the direct control over the 

two capacities that she has in the case of her current self (24). On this basis, Smith extends the 

content of the desires so far introduced to encompass the capacities of other people as well. Thus 

an ideal agent, on Smith's finished conception, has dominant final desires to promote and not 

interfere with the current and future possession and exercise of the knowledge-acquisition and 

desire-realization capacities of herself and other people. These desires are constitutive of ideal 

agency because all ideal agents have them, and all ideal agents have them because they derive 

(via the coherence, robustness, and symmetry theses) from the two capacities that (Smith says) 

are constitutive of action, the capacity for which is in turn constitutive of agency. We'll return to 

the substantive normative implications of Smith's constitutivism in a moment, but first we should 

consider his version of the Normativity Claim, the claim that we can understand reasons or 

normativity in terms of what is constitutive of agency. 

 What is the normative significance of ideal agency? Smith's critical claim here is what I 

will call dispositional constitutivism: 
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Reasons for finally desiring something inherit their status as reasons from their 

being reasons for believing that A's idealized counterpart—that is, A himself in the 

nearest possible world in which he has and exercises a maximal capacity to know 

the world in which he lives and realize his intrinsic desires in it—finally desires 

that outcome.63 

 

On this view, what one has reason to desire is what one would desire if one had and maximally 

exercised the two capacities that are constitutive of agency, namely knowledge-acquisition and 

desire-realization. Or, perhaps, what one has reason to desire is not just anything that one's 

counterpart ideal agent desires, but instead what one's counterpart ideal agent desires one to 

desire.64 This is a dispositional account of reasons because it explains reasons in terms of the 

counterfactual responses of a specified individual in specified circumstances. The final desires of 

one's counterpart ideal agent are “the final desires that an agent should have, in the sense that his 

having those final desires is required for him to meet the highest standards that are internal to the 

concept of agency” (18-19). If some final desires are constitutive of ideal agency, then every 

                                                      
63 This summary statement combines two intermediate claims that Smith makes: (1) an account of reasons in terms 

of final goodness and (2) an account of final goodness in terms of the desires of ideal agents (15-19). My objections 

to Smith do not touch on these intermediate steps, so I omit them for simplicity. Note that anyone who objects to the 

intermediate steps could simply define reasons directly in terms of ideal agency and then still accept the rest of 

Smith's account. 
64 An important distinction among dispositional theories of reasons is between ideal exemplar and ideal adviser 

theories. An ideal exemplar theory says that one's reasons depend on what a suitably idealized version of oneself 

would desire. An ideal adviser theory says that one's reasons depend on what a suitably idealized version of oneself 

would desire for one's actual (non-idealized) self to desire. The two kinds of theory can differ in their substantive 

implications because, for example, it will not make sense for one's idealized self to have certain desires, such as to 

improve her capacities of knowledge-acquisition and desire-realization, that it does make sense for one's actual self 

to have. Smith does not explicitly make this distinction in his presentation of constitutivism and his formulations of 

the view seem ambiguous between the two interpretations. However, Smith elsewhere firmly endorses ideal adviser 

over ideal exemplar theories. See, e.g., Smith (1995). So I will assume that he favors an ideal adviser interpretation 

of dispositional constitutivism and refrain from objections that presuppose otherwise. 
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ideal agent will have those desires, and so (given dispositional constitutivism) every actual agent 

will have the corresponding reasons (19). 

  The final step in Smith's account is to combine dispositional constitutivism with the 

earlier characterization of ideal agency. An ideal agent has dominant final desires to promote and 

not interfere with the current and future exercise of the knowledge-acquisition and desire-

realization capacities of herself and others. Because these desires are constitutive of ideal 

agency, every ideal agent has them, and so everyone has reason to act in these ways. (On the 

ideal adviser interpretation, we assume that all ideal agents desire their actual counterparts to 

desire accordingly.) Moreover, Smith argues that the desires constitutive of ideal agency support 

subsidiary rational requirements of two broad sorts. First, such actions as breaking promises, 

lying, manipulating, cheating, disloyalty, betrayal, and free-riding typically involve 

disappointing the reasonable expectations of others, thus interfering with their knowledge-

acquisition capacity and typically their desire-realization capacity as well (27). An ideal agent 

would accordingly desire not to engage in any of these actions. Second, because ideal agents 

desire to promote the capacities of others, we have reasons to do so on both a small scale (e.g., in 

raising children) and a large scale (e.g., in supporting just institutions that provide access to 

education and other opportunities) (28). 

 Given “[t]he striking similarity of these acts to those that we ordinarily take to be morally 

required,” Smith argues, “[t]he only reasonable conclusion to draw is thus that . . . every agent is 

morally required to help and not interfere as well” (26). In other words, the convergence in 

content between the reasons that Smith's dispositional constitutivism says we have and familiar 

moral reasons suggests that the former just are moral reasons: moral requirements are reducible 
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to rational requirements. Thus Smith concludes that dispositional constitutivism provides a “rock 

solid” foundation for morality in rational requirements (26). 

 

II. THE NORMATIVITY OBJECTION 

 Let's begin our critical assessment of Smith's constitutivism with a crucial component of 

the theory: Smith's argument for the Normativity Claim, according to which one can explain 

reasons or normativity in terms of what is constitutive of agency. All of Smith's arguments about 

which desires are constitutive of ideal agency are for nothing, so far as explaining reasons goes, 

if ideal agency lacks normative significance. Dispositional constitutivism explains normative 

reasons in terms of something descriptive, namely the final desires of one's ideal-agent 

counterpart. So the crucial question vis-a-vis the Normativity Claim is: Why accept this 

principle? Smith says that “[t]hese are the final desires that an agent should have, in the sense 

that his having those final desires is required for him to meet the highest standards that are 

internal to the concept of agency” (18-19). But why do standards internal to the concept of 

agency have normative significance? If they do, why do they also have normative priority over 

other possible objects of normative significance, such as desires that are not shared by one's 

ideal-agent counterpart? 

 Curiously, in the paper presenting his constitutivist theory of reasons, Smith provides no 

explicit defense of this dispositional constitutivist claim.65 He does, however, cite his well-

                                                      
65 Smith does argue for what he calls the Inheritance Thesis, according to which “reasons for finally desiring 

something inherit their status as reasons from their being reasons that support the truth of the claim that that thing is 

finally good” (15). However, the Inheritance Thesis is silent about what is finally good, and so does not favor 

dispositional constitutivism over any other view. Instead, Smith presents his constitutivism as an “independent 

reason” for believing that the Inheritance Thesis is true, presumably because explaining reasons in this way yields 

(Smith argues) an overall plausible account of reasons, including a foundation for the claim that every agent has 

reason to be moral (17). As noted earlier (n. 8), one could also accept dispositional constitutivism while rejecting the 

Inheritance Thesis by explaining reasons for finally desiring something directly in terms of the desires of the ideal 

agent, without Smith’s detour through final goodness. 
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known earlier work on dispositional theories in The Moral Problem, and he elsewhere claims 

that this earlier work “was drawing upon a constitutivist conception of the ideal agent all along” 

(18).66 So my aim in this section is to explore the possibility of using Smith's earlier arguments 

for a dispositional theory of reasons to support dispositional constitutivism. I will (1) distinguish 

two kinds of ideal agency, rational-ideal agency and kind-ideal agency, then argue that (2) these 

two notions are not extensionally equivalent, because some rational-ideal agents are not kind-

ideal agents and vice versa, then argue that (3) Smith's central earlier argument for a 

dispositional theory of reasons, the incoherence argument, does not support dispositional 

constitutivism. In fact, Smith's earlier argument counts against dispositional constitutivism by 

supporting an incompatible account of reasons. Because he offers no other argument for the 

Normativity Claim of dispositional constitutivism, that claim is left entirely unsupported. 

 The first step of my argument is to distinguish between rational-ideal and kind-ideal 

agency. First: 

 

A kind-ideal agent is an agent who has and exercises to a maximal degree the 

capacities that are constitutive of agency, i.e. (on Smith's view) the capacity to 

know the world in which one lives and to realize one's intrinsic desires in it. 

 

A kind-ideal agent is an excellent agent according to the constitutive standards of agency; an 

agent who is maximally good at doing what agents constitutively do. Next: 

 

                                                      
66 For the latter, see Smith (2015: 190). 
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A rational-ideal agent is an agent who is fully rational, where “to be fully rational 

an agent must not be suffering from the effects of any physical or emotional 

disturbance, she must have no false beliefs, she must have all relevant true beliefs, 

and she must have a systematically justifiable set of desires, that is, a set of desires 

that is maximally unified and coherent” (Smith 1997: 89). 

 

This is Smith's characterization of (what I am calling) rational-ideal agency in The Moral 

Problem. The underlying thought is that a rational-ideal agent is one who is optimally situated 

for making good decisions (Smith 1997: 91). Appeals to rational-ideal agency, in different forms, 

are familiar in the tradition of philosophers who explain reasons in terms of the responses of 

ideal observers or advisers.67 

 The second step of my argument is to establish that kind-ideal and rational-ideal agency 

are genuinely different notions of ideal agency. They are conceptually different because kind-

ideal agency invokes the idea of what is constitutive of agency whereas rational-ideal agency 

does not. They also differ in how particular conceptions of them are justified. A conception of 

kind-ideal agency is justified by an account of what is constitutive of agency, such as Smith's 

appeal to the standard story about action. A conception of rational-ideal agency might be 

justified by appealing to platitudes governing the use of normative terms or by its potential to 

explain the action-guiding significance of those terms. Smith (1997: 89) appeals to “the idea of 

being beyond reproach from the point of view of reasoned criticism” as his most abstract 

characterization of the rational-ideal agent. The particular features of rational-ideal agency, such 

                                                      
67 E.g., Firth (1952), Brandt (1998), and (at least on one reading) Railton (1986b). 
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as full (relevant) information, are then justified by virtue of closing off avenues of reasoned 

criticism, such as the criticism that one's desires are based on false beliefs. 

 What matters here is that an important feature of Smith's conception of kind-ideal 

agency—the robustness thesis—is not plausibly a feature of rational-ideal agency. Smith justifies 

the robustness thesis, if at all, by appealing to an intuition about the excellence of kinds: a 

member of a kind is better qua such a member if it is not only ideal now but also has what it 

takes to remain ideal in the future. An ideal toaster, for example, doesn't break after the first use. 

This is why, if Smith is right, kind-ideal agents have dominant desires to promote and not 

interfere with their future possession and exercise of the two capacities. The robustness thesis 

also plays a crucial role in Smith's vindication of morality because, without this step, the 

symmetry thesis will not be able to generalize these desires into desires to promote and not 

interfere with others' capacities. But the intuition supporting the robustness thesis—an intuition 

about the excellence of kinds—does not apply to rational-ideal agency, a conception of which 

Smith arrived at by considering the conditions of reasoned criticism. We have no reason to 

believe (at least for all Smith has said) that all fully informed and rational agents would have 

dominant desires to promote and not interfere with their own future capacities. So, because the 

desires of rational-ideal agents are based on the desires of their non-ideal counterparts, and 

because these obviously do not always include those dominant desires, it seems likely that some 

possible rational-ideal agents are not kind-ideal agents, and vice versa. 

 Of course, it might be true that even though the robustness thesis is not part of the 

characterization of rational-ideal agency, nevertheless all rational-ideal agents would converge 

on the corresponding desires. Perhaps there are good arguments for this conclusion (i.e., for 

privileging the protection and promotion of one’s future capacities over all competing 
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considerations) that all fully informed and rational agents would recognize. It is difficult to rule 

out this possibility in advance, but nothing guarantees it, and Smith has not argued for it. The 

familiar worries about whether all rational-ideal agents will converge in their desires suggest that 

they might diverge with respect to the robustness thesis as well.68 More specifically, my 

objections to the first-order normative implications of Smith's theory (in section IV) will suggest 

various rational grounds on which rational-ideal agents might not have all the dominant desires 

that Smith attributes to kind-ideal agents. 

 The third step of my argument is to show that Smith's earlier defense of a dispositional 

theory of reasons (1) supports (if it works) a version that employs rational-ideal agency and (2) 

cannot readily be adapted to support a version that employs kind-ideal agency instead. The first 

part is straightforward because my characterization of rational-ideal agency was taken directly 

from Smith's earlier work. The second part requires more discussion. Briefly, Smith defends his 

rational-ideal dispositional theory of reasons by arguing that accepting it enables us to reconcile 

three attractive theses about normative or moral judgment that appear to be in tension. These are 

that (1) moral judgments express a subject's beliefs about matters of fact, (2) all else equal, 

people are motivated to do what they judge it morally right to do, and (3) motivation requires an 

appropriate desire and means-end belief, such that beliefs are not intrinsically motivating (Smith 

1997: 85). These three theses are in tension because, if moral judgments express beliefs, then it 

seems that people will be only contingently motivated to act accordingly—that is, only if they 

have a corresponding desire—and, Smith (1997: 114-115) argues, people do not generally have 

the desire to do what is morally right (as such) because this desire is fetishistic. Smith (1997: 

100) argues that his rational-ideal dispositional theory reconciles these three theses because 

                                                      
68 For optimism about convergence, see Smith (1994: 187-189). For pessimism about convergence, see Smith (2006: 

100-106). See also, e.g., Sobel (1999: 145-147). 
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rationality includes a disposition toward coherence and it is incoherent to believe that one's 

rational-ideal counterpart would desire something without also desiring it oneself, and hence 

being motivated to act accordingly. Thus, if Smith's dispositional analysis of reasons is correct, 

then we can explain why rational people are reliably motivated by their normative (including 

moral) judgments even though those judgments express beliefs rather than non-cognitive states 

such as desires. 

 The key to that explanation is Smith's appeal to the disposition toward coherence that he 

claims is constitutive of rational agency, non-ideal as well as ideal.69 The incoherence argument 

is Smith's account of how his rational-ideal dispositional theory of reasons explains moral 

motivation. The first premise is that, when people believe that they have normative reason to do 

something, what they believe is given by Smith's dispositional analysis of reasons. In other 

words, what they believe is that, if they had a fully informed and coherent and unified set of 

desires, they would desire that their actual selves desire what they now judge themselves to have 

reason to do. Of course, many people do not believe that Smith's analysis accurately describes 

the content of their normative beliefs, but Smith (2001: 263-264) argues that this fact simply 

shows that people have mistaken second-order beliefs about their normative beliefs. The second 

premise of the incoherence argument is that a set of beliefs and desires is more coherent if one 

desires to act in the way that one believes that one's rational-ideal adviser would desire one to act 

than if one is indifferent or averse to so acting. The third premise is that all rational agents 

(including non-ideal ones) have a disposition toward coherence such that they will tend to 

acquire desires the possession of which would increase the coherence of their overall set of 

beliefs and desires (and lose desires that decrease coherence). The conclusion, as we saw, is that 

                                                      
69 Smith makes this argument in many places. For an especially clear presentation, see Smith (2001). For the claim 

that the disposition toward coherence is constitutive of rational agency, see Smith (1999a: 48, 54). 



107 

 

rational people are reliably motivated by their normative judgments. Thus, Smith's analysis 

reconciles the apparently inconsistent triad of theses about normative or moral judgments. 

 Each of these premises has been subject to criticism, but we can set that aside.70 Our 

question is not about whether the incoherence argument supports a rational-ideal dispositional 

theory of reasons but instead about whether that argument, supposing that it succeeds in its 

original context, can be drafted to support a kind-ideal dispositional theory (such as dispositional 

constitutivism) instead. For this question, the crucial premise is the second one, the incoherence 

claim. Let's grant for the sake of argument that the incoherence claim is plausible given a 

rational-ideal dispositional theory of reasons. The question is whether it’s also plausible given a 

kind-ideal dispositional theory of reasons. I will argue that it is not. 

 Consider more closely Smith's defense of the incoherence claim. He argues that the 

desires of one's rational-ideal adviser have prima facie normative force because, by definition, a 

rational-ideal adviser is better placed than oneself to make good decisions. He then explains this 

better placement in terms of the ideal adviser's possession of a desire set that is fully informed, 

coherent, and unified; these are features that Smith thinks we will agree enhance the rationality 

of the corresponding judgments. In conjunction with other features such as freedom from 

physical and emotional disturbance, they put the rational-ideal adviser “beyond reproach from 

the point of view of reasoned criticism” (Smith 1997: 89). Smith then argues that it is plainly 

incoherent to believe that your rational-ideal adviser would desire you to desire X and yet to be 

indifferent or averse to desiring X. It is incoherent because you are rejecting the judgment of 

someone whom you admit (“by our own lights”) is better placed for making good judgments 

                                                      
70 For criticism of the first two premises, see Brink (1997), Copp (1997), and Sayre-McCord, (1997). For criticism 

of the third, see Enoch (2007b: 102). 
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than you are (Smith 1994: 177). Because rational people have a disposition toward coherence, 

they will therefore acquire the corresponding desire. 

 Let's grant that this argument is prima facie plausible. The problem is that it does not 

apply to a kind-ideal adviser. A rational-ideal adviser is someone whom we recognize as 

optimally placed to make good decisions because she has a set of beliefs and desires that differs 

from our own in ways that we acknowledge make it better or more rational. This is so because a 

rational-ideal adviser is simply defined in terms of our initial beliefs and desires plus various 

modifications, such as more information and greater coherence, that we recognize as rational 

improvements. But the nature of a kind-ideal agent is not reached by such reasoning. Instead, we 

arrive at the nature of a kind-ideal agent by identifying the capacities that are constitutive of 

action, and therefore of agency, and then characterizing the kind of agent that fully possesses and 

exercises those capacities.71 Nothing here guarantees that our kind-ideal counterparts are better 

placed to make good decisions than we are. Indeed, because they depart from rational-ideal 

advisers in the ways mandated by the robustness thesis (which is not justified as a condition of 

optimal decision-making), they seem less well placed to make judgments that we should 

recognize as better than our own. Their desire sets are distorted by features (i.e., the desires 

corresponding to the robustness thesis) that, unlike full information and coherence, are not 

always relevant to rational decision-making. Thus, because one's kind-ideal counterpart is not 

optimally placed for making good decisions, one exhibits no incoherence (at least on these 

grounds) in being indifferent or averse to what one believes that one's kind-ideal counterpart 

would desire one to desire.72 

                                                      
71 As Smith (2012: 309) puts it, “the norms governing the idealization are norms internal to the concept of agency 

itself.” 
72 Kind-ideal and rational-ideal agents are not completely dissimilar. For example, because kind-ideal agents fully 

possess and exercise the knowledge-acquisition capacity, they will apparently have desire sets that are fully 
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 To be sure, it is often reasonable criticism of a course of action to say that it will impair 

or destroy, or even merely fail to promote, one’s future capacities for knowledge-acquisition or 

desire-realization. 73 Rational-ideal dispositionalism accounts for these ordinary appeals to 

prudence by way of the full-information and rationality conditions. For example, you might 

desire to smoke now, but if you were fully informed of the risk to your health then you wouldn’t 

want yourself to smoke, so you don’t have reason to smoke. The robustness thesis is qualitatively 

different: it imposes as an additional condition, not derived from full information or rationality 

(or any other component of rational-ideal agency), that an ideal agent have dominant desires to 

protect and promote her future capacities. Because this condition is not derived from full 

information and rationality, it may conflict with the verdict they would deliver on their own.74 

For example, I might want to risk or even sacrifice my life for some important cause, and my 

rational-ideal counterpart might concur, but my kind-ideal counterpart is apparently guaranteed 

to dissent, since losing my life would destroy my future capacities.75 The problem vis-à-vis 

Smith’s incoherence argument is that although (let’s grant) I am motivated by my beliefs about 

my rational-ideal counterpart’s desires because I accept that being fully informed and rational 

                                                      
informed, just as rational-ideal agents do. So the fact that one's kind-ideal counterpart has some desire may be some 

evidence that one's rational-ideal counterpart would also have that desire, and Smith's incoherence argument could 

then apply, as originally intended, to explain one's motivation by the latter belief. But in such cases it is one's beliefs 

about one's rational-ideal counterpart, not one's beliefs about one's kind-ideal counterpart, that cause one to form the 

corresponding desires. 
73 I am grateful to an anonymous reviewer for prompting me to clarify this point. 
74 The likelihood of conflict depends in part on how demanding the content of the desires corresponding to the 

robustness thesis are. If they are very demanding—forbidding, for example, any activity that might possibly impair 

one’s future capacities to any degree, no matter how small or for how short a time—then conflicts are probably 

pervasive. I return to the issue of the demandingness of Smith’s theory in section IV. 
75 I assume that other courses of action in which my future capacities are unharmed are also available. Also, on the 

ideal adviser construal of Smith’s theory, it seems possible that a kind-ideal agent would have dominant desires to 

protect and promote her own future capacities but not desire that her non-ideal counterpart have dominant desires to 

protect and promote her future capacities, in which case the latter would not always have reason to protect and 

promote her own future capacities rather than pursue conflicting courses of action. Smith doesn’t explicitly consider 

the possibility of this discrepancy, so I will set it aside. In any case, another element of his view—the symmetry 

thesis—rules out the discrepancy because it says that kind-ideal agents will also have dominant desires to protect 

and promote the capacities of other people, presumably including their own non-ideal counterparts. 
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puts him in a better situation to make good decisions, I do not agree that my kind-ideal 

counterpart is better situated than I am for making good decisions, since I do not think (at least in 

advance of more information and better reasoning) that protecting and promoting my future 

capacities must always override competing considerations. That is a substantive normative 

question, not a condition for rational decision-making. After all, whether to risk my life for an 

important cause is precisely what I am now considering, but the question would already be 

settled if I accepted that the robustness thesis characterized any situation for optimal decision-

making. Moreover, it seems that I make no mistake in thinking this way.76 

 Smith might object that I have exaggerated the difference between kind-ideal and 

rational-ideal agency.77 Perhaps what I have called kind-ideal agency is only Smith's attempt to 

render his account of rational-ideal agency more precise and to provide it with a unifying 

metaphysical grounding in the nature of action. And indeed, some features of (to switch 

terminology in deference to the objection) Smith's newly elucidated account of rational-ideal 

agency carry over from his earlier version. The metaphysical grounding in the nature of action 

does not undermine the incoherence argument, because the maximal possession and exercise of 

                                                      
76 An anonymous reviewer suggests that, given the symmetry thesis, Smith could agree that impairing or failing to 

promote one’s own capacities for knowledge-acquisition or desire-realization is sometimes justified so long as it is 

for the sake of protecting and promoting the same capacities of other people. Of course, this argument depends on 

the symmetry thesis itself, which I object to in section III. Moreover, Smith doesn’t specify how to balance desires 

to protect and promote the capacities of different people against one another (I object to the indeterminacy of 

Smith’s theory in this respect in section IV), but however he might want to resolve that issue, the resulting desires of 

the kind-ideal agent may still diverge from those of the rational-ideal agent, to the disadvantage of the former. 

Finally, this move would still leave kind-ideal agents guaranteed to reject courses of action that impair or fail to 

promote one’s capacities for the sake of other ends (i.e., besides protecting and promoting the capacities of others), 

which remains an implausible (because not grounded in the conditions for good decision-making) constraint on 

answers to what should be a substantive normative question. For example, one might wonder whether one should 

give up a career in philosophy, reducing one’s future capacity for knowledge-acquisition by foregoing knowledge 

and analytical skills that one would otherwise acquire, in favor of a less intellectually rigorous administrative job 

that one enjoys much more (and assuming no net effect on one’s capacity for desire-realization or on the capacities 

of others). This is precisely the sort of issue about which one might seek the guidance of one’s rational-ideal adviser, 

whereas one’s kind-ideal adviser is apparently guaranteed to reject the change of career. 
77 I am grateful to an anonymous reviewer for suggesting this objection. 
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the capacities that Smith describes as constitutively involved in action is apparently already 

included within the full information and rationality that characterizes rational-ideal agents. The 

coherence thesis can also be interpreted as a further implication of the same coherence that Smith 

earlier took to be definitive of a rational-ideal agent's psychology, and thus as a plausible 

extension of rational-ideal agency. However, the issue vis-a-vis the Normativity Claim is not 

really whether kind-ideal agency is a replacement for Smith's earlier conception of rational-ideal 

agency or instead a further articulation and re-grounding of it, but rather whether Smith's 

incoherence argument works for the new conception as well as for the old. And the problem is 

that the robustness thesis, in particular, is neither a clarification or re-grounding of features 

already present in Smith's original account nor a plausible addition justified by what is necessary 

for good decision-making.78 It is also essential to Smith's vindication of morality because it 

justifies the desires that are later generalized to others by the symmetry thesis. 

                                                      
78 An anonymous reviewer suggests the following argument. Smith characterizes a rational-ideal agent as one who is 

optimally situated for making good decisions. But being optimally situated for making good decisions requires that 

one’s rational capacities be in maximally good order and remain so at least for the duration of the decision-making 

process. Some such processes are quickly completed, but others, such as deciding how to live, continue in an open-

ended way throughout one’s life. An agent who is to be optimally situated for making good decisions of this very 

extended sort must ensure that her rational capacities are and remain in maximally good order indefinitely. Since the 

dominant desires indicated by the robustness thesis have precisely this aim, the robustness thesis accurately 

describes rational-ideal agency. However, it seems unlikely that the decision-making processes relevant to advising 

one’s non-ideal self are of this very extended sort. Moreover, the argument begs the question. For suppose that a 

rational-ideal agent did not have dominant final desires to protect and promote her own capacities for knowledge-

acquisition and desire-realization, but nevertheless maintained her maximal possession and exercise of those 

capacities for as long as necessary to complete the relevant decision-making processes. For example, she might be 

willing to impair or even sacrifice those capacities for the sake of other ends, but due to fortunate circumstances, 

conflicts of this sort never arise. Such an agent would not fall short as a rational-ideal agent; she would be no less 

well situated for making good decisions and advising her non-ideal self than an agent who did have those final 

desires. In fact, as I argue in the text, she would be better situated for making good decisions because her decision-

making processes would not be antecedently constrained by overriding desires to protect and promote her own 

rational capacities, which may not be justified given what else is at stake in a given case. So the objection is 

question-begging because, even granting that a rational-ideal agent must remain rationally ideal for the duration of 

her decision-making processes and that some decision-making processes have indefinite duration, whether she must 

be such as to remain rationally ideal under her own steam, as it were—that is, by virtue of her own dominant desires 

rather than by virtue of fortunate circumstances or theoretical stipulation—is precisely what is at stake when we 

consider whether the robustness thesis is true. So it is not an argument for the robustness thesis. 
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 Smith could argue that believing that one's kind-ideal counterpart would desire one to do 

something, and not desiring to do it, would be incoherent on other grounds. But he doesn't give 

such an argument, and it would have to be a quite different sort of argument from the (I have 

granted) prima facie plausible line of thought that supports the incoherence claim in the context 

of Smith's earlier rational-ideal dispositional theory of reasons. Absent some further argument, a 

rational person need not be motivated by her beliefs about the desires of her kind-ideal 

counterpart, so the desideratum of reconciling the three attractive theses about normative and 

moral judgment does not support dispositional constitutivism. Nor does Smith justify the 

normative significance of kind-ideal agency in some other way. 

 It's worth noting that typical constitutivist arguments for the normative significance of 

what is constitutive of agency cannot help Smith. Typical constitutivists explain normative 

reasons or principles directly in terms of what is constitutive of agency. Thus, Velleman (2009: 

19) argues that the aim of self-understanding is constitutive of agency and that reasons for action 

are considerations in light of which the agent could understand acting. Korsgaard (2009: 25) 

argues that the aim of self-constitution is constitutive of agency and that normative principles are 

the principles for successful self-constitution. In an influential paper, David Enoch (2006: 179) 

argues that constitutivist theories cannot explain why we have reason to be agents rather than 

“shmagents,” non-agents who are “very similar” to agents but lack agency's constitutive aim. 

The predominant line of constitutivist response has been to argue that agency is inescapable, not 

in the sense that one cannot cease to be an agent (e.g., by falling asleep or committing suicide), 

but in the sense that—if the putative aim really is constitutive of agency—there is no other 

perspective from which to raise normative questions.79 So, the constitutive aim is normative 

                                                      
79 See Ferrero (2009), Velleman (2009: 142-144), and Silverstein (2015: 1127-1142). 
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because it necessarily structures the deliberation of agents and because no other perspective 

exists from which to question its authority. 

 This strategy does not benefit Smith's constitutivism because his theory does not explain 

reasons directly in terms of an aim that is constitutive of agency. What is constitutive of agency, 

on his view, is action as described by the standard story, as well as the disposition toward 

coherence. Reasons depend not directly on these, but instead on the desires of kind-ideal agents. 

The deliberative perspective of a kind-ideal agent is clearly not inescapable. An actual, non-ideal 

agent does not occupy the deliberative perspective of her kind-ideal counterpart, so she can 

intelligibly question its normative significance. In effect, she has the role of the shmagent: she 

resembles her kind-ideal counterpart in many ways, but she lacks the features (i.e., the desires of 

the kind-ideal agent) in terms of which the constitutivist explains reasons.80 So the challenge for 

Smith's view is to explain why non-ideal agents, if they are rational, are nevertheless 

appropriately motivated by their beliefs about the desires of their kind-ideal counterparts. And 

we have just seen that, at least without further support, Smith's incoherence argument is not 

adequate to perform this task. 

 Nevertheless, to say that Smith hasn't yet justified his constitutivism's Normativity Claim 

isn't to say that it can't be justified. So it is worthwhile, in the remainder of this chapter, to 

subject Smith's version of the Content Claim to scrutiny as well. 

 

 

                                                      
80 Smith (2015: 193-194) rejects appealing to the inescapability of agency for a different reason. He argues that 

membership in other kinds (such as “human being”) may also be inescapable for us and result in conflicting 

standards. Instead, he responds to Enoch's shmagency objection by arguing that his account of reasons “best coheres 

with the rest of our commitments,” presumably including its reconciliation of the three apparently conflicting theses 

about normative or moral judgment, which is the argument that we considered in the text (2015: 198). 
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III. THE CIRCULARITY OBJECTION 

 We turn now to Smith's version of the Content Claim. Recall that Smith extends his 

initial conception of ideal agents (as maximally having and exercising the capacities for 

knowledge-acquisition and desire-realization) using the coherence, robustness, and symmetry 

theses. Ultimately Smith claims that an ideal agent has dominant desires to promote and not 

interfere with the current and future exercise of the knowledge-acquisition and desire-realization 

capacities of herself and other people. The circularity objection is an objection to the argument 

by which Smith arrives at this account of ideal agency. Smith's goal is to provide a rational 

foundation for morality by (1) reducing moral requirements to rational requirements and then (2) 

giving an account of rational requirements in terms of the final desires of kind-ideal agents. To 

avoid circularity, the argument for his conception of kind-ideal agency must not rely on moral 

premises.81 Otherwise, anyone skeptical about morality would also doubt Smith's conception of 

rational requirements, and dispositional constitutivism would fail to resolve the original conflict 

between morality and (non-moralized) rationality that motivates Smith's paper (11-14). 

 Smith's initial conception of kind-ideal agency, in terms of the maximal possession and 

exercise of the knowledge-acquisition and desire-realization capacities, is morally neutral. It is 

compatible, as Smith notes, with agents having any final desires whatsoever, including morally 

bad desires (19). Likewise for the coherence thesis, at least on the surface. The robustness thesis, 

however, is more difficult to assess because its justification is unclear. Smith appears to intend 

the robustness thesis as a general claim about the excellence of kinds. For example, a good 

toaster is one that not only makes toast now but also has what it takes to continue making toast in 

the future; it does not break after the first use. If so, the argument is problematic because the 

                                                      
81 Smith (2012: 309) explicitly endorses this requirement. 
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robustness thesis does not appear to be true for some other kinds. A good missile is not one that 

above all else maintains itself indefinitely into the future, but instead one that destroys itself if 

necessary, or as a means, to accomplish some aim. On the corresponding conception of agency, 

an agent with self-sacrificial or self-destructive desires could be an ideal agent despite not being 

such as to be an ideal agent in the future. She exercises her agency excellently by pursuing the 

objects of her desires, whatever they are, even when doing so interferes with or fails to promote 

her future capacities. So why is agency like a toaster rather than like a missile? The standard 

story about action appears to favor the latter conception of ideal agency (rather than Smith's) by 

virtue of not providing grounds for anything stronger. Thus, the concern is that Smith has 

adopted, without sufficient justification, the characterization of agency that seems better suited 

for deriving moral requirements. 

 In an earlier paper, Smith defends the robustness thesis as a requirement of consistency: it 

is inconsistent for an agent to desire not to interfere with her present exercise of her knowledge-

acquisition capacity (as established by the coherence thesis) but not also to desire not to interfere 

with her future exercise of that capacity (2012: 315). However, Smith has not established (by 

appeal to what is constitutive of agency) that the difference between one's present and one's 

future self is not itself a relevant difference. Moreover, even if this appeal to consistency 

established the robustness thesis with respect to noninterference with one's exercise of the 

knowledge-acquisition capacity, it would not establish the other dominant desires associated with 

the robustness thesis, including the desire to promote that capacity (in other ways, such as by 

blocking external threats to its functioning) and the desires to promote and not interfere with 

one's future desire-realization capacity. Because the coherence thesis does not introduce these 

other desires, ideal agents (so far) needn't have them, so consistency could not force their 
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generalization to one's future self as required by the robustness thesis. Perhaps in recognition of 

these limitations, Smith does not appeal to consistency to justify the robustness thesis in the more 

recent paper that is the focus of my discussion. 

 In any case, more trouble emerges with Smith's symmetry thesis, which says that the 

agent's relationship to other people is not relevantly different from her relationship to her future 

self. This thesis is crucial to Smith's project of reducing morality to rationality because, without 

it, the dominant desires constitutive of ideal agency are limited to promoting and not interfering 

with the present and future exercise of one's own capacities. Ideal agency would be compatible 

with indifference or hostility to the capacities of others. Moreover, the symmetry thesis has an 

obviously moral character. It is a requirement of impartiality between oneself and others. 

Impartiality is a defining feature of morality or of the moral point of view. So we can expect that 

anyone skeptical about the rational significance of moral requirements will also be skeptical 

about the symmetry thesis. 

 To avoid the circularity objection, Smith needs a plausible argument for the symmetry 

thesis that does not appeal to moral premises (such as premises about the equal moral importance 

of every person). Smith spends just a paragraph on this crucial task. He writes: 

 

Though . . . there is a deep difference between an agent's relationship to her own 

current beliefs and desires, and those she has later, given that her current beliefs 

and desires are the ones she directly controls through the exercise of her rational 

capacities, there is no such deep difference between her relationship to her own 

later beliefs and desires and those of other people. (24) 
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But this argument is obviously problematic. The skeptic can grant that her relationship to her 

future beliefs and desires is in one way like her relationship to other people's beliefs and desires: 

in both cases the attitudes are outside of her direct rational control. But the symmetry thesis only 

follows if the skeptic cannot find some other difference to justify treating her future beliefs and 

desires differently from those of other people. At least one difference is ready at hand: they are 

her future attitudes, the attitudes of the person with whom she is numerically identical. One 

could argue that this difference is morally irrelevant, but moral arguments are unavailable in this 

context. In the absence of some other grounds for dismissing the difference as irrelevant, 

therefore, the symmetry thesis appears either unmotivated or question-begging. 

 How else might Smith justify the symmetry thesis?82 Recall that Smith argues that a 

tendency toward coherence is constitutive of rational agency and that kind-ideal agents have a 

fully coherent psychology. Does coherence favor the symmetry thesis? To answer this, consider 

Smith's characterization of coherence among desires in earlier work. He (1997: 94) describes it 

by analogy with belief. We increase the coherence of our evaluative beliefs by adding more 

general evaluative beliefs in light of which our particular evaluative beliefs make more sense. 

For example, someone who believes that it is desirable to eat coffee ice cream, dim sum, and 

various other particular foods can increase the coherence of his set of evaluative beliefs by 

adding the more general evaluative belief that “it is desirable to eat whatever he enjoys eating” 

(1997: 94). The resulting set of beliefs is more coherent because the general belief explains why 

the agent has these particular beliefs and not others, making them non-arbitrary; it explains why 

he believes that eating coffee ice cream is desirable but eating peanuts is not. Smith then applies 

the same account of coherence to desires. We increase the coherence of our desires by adding 

                                                      
82 I am grateful to an anonymous reviewer for prompting me to consider this response on behalf of Smith. 
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more general desires in light of which our overall set of desires makes more sense. For example, 

the desire to eat whatever one enjoys eating adds coherence to a set of desires to eat particular 

foods. 

 Now, the problem with using this account of coherence to support the symmetry thesis is 

that which general desires increase the coherence of a desire set depends, at least prima facie, on 

the agent's particular desires. Suppose that you start with desires for various particular things that 

protect and promote your future capacities: you have the desire to get to bed on time so that you 

can think clearly the next day, the desire to save money for your retirement, and so on. Suppose 

also that you have no comparable desires regarding other people. In this case, what would 

increase the coherence of your desires is the more general desire to protect and promote your 

own future capacities, but not the even more general desire to protect and promote everyone's 

capacities. The latter desire would not add to the coherence of your desire set because it would 

fail to explain why you have the particular desires that you have and not others. It would be like 

trying to make sense of your desire to eat coffee ice cream and dim sum by acquiring a general 

desire to eat everything. And this, as Smith (1997: 93) says about a similar case of 

overgeneralization, is “absurd.” 

 To be sure, if one began with a different set of particular desires, then the general desire 

to protect and promote everyone's capacities might increase the coherence of one's desire set. 

Suppose that, in addition to the particular desires already mentioned, you also have such 

particular desires as the desire to impart knowledge to your students, the desire to vote for 

policies that increase access to basic health care, and so on. Even now, the general desires that 

make your desire set most coherent might not be those described by the symmetry thesis; instead, 

they might be a strong desire to promote and not interfere with your own future capacities and a 
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somewhat weaker desire to promote and not interfere with the capacities of others. This would 

explain, e.g., why you have the particular desire to contribute to your own retirement fund but no 

desire to contribute comparable amounts to the funds of your poorer neighbors. But it could also 

be that your particular desires are equally concerned with protecting and promoting the 

capacities of yourself and others, and in this case the general desire to protect and promote 

everyone's capacities would indeed increase the coherence of your desire set. 

 The problem with appealing to coherence to support the symmetry thesis is thus that (at 

least in the absence of further argument) whether the general desires posited by the symmetry 

thesis increase coherence depends on an agent's particular desires, and Smith has not established 

that ideal agents would have particular desires like those in the last example rather than one of 

the previous two. All that we know from the coherence and robustness theses is that ideal agents 

have dominant desires not to believe contrary to their evidence and to protect and promote their 

own future capacities. Since we don't know that ideal agents do discriminate between their future 

selves and other people, should we assume that they don't? No, because our ignorance of their 

desires does not mean that the kind-ideal counterparts of particular people lack some or other 

determinate particular desires. (Likewise, we should not infer, from the fact that we do not know 

whether a given kind-ideal agent prefers beer or wine, that her desires do not distinguish between 

them.) In the absence of some argument for convergence, it is more plausible to suppose that 

different kind-ideal agents will have different desires in this respect, depending on the particular 

desires with which their non-ideal counterpart began. 

 The symmetry thesis is critical to Smith's proposed reduction of morality to rationality 

because it is what extends self-concern to other-concern in Smith's conception of ideal agency. 
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So he cannot do without the symmetry thesis either. Therefore, pending some other non-

question-begging justification for the symmetry thesis, Smith's reduction appears unsuccessful. 

 

IV. THE CONTENT OBJECTION 

 The promise of constitutivism, according to Smith, is to eliminate the potential conflict 

between morality and rationality by showing that moral requirements reduce to rational 

requirements. The normativity and circularity objections call into question whether Smith's 

account succeeds in establishing rational requirements to promote and not interfere with the 

knowledge-acquisition and desire-realization capacities of oneself and others. In this last section, 

we set aside those objections to consider a downstream issue. Supposing that the earlier steps of 

Smith's theory are prima facie plausible, are the rational requirements that they establish also 

plausible moral requirements? If Smith's rational requirements differ significantly from moral 

requirements, then Smith won't have succeeded in reducing morality to rationality. He will 

merely have replaced an instrumentalist account of rational requirements with an alternative that 

also threatens to conflict with morality. Depending on one’s desires, it might conflict with 

morality on fewer occasions, or on more. Either way, this outcome would fall short of Smith's 

ambitious goal of providing a secure rational foundation for morality. Moreover, any 

implausibility in the first-order normative implications of his argument will reinforce the earlier 

objections by providing evidence that something has gone wrong. The earlier objections show 

what that is. 

 Smith argues that the rational requirements issuing from his account are also moral 

requirements by appealing to their “striking similarity” to what “we ordinarily take to be morally 

required” (26). Call this the similarity claim. The content objection is that Smith's similarity 
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claim is false (or at least requires substantial qualification) because there are significant 

discrepancies between Smith's rational requirements and morality. Because Smith only sketches 

the substantive first-order implications of his theory, the objection might be more weakly stated 

as the claim that there is a significant concern that Smith's rational requirements diverge from 

moral requirements. The burden is on him, as the proponent of the reduction, to address this 

concern. I will first argue that Smith's theory commits him to a number of implausible moral 

positions, then consider some possible responses on Smith's behalf. 

 1. Paternalism. The rational requirement to promote the knowledge-acquisition and 

desire-realization capacities of others may require overriding their present judgments and 

decisions when those would undermine (or merely fail to promote) their capacities in the future, 

either because the individuals in question do not care about their future capacities or because 

their chosen means are inadequate.83 It may require hard paternalism (i.e., overriding a choice 

made in calm deliberation and in possession of the relevant facts) as well as less controversial 

soft paternalism (i.e., overriding a choice made in the absence of calm deliberation or in 

ignorance of relevant facts). This is so because, Smith says, the ideal agent's desires to promote 

and not interfere with her future capacities are dominant desires: they trump any contingent 

desires with which they conflict. Their dominance is guaranteed by the robustness thesis. But the 

symmetry thesis says that ideal agents have the same desires with respect to the capacities of 

others. It follows that these desires trump the conflicting desires of other people because they 

trump any conflicting desires of an ideal agent not to override the desires and choices of other 

                                                      
83 Smith (2011: 258) endorses this reading in his “Deontological Moral Obligations and Non-Welfarist Agent-

Relative Values,” where he describes the moral requirement not to interfere with the exercise of the capacities of 

others as “conditional” on their not forming effective desires to interfere with the exercise of their own or other 

people's capacities. This formulation allows for paternalism for the sake of protecting people's present or future 

capacities. 
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people. However, paternalism, especially hard paternalism, is morally controversial and surely 

implausible in at least some cases. We are not always morally required, or even morally 

permitted, to override the decisions of others in order to promote their future capacities. If so, 

then Smith's rational requirements diverge from recognizable moral requirements. 

 2. Knowledge-fetishism. Ideal agents desire to promote and not interfere with the 

knowledge-acquisition capacities of themselves and others. Smith argues that from this fact we 

can derive 

 

a whole host of . . . subsidiary moral requirements grounded in the fact that the 

creation of reasonable expectations is ubiquitous in human life. Whenever such 

reasonable expectations are created, but go unmet, the account provided thus 

suggests that there is a wrong in the offing of the most fundamental kind. Lying, 

manipulating, cheating, being disloyal, betraying, and free-riding are all examples 

of subsidiary wrongs of this nature. (27) 

 

Smith's claim is problematic for two reasons. First, it threatens to make moral requirements 

where there are none. Our everyday habits often create reasonable expectations in others that we 

are not wrong to disappoint by acting differently. Suppose that every morning I visit the same 

coffee shop. The staff reasonably believe, on that basis, that I will arrive today. If I don't, then I 

frustrate the exercise of their knowledge-acquisition capacity. But that doesn't mean that I am 

morally required to go if I prefer to do something different instead, much less that not going 

would be a moral wrong “of the most fundamental kind” (27). Notice that the staff incur no 

harm; the “wrong” they suffer is entirely limited to the false belief they justifiably inferred from 
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the past regularity of my conduct. So Smith's account has some severely counterintuitive first-

order normative implications.84 

 Second, Smith's account arguably misdiagnoses the problem even in the cases for which 

it gives the right answer. Consider promises. Smith suggests that breaking a promise is wrong 

because it disappoints reasonable expectations. But that cannot be the whole story of why 

breaking promises is wrong because reasonable expectations are disappointed in other cases 

(such as the coffee-shop case above) without wrongness. Breaking a promise must be wrong for 

some other (or additional) reason: because it reduces others' welfare, or shows disrespect for 

them, or undermines a socially beneficial practice of promise-keeping, or whatever. So even if 

Smith's account correctly implies that breaking promises is typically wrong, it misdiagnoses the 

wrongness involved. Both of these points are significant discrepancies between Smith's rational 

requirements and the familiar content of morality. 

                                                      
84 An anonymous reviewer suggests on behalf of Smith that one interferes with the knowledge-acquisition capacity 

of others only if one deprives them of knowledge of the means to their ends, and that this is not the case in my 

example. It is true that Smith (2015: 190) sometimes refers to this capacity in this way, as “the capacity to have 

knowledge of means to ends.” However, as I read Smith, one interferes with the robust possession and exercise of 

that capacity if one deprives someone of knowledge relevant, not necessarily to the satisfaction of her actual desires, 

but also to the satisfaction of desires that she might have, or has in other possible worlds. Thus, in his most recent 

discussion of the coherence thesis, Smith takes the dominant desire not to interfere with one's current knowledge-

acquisition capacity to preclude desires to believe propositions regardless of the evidence even when the truth of that 

proposition is not instrumentally relevant to any of one's (other) actual desires, but merely to one's possible desires. 

The same sense of “interference” presumably applies with respect to the knowledge-acquisition capacities of others 

(2015: 190). The restriction to knowledge of means to ends thus apparently rules out no knowledge at all; at the 

limit, there is always a possible world in which one simply desires to know the truth of the proposition in question. 

In addition, something more than knowledge of the means for satisfying one's actual desires seems necessary to 

justify Smith's (2015: 190) claim that the kind-ideal agent who fully and robustly possesses and exercises the 

knowledge-acquisition capacity is “maximally informed,” because not all information is typically relevant to 

satisfying one's actual desires. (If kind-ideal agents did not have full information, then this would be another 

important difference between rational-ideal and kind-ideal agents, to the detriment of the latter with respect to the 

normativity objection discussed in section II.) So, Smith's theory implies that interfering with others' acquisition 

even of knowledge that they have no use for given their actual desires is morally wrong. In any case, however, one 

could adjust the example in the text so that the knowledge in question is instrumentally relevant to the agent's actual 

desires. For example, perhaps one of the staff stayed a few minutes late in the expectation of asking me a question, 

and this desire was frustrated by my absence. 
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 3. Absolutism. Next, consider the question of trade-offs between satisfying (1) the desires 

that are constitutive of ideal agency and (2) contingent or non-constitutive desires. Because, on 

Smith's account, the constitutive desires are dominant, such trade-offs are forbidden. But this 

assignment of priority is not plausible. Suppose that I take a day off to enjoy the sunshine despite 

knowing that reading is better for my mind and therefore contributes to the future exercise of my 

capacities. Smith's account implies that I am doing something irrational. Whether or not that is 

so, it is surely implausible to claim, at least in ordinary circumstances, that I am doing something 

morally wrong. It is morally permissible to trade off other considerations, such as enjoyment, 

with the protection and promotion of one's future capacities. Indeed, some people regard the 

existence of any self-regarding moral requirements at all, let alone absolute ones, as implausible, 

because they see morality as entirely about how we treat others and thus not concerned with what 

we do insofar as it does not affect others (in morally relevant ways). But set that aside. The 

present concern is that, on Smith's view, rational requirements are absolutist (they forbid trade-

offs between constitutive and non-constitutive desires) in a way that moral requirements are not. 

This discrepancy between morality and Smith's conception of rationality is significant. 

 The same absolutism is controversial when it comes to the treatment of others. Plausibly, 

sacrificing the promotion of others' present or future capacities for the sake of something else, 

such as their well-being, is sometimes morally permissible. In the case of a terminally ill patient, 

for example, one might provide painkillers that make her remaining life much more tolerable but 

also blunt her intellectual capacities or shorten her life (and thus the duration of her capacities). 

Or one might hide information from someone that will severely upset her without doing any 

good and which she has no important interest (but perhaps, e.g., an obsessive or salacious one) in 

knowing, even though doing so interferes with her exercise of her knowledge-acquisition 
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capacity. The conditions under which such trade-offs are morally justified are, of course, 

controversial. But it is not plausible to say that they are never morally justified. Yet Smith's 

account of rational requirements seems committed to such absolutism. 

 4. Demandingness. Consider next an issue often discussed under the heading of the 

demandingness of morality. What does it mean to promote and not interfere with the knowledge-

acquisition and desire-realization capacities of others? The requirement that we do so could be 

very demanding, for “[w]e are all in a position to influence the development of others' capacities 

to know the world in which they live and realize their desires in it” (28). Moreover, the rational 

requirements arising from constitutive desires trump an agent's contingent desires. So, on Smith's 

account, it is irrational, it seems, for someone to spend money on a nice restaurant when that 

money could be donated to pay for the education of poor children instead, assuming such 

education promotes their possession and exercise of the two capacities. The dominant desire to 

promote the two capacities trumps the contingent desire to enjoy good food. If so, then Smith's is 

a very demanding theory. But the claim that morality is so demanding is highly controversial 

and, I suggest, implausible; one of the standard objections to maximizing consequentialist moral 

theories such as utilitarianism is precisely that they demand too much. 

 5. Indeterminacy. Smith might respond to the concern about demandingness by arguing 

that the requirements in question are not as demanding as the previous point maintains. Ideal 

agents have dominant final desires to promote and not interfere with the capacities of others, but 

only on some occasions or to some degree. But that response heightens a different concern: the 

apparent indeterminacy of the first-order normative implications of Smith's account. His account 

of rationality is indeterminate because it leaves open what to do in cases of conflict among the 

various requirements to promote and not interfere with the present and future capacities of 
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ourselves and others, as well as (if they are not maximally demanding) how much non-

interference and promotion of those capacities is required to satisfy those requirements.85 For 

example, consider trolley-type cases in which we can promote some people's capacities at the 

cost of interfering with others' capacities. Or consider cases in which we have to trade off various 

degrees of promoting the capacities of various other people. Such cases are pervasive because 

the same resources, such as time and money, can typically be put to many different ends. 

 Smith's account of rationality does not tell us what to do in such cases, so his theory is 

either incomplete (if he thinks some extension of the theory will tell us) or indeterminate. The 

resources of the theory do not suggest a ready extension. Smith might argue that all ideal agents 

would agree on how to resolve conflicts, but why should we believe that? The opposite seems 

more likely, for people often agree on abstract principles or value-claims but disagree about how 

to interpret them and how to rank them in cases of conflict. Alternatively, Smith might argue that 

the precise content of the rational requirements is relativized to each individual. On this view, 

how each person should resolve conflicts depends on the desires of her kind-ideal counterpart, 

even if other people's kind-ideal counterparts would resolve the conflicts differently. I assume 

Smith himself would reject this proposal because a central motivation in his earlier work is that 

(as a conceptual matter) the content of morality cannot be arbitrary in the sense of depending on 

the contingent desires of individuals rather than on what all fully rational agents have in common 

(1997: 90). In any case, relativism of even this restricted sort is often thought implausible.86 

                                                      
85 Smith (2012: 319) recognizes the possibility of conflict and expresses confidence that “such conflicts can . . . be 

resolved in a principled way, specifically, by reference to the relative strengths that these desires have to have vis-a-

vis each other simply in virtue of being the desires of an ideal agent.” But he doesn't explain how to derive these 

more nuanced results from his account of what is constitutive of agency. It is difficult to see how a morally plausible 

resolution of all the conflict cases could be derived without presupposing moral premises and thus inviting the 

circularity objection. 
86 The relativism is restricted because all kind-ideal agents share the desires that are constitutive of kind-ideal 

agency. But it is relativistic because they differ in the precise content of these desires (i.e., to what degree they 
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Much of moral and political philosophy is devoted to figuring out what to do when moral claims 

conflict and presupposes that there is a correct answer, or perhaps a limited range of correct 

answers. So either Smith's theory is massively indeterminate because it fails to specify the 

demandingness of rational requirements and how to resolve conflicts among them, or it is 

relativistic because it specifies these features by appealing to the contingent desires of each 

person's kind-ideal counterpart. Both features are prima facie implausible and represent 

significant discrepancies between Smith's theory and morality as commonly understood. 

 Summary: Smith's proposed reduction of morality to rationality requires a number of 

controversial claims about morality. We have just considered five issues: (1) paternalism, (2) 

knowledge-fetishism, (3) absolutism, (4) demandingness, and (5) indeterminacy. This list is 

probably not exhaustive. If moral requirements diverge significantly from Smith's account of 

rational requirements, then Smith's similarity claim (that the rational requirements are 

recognizably moral) will be false and his proposed reduction of morality to rationality will fail. 

The content objection, based on the discrepancies just explored, is that this is indeed the case. 

The claim is not that the moral implications of Smith's theory with respect to each of these points 

is definitely false—showing that would take more argument than I can possibly give here—but 

rather that each point is sufficiently prima facie implausible that, put together, they pose a 

significant obstacle to a successful reduction. 

 It is worth noticing that, if Smith's attempted reduction fails, then, if his account of 

rationality is correct, he will have made the problem of conflict between morality and rationality 

worse rather than better. For he will have shown that we have rational requirements that are at 

odds with moral requirements in cases that go beyond the simple conflicts between morality and 

                                                      
desire to promote the possession and exercise of the two capacities in themselves and others) and in how they 

resolve conflicts among them. 
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self-interest or other desires that originally motivated Smith's constitutivism (11-14). For 

example, paternalism may be rationally required even when it is morally impermissible. On an 

instrumentalist account of rationality (on which, roughly, we have reason to act so as to satisfy 

our desires), these conflicts are contingent because one might simply have a desire to do what is 

morally right, or to perform the particular actions (such as refraining from paternalism) which 

are morally right in particular cases. On Smith's account, though, the conflicts between 

rationality and morality are not contingent, because the rational requirements that give rise to the 

conflict result from constitutive features of kind-ideal agency and so apply to any agent no 

matter what her other desires. Thus, any possible agent would face potential conflicts between 

rationality and morality. On the other hand, one might take these implausible first-order 

normative implications to show that Smith's account of rationality must have gone wrong 

somewhere, and the earlier objections suggest several points at which this is true. 

 Let's now consider some possible responses to the content objection. Smith could respond 

by making first-order moral arguments to show that, in fact, morality does have all the features I 

claimed are implausible. If so, then the similarity claim would be true and the reduction could 

proceed. I have nothing to say against this strategy, but it hinges on being able to supply 

compelling first-order moral arguments for some prima facie very implausible theses in moral 

philosophy; a large promissory note indeed. Alternatively, Smith might argue that we should be 

revisionary about the content of morality. The motivation for doing so is to achieve the secure 

rational foundation for morality that dispositional constitutivism promises. If we have good 

reason to identify moral requirements with rational requirements (perhaps because we think that 

morality and rationality cannot conflict), and if Smith's theory provides the best story about how 

to reduce morality to rationality, then perhaps we are justified in revising our beliefs about the 
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content of morality in order to enable the reduction to go through. Some degree of revision in the 

reduced theory is common in inter-theoretic reductions in other domains, such as in science. 

 This strategy requires caution. If moral revision is to be plausible for the sake of a 

reduction to rationality, we must have good reason to think that morality and rationality cannot 

conflict, not merely good reason to want them not to conflict, such as because we desire 

morality's protection or because we value well-being, respect for rights, or other moral values. 

Such desires, though reasonable, do not justify revision in this context. We have good reason to 

want to cure cancer, for example, but it's a mistake to try to do so by redefining “cancer” to mean 

something we can cure. Redefining “morality” to mean something that we can reduce to 

rationality is similarly misguided. So the claim must be that we have good reason to think, 

beyond our desire that it be so, that morality and rationality do not conflict. If so, then we could 

justify some moral revision to secure reduction. 

 Smith implicitly endorses this revisionary strategy in earlier work. He (1997: 116-117) 

argues that if a metaethical account of morality is attractive in terms of capturing its most 

important features, such as (in his view) the way that moral judgments are both objective and (if 

one is rational) motivating, then we should accept whatever the precise content of morality turns 

out to be on that account. Elsewhere (1999b: 191-193) he suggests that even intuitively morally 

abhorrent principles would be justified if the most attractive metaethical account of morality 

(e.g., his own) ended up supporting them. Moreover, Smith presents two more general reasons 

for identifying moral requirements with rational requirements. First, suitably pervasive rational 

requirements would “structure our thinking about every single action, decision, policy, and 

relationship that we ordinarily take to be structured by morality,” or, in other words, would play 

the practical, regulative role that morality plays in most of our lives (1997: 116). Second, once 
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our thinking had been structured by these rational requirements, there would be “no residue, no 

possible object of interest or concern left” to be affected by any putatively distinct moral 

requirements (1997: 116). They would be practically irrelevant in a way that morality precisely 

isn't. 

 Does this response succeed? Let's consider three lines of objection. First, one might 

disagree with Smith's metaethical characterization of morality in ways that, if true, undermine his 

claim that morality demands a reduction to rationality. For example, externalists about moral 

judgment argue that a rational person can make moral judgments without being motivated by 

them, so they would reject Smith's primary motivation for the claim that morality should be 

reduced to rationality.87 Noncognitivists and expressivists, on the other hand, agree that moral 

judgments are motivating but deny that they must be independent of people's contingent desires 

in order to be objective in whatever sense morality presupposes.88 So the case for reduction-

motivated revision depends heavily on one's initial picture of morality. These are big-picture 

metaethical questions, so let's grant for the sake of argument that Smith's rationalistic conception 

of morality is prima facie plausible and consider whether his argument is vulnerable to any more 

internal objections. 

 Second, one might identify some content-related feature as essential to morality and 

argue that any account that doesn't capture that feature is inadequate. For example, recall Smith's 

observation that morality structures our thoughts about a wide variety of actions, decisions, 

policies, and relationships. In order to play this structuring role, morality must be reasonably 

determinate. If Smith's theory is highly indeterminate, then it can't adequately play the practical, 

regulative role that morality plays in our lives, and so we might reject Smith’s revisionary 

                                                      
87 E.g., Brink (1997). 
88 E.g., Gibbard (1990). 
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reduction as omitting an essential feature of morality. A variant of this response is to argue that, 

rather than some one feature of morality being essential, what is essential to morality is instead 

that it include at least a sufficient amount of what we ordinarily take to be the content of 

morality. Either way, the objection is that Smith's theory is too revisionary. The discrepancy 

between Smith's rational requirements and the plausible content of morality is too great to permit 

the reduction even despite the advantages that would accrue from so doing. 

 Third, one might agree with Smith that, to the extent that we're confident that his account 

of normative reasons (i.e., dispositional constitutivism) is correct, then we can be revisionary 

about the content of morality. It may well be a virtue of a metaethical theory that it settles some 

controversial first-order moral issues, or issues about which we feel uncertain, such as the 

permissibility of paternalism or the demandingness of morality. But what if we're not confident 

about the truth of Smith's theory? Then the failure of the similarity claim is especially important. 

Suppose that we at least generally have normative reason to be moral. If Smith's theory of 

rational requirements turned out to be roughly coextensive with morality in content, then that 

would provide confirmation for his theory of normative reasons as well as for the proposed 

reduction of moral requirements to rational requirements. By contrast, the falsity of the similarity 

claim provides evidence that something else is wrong with dispositional constitutivism. If the 

theory tells us to do many things that we justifiably believe that we don't have normative reason 

to do, then we're justified in believing that the theory is wrong, especially if we have independent 

reason for doubt. In particular, we saw earlier that Smith hasn't adequately justified the 

normative significance of kind-ideal agency once we distinguish that from rational-ideal agency. 

That would explain why the requirements that Smith derives from the former are not plausible 
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normative requirements. It also suggests some skepticism about whether a suitable justification 

could be found. 

 Let's review. The final step of Smith's argument for dispositional constitutivism relies on 

the similarity claim, according to which the content of the rational requirements that have 

emerged from dispositional constitutivism is “strikingly similar” to the content of morality (26). I 

objected by pointing to some prima facie implausible implications of Smith's account. If the 

similarity claim is false, then Smith's reduction of morality to rationality is unjustified, and (if we 

think we do generally have reason to be moral) we have some reason to think that his account of 

rationality is also mistaken. I then considered two responses on behalf of Smith: (1) he could 

offer first-order moral arguments to support the similarity claim; or (2) he could concede that the 

reduction is revisionary with respect to the content of morality but argue that it's justified 

because it provides the secure rational foundation that we take morality to have. Finally, I 

considered three objections to the second response: we could (1) reject Smith's metaethical 

conception of morality that favors the reduction, or (2) identify some essential feature or features 

of morality that we can't revise away and with respect to which Smith's account goes wrong, or 

(3) combine the content objection with other doubts about Smith's theory (especially the 

normativity objection) to justify skepticism about dispositional constitutivism more generally. It 

seems to me that at least one of these three responses is correct, though I have not indicated 

which. In any case, they put the burden of proof on Smith to address the apparently implausible 

normative and moral implications of his theory. 
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V. CONCLUSION 

 The promise of constitutivism, according to Smith, is to provide a secure rational 

foundation for morality by reducing moral requirements to rational requirements. We have 

considered three objections to Smith's theory. First, the normativity objection distinguishes kind-

ideal from rational-ideal agency and notes that Smith's well-known defense of a dispositional 

theory of reasons in The Moral Problem cannot readily support a kind-ideal rather than a 

rational-ideal dispositional theory. Smith provides no other argument to establish the normative 

significance of what is constitutive of ideal agency, so he fails to justify the Normativity Claim 

that is essential to any constitutivist theory. Second, the circularity objection is that the 

robustness and (especially) symmetry theses that Smith employs in characterizing kind-ideal 

agency tacitly incorporate moral assumptions and, if so, render Smith's rationalist vindication of 

morality question-begging. Third, the content objection is that Smith's reduction is in trouble 

anyway because his claim of “striking similarity” between the content of his rational 

requirements and the content of morality is put in doubt by some striking discrepancies between 

the two. Even if no one of these objections to Smith is decisive, the conjunction of all three is, I 

think, enough to cast serious doubt on the prospects for his constitutivist defense of morality.  
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Chapter 5 

Practical Deliberation and Normative Motivation 

 

In the previous three chapters, I argued that three prominent constitutivist theories each 

face serious problems with respect to at least two of the three basic claims that any constitutivist 

theory makes. Recall the three claims: (1) the Constitutive Claim, according to which some 

feature is constitutive of agency; (2) the Normativity Claim, according to which we can explain 

reasons or normativity in terms of that feature; and (3) the Content Claim, according to which 

doing so has some specified first-order normative implications. I argued that Korsgaard’s 

constitutivist arguments face problems with their Constitutive and Content Claims, while 

Velleman’s and Smith’s theories face problems with their respective Normativity and Content 

Claims. These objections are not meant to be exhaustive. In other words, I do not claim that 

Korsgaard’s theory does not also face problems with its Normativity Claim, or that Velleman’s 

and Smith’s theories do not also face problems with their respective Constitutive Claims. 

Instead, as I noted in the introduction, I have generally chosen to focus critical attention on what 

seem to me the most vulnerable aspects of each theory, or at least the points at which the most 

interesting objections can be made. A successful constitutivist theory requires a plausible 

account of each Claim, so focusing attention in this way is at least economical. 

Of course, even if I am right that these three constitutivist theories, at least in their 

present forms, do not succeed, some other constitutivist theory might. Instead of exploring that 

possibility here, however, I want to consider a more modest constructive possibility. Even if 

constitutivism is not plausible as a full-fledged metaethical theory, constitutivist insights may be 

helpful in approaching other metaethical issues or problems. In particular, the constitutivist 
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strategy of appealing to detailed accounts of the workings of various facets of agency, including 

action and practical deliberation, may suggest new ways of explaining some otherwise puzzling 

phenomena in the area of normative thought, discourse, and practice. There are a number of 

possibilities here, but the topic I will consider in this final chapter is normative motivation. 

People often make judgments about what they have reason to do. These are normative 

judgments.89 People who make (sincere) normative judgments are often motivated to act 

accordingly.90 We expect that someone who believes that she has all-things-considered reason to 

do something will do it. If she does not, then we are puzzled and look for interfering factors, 

such as strong countervailing desires leading to akrasia, or general motivational disorders such as 

listlessness or depression. It is difficult to imagine someone—call her the arationalist—who 

makes normative judgments without being at all motivated by them, and without suffering from 

one of the disorders just mentioned; instead we suspect that she does not really believe, or 

understand, the normative claims she asserts. These observations support normative judgment 

internalism (NJI), the thesis that, necessarily, people are motivated by their normative 

judgments. Philosophers have often thought that the truth of NJI favors non-cognitivism, 

according to which normative judgments express intrinsically motivating attitudes such as 

desires (Gibbard 1990; Blackburn 1998). Cognitivists, who hold that normative judgments 

express beliefs, have responded by positing “besires,” attitudes that combine the representational 

character of beliefs with the motivational character of desires (Zangwill 2008; Swartzer 2013), or 

by arguing that the content of normative judgments explains why they are accompanied by 

motivation (Dreier 1990; Smith 1994), or by defending the opposing externalist view, according 

                                                      
89 I will focus on judgments about what one has reason to do, but I mean my discussion to apply also to other sorts 

of normative judgments, such as judgments about what one ought to do. 
90 I omit the “sincere” qualification henceforth. 
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to which normative judgments do not motivate in the absence of a contingent external source of 

motivation, such as the desire to do what one has all-things-considered reason to do or an 

exercise of the will (Raz 2011: 129-140). 

This chapter presents an account of NJI that aims to explain how NJI can be true even if 

normative judgments express ordinary beliefs. It is a cognitivist account that does not require a 

controversial commitment to the existence of besires or to a particular view of the content of 

normative judgments, such as Dreier’s (1990) speaker relativism. Instead, it appeals to the role 

that normative beliefs play in the psychological economy of a rational agent.91 Rational agents 

constitutively possess the capacity for practical deliberation, or deliberation about what to do. 

Practical deliberation, I argue, has two relevant features: (1) it constitutively involves the aim of 

proceeding in a rational way from deliberative premises to conclusions, and (2) it can produce 

actions or intentions without the assistance of external sources of motivation such as desires. 

Because one’s normative beliefs determine what one regards as rational transitions between 

premises and conclusions, they shape the course of practical deliberation. Because deliberation 

by itself can issue in action or intention-formation, it is motivationally efficacious. The result is 

that, necessarily, a rational agent is motivated by her normative judgments. People are, of course, 

rational agents. If this deliberative account of NJI is correct, then NJI is not a threat to 

cognitivism about normative judgment and does not provide evidence for the non-cognitivist 

alternative. 

                                                      
91 “Rational agent” refers here to a kind of agent: one with the capacities required for exercising theoretical and 

practical rationality. Perhaps all agents are rational agents, or perhaps non-human animals, for example, are agents 

but not rational agents. I take no stand on the proper extension of the term. This capacity-attributing use of “rational” 

contrasts with its different use to describe a rational agent’s compliance with the requirements of rationality (e.g., 

avoiding contradictory beliefs, taking the necessary means to one’s ends). A rational agent in the first sense can be 

irrational in the second sense. The deliberative account of NJI does not say that NJI is true only of fully rational 

agents (i.e., agents who fully comply with the requirements of rationality). I reject this form of conditional NJI in the 

next section. 
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I. PRELIMINARY DISTINCTIONS 

Let’s begin with several distinctions to clarify the internalist thesis at stake. Most 

obviously, we should distinguish judgment internalism from existence internalism (Darwall 

1983: 54). Judgment internalism is a claim about normative judgments: it says that, necessarily, 

people are motivated by their normative judgments (with some qualifications to be noted 

below).92 Judgment externalists reject this claim in favor of the claim that normative judgments 

motivate only in conjunction with a complementary desire, such as the desire to do what one has 

all-things-considered reason to do, or some other source of motivation. By contrast, existence 

internalism is a claim about reasons: it says that one has a reason to do X only if one could be 

motivated to do it under specified conditions. Existence externalists reject this motivational 

condition on reasons. The deliberative account is about judgment internalism, not existence 

internalism, because it is an account of normative judgment and its role in rational agency, not an 

account of the nature of reasons. It is thus compatible with both existence internalism and 

existence externalism. 

Second, we should distinguish NJI from moral judgment internalism (MJI). Moral 

judgments are judgments about what one has moral reason to do, or morally ought to do. MJI is 

the claim that, necessarily, people are motivated by their moral judgments. NJI entails MJI if 

moral reasons are simply normative reasons with distinctively moral content (e.g., Smith 1994: 

183-184). However, NJI does not entail MJI if moral reasons are not necessarily normative 

reasons. On a natural view, any system of rules or norms implies corresponding reasons, but 

whether those reasons are genuinely normative reasons depends on whether one has normative 

                                                      
92 Brink (1989: 40) calls this “appraiser internalism”. 
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reason to comply with the system in question; whether it has normative authority of some sort.93 

Thus, the rules of etiquette imply corresponding reasons of etiquette; in Foot’s (1972: 308) 

example, the fact that someone has addressed an invitation in the third person is a reason to 

answer it in the same way. But if one has no normative reason to comply with the rules of 

etiquette, then reasons of etiquette are not genuinely normative reasons. Foot (1972) argued that 

morality is like etiquette in this way. Our normative reasons, she said, depend on our desires or 

interests, but moral rules apply categorically, so whether we have normative reason to act 

morally depends on whether we want to be moral or to do what morality requires on some 

particular occasion.  

On a view of this sort, NJI does not entail MJI. Someone may judge that she has moral 

reason to fulfill a certain promise—she knows that the moral rules prescribe doing so in her 

circumstances—but also that she has no normative reason to do so. If so, then her moral 

judgment is not a normative judgment, so NJI does not imply that she will have any motivation 

to keep her promise. Indeed, it implies the opposite if she believes that she has normative reason 

not to keep the promise, such as because doing so fails to advance her interests. In this way, NJI 

is compatible with moral judgment externalism, and with typical arguments for it, such as the 

apparent possibility of amoralists, who make moral judgments without being motivated 

accordingly. Because the deliberative account aims to explain NJI only, it need not deny the 

possibility of amoralists. This is an advantage insofar as amoralists do seem possible.  

However, suppose that one has independent grounds for thinking that moral judgments 

are judgments about normative reasons. For example, Smith (1989: 97-108) argues that we 

conceive of moral judgments, unlike mere preferences, as requiring a “privileged rational 

                                                      
93 Mackie (1977: 25-26) describes “standards of evaluation” in this way, and notes that an error theorist can 

accommodate them by denying that they are genuinely normative. 
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defense,” in the absence of which they would be objectionably arbitrary. If our moral judgments 

are about normative reasons, then those judgments (if true) are rationally justified rather than 

arbitrary. In that case, one could appeal to the deliberative account of NJI to support MJI. It 

provides an especially valuable source of support because it does not rely on intuitions about the 

impossibility of amoralists, a strategy which typically leads to a stalemate of conflicting 

intuitions. Instead, it describes a more general and independently plausible mechanism by which, 

necessarily, people will be motivated by their normative judgments, including (on this 

hypothesis) their moral judgments. 

Third, we should distinguish conceptual and metaphysical versions of NJI. Conceptual 

NJI is a thesis about our concept of normative judgment. It says that, conceptually, a judgment 

must motivate an agent in order to be a normative judgment. Metaphysical NJI is a thesis about 

the real nature of what we ordinarily call normative judgment. It says that, necessarily, people 

are motivated by their normative judgments. The possibility of an error theory shows the 

independence of these two theses. For it could be that conceptual NJI is true, but that externalism 

about what we ordinarily call normative judgments is true, in which case we must either accept 

that no one makes normative judgments or revise our concept of normative judgment along 

externalist lines.94 Conversely, it could be that externalism accurately describes our concept of 

normative judgment but that internalism accurately describes the real nature of normative 

judgment; then we should accept metaphysical NJI but reject conceptual NJI. Which thesis 

                                                      
94 I am ignoring some complexities here. For one thing, we should distinguish among different versions of 

conceptual internalism according to the precise relationship they posit between normative judgment and motivation. 

A weak form of conceptual internalism might say that normative judgments must be accompanied by motivation (or 

else they simply will not count as normative judgments) but need not be intrinsically motivating or accompanied by 

motivation in other possible worlds. Analogously, a large rocky body must be associated with a star in order to be a 

planet, but it does not cause its associated star and need not be associated with a star in all possible worlds (Tresan 

2006: 145). This form of conceptual internalism is compatible with motivational externalism and so does not (if 

motivational externalism is true) commit one to an error theory. Tresan (2006) defends a view of this sort about MJI. 
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should concern us here? Metaphysical NJI is most relevant to the dispute between cognitivism 

and non-cognitivism about the nature of normative judgment.95 Though non-cognitivists 

typically defend conceptual NJI, they also reject an error theory in favor of a non-cognitivist 

explanation of metaphysical NJI. They say that normative judgments necessarily motivate 

because they express intrinsically motivating attitudes rather than beliefs. The challenge for 

cognitivists is then to explain how metaphysical NJI could be true if normative judgments do 

express beliefs, or to justify metaphysical normative judgment externalism instead. 

It remains to clarify the strength and scope of the internalist thesis. Regarding strength, 

we should distinguish between strong and weak internalism (Brink 1989: 41). Strong internalism 

says that, necessarily, people are motivated sufficiently to perform the action that they judge that 

they have all-things-considered reason to perform. Weak internalism says that, necessarily, 

people are motivated to some degree by their normative judgments, but not necessarily to a 

degree sufficient to produce the corresponding action, because other and stronger motives may 

lead them to act differently. Internalists about moral judgment typically endorse weak rather than 

strong MJI because it seems obviously true that people do not always act in accordance with 

their moral judgments; for example, in cases of akrasia or weakness of will (Smith 1994: 60-61; 

Blackburn 1998: 60-61). That people do not always act in accordance with their normative 

judgments is equally obvious—again, akrasia is familiar—so weak NJI is the more plausible 

view.96 

                                                      
95 Another reason to set aside conceptual NJI is the possibility that we lack a single, determinate concept of 

normative judgment by reference to which that question can be answered. It may be that some people have an 

internalist concept of normative judgment and others have an externalist concept, or that we deploy an internalist 

concept in some contexts but an externalist concept in other contexts. Gill (2009) and Francen (2010) defend 

conceptual pluralism with respect to the concept of moral judgment. Some of their arguments, such as conflicts of 

intuitions about the possibility of the amoralist, extend readily to conceptual NJI, since people may also have 

divergent intuitions about the possibility of the arationalist. I myself have stronger intuitions about the impossibility 

of the arationalist than about the impossibility of the amoralist, but I do not want to rest much on that claim here. 
96 However, the deliberative account is also compatible with strong NJI, if one denies that akrasia is possible. 
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Regarding scope, we should distinguish between unconditional and conditional 

internalism, and also among several forms of conditional internalism. Unconditional internalism 

says that, necessarily, people are always motivated by their normative judgments. Internalists 

about moral judgment by and large reject unconditional internalism on the grounds that people in 

some circumstances, such as the severely depressed, may not be motivated at all by their moral 

judgments (Stocker 1979; Dreier 1990: 10-11; Blackburn 1998: 61). Similar counterexamples 

apply to unconditional NJI. For example, it seems possible that a severely depressed person 

might judge that she has all-things-considered reason to do something without having any 

motivation to do it.97 So I will reject unconditional internalism in favor of conditional 

internalism, the weaker thesis that, necessarily, under some specified conditions, people are 

motivated by their normative judgments. What conditions? Common candidates are that the 

agent is fully rational (Smith 1994: 61), virtuous (McDowell 1979), or not afflicted with general 

motivational disorders such as depression (Svavarsdottir 1999: 165). Let us call these rationality-

conditional, virtue-conditional, and psychological-conditional internalism, respectively. 

I agree with Svavarsdottir (1999: 165) in preferring psychological-conditional 

internalism, but for a different reason than she suggests. (Her discussion is about MJI, but her 

arguments also apply to NJI.) Consider rationality-conditional internalism, according to which, 

necessarily, fully rational people are motivated by their normative judgments. Svavarsdottir 

(1999: 164-165) objects that this internalist thesis tells us about the nature of rationality rather 

than the nature of normative judgment. It seems plausible that one is rationally required to do 

                                                      
97 Cholbi (2011) argues that real-life depression is characterized by deficits in prudential motivation but not moral 

motivation. If so, that would undermine the use of depressives as real-world counterexamples to unconditional MJI. 

However, they would still be counterexamples to unconditional NJI if we assume, as seems correct, that they believe 

they have normative reason to perform the prudential actions in question (such as getting out of bed and going to 

work in the morning). 
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what one judges that one has all-things-considered normative reason to do. By definition, fully 

rational people conform to all the requirements of rationality. So, necessarily, fully rational 

people are motivated by their normative judgments. But our primary metaethical interest in 

investigating NJI is to better understand the nature of normative judgment; in particular, to know 

whether the truth of NJI favors non-cognitivism over cognitivism. The problem with rationality-

conditional internalism is that what explains why, necessarily, fully rational people are motivated 

by their normative judgments is simply that they are fully rational, not anything about normative 

judgment per se. 98 Thus, rationality-conditional internalism is not a fruitful characterization of 

NJI given why we are interested in NJI in the first place.99 

Svavarsdottir’s argument does not justify rejecting rationality-conditional NJI. It rather 

provides a constraint on what conceptions of rationality that thesis can fruitfully employ.100 A 

conception of rationality according to which, by definition, a fully rational person is motivated 

by her normative judgments, is unfruitful. But one could instead employ a conception of 

rationality according to which this is not true by definition, so that whether, necessarily, fully 

rational people are motivated by their normative judgments, and if so why, is a substantive 

question that can potentially shed light on the nature of normative judgment. (If one wants to 

preserve a rational requirement to be motivated by one’s normative judgments, one could 

nonetheless define a less stringent conception of rationality by subtracting that requirement from 

                                                      
98 Broome’s (2013) explanation of NJI seems to me to fall short in this way. He (2013: 170-175) argues that it is a 

rational requirement, which he calls Enkrasia, that one intend to do what one believes that one ought to do. This 

requirement would indeed explain why NJI is true of rational people, who by definition comply with the 

requirements of rationality. But the explanation is not very deep: it is simply that a person would not count as 

rational if she did not form such intentions. What we would like, instead, is some account of the mechanism by 

which people are motivated by their normative judgments that explains why NJI is true—something comparable to 

the non-cognitivist’s claim that normative judgments express intrinsically motivating attitudes. The deliberative 

account aims to provide such an explanation. 
99 Miller (2008: 252) makes a parallel objection to virtue-conditional internalism. 
100 This point is presumably what Svavarsdottir (1999: 165 n. 5) has in mind when she says that a “more informative 

formulation” of full rationality might allay her concerns. 
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the other requirements of rationality, and then articulating rationality-conditional NJI in terms of 

the latter, reduced conception of rationality.) 

However, these forms of rationality-conditional internalism encounter a different 

problem: they construe the scope of NJI too narrowly. What we want to explain is the apparently 

necessary connection between normative judgment and motivation that we observe in ordinary 

human beings and when we consider the possibility of arationalists, who make normative 

judgments without being at all motivated by them. Ordinary human beings are not fully rational. 

They often have inconsistent beliefs, fail to take the necessary means to their ends, and violate 

other plausible requirements of rationality. Yet, necessarily, it appears, they are motivated by 

their normative judgments at least in the absence of general motivational disorders such as 

depression. So the real problem with rationality-conditional NJI is that it is too narrow: it fails to 

capture the scope of the phenomenon that NJI aims to describe, which includes fully rational 

people but is not limited to them.101 Thus, though the deliberative account of NJI assumes that 

people are rational in the capacity sense (i.e., they have the capacity for theoretical and practical 

rationality), it does not assume that they comply with all of the requirements of rationality. 

The same reasoning, of course, applies to virtue-conditional NJI. Like rationality-

conditional internalism, it threatens to be true for reasons that shed no light on the nature of 

normative judgment per se; and, even if it avoids that problem, it too narrowly construes the 

phenomena that we are trying to understand. However, since it does seem possible for those in 

the grip of depression to make normative judgments without being motivated by them, we should 

not fall back to unconditional internalism either, but instead adopt psychological-conditional 

internalism, according to which, necessarily, people are motivated by their normative judgments 

                                                      
101 Shafer-Landau (2003: 153 n. 8) and Miller (2008: 251) make a similar objection to virtue-conditional internalism. 
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at least in the absence of general motivational disorders such as depression. No larger restriction 

in scope does justice to the phenomena.102 

In sum: the deliberative account that follows is an explanation of weak metaphysical 

conditional NJI, in which the condition is the absence of general motivational disorders such as 

depression. 

 

II. FIRST FEATURE: PRACTICAL DELIBERATION’S CONSTITUTIVE AIM 

The deliberative account of NJI aims to explain how, even if normative judgments 

express ordinary beliefs, their role in the psychological economy of a rational agent is such that 

NJI is true. It does so by appealing to two putatively constitutive features of practical 

deliberation. First, practical deliberation constitutively involves the aim of proceeding in a 

rational way from deliberative premises to conclusions. That is to say, when someone 

deliberates, her thoughts are consciously or unconsciously guided or structured by this aim. All 

else equal, it determines at each point what she thinks next. Second, practical deliberation can 

produce intentions or actions without the assistance of external sources of motivation such as 

desires. When someone concludes her deliberation with a judgment about what she has all-

things-considered reason to do, that judgment has a motivational impetus that derives from 

practical deliberation itself. Are these two claims plausible? The ideal way to defend them would 

be to present a complete theory of practical deliberation that explains all its features, including 

these, in an informative and mutually illuminating fashion. I cannot offer such a theory here. 

Instead, what I will do is present some fairly free-standing arguments for thinking that practical 

                                                      
102 That said, someone who endorses unconditional NJI on the grounds that even the most severely depressed person 

nevertheless feels some motivation (however slight) to act in conformity to her normative judgments can still accept 

the deliberative account of NJI, all else equal. See Eggers (2015) for considerations that could be used to argue that 

depressives are motivated by their normative judgments to at least some degree, however slight. 
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deliberation has both features and that any full-scale theory of practical deliberation should 

therefore aim to incorporate and explain them. This section focuses on the claim that practical 

deliberation constitutively involves the aim of proceeding in a rational way from deliberative 

premises to conclusions. I present two arguments. 

First, the contrast argument focuses on the question of what distinguishes practical 

deliberation from other mental processes. Deliberation clearly involves mental transitions from 

some thoughts to others. One might move from the thought that one is hungry to the thought that 

leftovers are in the refrigerator. However, some non-deliberative mental processes also involve 

transitions among thoughts. Imagination is a good example: one might imagine France, then the 

Eiffel Tower, then a hotel in which one once stayed in Paris. What distinguishes deliberation 

from imagination? A tempting idea is that deliberation constitutively involves rational 

transitions among thoughts; that is, transitions from premises to conclusions that they justify. But 

this proposal is inadequate for two reasons. First, one can deliberate incorrectly, making 

irrational transitions from premises to conclusions. Conceivably an entire episode of deliberation 

could consist of nothing but such irrational transitions. Second, one could engage in an episode 

of imagination that involves transitions from some thoughts to others in which the former 

rationally justify the latter, but in which these transitions occur just by chance, or for some other 

reason, rather than because they justify the latter. If so, then one is not deliberating. 

These two possibilities suggest that deliberation does not require that one make actually 

rational transitions among thoughts. They also suggest an alternative: one engages in deliberation 

if one aims at proceeding in a rational way from premises to conclusions—if one in some sense 

tries to do this, or takes one’s premises to support one’s conclusions, even if in fact they do not. 

That is why mistaken deliberation is nonetheless deliberation and why imagining that happens to 



146 

 

proceed along rational lines is not. The aim in question is sometimes conscious, as when one sets 

oneself a problem and then endeavors to solve it, calling oneself back to the task of deliberation 

whenever that aim (applied to that problem) ceases to guide one’s thoughts. But it may also be 

unconscious, as when one simply finds oneself deliberating about some question without 

explicitly setting oneself to the task, and without holding oneself to it if one’s thoughts turn 

elsewhere. An additional virtue of understanding practical deliberation in terms of this aim is that 

it explains why the thoughts involved in deliberation may exhibit all the same structural 

complexity as the premises of an argument. For example, an episode of deliberation may include 

sets of thoughts that function as sub-arguments, the conclusions of which are premises for further 

arguments. 

Why not say, more simply, that practical deliberation constitutively involves the aim of 

determining what one has all-things-considered reason to do? I think that claim is basically right, 

but it makes the possibility of hypothetical or counterfactual deliberation, in which one 

deliberates on the basis of premises that one believes to be false, somewhat mysterious. For 

example, I may believe that I have no reason to go to India. If my deliberation constitutively 

involves the aim of determining what I have all-things-considered reason to do, then it seems to 

follow that, absent some other relevant normative belief, I cannot deliberate about how to get to 

India, or at least not without making some sort of mistake. Because I believe that I have no 

reason to go there, deliberating about how to get there is not a way of determining what I have 

reason to do. Yet hypothetical deliberation of this sort is clearly possible and indeed perfectly 

familiar. To accommodate it, I say instead that deliberation constitutively involves the aim of 

proceeding in a rational way from deliberative premises to conclusions. Just as an argument can 

be valid despite having false premises, so there can be rational connections between two 
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thoughts even if the first thought is false. When I deliberate counterfactually, I assume, as it were 

for the sake of argument, that I have reason to go to India, and I then proceed rationally to further 

thoughts based on that premise and my other normative and non-normative beliefs. However, 

nothing hinges on this issue; the deliberative account works equally well if deliberation is best 

understood as involving the aim of figuring out what one has most reason to do. 

Second, consider a phenomenological argument. As Enoch (2007a: 35-39) emphasizes, 

the phenomenology of deliberation and consequent choice differs from the phenomenology of 

arbitrarily picking one option from a set of rationally equivalent options. When one selects from 

among identical cans of soup on a supermarket shelf, one experiences a phenomenology of 

arbitrariness: nothing favors picking one item over the other. However, when one deliberates, for 

example about whether to go to law school or to study philosophy, the phenomenology of 

arbitrariness is absent. Instead, it feels as though there are considerations that rationally favor (or 

might favor) some options over others and that one is trying to accurately identify and respond to 

those considerations. This phenomenology is just what we should expect if deliberation 

constitutively involves the aim of proceeding in a rational way from premises to conclusions. 

Given that aim, neither the next thought in the deliberative process nor its ultimate conclusion 

are (typically) arbitrary. Instead, they depend on the inferences justified by our normative and 

non-normative beliefs. 

Another relevant phenomenological feature of deliberation is that of mistake. Sometimes 

one realizes that one has deliberated incorrectly: one’s premises do not actually justify one’s 

conclusion. One might notice the mistake immediately or only after a period of time. One might 

then return to an earlier stage of deliberation to correct the error and proceed afresh, or at least 

retract one’s belief in the subsequent steps. The experience of realizing that one has made a 
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mistake in deliberation is familiar. It plausibly results from the realization that one has failed to 

achieve one’s conscious or unconscious aim in deliberating. By contrast, the phenomenology of 

mistake is absent in imagination. Because the imaginative transition between thoughts is driven 

by an arational process of association, there is nothing to the idea that a certain transition was 

incorrect, so the phenomenology of mistake is absent.103 Thus, the phenomenological argument 

is that the best explanation of these two phenomenological features of deliberation (i.e., non-

arbitrariness and mistakes) is that deliberation constitutively involves the aim of proceeding in a 

rational way from deliberative premises to conclusions. When someone deliberates, her thoughts 

are guided or structured by that aim, whether consciously or unconsciously. 

 

III. SECOND FEATURE: PRACTICAL DELIBERATION’S MOTIVATIONAL EFFICACY 

I take the first constitutive feature of practical deliberation to be intuitively quite 

plausible. The intimate connection between deliberation and reasons is a common observation 

among philosophers.104 By contrast, the second feature—that deliberation can produce actions or 

intentions without the assistance of external sources of motivation such as desires—is less 

familiar. So in this section, I present four arguments in favor of that view, and then in the next 

section I respond to some arguments that Raz (2011: 129-140) presents against it. 

Practical deliberation is deliberation about what to do. In normal cases, practical 

deliberation leads to action: you deliberate about what to do, reach a judgment about what you 

have all-things-considered reason to do, and then do it (or form the intention to do it when the 

                                                      
103 An imaginative transition may be “mistaken” for external reasons; e.g., it may be cliché or disturbing, or 

indicative of vice or lack of virtue. But if one has a phenomenology of mistake in this case, that phenomenology is 

the result not of one's imagining per se, but rather the external aims to which one held that episode of imagination. 
104 E.g., Wallace (2012: 19): “Deliberation may be understood as reflection that aims to resolve the question of what 

one should think or do.” 
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occasion arrives).105 Internalism about practical deliberation is the view that it can motivate 

action or intention-formation intrinsically, without the assistance of external sources of 

motivation such as desires. Externalists about practical deliberation reject this claim. They argue 

that practical deliberation culminates in a belief about what one has all-things-considered reason 

to do, and that this belief (like any ordinary belief) is motivationally impotent in the absence of 

an external source of motivation such as a desire to do what one has all-things-considered reason 

to do.106 Though that desire is contingent, the externalist argues, people generally have it, and so 

people are generally motivated by the conclusions of their practical deliberation. A prima facie 

argument in favor of internalism is an analogy with theoretical deliberation, or deliberation about 

what to believe (Stroud 2003: 132). It seems implausible to say that one can form the belief that 

q after deliberating about the premises “p” and “if p then q” only if one has an independent 

desire to have true beliefs. If theoretical deliberation has intrinsic motivational efficacy, then it 

seems plausible that the same is true of practical deliberation. Yet some philosophers (e.g., Raz 

2011: 132) argue that theoretical and practical rationality are simply disanalogous in this respect. 

How can we make progress on the issue? 

A promising strategy is to consider whether either internalism or externalism better 

explains other features of agency. Stroud (2003) employs this strategy when she argues that 

deliberative internalism, but not externalism, is consistent with several features of akrasia (or 

weakness of will). An agent acts akratically when she acts contrary to her judgment about what 

she has all-things-considered reason to do. Stroud’s first argument (2003: 141-144) is that if 

                                                      
105 Nothing hinges on my assumption that practical deliberation issues in a belief about what one has all-things-

considered reason to do rather than, e.g., a belief about what one ought to do. 
106 In Raz’s (2011) version of deliberative externalism, an exercise of the will rather than a desire provides the 

requisite external motivation. I focus on the desire-based version of externalism for simplicity and for continuity 

with Stroud’s (2003) discussion. However, I believe that the problems I identify for desire-based externalism also 

apply to Raz’s will-based externalism. 
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externalism were true, then global akrasia (a state of affairs in which people are never motivated 

to do what they judge that they have all-things-considered reason to do) would be possible, yet 

global akrasia “does not clearly seem conceivable or coherent” (2003: 143-144). Her second 

argument (2003: 144-146) is that even if global akrasia were possible, the externalist would be 

committed to saying that people in that scenario exhibit no defects of rational agency, but this is 

false. They do not merely lack a continent desire that we happen to have. Rather, they are 

defective qua practically rational agents. 

Stroud’s arguments against externalism strike me as question-begging. The intuition that 

global akrasia is impossible reflects the antecedent internalist assumption that practical 

deliberation can motivate intrinsically and that akrasia, therefore, is intelligible only against the 

background of such reliable motivation. If one begins with externalist intuitions, then I think that 

global akrasia is no more inconceivable or incoherent than the individually akratic agent. 

Stroud’s second argument underestimates the resources available to the externalist, who should 

agree that agents in the world of global akrasia are rationally defective. The externalist should 

say that being a practically rational agent requires both (1) the capacity for practical deliberation 

and (2) the desire to do what one judges that one has all-things-considered reason to do. The 

internalist bundles the motivational equivalent of the second feature into the first and so can say 

that being a non-defective practically rational agent requires only the capacity for practical 

deliberation (i.e., without any additional desire). But the externalist should reject the internalist 

assumption that everything required for the non-defective exercise of practically rational agency 

is “constitutive” of practical deliberation (2003: 145).107 So neither of Stroud’s arguments 

provide non-question-begging support for internalism. 

                                                      
107 Compare Raz’s (2011: 140) warning that not everything that is irrational is so by virtue of its relation to 

reasoning. 
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Yet Stroud’s approach is on the right track, because two other features of akrasia do 

provide genuine support for deliberative internalism. First, internalism better explains how 

akrasia essentially involves a form of psychological incoherence: the akratic agent is essentially 

conflicted or disunified. Second, internalism better explains the possibility of rational akrasia: 

that is, of cases in which acting contrary to one’s all-things-considered judgment is more rational 

than conforming to it would have been. We have independent reason to believe that akrasia has 

both features, so these arguments do not beg the question against deliberative externalism. 

 

A. Akrasia and Psychological Incoherence 

The first internalist argument is that deliberative internalism better explains why akrasia 

essentially involves a form of psychological incoherence. The akratic agent judges that she has 

all-things-considered reason to perform a certain action but then does something different. 

Instead of acting in a unified way, she is (as it were) divided into two parts, one urging the action 

and another resisting its performance. She is internally conflicted in a way that is familiar from 

our ordinary experience of akrasia. An internalist model of practical deliberation can explain this 

feature. The internalist says that deliberation has an intrinsic connection to motivation; it 

motivates action or intention-formation without the assistance of desires. As a result, an akratic 

agent necessarily faces a conflict of motivations. On the one hand, practical deliberation 

motivates her to act as she judges that she has all-things-considered reason to act. On the other 

hand, some other and stronger desire leads her to act differently. The psychological incoherence 

of the akratic agent results from the conflict between these two distinct sources of motivation. 

By contrast, the deliberative externalist seems unable to explain why akrasia essentially 

involves psychological incoherence. On the externalist model, practical deliberation concludes 
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with a belief about what the agent has all-things-considered reason to do, but this belief is 

motivationally impotent unless supplemented with an independent desire, such as the desire to do 

what one has all-things-considered reason to do. In the weak-willed agent, this separate desire is 

absent, or outweighed by other desires, so the agent acts contrary to her all-things-considered 

judgment. But on this model, the agent need exhibit no incoherence. She is not contradicting 

herself when she says that she has all-things-considered reason to do X and then acts differently, 

for what explains her action is simply that she lacks the contingent desire to do what she has all-

things-considered reason to do (or has other desires that outweigh this desire). It is no different 

than if she judged that etiquette required a certain action but, caring nothing for etiquette, 

performed a different action instead. Of course, substantive requirements of rationality or 

morality may prescribe that one do what one believes that one has all-things-considered reason to 

do. The akratic agent violates this requirement. But normative failure does not produce 

psychological incoherence if one has no motivation to comply with the normative requirements 

in question. The akratic agent may thus act with perfect psychological tranquility and unity. But 

akrasia is not like that, so the externalist model of practical deliberation cannot be correct. 

The externalist might protest our assumption that akrasia essentially involves 

psychological incoherence. She might say that actual cases of akrasia have this feature because 

actual people typically have the desire to do what they have all-things-considered reason to do. 

When akratic, they exhibit psychological incoherence because this desire conflicts with their 

other desires. But the former desire is contingent, so it is a mistake—an overgeneralization—to 

take psychological incoherence to be essential to akrasia rather than merely a locally prevalent 

feature of it. However, the problem with this response is that the externalist here paints the 

incoherence in question as one of conflict between desires, and conflicting desires do not 
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generally produce psychological incoherence. For example, I currently desire both to continue 

writing and to stop writing. As it happens, I continue to write; the externalist would say that my 

desire to write is stronger. Yet I do not experience psychological incoherence, nor would an 

observer describe me in those terms. Indeed, most people’s desires are continuously in conflict, 

for most people desire many things and have only limited resources, such as time and money, 

with which to obtain them. So pointing to a conflict of desires does not suffice to explain the 

psychological incoherence characteristic of akrasia. 

The externalist might object that some conflicting desires do lead to psychological 

incoherence. Suppose one has both a deeply felt desire to spend time with one’s family and a 

deeply felt desire to fulfill demanding professional obligations. If, as seems plausible, these 

conflicting desires produce psychological incoherence, then they must have some feature that 

other conflicting desires lack. The externalist must explain what this feature is and why, at least 

in ordinary human beings, it occurs in conflicts between the desire to do what one has all-things-

considered reason to do and other desires. However, we have prima facie reason to doubt that 

this challenge can be met. The relevant feature seems to concern the role of the conflicting 

desires in the agent’s practical life rather than their content per se. For example, a plausible 

suggestion is that conflicting desires give rise to psychological incoherence when (1) at least one 

desire is bound up with an agent’s identity such that (2) the conflict of desires threatens the 

agent’s identity. Thus, in the earlier example, the agent experiences psychological incoherence 

because she is torn between her identity as a mother and her identity as a conscientious 

professional. By contrast, my desires to continue to write and to stop writing do not produce 

psychological incoherence because, though I identify as a writer, my desire to stop writing 

merely reflects the difficulty of writing, not any competing identity. 
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Now, the problem for the externalist is that the desire to do what one has all-things-

considered reason to do seems unlikely always to play the relevant role in an agent’s practical 

life. For example, it is not obvious that this desire is always suitably bound up with an agent’s 

identity. Some people do conceive of themselves as consummately rational and earnest people 

who always do what they have all-things-considered reason to do. They might experience 

identity-based psychological incoherence when akratic. But it seems mistaken to suppose that 

everyone identifies with these characteristics (Stocker 1979; Velleman 2000b). If the desire to do 

what one has all-things-considered reason to do is just another contingent desire one happens to 

have, like the desire for chocolate, without any particular connection to one’s identity, then it 

seems that one should not experience psychological incoherence when that desire goes 

unsatisfied for the sake of some other and stronger desire. But then the externalist has not 

explained why akrasia is reliably accompanied by psychological incoherence even in ordinary 

human beings, let alone essentially. 

The externalist might argue that everyone, or at least all ordinary human beings, does 

identify with the desire to do what one has all-things-considered reason to do. Alternatively, the 

externalist might develop an alternative account of when conflicting desires produce 

psychological conflict and then argue that, at least in ordinary human beings, conflicts between 

the desire to do what one has all-things-considered reason to do and other desires always have 

the relevant features. In the meantime, however, it seems fair to say that internalism provides a 

prima facie superior explanation of the psychological incoherence that is essential to, or at least 

characteristic of, akrasia. 
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B. Rational Akrasia 

 Now consider a second argument for deliberative internalism. Akrasia has traditionally 

been regarded as a paradigmatic example of practical irrationality because of the “quasi-logical” 

inconsistency between the agent’s normative judgment and her action (McIntyre 2006: 284). 

Recently, however, a number of philosophers (Arpaly 2000; Audi 1990; McIntyre 1990, 2006) 

have argued that akratic action is sometimes more rational than action in conformity with one’s 

judgment about one’s all-things-considered reasons would have been. This can be so when (1) 

one’s judgment is irrational in light of one’s evidence, (2) the (akratic) action that one performs 

is rational in light of one’s evidence, and (3) one performs that action because it is rational in 

light of one’s evidence; it is not just good luck that one performs the actually rational action. The 

“rational” in “rational akrasia” is a comparative claim. What is most rational is to form the 

rational all-things-considered judgment given one’s evidence and then to act on that judgment. 

But if one’s all-things-considered judgment is irrational, then it may be more rational to act 

contrary to that judgment, but in a way rationally responsive to one’s evidence, than to conform 

to it. 

Arpaly (2000: 504-505) provides a useful example. Emily is an unhappy doctoral student 

who irrationally believes that she has all-things-considered reason to pursue a degree in 

chemistry despite considerable contrary evidence, including that she finds her work increasingly 

unrewarding and recognizes that her colleagues who flourish in the program are very different 

from her in their character and interests. If she quits the program against her better judgment, she 

exhibits akrasia, but she seems more rational than she would have been had she stayed. The 

motives that lead her to quit are responsive to her reasons to quit, including her unhappiness in 

the program and its poor fit with her character and interests, so it was not merely a matter of luck 
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that she did what she had most reason to do given her evidence. If she had not had that evidence, 

then she would not have quit the program. Of course, she would have been even more rational 

had she reached a rational judgment about what she had all-things-considered reason to do in the 

first place. But the point is that, in this case, akratically quitting the program was more rational 

than conforming to her irrational judgment would have been. I assume that Arpaly’s description 

of Emily’s case is plausible.108 Our question is whether deliberative internalism or externalism 

better explains the possibility of rational akrasia. 

Deliberative internalists have a plausible explanation. On the internalist model, practical 

deliberation has intrinsic motivational efficacy. Normally, this efficacy culminates in a transition 

from the belief that one has all-things-considered reason to do something to the performance of 

that action (or the formation of an intention to act on the appropriate occasion). However, other 

beliefs about one’s reasons also have motivational potential in practical deliberation. We must 

not conceive of deliberation in too rigidly sequential a fashion. It is not as though the rational-

motivational efficacy of the belief that one has a particular reason to do something entirely 

vanishes once the agent reaches her judgment about what she has all-things-considered reason to 

do—at least, not if her all-things-considered judgment is irrational. Instead, as Michael Smith 

(e.g., 1999a: 48, 54) has emphasized, rationality involves a fundamental drive toward coherence. 

That claim admits of multiple interpretations, but what matters here is that it suggests a holistic 

rather than a linear model of practical deliberation, and specifically of how the aim of 

proceeding rationally from deliberative premises to conclusions operates.109 On a linear model, 

                                                      
108 Of course, one can imagine a version of the story in which it was a matter of luck that quitting the program was 

rational for Emily given her evidence. She might be prone to impulsive and poorly planned decisions, of which this 

was one. But what matters is that Arpaly’s version of the story, in which Emily is rationally responsive to her 

evidence despite acting against her better judgment, is also plausible. 
109 For the purposes of the deliberative account, I can remain neutral about whether rationality involves a drive 

toward coherence in any other or further sense. For example, if one understands rational justification in terms of an 

independent notion of coherence, then an account of the latter will be important in order to understand the claim that 
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one deliberates by starting with some premise beliefs and proceeding forward by drawing 

successive new inferences until one either reaches a conclusion or aborts the procedure, perhaps 

to restart it at an earlier stage. 

On a holistic model, however, deliberation does not necessarily proceed in one direction 

from start to finish. Instead, one can hold multiple stages of a practical argument in mind at once 

and search for connections between them, such as by “skipping ahead” to an intuitively plausible 

conclusion and then working backwards to determine whether it can be justified by one’s 

premises, or by considering several inconsistent claims at once in order to determine which one 

to reject. The holistic model makes room for the possibility of rational akrasia because it allows 

for deliberative transitions directly from some premise beliefs to the formation of an intention or 

the performance of an action justified by those beliefs, bypassing one’s (in this case irrational) 

all-things-considered judgment about what one has most reason to do. On a linear model, by 

contrast, deliberation could not break out of step in this way. It would invariably proceed from 

premise beliefs, to a conclusion about what one has all-things-considered reason to do, and then 

to action or intention. The holistic model is also independently plausible because, it seems, we 

clearly do have the capacity for the kinds of holistic deliberation mentioned earlier. The 

phenomenology of deliberation also supports this conclusion, for we do sometimes have the 

experience of “stepping back” from a portion of our reasoning to consider it as a whole, and 

looking for mistakes or possible improvements at each point in light of our apprehension of the 

whole. 

                                                      
practical deliberation constitutively involves an aim of proceeding rationally from deliberative premises to 

conclusions. Having that aim, at least in a holistic way, will just amount to aiming at coherence. Alternatively, one 

might regard coherence as only one aspect of rationality. In that case, the aim of proceeding rationally from 

deliberative premises to conclusions will encompass aiming at coherence along with other forms of rational 

justification.  
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In cases of rational akrasia, coherence favors acting contrary to one’s (irrational) all-

things-considered judgment rather than in conformity to it.110 That is to say, the aim of 

proceeding rationally from one’s deliberative premises to conclusions motivates a transition from 

one’s beliefs about one’s evidence to the action or intention supported by that evidence despite 

one’s irrational all-things-considered judgment to the contrary. In Emily’s case, her premise 

beliefs include her non-normative beliefs about her unhappiness in the program, the differences 

in character between her and her thriving colleagues, her lack of evidence that things will 

improve in the future, the availability of other career options, and the like. They also include 

some relevant normative beliefs, such as that her happiness is important, that the kinds of 

knowledge and achievement available outside of academia are also valuable, and that she is not 

bound to stay in the program by any sort of promise or obligation. Given these beliefs, we can 

stipulate, the rational conclusion for Emily to draw is that she has all-things-considered reason to 

quit the program. Indeed, she would readily offer that advice to someone else in her situation. 

However, as Arpaly (2000: 204) describes, “like most of us, she tends to find it hard, 

even threatening, to take leave of a long-held conviction and admit to herself the evidence 

against it.” She has an irrational resistance or block to forming the belief, in her own case, that 

she ought to quit the program. Yet given a holistic internalist model of practical deliberation, her 

deliberation can transition directly from her premise beliefs to the intention and action that they 

justify—that is, quitting the program. Because she believes that she has all-things-considered 

reason to remain in the program, her action is akratic. But because she quit only because—

                                                      
110 Smith (2004: 188-191) describes cases of rational akrasia as involving an increase in global coherence (compared 

to following one’s irrational judgment about what one has all-things-considered reason to do) purchased at the cost 

of local incoherence (because one acts contrary to that judgment). Of course, the drive toward coherence also favors 

revising one’s irrational judgment, but doing so may be difficult if it results from entrenched biases or the irrational 

influence of desires. As Arpaly (2000: 204) describes Emily, “like most of us, she tends to find it hard, even 

threatening, to take leave of a long-held conviction and admit to herself the evidence against it.” 
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though she did not consciously realize this—her evidence in fact justified doing so, and on the 

basis of it doing so, her quitting the program was nevertheless responsive to her reasons. She is 

less rational than if she had drawn the rational conclusion about what she had most reason to do 

(i.e., quit the program) in the first place. But she is more rational than if she had abided by that 

mistaken conclusion rather than akratically quitting the program in response to the considerations 

that justified her doing so. In this way, deliberative internalists can explain how rational akrasia 

is possible. 

 By contrast, deliberative externalists have difficulty here. On the externalist model, 

practical deliberation culminates in a belief about what one has all-things-considered reason to 

do, but that belief leads to action or intention-formation only in conjunction with an independent 

source of motivation such as the desire to do what one has all-things-considered reason to do. 

The main difficulty for the externalist is to explain how Emily could have been rationally 

responsive to her evidence when she acted akratically. According to the typical Humean account 

of action, her desire to do what she has all-things-considered reason to do should combine in a 

straightforward way with her belief that she has all-things-considered reason to perform a certain 

action; in this case, to remain in her graduate program. If that does not happen, as in Arpaly’s 

example, then it seems that this result can only be a mistake or malfunction, not a rational 

response to her reasons. If so, then it is merely good luck that Emily performs the action that is in 

fact rational for her. Her case cannot be a case of rational akrasia. 

Unlike the internalist, the externalist cannot appeal to the drive toward coherence to 

explain how beliefs about reasons can motivate in virtue of their rational significance even in an 

akratic agent. For the externalist denies that practical deliberation, including the drive to 

coherence, is intrinsically motivating. A drive toward coherence may play a role in leading 
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Emily to form a certain belief about what she has all-things-considered reason to do, but it has no 

potential to motivate her to act in a way that is not mediated by that belief and her desire to do 

what she has all-things-considered reason to do. Yet the phenomenon of rational akrasia is such 

that the akratic agent acts as she does because her evidence rationally favors that action. If it did 

not, then she would not so act (or at least not for that reason). It follows that deliberative 

externalists cannot explain the possibility of rational akrasia, or at least that the burden is on 

them to find it a place in their model of practical deliberation and action.111 

 Let’s summarize. Internalists and externalists about practical deliberation agree that 

deliberation typically leads to action but disagree about the mechanism. I have argued that 

internalism better explains two relatively uncontroversial features of akrasia: (1) the 

psychological incoherence that akrasia essentially involves, and (2) the possibility of rational 

akrasia. These arguments are not decisive because, for all that I have argued here, other features 

of agency might favor externalism, or some third model of practical deliberation. But they 

provide strong prima facie support for deliberative internalism and present a challenge to its 

externalist opponents. 

 

C. Further Arguments 

To supplement the akrasia arguments, it is worth noticing two further arguments for 

deliberative internalism. The first appeals to the phenomenology of deliberation. As Darwall 

                                                      
111 The externalist might try arguing that people have a desire for coherence. But this desire fares no better than the 

desire to do what one has all-things-considered reason to do as an explanation of how rational akrasia is possible. On 

a typical Humean account of action, the desire for coherence should combine with a belief about what would 

constitute or bring about coherence in order to produce action. If Emily (irrationally) believes that she has all-things-

considered reason to stay in the program, then presumably she also believes that staying in the program rationally 

coheres with her other beliefs and desires. Certainly a rationally akratic person might have this belief. So the desire 

for coherence either motivates Emily to stay in the program or, if it does not, then this result can only be a mistake 

or malfunction rather than, as the possibility of rational akrasia requires, a rational response to her evidence. 
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(1992: 166-167) observes, when one deliberates, it seems as though one could act on the basis of 

the reasons about which one deliberates: “The deliberative thought that, for certain reasons, one 

ought to choose an alternative requires the thought that one can choose that alternative for those 

very reasons.” For example, when I deliberate about whether to visit California for the sunny 

beaches, it seems to me as if I could choose to go to California for that reason. Moreover, as 

Darwall’s use of “requires” suggests, this phenomenology is arguably constitutive of 

deliberation. From the perspective of the deliberating agent, the future seems open to various 

options among which her deliberation purports to settle her choice (Velleman 2000a). If the 

future did not seem open to her in this way, then she would not be engaged in practical 

deliberation at all, but merely some sort of idle speculation. Suppose that this is correct. It also 

seems reasonable to assume that phenomenology of this sort is prima facie veridical. If 

something seems to be true, then that is prima facie reason to believe that it is true, though of 

course the presumption can be defeated by evidence to the contrary. 

 Now, deliberative internalism can explain why the phenomenology is veridical. If 

practical deliberation has intrinsic motivational efficacy, then the reasons about which one 

deliberates are also reasons on which one can act, at least in the absence of the overwhelming 

contrary desires that give rise to akrasia. By contrast, deliberative externalism entails that the 

phenomenology is only contingently veridical. If you have the desire to do what you have all-

things-considered reason to do, then the reasons about which you deliberate can also determine 

your choices. But if you lack that desire—as some possible agents do, for on the externalist 

model, that desire is contingent—then even if the future seems open to various choices based on 

your reasons, your consideration of those reasons cannot actually influence your choices, 

because (on the externalist view) your practical deliberation lacks intrinsic motivational efficacy 
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and also, in this case, lacks the motivational assistance of the contingent desire to do what you 

have all-things-considered reason to do. The phenomenology of such agents would be mistaken. 

Though this is possible, if we have prima facie reason to believe that the phenomenology 

constitutive of deliberation is veridical in its portrayal of the potential motivational significance 

of the reasons about which one deliberates, then we have prima facie reason to prefer 

deliberative internalism over externalism. 

 One last argument. Externalists agree with internalists that actual people are typically 

motivated by the conclusions of their practical deliberation, so they must hold that nearly all 

actual people desire to do what they have all-things-considered reason to do. Moreover, this 

desire must be sufficiently strong to explain why people are motivated by the conclusions of 

their deliberation as often as they are—that is, why akrasia is not more common than it is. But if 

most people have a rather strong desire to do what they have all-things-considered reason to do, 

then this desire should have other behavioral manifestations besides motivating people to comply 

with their deliberative conclusions. In particular, we should expect people to show considerable 

interest in determining what their reasons are, such as by studying philosophy, engaging in or 

reading about empirical investigation of various sorts, taking care to correct for biases and 

ignorance in their current views, and the like. One cannot effectively do what one has all-things-

considered reason to do if one does not know what one’s reasons are. 

However, though it is an empirical question, it seems to me that many people are not 

seriously interested in and do not seriously pursue these activities. They are motivated to do what 

they believe that they have all-things-considered reason to do on particular occasions, but they 

are not particularly motivated to enlarge their stock of true normative beliefs or to root out false 
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beliefs, at least outside of a few areas of special interest.112 Deliberative internalism can explain 

this pattern of motivation. Because deliberation can motivate action or intention-formation on its 

own, people are reliably motivated to act in accordance with whatever normative beliefs they 

have, for (if they deliberate correctly) these normative beliefs shape the course of their practical 

deliberation and the ultimate conclusion they reach. They lead to a new normative belief about 

what one has all-things-considered reason to do on some occasion, as well as to action or 

intention-formation. But the motivational potential of deliberation does not extend to acquiring 

true normative beliefs more generally. It does not motivate people to read books, seek the advice 

of experts, or in other ways learn about their reasons, except when doing so is itself one of their 

deliberative conclusions. 

The deliberative internalist can agree, of course, that some people do have a separate 

desire to do what they have all-things-considered reason to do, and that these people will be 

motivated to take the steps just described in order to satisfy that desire. But even those without 

that desire, or who have it only weakly, will be still reliably motivated by whatever normative 

beliefs they happen to have acquired, insofar as these beliefs affect the conclusions they reach in 

practical deliberation. As I said, it seems to me that actual people exhibit both sorts of behavior: 

some people show a broad interest in having true normative beliefs, at least about important 

subjects, whereas others are not very motivated to correct or expand their stock of normative 

beliefs, but nevertheless consistently do what they judge that they have all-things-considered 

reason to do in particular cases. The same people may also show both patterns of motivation at 

                                                      
112 A deliberative externalist might argue that most people desire to do what they believe that they have all-things-

considered reason to do, not what they in fact have all-things-considered reason to do. That could explain why 

people are generally motivated by the conclusions of their practical deliberation (i.e., their judgments about what 

they have all-things-considered reason to do on particular occasions) even if they do not put much effort into 

acquiring true normative beliefs. But postulating that desire seems ad hoc. Why would people desire to do what they 

believe they have all-things-considered reason to do except as a means to doing what they in fact have all-things-

considered reason to do? At least, more explanation is required. 
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different times or with respect to different subjects. Deliberative internalism can explain this 

observation, whereas deliberative externalism faces a dilemma: it postulates a desire to do what 

one has all-things-considered reason to do that is either too strong (i.e., it predicts a greater 

interest in acquiring true beliefs about one’s reasons than many people exhibit) or too weak (i.e., 

it fails to explain why people are so reliably motivated by their judgments about what they have 

all-things-considered reason to do, and thus why akrasia is not more common than it is). 

 

IV. RAZ’S OBJECTIONS TO DELIBERATIVE INTERNALISM 

Not many philosophers explicitly defend deliberative externalism, but Raz (2011: 129-

140) provides a recent defense, so it will supplement my arguments for deliberative internalism 

to consider Raz’s objections. His ultimate target is not deliberative internalism per se, but rather 

the claim that practical reasoning is a distinct kind or form of reasoning. Raz holds that practical 

reasoning is simply generic reasoning applied to the question of what to do, and not different in 

kind from “theoretical reasoning” about what to believe. In the course of defending this unity of 

reason thesis, he argues against the claim that practical reasoning is a distinct form of reasoning 

because its conclusions are intentions rather than, as in theoretical reasoning, beliefs. He thus 

rejects deliberative internalism. Instead, Raz argues that practical deliberation concludes with a 

belief about what one has conclusive reason to do, and that an exercise of will is necessary to 

bridge the motivational gap between this belief and the intention to perform the corresponding 

action. His theory is thus a form of deliberative externalism, with the will playing the role that 

the desire to do what one has all-things-considered reason to do plays in the version of 
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deliberative externalism described earlier. Raz makes three main arguments against internalism, 

so I will consider each in turn.113 

 Raz’s (2011: 135) first argument appeals to the phenomenon of what I will call 

impractical deliberation. This is deliberation about what one should have done in the past rather 

than about what one should do now or in the future. He relies on two premises. First, practical 

and impractical deliberation are extremely similar. For example, suppose that I am deciding 

which of two job offers to accept. I now deliberate, considering the reasons for and against each 

option, and I reach some conclusion about which option is all-things-considered best. Tomorrow, 

having accepted that offer but wondering whether I made the right choice, I might deliberate 

again. Both episodes of deliberation are substantially identical with respect to the reasons that 

enter into them and the process by which those reasons are weighed against one another in order 

to reach an all-things-considered conclusion. Second, however, impractical deliberation does not 

conclude with an intention because the moment for action has already passed; one cannot form 

an intention to act in the past. Because practical and impractical deliberation are identical except 

for this difference, Raz argues that it is most plausible to see what they have in common—a 

process of reasoning that concludes with a belief about what one has (or had) all-things-

considered reason to do—as the full extent of deliberation. Forming the intention to perform that 

action is a further non-deliberative step accomplished by an exercise of will. 

 However, the internalist can grant Raz’s two premises without accepting his conclusion. 

The similarity between practical and impractical deliberation is a compelling argument for the 

                                                      
113 Raz (2011: 140) also argues for deliberative externalism by debunking a possible motivation for internalism. He 

says that a motivation for internalism is the thought that intentions can be rational or irrational. This is true, he says, 

but it does not imply that intentions are the product of reasoning, because not everything that is rational or irrational 

is so by virtue of its relation to reasoning. However, I have not relied on that claim to support deliberative 

internalism, so Raz’s debunking argument does not apply here. My arguments for deliberative internalism were 

given in the previous section. 
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unity of reason thesis. But that thesis is not essentially linked to deliberative externalism. One 

could reject the unity of reason thesis by appealing to deliberative internalism; Raz aims to refute 

this argument by refuting internalism. But one could also combine deliberative internalism with 

the unity of reason thesis by holding that the generic capacity for deliberation has the power to 

motivate action or intention-formation in appropriate circumstances. This claim is not ad hoc 

because, as we have seen, it seems independently plausible to think that deliberation can 

intrinsically motivate the formation of new beliefs, without requiring an external source of 

motivation such as a desire to have true beliefs (Raz 2011: 132). So the idea is that the capacity 

for deliberation is intrinsically motivationally active but its output quite naturally varies 

depending on the subject-matter under consideration. If one is deliberating about what to believe 

or about what one should have done, then deliberation can motivate belief-formation. If one is 

deliberating about what one should do now or in the future, then deliberation can also motivate 

action or intention-formation. Thus, Raz’s appeal to impractical deliberation does not have force 

against a deliberative internalist who accepts the unity of reason thesis. Because the deliberative 

account of NJI is neutral about that thesis, we can accept it for the sake of argument. 

 Raz’s (2011: 133-135) second argument for deliberative externalism appeals to cases of 

rational underdetermination. These are cases in which practical deliberation leads to the belief 

that one has adequate reason to choose one or another option from a set, but that no option in the 

set is uniquely best. Raz argues that deliberation cannot lead to an intention to choose one option 

over another without sufficient reasons favoring that option over the others, so whatever 

intention the person ultimately forms in such cases cannot be a product of deliberation. Instead, it 

must result from an exercise of will. But if deliberation does not get one all the way to intention 

in rational underdetermination cases, then presumably it does not get one all the way to intention 
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in cases in which one has all-things-considered reason to choose one option in particular. It is 

more parsimonious to suppose that an exercise of will, not deliberation per se, is responsible for 

action or intention-formation in every case. If so, then deliberative internalism is false. 

 However, the deliberative internalist can answer this objection. The challenge is that 

deliberation seems unable to select one of the eligible options because no option is uniquely 

favored by the agent’s reasons. Yet it remains the case that the agent has reason to choose an 

option from the set of eligible options rather than an option from outside that set. So, deliberation 

can rationally conclude with the following intention: make a rationally arbitrary selection of an 

option from among the set of eligible options and then form the intention to act accordingly.114 

The agent has all-things-considered reason to form this intention because (1) she has all-things-

considered reason to choose one option from among the set of eligible options and because (2) 

she cannot select an option by reasoning alone. So she should select an option in some other 

way, such as by an arbitrary exercise of will. Rational underdetermination cases thus pose no 

threat to deliberative internalism. Raz’s mistake was to assume that the intention with which 

deliberation concludes must be an intention to perform one of the eligible options as it were 

directly, as opposed to an intention to first arbitrarily select one of the eligible options and then 

to form the intention to perform the corresponding action. 

 Finally, Raz’s (2011: 133) third argument against deliberative internalism appeals to our 

intuitions about when a process of deliberation has completed. More specifically, the intuition is 

that, when someone suffers from akrasia, he has already completed his deliberation. But because 

he is akratic, he has not formed the intention to act as he believes that he has all-things-

                                                      
114 Chislenko (2016) defends a similar solution to the related problem of explaining how an agent’s choice and 

action in rational underdetermination cases can be intentional even though (apparently) not based on reasons. He 

argues that, in at least some such cases, we form the intention to non-intentionally pick one of the eligible options 

and then to intentionally perform the corresponding action. 
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considered reason to act. Thus, the formation of an intention must not be the conclusion of 

practical deliberation (which has already concluded), but rather a separable further step, such as 

an exercise of will, that the akratic agent has omitted. “The problem was not with his reasoning 

but with his willpower,” Raz (2011: 133) observes. 

 The internalist can respond to this argument in either of two ways. First, we can accept 

the intuition that the akratic person has concluded his deliberation but reject Raz’s claim that he 

has not formed an intention to act as he has all-things-considered reason to act. Recall the earlier 

discussion of the psychological incoherence essential to akrasia. The internalist explained this 

incoherence by arguing that practical deliberation intrinsically motivates the agent to act as he 

judges that he has all-things-considered reason to act, even if some other and stronger desire 

leads him to act differently. He does intend (e.g.) to confront his friend, but nevertheless he finds 

that he cannot screw up the courage to do so. On this model, the akratic person does have an 

intention of some sort to do what he thinks he has all-things-considered reason to do, though he 

may have a stronger intention or desire to act differently. If so, then Raz’s externalist conclusion 

does not follow. 

 Alternatively, the internalist could grant that, in some cases of akrasia, the agent forms no 

intention whatsoever to do what he judges that he has all-things-considered reason to do. If so, 

then the internalist can agree that the agent has not strictly speaking completed his deliberation. 

But we can explain away the intuition that he has. For what prevents him from literally 

completing his deliberation is nothing to do with deliberation as such—not, for example, the 

difficulty of the inference in question. He knows that he should form the intention to act on the 

basis of his judgment about what he has all-things-considered reason to do; this transition is 

extremely straightforward and one that he has made countless times before. Thus, speaking 
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loosely, he has completed his deliberation, because he has completed the most difficult part. He 

knows how to literally complete it and indeed already knows what the answer will be.115 In a 

similar way, one might naturally say that one has finished a paper one is writing even though 

some minor tasks, such as proofreading, remain to be done. One says this because the steps that 

remain are so easy and straightforward compared to what came before that the task is effectively 

completed, though not literally so. In this case, what prevents him from literally completing his 

deliberation is the strong competing desires that explain his akrasia, so Raz is correct that the 

problem is not with his reasoning per se. 

In summary, though Raz makes several arguments against deliberative internalism, the 

internalist has adequate responses to each argument. No doubt there are other possible arguments 

for externalism that I have not considered here. My aim in these two sections has not been to 

establish the truth of deliberative internalism beyond all reasonable doubt, but only to defend the 

claim that it is a plausible model of practical deliberation. I have done so by presenting several 

positive arguments for internalism and by answering objections from one of the most prominent 

defenders of externalism. In the next section, I will show how the constitutive features of 

practical deliberation that I have defended in this and the two previous sections together provide 

an explanation for another noteworthy feature of people (and, if this account is correct, agents 

more generally), namely NJI. 

 

                                                      
115 If one already knows the answer, hasn’t one ipso facto completed one’s reasoning? No, because reasoning is a 

process that leads to a conclusion, and one may know the conclusion without having yet reached it through the 

relevant process. For example, one may have been told the answer to a problem by a reliable source, so that one 

knows the answer, even though one has not yet completed one’s own process of reasoning from some first-order 

premises to that conclusion. Of course, in typical cases the deliberative transition is so quick as to be virtually 

unnoticeable. Only in unusual cases such as (on the current conception) akrasia does an agent get “stuck” at the all-

things-considered normative judgment rather than immediately forming the intention that literally completes her 

deliberation. 
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V. THE DELIBERATIVE ACCOUNT OF NJI 

 The deliberative account of NJI follows straightforwardly from the two constitutive 

features of practical deliberation already considered. An agent’s normative beliefs describe, 

among other things, what considerations she takes to be reasons for performing certain actions. 

For example, she might believe that lawyers have more opportunity than philosophers to do 

practical good in the world and that this fact is a reason for her to go to law school rather than 

study philosophy. Because deliberation constitutively involves the aim of proceeding in a 

rational way from deliberative premises to conclusions, an agent’s normative beliefs shape the 

course of her deliberation and ultimately (barring mistakes or oversights) determine the 

conclusions that she reaches.116 In this case, all else equal, she will deliberate from the premise 

that she could do more practical good as a lawyer to the conclusion that she has all-things-

considered reason to go to law school. Of course, she may believe that other considerations 

provide reasons against attending law school, or in favor of studying philosophy, or some other 

option. She must consider all these reasons in order to reach a proper judgment about what she 

has all-things-considered reason to do. 

Suppose she concludes that she has all-things-considered reason to go to law school. 

Because deliberation has intrinsic motivational efficacy, this conclusion motivates action or 

intention-formation even in the absence of contingent desires such as the desire to do what one 

has all-things-considered reason to do. Therefore, she will go to law school, or form the intention 

to go, so long as nothing else (such as an overwhelming contrary desire) interferes. And this 

result is precisely what an explanation of NJI aims to explain: the fact that, necessarily, people 

                                                      
116 Of course, the process of deliberation may itself change one’s normative beliefs, such as by calling attention to 

implications of them that one had not hitherto realized, and which call for those beliefs to be revised or rejected. 



171 

 

are motivated to do what they judge that they have all-things-considered reason to do, at least in 

the absence of general motivational disorders such as depression. 

 Of course, people do not consciously deliberate before every action. When awake, we act 

nearly continuously; we deliberate only intermittently. This fact is not a problem for the 

deliberative account because action is typically preceded by unconscious deliberation: we 

respond rationally to various considerations even when we are not consciously aware of doing 

so. Some evidence for this claim comes from how even actions not preceded by conscious 

deliberation are sensitive in a holistic and open-ended way to an agent’s beliefs about her 

reasons. It is not as if, when we act without conscious deliberation, we execute a series of pre-

programmed movements that are insensitive to unexpected features of the environment that 

provide reason to act differently. Instead, as new information comes in, we reliably and 

automatically update our behavior in rational ways, even initiating conscious deliberation when 

appropriate. Further evidence comes from how, when asked to explain why one acted in a 

particular way, one can typically cite the reasons that one took to justify the action—its 

rationale—even if one did not consciously deliberate about the action beforehand.117 One can do 

more than report non-rational causes of the action. A natural explanation for this phenomenon is 

that one’s actions in such cases still reflect one’s beliefs about one’s reasons, which were 

considered in unconscious deliberative processes, which in turn can often be made conscious 

(though perhaps imperfectly) upon questioning. 

Thus, the deliberative account can explain how an agent’s normative beliefs influence her 

actions and intentions even when these are not the product of conscious deliberation. Of course, 

some behavior does not result from even unconscious deliberation. Reflexes such as blinking 

                                                      
117 These explanations are sometimes mere rationalizations, but not always. 
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when an unexpected gust of wind strikes one’s face are probably the best example, but many 

habits also involve non-deliberative, automatic or “pre-programmed” behavioral routines that are 

insensitive to relevant changes in one’s environment. This phenomenon is no objection to the 

deliberative account because the scope of NJI does not include reflexes or entirely automatic 

habits either. Reflexes are simple physiological responses and clearly insensitive to one’s 

normative beliefs: when a doctor taps your knee with a hammer, your leg will kick even if you 

firmly believe that you have all-things-considered reason to remain still. Similarly, habits can 

notoriously persist long after the normative beliefs that gave them a rationale have been rejected, 

as when someone shows greater deference to male than female superiors despite a conscious 

normative commitment to gender equality in the workplace. At best, normative beliefs shape 

habits at one remove, by shaping the deliberate actions that eventually become habitual routines. 

The deliberative account is compatible with this mode of influence. 

The deliberative account has several advantages in the context of metaethical debate 

about NJI. Earlier I emphasized that a major reason for metaethical interest in NJI and MJI is the 

thought that these theses are the key to understanding the nature of normative and moral 

judgment, which in turn are key to understanding the nature of normativity and morality more 

generally. In particular, non-cognitivists argue that the best explanation of NJI is that normative 

judgments do not express beliefs but rather express intrinsically motivating non-cognitive 

attitudes. This explanation in turn supports their claim that normative discourse is essentially 

practical or action-guiding rather than descriptive. Some cognitivists have responded to this non-

cognitivist challenge by arguing that normative beliefs are actually “besires,” which describe the 

world like ordinary beliefs yet also motivate action like desires. Others have tried to explain NJI 

by defending substantive analyses of the content of normative beliefs that link those beliefs to an 
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agent’s motives. Still others may reject NJI in favor of judgment externalism: normative beliefs 

are ordinary beliefs, and not intrinsically motivating, but most people have contingent desires 

such that they are motivated to act in conformity with them. 

None of these three lines of cognitivist response is wholly satisfactory. The very 

existence of besires remains controversial; they are often regarded as “philosophically 

extravagant, incoherent, ad hoc, and incompatible with folk psychology” (Swartzer 2013: 975). 

Metaethicists disagree strongly about how to characterize the content of normative judgments, 

and analyses in terms of an agent’s own motives, such as Dreier’s (1990) speaker relativism, 

often have counterintuitive first-order implications about people’s reasons. Finally, though 

externalism may perhaps be plausible about moral judgments (e.g., Svavarsdottir 1999; Railton 

2009), it seems less likely to do justice to the extremely tight connection between normative 

judgment and motivation. So one might embrace non-cognitivism. But that theory has familiar 

problems as well, in particular the challenge of accounting for the descriptive surface features of 

normative discourse, such as how normative claims so easily play the same role as descriptive 

claims in complex logical constructions. It would be pleasant to avoid these problems, if we 

could (and insofar as we lack other reasons for accepting non-cognitivism), by finding a better 

cognitivist explanation of NJI. 

 In this context, the deliberative account of NJI presents an attractive possibility. NJI is the 

thesis that, necessarily, people are motivated by their normative judgments, at least in the 

absence of general motivational disorders such as depression. Both non-cognitivists and those 

cognitivists who appeal to besires have tried to explain NJI in terms of what is necessary about 

normative judgments. They say that normative judgments are, in one way or another, intrinsically 

motivating. The deliberative account suggests, instead, that normative judgments are ordinary 
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beliefs, and that what explains NJI is what is necessary about agents, specifically the capacity for 

practical deliberation. NJI is true because, necessarily, (rational) agents engage in practical 

deliberation, which has the two constitutive features earlier described. By relocating the 

explanatory necessity from the nature of normative judgment to the nature of agency, the 

deliberative account makes possible a cognitivist explanation of NJI that avoids commitment to 

besires as well as to any particular substantive analysis of the content of normative beliefs.118 

 Someone might object that it is essential to normative judgment internalism that the 

source of motivation be intrinsic to normative judgment, and that because the deliberative 

account places motivational efficacy in the capacity or process of practical deliberation rather 

than in normative judgment per se, it is actually a form of motivational judgment externalism. I 

do not want to quarrel about terminology here.119 If one understands NJI in this way, then it goes 

beyond the phenomenon we originally aimed to explain: namely, the fact that, necessarily, 

people are motivated by their normative judgments, at least in the absence of general 

                                                      
118 The deliberative account might thus be seen as expanding on Scanlon’s (2014: 53-56) account. He (2014: 54) 

writes: “On my view, this explanation [of NJI] relies on the idea of a rational agent. A rational agent is, first, one 

that is capable of thinking about the reasons for certain actions or attitudes, and for reaching conclusions about 

which of these are good reasons. Second, a being is a rational agent only if the judgments that it makes about 

reasons make a difference to the actions and attitudes that it proceeds to have.” By itself, of course, this is no 

explanation at all. It is as if one tried to explain why some people are motivated by their beliefs about Christmas by 

first introducing the idea of a yuletide agent (a yuletide agent is one who is capable of making judgments about 

Christmas and who is motivated by those judgments) and then adding that some people are yuletide agents. When he 

considers what it is about rational agents in virtue of which they are motivated by their beliefs about their reasons, 

Scanlon (2014: 55) merely notes that “[p]resumably there is also a causal explanation of this connection, and of the 

more general uniformities that I have referred to, in virtue of which a being is a rational agent. But this causal 

explanation is another story, for neuroscientists to fill in.” I agree with Scanlon in taking the nature of rational 

agency to be the key to explaining NJI, but I prefer the deliberative account to Scanlon’s version because the former 

provides a more informative explanation that appeals to independently justifiable features of practical deliberation. 
119 Note that this objection would also apply to putative explanations of NJI that rely on analyses of the content of 

normative belief, such as Smith’s (1994) ideal adviser account and Dreier’s (1990) speaker relativism. In Smith’s 

theory, the source of motivation is not one’s belief about what one’s ideal adviser would want one to do, but rather 

the drive toward coherence that Smith argues is constitutive of rationality. In Dreier’s theory, the source of 

motivation is not the belief that something is highly evaluated according to standards (typically) constructed from 

the affective and motivational states of the speaker, but rather the affective or motivational states themselves. Yet 

both Smith and Dreier present themselves, and are regularly regarded by others, as internalists about normative 

judgment. 
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motivational disorders such as depression. Explaining that fact requires establishing a necessary 

connection between normative judgment and motivation, but it does not require that the source 

of motivation be intrinsic to normative judgment itself. So on this understanding of NJI, the 

deliberative account is a form of normative judgment externalism, but unlike forms of 

externalism that appeal to an agent’s contingent desires to explain why she is motivated by her 

normative judgments, it can explain the necessary connection between normative judgment and 

motivation and thereby block the argument from that connection to non-cognitivism. 

A second advantage of the deliberative account is that it provides a plausible diagnosis 

and resolution of a certain metaethical impasse. Normative non-naturalists argue that reasons are 

(or derive from) irreducibly normative non-natural properties. An influential objection to non-

naturalism, raised by non-cognitivists as well as cognitivists of both Humean (e.g., Hubin 1999; 

Dreier 2015) and Kantian (Korsgaard 1996b: 37-48) stripes, is that non-naturalists cannot 

explain why people would be motivated by their beliefs about such properties. If normative 

judgments do not express and are not about some “internal,” motivationally significant feature of 

persons such as their desires or identity-constituting commitments, then why are people so 

reliably motivated by their normative judgments?120 As Nowell-Smith (1954: 41) puts it in a 

discussion of Moore’s non-naturalism: 

 

Learning about “values” or “duties” might well be as exciting as learning about 

spiral nebulae or waterspouts. But what if I am not interested? Why should I do 

anything about these newly revealed objects? Some things, I have now learnt, are 

                                                      
120 Note that this argument also applies to forms of naturalism that explain reasons in terms of something “external” 

to the person, such as cultural conventions. Korsgaard (1996b: 14-16) explicitly extends her argument to naturalistic 

views according to which the right action is whatever promotes the preservation of the species. 
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right and others wrong; but why should I do what is right, and eschew what is 

wrong? 

 

In short, if the universe did somehow tell us to keep our promises and give to charity, why would 

a normal well-functioning person pay it any mind, especially when “what morality commands, 

obliges, or recommends is hard” (Korsgaard 1996b: 9)?121 Yet non-naturalists (e.g., Enoch 2011: 

217-266; Parfit 2011: 413-425; Scanlon 2014: 53-56) insist that there is no problem here. 

The deliberative account provides an explanation for these divergent intuitions. Because 

non-naturalists believe that certain non-natural properties are (or provide) reasons, they find it 

natural to be motivated by their beliefs about those properties. Deliberation is constitutively 

sensitive to one’s beliefs about one’s reasons and they believe that these properties are (or 

provide) reasons. Conversely, because the non-cognitivists, Humeans, Kantians, and others who 

pose this objection do not believe that non-natural properties (even if they existed) are (or 

provide) reasons, they do not find it natural to be motivated by their beliefs about these 

properties. To them, non-natural properties seem to be merely a peculiar bit of metaphysical 

furniture—“normative entities . . . wafting by,” as Korsgaard (1996b: 44) puts it—in which a 

sensible person might take no particular interest. If this diagnosis is correct, then the conviction 

of Korsgaard and others that non-naturalism cannot be true because non-natural properties 

cannot play the “internal” motivational, action-guiding role of normative reasons is merely a 

result of their antecedent skepticism about non-naturalist accounts of reasons rather than, as they 

present it, a justification for that skepticism. If people genuinely believed that those normative 

                                                      
121 Korsgaard’s formulation assumes that moral judgments are normative judgments. That point is not essential to 

her argument; one could make the same objection with respect to any sort of normative judgment. 
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entities were reasons, then they would be motivated by their beliefs about them, if the 

deliberative account of NJI is correct. 

That is not to say that the deliberative account favors non-naturalism. Rather, the 

deliberative account is neutral about the best account of reasons, both conceptually and 

metaphysically. The role in practical deliberation that it assigns to beliefs about one’s reasons is 

prima facie compatible with the claim that the concept of a reason is irreducibly normative. But 

it is also prima facie compatible with the claim that reasons are conceptually analyzable in non-

normative terms, such as in Smith’s (1994) ideal adviser account. At least, if a proposed 

conceptual analysis of reasons had the result that beliefs about one’s reasons could not shape the 

course of practical deliberation in the way that the deliberative account describes, then that 

would be a reason to reject that analysis, for people clearly do deliberate on the basis of their 

beliefs about their reasons.  When it comes to the metaphysics of reasons, the deliberative 

account is even more clearly neutral. The deliberative role of reasons is mediated by people’s 

beliefs about them; that is why people are motivated by sincere but false normative judgments as 

well as by true ones. So in reality reasons might be irreducibly normative, or a matter of what is 

constitutive of action or agency, or of one’s desires or values, or one’s self-interest, or one’s 

ideal adviser, or God’s commands, or the conventions of one’s culture, or whatever it might be. 

The deliberative account aims to explain why, necessarily, people are motivated by their 

normative judgments, but it says nothing about whether those judgments are true or what would 

make them true. 

However, although the deliberative account does not provide an argument for any 

particular metaethical theory, it does undermine certain arguments against some metaethical 

theories. First, as we have seen, it provides an explanation of NJI suitable for cognitivist theories, 
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according to which normative judgments express ordinary beliefs. The availability of that 

explanation undermines an influential argument from NJI to non-cognitivism and thus provides 

indirect support for cognitivist theories of all sorts, both naturalist and non-naturalist. Second, I 

have just suggested that it also undermines an argument presented by Korsgaard and others who 

defend broadly internalist accounts of reasons on the grounds that externalist accounts such as 

non-naturalism (as well as some forms of naturalism) cannot explain why people would be 

motivated by their normative beliefs at all, let alone necessarily so. 

If the deliberative account of NJI is correct, then ensuring a suitable connection between 

an agent’s motivational system and the properties in terms of which one explains reasons is not a 

separate problem for a metaethical theory. Whatever reasons are, they will be suitably connected 

to an agent’s motivational system, via practical deliberation, by virtue of being believed by that 

agent to be reasons. Nothing more is required to explain how, as Korsgaard (2008: 53) puts it, 

“reasons get a grip on the agent.” The important question is whether we have other grounds for 

thinking that reasons are best understood in a particular way, such as in terms of non-natural 

properties. And the way to make progress on that question is not to ask whether beliefs about 

non-natural properties (or whatever) would motivate agents, but instead about how well that 

account satisfies other metaethical desiderata. In the case of non-naturalism, are we justified in 

believing in properties undetectable by the natural sciences? Could we have adequate epistemic 

access to them? Would they mesh reasonably well with our considered judgments about what 

reasons we have? 

Of course, metaethicists regularly consider such questions, and any attempt to answer 

them is well beyond the scope of this chapter. The present point is merely that, if a metaethical 

theory can satisfactorily answer such questions, then it faces no further question about whether 
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people (who accept that account of reasons) would be motivated by their beliefs about the 

properties in question. The nature of practical deliberation ensures that they will be. In this way, 

the deliberative account of NJI suggests that NJI reveals much less about the nature of reasons or 

normativity than metaethicists have often thought. 
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