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1. Abstract 

Last Level Caches (LLCs) are critical to reducing processor stalls to off-chip memory and 

improving processing throughput, and replacement policy plays an important role in the 

performance of LLCs.  Many replacement algorithms are designed to be thrash-resistant to 

protect the working set in the cache from scans, but a fundamental challenge is balancing thrash-

resistance to changes to the working set over time as an application executes.  In this thesis a 

novel Set-Associative History-Aided Adaptive Replacement Cache (SHARC) LLC replacement 

algorithm is proposed, which adjusts scan-resistance at run-time based on the current memory 

access properties of the application.  This policy segregates the cache to protect the working set 

from scans and utilizes history information from recently evicted cache lines to increase or 

decrease amount of cache reserved for the working set.  On average, SHARC improves IPC by 

approximately 11% over LRU replacement policy while only requiring 14% increase in 

overhead.  The SHARC-NRU replacement policy is also proposed to reduce this overhead and 

achieves approximately 10% performance improvement and requires 11% less overhead than 

LRU. 
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2. Introduction 

2.1. The Memory Hierarchy 

Over the past few decades processor technologies have continued to achieve increased clock 

speeds and performance, placing greater demand on the memory system to provide instructions 

and data faster than ever.  These processor technologies have continued to follow Moore’s law 

and experience exponential increases in performance every year and when core clock speeds 

have become stagnant manufactures have compensated by packing more cores into the same die 

area [1].  During this time DRAM memory capacities have also continued to grow exponentially 

allowing more data and instructions to reside in memory, but memory clock speeds have not 

experienced this same improvement.  Since the 1980s, main memory DRAM access time has 

improved at less than 10% per year, compared to processor performance of 60% per year [2] 

leading to an ever increasing gap between processing speeds and DRAM memory latency.  This 

discrepancy has been termed the “memory wall” and limits processor throughput due to an 

increased number of processor clock cycles spent waiting for data to be fetched from relatively 

slower DRAMs [3]. 

This gap in performance has led to an increased focus on the memory hierarchy of a 

computing system in which small high-speed cache memories are close to the processing core 

and relatively larger and slower memories are used further from the processor in a hierarchal 

approach. Today’s applications have memory demands that are orders of magnitude greater than 

typical cache memory sizes and increasing the cache memory sizes to match these requirements 

is cost prohibitive.  Additionally, a traditional LRU cache memory is a good indicator of the 

memory that was previously used by the processor but is not necessarily a good indicator of the 
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memory which will be used in the near future, so a larger cache memory alone is not the solution 

to the memory wall.  

Processors typically have multiple levels of cache consisting of SRAM memory: level 1 data 

and instruction caches, level 2 unified cache(s), and a single level 3 cache.  Each of these caches 

is progressively larger but introduces more latency, in an attempt to prevent a more expensive 

DRAM or disk access from being required.   

 

Figure 1 - The Memory Hierarchy 

The typical access time for cache memory is on the order of one to fifty processor clock 

cycles; beyond the caches is the DRAM main memory with access times of hundreds of clock 

cycles; this is followed by disk I/O with access times of tens-of-thousands of clock cycles.  The 

performance of a processor is therefore directly proportional to the ability for the caches to 

supply the processing core(s) with enough data and instructions to minimize stalls for memory 

accesses. 
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2.2. Reducing Cache Misses 

On a conflict miss, a cache replacement policy must remove a cache line to make room for the 

incoming conflicting data but selection of the outgoing cache line must be carefully considered.  

An optimal replacement policy such as Belady’s MIN [4] is unachievable or unrealistic in a real-

world system since it is clairvoyant and aware of all memory accesses before they occur, so 

many replacement policies rely on information about previous memory access patterns or 

heuristics to determine which replacement currently appears optimal.   

A successful replacement algorithm must retain the current working set in the cache as long as 

it continues receiving cache hits, and this includes protection from a series of non-temporal 

memory accesses called a scan.  A replacement policy that is able to save some part of the 

working set in the cache so that a scan does not completely flush the cache can significantly 

improve performance.  However, there is a balance between keeping the current working set in 

the cache and adjusting the scan resistance as the working set of an application changes over 

time.  There are a number of novel algorithms that have been proposed that achieve this goal 

[6,7,8,9,10,11,12,13]. 

2.3. Motivation 

The increased gap between processor and off-chip memory clock speeds means there is more 

reliance than ever on cache replacement policies to fill this performance gap.  Finding a 

replacement policy that optimizes the cache performance over a wide range of applications and 

memory access patterns is desirable since simply increasing the size of the cache is cost 

prohibitive in terms of die area and price. The LRU replacement policy is well suited for 

recency-friendly cache patterns, but these are almost exclusively limited to and filtered by the 

lower-level caches.  The LLC only receives cache lines that are typically not recency-friendly 
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and improved algorithms are required to adapt to changes at runtime to maintain the working set 

in the cache and protect against scans. 

In this thesis some current thrash-resistant replacement policies are reviewed and the benefits 

of segregating memory with various access patterns and maintaining history of recently evicted 

cache lines from the cache is evaluated.  A simulation framework is used to perform extensive 

experiments on various algorithms to determine which of the parameters under test are beneficial 

to cache and processor performance.  These new algorithms are evaluated comparatively to 

demonstrate how their performance is compared to both well-established and state-of-the-art 

replacement policies. 
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3. Related Work 

There are numerous replacement algorithms that attempt to improve cache performance.  In 

this chapter a few of them are introduced and described, with an emphasis on the fully-associative 

Adaptive Replacement Cache algorithm since this is the primary influence for the algorithms 

developed in this thesis.  Each of the LLC replacement algorithms described here are 

implemented and tested against the proposed novel algorithms in chapter 7. 

3.1. Least Recently Used 

The LRU replacement policy favors data that was accessed most recently over data that was 

accessed further in the past; the most recently accessed data is always the furthest from being 

removed from the cache. The LRU algorithm is relatively simple and requires little overhead but 

is susceptible to scans of references to non-temporal data in which many elements are accessed 

only once.  Since LRU only favors recency in the cache accesses it is not well suited for LLC 

replacement and multiple one-time accesses will flush the cache of the existing working set and 

will cause the cache to be polluted with data that may never be accessed again. 

3.2. Segmented LRU 

The Segmented LRU (Seg-LRU) algorithm attempts to improve upon LRU by explicitly 

splitting the LRU list into two separate lists for cache lines accessed just once and cache lines 

accessed more than once [5]. It has been observed that data cache lines that are accessed more 

than once were likely to be accessed again multiple times in the near future before being cast out 

and that this “working set” should have preference over data that was only accessed once.  Seg-

LRU uses two ordered lists that both behave similar to LRU but are segmented into accesses that 

are probationary or protected.  This approach is able to effectively capture both recency and 
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frequency of the cache accesses and can achieve a reduced miss rate compared to LRU.  

However, Seg-LRU’s success lies in the size of the protected segment vs. the size of the 

probationary segment, a fixed parameter that does not update at runtime. 

3.3. Re-Reference Interval Prediction 

Re-reference Interval Prediction (RRIP) is a class of replacement algorithms that predict how 

long a line should be kept in the cache prior to being discarded by using an N-bit counter for each 

line that contains a quantitative evaluation of when it is predicted to be re-referenced, called the 

Re-Reference Prediction Value (RRPV) [12]. 

3.3.1. Static Re-Reference Interval Prediction 

Static Re-Reference Interval Prediction (SRRIP) always predicts a further re-reference interval 

for lines inserted into the cache than when a line is re-referenced [12].  On insertion into the cache 

each cache line is predicted to have an intermediate re-reference interval (RRPV=2N-2), and on a 

cache hit it’s updated to have a near-immediate re-reference interval (RRPV=0).  When selecting 

the cache line for replacement a line with a distant re-reference interval (RRPV=2N-1) is selected, 

and if none are found all of the RRPVs are incremented and the cache lines are re-evaluated, 

repeating until a replacement is found.  When a cache line is re-referenced and the RRPV 

indicates a re-reference interval sooner than the insertion interval and the cache line can be 

thought of as protected from a scan since these cache lines will remain in the cache longer than 

any newly inserted cache lines. 

3.3.2. Dynamic Re-reference Interval Prediction 

Dynamic Re-reference Interval Prediction (DRRIP) uses a set-dueling policy to choose 

between SRRIP and bi-modal BRRIP [12] which inserts most cache lines with a distant predicted 
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re-reference interval and an aging mechanism that infrequently inserts lines with an intermediate 

interval.  A BRRIP cache keeps re-referenced cache lines in the cache longer than SRRIP and is 

ideal for thrashing access patterns where the working set cannot be kept in the cache due to size 

limitations. 

3.3.3. Signature-Based Hit Predictor  

Signature-Based Hit Predictor (SHiP) replacement policy uses a Signature History Counter 

Table (SHCT) to determine the RRPV for each inserted cache line [13].  Each line is assigned a 

signature based on some supplementary information such as program counter or memory region.  

This signature is then used to index into the table to determine the re-reference interval based on 

the behavior for other cache lines that share the same signature.  This table is updated upon each 

hit and miss of the cache and if cache lines with a shared signature share the same memory access 

patterns SHiP can exploit this. 

A summary of the replacement policies for these 3 RRIP algorithms with 2-bit RRPVs can be 

found in the table below. 

  SRRIP BRRIP SHiP 

Insertion always 2 mostly 3 if(SHCT[signature] == 0) 3; else 2 

Promotion always 0 always 0 always 0 

 

3.4. Adaptive Replacement Cache 

The Adaptive Replacement Cache (ARC) algorithm is a variation upon Seg-LRU that can 

adapt to changes in memory access patterns at run-time to alter the sizes of the protected and 

probationary segments by using history information about the data recently evicted from the cache 

[14].  ARC is designed as a page replacement algorithm, used to manage memory from disk in 

RAM, typically implemented in software within an operating system. However, many of the same 
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properties of cache replacement algorithms can be applied to page replacement since they are both 

attempting to manage limited memory resources to determine what is allowed to remain when 

new data arrives. 

  This algorithm is designed for a fully-associative cache so it is not well suited for on chip-

cache replacement policy which uses set-associativity to reduce the lookup penalty whenever the 

cache is accessed, although there have also been some efforts to improve upon ARC’s 

performance and overheads or apply it to other types of caches [15,16,17]. The Set-Associative 

History-Aided Adaptive Replacement (SHARC) algorithm for on-chip caches proposed in this 

paper is based on ARC so this algorithm is described in detail in this section.   

ARC maintains two LRU lists L1 and L2 

which contain pages that were accessed once 

or accessed more than once, respectively.  

These lists are analogous to the probationary 

and protected lists in Seg-LRU and list L2 

exists to protect the working set during a scan 

which would be confined to list L1.  

However, in addition to the data in the cache 

these lists also contain history information 

from recently evicted pages allowing ARC to 

determine that the cache should favor the 

current working set or new cache lines.   

Each list, L1 and L2, is split into two sublists: T and B, or top and bottom.  The tags and data in 

the cache are in T1 ∪ T2 but only the tags for the pages most recently evicted are in B1 ∪ B2.  Since 

Figure 2 - ARC Lists and Sliding Window [18] 
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lists B1 and B2 only contain tags they can 

only be used to maintain a history of 

cache accesses and a hit to history in B1 

or B2 is still a cache miss, requiring the 

data to be fetched from the next layer of 

the memory hierarchy.  The sizes of T1 

and T2 are variable, which allows ARC 

to favor pages which have been accessed 

just once or pages that are frequently 

accessed.   

Hits to the history in B1 indicate that 

if there were an increase in the 

contributions of L1 to the cache then the 

hit to the history would have instead 

resulted in a hit of the cache.  Similarly, 

hits to B2 indicate that contributions of 

L2 should be increased.  Hits to these 

histories slide the window shown in 

Figure 2, whose position is maintained 

by adaptive parameter p which 

represents the ideal contributions of T1 to 

the cache. 

 ARC uses the additional information 

ARC(c) 
 T1 = B1 = T2 = B2 = ∅ 
 p = 0 
 
subroutine ACCESS(x) 
 /* input x: requested cache line */ 

 if(x ϵ T1 ∪ T2) then 
  /* cache hit */ 

  Place x at MRU of T2 
 else 

  /* cache miss */ 
  /* search for entry in cache history */ 

  if(x ϵ B1) then 
   /* cache miss, history hit */ 

   /* increase target size for T1 */ 

   p = MIN(c, p + MAX(|B2|/|B1|, 1)) 
   Place x at MRU of T2 
  elseif(x ϵ B2) then 
   /* cache miss, history hit */ 

   /* decrease target size for T1 */ 

   p = MAX(0, p - MAX(|B1|/|B2|, 1)) 
   Place x at MRU of T2 
  else /* x ∉ L1 ∪ L2 */ 
   /* cache and history miss */ 

   Place x at MRU of T1 
  endif 

 

  /* if full choose cache line to replace */ 

  if(|T1| + |T2| ≥ c) then 
   REPLACE() 
  endif 

 endif 

 

subroutine REPLACE() 
 /* select data for replacement */ 

 if(|T1| > 0 and |T1| > p) then 
  /* Reduce size of T1 */ 

  Move LRU T1 to MRU of B1 
 else 

  /* Reduce size of T2 */ 

  Move LRU T2 to MRU of B2 
 endif 

 /* select history for replacement */ 

 if(x ∉ B1 ∪ B2) then 
  if(|L1| = c) then 
   Delete LRU of B1 
  elsif(|L1| + |L2| = 2c) then 
   Delete LRU of B2 
  endif 
 endif 
 

Figure 3 - ARC Implementation Details 
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provided by B1 and B2 to adapt the makeup of the cache to increase the scan resistance or working 

set size. 

These gains are not without costs however.  ARC must maintain an imaginary cache of size 2c 

to keep track of the tags for c cache and c history pages and maintain two LRU lists.  As designed, 

ARC also is only available for fully-associative caches making it undesirable for on-chip caches 

which are typically set-associative.  The lists T1, T2, B1, and B2 can also be easily implemented as 

software constructs such as linked lists with hash lookup, but these concepts are expensive in a 

hardware implementation with more demanding timing constraints.  
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4. My Contributions 

4.1. Set-Associative History-Aided Adaptive Replacement Cache 

The ARC algorithm described in the previous chapter is able to dynamically adapt by using 

history information from previously evicted cache lines, but this algorithm is not well suited for 

set-associative on-chip caches that must make replacement decisions in just a few clock cycles.  

Translating this algorithm into set-associative on-chip cache hardware involves numerous design 

decisions and opportunities for innovation, all of which have an impact on the replacement 

policy’s performance.  This chapter describes some of those challenges and enhancements and 

proposes a Set-Associative History-Aided Adaptive Replacement Cache Algorithm (SHARC) 

algorithm.  In this chapter, modifications to traditional cache memories to support SHARC are 

described and a “baseline” algorithm (B-SHARC) that most closely resembles the ARC page 

replacement algorithm is proposed, followed by some variations on this design to reduce 

overheads and improve performance. 

The first modification required to a typical set-associative on-chip cache employing LRU 

replacement is to split the LRU list in each set into T1 and T2, which can be accomplished with a 

single re-reference bit per cache line.  This bit cleared for new cache lines upon insertion, and set 

when a cache line is subsequently re-referenced.  On replacement, the LRU position of T1 and T2 

can then be determined by finding the LRU cache line with this desired status of this bit. 

The second required modification is to add the history information in lists B1 and B2, whose 

lookup and management is most easily performed on a per-set basis.  Each N-way set in SHARC 

therefore has N lines of cache and N lines of history information.  The same address bits can then 

be used for lookup into the cache and history to determine which set to activate and the tag within 

that set.  By making the history set-associative this also ensures the lookup penalty into the history 
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is equal to the cache and allows the sizes of the caches and history to be equal, as with ARC.  The 

set-associative history also maintains bits to keep track of each block’s LRU position in the set 

and a re-referenced bit for each history entry indicates if the history belongs to B1 or B2. 

 ARC uses a count of the number of elements in each of the four lists and the adaptive 

parameter p to determine which cache and history line to replace on a cache miss.  SHARC 

requires this information as well which is stored in registers that are updated upon every cache 

access in order to maintain an accurate count of the size of each list.   On a cache miss, the 

current T1 count is compared to parameter p and if the value is greater than or equal to p then the 

LRU cache line without the re-reference bit set is removed from the cache and placed in the 

history. 

 Since the aforementioned counters are being computed globally for the entire cache there’s a 

possibility that ARC desires to remove T1 but there are none in the current set, a problem unique 

to SHARC.  This is solved in ARC with a comparison of |T1| > 0 before replacing T1.  In this 

manner, the priority is to replace T1 but if none are available T2 should be replaced to make room 

for the incoming cache line.  SHARC employs the same approach but this comparison must be on 

a per-set basis and not globally. 

 Adapting p on a history hit requires the history counts to be used to compute the necessary 

adjustment.  A division operation is required to implement the adjustment employed by ARC.  

However, this is a costly operation for on-chip caches with limited arithmetic capabilities, but 

some alternatives will be described in the following chapter. 

 Figure 4 shows the structure of SHARC.  The on-chip history, size, and adaptive parameter 

information can be kept separate from the cache and only a few inputs and outputs are required to 

implement the algorithm along with the aforementioned reference-bit replacement.  The incoming 
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address must be received by both the history and the cache to determine if the data is a cache hit 

or a history hit, but only the cache needs and maintains the data associated with the tag.  Outputs 

from the history indicate if the line to remove from the cache has the reference bit set (based on 

t1_size and parameter p), and if the incoming tag resulted in a history hit.  If a history hit occurs 

the cache knows to set the reference bit for the incoming cache line to indicate it is a member of 

T2.  Inputs to the history are the tag and reference bit of the replaced cache line so that it can be 

placed in the history in B1 or B2, along with a bit to indicate if a hit resulted in setting the 

reference bit so that t1_size can be decremented appropriately. 

 

Figure 4 - SHARC Structure 

 

4.2. SHARC Variations and Enhancements 

There are numerous variations on the ARC algorithm that can be applied to SHARC to 

improve performance and reduce overhead.  Many of these proposed modifications are unique to 

a set-associative algorithm and would not directly apply to ARC page replacement.  Each of these 

variants is tested independantly and collectively in chapter 6. 
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4.2.1. Segmented SHARC 

This variant of SHARC does not allow for dynamic adjustment of parameter p but it’s instead 

kept at a fixed value.  This is similar to Segmented LRU but uses 2 independent LRU lists and 

does not enforce strict sizing for the probationary and protected segments since the sizes fluctuate 

depending on the number of cache lines that receive hits, just as they do with SHARC.  The Seg-

SHARC replacement policy attempts to enforce the ideal size for the lists but no history 

information is required since the primary motivation for including them is to determine the ideal 

value for p, which is constant.  This variant suffers from the same problems as Seg-LRU but is 

included to determine if the optimal value of p has been computed at runtime as an upper bound 

for SHARC.  

Two variants on Seg-SHARC are possible: global replacement and local replacement.  In 

global Seg-SHARC the global count for T1 among all sets is compared to a global p to determine 

which cache lines to replace on a miss.  This means that all cache lines collectively attempt to 

increase or decrease their contributions to list T1 until the ideal value is met.  Alternatively, with 

local Seg-SHARC each set acts independently to reach the ideal value for T1 in their own set, 

without regard to the global number of T1 in the cache.  This adaptation is described in more 

detail in section 4.2.4. 

4.2.2. Set Sampling 

The additional size overheads required to implement the history are significant.  For example, 

a 64-bit addressable 16-way set-associative 1MB LLC with 64 byte cache lines has 16K total 

cache lines each with a 48-bit tag, requiring 96KB of overhead for the history tags alone.  To 

reduce this overhead only a sampling of the cache lines can be considered “voters” for the 

adaptive parameter p and the remainder of the cache as followers.  This is similar to set-dueling 
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used in DRRIP but instead of dedicating a subset of the cache for competing algorithms each of 

the voters implements SHARC identically and collectively to update pvoter and the remainder 

follow the direction of these voters.  In essence, the voters implement SHARC amongst 

themselves without regard to the follower sets, and whichever value for parameter pvoter is decided 

by the voters is scaled up and applied to the followers globally as pglobal. 

 

Figure 5 - Voting Sets 

One challenge with set sampling is determining the appropriate number of voters.  It has been 

shown that a sampling of as little as 32 voting sets are sufficient for set-dueling [6], which would 

reduce the history tag overhead in SHARC for the 1MB cache from 96KB to just 3KB. 

4.2.3. Insulating p from Frequent Updates 

Another opportunity that the concept that voters provide is the ability to insulate changes in p 

from being thrashed due to alternating hits of B1 and B2 or a stream of references to one or the 

other not representative of the total cache.  This is implemented similarly to set-dueling in which 

hits to B1 increment a threshold counter and hits to B2 decrement the counter and when a positive 

or negative threshold is reached the appropriate adjustment is made to p before the counter is reset 



23 

 

to zero.  A variation on this approach implements two racing counters instead of a single dueling 

counter.   

Insulating p by requiring multiple hits to the history may improve the algorithms ability to 

determine if p should be increased or decreased, but each adjustment is still the same as if a single 

hit to the history occurred.  This can be alleviated by multiplying the adjustment by the number of 

votes required to cause the adjustment vote_thresh.  There are therefore 4 possible configurations 

to insulate P for various voting thresholds.   

Vote Type Multiplier 

Duel None 

Duel vote_thresh 

Race None 

Race vote_thresh 

 

4.2.4. Local Replacement and Adaptation 

The counters for the sizes of the various lists are global in ARC, but a set-associative cache 

offers the opportunity to apply ARC locally to each set individually (insulated from list sizes in 

other sets) or a hybrid solution which uses both.  There are a few decisions that can be computed 

local to the set instead of globally for the entire cache: which cache line to replace, which history 

line to replace, and how to adjust parameter p.  These are termed C-SHARC, H-SHARC, and P-

SHARC, respectively. 

4.2.4.1. Cache Replacement 

Typically if the global count T1 is greater than p then the cache line to remove is from T1, 

however there may be individual sets that experience access patterns that differ from the global 

cache and replacing T1 may not be a good decision.  In the C-SHARC variant the pglobal is scaled 
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down to [0,associativity] to indicate the ideal number of T1 in each set, and the local size of T1 is 

used to determine which cache line to remove from the set.  This can help prevent a situation 

when some sets have a large number of T1 which cause the other sets with very few T1 to purge 

theirs.  This variant ensures a more even distribution of T1 and T2 across all sets in the cache, 

preventing local maxima or minima.  This also removes the necessity for global counter for T1 

since this is now computed more easily on a per-set basis by summing the reference bits in the set. 

4.2.4.2. History Replacement 

 H-SHARC is similar to the previous but applies to replacement of histories which do not 

depend on parameter p.  Instead of comparing the sizes of L1global and L2global to determine which 

history to remove these are computed locally based on the sizes in the set currently under 

evaluation.  This allows for a more even distribution of history information across all voters in the 

cache and removes the need for a global L1 counter. 

4.2.4.3. Adjustments to p 

In the P-SHARC variant the adjustment to p is based on the local counts for |B1| and |B2| for 

the set that received the history hit and not the global history counts.  This removes the 

requirement for global counters for B1 and B2 since all decisions on adapting p are now made 

based on information from the set that received the hit. 

4.2.4.4.  Hybrid Approaches 

Combinations of these local vs. global features are viable variants of SHARC.  A summary 

table is provided here: 
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  Cache History 

  T1 ≥ p L1 ≥ L2 

B-SHARC global ≥ global global ≥ global 

C-SHARC local ≥ global / num_sets global ≥ global 

H-SHARC global ≥ global local ≥ local 

P-SHARC global ≥ local * num_sets global ≥ global 

CH-SHARC local ≥ global / num_sets local ≥ local 

PH-SHARC global ≥ local * num_sets local ≥ local 

CP-SHARC local ≥ local global ≥ global 

CHP-SHARC local ≥ local local ≥ local 

4.2.5. Approximate Division 

Adapting p in ARC requires a division operation, which is easily performed by the OS in 

software for page replacement, but the penalty in an on-chip cache implementation can be reduced 

by approximating this division with a simple shift operation.  To accomplish this, the divisor can 

be rounded up, down, or to the nearest power of two.  The adjustment made to p is then simply a 

right shift of the numerator by the log2 of the denominator. 

4.2.6. Linear Adjust 

Another variation on adjustments made to p is using a linear adjustment instead of one based 

on the sizes of history lists B1 and B2.  This is accomplished by adding or subtracting a fixed 

number from p upon every history hit. 

4.2.7. RRIP-based SHARC 

ARC and the baseline B-SHARC use LRU lists for both L1 and L2 but this could be augmented 

with the use of RRIP instead.  By implementing SHARC-RRIP the LRU bits would instead be 

replaced by the RRPV for the cache line.  Lists T1, B1, and B2 would not benefit from additional 

RRPV bits beyond 1 since they’re promoted on a hit to list T2, but using RRPVs in T2 would help 

insulate it from scans that access each memory location twice, similar to adding a list T3. 
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In this manner, list T2 behaves like SRRIP and the others behave like NRU.  On a first 

reference a cache line is inserted into T1 and if the line subsequently results in a cache or history 

hit it is moved to T2 with an intermediate re-reference interval prediction. If this cache line then 

results in a 2nd cache hit it is promoted with an immediate re-reference interval prediction.  This 

may result in sub-optimal behavior for some of the cache due to the lost precision on the ordering 

for the other lists, but could improve hits to T2 as a result.  Another benefit to this approach is that 

it reduces overhead required compared to LRU.  For a 16-way set-associative 1MB cache with 

64-byte cache lines there are 4-bits per LRU line or 8KB total, for 2-bit SRRIP this is reduced to 

4KB total, and a 2-bit SHARC-RRIP would need just 6KB for both cache and the history RRPV 

values: 2-bits per cache line and 1-bit per history line. 

An increased number of RRPV bits can be used as well to determine if a greater distance 

between an immediate and distant re-reference interval prediction in T2 improves performance for 

the additional overhead.  Similarly, if only a single bit is used for T2 an NRU policy is invoked 

there as well.  
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5. Experimental Methodology 

During the course of this thesis a variety of computer architecture system simulators were 

surveyed and tested [19,20,21,22].  These simulators have their own strengths and weaknesses 

and they were each evaluated to determine the appropriate environment to test the SHARC 

algorithm and its variants.  Ultimately, the Sniper simulator was selected as the simulation 

environment for this thesis. 

5.1. Sniper 

Sniper is a parallel, high-speed, and cycle-accurate x86 simulator [22] based on Intel’s Pin 

binary instrumentation tool [23].  This tool supports in-order, out-of-order, and symmetric 

multithreaded cores, branch predictors, fully memory hierarchy, and built-in support for multiple 

benchmark suites and SimPoints [24].  Originally unveiled at IISWC 2013, Sniper has an active 

development and support community and has been validated against Intel microarchecture.  One 

of its most attractive features is that SimPoint support for the SPEC CPU2006 benchmarks [25] 

are provided and the binaries (called PinPoints) are freely available, meaning that prospective 

architects do not need to purchase the benchmark source, compile it for their target system, or 

obtain the regions of interest for the benchmarks.  Sniper provides all the necessary capabilities 

to evaluate replacement policies under various benchmarks and configurations and is open 

source, allowing for easy customization. 

5.2. Simulation and Test Configuration 

The Sniper simulator is used for all simulated results, using the PinPoints for the SPEC2006 

benchmarks.  The simulated hardware uses a Nehalem configuration which contains a three-level 

cache hierarchy based on an Intel Core i7 system [26], and is similar to other evaluation 
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approaches [12,13,27].  The L1 and L2 caches utilize LRU replacement policy and the 

performance results for the algorithms under test are limited to the last-level cache (LLC). 

MSHR:  32 entries allowing up to 32 outstanding misses 

L1 Inst. Cache:  32KB, 4-way, 4 cycles, LRU replacement 

L1 Data Cache:  32KB, 8-way, 4 cycles, LRU replacement 

L2 Cache:  256KB, 8-way, 12 cycles 

LLC:  1MB, 16-way, 30 cycles 

Main Memory:  250 cycles 

 

In addition to SHARC and its many variants, LRU and other replacement policies are 

implemented and compared [5,12,13].  For set voting, the voters were distributed throughout the 

address space in the cache at varying intervals. 

Seg-LRU Fixed size probationary and protected segments, optimally selected 

SRRIP 2-bit RRPV 

DRRIP 2-bit RRPV, 10-bit saturating policy selector, 32 sets per set-dueling monitor 

SHiP-Mem 2-bit SHCT/RRPV with 16K entries, indexed by signature of upper-bits of memory address 

SHiP-PC 2-bit SHCT/RRPV with 16K entries, indexed by hashed program counter, 64 updating sets 

 

The SPEC2006 benchmarks are executed in Sniper using their representative PinPoints in 

cache-only mode for 100 million instructions to warm up the caches and they are then executed 

for approximately 250 million instructions in the detailed cycle-accurate simulation to obtain 

performance metrics including Instructions per Clock (IPC) and LLC cache Misses per 1000 

Instructions (MPKI).  All of the provided twenty-nine SPEC CPU2006 integer and floating point 

benchmarks from the SPECint integer and SPECfp floating point benchmark suites are 

simulated.  Many of these benchmarks have more than one input set providing 55 total 

benchmarks that were executed against every cache configuration.  In the case where a 

benchmark had multiple inputs all of the input sets were simulated and the results for that 

benchmark were averaged over all available input sets. 
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Of these benchmarks, some showed significant positive or negative performance delta 

compared to LRU for the various cache algorithms being tested, but a few had little to no 

performance delta.  For example, benchmarks calculix, namd, and povray had small enough 

memory footprints that all of the instructions and data required were contained in the lower level 

caches after the warmup period. Likewise, benchmarks like gamess, libquantum, and lbm had 

such a small working set that scan resistance did not result in any performance delta.  For this 

reason these benchmarks were filtered down to the top 10 with the greatest preference or 

aversion to the various replacement policies: Seg-LRU, SRRIP, DRRIP, SHiP, and SHARC.  A 

listing of all benchmarks can be found in the table below, with the benchmarks that showed the 

least performance delta in gray.  In the next chapters, the results for these benchmarks will be 

shown 3 ways: individually among the 10 selected benchmarks, averaged results over all of the 

10 selected benchmarks, as well as the averaged results for all 29 benchmarks.  Full results 

among benchmarks that showed performance delta to LRU can be found in the appendix in 

chapter 10. 

SPEC CPU2006 Benchmarks 

astar gamess hmmer namd sphinx3 

bwaves gcc lbm omnetpp tonto 

bzip2 GemsFDTD leslie3d perlbench wrf 

cactusADM gobmk libquantum povray xalancbmk 

calculix gromacs mcf sjeng zeusmp 

dealII h264ref milc soplex 

  

5.3. High Performance Computing 

While there are only 55 benchmarks, thousands of cache configurations were tested resulting 

in tens of thousands of simulations and over 100,000 hours of computing time.  These 

simulations required a remarkable amount of computing power and time, and if performed on a 
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single-core machine they would have taken over a decade of computing time, at which point the 

results would no longer be relevant due to the fast-pace at which processor technology advances. 

As a result, the University of Arizona High Performance Computing (HPC) grid was required to 

simulate all of these benchmarks and configurations.  This system consists of nearly 5000 

processing cores and 14.5 TB of memory and is segmented into 3 compute node systems 

designed for high throughput computing, shared-memory multiprocessors, and cluster-based 

computing.  Multiple job generation scripts and data analysis scripts were developed to automate 

this process, parallelize execution of jobs, and mine the data for the relevant performance 

parameters. 
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6. Results and Analysis 

 The performance data shown throughout this chapter is based on the computed Instructions per 

Clock (IPC) during the simulated instructions and the cache miss metrics shown are based on the 

misses per 1000 instructions (MPKI).  Each of these metrics are compared to LRU or B-SHARC 

performance and shown as a percent improvement over the respective comparison algorithm.  For 

IPC, an improvement in performance (increase in IPC) is shown as positive percentage, and for 

MPKI an improvement in performance (decrease in MPKI) is also shown as positive percentage, 

such that in all charts a positive percentage indicates improved performance. The minimum scale 

for these charts is +/- 10% to prevent misleading interpretations of the trends for small deltas in 

performance.   

6.1. Benchmark Access Patterns 

The SPEC CPU2006 benchmarks display a wide range of memory requirements and access 

patterns over the simulated instructions.  Figure 6 shows the total number of cache lines brought 

into the LLC for an LRU replacement policy. 

 

Figure 6 - Number of Cache Reads per Benchmark 
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This can be further broken down by how often a line is subsequently re-referenced in an LRU 

cache, as shown in Figure 7.  This shows that a large number of lines brought into the cache are 

subsequently unused.  LRU will nevertheless insert all incoming cache lines in the MRU position 

even though the probability of each cache line being re-referenced is low.   

 

Figure 7 - Cache Line Re-Reference Probability for LRU 

The cache lines accessed multiple times can be thought of as a representation of the size of the 

working-set that an LRU cache is able to maintain in the cache, and the single accesses can be 

viewed as a scan of non-temporal data that can flush the cache of the working set.  Compare this 

to the ideal Seg-LRU segment sizes reserved for these cache lines in Figure 8 which shows that 

the ideal working set is much larger than LRU is able to provide.  This data indicates that LRU is 

inadequate at ensuring the working set remains in the cache across nearly all benchmarks and a 

better algorithm is needed to protect from scans.   
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Figure 8 – Ideal Segment Lengths for Seg-LRU 

The optimal Seg-LRU probationary segment length for a given interval of the benchmark 

shows how quickly these benchmarks prefer to keep the working set over new cache lines.  Each 

benchmark is split into 5 intervals each executing 50 million of the 250 million instructions to 

obtain the optimal segment length for each interval.  A few example benchmarks can be seen in 

Figure 9 which demonstrates how the optimal value changes over time. 

 

Figure 9 - Ideal Probationary Segment Sizes for Seg-LRU 
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 The ideal Seg-LRU probationary segment size can change quite frequently throughout a 

program’s execution, and this is analogous to parameter p for the SHARC algorithm.  By simply 

selecting the optimal probationary segment size for each 50 million instruction interval, 

significant performance improvements can be realized over simply selecting a fixed size for all 

250 million instructions. An optimal replacement algorithm must attempt to capture these 

differences in program behavior to make informed replacement decisions at runtime.   

6.2. Baseline SHARC 

In this section the SHARC algorithm is evaluated in its form most true to the original ARC 

algorithm, termed here “baseline” SHARC or more simply B-SHARC.  All sets have a history, 

decisions are made globally, parameter p is adjusted with the division of the sizes of lists B1 and 

B2 on every history hit, and all lists utilize LRU ordering.  The performance data for B-SHARC 

can be found in Figure 10.  The results indicate that while B-SHARC does have improved 

performance over LRU in half of the benchmarks, on average it only achieves 1.3% improvement 

and the increased overhead is not worth the performance gained.  The ARC algorithm, as 

designed, is not well suited for set-associative caches. 

 

Figure 10 - B-SHARC System Performance 
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Figure 11 - B-SHARC Cache Performance 

The results for the variants on SHARC proposed in the next few sections will help highlight 

some of the reasons for these shortcomings. 

6.3. SHARC Variants 

Each of the variants in this section are compared to the baseline algorithm B-SHARC to 

determine if any of them have any impact on performance, positive or negative. 

6.3.1. Segmented SHARC 

B-SHARC and ARC adjust parameter p at runtime to determine optimal value, but a fixed 

value for this parameter can be used similar to Seg-LRU.  This data can then be used to find the 

optimal value of p for each benchmark.  The values for p were swept from 0 to the maximum in 

1/16th increments, providing 17 total data points for each benchmark.   
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Figure 12 - Seg-SHARC Performance with Optimal Settings per Benchmark 

This data indicates that an average performance improvement of 12.9% over B-SHARC is 

achievable if the value for a fixed p is chosen optimally.  The B-SHARC algorithm is unable to 

adequately manage the cache to achieve this performance gain and these results indicate that 

better mechanisms are required to determine which cache and history cache lines to remove and 

to adapt to changes in the working set. 

Figure 13 shows how the ideal value for adaptive parameter p changes over time for the bzip2, 

cactusADM, gcc, and sphinx3 benchmarks, as a fraction of the total cache size.  These results are 

similar to those obtained by Seg-LRU in the previous section and further demonstrate that the 

ideal value for p must be accurately computed at runtime to achieve optimal performance. 
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Figure 13 - Ideal Parameter for Seg-SHARC 

6.3.2. Set Sampling 

In these results the number of sets that maintain a history and adjust p (called voters or sample 

sets) is limited.  Results are compared to B-SHARC where all sets maintain a history and are 

voters, or 1024 sample sets, and these variants are identified by the number of voting sets 

appended such that B-SHARC is B-SHARC-1024. 

 

Figure 14 - Set Sampling Performance 

On average, reducing the number of voters significantly increases the performance of the 

replacement policy.  It’s not immediately clear with these data points alone what is causing this 
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phenomenon, but a few theories are worth further description.  A smaller number of voters causes 

parameter p to settle for a longer duration between updates and causes it to make more significant 

updates when it does get hit.  A set sampled version of SHARC can make more accurate updates 

to the value of p less often, allowing the caches and histories to be influenced by newly computed 

parameter for a longer period of time before adapting again.   

Alternatively, since a non-voter does not have a history that can receive hits to B1 or B2 to be 

promoted to T2 this causes the working set in T2 for non-voters to stay in the cache longer since 

they do not have to compete with hits to the history being promoted to T2.  The data in the history 

has less temporal locality than the data in the cache, so it may be detrimental to T2 to place hits to 

B1 and B2 at the MRU position of T2.  The remainder of these variants will often include test 

results including set sampling with 16 voting sets (B-SHARC-16) in addition to full history in 

every set (B-SHARC), since it’s clear from these results that set sampling is beneficial to both 

performance and overhead. 

6.3.3.  Insulating p from Frequent Updates 

Requiring multiple votes up to a threshold before updating parameter p can also help insulate 

SHARC from frequent updates and possible thrashing, but this comes with the risk of not 

allowing p to quickly adapt to changing memory access patterns.  Cache configurations are tested 

with vote thresholds of 1 to 32.  The default threshold for B-SHARC is 1 since every hit to the 

history results in a parameter update.  

The performance with a threshold of 2-8 votes were all within 1% of the baseline performance, 

indicating that this variant offers no substantial performance benefit for the additional overhead 

over B-SHARC.  Vote thresholds above 8 resulted in significant performance decreases.  The four 

configurations proposed in chapter 4 all produced similar results so only data for the first 
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configuration is shown here. Figure 15 and Figure 16 show the results for the dueling 

configuration. 

 

Figure 15 - Vote Threshold Performance 

 

Figure 16 - Vote Threshold Performance with Set Sampling 

As with the non-sampled configuration, the results with B-SHARC-16 were similar no matter 

the type of threshold counting performed: dueling, racing, scaled, and unscaled.   

6.3.4. Local Replacement and Adaptation 

The following variants from Chapter 4 were tested: 
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  Cache History 

  T1 ≥ p L1 ≥ L2 

B-SHARC global ≥ global global ≥ global 

C-SHARC local ≥ global / num_sets global ≥ global 

H-SHARC global ≥ global local ≥ local 

P-SHARC global ≥ local * num_sets global ≥ global 

CH-SHARC local ≥ global / num_sets local ≥ local 

PH-SHARC global ≥ local * num_sets local ≥ local 

CP-SHARC local ≥ local global ≥ global 

CHP-SHARC local ≥ local local ≥ local 

 

The data in Figure 17 indicates that moving local decisions for determining which cache lines 

to replace and C-SHARC using p as a per-set ideal may have benefits in some benchmarks, but 

they are limited since all results were within 1% of B-SHARC performance.  When all sets are 

used as voters there is no benefit to computing the counts for each set globally vs locally or 

adapting p on a per-set basis. 

 

Figure 17 – Local Counter Performance 

The results obtained with the hybrid configurations in Figure 18 show similar results all within 

1%, but indicate that there is some benefit to combining these features.  CH-SHARC which uses 

local counters for both cache and history observed nearly 1% performance improvement.  
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Figure 18 - Local Counter Performance with Hybrid Configurations 

When using set sampling the “global” counters for the voters is no longer truly global, but is 

instead global amongst the voters: the voters are oblivious how many T1 and T2 there are in the 

followers when deciding which cache lines to remove.  This is done to ensure they are insulated 

from follower sets which do not maintain a history.   

 

Figure 19 - Local Counter Performance with Set Sampling 
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Figure 20 - Local Counter Performance with Set Sampling Hybrid Configurations 

 Unlike the previous results, these indicate a more substantial benefit, up to 5.2% improvement 

for the selected benchmarks over B-SHARC-16.  Two benchmarks in particular benefitted from 

the local decisions, with bzip2 and h264ref receiving 25.3% and 42.2% improvement, 

respectively.  The majority of this is due to inclusion of P-SHARC which sees 4.2% improvement 

on average over the selected benchmarks.  Like CH-SHARC-1024, combining the local history 

and cache replacement resulted in less than 1% delta, but when combined with a local 

computation for p and all evaluations were performed locally the performance for CHP-SHARC 

is notably improved. 

 To confirm that making the decision to replace cache lines based on the current set counts 

improves performance, and not some other interactions or side effects in the replacement policy, a 

variant of Seg-SHARC is tested that sets p to the ideal size of T1 on a per-set basis, whereas the 

version tested in section 6.3.1 had a fixed p for the global size of T1 in the entire cache.  These 

values were swept from 0 to the set-associativity and measured over the entire 250 million 

instructions for each benchmark. Optimal values for p for each benchmark were used to generate 
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the data in Figure 21 which shows the performance improvement over B-SHARC for both Seg-

SHARC configurations. 

 

Figure 21 - Seg-SHARC Performance with Global and Local Counters 

 The Local Seg-SHARC algorithm achieves up to 14.5% performance improvement over B-

SHARC, whereas Global Seg-SHARC only had 13.1% improvement, indicating that local 

decisions are beneficial.  Figure 22 shows the optimal value for p for each 50 million instruction 

interval for the bzip2, cactusADM, gcc, and sphinx3 benchmarks.  These results show similar 

behavior to global Seg-SHARC and the local variant must also carefully select parameter p. 
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Figure 22 - Ideal Parameter for Local Seg-SHARC 

 

6.3.5. Approximate Division 

In order to reduce the complexity of the operations required when adapting parameter p, an 

approximate division can be used if the divisor is a power of 2, in which case the operation is 

simply a shift of the numerator to get the desired adjustment. 

 

Figure 23 - Seg-SHARC Performance with Approximate Division 
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 This data indicates that an exact division operation is not necessary and that rounding yields 

performance within 1% on average.  Division by rounding p is not detrimental to performance. 

6.3.6. Linear Adjust 

 In these caches the value of p ranges [0,16384] and values selected for linear replacement are 

1024, 2048, 4096, and 8192.  This results in adjusting p on each history hit to indicate a change 

for the size of T1 to as a fraction of the total cache size: 1/16, 1/8, 1/4, or 1/2 of the cache lines.   

Adapting p on a hit to the history with a linear equation instead of division by the sizes of the 

history yielded some slight performance gain in some benchmarks and detriment in others, but on 

average the performance metrics were largely unchanged. 

 

Figure 24 - Seg-SHARC Performance with Linear Adjustments to p 

 Data for B-SHARC-16 can be found in Figure 25, in these configurations the value for p is 

[0,num_voters*associativity] or [0,256].  The data indicates that SHARC with set sampling can 

achieve improved performance, on average, via a linear adjustment.  The majority of the 

improvement is gained from bzip2 and h264, while many others see performance degradation as 

the adjustment increases. 
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Figure 25 - Set Sampling Performance with Linear Adjustments to p 

 Even with this improved performance, a linear adjustment algorithm is mutually exclusive with 

the local p computation from section 6.3.4 which achieved greater performance improvement. 

6.3.7. RRIP-based SHARC 

To determine if it is beneficial to insulate the working set of the cache from scans that are 

accessed twice the LRU lists in SHARC are modified to implement RRIP.  Figure 26 shows 

SHARC-RRIP using 1-bit, 2-bit, 3-bit, and 4-bit RRPVs.  Note that 1-bit RRIP is simply NRU 

and provides no additional thrash protection over LRU but does have reduced overhead. 

 

Figure 26 - SHARC-RRIP Performance with Varying RRPV bits 
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Figure 27 - Set Sampling SHARC-RRIP Performance with Varying RRPV bits 

There are modest performance improvements when using 2-4 bit RRPVs without set sampling, 

but these results show only small deltas, indicating that while performance may not be heavily 

impacted by an RRIP-based approach it could be used to reduce overhead per cache and history 

line.  This data also demonstrates that the ordering for selecting which cache or history cache line 

to remove is not as important as the type of cache or history cache line to remove (L1 vs L2), since 

this approximation of LRU is able to achieve performance on par with LRU-based SHARC.  This 

variant’s impact to overhead can be found in section 6.6. 

6.3.8. Combining Variants 

Many of the aforementioned variations on SHARC can be combined to form valid 

configurations, leading to synergistic interaction between their attributes.  There are 11 features 

that can be enabled or disabled, such as simplified division, and local vs. global counts and 

adjustments.  Three of these features can take a range of values: number of representative voters, 

vote threshold, and linear adjustment.  Full coverage of all of these parameters requires hundreds 

of thousands of configurations to be tested, and runs the risk of optimizing these parameters to the 

29 simulated SPEC CPU2006 benchmarks.  As a result, a more directed approach is required and 
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the generation of hybrid configurations is guided based on the previously described results as well 

as best practices from other research. 

Results for nearly every benchmark saw significant performance improvements with the 

introduction of set sampling with voters, along with a decrease in overhead, so these are included 

in all hybrid variants.  Additionally, the local counters and decisions improved performance so 

each of these are also under consideration.  Linear adjustment of p is mutually exclusive with the 

local counters which achieved greater performance gains so it is not evaluated further here.  

Insulating p by requiring multiple history hits before adjustment did not yield significant results 

but added complexity so it is also removed from the available configurations.  The variants that 

use a rounded division or use RRIP or NRU ordering showed no significant performance delta 

over B-SHARC but reduce the overheads required, so they are included in the list of available 

configuration parameters as well. 

Deciding the optimal value for the number of sample sets is a challenge.  The data collected 

suggests as little as 2 sets provide the best performance and lowest overhead, but these 2 sets only 

represents approximately 0.4% of the cache and determine the replacement decisions for the other 

99.6%.  If an application were to generate a stream of memory references that impacted these 

small number of sets in a way that is dissimilar from the rest of the cache it may cause 

performance degradation that is easily avoided with additional voting sets.  Previous studies have 

found that 32 sets is sufficient to represent the remaining sets in the cache [6] so a minimum of 32 

representative voters will include history sets and determine the value for parameter p.  As a 

result, 3.125% of the sets in the cache will decide how the remaining 96.875% perform their 

replacements.  This is also the same number of sets used for evaluating DRRIP which each uses 

32 voters, and less than SHiP-PC which uses 64 sample sets to update the SHTC [12,13]. 
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The SHARC parameters under evaluation can be found in the following table, resulting in 768 

configurations and over 40,000 simulations.  Many more configurations than this were collected 

and simulated when attempting to discover options, variants, and parameters that had significant 

impact on performance or overhead, but only these are under consideration for presentation and 

analysis in this thesis.  

Num Voters Local/Global Division Set Ordering 

32 Default Full LRU 

64 P-SHARC Up NRU 

128 C-SHARC Down RRIP 2-4  bits 

256 H-SHARC Nearest   

  CH-SHARC     

  PH-SHARC     

  CP-SHARC     

  CHP-SHARC     

6.4. Optimal Configurations 

Hundreds of configurations are simulated and each data point provides some insight into the 

optimal features to select for the greatest increase performance, but presenting and analyzing all 

results in the context of this thesis is impractical. As a result the data was mined for trends and the 

top performing cache configurations are presented here. 

Many of the trends in performance results for the tested SHARC configurations are consistent 

with the results for these variations tested individually in the previous sections.  As with before, 

fewer voters resulted in increased performance no matter the other parameters under test but since 

the minimum number enforced was 32 this was the ideal number of voting sets.  All of the top 

results included CHP-SHARC: using parameter p as a per-set ideal size for T1, adjusted using the 

local voter history count, and allowing the local sets to determine which cache line to replace to 

match p.  This allows p to change based on the set that received the history hit, allows for more 
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accurate adaptation than global history counts, and prevents local maxima or minima in any single 

set for number of T1. 

Using a rounded division resulted in performance on par with full division.  The direction of 

the rounding of the divisor (up, down, nearest) did not have a large impact on performance but the 

configurations that rounded to the nearest power of two slightly edged out rounding up and down.  

The RRIP variant with a 2-bit RRPV achieved notable performance improvements over the LRU 

variant of SHARC indicating that protecting against scans that access each memory location twice 

is beneficial in a replacement policy when combined with the above variations.  The performance 

is slightly improved for increases in the number RRPV bits but these provided diminishing 

returns.  The NRU variant achieved reduced performance over both the LRU-based and RRIP-

based SHARC but still had significant performance improvements over the baseline algorithm B-

SHARC.  Figure 28 shows the comparisons of NRU, LRU, and RRIP-based approaches and their 

performance improvement over the baseline algorithm B-SHARC with 1024 sample sets. 

 

Figure 28 - Performance for CHP-SHARC-32 Configurations 

The SHARC-RRIP algorithms achieve approximately 10% improvement over B-SHARC and 

represent the optimal performance for all collected cache configurations.  Only a few benchmarks 
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preferred increases in the number of RRPV bits and results for 2-bit vs 4-bit RRPVs are all within 

0.5% of one another, so a 2-bit RRPV provides the best rate-of-return for the RRIP-based 

SHARC algorithm.  The results for reduction in MPKI can be found in Figure 29, and further 

demonstrate that even small changes in misses can result in significant IPC improvements 

depending on how taxed the memory system is when the miss occurs. 

 

Figure 29 - MPKI Improvements for CHP-SHARC-32 Configurations 

These results can be compared to the local variant of Seg-SHARC to determine if these 

replacement policies are adapting p and replacing cache lines in a near-optimal manner.  Figure 

30 shows that local Seg-SHARC achieves 14% performance improvement over B-SHARC and 

the NRU, LRU, and RRIP versions of SHARC have achieved most of that gap with 8.3%, 8.9%, 

and 9.8% improvement respectively. 
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Figure 30 - SHARC Performance Compared to Optimal Seg-SHARC 

6.5. Inspection of bzip2 Results 

In order to demonstrate the effectivity of the SHARC algorithm at adapting to the changes in 

the ideal working set the sizes of the cache and history and value for parameter p were recorded 

periodically during benchmark execution.  This data was collected with CHP-SHARC-RRIP with 

32 sample sets so there are 16K cache lines total, with 512 voting cache lines and 512 history 

lines.  Parameter p was computed on a per-set basis so its range is zero to the set-associativity of 

16.  Figure 31 and Figure 32 show the data for the sample sets for benchmark bzip2. 

 

Figure 31 - Adaptation of p Over 250 Million Instructions 
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Figure 32 - Voter Response to Changes in p 

 This data collection begins after the 100 million instruction warmup period and the cache and 

histories are full.  Across these 250 million instructions a few major intervals can be identified in 

these figures.  First a sudden increase to large p at the beginning of the benchmark results in a 

falling number voter T2 cache lines for 30 million instructions as the cache begins preferring to 

purge the current working set.  The second interval is from 35 million instructions to 100 million 

instructions: as the cache lines brought in, a new working set is established and start receiving hits 

which are cast out to the history which also starts receiving hits, dropping p again resulting in 

increases to T2 to make room for the new working set. The third from 100 million instructions to 

the end of execution: the new working set stops receiving hits in favor for new cache lines.  The 

first and third intervals are periods of lower activity for the LLC because the L1 and L2 caches 

can fully contain the data and instructions, resulting in the reduced delta to T1 and T2 during these 

intervals. The global counts for T1 and T2 which includes follower sets can be found in 

Figure 33.  It’s similarity to Figure 32 demonstrates that the parameter p is being applied similarly 

to the voter and follower sets. 
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Figure 33 - Global Response to Changes in p 

6.6. Overhead Costs 

 SHARC and its variants have associated size overheads, but these can be quantified and 

compared.  The size overhead for each cache B-SHARC line in the history is given by the 

equation: 

  History Overhead = 48-bit tag + 4-bit LRU position + 1 re-reference bit = 53 bits 

 An added benefit with a RRIP approach is the reduction in size overheads since LRU requires 

4-bits per line for a 16-way set associative cache but an RRIP-based approach only requires 1 bit 

for the NRU history and 2 bits for the RRIP cache.  The overhead for the cache is defined as the 

number of bits required except for the tag and data bits (which are required no matter the 

replacement policy), and overhead for the history includes all bits: the tag, bits for set ordering 

information, and the re-reference bit.  The per-line overhead for a SHARC-RRIP implementation 

is then defined by the following equations: 

  Cache Line Overhead = N-bit RRPV + 1 re-reference bit 

 History Line Overhead = 48 tag bits + 1 NRU bit + 1 re-reference bit 
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Total overhead is therefore a function of the number of voters and number of bits used to keep 

track of set ordering. 

Overheads per Cache Line (bits) 

  SHARC-NRU SHARC-LRU SHARC-RRIP 

Cache Line Overhead 2 5 3 

History Overhead 50 53 50 

 

Total History Overhead (KB) 

Voters SHARC-NRU SHARC-LRU SHARC-RRIP 

1024 100.00 106.00 100.00 

512 50.00 53.00 50.00 

256 25.00 26.50 25.00 

128 12.50 13.25 12.50 

64 6.25 6.63 6.25 

32 3.13 3.31 3.13 

16 1.56 1.66 1.56 

8 0.78 0.83 0.78 

4 0.39 0.41 0.39 

2 0.20 0.21 0.20 

1 0.10 0.10 0.10 

 

Overhead for 32 Sample Sets (KB) 

  SHARC-NRU SHARC-LRU SHARC-RRIP 

Cache 4.00 10.00 6.00 

History 3.13 3.31 3.13 

Total 7.13 13.31 9.13 

 

Total overhead ranges 116KB for B-SHARC (SHARC-LRU without set sampling) down to 

4.1KB for SHARC-NRU with a single voting set.  For the optimal configuration selected in 

section 6.4 the overheads are range from 7.1KB to 13.3KB. 

Another potential source of overhead is the number of clock cycles required to implement a 

replacement policy.  With SHARC the traditional cache lookup, hit, and data retrieval is 
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unchanged so hits to the cache are unaffected by the algorithm.  Similarly, the history uses the 

same bits of the address for set activation and tag matching so history lookup can be performed in 

parallel with cache lookup.  Removing the SHARC cache line in the LRU position incurs no 

significant timing overheads over an LRU or RRIP-based approach since the cache line removed 

is still the LRU line but now with the desired re-reference bit setting and the replaced cache line 

can be freed for incoming data with the same timing as these other algorithms.  The rest of the 

SHARC algorithm’s adaptation and history replacement is only performed on a cache miss and 

does not have as critical timing constraints which can be absorbed by the latency required to 

retrieve the data from relatively slower DRAMs. 
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7. Comparison with Prior Work 

7.1. Performance Evaluation 

In this section SHARC is compared to the previously described state-of-the-art thrash-resistant 

replacement algorithms.  A large number of named and un-named cache configurations are tested 

in chapter 6, so in order to clarify and simplify the terminology a 2-bit CHP-SHARC-RRIP-32 

algorithm is termed SHARC-RRIP or simply SHARC in the remainder of this section.  Similarly 

the CHP-SHARC-NRU-32 and CHP-SHARC-LRU-32 algorithms are termed SHARC-NRU and 

SHARC-LRU.  The results and observed trends for the SRRIP, DRRIP, and SHiP replacement 

policies for the CPU2006 benchmarks are similar to those presented in their respective papers 

[12,13], which used similar benchmark selection mechanisms.  The performance results in Figure 

34 indicate that SHARC is able to outperform the other replacement policies on average for both 

the selected benchmarks and over all benchmarks. 

 

Figure 34 - Replacement Policy Performance Compared to LRU 

The SHARC replacement policy achieves up to 11.3% performance improvement over LRU, 

the highest among all tested thrash-resistant replacement policies.  This outperforms the SHiP-PC, 

DRRIP, and SRRIP replacement policies by 2.2%, 2.9%, and 6.2%, respectively.  SHARC-NRU 
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similarly outperforms all tested replacement policies and achieves 9.8% performance 

improvement over LRU for IPC performance.  The MPKI improvements for these same 

algorithms can be found in Figure 35.   

 

Figure 35 – Replacement Policy MPKI Compared to LRU 

These results indicate that using history information from a few voter sets to adapt to changes 

in the working set of the cache is an effective mechanism for protection against thrashing 

workloads. 

7.2. Performance and Overhead Summary 

Each of these replacement algorithms also has associated space overheads.  Figure 36 

compares the overhead sizes for each of the evaluated replacement algorithms.  The LRU, SRRIP, 

and DRRIP overheads only include the LRU or RRPV bits.  SHiP includes the RRPV bits and the 

16K entry SHCT.  The SHARC algorithms include the entire history for all 32 sample sets as well 

as the LRU or RRPV bits and re-reference bit for the cache. 
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Figure 36 - Overhead Comparison 

 Not only do the SHARC algorithms outperform the other evaluated replacement policies 

over these selected benchmarks and over all benchmarks, the SHARC-NRU and SHARC-RRIP 

algorithms require less overhead than the next closest replacement algorithm SHiP-PC.  The 

SHARC-RRIP algorithm only requires 14% overhead over LRU and the SHARC-NRU algorithm 

requires 11% less overhead than an LRU replacement policy. 

 

Figure 37 – Performance-Overhead Efficiency Comparison 

Another way to compare performance and overhead is the efficiency ratio: 
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This provides a quantitative evaluation of how efficient each replacement policy is able to use 

overhead to improve performance as compared to the LRU algorithm.  The SRRIP and DRRIP 

algorithms have the smallest overhead of all evaluated algorithms and their improved 

performance over LRU leads them to have the highest efficiency rating, but they also have a 

smaller performance improvement compared to the other thrash-resistant policies.  The SHiP and 

SHARC-LRU algorithms improve upon SRRIP and DRRIP but their increased overheads do not 

translate directly into a comparable improvement in performance.  The results for the SHARC-

RRIP and SHARC-NRU algorithms indicate they are using the overhead efficiently while still 

achieving significant performance improvements over the other evaluated policies. 
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8. Conclusion and Future Work 

 In this thesis the ARC page-replacement algorithm is adapted to perform as an on-chip last 

level cache replacement algorithm with three variants: SHARC-NRU, SHARC-LRU, and 

SHARC-RRIP.  These replacement policies use history information from recently cast out cache 

lines to make replacement decisions according to the size of the current working set in the cache. 

 The results obtained through simulation of the SPEC CPU2006 benchmarks using 

representative PinPoints demonstrate that these algorithms outperform other state-of-the-art 

thrash-resistant replacement policies while requiring less overhead.  The SHARC-RRIP variant 

based on a 2-bit RRIP policy achieves 11.3% IPC improvement over LRU while only requiring a 

14% increase in overhead.  The SHARC-NRU replacement algorithm achieves 9.8% 

improvement over LRU and requires 11% less overhead. 

8.1.  Future Work 

 While SHARC performs well against the selected benchmarks and cache configurations, 

additional research is required to test these algorithms against a wider test set.  Future work could 

focus on utilizing additional benchmarks such as MediaBench, PARSEC, SPLASH2, among 

others, or execute against real-world applications such as multi-media, games, or server 

applications.  Additionally, continued research should determine if the SHARC algorithm is 

sensitive to changes in set-associativity, cache sizes, or if it can be applied successfully as a level 

2 cache replacement algorithm. 

 In this thesis the replacement algorithms were evaluated against single-threaded benchmarks 

on a simulated single-core CPU but there are many thread-aware replacement policies that could 

outperform SHARC in a multi-core environment.  Additional work is required to determine how 
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SHARC performs for multi-programmed workloads and to research into how to implement a 

thread-aware SHARC (TA-SHARC) algorithm, if necessary.  Some possible implementations 

include adapting to each core’s memory access patterns with an adaptive replacement parameter 

for each core and modifying SHARC to adapt based on how many cores are sharing the data. 

 The SHARC algorithm is designed to split the cache into the data recently accessed vs 

frequently accessed, but this is not the only way that a cache may be segregated.  Future work can 

analyze other memory access properties such as: instructions vs data, prefetch vs demand, clean 

vs dirty, and requesting processor core, among others.  This also includes hierarchal approaches 

where multiple properties of cache lines are maintained and used to influence replacement 

decisions. 
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10.  Appendix A – Supplementary Data 

 

 

 

  

LRU SRRIP DRRIP SHiP-Mem SHiP-PC SHARC-NRU SHARC-LRU SHARC-RRIP

Overhead(KB) 8 4 4 4+6 4+6 2+5.125 8+5.313 4+5.125

Total Overhead (KB) 8 4 4 10 10 7.125 13.313 9.125

Selected Benchmarks 1 1.050 1.083 1.087 1.091 1.098 1.104 1.113

Efficiency 1 2.100 2.166 0.869 0.873 1.233 0.663 0.976

All Benchmarks 1 1.023 1.033 1.035 1.035 1.038 1.043 1.046

Min 1 0.992 0.973 0.887 0.916 0.972 0.974 0.991

Max 1 1.217 1.244 1.322 1.289 1.333 1.308 1.314

Performance and Overhead Summary

Instructions Per Clock

LRU

SRRIP

D
RR

IP

SH
iP-M

em

SH
iP-PC

SH
A

RC-N
RU

SH
A

RC-LRU

SH
A

RC-RRIP

GemsFDTD 0.248 0.246 0.245 0.220 0.227 0.246 0.248 0.246

astar 0.241 0.293 0.297 0.296 0.294 0.264 0.269 0.275

bwaves 0.415 0.416 0.392 0.417 0.417 0.417 0.417 0.417

bzip2 0.331 0.332 0.336 0.305 0.308 0.335 0.344 0.342

cactusADM 0.659 0.660 0.642 0.710 0.707 0.725 0.727 0.725

dealII 0.070 0.069 0.069 0.067 0.067 0.069 0.069 0.069

gamess 1.800 1.800 1.799 1.800 1.793 1.800 1.787 1.800

gcc 0.365 0.369 0.369 0.368 0.358 0.322 0.346 0.342

gobmk 0.660 0.669 0.665 0.668 0.675 0.652 0.674 0.670

gromacs 0.947 0.949 0.946 0.941 0.949 0.946 0.958 0.946

h264ref 0.426 0.451 0.465 0.413 0.441 0.418 0.415 0.448

hmmer 0.888 0.991 1.105 1.174 1.145 1.184 1.162 1.168

lbm 0.096 0.096 0.094 0.096 0.096 0.096 0.096 0.096

leslie3d 0.150 0.150 0.150 0.144 0.138 0.149 0.150 0.150

mcf 0.037 0.038 0.042 0.041 0.042 0.041 0.043 0.042

namd 2.038 2.038 2.037 2.038 2.038 2.038 2.038 2.038

omnetpp 0.100 0.100 0.099 0.096 0.098 0.099 0.099 0.099

sjeng 0.871 0.877 0.876 0.878 0.869 0.877 0.877 0.877

soplex 0.054 0.054 0.054 0.053 0.053 0.054 0.054 0.053

sphinx3 0.065 0.067 0.077 0.075 0.080 0.068 0.068 0.068

wrf 0.248 0.247 0.245 0.224 0.229 0.241 0.248 0.248

xalancbmk 0.146 0.146 0.147 0.147 0.138 0.146 0.146 0.146

zeusmp 0.149 0.149 0.147 0.149 0.147 0.149 0.148 0.149
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Misses per 1000 Instructions

LRU

SRRIP

D
RR

IP

SH
iP-M

em

SH
iP-PC

SH
A

RC-N
RU

SH
A

RC-LRU

SH
A

RC-RRIP

GemsFDTD 8.184 8.242 8.275 9.466 9.124 8.283 8.195 8.279

astar 18.919 18.808 18.832 18.873 18.613 18.217 18.378 18.168

bwaves 18.361 18.359 18.837 18.351 18.354 18.354 18.354 18.354

bzip2 2.791 2.557 2.496 2.803 3.324 2.627 2.462 2.516

cactusADM 4.847 4.841 5.131 4.477 4.494 4.331 4.320 4.328

dealII 10.939 10.962 10.979 11.225 11.174 11.031 10.978 11.018

gamess 0.019 0.018 0.019 0.018 0.020 0.019 0.023 0.018

gcc 3.194 3.109 3.102 3.072 3.464 3.370 3.216 3.197

gobmk 0.615 0.591 0.598 0.596 0.702 0.627 0.591 0.595

gromacs 0.168 0.171 0.174 0.186 0.178 0.178 0.172 0.178

h264ref 0.935 0.906 0.878 0.985 0.933 0.932 0.979 0.911

hmmer 1.421 1.131 0.938 0.763 0.793 0.838 0.885 0.862

lbm 29.848 29.847 30.011 29.847 29.847 29.847 29.847 29.847

leslie3d 8.283 8.285 8.355 10.230 12.197 8.426 8.214 8.464

mcf 72.527 69.826 64.445 64.890 63.891 65.722 62.278 64.278

namd 0.045 0.045 0.045 0.045 0.045 0.045 0.045 0.045

omnetpp 18.024 17.943 17.992 18.343 18.000 18.086 18.003 18.045

sjeng 0.338 0.328 0.329 0.321 0.332 0.326 0.326 0.327

soplex 29.243 29.072 29.121 29.382 29.251 29.221 29.138 29.298

sphinx3 12.417 11.923 9.687 10.263 10.095 11.756 11.721 11.728

wrf 4.009 4.015 4.045 4.613 4.370 4.115 4.011 4.011

xalancbmk 6.986 6.981 6.919 6.901 7.470 6.974 6.975 6.974

zeusmp 16.328 16.660 16.707 16.935 17.024 16.553 16.203 16.554


