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Abstract

The demographic and evolutionary history of a population leaves an identifiable signa-
ture on patterns of genetic variation, so we can learn about demography and natural
selection through inference on contemporary polymorphism data. The distribution of
sample allele frequencies, known as the allele frequency spectrum (AFS), is an infor-
mative statistic that has been used to infer single- and multi-population demographic
histories and distributions of fitness effects of new mutations. AFS-based methods
typically rely on the infinite sites model, in which loci are assumed to evolve indepen-
dently and mutations always arise at a previously unmutated site. However, many
loci are seen to violate these assumptions. Most obviously, loci occupy a physical
space on the genome, and neighboring mutations will have correlated allele frequen-
cies. Additionally some SNPs are found to be multi-allelic, with more than two alleles
simultaneously segregating. The assumptions of the infinite sites model forces one
to ignore or exclude such loci, but these loci are rich in information not captured by
standard AFS approaches. With this in mind, I developed a numerical approach for
solving a class of multi-allelic diffusion equations that allow for novel inferences on
genomic sequence data. First, I considered selection at triallelic nonsynonymous data
to infer the correlation of fitness effects for same-site mutations. I then explored the
increase in power afforded to demographic inferences by two-locus allele frequency
statistics, in which two biallelic loci are separated by a known recombination dis-
tance so the joint distribution of allele frequencies and linkage disequilibrium may
be modeled by a diffusion approximation. Finally, I considered the same two-locus
diffusion model but with selection placed on one of the two loci. This allows for the
direct modeling of the effects of linked selection on neutral variants, and for potential
inference applications such as the parameters of a selective sweep or the distribution
of fitness effects.
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Chapter 1

Introduction

Patterns of genetic variation harbored by a population are shaped by its history. This

history includes demography, such as population size changes, migration, substruc-

ture, and geographical expansion, as well as selective pressures and molecular factors

including mutation and recombination. Through the development and analysis of

population genetic models and their comparison to experimental data, we learn how

these factors interact to shape patterns of contemporary variation. Being able to

generate expectations for patterns of diversity under population genetic models also

allows us to tackle the inverse problem: can we learn about the parameters of demog-

raphy and evolutionary history through observed genetic variation from a sample of a

population? Thus, a major thrust of the population genetics is the development and

application of models to analyze observed variation, and then to learn about history

by making statistical inferences on data.

Over the past decade, a massive amount of population level genetic data has been

generated for many populations within a large and growing number of species, in-

cluding many human populations with some sampled to thousands of individuals (for

example, hundreds of individuals from multiple Drosophila populations [Lack et al.,

2015], and recently released human data with thousands of sequenced individuals

[1000 Genomes Project Consorium, 2012, Walter et al., 2015, Lek et al., 2016]). There

are unprecedented resources available with which to ask questions about demogra-

phy, selection, and other molecular and evolutionary processes, and thus methods

and models that can efficiently analyze these data are in demand. Early inferences on

population genetic data focused on finding regions of the genome that appear to have

evolved under non-neutral processes, and are thus possible candidates for being un-
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der selection. (for example, the MK-test [McDonald and Kreitman, 1991]). However,

there are many reasons why a genomic region could poorly fit neutral expectations,

including past demographic events, admixture or migration, variation in recombi-

nation or mutation rates, or actual selective pressure, to name a few. Untangling

the roles of each of these factors is crucially important to making sense of the huge

amount of genetic data. Recent methodological developments allow for exciting new

applications to data, and targets of inferences now include complex demographies,

such as humans spreading around the globe from central Africa [Gutenkunst et al.,

2009, Hsieh et al., 2016], distributions of fitness effects for new mutations [Boyko

et al., 2008], and fine-scale recombination rates across the genome [McVean et al.,

2004].

There are two primary approaches that are used to model polymorphism data.

The coalescent is a popular method that looks backward in time to simulate genealo-

gies of a sample from a population. Then using a mutation model to place new

mutations on the branches, we can estimate the distribution of contemporary allele

frequencies of that sample. First developed in the early 1980s [Kingman, 1982], the

coalescent framework has been expanded to account for complex demography [Ex-

coffier et al., 2013], recombination [Hudson, 2001], and natural selection [Hudson

and Kaplan, 1988], though implementations of selection are rather cumbersome. The

dual approach is through a continuous approximation to the forward-in-time process

via a diffusion. Diffusion methods can efficiently calculate expected allele frequen-

cies for single or multiple related populations, and readily incorporate the effects of

selection. While the coalescent is very efficient for neutral simulations, the ability

to implement arbitrary or complex genetic models is one of the primary benefits of

the diffusion approach. Diffusion methods trace their roots to Fisher and Kimura

[Fisher, 1930, Kimura, 1964], and more recently have been implemented in inference

frameworks focusing on selection [Bustamante et al., 2001, Williamson et al., 2005]

and demography [Marth et al., 2004].
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Because of how easily selection can be included in diffusion methods, it has al-

lowed for the inference of distribution of fitness effects (DFE) of new mutations from

observed variation at segregating selected sites in a sample, which describes the rel-

ative probability that a new mutation carries a given selective effect [Boyko et al.,

2008]. The DFE is an important parameter for many evolutionary processes, in-

cluding the evolution of sex and recombination [Barton and Charlesworth, 1998], the

rate of adaptation [Piganeau and Eyre-Walker, 2003], and understanding complex

diseases and traits [Di Rienzo, 2006]. The population genetic inference approach typ-

ically proceeds by first determining the demography for the population of interest

by fitting putatively neutral variation to a parameterized demographic model. Then,

on top of this demography, a model for selection (such as a parameterized DFE) is

fit to the class of selected alleles of interest. There are many assumptions that go

into these models. Notably, new mutations are assumed to always occur at a new

site, so that every polymorphism is biallelic, and secondly, loci are assumed to evolve

independently, disregarding the effects of linkage between neighboring loci.

For small sample sizes, these assumptions are largely appropriate. However, as

sample sizes grow, rare alleles are sequenced more frequently, and many model as-

sumptions begin to break down. With datasets now sampling hundreds to thousands

of individuals from a single population, an increasing fraction of observed polymor-

phic loci do not fit the assumptions of standard population genetic models. Such

variation, however, allows for new questions to be asked that might otherwise not

be able to be explored using standard biallelic methods. For example, recombination

estimation methods that use statistics on pairs of linked loci take advantage of linkage

between neighboring SNPs to infer fine-scale recombination rates from local patterns

of linkage disequilibrium [McVean et al., 2004, Auton and McVean, 2007, Chan et al.,

2012].

Other questions may also be explored, and I focus largely on the effect of selection

at multi-allelic loci and on multi-locus statistics. We first consider the standard
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assumption that new mutations always occur at a previously invariant site. The

genome is large but finite, so with mutations occurring each generation at a given

rate, some fraction of those will arise at a site where a mutation is already segregating

in the population and thus create a triallelic site. In chapter 2, I develop a numerical

solution to the diffusion approximation for triallelic loci that incorporates both non-

equilibrium demography and selection. By focusing on nonsynonymous mutations

that occur within the same amino acid within proteins, we can ask about features of

the DFE that are unavailable from biallelic data; in particular, how correlated are

the selective effects of unique nonsynonymous mutations that occur at the same site

within a protein? This extends the classical univariate DFE to multiple dimensions to

include a parameter for the correlation of fitness effects between same-site mutations.

Mutually nonsynonymous triallelic loci are rare, but the Drosophila melanogaster

population I analyzed harbors a large amount of diversity and has nearly 200 sampled

genomes. Roughly five percent of loci in protein coding regions are observed to

be polymorphic, and of those, roughly four percent are multi-allelic, and there are

enough observed triallelic loci with which to perform inference. I found that same-

site nonsynonymous mutations have moderately correlated fitness effects, and my

population genetic inference agrees well with direct biochemical mutation scanning

experiments, suggesting that same-site fitness correlation is an important component

of protein evolution.

In chapter 3, I turn to a model for two-locus allele frequencies, in which two bial-

lelic loci are separated by some recombination distance. Composite likelihood meth-

ods for two-locus allele frequency statistics are informative about local recombination

rates, and controlling for demography improves the accuracy of estimated fine-scale

recombination rates [Kamm et al., 2016a]. Because recombination rate estimation

is sensitive to demography, two-locus statistics should also be informative about de-

mographic history when recombination rates between pairs of loci are known. Here,

I develop a numerical solution to the neutral two-locus diffusion equation to obtain
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expected sample two-locus frequencies under arbitrary demography, and implement

this method in a composite likelihood framework to infer parameterized demographic

history. I first show that two-locus statistics are in fact more sensitive to demogra-

phy than biallelic data alone, and I then apply this demographic inference method to

simulated two-locus data and then to a natural population of Drosophila.

Chapter 4 is also concerned with linkage and two-locus statistics, but it addresses

questions of selection acting at one of the two loci and the effect of linked selection on

the neutral locus. Linked selection is known to distort expected patterns of diversity

at linked neutral sites. Positively selected alleles that rapidly increase in frequency

reduce surrounding variation, and the width of the region affected by the sweeping

allele is controlled by the local rate of recombination and how rapidly the selected

site rose in frequency. This effect, known as genetic hitchhiking [Maynard Smith and

Haigh, 1974], has received a large amount of attention in the literature over the last

40 years, with major efforts toward finding genomic regions that underwent a recent

sweep and inferring the parameters of sweeps. Here, I propose a composite likelihood

approach using neutral variants linked to a sweeping allele to infer the time at which

the beneficial mutation arose and the strength of selection for the sweeping allele.

Most new mutations, however, are likely to be deleterious or effectively neutral,

with only a small fraction having a beneficial effect. The DFE is often inferred for

mutations with effects that range from effectively neutral to effectively lethal, and

most inferences of the DFE assume that selection is acting additively. However, se-

lected alleles experience a range of dominance effects, and the recessivity of an allele

can affect the its frequency trajectory [Balick et al., 2015]. Dominance is known to

be important for complex diseases and the ability of a population to purge deleteri-

ous mutations in the face of changing population size. Additionally, the dominance

of a selected allele may affect linked neutral allele frequencies and the linkage dis-

equilibrium between them. Using the joint allele frequencies of selected and linked

neutral alleles, we might thus learn about the simultaneous effects of selection and
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dominance on selected sites. Thus, I also propose a likelihood approach to infer the

joint distribution of dominance and selection using patterns of two-locus statistics of

selected alleles linked to neutral loci.
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Chapter 2

Triallelic Population Genomics for Inferring

Correlated Fitness Effects of Same Site

Nonsynonymous Mutations

Originally published as: Ragsdale, A. P., Coffman, A. J., Hsieh, P., Struck, T. J., &

Gutenkunst, R. N. (2016). Triallelic Population Genomics for Inferring Correlated

Fitness Effects of Same Site Nonsynonymous Mutations. Genetics, 203(1), 513523.

http://doi.org/10.1534/genetics.115.184812

2.1 Abstract

The distribution of mutational effects on fitness is central to evolutionary genetics.

Typical univariate distributions, however, cannot model the effects of multiple muta-

tions at the same site, so we introduce a model in which mutations at the same site

have correlated fitness effects. To infer the strength of that correlation, we developed

a diffusion approximation to the triallelic frequency spectrum, which we applied to

data from Drosophila melanogaster. We found a moderate positive correlation be-

tween the fitness effects of nonsynonymous mutations at the same codon, suggesting

that both mutation identity and location are important for determining fitness effects

in proteins. We validated our approach by comparing to biochemical mutational

scanning experiments, finding strong quantitative agreement, even between different

organisms. We also found that the correlation of mutation fitness effects was not

affected by protein solvent exposure or structural disorder. Together, our results sug-

gest that the correlation of fitness effects at the same site is a previously overlooked

yet fundamental property of protein evolution.
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2.2 Introduction

Mutations create genetic variation within populations, some of which causes differen-

tial fitness among individuals upon which natural selection operates. The effects of

mutations on fitness range from strongly deleterious to strongly beneficial, and the

distribution of fitness effects (DFE) is key for many problems in genetics, from the

evolution of sex [Barton and Charlesworth, 1998] to the architecture of human dis-

ease [Di Rienzo, 2006]. For protein-coding regions, there are generally many strongly

deleterious or lethal mutations, a similar number of moderately deleterious or nearly-

neutral mutations, and a small number of beneficial mutations [Eyre-Walker and

Keightley, 2007]. The DFE may be determined experimentally through direct mea-

surements of mutation fitness effects in clonal populations of viruses, bacteria, or

yeast [Wloch et al., 2001, Sanjuán et al., 2004], and recent studies have provided high

resolution DFEs for single genes [Firnberg et al., 2014, Bank et al., 2014] and for ben-

eficial mutations [Levy et al., 2015]. The DFE may also be inferred from comparative

[Nielsen and Yang, 2003, Tamuri et al., 2012] or population genetic [Williamson et al.,

2005, Eyre-Walker et al., 2006, Keightley and Eyre-Walker, 2007, Boyko et al., 2008]

data, although these approaches have little power for strongly deleterious mutations.

In the typical population genetic approach for estimating the DFE, the popula-

tion demography is first inferred using a putatively neutral class of mutations, and the

DFE for another class of mutations is inferred by modeling the distribution of allele

frequencies expected under a model of demography plus selection. Most population

genetic inference has focused on biallelic loci, for which the ancestral allele and a sin-

gle mutant (derived) allele are segregating in the population. When many individuals

are sequenced, however, even single-nucleotide loci are often found to be multiallelic,

with three or more segregating alleles. Multiallelic loci pose a challenge for modeling

selection. To use a typical univariate DFE, one must assume that mutations at the

same site either all have equal fitness effects (so that mutation location completely de-



19

termines fitness) or independent fitness effects (so that mutation identity completely

determines fitness). Neither of these assumptions is biologically well-founded, sug-

gesting the need for more sophisticated models of fitness effects. Here we introduce

a model of correlated fitness effects for mutations at the same site, and we analyze

sequence data to infer the strength of that correlation.
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Figure 2.1. The triallelic frequency spectrum. A: Mutually nonsynonymous
triallelic loci in protein coding regions have three observed segregating amino acid al-
leles. Here, with ten sampled chromosomes, at position 9 the major and minor derived
alleles, Serine (S) and Leucine (L), have frequencies 4 and 1, so this site contributes
to the (4,1) bin of the TFS. Similarly, position 14 contributes to the (2,2) bin. B: The
domain of the triallelic diffusion equation, φ, from Eq. 2.3.5. The corners correspond
to fixation of one of the three alleles, and the edges correspond to loss of one of the
three alleles. New mutations enter the population along the horizontal and vertical
axes, with density dependent on the background biallelic frequency spectrum. Pairs
of selection coefficients for the two derived nonsynonymous mutations are sampled
from a bivariate DFE, which includes a parameter for correlation between selection
coefficients ρ. C: For an uncorrelated DFE, with ρ = 0, the selection coefficients are
independent and often dissimilar. D: For strong correlation, here ρ = 0.9, selection
coefficients are typically very similar. E, F: The correlation coefficient affects the
expected frequency spectrum, with stronger correlation (F: ρ = 0.9) resulting in a
higher proportion of intermediate- to high-frequency derived alleles and more triallelic
sites overall relative to weak correlation (E: ρ = 0).
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Our inference is based on triallelic codons, loci where three mutually nonsynony-

mous amino acid alleles are segregating in the population (Figure 2.1A). Interest in

triallelic loci has grown recently, because such loci, while typically much less numer-

ous than biallelic loci, are often observed in sequencing studies that sample tens or

hundreds of individuals within single populations. For example, [Hodgkinson and

Eyre-Walker, 2010] found in humans a roughly two-fold excess of triallelic sites over

the expectation under neutral conditions and random distribution of mutations. This

led them to suggest an alternate mutational mechanism that could simultaneously

generate two unique mutations, although recent population growth and substructure

can account for the distribution of observed triallelic variation [Jenkins et al., 2014].

Recently, Jenkins, Mueller and Song developed a coalescent method to calculate the

expected triallelic frequency spectrum under arbitrary single-population demography.

They showed that triallelic frequencies are sensitive to demographic history [Jenkins

and Song, 2011, Jenkins et al., 2014], but their method cannot model selection.

In this study, we developed a numerical diffusion simulation of expected triallelic

allele frequencies for single populations with arbitrary demography and selection at

one or both derived alleles. We coupled this simulation to a DFE that models the

correlation between fitness effects of the two derived alleles. We applied this approach

to infer the correlation coefficient of fitness effects from whole-genome Drosophila

melanogaster data, inferring a moderate positive correlation between fitness effects of

mutually nonsynonymous mutations in the same codon. To validate our inference, we

compared with direct biochemical experiments, finding strong agreement. Lastly, we

applied our approach to biologically relevant subsets of nonsynonymous mutations to

assess how the fitness effects correlation varies among classes of mutations.
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2.3 Theory and Methods

Here we describe the model for triallelic loci and how we solve the triallelic diffusion

equation to obtain the expected sample triallelic frequency spectrum under arbitrary

demography and selection. We also describe how to obtain the sample frequency

spectrum under an arbitrary univariate or bivariate DFE, which we used in our infer-

ence of the correlation coefficient for selection strength at triallelic loci. Finally, we

compared our results to correlation coefficients estimated from mutational scanning

experiment data, discussed here as well.

2.3.1 Model for triallelic loci

The diffusion approximation we used is based on a triallelic extension to the stan-

dard Wright-Fisher (WF) model for allele frequency dynamics, which assumes non-

overlapping generations and random mating. The two derived alleles have selection

coefficients, sx and sy, so their fitnesses relative to the ancestral allele are 1 + sx and

1 + sy. If the two derived alleles have frequencies (it, jt) in generation t in a diploid

population of size N , then their frequencies in generation t + 1 are sampled from a

trinomial distribution, such that the probability of sampling (i, j) is

P (i, j|it, jt) =

(
2N

i, j

)
pii p

j
j (1− pi − pj)2N−i−j, (2.3.1)

where

pi =
it(1 + sx)

it(1 + sx) + jt(1 + sy) + (2N − it − jt)
,

pj =
jt(1 + sy)

it(1 + sx) + jt(1 + sy) + (2N − it − jt)
,

and
(
2N
i,j

)
is the trinomial coefficient (2N)!/(i!j!(2N − i− j)!). From here on, we focus

on relative allele frequencies x = i/2N and y = j/2N .

Most applications of the biallelic WF model assume infinite sites, so each new

mutation is unique, and new mutations enter the population at a rate proportional
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to θbi = 4Naµ. Here θbi is the population-scaled mutation rate, Na is the ancestral

effective population size, and µ is the per-generation mutation rate. Mutations begin

at frequency 1/2N and are assumed to evolve independently. Given these assump-

tions, the density function f(x) for derived allele frequencies in a population can be

approximated by diffusion theory [Kimura, 1964], such that the expected total num-

ber of alleles with frequency between x0 and x1 is
∫ x1
x0

θbi
2
f(x) dx, a key result from

Poisson Random Field theory [Sawyer and Hartl, 1992]. The expected sample allele

frequency spectrum F with n samples is then

F (i) =

∫ 1

0

θbi
2
f(x)

(
n

i

)
xi(1− x)n−i dx, (2.3.2)

where
(
n
i

)
is the binomial coefficient. The likelihood of an observed allele frequency

spectrum under this model is then a product of Poisson likelihoods for each entry in

the spectrum [Sawyer and Hartl, 1992].

Whereas new biallelic mutations begin at frequency 1/2N , triallelic loci are created

when a novel mutation occurs at a locus that is already biallelic. The new derived

allele initially has frequency 1/2N , and the existing derived allele has a frequency

x ∈ (0, 1) drawn from the population distribution of biallelic frequencies f(x) in that

generation. The net rate at which triallelic loci arise is thus

2Nµtri
θbi
2
f(x) =

θtri
2

θbi
2
f(x), (2.3.3)

where µtri is the rate for mutations that hit existing biallelic sites and produce a

third allele. Triallelic sites then evolve under the three-locus WF model, and we

denote the density function for frequencies of triallelic loci as φ(x, y). The triallelic

frequency spectrum summarizes sequence data from a sample of individuals by storing

the counts of triallelic loci with each set of observed derived allele frequencies [Jenkins

et al., 2014] (Figure 2.1E, F). The expected triallelic frequency spectrum T with n

samples is proportional to the integral of the density function φ against the trinomial
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sampling distribution:

T (i, j) ∝
∫ 1

0

∫ 1−y

0

φ(x, y)

(
n

i, j

)
xiyj(1− x− y)n−i−j dx dy. (2.3.4)

Because the net triallelic mutation rate µtri is sensitive to mutation rate heterogeneity,

in our triallelic analyses we focused on the normalized triallelic frequency spectrum,

which does not depend on the overall rate of creation. Similarly, because the order

in which the two derived alleles arose is often unknown, we considered only counts

of major and minor derived alleles, which have respectively higher or lower sample

frequencies (Figure 2.1). That is, for given major and minor derived allele frequencies

i and j, with j < i, we collapsed the T (i, j) and T (j, i) counts together into the T (i, j)

bin. If in a sample we observe counts of independent triallelic frequencies D = D(i, j),

PRF theory shows that the data D(i, j) are Poisson-distributed with mean T (i, j),

enabling likelihood calculations.

2.3.2 Diffusion approximation to the triallelic frequency spectrum with

selection

To obtain the expected sample frequency spectrum for a given model of selection

and demography, we numerically solved the corresponding diffusion equation. First

described by Kimura [Kimura, 1955, Kimura, 1956], the triallelic diffusion equation

models the evolution of the density function φ(x, y) for the expected number of loci

in the population with derived allele frequencies (x, y), such that x, y ∈ (0, 1) and

x+ y < 1 (Figure 2.1B):

∂φ

∂τ
=

1

2

∂2

∂x2

(
x(1− x)

ν
φ

)
+

1

2

∂2

∂y2

(
y(1− y)

ν
φ

)
− ∂2

∂x∂y

(xy
ν
φ
)

− γ̃x
∂

∂x
(x(1− x)φ)− γ̃y

∂

∂y
(y(1− y)φ) . (2.3.5)

Time τ is measured is units of 2Na generations, where Na is the ancestral effective

population size. The spatial second-derivative terms account for genetic drift, which
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is scaled by the relative population size ν(τ) = N(τ)/Na, and the mixed derivative

term accounts for the covariance in allele frequency changes. The population-scaled

selection coefficient is γ = 2Nas, where s is the relative fitness of the derived versus

ancestral allele. Here that selection coefficient must be adjusted to γ̃ to account for

competition between the two segregating derived alleles, dependent on their allele

frequencies. For example, if their selection coefficients are roughly equal, they will be

effectively neutral when at high frequency. In general,

γ̃x = γx
1− x− y

1− x + (γx − γy)
y

1− x, (2.3.6)

with a similar expression for γ̃y.

Like the biallelic diffusion method ∂a∂i, Eq. 2.3.5 does not account for recurrent

mutation, which would tend to increase derived allele frequencies. Recurrent mutation

could be accounted for in the first-derivative terms, but at the cost of additional

model complexity. If it is common, neglecting recurrent mutation can bias inferences

of mutation rate, population size, and selection [Desai and Plotkin, 2008, Mathew

et al., 2013]. Applying our present theory thus requires that the mutation rate be

high enough to create a substantial number of triallelic sites for inference, but not

so high that a large fraction of biallelic or triallelic sites are affected by recurrent

mutation. For most eukaryotes, including humans and Drosophila, mutation rates

are low enough that recurrent mutation is negligible in most applications [Desai and

Plotkin, 2008].

Some analytic results are known for triallelic diffusion [Tier and Keller, 1978, Tier,

1979, Spencer and Barakat, 1992], but we solved Eq. 2.3.5 numerically. We used a

finite-difference method similar to that in ∂a∂i [Gutenkunst et al., 2009]. To integrate

the diffusion equation forward in time, we used operator splitting to separately apply

the non-mixed and mixed derivative terms each time step (File S1). We integrated

the non-mixed terms using a conservative alternating direction implicit (ADI) finite

difference scheme [Chang and Cooper, 1970]. We integrated the mixed term using
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a standard explicit scheme for mixed derivatives. We used uniform grids in x and

y with equal grid spacing ∆, so that grid points lie directly on the diagonal x +

y = 1 boundary of the domain, which readily allowed the diagonal boundary to be

absorbing. Although these integration schemes worked well in the interior of the

domain, application at the diagonal boundary led to an excess of density being lost

(File S1, Figure 2.5). To avoid this excess loss, we did not apply the ADI and mixed

derivative schemes at the closest grid points to the diagonal boundary. Instead, at

each time step we calculated the amount of density at each grid point that would

fix along the diagonal boundary, and we directly removed that amount from the

numerical density function and added it to the boundary.

To inject density into φ for new triallelic loci, at each time step we added density

to the first interior rows of grid points based on the expected background biallelic

frequency f(x). For example, we added to the row of grid points x = ∆, 2∆, . . . 1 −
∆, y = ∆ with weight for point (x,∆) proportional to the biallelic population allele

density f(x) at frequency x. We directly coupled with ∂a∂i to track f(x). To obtain

the expected sample frequency spectrum T from the population frequency spectrum φ,

we numerically integrated against the trinomial distribution with sample size n, using

Eq. 2.3.4. Our code implementing these methods is integrated into ∂a∂i, available at

https://bitbucket.org/gutenkunstlab/dadi.

2.3.3 Calculating frequency spectra under a DFE

Given a DFE, the expected sample frequency spectrum can be obtained by integrat-

ing over the expected frequency spectrum for each selection coefficient, weighted by

the DFE. For biallelic sites, the DFE is a univariate distribution. For triallelic sites,

the DFE is a two-dimensional joint distribution, because there are two derived alle-

les. Moreover, the two marginal distributions are identical, because we assume no

knowledge of which allele arose first.

https://bitbucket.org/gutenkunstlab/dadi
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For our primary analysis, we used a lognormal model for the deleterious triallelic

DFE (Fig 2.1C,D), plus a point mass of positive selection. The lognormal distribution

readily generalizes to an arbitrary number of dimensions, and the bivariate lognor-

mal distribution includes a correlation coefficient ρ that characterizes the correlation

between selection coefficients. If ρ = 0, the selection coefficients of the two derived

alleles at a single triallelic locus are independent, whereas if ρ = 1, they are equal.

For a fixed marginal DFE, as the correlation coefficient ρ increases, more segregating

triallelic loci are expected, particularly at moderate and high derived allele frequen-

cies (Figure 2.1C-F). We quantified the relative importance of identity and location

for protein mutation fitness effects through ρ; low correlation suggests that identity

is more important, whereas high correlation suggests that location within the protein

is more important.

To numerically integrate over the univariate DFE, we used a logarithmically

spaced grid with 2,000 grid points ranging from γ = −2000 to −10−4, along with

γ = 0 and a point mass of positive selection γ+ > 0. Biallelic spectra were cached

for each γ ≤ 0, resulting in 2,001 cached spectra. We assumed that alleles with

γ < −2000 were effectively lethal and did not contribute to the sample frequency

spectrum. We also assumed that alleles with −104 < γ < 0 were effectively neutral,

and we used the cached spectrum for γ = 0 for contributions from this range of the

DFE (Figure 2.6A).

To integrate over the bivariate DFE we used a logarithmically spaced grid with

50 grid points ranging from γ = −2000 to −10−4, along with γ = 0 and γ+ > 0,

determined by the univariate DFE fit. We cached spectra for each possible pair

(γx, γy), yielding 522 cached spectra. A pair of selection coefficients (γx, γy) could

fall into four quadrants depending on the sign of γx and γy. The overall frequency

spectrum was calculated by summing over the weighted frequency spectra for each

quadrant based on the DFE parameters p+ and ρ. The weights were p2++ρ p+(1−p+)

for both γx, γy > 0, (1−ρ)p+(1−p+) for one selection coefficient positive and the other
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negative, and (1−p+)2+ρ(1−p+)p+ for both γx, γy < 0. These weights were found by

taking the distribution of two point masses (one for positive selection, p+, and one for

negative selection, 1− p+) and extending to a bivariate distribution of point masses

with correlation coefficient ρ (File S1). To integrate over the continuous distributions

with one or both of the selection coefficients negative, we used the trapezoid rule.

We approximated γ ∈ (−10−4, 0) as effectively neutral and γ < −2000 as effectively

lethal (Figure 2.6B).

2.3.4 Genomic data

We extracted SNPs from phase 3 of the Drosophila Population Genomics Project

(DPGP3) population of fruit flies from the Drosophila Genome Nexus Data [Lack

et al., 2015]. The data we used consist of 197 sequenced genomes from a Zambian

population obtained through high-coverage haploid embryo sequencing. This popula-

tion has high genetic diversity, and it did not experience the out-of-Africa bottleneck

or New World admixture that other D. melanogaster populations have experienced

[Lack et al., 2015]. We used Annovar [Wang et al., 2010] to determine the transcript

and codon position of each coding SNP. The ancestral state of each codon was de-

termined using the aligned sequences of D. melanogaster (April 2006, dm3) and D.

simulans (droSim1) downloaded from the UCSC genome database, by assuming that

the D. simulans allele was ancestral. We excluded loci with no aligned D. simulans

sequence. We downloaded the reference transcript sequences from Ensembl Biomart

[Flicek et al., 2014] and used the ancestral states determined by the droSim1 align-

ment to determine the ancestral codon state.

2.3.5 Inferring the selection correlation coefficient

In our application to D. melanogaster, we used biallelic synonymous data to infer

the single-population demographic history and then used nonsynonymous data to
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infer the parameters of the DFE. Using the unfolded synonymous allele frequency

spectrum, we fit a neutral three-epoch demographic model. This model has two

instantaneous size changes, at times τ1 and τ2 in the past, with constant population

sizes, ν1 and ν2, relative to the ancestral population size. We also included a parameter

pmisid to account for ancestral state misidentification, which creates an excess of high-

frequency derived alleles [Baudry and Depaulis, 2003]. Specifically, we compared

the data not with the expected true unfolded frequency spectrum Ftrue under the

demographic model, but rather with the expected observed unfolded frequency Fobs,

such that Fobs(i) = (1− pmisid)Ftrue(i) + pmisidFtrue(n− i), where n is the sample size.

We chose to include misidentification in our model rather than adjusting the data

spectra [Hernandez et al., 2007], because adjusting the data leads to violations of

the Poisson Random Field assumption, most obviously when the adjustment leads

to negative entries in the data spectrum. The population scaled mutation rate θsyn

was an implicit free parameter. We used the built-in optimization routines in ∂a∂i

[Gutenkunst et al., 2009] to fit the model to the data. We fixed this demographic

model for all future inferences.

The unfolded biallelic nonsynonymous allele frequency spectrum was used to infer

the marginal DFE. As described above, we used a lognormal distribution for negative

selection combined with a point mass of positive selection. This yielded a total of

four parameters, µ and σ for the lognormal portion and γ+ and proportion p+ for the

point mass. As in the fits for demography using synonymous data, we also included a

parameter to model ancestral state misidentification. In this fit, the population-scaled

mutation rate was fixed to θnon = 2.5 × θsyn, and we again used ∂a∂i’s optimization

routines to fit the DFE to the data.

Finally, we used triallelic data with two mutually nonsynonymous derived codons

to infer the correlation coefficient ρ. We fixed the demography to that inferred from

the biallelic synonymous data, and we fixed the DFE parameters µ, σ, p+ and γ+ to

the values inferred from the biallelic nonsynonymous data. This left the correlation
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coefficient ρ as the only free parameter of the bivariate DFE, and we also included

a free parameter to account for ancestral misidentification. Assuming that the two

observed derived alleles were equally likely to be the true ancestral allele, we calculated

the expected observed triallelic spectrum Tobs from the expected true spectrum Ttrue

by Tobs(i, j) = (1− pmisid)Ttrue(i, j) + 1
2
pmisidTtrue(n− i− j, j) + 1

2
pmisidTtrue(i, n− i−

j). We also left the overall population-scaled mutation rate for triallelic loci as an

implicit free parameter, so our fit considered only the distribution of triallelic codons

among frequency classes, not the overall number of such codons. We did this because

the overall number of triallelic codons can be strongly affected by mutation rate

heterogeneity, and imperfect modeling of that heterogeneity could bias our results.

We estimated model parameters by maximum composite likelihood. Following the

Poisson Random Field framework, likelihoods L(D|Θ) of the data D given the model

parameters Θ were calculated by assuming that each entry in the observed triallelic

frequency spectrum Di,j was an independent Poisson random variable with mean

Ti,j [Sawyer and Hartl, 1992], where T is the expected triallelic frequency spectrum

generated under Θ:

L(Θ|D) =
∏
i,j

e−Ti,jT
Di,j
i,j

Di,j!
. (2.3.7)

Because our SNP data are not actually independent, L is not the true likelihood,

but rather a composite likelihood. To account for this, we calculated parameter

uncertainties for each model fit using the Godambe Information Matrix [Coffman

et al., 2016], which adjusts the composite likelihood statistic to account for the effects

of linkage. To do so, we generated 1,000 bootstrap data sets by dividing the D.

melanogaster autosomal genome into 1,000 regions of equal length and resampling

among these regions.
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2.3.6 Tests on simulated data

To generate simulated data for tests of statistical power, we first calculated the ex-

pected frequency spectrum under each model considered, using our diffusion method.

To generate an observed frequency spectrum with exactly n entries, we generated n

multinomial samples of frequencies, weighted by the expected frequency spectrum.

To generate an observed frequency spectrum with a given mutation rate θ, we scaled

the expected frequency spectrum by θ, treated the bin weights as Poisson random

variables, and sampled independently for each bin.

2.3.7 Mutational scanning data

For comparison with our population genetic inference, we considered data from three

mutational scanning studies [Firnberg et al., 2014, Roscoe et al., 2013, Starita et al.,

2015]. Each assayed a different protein from a different organism using a different

proxy for fitness. In all three experiments, the distribution of fitnesses was bimodal,

with peaks of moderately and strongly deleterious mutations, although the relative

sizes of these peaks differed markedly between experiments (Figure 2.7A-C). To calcu-

late the fitness correlation coefficient, we sampled a pair of mutually nonsynonymous

mutations from each site in the protein (excluding mutations without reported fitness)

and calculated the Pearson correlation of those fitnesses. The confidence intervals in

Table 2.1 are 2.5% and 97.5% quantiles from 10,000 repetitions of this sampling. To

visualize the correlations, we calculated the proportion of mutually nonsynonymous

mutation pairs within each possible bin of joint fitness effects (Figure 2.4B and S3D-

I). Because our population-genetic analysis is not sensitive to strongly deleterious

mutations, we focused our analysis on moderately deleterious mutations (shaded re-

gions in Figure 2.7A-C, joint distributions in Figure 2.7D-F). For details on each data

set, see File S1.
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2.4 Results and Discussion

We first validated our diffusion approach to calculating the expected triallelic fre-

quency spectrum through comparisons with coalescent simulations including demog-

raphy (Figure 2.8) and Wright-Fisher simulations including selection (Figure 2.9). We

then applied our method to genomic data from D. melanogaster to infer the strength

of correlation of selection coefficients for nonsynonymous mutation that occur at the

same codon in protein coding regions. We then used simulations to characterize the

performance of our approach with varying amounts of data and possible model mis-

specification. Finally, we compared our results to inferences made from deep mutation

scanning experiments and refined our inferences to consider biologically-relevant sub-

sets of the data.

2.4.1 Correlation of selection strengths for nonsynonymous mutations at

the same site

To estimate the correlation between fitness effects of amino-acid altering mutations,

we used 197 Zambian D. melanogaster whole genome sequences from Phase 3 of the

Drosophila Population Genomics Project (DPGP3) [Lack et al., 2015]. We chose this

population because it has high genetic diversity (and thus many triallelic sites) and

a demographic history without admixture from non-sub-Saharan populations [Lack

et al., 2015], which allowed us to model the population’s demographic history using a

single-population model. Recurrent mutation is expected to be rare in this population,

because only ∼ 5% of sites are polymorphic, and of the nonsynonymous sites, only

∼ 4% are triallelic. As detailed in Theory and Methods, we first inferred demographic

history using biallelic synonymous sites. We then inferred the marginal DFE for newly

arising nonsynonymous mutations using that demographic model and the biallelic

nonsynonymous data. Lastly, we inferred the fitness effects correlation coefficient

using our inferred demography and marginal DFE and the mutually nonsynonymous
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triallelic loci in the data. For all model fits, we included a parameter to account for

ancestral state misidentification, which creates an excess of high-frequency derived

alleles [Baudry and Depaulis, 2003].
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Figure 2.2. Inferences of demographic history and marginal distribution
of fitness effects from biallelic data. A: Biallelic synonymous and nonsynony-
mous data (thin black lines) and corresponding maximum-likelihood model fits (thick
colored lines). Ancestral state misidentification is likely responsible for most of the
excess of high-frequency derived alleles, and a parameter to model such misidentifica-
tion was included in both the synonymous and nonsynonymous models. B: Inferred
demographic model, with two instantaneous population size changes. Time is in
units of 2 Na generations, where Na is the ancestral effective population size. C:
Inferred distribution of fitness effects, lognormally distributed for negatively selected
mutations with a proportion of positively selected mutations.

We used ∂a∂i [Gutenkunst et al., 2009] to fit a three-epoch population size model

to the unfolded biallelic synonymous frequency spectrum (Figure 2.2A&B, Table 2.2).

We fixed this demographic model for all future inferences, and we fit a univariate

DFE to the biallelic nonsynonymous data. For negatively-selected sites (γ < 0),

we assumed a lognormal distribution of selection coefficients with mean and variance

parameters µ and σ, which has been previously shown to be a good approximation for
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Figure 2.3. Inference of selection correlation coefficient from triallelic
data. A: The observed triallelic frequency spectrum for mutually nonsynonymous
triallelic sites, which contained 10,471 triallelic sites. B: The best fit model, optimizing
the correlation coefficient ρ and the ancestral misidentification parameters. C: Joint
distribution of selection coefficients from the maximum likelihood inferred correlation
coefficient of ρ = 0.51. Selection coefficients for nonsynonymous mutations at the
same site are moderately correlated.

the biallelic DFE for D. melanogaster [Kousathanas and Keightley, 2013]. Our DFE

also included a point-mass modeling a proportion p+ of positively selected sites with

scaled selection coefficient γ+. Our inferred biallelic DFE (Figure 2.2C, Table 2.2)

fits the data well (Figure 2.2A), with just under 1% of new mutations inferred to

be beneficial (inferred γ+ = 39.9). When fitting the DFE to the nonsynonymous
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Table 2.1. Fitness effect correlation coefficients for nonsynonymous mu-
tations. Fitness effect correlation coefficients for nonsynonymous mutations at the
same codon, inferred from population genomic data and biochemical experiments.

Approach Dataset ρ 95% CI
Pop gen D. melanogaster all 0.51 0.45−0.57

Biochem
E. coli TEM-1 β-lactamase [Firnberg et al., 2014] 0.41 0.34−0.50
Yeast ubiquitin [Roscoe et al., 2013] 0.34 0.20−0.56
Human BRCA1 [Starita et al., 2015] 0.32 0.16−0.48

Pop gen

20% most similar amino acids 0.72 0.58−0.85
20% most dissimilar amino acids 0.24 0.15−0.32
20% highest solvent accessibility 0.54 0.43−0.65
20% lowest solvent accessibility 0.50 0.37−0.63
Disordered residues 0.54 0.45−0.62
Ordered residues 0.45 0.35−0.55

data, the parameters for the lognormal portion (negatively selected sites) were tightly

constrained, but p+ and γ+ were confounded and inversely correlated, as found in

other studies [Sella et al., 2009, Schneider et al., 2011]. Our inferred proportions of

mutations in various selective regimes agreed well with prior work (Table 2.3).

We worked at the codon level to assess the correlation in selection coefficients

for nonsynonymous mutations, so a triallelic locus could arise from two mutations at

the same nucleotide or at different nucleotides in the same codon. We extended our

inferred one-dimensional DFE to two dimensions, fixing the parameters µ, σ, γ+, and

p+, so that the correlation coefficient ρ was the only free parameter of the bivariate

lognormal distribution, along with a single parameter for ancestral misidentification.

Fitting to 10,471 mutually nonsynonymous triallelic loci (Figure 2.3A), we inferred

ρ = 0.51 (Figure 2.3B, Tables 2.1 and S1). Selection coefficients for nonsynonymous

mutations at the same codon are thus somewhat but not completely correlated, so

location and identity play roughly equal roles in determining mutation fitness effects.
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2.4.2 Effects of data quality and model misspecification

Statistical power to infer the selection correlation coefficient varies with the number of

observed triallelic loci and the number of sampled individuals. Inference may also be

biased by distortions in the observed frequency spectrum due to sequencing error or

by misspecification of the demographic or selection model. To assess the sensitivity of

our analysis to such effects, we considered both fits to simulated data and alternative

fits to the Drosophila data.

There were 10,471 mutually nonsynonymous triallelic codon polymorphisms in the

197 sampled genomes of the Zambian fruit fly data, which yielded a tight confidence

interval for the selection correlation coefficient (Table 2.1). To test the power of our

inference for different true values of the underlying correlation coefficient and smaller

numbers of sampled individuals or triallelic loci, we fit simulated data sets, assuming

the exact demography and marginal DFE were known. As expected, inferences of the

correlation coefficient were unbiased, and power increased with increasing number of

observed triallelic loci (Figure 2.10A-E). For a constant number of observed triallelic

loci, the precision of the inference was insensitive to number of sampled individuals

(Figure 2.10F), suggesting that capturing rare triallelic variants is not crucial. To infer

the correlation coefficient to a similar precision as the mutational-scanning studies,

more than 2,000 triallelic sites were needed, suggesting that our inference can only

be carried out for populations with high genetic diversity. For example, in the 1000

Genomes Project Phase 3 human data [1000 Genomes Project Consorium, 2012],

among the 216 genomes from the Yoruba population, there were only 658 mutually

nonsynonymous triallelic codons for which we were able to determine the ancestral

state. Based on our fits to simulated data, we would not have power to accurately

infer the correlation coefficient from this data.

Errors in sequencing may distort the observed site frequency spectrum, particu-

larly at low frequencies. To test the sensitivity of our approach to sequencing error,
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we simulated data under our three-epoch demographic model and DFE, plus an ad-

ditional model for sequencing error. The model assumed that each sequenced base

had probability ε � 1 to be incorrectly identified; that is, with probability ε, for

each polymorphic site, an individual’s true derived base was called as ancestral, or

an individual’s true ancestral base was called as derived [Johnson and Slatkin, 2008].

We then refit parameters for all of our models to both the biallelic and triallelic

data simulated under this model. We found that high error rates (ε ≥ 10−4) biased

our inference of the selection correlation coefficient upward (Figure 2.11). This is

likely because, under this model, sequencing error reduces the proportion of alleles

observed at low versus moderate and high frequencies, and higher values of ρ similarly

reduce the proportion of alleles expected at low frequency versus high and moderate

frequencies (Figure 2.1C-F).

Sequencing errors may bias inference, but the DPGP3 D. melanogaster data we

used are high coverage (30×-50×) haploid sequences [Lack et al., 2015], so we expect

sequencing error was negligible in our inference. In particular, [Lack et al., 2015]

report error rates on the order 10−5 per site, below the the 10−4 error rate that

caused bias in our simulation study.

To assess the sensitivity of our inferences to the demographic model, we fit two

additional models to the Drosophila data, both simpler than the three-epoch model

we focused on. For both models, we fit the demographic parameters to the synony-

mous biallelic data, fit the marginal DFE to the nonsynonymous biallelic data, and

finally inferred ρ from the mutually nonsynonymous triallelic data, all as described

previously. We first considered a two-epoch demographic model, consisting of a sin-

gle instantaneous population size change at some time in the past. Using this model

resulted in a noticeably poorer fit to the biallelic and triallelic data (Figure 2.12A

and Table 2.4). The inferred lognormal portion of the marginal DFE was similar to

that from the three-epoch model. Under the two-epoch model, however, we inferred

more and stronger positive selection, likely because this compensates for the under-
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estimation of high frequency alleles in the two-epoch model (Figure 2.12B). This in

turn caused the inferred correlation coefficient to be substantially lower (Table 2.4),

likely because a lower correlation coefficient reduces the number of moderate and

high-frequency triallelic loci (Figure 2.1C-F), partially compensating for the effect of

increased positive selection. We then considered an equilibrium demography, assum-

ing no population size changes. This model fit the data very poorly (Figure 2.12A

and Table 2.4), and the marginal DFE and the correlation coefficient we inferred

were skewed toward neutrality and a lower ρ (Table 2.4), because these skews gener-

ate more rare variants to account for the deficit produced by this poor demographic

model. Together, these analyses suggest that inference of the triallelic DFE is sensi-

tive to misspecification of the demographic model.

In our primary Drosophila analysis, we assumed that the DFE followed a lognor-

mal distribution, because such a distribution fits the biallelic data well and easily

generalizes to two or more dimensions. Other analyses of the univariate DFE have,

however, used other parametric distributions [Eyre-Walker et al., 2006, Keightley and

Eyre-Walker, 2007, Boyko et al., 2008, Kousathanas and Keightley, 2013], particularly

the gamma distribution [Eyre-Walker et al., 2006, Keightley and Eyre-Walker, 2007].

When we fit a DFE with a gamma distribution for negatively selected sites and a

point mass of positive selection to the bivariate data we found a poorer fit than the

lognormal distribution (Table 2.5). We nevertheless fit a bivariate extension of the

gamma distribution to the triallelic data. A number of bivariate gamma distributions

have been defined (reviewed by [Yue et al., 2001]). We chose one that maintains the

univariate gamma distribution when marginalized ([Kibble, 1941]; File S1). When fit

to the Drosophila data, the bivariate gamma distribution yielded ρ = 0.975, with a

moderately worse likelihood than the bivariate lognormal (Table 2.5). Note, however,

that the bivariate gamma DFE is in terms of the selection coefficient γ, and the log-

normal distribution is in terms of log γ, so the correlation coefficients are not directly

comparable. Given that the lognormal distribution better fits our data and has been
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previously found to be a good approximation for the D. melanogaster univariate DFE

[Kousathanas and Keightley, 2013], we prefer the lognormal estimate. This analysis

shows, however, that the inferred correlation coefficient is sensitive to the paramet-

ric form of the bivariate distribution. Future applications may thus consider other

possible forms for the bivariate DFE.

2.4.3 Comparison to experimental mutation scanning studies

Our population genetic approach allowed us to simultaneously study the whole genome,

but it is an indirect approach to measuring the selection coefficient correlation. Com-

plementary experimental data come from mutational scanning experiments, which use

deep sequencing to simultaneously assay the function of thousands of mutant forms

of a protein ([Araya and Fowler, 2011]; Figure 2.4A). To measure selection coefficient

correlations from such data, we sampled pairs of mutually nonsynonymous mutations

for each site assayed in the protein and calculated the resulting correlations (Fig-

ure 2.4B; File S1). Because our population genetic inference is insensitive to strongly

deleterious mutations, we restricted our analysis to the moderately deleterious mu-

tations found in each experiment (Figure 2.7). We analyzed proteins from E. coli

[Firnberg et al., 2014], S. cerevisiae [Roscoe et al., 2013], and humans [Starita et al.,

2015] (Table 2.1). In all three cases these direct biochemical assays yielded a fitness

effects correlation in agreement with our population genetic estimate, although the

limited number of sites within each experiment yielded large confidence intervals, and

experimental noise would tend to systematically bias the experimental correlations

downward. These results suggest that the moderate correlation of mutation fitness

effects we found in D. melanogaster also holds true for other organisms and proteins.
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Figure 2.4. Mutational scanning data. A: Partial mutational fitness landscape
for E. coli TEM-1 β-lactamase, adapted from [Firnberg et al., 2014]. For almost all
possible single mutants, fitness was assayed as relative antibiotic resistance. Gray
entries denote mutations not measured, and green squares highlight the ancestral
sequence. B: Joint distribution of fitnesses for mutually nonsynonymous mutations
for TEM-1 β-lactamase, using data from [Firnberg et al., 2014]. For other data sets
in Table 2.1, see Figure 2.7.

2.4.4 Selection coefficient correlation for subsets of data

Sites within proteins vary in their evolutionary properties [Halpern and Bruno, 1998,

Holder et al., 2008], so we asked how the fitness effect correlation coefficient differs

among subsets of the D. melanogaster population genomic data. We first tested our

expectation that biochemically similar derived amino acids would have more tightly

correlated selection coefficients than dissimilar derived amino acids [Yampolsky et al.,

2005, Blanquart and Lartillot, 2008]. We assessed similarity using the Grantham

matrix [Grantham, 1974], which scores pairs of amino acids based on similarity of

biochemical properties. We then refit the correlation coefficient and misidentification

parameter to the subsets of loci with the top and bottom 20% of similarity scores. We

indeed found that highly similar derived amino acids exhibited stronger correlation

than dissimilar amino acids (Table 2.1), validating our approach.

We also assessed the correlation of fitness effects for subsets of amino acids that are

buried or exposed, based on solvent accessibility, as well as subsets that are ordered or

disordered, because protein structural properties are known to affect the amino acid
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substitution process [Dimmic et al., 2000]. We used SPINE-D [Zhang et al., 2012]

to separate sites into the top and bottom 20% of solvent accessibility scores and into

disorder and ordered classes. For each subset, we refit the underlying marginal DFE

and then fit the bivariate DFE to measure the correlation coefficient. As expected

[Goldman et al., 1998, Bustamante et al., 2000, Tseng and Liang, 2006, Lin et al.,

2007], for buried residues with low solvent accessibility and for ordered residues, we

inferred DFEs that were more negatively skewed than for residues with high solvent

accessibility or that were structurally disordered (Table 2.6). We found, however, that

these structural features did not affect the inferred fitness effects correlation coefficient

(Table 2.1). Together, these results suggest that models of protein evolution that

incorporate structural features [Wilke, 2012, Arenas et al., 2013], do need to account

for differences in the marginal DFE, but not for differences in correlation.

2.4.5 Conclusions

Based on the three-allele Wright-Fisher model with an influx of new mutations, we

developed a novel numerical solution to the triallelic diffusion equation that simul-

taneously models the effects of demography and selection on pairs of derived alleles

(Figure 2.1). Using our method, we inferred, for the first time, the correlation of mu-

tation fitness effects at the same site within proteins from triallelic nonsynonymous

SNP data (Figure 2.3). We found that the correlation coefficient is intermediate be-

tween completely uncorrelated and completely correlated. Early mutation-selection

models of protein evolution made the unrealistic assumption that the fitness effects

of multiple mutations occurring at the same site were identical [Nielsen and Yang,

2003]. More recent methods estimate selection coefficients for every possible amino

acid at every site [Tamuri et al., 2012], but these complex models require a great

deal of data [Tamuri et al., 2014]. Our model of correlated fitness effects is a useful

intermediate complexity model.
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We found strong quantitative agreement between the fitness effects correlation co-

efficient inferred from our population genomic inference and from direct biochemical

experiments (Figure 2.4). Moreover, this agreement held across a wide range of model

organisms, for genes that vary dramatically in function, and using several measures

of fitness, suggesting that this correlation of mutation fitness effects is a fundamen-

tal property of protein biology, not species- or protein-specific. We also refined our

analysis to biologically-relevant subsets of the data (Table 2.1). As expected, non-

synonymous pairs of similar derived amino acids show significantly higher correlation

of fitness effects that dissimilar pairs. Although solvent accessibility and structural

disorder did affect the marginal DFE (Table 2.6), we did not find a difference in fit-

ness effects correlation between different classes of these sites (Table 2.1). Together,

our results suggest that the fitness effects correlation we inferred is a nearly univer-

sal property of protein evolution, with important implications for modeling protein

evolution.
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2.6 Supporting Information

2.6.1 Triallelic solution numerics

Our numerical solution to Eq. 2.3.5 used finite differences, sequentially applying an

alternating direction implicit (ADI) method for the non-mixed derivative terms and

an explicit method for the mixed term. We used a uniform grid in x and y with grid

spacing ∆ = 1/(N − 1), where N is the number of grid points in each direction. For
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the non-mixed terms, we discretized Eq. 2.3.5 as

φn+1
i,j − φni,j
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)
where Vi = xi(1 − xi) and Mi,j = γ̃i,jxi(1 − xi). The scheme for the y direction was

equivalent. For the mixed term, we used the explicit discretization

φn+1
i,j − φni,j

∆τ
= −(Cφn)i+1,j+1 − (Cφn)i+1,j−1 − (Cφn)i−1,j+1 + (Cφn)i−1,j−1

4∆2
(2.6.2)

where Ci,j = xiyj. The implicit (Eq. 2.6.1) and explicit (Eq. 2.6.2) schemes were

sequentially applied each time step, along with the injection of density to account for

new triallelic loci arising in the population due to mutation.

Because it does not capture the x, y covariation, the ADI method pushes excess

density to the absorbing diagonal boundary (Figure 2.5). To avoid this excess loss

of density, we integrated φ using the ADI (Eq. 2.6.1) and explicit mixed derivative

(Eq. 2.6.2) methods only for those grid points up to those immediately adjacent to

the diagonal boundary but not including the grid points lying on the boundary. For

points near the boundary, we calculated the amount of density that should be lost

to the diagonal boundary from each grid point and explicitly removed that density

each time step. The amount of density to be removed was numerically calculated by

integrating the one dimensional diffusion equation forward in time by ∆τ with initial

point mass at frequency x+ y, and then checking the relative amount of density that

fixed with frequency one.

Simulations were initialized from the equilibrium neutral solution

φ(x, y) =
θ

x y
. (2.6.3)

For γ 6= 0, the system was integrated for τ = 20 time units to reach equilibrium

before applying demographic events.
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To model the influx of density due to mutation, we coupled our numerical triallelic

solution to models for the biallelic population frequency spectrum φbx and φby. We

calculated these φb using ∂a∂i [Gutenkunst et al., 2009]. Each timestep we then

added density to the first row of grid points on the interior of the domain near the

horizontal or vertical axes. For example, along the y axis we added to φ1,j the amount

1

∆2
∆τ

θ

2
φby
j . (2.6.4)

The diffusion equation applies for Ne →∞, so we extrapolate on the grid size to

approximate the solution for ∆→ 0. For numerical accuracy, we required more grid

points than the number of samples in our study. There were 197 sequenced Drosophila

individuals, so for our application we used N = 250, 270, and 290 grid points and

quadratic extrapolation. We also found an increase in accuracy by extrapolating on

the timestep ∆τ , and we used quadratic extrapolation on ∆τ = 0.005, 0.001, and

0.0002.

These methods were implemented in Python, using the NumPy [Oliphant, 2006],

Scipy [Jones et al., 01 ], and Matplotlib [Hunter, 2007] libraries, and we used Cython

[Behnel et al., 2011] to write some routines as a C-extension to Python for speed.

The simulation code is packaged with ∂a∂i and available at http://bitbucket.org/

RyanGutenkunst/dadi.

2.6.2 Validation of triallelic simulations

To validate our triallelic diffusion simulations, we first compared to the neutral coales-

cent results of Jenkins, Mueller, and Song [Jenkins et al., 2014] for a number of simple

two- and three-epoch demographies at neutrality, i.e. γx = γy = 0. We calculated the

entries for the coalescent-based spectrum using Eq. 8 in [Jenkins et al., 2014]. Our

diffusion simulations agreed well with these coalescent results (Figure 2.8). Both the

diffusion calculation and coalescent calculations took less than 30 seconds, although

generating the trees needed for the coalescent calculation took tens of minutes.

http://bitbucket.org/RyanGutenkunst/dadi
http://bitbucket.org/RyanGutenkunst/dadi
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To validate our triallelic diffusion simulations with selection, we compared to

custom Wright-Fisher simulations implemented in Python (Figure 2.9). Each gen-

eration, new triallelic loci entered the population at constant rate, with frequency

(1/2N, y) or (x, 1/2N), where frequencies x or y were sampled from the background

equilibrium biallelic frequency spectrum corresponding to the selection coefficients

of the two alleles. The expected number of new triallelic loci per generation de-

pended on the selection coefficient of the background allele, as the magnitude of

the biallelic density function varies with γ. We approximated these population-level

density functions using 2N grid points. Each generation, the allele frequencies of

each locus were updated using multinomial sampling, with the expected frequencies

xnext = x(1 + sx)/(1 + xsx + ysy) and ynext = y(1 + sy)/(1 + xsx + ysy). After each

generation, we dropped loci for which one of the alleles was lost, rendering the site no

longer triallelic. We used population sizes of N = 1000 and ran each simulation for

20N generations to reach equilibrium. We then populated the frequency spectrum

by sampling 20 copies of each locus every 100 generations, for 20N generations. We

ran 200 independent instances of the simulation for each set of selection coefficients

and combined the frequency spectra in order to increase the number of independently

sampled triallelic loci. Our diffusion simulations agreed well with these discrete sim-

ulations (Figure 2.9).

2.6.3 Bivariate lognormal distribution

For biallelic data, we used the univariate lognormal distribution to model the nega-

tively selected portion of the nonsynonymous DFE, along with a point mass for some

proportion of positive selection. The lognormal distribution takes the form

f(x) =
1

xσ
√

2π
e−

(ln x−µ)2
2σ2 (2.6.5)

and we assume that with probability p+, a novel nonsynonymous mutation will have

selection coefficient γ+ > 0, and with probability 1− p+, it will have selection coeffi-
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cient pulled from the density function f(x). The bivariate extension of the lognormal

distribution has density function

g(x, y) =
1

2πxyσxσy
√

1− ρe
−Q/2 (2.6.6)

with

Q =
1

1− ρ2

[(
lnx− µx

σx

)2

− 2ρ

(
lnx− µx

σx

)(
ln y − µy

σy

)
+

(
ln y − µy

σy

)2
]

(2.6.7)

where µx, µy are the marginal means, and σx, σy are the marginal standard deviations,

and ρ is the correlation coefficient. In our application µx = µy = µ, and σx = σy = σ.

We now describe how the DFE with a point mass of positive selection extends to

the bivariate DFE. For a triallelic locus, assume that the first derived allele to arise

has selection coefficient γx. This selection coefficient is γ+ with probability p+, or

has γx < 0 sampled from the univariate lognormal distribution given by f(x) with

probability 1 − p+. The selection coefficient γy of the second derived allele at this

locus is conditional on γx. The relative weights for the regimes of the signs of the two

selection coefficients (with γx, γy < 0; γx, γy > 0; or one selection coefficient positive

and the other negative) depends on both p+ and ρ. If γx = γ+, then γy = γ+ with

probability ρ(1− p+) + p+, or γy is pulled from the univariate lognormal distribution

with mean µ and standard deviation σ with probability (1−p+)(1−ρ). If ρ is larger,

the probability that γy = γ+ as well increases, as expected. On the other hand, if

γx < 0, having been pulled from the lognormal distribution with parameters µ and σ,

then γy = γ+ with probability p+(1− ρ), and γy < 0 with probability (1− p+) + p+ρ,

pulled from the univariate lognormal distribution with µ̃ and σ̃. The new parameters

µ̃ and σ̃ are found by holding γx constant in the bivariate lognormal distribution and
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rearranging to find the univariate distribution for γy:

σ̃ = σ
√

1− ρ,

µ̃ = µ+ ρσ̃B,

B =
ln (−γx)− µ
σ
√

1− ρ2
.

2.6.4 Bivariate gamma distribution

We also performed our analysis using a gamma distributed DFE instead of a lognormal

DFE. The bivariate gamma distribution we used was introduced by [Kibble, 1941].

The gamma distribution takes the form

f(x) =
βα

Γ(α)
xα−1e−βx, (2.6.8)

where α and β are the shape and scale parameters, respectively. Consider two

marginal gamma distributions f1 with shape and scale parameters α1 and β1, and

f2 with α2, β2, and let α =
√
α1α2. For correlation coefficient ρ, the bivariate gamma

distribution that we used then takes the form

g(x, y) =
(β1β2)

α

(1− ρ)Γ(α)

(
xy

ρβ1β2

)α−1
2

exp

(
−β1x+ β2y

1− ρ

)
Iα−1

(
2
√
ρβ1β2xy

1− ρ

)
(2.6.9)

where Iα is the modified Bessel function of the first kind of order α, given by

Iα(z) =
∞∑
k=0

(z/2)2k+α

Γ(k + α + 1)k!
. (2.6.10)

2.6.5 Subsets of trialleic variation

When considering similar or dissimilar derived amino acids, we refit the correlation

coefficient using the same univariate DFE as the full data. For the solvent accessibility

and disorder analysis, we refit the univariate DFE, although for consistency with the

whole-genome analysis we fixed γ+ = 39.9.
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To predict residue solvent accessibility and structural disorder using SPINE-D

[Zhang et al., 2012], we first matched RefSeq IDs from Annovar [Wang et al., 2010]

to Ensembl release 81 [Cunningham et al., 2014] gene and transcript IDs. For the

95% of proteins for which the Ensembl CDS sequence perfectly matched the SNP

states reported by Annovar, we then ran SPINE-D [Zhang et al., 2012] on the longest

Ensembl transcript.

2.6.6 Mutational scanning data

[Firnberg et al., 2014] studied 286 positions in E. coli TEM-1 β-Lacatamase. Their

proxy for fitness was resistance to ampicillin, relative to the ancestral sequence. They

reported fitnesses at the codon level, so we restricted our analysis to mutations that

were a single nucleotide change from the ancestral sequence. The distribution of mea-

sured fitnesses was strongly skewed toward zero (Figure 2.7A). To exclude severely

deleterious mutations, in our primary analysis (Table 2.1) we considered only muta-

tions with fitness > 0.1 (Figure 2.7A,D). If we included all mutations (Figure 2.7G),

we inferred a fitness correlation coefficient of 0.42−0.58.

[Roscoe et al., 2013] studied 75 positions in S. cerevisiae ubiquitin, assaying fitness

as growth rate relative to the ancestral sequence. They reported data at the amino

acid level, so we considered mutations to all possible amino acids. To focus on the

bulk of the fitness distribution, we restricted our primary analysis to only mutations

with fitness > 0.72 (Figure 2.7B,E). If we included all mutations (Figure 2.7H), we

inferred a fitness correlation coefficient of 0.34−0.68.

[Starita et al., 2015] studied 303 positions in the RING domain of human BRCA1

protein. Their proxy for fitness was a homology-directed DNA repair (HDR) score,

based on combined measurements of ubiquitination activity assayed by phage display

and binding to the RING domain of BARD1 assayed by yeast two-hybrid. To focus

on the bulk of the fitness distribution, we restricted our primary analysis to consider
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only mutations with fitness > 0.35 (Figure 2.7C,F). If we included all mutations

(Figure 2.7I), we inferred a fitness correlation coefficient of 0.29−0.59.

2.6.7 Supplementary figures and tables
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Figure 2.5. Numerical challenges along diagonal boundary. A: In the in-
terior of the domain, we integrated forward with Eq. 2.6.1 and Eq. 2.6.2. B: Near
the boundary of the domain, density spreads primarily diagonally (blue ellipse). In
our scheme, the ADI step (Eq. 2.6.1, solid arrows) pushes density horizontally and
vertically, and the explicit step (Eq. 2.6.2, dashed arrows) accounts for diagonal flow.
C: Immediately adjacent to the boundary, the ADI step pushes excess density onto
the boundary, which cannot return (red Xs), because the boundary is absorbing. We
thus applied the ADI step to all points except those adjacent to the boundary. At the
adjacent points we calculated the density that should be lost to the boundary each
timestep and explicitly moved that much density to the boundary.



49

−108 −104 −100 −10−4 +40

γ

P
ro

b
a
b
ili

ty

ef
f. 

le
th

.

eff. neut.

−108 −102 −10−4

γx

−108

−102

−10−4

γ
y

γy  eff. neut.

γ
x
 e

ff
. 
n
e
u
t.

A

B

Figure 2.6. Integration over DFEs. A: Best-fit lognormal DFE for bivariate
nonsynonymous data, with regimes assumed to be effectively neutral and lethal high-
lighted. B: Best-fit bivariate lognormal DFE (not showing positive selection portion)
for all triallelic nonsynonymous data. In the crosshatched area, we considered one
or both alleles to be effectively lethal, such that they did not contribute to observed
segregating variation. In regions for which γx or γy were assumed effectively neutral,
we used γ = 0 for calculation. For example, if γx = −10−6 and γy = −1, we used the
frequency spectrum calculated for (γx, γy) = (0,−1).
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Figure 2.7. Mutational scanning experiments. A-C: Fitness proxy distribu-
tions for all three data sets. Shaded region indicates mutations considered in our
primary analysis that focused on mutations with moderate effect (Table 2.1). D-F:
Binned probability distribution of joint fitnesses for pairs of nonsynonymous muta-
tions at the same site, restricted to fitnesses considered in our primary analysis. G-I:
As in D-F, but including all mutations.
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Figure 2.8. Validation of numerics for neutral demography. For a two-epoch
demography in which the population doubles in size at a time 0.1× 2Na generations
before present, we compared our diffusion results with the coalescent method of Jenk-
ins, Mueller, and Song [Jenkins et al., 2014]. A: Numerical diffusion solution with grid
points [60, 80, and 100] and time steps [0.01, 0.001, and 0.0001]. B: Coalescent solu-
tion from 10,000 simulated trees (from Hudson’s ms [Hudson, 2002]) used to calculate
the moments of intercoalescent times. C. The residuals show good agreement between
our numerical diffusion approach and the coalescent approach from [Jenkins et al.,
2014], with Poisson residuals calculated as (Coalescent−Diffusion)/

√
Coalescent, with

the exception that our diffusion method slightly underestimates low-frequency alleles
when compared with the coalescent approach.
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Figure 2.9. Validation of numerics including selection. Residuals between
diffusion and discrete simulations at equilibrium for varying selection strengths. The
diffusion-based spectra were scaled to match the magnitude of the simulation spectra.
Poisson residuals were calculated as (Diffusion−Simulation)/

√
Diffusion. The number

of SNPs in each comparison is labeled in each panel.
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Figure 2.10. Statistical power of selection correlation coefficient inference.
Plotted are the distributions of selection correlation coefficients inferred from simu-
lated data. Red lines denote medians, boxes denote first and third quartiles. Data
were simulated using our best-fit demography and marginal DFE from the Drosophila
data, but with varying correlation coefficient ρ. For each configuration of ρ and data
size, we simulated and fit 200 data sets. A-D: For a given ρ, we varied the number of
observed triallelic loci among 197 sampled chromosomes. As the number of observed
loci increases, the power to accurately infer ρ increases smoothly. E: For ρ = 0.5, we
varied the number of sampled individuals, while holding θ constant so that 10,000
triallelic loci would be observed with 197 samples, and fewer would be observed with
smaller samples. F: For ρ = 0.5, we varied the number of sampled individuals, while
holding the number of observed triallelic loci constant at 10,000. In this case, power
depends very little on sample size.
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Figure 2.11. Effect of sequencing error on selection correlation coefficient
inference. We simulated data under our best-fit demographic and marginal DFE
model, with ρ = 0.5, including a model for sequencing error in which each individual
genotype has probability ε of being miscalled [Johnson and Slatkin, 2008]. Inference
was unbiased for error rates ε ≤ 10−5 and biased upward for larger error rates.
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Figure 2.12. Biallelic data fits for simpler demographic models. Top panels
show the data (thin black lines) and maximum-likelihood models (thick colored lines),
and bottom panels show the Anscombe residuals between model and data. A&B:
The two-epoch model fits the data more poorly than the three-epoch model. Our
resulting inferences of the marginal DFE under this model are similar to under the
three-epoch model, but the inferred value of ρ is notably lower. C&D: The equilibrium
demographic model does not fit the biallelic data well, and both the marginal and
bivariate DFE inferences differ substantially from the three-epoch model.
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Table 2.2. Maximum-likelihood estimates from Drosophila data. Point
estimates and confidence intervals for our three epoch demographic model (Fig-
ure 2.2B), the univariate distribution of fitness effects for nonsynonymous mutations
(Figure 2.2C), and the bivariate DFE from triallelic data (Figure 2.3).

Estimates
Model Parameter ML 95% CI Log-likelihood

3-epoch

ν1 1.63 1.47−1.79

-1334
ν2 3.15 3.02−3.28
τ1 0.12 0.10−0.14
τ2 0.044 0.035−0.054

misid 0.052 0.051−0.053

DFE

µ 5.42 5.23−5.62

-853.3
σ 3.36 3.25−3.47
γ+ 39.9 35.7−44.1
p+ 0.0079 0.0069−0.0088

misid 0.014 0.013−0.015

Correlation
ρ 0.51 0.44− 0.59

-4433
misid 0.029 0.023− 0.34
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Table 2.3. Estimated proportion of mutations in Nes ranges. [Eyre-Walker
and Keightley, 2009] used a gamma distribution for the DFE, and [Kousathanas
and Keightley, 2013] used a lognormal DFE, both only for negative selection. The
two analyses in Schneider et al. (2011) considered the strength and proportion of
positively selected mutations. A: This study (lognormal, with positive selection).
B: [Eyre-Walker and Keightley, 2009]. C: [Kousathanas and Keightley, 2013]. D:
[Schneider et al., 2011] ([Shapiro et al., 2007] dataset). E: [Schneider et al., 2011]
([Callahan et al., 2011] dataset).

proportion in Nes range
≤ −100 (−100,−10] (−10,−1] (−1, 0] > 0 Nes+

A 0.51 0.25 0.15 0.079 0.0079 20
B 0.70 0.17 0.07 0.06 – –
C 0.78 0.11 0.064 0.044 – –
D – – – – 0.0096 4.5
E – – – – 0.018 5.7



58

Table 2.4. Maximum-likelihood parameters from simpler demographic
models. The two-epoch demographic model fit the synonymous data somewhat
worse than the three-epoch model, and the equilibrium demography fit the data very
poorly (Figure 2.12). The fits to the nonsynonymous biallelic and triallelic data were
also worse for the two simpler demographic models (compare log-likelihoods with
Table 2.2). The two epoch demography fits the data more poorly for low and high
frequency alleles than the three epoch demography (Figure 2.12, and the DFE is
skewed toward neutrality for negatively selected sites and the strength of positive
selection is higher than the three epoch DFE. This causes more high frequency alleles
to be present in the triallelic frequency spectrum, which tends to push the inferred ρ
to lower values (Figure 2.1).

Estimates
Model Parameter ML 95% CI LL

2-epoch, demography
ν 2.73 2.70− 2.75

-1499τ 0.091 0.089− 0.093
misid 0.051 0.050− 0.052

2-epoch, DFE

µ 5.28 5.25− 5.30

-979.3
σ 3.03 2.98− 3.07
γ+ 72.2 69.0− 75.4
p+ 0.0091 0.0084− 0.0097

misid 0.011 0.010− 0.012

2-epoch, correlation
ρ 0.31 0.27− 0.35

-4451
misid 0.025 0.023− 0.027

Equilibrium, DFE

µ 4.40 4.39− 4.42

-1619
σ 1.19 1.17− 1.21
γ+ 0.0
p+ 0.062 0.061− 0.063

misid 0.024 0.023− 0.024

Equilibrium, correlation
ρ 0.20 0.17− 0.22

-4480
misid 0.056 0.050− 0.062
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Table 2.5. Maximum likelihood estimates for a gamma-distributed DFE.
The univariate and bivariate gamma distributions fit the biallelic nonsynonymous
Drosophila data worse than the lognormal distribution (Table 2.2). The correlation
coefficient in the gamma distribution is in terms of the selection coefficient, but in
the lognormal distribution it is in terms of the logarithm of the selection coefficient,
so it is difficult to directly compare the inferred coefficients.

Estimates
Model Parameter ML 95% CI LL

Univariate gamma

α 0.384 0.379− 0.389

-871
β 1401 1339− 1463
γ+ 97.0 82.3− 111.7
p+ 0.00426 0.00396− 0.00456

misid 0.0133 0.0122− 0.0144

Gamma correlation
ρ 0.975 0.966− 0.983

-4464
misid 0.0197 0.0146− 0.0248

Table 2.6. Maximum likelihood estimates for the refit DFEs for subsets
of the data based on solvent accessibility and structural disorder. We refit
the correlation coefficient ρ to subsets of the triallelic fruit fly data. We first refit the
univariate DFE to the biallelic nonsynonymous data, and we fixed γ+ = 39.9 for all
fits. In the biallelic fits, we inferred stronger negative selection for buried and ordered
amino acids, as expected and described in the main text.

Estimates
Subset Parameter Max Likelihood 95% CI range

Exposed
µ 4.26 4.22−4.31
σ 2.93 2.85−3.01
p+ 0.0132 0.0118−0.0146

Buried
µ 7.06 6.98−7.14
σ 3.53 3.45−3.60
p+ 0.00352 0.00308−0.00396

Disordered
µ 4.14 4.11−4.17
σ 3.00 2.95−3.05
p+ 0.0111 0.0102−0.0120

Ordered
µ 6.42 6.37−6.47
σ 3.43 3.37−3.48
p+ 0.00589 0.00547−0.00631
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Chapter 3

Demographic inference using a diffusion

approach for nonequilibrium two-locus

statistics

3.1 Abstract

Population demographic history may be learned using observed patterns of contem-

porary polymorphism data. The allele frequency spectrum, which summarizes poly-

morphism data by storing the counts of observed allele frequencies in a sample, is

a particularly informative statistic from which single- and multi-population demo-

graphic models may be inferred. However, the allele frequency spectrum assumes

independence between sites and ignores the effects of linkage between neighboring

loci. Patterns of linkage disequilibrium are also informative about history, but few

resources exist to take advantage of joint patterns of allele frequencies and linkage

disequilibrium to infer demography. Here, we develop a diffusion approach for the

calculation of two-locus allele frequency statistics that allows for arbitrary recom-

bination between the two loci and single population non-equilibrium demography.

We demonstrate that the two-locus statistics are more sensitive to demography than

the single-locus allele frequency spectrum and thus provide additional power for de-

mographic inference. Finally, we infer single population demographic histories for a

population of Zambian Drosophila melanogaster using haplotype data, and we find

that using two-locus statistics provides a better fit to patterns of linkage disequilib-

rium.
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3.2 Introduction

Patterns of genetic variation are shaped by the evolutionary and demographic his-

tory of the population, so that observed variation encodes information about that

history. Understanding a population’s demographic history is not only intrinsically

interesting, but also serves as an important control for learning about natural selection

[Bustamante et al., 2001, Boyko et al., 2008], the design of biomedical studies, and un-

derstanding the relative efficacy of selection as populations change in size [Lohmueller

et al., 2008, Henn et al., 2015]. One particularly informative statistic used to sum-

marize genetic polymorphism data is the allele frequency spectrum (AFS), which

stores the distribution of observed allele frequencies in a sample of the population.

The shape of the AFS is sensitive to demographic history, and fitting the expected

AFS under parameterized demographic models to the observed AFS is a powerful

approach for learning about demographic history [Marth et al., 2004, Williamson

et al., 2005, Gutenkunst et al., 2009]. The histories of many human and non-human

populations have been inferred from allele frequency data, and developing methods to

efficiently and accurately calculate the estimated AFS under various demographic and

genetic models remains an active pursuit within the population genetics community

[Kamm et al., 2016b].

For unlinked loci, the AFS is a sufficient statistic of the data and completely de-

scribes observed patterns of variation [Lohmueller et al., 2009]. The expected sample

biallelic frequency spectrum under arbitrary single- or multi-population histories can

be efficiently calculated with either a coalescent [Kingman, 1982, Tajima, 1983] or

diffusion [Kimura, 1964, Williamson et al., 2005] approach, which then allows for the

use of Poisson random field theory [Sawyer and Hartl, 1992] to obtain likelihoods of

the data given model parameters. A key assumption within the Poisson random field

framework is that of independence between segregating loci, so that allele frequency

trajectories are uncorrelated. However, neighboring loci are physically linked on the
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chromosome, and their allele frequencies are thus correlated. Recombination serves

to reduce this correlation, with a higher rate of recombination between two loci more

rapidly breaking down that association, and for any two linked SNPs, their linkage

disequilibrium is a measure of their non-independence. Furthermore, as with allele

frequencies, patterns of linkage disequilibrium are shaped by historical demographic

events such as bottlenecks, growth, and admixture, and therefore are also informative

about history [Pritchard and Przeworski, 2001].

For linked sites the distribution of linkage disequilibrium carries additional infor-

mation to the allele frequency spectrum about past demography [Myers et al., 2008],

and the joint distribution of allele frequencies and linkage disequilibrium between

pairs of SNPs should afford greater power for demographic inferences than those

based on allele frequencies alone. Characterizing two-locus allele frequency dynam-

ics and calculating their sampling probabilities has attracted a large body of work.

Kimura considered the case of genetic drift at multi-allelic loci using a diffusion ap-

proximation (for example, [Kimura, 1955]), where he calculates the time to fixation

for one of the alleles when more than two alleles are present. This approach was ex-

panded over the following decade to explicitly consider the two-locus setting with two

alleles at each locus [Kimura, 1963, Hill and Robertson, 1966, Karlin and McGregor,

1968, Ohta and Kimura, 1969, Watterson, 1970]. These studies were generally inter-

ested in the probability and rates of fixation under arbitrary recombination between

the two loci, and characterizing the expectation and variance of linkage disequilibrium

in this setting.

More recently, sampling probabilities for two neutral linked loci were directly

calculated under equilibrium demography [Golding, 1984, Hudson, 1985, Ethier and

Griffiths, 1990], often using the recursion approach due to [Golding, 1984]. Hudson

extended these results to generate those sampling probabilities with knowledge of

the ancestral state and proposed a composite likelihood approach for fine-scale es-

timation of recombination rates across the genome [Hudson, 2001], which has been
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implemented to infer recombination maps and hotspot identification in human and

Drosophila populations [McVean et al., 2004, Auton and McVean, 2007, Chan et al.,

2012]. [Xie, 2011] used a diffusion approach to calculate the sample frequency spec-

trum for two completely linked loci under neutrality or equal levels of selection, while

neutral sampling probabilities were developed under the coalescent with recombina-

tion for moderate to large recombination rates and constant population size [Jenkins

and Song, 2009, Jenkins and Song, 2010, Jenkins and Song, 2012, Bhaskar and Song,

2012]. Recently, [Kamm et al., 2016a] developed a coalescent approach to gener-

ate two-locus sampling probabilities under arbitrary demography and recombination

and found that accounting for demographic history improves accuracy in composite

likelihood approaches for estimating fine-scale recombination rates.

In this paper, we rigorously characterize the increase in power from using two-

locus allele frequency statistics for demographic inference over using the AFS under

the assumption of independence between loci, and we find that two-locus statistics

are more sensitive to past demography than single locus statistics. The main result

of this chapter centers around the development of a numerical solution to the dif-

fusion approximation for two-locus allele frequencies with arbitrary recombination.

We package this method in a two-locus composite likelihood framework similar to

[Hudson, 2001] that can be used to infer past population size changes for single-

population demography, and using this method we infer demography for a Drosophila

melanogaster population from Zambia.

3.3 Theory and Methods

3.3.1 A discrete two-locus model with influx of new mutations

We used a diffusion approximation to a two-locus model that allows two alleles at

each locus, which are separated by recombination fraction r [Karlin and McGregor,

1968, Watterson, 1970]. We allow the left locus to carry alleles A and a, while the right
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locus permits alleles B and b. Then four haplotypes are possible, AB, Ab, aB, and

ab, with frequencies nAB, nAb, naB and nab that sum to 2N (Fig. 3.1A). Frequencies in

the subsequent generation are found by considering the random pairing of haplotypes

and the probability of a given pairing passing on each type to their offspring. These

probabilities depend on current haplotype frequencies and the recombination rate

and are described in Table 1 of [Watterson, 1970]. For example, a parent carrying

haplotypes AB/Ab will pass on AB with probability 1
2

and Ab with probability 1
2
, even

with recombination. On the other hand, a parent with AB/ab with pass on AB or ab

each with probability 1
2
(1− r) and Ab or aB each with probability 1

2
r. The numbers

(n′AB, n′Ab, n
′
aB, n′ab) of each haplotype in the next generation are then pulled from

the multinomial distribution for sampling 2N haplotypes with probabilities found by

considering random pairing of haplotypes and recombination.

New two-locus pairings, with two alleles segregating at both sites, arise when a

new mutation occurs at one of the previously unmutated loci when the other locus

is already polymorphic. Suppose, without loss of generality, that the right locus

is already polymorphic, with derived allele B at frequency xB, and ancestral allele

b at frequency xb = 1 − xB. Then a new A mutation at the left locus begins at

frequency xA = 1/2N , and occurs on the B haplotype with probability xB or on

the b haplotype with probability xb. Two-locus frequencies then evolve under the

multinomial process described above until one or both loci are fixed for either its

ancestral or derived allele, at which point we stop tracking that two-locus pair. The

frequencies xB are drawn from the population distribution of biallelic frequencies

f(x), which can be approximated using diffusion theory [Kimura, 1964]. Thus, new

independent two-locus pairs enter the population with frequencies (xAB, xAb, xaB) =

(1/2N, 0, xB − 1/2N) with rate proportional to xBf(xB) and (0, 1/2N, xB) with rate

proportional to (1− xB)f(xB).

The density φ(x1, x2, x3) of two-locus haplotype frequencies, where x1, x2 and x3

are the relative frequencies of haplotypes AB, Ab and aB, respectively (Figure 3.1B),
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spectrum for a sample size of n = 12.
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can be approximated using diffusion theory, as described in the next section. The

two-locus haplotype frequency spectrum stores the counts of derived haplotypes in

a sample, where one or both loci carry the derived allele. To obtain the two-locus

spectrum F for n samples from the density function φ (Fig. 3.1C), we sample against

the multinomial sampling distribution:

Fi,j,k ∝
∫∫∫
xi≥0 ∀i

x1+x2+x3≤1

φ(x1, x2, x3)

(
n

i, j, k

)
xi1 x

j
2 x

k
3 (1− x1 − x2 − x3)n−i−j−k dx1 dx2 dx3.

(3.3.1)

Here,
(
n
i,j,k

)
is the multinomial coefficient, defined as n!/(i! j! k! (n − i − j − k)!).

Because we assume that two-locus pairs are independent realizations of this process,

Poisson random field theory tells us that if we observe data D(i, j, k), each entry in

the observed two-locus spectrum is a Poisson random variable with mean F (i, j, k).

This allows the application of likelihood theory to compare observed data to model

expectations.

3.3.2 The two-locus diffusion approximation

We solved the multiallelic diffusion equation for φ to obtain the expected sample

two-locus spectrum. Measuring time τ in units of 2Na generations, where Na is

the ancestral reference population size, the forward diffusion equation describes the

evolution of the probability density of two-locus frequencies, and is written as

∂φ

∂τ
=

1

2

∑
1≤i≤3

∂2

∂x2i

(
xi(1− xi)φ

ν(τ)

)
−
∑∑
1≤i<j≤3

∂2

∂xi∂xj

(
xixjφ

ν(τ)

)
+
ρ

2

[
∂

∂x1
(Dφ)− ∂

∂x2
(Dφ)− ∂

∂x3
(Dφ)

]
. (3.3.2)

Here, D = x1(1 − x1 − x2 − x3) − x2x3 is the linkage disequilibrium, given allele

frequencies (x1, x2, x3), and ν(τ) = N(τ)
NA

is a function for the relative population size

to the ancestral population size at time τ . ρ = 4NAr is the population scaled recom-

bination rate between the A/a and B/b loci, where r is the recombination rate per
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generation per meiotic event. The action of recombination is readily interpretable in

the diffusion equation; recombination acts directionally on the haplotype frequencies

xi, pushing them toward linkage equilibrium (D = 0) at a rate directly proportional

to the recombination rate ρ.

The domain of the two-locus diffusion equation is the tetrahedron with 0 ≤ xi ≤ 1

for i = 1, 2, 3, and
∑

i xi ≤ 1 (Fig. 3.1B). If the recombination rate ρ = 0, then all

boundary surfaces of the domain are absorbing when there is no recurrent mutation, so

if one of the haplotypes is lost from the population then it remains lost. However, with

ρ > 0, the boundary is not necessarily absorbing, as recombination may reintroduce

a previously absent haplotype. For example, if only Ab and aB types are found in the

population, a recombination event between the two loci may create either an ab or

AB type in an individual in the next generation. Of course, some of the edges of the

domain are absorbing, since once one of either A/a or B/b fixes at the left or right

locus, resp., that two-locus pair remains fixed in the absence of recurrent mutation.

We numerically solved Eq. 3.3.2 using finite differencing in a framework similar

to [Ragsdale et al., 2016]. We split the diffusion operator into mixed and non-mixed

terms, using an implicit alternating direction scheme for the non-mixed spatial deriva-

tives [Chang and Cooper, 1970] and a standard explicit scheme for the mixed spatial

derivatives. We used equal numbers of uniformly spaced grid points for each spatial

dimension, so that grid points coincided directly on the off-axes surface of the domain.

This allowed for density to be accurately integrated along the surface and interior of

the domain. As discussed in [Ragsdale et al., 2016] and detailed in the Supporting

Information, naively applying the finite differencing along the off-axes surface led to

numerical error in the solution to φ. Thus, we instead accounted for density moving

between the interior of the domain and that surface by directly moving density be-

tween the two each timestep. This allowed for an accurate solution to be obtained.

Numerical methods are described in further detail in the Supporting Information.

Because the diffusion equation is linear, it can be used to solve for the density of all
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two-locus frequencies in the population by allowing for the influx of new mutations

each generation. For the biallelic single locus diffusion equation, this amounts to

the injection of density at rate θ/2 at frequency 1/(2N), with the appropriate limit

taken to allow N → ∞. In the two-locus model, one of the two loci will already

be polymorphic (suppose the right B/b locus), and a mutation occurs at the other

(left) locus. As described in the section above, the new mutation A at the left locus

initially has frequency 1/(2N), while the right locus carries derived allele B with

frequency x ∈ (0, 1) depending on the biallelic population allele frequency spectrum

f(x), which will itself depend on the population size function ν(τ). A falls on the B

background with probability x, and the b background with probability 1− x. Thus,

we inject density into the two-locus diffusion equation by simultaneously tracking the

single locus allele frequency density function f and setting the influx of density into

φ proportional to f along the x2 and x3 axes (Fig. 3.1B). To solve for the two-locus

spectrum under a nonequilibrium demographic model ν(τ), we first solve for φ at

equilibrium and then integrate forward according to ν. We then sample φ against

the multinomial sampling distribution with sample size n (Eq. 3.3.1) to obtain the

two-locus spectrum.

3.3.3 Composite likelihood estimation and demographic inference

We follow the composite likelihood approach outlined by [Hudson, 2001], in which we

consider pairs of loci and their sampling distribution. Reducing the full likelihood for

more than two linked loci to the composite likelihood over all possible pairs of poly-

morphisms leads to the loss of information. However, computing two-locus sampling

statistics retains a considerable amount of information regarding both allele frequen-

cies and patterns of linkage disequilibrium between them. For recombination distances

ρ ∈ [ρmin, ρmax], we consider all pairs of loci separated by each ρ, and store sampling

frequencies in the two-locus frequency spectrum for this range or ρ. In practice, re-
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combination distances vary continuously over any interval, so we are required to bin

our data within subintervals of ρ by defining intervals [ρ0, ρ1), [ρ1, ρ2), . . . , [ρn−1, ρn].

For fine enough subintervals, we approximated the expected two-locus spectrum for

an interval [ρi−1, ρi) using our diffusion approach with the mean recombination rate

over that interval ρ = (ρi−1 + ρi)/2.

For a given ρ-interval, we make the assumption that all pairs of loci contributing to

the two-locus spectrum are independent, and so the likelihood may be approximated

by the composite likelihood across all pairs of loci. This implies that the two-locus

frequency spectrum forms a Poisson random field, so for sample data D and expected

model M calculated under model parameters Θ, the likelihood of the data for the

given model L(Θ|D) can be calculated by assuming each data entry Di is a Poisson

random variable with mean Mi. Thus, the likelihood function for a single ρ-bin is

L(Θ|D) =
∏
i

e−MiMDi
i

Di!
. (3.3.3)

We allowed the population mutation rate θ to be an implicit parameter for each bin,

which merely scales the total size of the frequency spectrum while retaining its shape.

The maximum likelihood value for θ is then θ̂ =
(∑

Di∑
M̃i

)1/2
, where M̃ is the model

spectrum with θ set to one. The square arises because mutations that are paired to

existing variant sites arise proportional to rate θ, but those existing mutations also

arise proportional to rate θ, so that the total rate of influx of new two-locus pairs

occur at a rate proportional to θ2.

We simultaneously considered all bin intervals of ρ ∈ [ρmin, ρmax], and so for bin

centers (ρ1/2, ρ1+1/2, . . .), the likelihood function is

L(Θ|Dρj , j = 1/2, 1 + 1/2, . . .) =
∏
j

∏
i

e−Mj,iM
Dj,i
j,i

Dj,i!
, (3.3.4)

where j indexes the ρ-bins, and i indexes the frequency spectrum entries for a given

ρj. In reality, pairs of loci are not independent, so we used the Godambe Informa-

tion Matrix (GIM) to estimate parameter uncertainties [Coffman et al., 2016], which
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adjusts the composite likelihood statistics to account for linkage between data. This

required bootstrapping the data, and we did so by dividing the autosomal genome

into 1,000 bins of equal length and resampling these regions with replacement.

We fit single population demographic models for population size changes over

time to the data, which are given by the population size history function ν(τ) (see

Eq. 3.3.2). We consider simplified demographic models that may be described by

a handful of parameters, rather than inferring a parameter free function ν(τ) as in

[Liu and Fu, 2015]. For example, in a simple instantaneous expansion model, the

parameters are the the relative change in size ν and the time T in the past that

the population changed size. More complicated demographic histories that include

additional events simply add to the number of parameters that must be fit to the

data.

3.3.4 Phased and unphased data

In a sample with phased chromosomes, determining haplotype frequencies is straight-

forward by simply counting haplotypes for a given pair of loci. Using an aligned

outgroup, the ancestral state for each SNP may be determined, so that the two-locus

spectrum stores derived two-locus allele frequencies. The ancestral state for each lo-

cus may be misidentified, potentially due to sequencing error or recurrent mutation

along the lineage leading to the outgroup, and this can distort the two-locus spectrum

[Hernandez et al., 2007]. To account for ancestral misidentification, we included a

parameter pmis ∈ [0, 1] to our model fitting that a given SNP had a misidentified state.

Thus, with probability pmis(1 − pmis) the A allele was misidentified but the B allele

was correctly identified, and with the same probability the B allele was misidentified

and the A allele was correctly identified. Both alleles A and B were misidentified with

probability p2mis. In our demographic model fits to data, we fit pmis along with the

parameters from the demographic model to account for ancestral misidentification.
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When data is unphased, as is the case for many genomic datasets, observed haplo-

types can not be tallied. Rather, we are left with counts of genotypes in individuals,

(nAABB, nAABb, nAAbb, nAaBB, . . .). The composite linkage disequilibrium statistic D̂

is an unbiased estimator for D [Weir, 1979, Zaykin, 2004],

D̂ =
1

n

(
2nAABB + nAABb + nAaBB +

1

2
nAaBb

)
− 2pq, (3.3.5)

where n is the number of sampled individuals. One possible approach to summarize

observed data might be to work with the joint statistics p = nA, q = nB, and D̂.

Instead, we directly used genotype counts in the “genotype frequency spectrum”

G. In genotype data, individuals may carry AA, Aa, or aa at the left locus, and

BB, Bb, or bb at the right locus. Thus, there are nine possible two-locus genotypes

(AABB, AABb, AAbb, AaBB, and so on) that could be observed to be carried by

an individual, so that G is an eight dimensional object with size (n + 1)8 (however,

G is sparse and can be stored efficiently). Each genotype can only be formed by the

pairing of two specific haplotypes (e.g. AABb can only be from one haplotype of each

AB and Ab), except for AaBb, which could be formed by AB+ab or Ab+aB. Thus,

we expect G to still carry information about demography through the joint patterns

of allele frequencies and linkage disequilbrium. Expected genotype frequencies can

be calculated from the expected haplotype frequencies, and we detail our approach

in the Supporting Information.

3.3.5 Drosophila sequence data and recombination map

We used the phase 3 genomes of the Drosophila Population Genomics Project (DPGP3),

from a single Zambian population of fruit flies available from the Drosophila Genome

Nexus database [Lack et al., 2015]. The data consisted of 197 sequenced haploid

embryos, so genomes are necessarily phased. We used Annovar [Wang et al., 2010]

to annotate all biallelic SNPs across the genome, and we used intronic and intergenic

regions in our two-locus analysis. We determined the ancestral allele for each SNP
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using the alignment to D. simulans (April 2006, dm3 aligned to droSim1, downloaded

from the UCSC genome browser), and assuming the D. simulans allele was ancestral.

If the D. melanogaster site had no alignment, or if the D. simulans allele was different

than the two melanogaster alleles, we discarded that site.

For each chromosome, we considered all pairs of biallelic SNPs in intergenic and

intronic regions for which an ancestral state could be determined, within recombi-

nation distance ρmax. We determined recombination distances using the recombina-

tion map inferred by [Comeron et al., 2012], which reports cumulative recombination

rates in units of cM over 100,000 bp intervals along each chromosome. We converted

to ρ = 4Ner by taking the map distance d (in cM) separating the two SNPs and

multiplying by 4Ne/100. We required an estimate for Ne, so we used neutral demo-

graphic fits to intronic and intergenic biallelic data, which provided an estimate for

θ = 4NeµL. Here, µ is the mutation rate, and we used µ = 5.5 × 10−9, as reported

in [Schrider et al., 2013]. L is the total length of intronic and intergenic sequence

across the genome that was not filtered out due to low recombination rates, which

was L ≈ 3.93×107. We then determined Ne by dividing θ/(4µL) to get Ne ≈ 3×105.

For each two-locus pair, we counted the number of AB, Ab, aB, and ab haplotypes

across all 197 samples, and projected the counts down to a sample size of n = 20

(Supporting Information). This allows for more pairs to be included in the data,

as any pair of loci without missing haplotype data for at least 20 samples will be

included, and a smaller sample size allows for more rapid evaluation of the expected

frequency spectrum for optimization.
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3.4 Results and Discussion

3.4.1 Numerical accuracy of solution to two-locus allele frequency spec-

trum

We first compared our numerical solution for two-locus statistics for a population in

demographic equilibrium to those calculated by Hudson [Hudson, 2001]. Our solution

matches those using Hudson’s algorithm across all values of ρ, from completely linked

(ρ = 0) to loose linkage (ρ = 100) (Fig. 3.2, top row). To verify our numerical

solution for nonequilibrium demography, we compared it to simulations of the discrete

two-locus process with an influx of mutations. We simulated a population of N =

1000 diploid, randomly mating individuals for independent pairs of loci separated

by a given recombination rate. New two-locus pairs entered the population at a

rate proportional to Eqs. 3.6.3 and 3.6.4. We allowed the simulation to proceed

for 20N generations and then applied specified population size changes, sampling

two-locus haplotype frequencies from the population after the simulation completed.

Our nonequilibrium solution matched the simulated two-locus statistics (Fig. 3.2,

bottom row). See Supporting Information for further details regarding simulation

and numerical accuracy.

3.4.2 Two-locus statistics are sensitive to demography

Two-locus sampling probabilities have been implemented in a composite likelihood

framework to estimate recombination rates and hotspot regions across the genome

[McVean et al., 2004, Auton and McVean, 2007, Chan et al., 2012]. Until recently,

these inference methods assumed constant population size, although demography af-

fects patterns of linkage disequilibrium. Recently, [Kamm et al., 2016a] developed a

coalescent method to estimate two-locus statistics under non-equilibrium demography

and showed that controlling for past demographic events improves estimates of re-
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linkage. Top row: Comparison to statistics calculated from [Hudson, 2001]. Bottom
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Figure 3.3. Sensitivity to demography. We compared KL divergence measures
between two-locus statistics and the single-locus frequency spectrum for a simple
growth model (A, top row) and a bottleneck model (E, bottom row). The blue curve
shows the KL divergence for phased (haplotype) data, while the red curve is for
unphased (genotype) data. In each comparison, we considered the KL divergence
between the specified demographic model and a null model of constant population
size. (A) The instantaneous growth model doubled the population size some time T
in the past, and we considered (B) T = 0.05, (C) 0.1, and (D) 0.2. (E) Similarly, the
bottleneck model shrank the population size to 1/10 its original size for TB = 0.05
genetic time units, and then recovered to its original size T generations ago for (F)
T = 0.05, (G) 0.1, and (H) 0.2. In all cases, and across all values of ρ from completely
linked to loose linkage, KL divergence was greater for two-locus statistics than the
corresponding single locus statistics of the same number of unlinked sites. This implies
that the two-locus spectrum is more sensitive to demography, and should thus be more
informative for demographic inference.
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combination rates and reduces biases due to the assumption of constant size. Because

inference of recombination rates using two-locus statistics are sensitive to demogra-

phy, demographic inferences using two-locus statistics will similarly be sensitive to

linkage information. Here, we measure the increase in power afforded by using the

two-locus spectrum over the single-locus frequency spectrum using the information

theoretical measure Kullback-Leibler (KL) divergence [Kullback and Leibler, 1951].

KL divergence measures the amount of information lost if an incorrect demo-

graphic model M0 is used to approximate the true model Mtrue, and it can be in-

terpreted as the expected likelihood ratio statistic for testing Mtrue against M0. For

discrete distributions, such as frequency spectra, KL divergence is defined as

DKL(Mtrue‖M0) =
∑
i

Mtrue(i) log
Mtrue(i)

M0(i)
. (3.4.1)

In our comparisons, we took M0 to be a model of constant demography and compared

the KL divergence for two demographic models, an instantaneous growth model and a

bottleneck and recovery model, between two-locus and single-locus frequency spectra

(Fig. 3.3). A larger KL divergence indicated that more information is contained in

the data to reject the constant size model. For the two model types, we considered

varying recovery times T since the demographic event, so in the growth model T is

the time since the instantaneous expansion (ν = 2), and in the bottleneck model T

is the time since recovery from the bottleneck (νB = 0.1, TB = 0.05). In all cases, the

two-locus spectrum is more informative about the demography per pair of linked loci

than are two unlinked loci in the biallelic frequency spectrum.

We considered the KL divergence for varying values of recombination rate ρ from

completely linked (ρ = 0) to loose linkage (ρ = 100). As ρ increases, KL divergence

from two-locus statistics converges to the measure for unlinked biallelic data, which

is to be expected as ρ →∞ implies unlinked loci. An important observation is that

the most informative recombination distance varies between demographic models and

for different recovery times T since the demographic events. As T increases, lower
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recombination rates are relatively more sensitive because higher recombination rates

will restore levels of linkage disequilibrium faster than lower recombination rates.

Therefore, loosely linked loci are more informative about recent demographic events,

while tightly linked loci are informative about deeper events. We performed the KL

divergence analysis on genotype data as well (Figure 3.3, red curves), and found that

two-locus statistics at the genotype level are also more sensitive than biallelic data

statistics alone. For the growth model, the KL divergence of genotype data was

intermediate between the KL divergences of biallelic and haplotype data, but for the

bottleneck model, very little sensitivity is lost when using genotype data instead of

haplotype data.

3.4.3 Fits to simulated data

In order to further validate our model, and to explore efficient and informative ways

to collate two-locus statistics, we simulated single population demographic events

under neutrality with realistic human mutation and recombination rates for many

large (1 Mb) regions using ms [Hudson, 2002] (simulation details in Supporting In-

formation). Using sets of 100 simulated 1 Mb regions, we simulated a simple growth

model (instantaneous expansion by a factor of 2, 0.1 time units before present) and

fit the demography to both simulated biallelic and two-locus statistics (simulation

and optimization details can be found in the Supporting Information). We repeated

this simulation and fitting process 50 times and checked how accurately and precisely

we recovered the simulated demographic parameters. We used the same simulations

to check the accuracy of our fits to genotype data, by pairing chromosomes to create

diploid individuals. Fig. 3.4 shows our fits to simulated data, with two-locus genotype

statistics more more precisely recovering the true demographic model than biallelic

data, and haplotype data more accurately than genotype data.

In an identical fashion, we also simulated a bottleneck model, in which the pop-
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ulation size shrinks by a factor of 0.1 for 0.05 genetic time units and then recovers

to its original size for 0.2 time units until sampling at present (Fig. 3.5). For this

demography, the fits to biallelic data were inconsistent, and many replicates did not

converge to reasonable parameter values, with nB tending to 0. The two-locus hap-

lotype fits performed far better and accurately recovered the modeled parameters,

although the fits for νB were consistently slightly elevated. The fits to genotype data

also performed far better than fits using biallelic data alone, and consistently found

parameters close to those the data was simulated under. Based on the KL divergence
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results (Figure 3.3), using genotype data when the demography is a bottleneck-type

scenario doesn’t lose significant amount of power, and we observed that in our fits to

simulated data. Accurately disentangling the severity and length of bottlenecks from

allele frequency data is notoriously challenging [Keinan et al., 2007], but by jointly

incorporating information about linkage disequilibrium vastly improves parameter

identifiability.

3.4.4 Demographic inference of a Zambian Drosophila population

We first fit two- and three-epoch single population demographic models to intronic

and intergenic biallelic data in order to estimate θ and Ne (Table 3.1). We inferred

the effective population size to be 3× 105, which is somewhat lower than previously

suggested sizes for this population [Keightley et al., 2014, Garud and Petrov, 2016].

Using the recombination map, we determined distances in ρ between pairs of loci with

this effective population size and then binned two-locus data as described above. We

then fit the two- and three-epoch models to the two-locus data (Table 3.1, Figure 3.6).

Log-likelihoods for each two-locus model to the two-locus data, as well as models

under the parameters from the biallelic fits, are also given in Table 3.1. For all fits, we

projected the frequency spectrum down to 20 samples for computational speed, and

additional speed-up was afforded by calculating each ρ-bin’s expected allele frequency

spectrum in parallel.

While each of the inferred models, whether fit to the biallelic or two-locus data, fit

the marginal allele frequency spectra from the two-locus data quite well, each model

struggled to fit observed patterns of LD at varying distances of ρ. Previous studies

that fit demography to D. melanogaster populations have noticed similar patterns,

that while the allele frequency spectrum may be well fit by a simple demographic

model, patterns of LD are poorly fit and elevated levels of linkage disequilibrium are

observed over long distances [Garud and Petrov, 2016]. However, we found that the
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Figure 3.5. Fits to data from simulated bottleneck model. We simulated 50
replicate data sets with length 100Mb under a bottleneck and recovery demographic
history, where the population declined to 0.1 its original size for T = 0.05 genetic
time units, and then recovered to its original size for 0.2 time units. Demographic
inferences using biallelic data alone did not accurately or consistently recover the true
parameters. However, using both genotype and haplotype two-locus data allowed for
accurate and consistent inference of the correct model parameters.
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two-locus data fit with a three-epoch model fit the patterns of LD much better than

any of the other model fits, though it still underestimated mean LD for many values

of ρ. This model suggested a demographic history with a large population size growth

deeper in the past, followed by a more recent decline toward the original population

size. While a more complex demography might be able to better fit the LD-curve,

factors aside from single-population demography could also explain the pattern of

long range elevated LD, including population substructure, recent admixture, or the

effects of pervasive linked selection.

When we first analyzed the fly data, we noticed that the method is sensitive

to the effective population size used to convert the recombination map (in units

of cM/Mb) to distances in ρ. We inferred Ne ∼ 3 × 105, which is significantly

smaller than other published estimates (such as 1.4 × 106 from [Keightley et al.,

2014]). However, when we used larger Ne to determine ρ distances for binning data,

the inferred demographic models fit the data quite poorly, and using Ne = 3 × 105

provided much better fits. Therefore, one caveat to be aware of when converting

recombination maps to population scaled recombination rates is that care must be

taken when assuming the effective population size. An alternative approach is to

take Ne as a parameter to be fit, so that the ρ value for each bit is rescaled at each

iteration of optimization. The allele frequency spectrum for each bin would remain

unchanged, but the assumed value of ρ changes. Thus, we would effectively be fitting

relative demographic parameters (ν, τ) simultaneously with the effective population

size.

3.4.5 Conclusions

Based on the continuous approximation to a two-allele, two-locus discrete Wright-

Fisher model with recombination, we developed a numerical solution to the two-locus

diffusion equation that handles arbitrary recombination rates and demographic his-
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Table 3.1. Parameters from fits to Drosophila data. We first fit two- and
three-epoch models to the biallelic intronic/intergenic data, and we used those fits
to estimate θ and then Ne. We then fit those same models to the two-locus data.
The two-epoch model provided a fit that was similar to the two-epoch model fit to
the biallelic data. However, the best fit parameters from three-epoch model were
quite different, with a large population size increase deeper in the past, followed by
a more recent decline. For each model, we calculated the log-likelihood against the
two locus data, finding that the three-epoch model fit to two-locus data fit the best,
and improved the fit to patterns of LD (Figure 3.6).

Model ν1 ν2 T1 T2 misid θ LL
Biallelic (2-epoch) 4.23 − 0.331 − 0.0476 262,500 -1068200
Biallelic (3-epoch) 2.35 10.6 0.39 0.095 0.050 252,700 -1404200
Two-locus (2-epoch) 3.84 − 0.364 − 0.0448 − -1024500
Two-locus (3-epoch) 28.7 1.71 0.224 0.0540 0.0434 − -843000

tory. We used this method to construct a composite likelihood framework to infer

past demography from observed two-locus data, which can handle data sampled as

either haplotypes or genotypes. While two-locus statistics have been successfully and

extensively used to infer fine-scale recombination maps for many organisms, including

humans, we instead were interested in determining the additional power afforded by

two-locus statistics over biallelic data for demographic inference. We found that two-

locus statistics do provide additional power, and in some cases a significant amount.

For example, while inferring the parameters of a bottleneck model from biallelic data

is notoriously difficult and inaccurate, we were able to accurately and consistently

recover the correct demographic parameters using two-locus statistics. Finally, we

turned to real data from a fruit fly population, and we found that using two-locus

statistics to infer demography provided a much better fit to both the allele frequency

spectrum and observed patterns of LD. The demography that we inferred still under-

estimates the observed long-range levels of LD, which has been previously observed

in this population [Garud and Petrov, 2016]. It is likely that additional factors are at

play, potentially complicated demographic effects such as substructure or admixture,

or the effects of linked selection.
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Figure 3.6. Fits to Drosophila data. Each of the two-epoch and three-epoch
models fit to the biallelic (C,D) and two-locus (A,B) data fit the marginal biallelic
allele frequency spectra well (A,C), but varied in how well they fit patterns of LD
(B,D). The three-epoch model fit to the full two-locus data performed best when
comparing the observed and expected LD curves, although it still underestimated
observed LD for many ρ distances (B).
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fits sacrifice goodness of fit to the marginal allele frequency spectrum to simultane-
ously better fit LD. The two-locus fits do not fit the biallelic frequency spectrum as
well as the models fit directly to that data, although they fit the full two-locus data
much better (Table 3.1).

to RNG).
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3.6 Supporting Information

3.6.1 Two-locus solution numerics

Our numerical solution to two-locus diffusion equation (Eq. 3.3.2) uses finite differ-

ences, closely following the numerical methods described in [Ragsdale et al., 2016].

We separately apply the mixed and non-mixed spatial derivatives, using an alter-

nating direction implicit (ADI) method for non-mixed terms and a standard explicit

term for the mixed terms. The grid spacing is uniform with equal number M of grid

points in each direction xi, so that grid spacing ∆ = 1/(M−1). For the ADI method,

each direction is sequentially integrated forward in time, and we discretize Eq 3.3.2

as

φn+1
i,j,k − φni,j,k

∆τ
=

1

2ντ

1

∆

(
Vi+1φ

n+1
i+1,j,k − Viφn+1

i,j,k

∆
−
Viφ

n+1
i,j,k − Vi−1φn+1

i−1,j,k

∆

)
(3.6.1)

− 1

2

1

∆

(
Mi+1/2,j,k

(
φn+1
i+1,j,k + φn+1

i,j,k

)
−Mi−1/2,j,k

(
φn+1
i,j,k + φn+1

i−1,j,k
))
.

Here, we show the discretization in the x1 direction, where

Vi = xi(1− xi)

and

Mi,j,k = −ρ
2

[xi(1− xi − xj − xk)− xjxk] .

For the x2 and x3 directions, Mi,j,k = ρ
2

[xi(1− xi − xj − xk)− xjxk]. For the mixed

derivative terms, we sequentially apply an explicit scheme over the (x1, x2), (x1, x3),

and (x2, x3) planes. In the (x1, x2) direction, we use the discretization

φn+1
i,j,k − φni,j,k

∆τ
= −(Cφn)i+1,j+1,k − (Cφn)i+1,j−1,k − (Cφn)i−1,j+1,k + (Cφn)i−1,j−1,k

4∆2
.

(3.6.2)

The (x1, x3) and (x2, x3) directions are analogous.

Sequentially applying the ADI and explicit mixed derivative methods along the

off-axes surface results in significant error, with an excess of density pushed to the
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surface. Again, similar to [Ragsdale et al., 2016] we integrate φ forward in time using

the methods described above for all grid points not on the off-axes surface. From

each grid point near that surface, we calculate the amount of density that should be

lost to the surface each time step and directly move that density to the surface. This

density from a grid point at (x1, x2, x3) may be found by numerically integrating the

analogous one-dimensional process forward one time unit from a point mass placed

at x = x1 + x2 + x3 and measuring the amount of density that fixes at x = 1. We

similarly directly move density from the surface back into the interior of the domain

each time step due to recombination events along that surface. Each time step we

also integrate the density on the surface forward in time using Eqs. 3.6.1 and 3.6.2

for the analogous three state process.

To model the influx of new mutations, we couple our numerical solution to the

two-locus diffusion equation to single-locus models φbi for the background allele fre-

quencies. These simulations are carried out using ∂a∂i [Gutenkunst et al., 2009], and

densities φbi are added to the two-locus solution φ along the x2 and x3 axes, corre-

sponding to the new haplotype starting at low frequency after mutation. Specifically,

suppose B/b alleles are already segregating at the right locus with the frequency of

B as x, and a new A mutation occurs at the left locus. A lands on the B background

with probability x and lands on the b background with probability 1 − x. We thus

add the amount
θ

2

1

∆3
∆τφbi

k (1− xk) (3.6.3)

to φ0,1,k, and
θ

2

1

∆3
∆τφbi

k xk (3.6.4)

to φ1,0,k. The injection for B onto A/a is analogous, adding to φ0,j,1 and φ1,j,0.

The diffusion equation is valid in the limit of large population size Ne, so we

extrapolate on grid spacing ∆ to approximate the solutions for ∆ → 0. In practice,

the number of grid points should exceed the number of samples in the frequency
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spectrum. With a sample size of 20, we typically used grid spacings with N = 40, 50,

and 60. We also found that accuracy was improved by extrapolating on ∆τ as well,

and we used ∆τ = [0.005, 0.0025, 0.001] for these grid spacings.

3.6.2 Binning data by ρ

Differences in the two-locus frequency spectra for varying values of ρ are more pro-

nounced at small ρ (the differences between spectra for ρ = 1 and ρ = 2 are much

more pronounced than, for example, the differences between spectra for ρ = 49 and

50). Thus, we used tighter bins for low recombination rates and wider bins for higher

recombination rates. We partitioned data into 28 bins, which was somewhat arbitrary

and chosen because a node on the cluster we used to perform inference contained 28

cores, and computation of spectra for each bin was parallelized. The bin edges were

0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1, 1.2, 1.4, 1.6, 1.8, 2, 3, 5, 7, 9, 11, 14, 17,

20, 25, 30, 35, 40, and 50.

3.6.3 Details of simulation using ms

We simulated two demographic models using ms: a growth model and bottleneck

model, as described in the Results and Discussion. Each simulation consisted of 100

1Mb regions, and we repeated each simulation 50 times, with a sample size of 20

chromosomes. For both demographies, we set the per base recombination rate to

r = 2.5 × 10−8 and the mutation rate µ = 2.5 × 10−8. The input command for the

growth model was

./ms 20 5000 -t 800 -r 400 1000000 -p 6 -eN 0.025 .5,

and for the bottleneck model was

./ms 20 5000 -t 400 -r 400 1000000 -p 6 -eN 0.1 0.1 -eN 0.125 1.0.
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3.6.4 Projection

In many genomic data sets, some SNPs might not be called in every individual. More-

over, SNPs will vary in the number of individuals for which data exists. Instead of

discarding those SNPs with missing data, by projecting the frequency spectrum down

to a smaller sample size nproj, all data called in at least nproj sampled chromosomes

may be included [Marth et al., 2004]. For biallelic data, to project the frequency

spectrum from a sample size of n to a smaller sample size of nproj, we average over all

possible ways of picking subsamples of size nproj from the n observed samples using

the hypergeometric function [Marth et al., 2004].

For two-locus statistics, we only included data when both the left and right alleles

were called in an individual. To project from n observed samples to nproj, with

nproj < n, we average over all possible ways of subsampling the n observed haplotypes.

For data with sampled haplotype counts (nAB, nAb, naB, nab),
∑
n∗∗ = n, we count the

number of ways to sample (ñAB, ñAb, ñaB, ñab),
∑
ñ∗∗ = nproj from that collection of

n samples. The probability that we choose (ñ∗∗) = (i, j, k, l) haplotypes from (n∗∗)

can be expressed as

P (i, j, k, l) = CnAB
i CnAb

j CnaB
k Cnab

l /Cn
nproj

, (3.6.5)

where Cn
i indicates the binomial coefficient with parameters n and i.

3.6.5 Genotype frequency expectations from haplotype frequencies

For a given entry (i, j, k) in the two-locus spectrum with haplotype frequencies

(nAB, nAb, naB, nab) = (i, j, k, n− i− j − k),

we determined expected genotype frequencies for these entries by counting all possible

ways that the haplotypes could be paired. To calculate pairing probabilities and

visualize the computation, consider pairing a collection of n (even) colored balls that
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could be any of four colors (red, green, blue, and yellow), where nR is the number

of red balls, nG the number of green, and so on. The total number of ways than n

objects can be paired is

Pairings(n) =
n!

(n/2)! 2n/2
. (3.6.6)

We must also count the total number of ways for the configuration of all different

possible pairings

(n∗∗) = (nRR, nGG, nBB, nY Y , nRG, nRB, nRY , nGB, nGY , nBY ),

where nRR is the number of pure red ball pairings in the set, nGY is the number of

pairs of a green and yellow ball paired together, and son on. First, for pure-colored

(e.g. red) pairings, there are
(
nR

2nRR

)
ways to assign red balls between pure and mixed

pairings. Of the pure pairings, there are Pairings(2nRR) (Eq. 3.6.6) ways to split

the pure red balls into pairs (the other three colors follow the same calculations).

nRG + nRB + nRY = nR − 2nRR red balls will be paired with non-red balls. For

these red balls in mixed pairings, there are
(
nRG+nRB+nRY
nRG,nRB ,nRY

)
ways to split them into

the given number of RG, RB, and RY pairs, where
(
n
i,j,k

)
is the trinomial coefficient,

with i + j + k = n, defined as n!
i! j! k!

. Finally, for red balls that will be paired with

green balls, there are nRG! permutations of these possible pairings. Again, the other

colors follow the same calculation.
Now, the probability that haplotypes with frequencies (nR, nG, nB, nY ) will the

paired as (n∗∗) is the number of ways that unique pairings lead to that configuration
of genotypes, divided by the total number of possible pairings:

P ((n∗∗)|(nR, nG, nB , nY )) =
1

Pairings(n)

(
nR

2nRR

)
Pairings(2nRR)

(
nG

2nGG

)
Pairings(2nGG)(

nB

2nBB

)
Pairings(2nBB)

(
nY

2nY Y

)
Pairings(2nY Y )(

nRG + nRB + nRY

nRG, nRB , nRY

)(
nRG + nGB + nGY

nRG, nGB , nGY

)(
nRB + nGB + nGY

nRB , nGB , nGY

)
(
nRY + nGY + nBY

nRY , nGY , nBY

)
nRG!nRB !nRY !nGB !nGY !nBY !. (3.6.7)



90

Chapter 4

A diffusion model for linked selection and

applications to inferences on selection

4.1 Introduction

Patterns of contemporary genetic variation are informative about demographic and

evolutionary history. For example, distributions of allele frequencies for putatively

neutral loci reflect the parameters of non-selective evolutionary forces, which include

demographic events, linkage and recombination, and mutation rates. However, even

loci that are not directly influenced by natural selection are exposed to the effects of

selection acting on linked loci. In 1974, Maynard-Smith and Haigh first described the

role that positive selection acting at a linked locus has in distorting expected patterns

of diversity at neutral sites [Maynard Smith and Haigh, 1974]. They showed that the

“selective sweep” of the beneficial mutation pulls linked neutral variants that fall on

the selected haplotype to high frequency, while other neutral variation is lost, resulting

in an over-representation of high frequency alleles and an overall severe reduction in

diversity surrounding the selected locus. This effect is more pronounced for tightly

linked loci (separated by low recombination rate) and for more strongly selected alleles

that tend to rise quickly in frequency. Because of these observations, pervasive linked

positive selection has often been invoked to explain observed reductions of neutral

diversity below expectations of neutral theory [Kaplan et al., 1989, Fay and Wu,

2000].

However, most new mutations under selection are likely to be deleterious, with

only a small fraction being selected for [Eyre-Walker and Keightley, 2007]. Linked neg-

ative selection also reduces neutral diversity below neutral expectations, as pointed

out by [Charlesworth et al., 1993], and they argued that pervasive negative back-



91

ground selection might better explain that reduction in diversity. This argument

effectively states that neutral mutations will only remain in the population if they

do not fall on a haplotype that also contains deleterious mutations, so only those

neutral alleles that are on the non-selected backgrounds will contribute to neutral

diversity. This argument has been cited to explain reductions in expected diversity

and the narrow range of inferred effective population sizes compared to the extremely

wide range of census population sizes among natural populations [Hernandez et al.,

2011, Coop, 2016]. In sum, linked selection, both positive and negative, likely has a

profound influence on shaping patterns of diversity across the genome, and its effect

could severely bias genomic inferences that assume complete neutrality at putatively

neutral sites [Messer and Petrov, 2013, Schrider et al., 2016].

With these observations in mind, in this chapter I develop a numerical approach

for two-locus allele frequency statistics, where one locus is under selection, either pos-

itive or negative, and the other is neutral and only experiences selection through the

linked selected allele. In this model, recombination is arbitrary, so that we can explore

the effects of linkage from fully linked loci (recombination rate ρ = 0) to loose linkage,

and non-constant demography is easily incorporated. This model of linked selection

is quite flexible, and it allows for analyses and inferences on a number of important

questions. In this chapter, I focus on two possible inference applications: first, taking

advantage of the distribution of allele frequencies at linked neutral loci and linkage

disequilibrium between the neutral loci and the selected locus to infer the parame-

ters of a sweeping beneficial mutation; and second, using the joint allele frequencies

of nonsynonymous mutations linked to synonymous variants to more robustly infer

the distribution of fitness effects (DFE) and potentially incorporate dominance into

the DFE, to infer the joint distribution of selective and dominance effects for new

nonsynonymous mutations.

Before discussing the applications, I first present the diffusion approximation for

two linked loci, when one locus is under selection and including when selection is non-
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additive. I then discuss the numerical solution to the diffusion approximation, and

show that the solution is accurate by comparing to discrete Wright-Fisher simulations

of the processes. I demonstrate that the solution is accurate for both the genome-wide

distribution of two-locus pairs when one locus is under negative selection, as well as

for neutral alleles linked to a single positively selected mutation observed at a given

sample frequency. Finally, I discuss the two potential applications and discuss an

inference method for each.

4.2 The Forward Diffusion Equation

The forward Kolmogorov equation (or Fokker-Planck equation) describes the for-

ward evolution of the probability density function of allele frequencies. To model the

distribution of allele frequencies of biallelic loci, the density φ of allele frequencies

(0 ≤ x ≤ 1) at some time t, denoted f(x, t), changes over time according to the

differential equation
∂f

∂t
=

1

2

∂2

∂x2
(Vδxf)− ∂

∂x
(Mδxf) . (4.2.1)

Here, Vδx and Mδx are the diffusion and drift coefficients, respectively, which describe

the expected increase in variance and expected change in frequency over time. In

the standard Wright-Fisher model, variance increases as Vδx = x(1− x)/2N , and the

expectation changes as Mδx = sx(1 − x), where N is the population size and s is

the selection coefficient of the derived allele (fitness of derived allele is 1 + s, relative

to ancestral allele with fitness 1). Essentially, the second order spatial derivatives

describe the increase in variance of the frequency due to genetic drift, and selection

directionally pushes allele frequencies higher or lower in the population. In population

genetics diffusion methods, time is typically sped up by a factor τ = 2Ne, so Vδx =

x(1− x) and Mδx = γx(1− x), where γ = 2Nes is the ction coefficient.

We consider the multiallelic diffusion equation to track the density of haplotype

frequencies for a two-locus, two-allele model. In this setting, two loci are separated
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by recombination distance ρ = 4Ner, where r is the per generation, per meiosis

recombination rate between the two loci. The left locus permits alleles A (derived)

and a (ancestral), while the right locus permitsB (derived) and b (ancestral). The four

possible haplotypes (AB, Ab, aB, and ab) have frequencies (x1, x2, x3, 1−x1−x2−x3),

and we denote the density of haplotype frequencies as φ(x1, x2, x3; t). The density

function φ changes in time according to a multiallelic diffusion equation analogous to

Eq. 4.2.1. Without selection, this takes the form

∂φ

∂τ
=

1

2

∑∑
1≤i≤3
1≤j≤3

(xi(δi,j − xi)φ)− ρ

2

(
− ∂

∂x1
(Dφ) +

∂

∂x2
(Dφ) +

∂

∂x3
(Dφ)

)
, (4.2.2)

where D = x1x4 − x2x3. Here, it is easy to see that recombination acts to decrease

linkage disequilibrium at a rate directly proportional to the recombination rate ρ

between the two loci.

To obtain the expected sample haplotype frequency spectrum F from the popu-

lation density function φ, we integrate φ against the multinomial sampling function.

For a sample of n chromosomes, entry (i, j, k) of F counts the number of two-locus

pairs with i copies of haplotype AB, j of Ab, and k of aB, and has expected value

F (i, j, k) = θtwo-locus

∫ ∫ ∫
0≤xi≤1∑
i xi≤1

φ(x1, x2, x3)Multinomial

· ((i, j, k)|(x1, x2, x3)) dx1 dx2 dx3 (4.2.3)

= θtwo-locus

∫ ∫ ∫
0≤xi≤1∑
i xi≤1

φ(x1, x2, x3)

(
n

i, j, k

)

· xi1xj2xk3(1− x1 − x2 − x3)n−i−j−k dx1 dx2 dx3

With the assumption that two-locus pairs evolve independently, F forms a Poisson

random field, so that if we observe data D then the entry D(i, j, k) is a Poisson

random variable with mean F (i, j, k). This allows for the calculation of likelihoods of

the data given underlying model parameters.
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4.2.1 Neutral variant linked to selected site

Here, we are concerned with a selected site linked to a neutral site, so we place

selection on one of the two loci (from here on, A/a will always be the selected locus)

through the addition of first order spatial derivatives (see, for example, Eq. 6 in [Hill

and Robertson, 1966]:

∂φ

∂τ
=

1

2

∑∑
1≤i≤3
1≤j≤3

(xi(δi,j − xi)φ)− ρ

2

(
− ∂

∂x1
(Dφ) +

∂

∂x2
(Dφ) +

∂

∂x3
(Dφ)

)
(4.2.4)

− γ
(

∂

∂x1
(x1(1− p)φ) +

∂

∂x2
(x2(1− p)φ)− ∂

∂x3
(x3pφ)

)
,

where p = x1+x2 is the frequency of A at the left locus and γ its population size-scaled

selection coefficient.

4.2.2 Incorporation of dominance

Equations 4.2.1 and 4.2.4 incorporate selection, with selection coefficient s in the drift

terms (or population scaled selection coefficient γ = 2Ns). Selection has thus far

been assumed to be additive, where a heterozygote Aa genotype, with relative fitness

1 + s, experiences half the selective pressure of the homozygote AA, with relative

fitness 1 + 2s. However selection may be modulated by the dominance coefficient h,

so that the heterozygote may not experience exactly half the selective effect as the

homozygote. In a model with dominance, the homozygote AA has relative fitness

1 + 2s, while the heterozygote has relative fitness 1 + 2hs. If h = 0, A is fully

recessive, while if h = 1 A is fully dominant. Many population genetic inferences

regarding selection make the simplifying assumption that selection is additive (h =

1/2) [Boyko et al., 2008]. However, we might be interested in the joint effects of

selection and dominance in this two-locus setting of a neutral site linked to a selected

site. Dominance is readily incorporated into the drift coefficients, and can be derived

as follows.
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Table 4.1. Discrete two locus probabilities with selection. Probabilities for
frequencies in next generation. For current haplotype frequencies x1, x2, x3, and x4
for haplotypes AB, Ab, aB, and ab, resp., we determine haplotype frequencies in the
next generation by random mating and considering the effects of selection on each
resulting genotype.

Genotype Expected frequency Relative fitness Probability of AB gamete
AB/AB x21 1 + 2s 1
AB/Ab 2x1x2 1 + 2s 1/2
AB/aB 2x1x3 1 + 2hs 1/2
AB/ab 2x1x4 1 + 2hs 1/2
Ab/Ab x22 1 + 2s 0
Ab/aB 2x2x3 1 + 2hs 0
Ab/ab 2x2x4 1 + 2hs 0
aB/aB x23 1 0
aB/ab 2x3x4 1 0
ab/ab x24 1 0

For current haplotype frequencies x1, x2, x3, and x4 = 1 − x1 − x2 − x3, we

aim to find Mδxi assuming no recombination between the left and right locus. For a

known x1, we first write down the expected frequency of x′1 in the next generation.

We assume that genotypes with homozygote AA have relative fitness 1 + 2s, and

heterozygotes have relative fitness 1 + 2hs. Using Table 4.1, we find

x′1 =
x1 + 2sx1p+ 2hsx1q

1 + 2sp2 + 4hspq
,

where p = x1 + x2 and q = x3 + x4 are the frequencies of A and a at the left locus,

resp. To find the expected change in x1,

E[∆x1] = x′1 − x1 =
x1 + 2sx1p+ 2hsx1q

1 + 2sp2 + 4hspq
− x1

=
2sx1(pq + hq(1− 2p))

1 + 2sp2 + 4hspq

≈ 2sx1(pq + hq(1− 2p))(1− 2sp2 − 4hspq)

≈ 2sx1(1− p)(h+ p(1− 2h)).

Here, we’ve used the assumption that s is small, so higher order terms in s vanish.

Note that if h = 1/2, we recover the case of additive selection (Eq. 4.2.4). Thus, for
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selection with strength γ at the left locus, we have

∂φ

∂t
=

1

2

∑∑
1≤i≤3
1≤j≤3

(xi(δi,j − xi)φ)− ρ

2

(
− ∂

∂x1
(Dφ) +

∂

∂x2
(Dφ) +

∂

∂x3
(Dφ)

)
(4.2.5)

− 2γ

(
∂

∂x1
(x1q(h+ p(1− 2h))φ) +

∂

∂x2
(x2q(h+ p(1− 2h))φ)

− ∂

∂x3
(x3p(h+ p(1− 2h))φ)

)
.

4.3 Numerical Solution and Accuracy

We solved the diffusion equation (Eq. 4.2.4) in an almost identical manner to the

neutral two locus diffusion equation described in the Chapter 3. The only difference

is the inclusion of the directional spatial component from the action of selection. The

second order spatial derivatives (capturing random genetic drift) and the existing first

order spatial derivatives (with coefficient Dρ/2, capturing the effect of recombination)

are unchanged. The inclusion of selection in the drift term does not present a major

challenge, and we discretize the operator in the same way as before. We also move

density between the interior of the domain and the off-axes surface identically to

our approach from Chapter 3, only having to account for the additional effect of

selection. Finally, to account for the influx of new mutations each generation, we

inject density based on the background biallelic allele frequency distribution as before,

which is modeled under the appropriate selection coefficients. These methods are

nearly identical to the neutral two-locus solution, and details on the discretization of

the diffusion equation can be found in Chapter 3.

Here, we also consider a beneficial mutation that arises and then increases to high

frequency in the population (known as a selective sweep). The sweeping beneficial

allele affects patterns of surrounding neutral diversity, based on the strength of se-

lection, the timing of the mutation, and the recombination rate between the selected

and neutral loci. This process can be modeled using Equation 4.2.4 by appropri-
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ately handling the influx of density due to the new beneficial mutation arising and

then neutral mutations occurring on the background of the beneficial mutation as it

spreads in the popuation. For the introduction of the beneficial mutation, when the

mutation arises it will be linked with neutral alleles that are already segregating in the

population that occur at rate θneutral. The distribution of neutral allele frequencies,

fbi is handled using the biallelic diffusion equation, which can also account for any

population size changes in the demographic history of the population. We assume

that the A/a locus is the selected site, so we inject density into φ proportional to fbi

along the axis corresponding to a new mutation at A against the B/b background.

The density function φ is then integrated forward in time according to Equation 4.2.4

until we stop integration at the present time.

To account for new linked neutral mutations occurring more recently than the

beneficial mutation, we also determine the distribution of the biallelic selected allele,

fselected, that arose at frequency 1/2N and then segregates in the population. Then

during each time-step, we introduce density proportional to fselected into φ along the

axis corresponding to a new mutation at B at rate θneutral. fselected does not account for

recurrent new beneficial mutations, because we are only tracking the expected allele

frequency of a single beneficial mutation that arose at the specified time in the past.

When integration is stopped at the present time, we sample φ using Equation 4.2.3

to obtain the expected sample frequencies for the linked beneficial and neutral alleles.

More details of this model can be found in the Applications section below.

4.3.1 Validation

We simulated both scenarios described above: (1) the expected two-locus allele fre-

quencies when one site is selected against and the other is neutral, and (2) the ex-

pected sample frequencies of a single beneficial mutation that arises some time in the

past and the linked surrounding neutral variation. We used a discrete Wright-Fisher



98

0 2 4 6 8 10 12
10-6

10-5

10-4

10-3

10-2

10-1

100

P
ro

b
a
b
ili

ty

γ= − 10, ρ= 10

nAB = 0

0 2 4 6 8 10
10-6

10-5

10-4

10-3

10-2

10-1

γ= − 10, ρ= 10

nAB = 1

0 1 2 3 4 5 6 7 8
10-6

10-5

10-4

10-3

10-2

P
ro

b
a
b
ili

ty γ= − 10, ρ= 10

nAB = 2

0 1 2 3 4 5
10-6

10-5

10-4

10-3

γ= − 10, ρ= 10

nAB = 4

0 5 10 15 20
10-6

10-5

10-4

10-3

10-2

10-1

100

P
ro

b
a
b
ili

ty

γ= − 1, ρ= 20

nAB = 0

0 2 4 6 8 10 12 14 16 18
10-6

10-5

10-4

10-3

10-2

10-1

γ= − 1, ρ= 20
nAB = 1

0 2 4 6 8 10 12 14 16 18

nAb

10-5

10-4

10-3

10-2

P
ro

b
a
b
ili

ty

γ= − 1, ρ= 20
nAB = 2

0 2 4 6 8 10 12 14 16

nAb

10-5

10-4

10-3

γ= − 1, ρ= 20
nAB = 4

Figure 4.1. Simulation comparison for population wide two locus statistics.
For two pairs of parameters γ and ρ, the numerical solution (solid lines) is compared
to discrete Wright-Fisher simulations under those parameters (dashed). Shown here
are slices in the two-locus haplotype frequency spectrum, fixing nAB = i and plotting
the probability curves against nAb for each value of naB. The simulated distribution
is noisy for low probability bins, but overall the diffusion approximation matches the
discrete simulation quite well.
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Figure 4.2. Simulation comparison for beneficial mutation paired with
neutral loci. We simulated a beneficial mutation that arises and is linked to existing
surrounding neutral variation some time T in the past and then segregates in the
population. As time proceeds, new neutral mutations could occur against the selected
background, and our simulation and diffusion method accounts for both cases of
linked neutral alleles (arising both before and after the beneficial mutation). We then
condition the two-locus frequency spectrum on the number of observed beneficial A
alleles. Our diffusion method accurately recovers the conditioned distributions from
the discrete simulated process.

simulation for the two-locus process, in which background biallelic allele frequencies

were modeled using the standard biallelic Wright-Fisher process, and new two-locus

haplotype pairs were formed by randomly choosing one of those segregating sites

to be paired with a new mutation. Two-locus frequencies changed over time via

multinomial sampling on current haplotype frequencies, appropriately adjusted by

recombination and selection (details of the discrete two-locus model can be found in
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Chapter 3). First, we simulated an equilibrium demography with varying selection

strengths γ and recombination rates ρ and compared to the numerical solution for

the expected two-locus frequency spectrum (Figure 4.1). This simulation assumed a

constant influx of new mutations, both selected and neutral, that arise and are linked

to an existing mutation separated by some distance ρ.

The second simulation that we tested the numerical solution against was for a

single beneficial mutation linked to surrounding neutral variants. For this simulation,

two-locus allele frequencies changed forward in time using the same multinomial sam-

pling procedure, but new mutations entered the population in a different way than the

previous simulation. Here, we first simulated the neutral loci with new neutral mu-

tations entering the population at rate proportional to θneutral, and at the time of the

beneficial mutation, we paired each segregating neutral mutation with the beneficial

mutation, drawing randomly from the frequency of each segregating allele to deter-

mine whether the selected allele A falls on the B or b background. Simultaneously,

at the time of the new selected mutation, we simulated a large number of replicate

biallelic mutations starting at frequency 1/2N with selection coefficient γ. At each

time step we introduced new neutral mutations against the selected mutation back-

ground at rate θneutral by pairing those new mutations with randomly chosen copies

of the biallelic selected simulated frequencies. After the specified amount of time T ,

the simulation was stopped and each two-locus pairing was sampled to the number

of individuals in the sample, providing the sample two-locus distribution. Figure 4.2

shows comparisons between these simulations and our estimates from the numerical

solution to the diffusion approximation.
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4.4 Application: estimation of strength of sweeping allele
and time it arose

4.4.1 Biallelic case

We first consider the problem of inferring the strength of selection (γ) of a beneficial

mutation segregating in the population and the time (T ) in the past that it arose.

First suppose that we know the selection coefficient γ of the (beneficially) selected

allele. We observe i chromosomes carry the selected allele in a sample of size n, so

its sampled frequency is i/n. The selected allele’s true frequency x in the population

will likely be fairly close to i/n, although there is some uncertainty due to sampling

a finite number of chromosome copies from the population. The distribution of pop-

ulation frequencies x at the final sampling time, conditioned on observing the sample

frequency i/n is

P (X = x|I = i; γ) ∝ P (I = i|X = x)f(x; γ),

where γ is the scaled selection coefficient of the sampled allele (Fig. 4.3), P (I =

i|X = x) is simply the binomially distributed, and f(x; γ) is the underlying density

of frequencies for alleles with selection coefficient γ. For equilibrium demography,

this distribution is known (see Eq. 9.23 in [Ewens, 2004], or [Evans et al., 2007]):

f(x; γ) ∝ e2γ(1− e−2γ(1−x))
(e2γ − 1)x(1− x)

.

Then, for frequency x, we could determine the distribution of times T that an allele

with current frequency x and selection coefficient s arose in a single individual in the

population.

Using the forward Kolmogorov equation, we can estimate the distribution of T

(the time since the mutation appeared in the population) for a known γ by considering

the probability that a mutation that arose time T ago led to us observing it presently

at sample frequency i. Using Eq. 4.2.1 to evolve the density function f(x, t) forward in
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Figure 4.3. Frequency conditioned on sample count. Here, we assume we
observed i = 16 copies of the selected allele in a sample of size n = 20, with the
selected allele having selection coefficient γ = 20. Simulated times since mutation
were performed with a population size N = 1000.

time, we initially introduce a new mutation by setting f(x, 0) = δ(x− 1/2N0), where

N0 is the population size when the mutation arose, and then integrate f forward in

time to find f(x, T ). We sample f(x, T ) against the binomial sampling function to

obtain the expected distribution of sample frequencies at time T , using

Fbi(i; γ, T ) =

∫ 1

0

f(x, T )

(
n

i

)
xi(1− x)n−idx. (4.4.1)

Then the likelihood that the mutation arose T generations ago, given that we observe

its sample frequency as i/n, is proportional to Fbi(i; γ, T ) (Fig. 4.4).

Of course, we might not know the strength of selection that the sweeping allele is

experiencing. In this case, if we were to attempt to jointly infer T and γ, we’d have

a very hard time of it, as the likelihood surface contains a ridge of high likelihood

along an inverse relation between γ and T , and the best fit parameter set has γ →
∞ and T → 0 (Fig. 4.5). This is not surprising, since we are trying to fit two

parameters (γ and T ) to a single data point (sample frequency of selected allele).

However, this also suggests that additional observable information about the selected
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Figure 4.4. Distribution of time since mutation. For a mutation with γ = 20
and observed at sample frequency 16/20, the estimated probability of time since
mutation using the conditional forward diffusion approach matches the simulated
times since mutation using a discrete Wright-Fisher simulation.

allele’s trajectory will make this model identifiable. In the absence of observing the

frequency trajectory over time, and if the locus under selection were unlinked from all

surrounding variation, there would be no additional information available. Assuming

that we don’t have time-series data, we will rely on patterns of linked neutral variation

that are influenced by the sweeping allele’s trajectory.

4.4.2 Using multilocus data

When a beneficial mutation that will eventually sweep first arises, it falls on a single

haplotype in the population. Neutral variation that lies on the haplotype surrounding

the site of the beneficial mutation will increase in frequency as the beneficial mutation

rises in frequency. If selection is strong enough, the selected haplotype’s frequency

will increase rapidly and recombination will have little chance to break apart the se-

lected and neutral linked sites, and neutral variants unlucky enough to reside on the

non-selected haplotypes will soon be lost. Thus, neutral diversity surrounding the
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Figure 4.5. Likelihood surface for γ, T using sample frequency of selected
allele alone. For a beneficial allele sampled at frequency 16/20, we can attempt to
infer the time T that it arose and its strength of selection γ. However, for a single
data point, the inference converges to T → 0 and γ → ∞, as would be expected
without additional information. However, by using information about the surrounding
linked neutral variation, we should be able to constrain the inference to be able to
simultaneously infer both parameters.

selected site will be dramatically reduced, with the extent of the reduction decreasing

as we look farther from the selected site [Maynard Smith and Haigh, 1974, Hernan-

dez et al., 2011]. Additionally, the patterns of linked neutral allele frequencies and

linkage disequilibrium will be distorted; notably, levels of diversity tend to be dra-

matically reduced and the allele frequency spectrum is enriched for high frequency

alleles (Fig. 4.6).

With expectations for how a selective sweep should distort patterns of linked

neutral diversity, a large number of statistics and methods have been developed to

detect regions of the genome under selection. In short, many of these methods rely on

the observation that a rapidly increasing haplotype will allow little opportunity for

recombination to break it apart, and so haplotype block patterns become distorted
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Figure 4.6. The effect of a selective sweep on neutral diversity. The ex-
pected patterns of neutral variants linked to a beneficial mutation that sweeps to
high frequency in the population are dramatically distorted. A: A new mutation
arises within a single individual. B-C: If that new mutation is not lost by chance
due to genetic drift, it will establish and then rapidly increase in frequency toward
fixation. D: Neutral alleles that are linked to the selected beneficial allele will also
increase rapidly in frequency, while neutral variants that lie on the unselected back-
ground are purged at a high rate, leading to an over loss of diversity surrounding the
selected site. Additionally, we expect an excess of high frequency neutral variants,
distorting the sample allele frequency spectrum. As distance (and hence recombina-
tion) from the selected site increases, this effect decreases. Panel D was generated
using discrete simulations with tight linkage (ρ = 0), moderate linkage (ρ = 50), and
loose linkage (ρ = 200).

near the site of a beneficial allele that recently rose to fixation (e.g. [Sabeti et al., 2002,

Voight et al., 2006]). Alternatively, allele frequency based methods scan for regions of

the genome that display a distorted frequency spectrum (e.g. [Tajima, 1989, Fay and
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Wu, 2000]). Approaches along these lines have successfully pinpointed mutations in

recent human history that rapidly rose in frequency due to strong selective pressure;

one striking example is an allele that allows for lactase persistence in adults, which

has been estimated to have risen to high frequency in Northern European populations

within the past 10,000 years [Hollox et al., 2001, Tishkoff et al., 2007].

Our goal is not the detection of unknown regions under selection, but instead the

inference of the timing and strength of a previously determined beneficial mutation

that has recently swept to high frequency in the population. To do so, we adopt a

composite likelihood approach by considering two locus statistics, where one locus

is the selected site and the other is a linked neutral site. While there will be many

neutral variants linked to the selected site, we consider each segregating neutral allele

linked to the selected site independently and use the composite likelihood over all

observed pairings to approximate the full likelihood of the data.

For a selected-neutral allele pairing separated by recombination distance ρ, for a

given selection coefficient γ and time T since mutation, we calculate the density of

haplotype frequencies (nAB, nAb, naB, nab) using Eq. 4.2.4. Before the selected muta-

tion arises, we first allow neutral alleles to evolve according to the underlying single-

population demographic model, with neutral mutations occurring at rate proportional

to θ = 4Nµ (Fig. 4.7). At the time that the beneficial mutation arises, we introduce

density into φ, the density function for two-locus pairings, by pairing a single selected

mutation against the neutral biallelic background. As time proceeds from the intro-

duction of the beneficial mutation to present, we evolve the density function forward

in time, while allowing for new neutral mutations to arise against the background

of the selected allele, again at rate proportional to θ. At present time, we sample φ

against the multinomial distribution (Eq. 4.2.3) to obtain the density of sample hap-

lotype frequencies and then condition on observing i out of n samples carrying the

beneficial allele by taking the slice of haplotype frequencies such that nAB + nAb = i

(Fig. 4.7B).
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Figure 4.7. Neutral locus linked to sweeping beneficial mutation. A: De-
mography can be incorporated in the diffusion equation to account for past population
size changes. C-F: Before the beneficial mutation arises, neutral polymorphisms segre-
gate in the population. The beneficial mutation occurs and could be linked to neutral
derived or ancestral alleles, and as the beneficial mutation increases in frequency,
any mutation that happens to lie on the same haplotype will be pushed to higher
frequency as well (hitchhiking). At the present time, we sample the population and
observe the selected allele A at some high frequency i. B: We condition the expected
two-locus frequency spectrum on observing A at that frequency (nAB + nAb = i) to
obtain the distribution for expected linked allele frequencies and their LD with the
selected mutation.

To take the composite likelihood over all observed neutral variants linked to the

selected site, we bin data by recombination distance from the beneficial mutation

and determine the density of haplotype pairs within each bin. For neutral variants

at distance ρ ∈ (ρmin, ρmax], we estimate the sample haplotype frequencies using

the mean value for ρ within this bin. After conditioning on observing the selected

allele at its sampled frequency, we can then perform Poisson likelihood estimation
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over the distribution of all data within this bin. To obtain the composite likelihood

over all ρ-bins, we simply multiply together the likelihoods calculated over each bin.

One subtlety of this approach is correctly scaling the neutral mutation rate within

each ρ-bin. Each bin of recombination distances from the selected site will contain

some number of sites for which neutral mutations could occur, and the number of

potential sites within each bin need not be the same between bins. Thus, for per-

base population scale mutation rate θ, we scale the mutation rate within each bin by

L(ρmin,ρmax], the total sequence length for which a neutral mutation could occur within

the bin. θ may be a known parameter, or it could be left as an implicit free parameter

when performing fits on γ and T .

4.4.3 Selective sweep from standing genetic variation

The vast majority of variation contained within a population is neutral or nearly

neutral, as strongly selected alleles will either be fixed or lost from the population

relatively rapidly. When an environment changes, however, mutations that were

previously benign could be selected for and then rise in frequency. This phenomenon,

where selection acts on standing variation instead of de novo mutation, is called a

soft selective sweep. While there is debate surrounding the relevance and importance

of soft sweeps [Jensen, 2014], distinguishing between soft and hard (from de novo

mutation) sweeps has attracted recent attention [Peter et al., 2012]. The genomic

signatures of the two types of selective sweeps differ, with soft selective sweeps tending

to have a more muted effect on the reduction of surrounding diversity and the increase

in linkage disequilibrium between the selected and linked neutral variants. Because

the incorporation of selection is flexible in the diffusion framework, modeling soft

selective sweeps does not present a major challenge, as selection could be “turned

on” at a previously neutral locus at any specified time. This allows us to directly

compare the effects of hard and soft selective sweeps on linkage disequilibrium and
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linked neutral allele frequencies, and using two-locus statistics should allow for the

implementation of inference methods that distinguish between hard and soft sweeps.

4.5 Application: inference of the distribution of fitness ef-
fects with dominance

4.5.1 The DFE and its inference

The distribution of fitness effects (DFE) for new mutations, which describes the rela-

tive proportion of new mutations that carry a given selective effect, is a key statistic

in evolutionary genetics. Fitness effects range from strongly deleterious or lethal

to strongly beneficial, and understanding the shape of the DFE is crucial for many

questions in evolutionary genetics [Eyre-Walker and Keightley, 2007]. In general, for

protein-coding regions, many mutations will be strongly deleterious, a roughly equal

proportion will be effectively neutral or only slightly deleterious, and a small fraction

will be beneficial. Broadly speaking, there are two ways to estimate the DFE for a

given population. The first is through experimental evolution in the lab, in which

mutations accumulate in clonal populations and their fitness effects are later directly

measured [Wloch et al., 2001, Sanjuán et al., 2004]. One limitation to this approach

is the requirement that the population can be cloned and maintained in the lab and

that generation times are relatively short. For many species, including humans, this

is obviously infeasible.

An alternative to experimental evolution studies for inferring the DFE is through

a population genetic approach [Williamson et al., 2005, Boyko et al., 2008]. The

general idea behind this approach is that a selected mutation’s frequency trajectory

is primarily affected by the forces of genetic drift and natural selection. Understanding

the relative roles of drift and selection has been central to population genetics since

the early 1900s, and diffusion theory can be used to estimate the expected allele

frequency spectrum for mutations with a given selection coefficient. The effect of
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demography can be incorporated, and a parameterized DFE (such as a lognormal or

gamma distribution) can be fit to the observed frequencies of a class of mutations

putatively under selection, such a nonsynonymous mutations in coding regions. The

typical procedure involves first fitting a demographic model to putatively neutral

alleles, such as synonymous sites, and then with that specified demographic model, a

parameterized DFE is fit to the selected alleles. By fixing the demographic model, we

control for genome-wide factors such as demography that affect the allele frequencies

of all loci, selected or not. In practice, while the demographic model might not be the

exact true model, controlling for demography potentially controls for other factors as

well, such as background selection [Messer and Petrov, 2013].

4.5.2 Joint inference of dominance and selection

With any population genetic inference, a number of assumptions must be made re-

garding demography and the nature of selection and linkage. When inferring the DFE,

selected mutations are primarily assumed to be additive, and fitting to the biallelic

nonsynonymous allele frequency spectrum provides little power to jointly infer γ and

h, the dominance coefficient [Boyko et al., 2008]. However, the assumption of an

additive model for deleterious mutations is potentially problematic. Yeast knockout

experiments showed that dominance plays an important role in modulating deleteri-

ous selective effects, and suggested that γ and h are likely inversely related [Phadnis

and Fry, 2005, Agrawal and Whitlock, 2011]. Dominance is understood to play an

important role in complex traits, inbreeding depression, and the efficacy of selection

in the face of demographic events such as population size growth and range expan-

sion [Peischl and Excoffier, 2015, Balick et al., 2015, Henn et al., 2015, Gravel, 2016].

However, aside from mutation accumulation or knockout experiments in laboratory

populations, such as that carried out by [Agrawal and Whitlock, 2011], little headway

has been made on determining the joint distribution of dominance and selection.
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The DFE for a single population is a one dimensional distribution over selection

coefficients −∞ < γ < ∞. Commonly used distributions for the DFE include the

gamma, lognormal, and exponential distributions, although any arbitrary parameter-

ized distribution could be proposed instead. In many cases, the distribution will be

characterized by two parameters (such as mean and variance, or shape and scale).

To approximate the expected frequency spectrum under a parameterized DFE, we

discretize γ for values between effectively lethal (γ . −1000) and effectively neutral

(γ & −10−4). For each γ in this discretization, we solve for the expected frequency

spectrum, and then sum them together weighted by the specified DFE. For the joint

distribution of fitness and dominance effects (DFDE), we discretize the two dimen-

sional distribution in much the same way. Selection coefficients range from effectively

lethal to neutral, and we restrict the range of dominance coefficients between 0 and 1.

For the moment assuming that γ and h are uncorrelated, the number of parameters

to be fit will be the combined total of parameters from the two marginal distributions.

The distribution of dominance coefficients could be any distribution with bounded

support on [0, 1] (just for example, a beta or truncated normal distribution), and the

joint distribution maintains the marginal and conditional distributions for both γ and

h.

Two-locus statistics, where one locus is under selection and the other is putatively

neutral, could provide additional power for inferring the joint distribution of selec-

tion and dominance. Conceptually, if a deleterious mutation arises and is additive

(h = 1/2), it is immediately seen by selection and its expected time to loss is consid-

erably sooner than that of a neutral mutation. However, for a completely recessive

mutation (h close to 0), it remains unseen by natural selection until it appears as a

homozygote in the population, which requires segregating at higher frequency in the

population. Thus, a recessive deleterious mutation’s frequency trajectory is initially

largely governed by genetic drift, and at low frequencies behaves as a neutral allele.

A recessive deleterious mutation will then take longer on average to be lost than an
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additive mutation. One consequence of this is that there is more opportunity for

recombination to break down linkage disequilibrium between the selected allele and

surrounding neutral variation. The allele frequency spectrum of linked neutral loci

and patterns of LD may thus be affected by the dominance of the selected loci, and

this information could be exploited to jointly infer selection and dominance.

4.6 Conclusions

Two locus statistics capture information about both the patterns of allele frequencies

at the two loci and levels of linkage disequilbirium between them. In Chapter 3 we

saw that two-locus statistics are sensitive to demographic history and are powerful

for inferring parameters of demographic models from data. The diffusion model read-

ily incorporates selection as well, so that the effects of linked selection on neutral

variation may be directly modeled. Here, I developed a numerical approach to the

two-locus diffusion equation with selection and dominance at one of the two loci, and

I discussed two potential inference applications for parameters of selective processes.

First, I explored making inferences of the timing and and strength of selection for a

sweeping beneficial allele, using joint patterns of frequencies at and LD with linked

neutral variation by conditioning on the observed allele frequency of the selected al-

lele. And second, I discussed extending inferences of distributions of fitness effects to

incorporate dominance, using patterns of variation at both the selected loci and linked

neutral loci and again the LD between them. While the discussions of these appli-

cations at this point are very preliminary, there appears to be potential for exciting

inferences of patterns of natural selection on two-locus data.
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Chapter 5

Conclusion

In this dissertation, I explored a number of inference applications on genomic data

using diffusion and composite likelihood approaches. Diffusion methods have been

widely used as a model for allele frequency trajectories and inferences on the ob-

served distribution of contemporary allele frequencies, but thus far have been largely

restricted to single-locus biallelic analyses. However, genomic sequence datasets now

boast samples in the thousands of individuals for many species and populations within

species, and a sizable fraction of loci are observed to break assumptions of the stan-

dard population genetic models. Multi-allelic loci are observed in higher number,

and polymorphisms appear more densely packed along the genome as the sample size

from a population grows and rare variants are found. These observations allow for

novel inferences to be made of both natural selection and population demography,

but require non-standard models to be able to describe expectations for multi-allelic

or multi-locus statistics.

In Chapter 2 I developed a numerical solution to the diffusion equation for tri-

allelic loci that incorporates both selection and demography, and I used it to infer

properties of selective effects for mutations that occur within the same codon posi-

tion within a protein coding region. By considering mutually nonsynonymous tri-

allelic loci from a sequenced fly population, I extended the univariate distribution

of fitness effects, which describes the relative probabilities that a new mutation will

carry a given selective effect, to two dimensions to account for the fitness effects of

two unique mutations at the same site. The bivariate DFE includes a parameter for

the correlation of fitness effects, which I interpreted as indicating whether mutational

identity (low correlation) or location (high correlation) were more important for de-
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termining the fitness effect. In my analysis of the fly population, I found moderate

correlation between same-site fitness effects, and this inference aligned remarkably

with biochemical experiments that try to induce mutations and measure their fitness

in a lab setting. I also found that chemically similar amino acids have more corre-

lated fitness effects than chemically dissimilar amino acids, but that there were no

significant differences in correlation when considering exposed or buried residues, or

when examining residues found in intrinsically ordered or disordered regions.

I then turned my attention to the two-locus diffusion equation, which models hap-

lotype frequencies for two biallelic loci separated by a given recombination distance.

In Chapter 3 I first considered the case where both linked loci evolve neutrally and

explored the sensitivity of neutral two-locus statistics to past demography. I found

that the distribution of two-locus haplotype frequencies is indeed more informative

about past demography than biallelic data alone, and I showed that using two-locus

statistics for demographic inference can more accurately and consistently recover the

true demographic parameters from simulated data. I then turned to the Zambian

Drosophila data to infer demography of a real population, and I showed that using

two-locus statistics provide a way to more closely match observed patterns of linkage

disequilibrium. However, my inferences still underestimated LD over long recombi-

nation distances, which could indicate that additional evolutionary forces influence

patterns of LD, which could include demographic effects such as population substruc-

ture or recent admixture, or could be the result of pervasive linked selection across

the genome.

Finally, in Chapter 4 I considered the same two-locus framework but instead placed

selection on one of the two loci in order to model the effects of linked selection. Here,

I described how to incorporate selection with dominance into multi-locus diffusion

and discussed a couple of promising inference applications that could be made. First,

in recent years there has been a large amount of attention placed on determining the

strength of selection for observed sweeping alleles and the time that they arose. This
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is a notoriously difficult problem, but by using the joint patterns of allele frequencies

and linkage disequilibrium between the selected allele and linked neutral loci, making

robust inferences on the timing and strength of a sweeping beneficial allele might

be more tenable. The other application I proposed was a more robust inference of

the DFE using the joint patterns of allele frequencies for selected alleles and neutral

linked loci and the LD between them. This could potentially also allow for the

inference of the joint distribution of fitness and dominance effects, which would have

implications for many questions in population genetics, such as the accumulation of

deleterious mutation load for expanding populations or understanding how selection

and dominance influence complex traits and diseases.

Each of the diffusion approaches from these projects required the development

of numerical methods to calculate expectations for multi-allelic or multi-locus allele

frequencies in a sample. I relied primarily on a finite differences approach, and the

irregular boundary conditions and non-rectangular domain required careful consid-

eration. However, once developed, numerical diffusion approaches provide accurate

and sufficiently fast solutions to these multi-dimensional processes, allowing for infer-

ences to be made in a reasonable amount of time. While the final chapter remained

open-ended, the methods were developed to carry out the proposed applications, and

I anticipate multi-allellic and multi-dimensional methods will continue to see utility

as sequence data continues to be generated for more populations and for larger and

larger sample sizes.
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