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ABSTRACT 

The growth of network-based systems in flight test will present performance problems within the 
community.  Legacy instrumentation systems are not capable of meeting the high-bandwidth, 
low latency data processing requirements of these next generation data acquisition systems.  
Ongoing research at Southwest Research Institute is exploring the use of a variety of commodity 
components, such as Graphics Processing Units (GPUs) and multicore Central Processing Units 
(CPUs), in ways that can be applied to both the small embedded components as well as the larger 
ground systems.  This paper will explore an open, scalable Commercial-Off-The-Shelf (COTS) 
approach to bridge the gap and minimize changes to the legacy systems.  Current results from 
this approach will be presented at the conference. 
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INTRODUCTION 

Networked connectivity continues to grow and expand into every aspect of daily life.  This 
growth has partly been possible due to the commoditization and standardization of the 
underlying network technologies that has facilitated the continual development of smaller, faster, 
and more efficient components.  The core unifying network technology that has fueled the 
growth of networks everywhere is the Internet Protocol (IP).  The popularity of IP networking 
has spurred the increase of bandwidth speeds as more complex forms of information are desired 
by the general consumer. Figure 1 shows the exponential growth of bandwidth speeds over the 
last 30 years. 
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Figure 1. Network Bandwidth Growth [1] 

The performance needs of the flight test community present some challenges to the use of 
standard IP networking.  Due to flight safety concerns, telemetered data has tight latency of 
delivery requirements, typically less than 100 milliseconds.  At the same time, the amount of 
data needing to be processed grows as the complexity of the aircraft being tested increases.  
Filtering large amounts of data will quickly become a problem in these systems. 

An open, scalable Commercial-Off-The-Shelf (COTS) approach should be developed to bridge 
the gap and minimize changes to the legacy systems.  Ongoing research at Southwest Research 
Institute is exploring the use of a variety of commodity components, such as Graphics Processing 
Units (GPUs) and multicore Central Processing Units (CPUs), in ways that can be applied to 
both the small embedded components as well as the larger ground systems.  In this paper, we 
present some of the pitfalls with the traditional approaches for handling high-speed network data 
and explore our novel approach to solving this problem. 

TRADITIONAL APPROACHES 

A general rule of thumb for processing network data states that every 1 Gb/s of bandwidth 
requires at least 1 GHz of CPU processing speed [2].  In the upcoming future for network-based 
flight tests, 10+ Gb/s speeds will become the norm.  Applying this rule of thumb for packet 
processing, a processor with 20+ GHz speeds would be required.  Unfortunately, there is no 
single-threaded CPU that currently supports that speed.  Many modern processors may take 
advantage of hyper-threading or multiple cores to increase the aggregate processing speed, but 
the serialized network stack cannot easily take advantage of this parallelization.   

To solve this processing problem for 10+ Gb/s speeds, many turn to a hardware implementation 
of the network stack, commonly known as a Transmission Control Protocol (TCP) Offload 
Engine (TOE).  These are typically built directly into Network Interface Cards (NICs) and are 
intended to free up CPU processing cycles and reduce the amount of traffic across internal 
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communication buses.  While TOEs do achieve their intended purpose, they never serve as a 
viable long-term solution [3][4].  “Even if a TOE adapter and software stack currently 
outperforms "dumber" adapters for very high networking speeds (10-gigabit currently, say), that 
advantage tends to disappear by the time those speeds are in common use” [5].  A solution 
involving TOEs will have a hard time providing long-term sustainability in the ever-evolving 
flight test community.  

Another common approach to solve this problem is to utilize customized Field-Programmable 
Gate Arrays (FPGAs).  Typically, this particular solution will also implement a network stack in 
hardware.  These FPGA solutions provide the same advantages as the TOE, but may offer 
additional filtering features not found in a standard TOE.  However, FPGAs have their 
drawbacks too.  When compared to a commodity hardware solution, it is much more difficult to 
upgrade FPGAs because not all of the features are portable.  This lack of flexibility makes it 
harder to add new capabilities as flight test requirements evolve. 

A commodity-driven solution will always win because it is what most customers desire and 
need.  Ultimately, these solutions are not necessarily driven by overall performance, but rather 
the cost and a desire to not be “locked-in” to a particular vendor.  Performance becomes less 
important once customers realize that Moore’s law applies to many of these modern 
technologies.  “Once you commit to a specialized hardware design, the clock starts ticking. 
There will come a day when a software implementation could meet the requirements” [6].   

COMMODITY-DRIVEN SOLUTION 

Rather than re-implementing a network stack in hardware, a novel way of efficient data 
processing would discard “unnecessary” packets before they reach the network stack, thereby 
reducing the network load that needs to be further processed.  By utilizing a GPU, an easily 
programmable method of filtering could be applied to network packets before they reach the 
network stack.  GPUs can take advantage of Direct Memory Access (DMA) techniques to 
directly load network data into the GPU memory and provide the computational acceleration 
necessary for packet filtering.     

As shown in Figure 1 earlier, network speeds are increasing at an exponential rate; fortunately, 
GPU capabilities are trending in the same direction.  Figure 2 shows GPU single precision 
performance is increasing at an exponential rate with double-precision also slowly increasing 
(while CPU performance is not seeing quite the same gains).  While it is extremely rare for 
“real” problems to realize the theoretical capability of GPUs (as well as CPUs), the 
computational processing for streaming data processing of our domain seems to more closely 
match the trend in GPU architectures.  The research performed during the development of this 
open, scalable approach is evaluating how well GPU processing matches the flight test domain. 
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Figure 2.  Theoretical Processing Power of GPUs and CPUs [7] 

Figure 3 demonstrates that the theoretical memory bandwidths for current state-of-the-art GPUs 
should easily accommodate high-speed (10 Gb/s) network traffic.   

 
Figure 3.  Theoretical Memory Bandwidth of GPUs and CPUs [7] 

Although there is usually a bottleneck in the bus that the GPUs and NICs communicate over, 
there should be adequate headroom for the network loads we are looking to support.  For 
example, using components attached to a Peripheral Component Interconnect Express (PCIe) 
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Gen 2.0 x16 bus, the maximum throughput is 8 GBytes/s.  Approximating a 10 Gb/s network 
rate as 1 GByte/s and accounting for the following four data paths: 1) NIC input, 2) GPU input, 
3) GPU output, 4) NIC output, only about 50% of the PCIe bus will be in use.  As shown in 
Figure 2 earlier, sufficient processing capability exists in the GPU, it is just a matter of getting 
the data in and out of the GPU in a timely manner. 

TECHNICAL APPROACH 

Figure 4 shows a high-level data flow diagram of the approach. 

Streaming Data 
Processing

Filtering and Processing Rules

10 Gb/s 
Raw Input

10 Gb/s 
Processed Output

 
Figure 4.  High-Level Data Flow 

In order to prove out this approach, the following must be done: 1) create a processing language 
based on existing technologies, 2) use the processing language to drive the partitioning of the 
streaming data processing work, and 3) evaluate the effectiveness of the partitioning using real-
world test cases.   

Figure 5 shows a more detailed view of what is involved in processing the streaming data. 



 6 

Streaming Data Processing

Physical 
NIC

10 Gb/s 
Raw Input

CPU / GPU

DMA

Virtual 
NIC

Virtual 
NIC

Virtual 
NIC

Virtual 
NIC

Physical 
NIC

10 Gb/s 
Processed Output

Processing 
Configuration

FilteringFilteringFiltering

FilteringFilteringExtraction

FilteringFilteringPackaging

Compiler

Processing Rules

 
Figure 5.  Internal Data Flow of Streaming Data Processing 

We define data processing on the CPU/GPU to consist of the following steps: 

1) IP packet reception: socket-level receive or Direct Memory Access (DMA) 

2) “Traditional” IP packet filtering (e.g. matching IP addresses, Media Access Control 
[MAC] addresses, ports, etc.) 

3) Payload inspection: bit-level comparisons within the application payload of the packet 
(e.g. If ‘DataWord6’ & 0x00FF == 0x0023, this is a match) 

4) Measurement extraction: after finding a matching packet, extract specific data word(s) for 
further processing 

5) Derived measurement processing: take the measurement data word(s) and perform 
calculation(s); this calculation can be anything from a simple single measurement unit 
conversion (e.g. Raw counts -> Engineering Units) to something more complex involving 
multiple measurements within a multivariate polynomial function   

6) Packaging: repackage the measurements (Step 4) or derived measurements (Step 5) into 
new packet formats; these new packets will typically be consumed by a recorder or 
ground processing system and may not resemble the original packet formats from Step 1 



 7 

The high packet rate nature of the data set offers a good opportunity for packet-level parallelism 
to be explored.  Utilizing a technique from one of our previously successful research projects, 
virtual NICs are used to parallelize the CPU/GPU processing results. The virtual NICs will then 
pass data onto a physical NIC for aggregation before final outbound transfer.   

Three methods of data processing are being explored initially: 

• Naïve CPU approach – Read the incoming IP packets from a socket as fast as possible.  
There are some instances where acceptable results can be achieved using this simple 
method, so it should be explored. 

• Stack circumvention with CPU(s) - Direct Memory Access (DMA) incoming IP packets 
from the NIC to an application on the CPU as fast as possible.  In our experience from 
applications similar to this one, this approach is sufficient for handling packet processing 
needs of the flight test community today, but may not scale well into the future. 

• Stack circumvention with GPU: DMA incoming IP packets from the NIC to an 
application on the GPU as fast as possible.  We believe that the CPU(s) alone will not be 
able to handle the high-throughput, low-latency, mixed-size packet processing that needs 
to be performed.  A GPU can provide the computational acceleration necessary for the 
high speed packet filtering.  

ANTICIPATED RESULTS* 

We believe that an open, scalable approach on the GPU will excel at the IP packet processing 
needed in the flight test community.  Table 1 provides the test cases we will use to prove out our 
approach.  These test cases are based on our experience with real-world flight test requirements.  
In order to prove out the long-term sustainability of this approach, each test case is actually set to 
10x of what the original requirements were. 

Table 1.  Test Cases Based on Real-world Requirements  

Metric  Input Load  Number of 
Filters 

Number of Data 
Extractions + 
Calculations 

Output: 
Packets/second 

Maximum 
Latency 

1 5 Gb/s 10240 10240 500 Mb/s 100 ms 
2 5 Gb/s 1000 10240 2 Gb/s 5 ms 

 

*Final results will be presented at ITC. 
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CONCLUSION 

Most flight-test applications can be separated into three main categories: 1) ground processing 
systems; 2) airborne, within the pressure vessel; and 3) airborne, outside the pressure vessel.  
Ongoing research at Southwest Research Institute is exploring the use of a variety of commodity 
components, such as GPUs and multicore CPUs, in ways that can be applied to both the small 
embedded components as well as the larger ground systems. 
The growth of network-based systems in flight test will present performance problems within the 
community.  Legacy instrumentation systems are not capable of meeting the high-bandwidth, 
low latency data processing requirements of these next generation data acquisition systems.  This 
paper explored an open, scalable COTS approach to bridge the gap and minimize changes to the 
legacy systems.   
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