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ABSTRACT 
This paper discusses the use of diagnostics based on machine learning (ML) within a flight 
test context.  The paper begins by discussing some of the problems associated with 
instrumenting a test aircraft and how they could be ameliorated using ML-based 
diagnostics.  We then describe a number of types of supervised ML algorithms which can be 
used in this context.  In addition, key practical aspects of applying these algorithms, such as 
feature engineering and parameter selection, are also discussed.  The paper then outlines a 
real-world application developed by Curtiss-Wright, called Machine Learning for Advanced 
System Diagnostics (MLASD).  This description includes key challenges that were 
encountered during the development process and how suitable input features were 
identified.   Real-world results are also presented.  Finally, we suggest some further 
applications of ML techniques, in addition to describing other areas of development. 

Key words: FTI, Machine Learning, Time Series Classification, Anomaly Detection, 
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1 INTRODUCTION 
 

Correctly instrumenting test vehicles is a fundamental pre-requisite for a successful test 
campaign.  Any delays caused with sensors, wiring or data acquisition equipment on the 
aircraft either before or during a test flight can potentially add millions to the cost of a test 
campaign. However, instrumenting a test vehicle is a complicated, labor intensive and time 
consuming process. Invariably the situation is further compounded by the pressure to meet a 
seemingly immovable deadline.  This cocktail, left unchecked, is the ideal environment in 
which errors and mistakes thrive. 

A flight test can be broken into three phases, the pre-flight, in-flight and post-flight phases.  
Strategies have been developed over the years to mitigate the various risks in each of these 
phases.  These strategies fall into two broad categories, Processes and Diagnostic Tools.    
In the pre-flight phase tools typically include Initiated Built-in Test (IBIT), Continuous Built-
in Test (CBIT), Auto-shunt and the visual inspection of data on real-time displays.  Processes 
typically include filling in check-lists that incorporate things like the visual inspection of 
Sensors and wiring. In the in-flight phase, CBIT and monitoring data in real time are 
commonly used to detect faults, while in the post-flight phase problems with wiring and 
sensors are generally detected during the post-processing of the data. 
This paper concentrates primarily on the preflight phase.  Specifically, the potential 
application of Machine Learning (ML) techniques is discussed with a view to automating 
tasks that would otherwise be performed by engineers.  

It begins by introducing some of the basic concepts in Machine Learning and by listing some 
of the areas where ML techniques have been used. After this, the paper describes the real 
world application of Machine Learning as part of a project called Machine Learning for 
Advanced Diagnostics (MLASD).  Specifically, the detection and classification of strain 
gauge anomalies is outlined including details of the algorithms used, the problems 
encountered along the way and the results obtained. 

The paper ends with a description of on-going work within Curtiss-Wright on the practical 
application of Machine Learning and suggests some further areas that may also benefit from 
these techniques.  
 

2 BRIEF OVERVIEW OF MACHINE LEARNING 

Definition 
In brief, Machine Learning (ML) is the ability of algorithms to learn from past data and make 
predictions about new data without being 
explicitly programmed to do so. 

Types of Machine Learning 
Machine Learning algorithms can be classified 
into two main categories, Supervised Learning 
and Unsupervised Learning.  In Supervised 
Learning the ML algorithm is trained using a set 
of pre-labelled data.  The Supervised Learning 
algorithm then usually uses what it has learned 
from the training data to either classify or make 
predictions about new (i.e. previously unseen) Figure 1- Supervised Learning 



 

data that it is input to it (Figure 1 illustrates this approach).  For example, in an email spam 
filter the algorithm may be trained using emails labelled as either “spam” or “good”.  From 
this data set the algorithm can learn to distinguish between good and spam email in real 
systems. 

In Unsupervised Learning, the goal of the 
Machine Learning algorithm is to discover 
structure and patterns in the input data.  
These algorithms are not given any pre-
labelled data as part of a specific learning 
phase (Figure 2 illustrates this approach).  
Unsupervised learning has been used to 
classify different species, in classifying the 
voting records of public representatives 
and in image processing. 

There also exists a third category of Machine Learning called Semi-Supervised Learning that 
contains a step in the process that uses supervised learning to bootstrap the algorithm.  These 
techniques are typically used where there is a small set of labelled training data relative to the 
volume of data that needs to be processed.  Examples of where these algorithms have been 
used include image classification and digit recognition in hand-writing 

Under-fitting and Overfitting 
In training a Machine Learning algorithm there are two potential pitfalls, Overfitting and 
Under-fitting that need to be avoided. 
Overfitting (or variance) of data is the situation where the ML algorithm has effectively been 
trained to match (or memorize) the training data only.  The ML algorithm can identify and 
classify the training data only and not much else. 

Under-fitting (or bias) occurs when the learned model is a poor representation of the actual 
input data and thus results in poor performance 

Measuring Performance and Accuracy 
In assessing the performance of an ML algorithm in classifying inputs, there are two common 
metrics that come from the area of Information Retrieval. These are Precision 

! = !"#$ !"#$%$&'#
!"#$ !"#$%$&# + !"#$% !"#$%$&'# 

and Recall    

! =  !"#$ !"#$%$&'#
!"#$ !"#$%$&'# + !"#$% !"#$%&'"( 

These essentially measure the ability of an algorithm to accurately classify an input.  The 
higher the Precision the lower the Recall and vice versa, so typically these measures are 
usually combined into a single metric called the F-Score.  The F-Score is given by 

! !"#$% =  2 !"#$%&'( ×!"#$%%
!"#$%&%'( + !"#$%% 

Note that both Precision and Recall have to both be high to get a good F-Score 
 

 

Figure 2 - Unsupervised Learning 



 

3 CASE STUDY 
 

This section outlines the application of Machine Learning within Curtiss-Wright as part of a 
project called Machine Learning for Advanced System Diagnostics (MLASD).  In particular, 
it outlines how specific issues with a strain gauge connected to a Data Acquisition Unit 
(DAU) can be identified. 

Motivation and Goals 
The primary goals of the project were 

• Determine if it was possible to use supervised Machine Learning algorithms to 
successfully identify and classify problems that occur with a strain gauge sensor 

• Investigate and determine which Machine Learning algorithms, if any, can be used 

• Determine the resource requirements of these algorithms and thus if they could be 
deployed to a resource constrained environment 

• Gain insights into the practicality of extending Machine Learning into other areas of 
Flight Test. 

In summary, the goal of the project was to determine if it is practicable to deploy machine 
learning algorithms on a standard COTS module in a standard DAU.  

ConstraintsS 
The target platform for this application was the KAD/MAT/101, a general purpose 
Microcontroller with integrated DSP from Curtiss-Wright developed for Flight Test 

applications and deployable in a KAM-500 Data 
Acquisition Unit (see Figure 3).   
The ML algorithm would be subject to the following 
resource constraints. 

• 80 MB of working memory 

• 500K of persistent storage 

• A Dual Core ARM9 processor 
Thus, relative to PC or Cloud-based platforms where 
Machine Learning algorithms are traditionally deployed, 
the run-time environment was highly constrained. 

Target Problem 
The scenario chosen to test the effectiveness of ML techniques was the detection and 
classification of problems with Strain Gauges. Specifically, Machine Learning would be used 
to identify three different types of problems.  
These problems were (1) Broken positive rail, (2) Broken negative rail and (3) zero fault with 
the output of a Wheatstone bridge. Figure 4 illustrates these scenarios 
This problem was chosen because it was both easy to obtain real data with which to test the 
solution, and because it is an actual problem encountered in real-world applications.  

Figure 3 – KAD/MAT/101 



 

Machine Learning Options 
The target application is an instance of the more 
general problem of Time Sequence Classification. 
[2]  For this type of problem, there are a large 
number of potential algorithm choices that fall into 
three broad categories  

• Feature Based:  In these approaches various 
features of the data are extracted and used as input 
to the ML algorithm.  Example features include a 
Moving Average, Kurtosis, Skew and so on. 
Common algorithms used here include Support 
Vector Machines (SVM) and Decision Trees. 

• Model Based: In Model based approaches statistical models are created for the data to be 
classified (e.g. Gaussian, Poisson etc.) and used in approaches such as Markov Models or 
Hidden Markov Models. 

• Distance Based: These categories of algorithms rely on using a measure of Similarity (or 
Distance) between input data and previously classified data.  An example of a Similarity 
metric is Euclidean Distance from geometry 

For the case study a Distance Based approach was used because of both the success of these 
algorithms reported by the Machine Learning community [3] and because of the 
interpretability (by humans) of the results1. 

The kNN Algorithm 
For the Strain Gauge problem, the k-Nearest 
Neighbor (kNN) algorithm was used. In the kNN 
algorithm, the similarity of the input data is 
measured against its “k” nearest neighbors in the 
labelled data set.  Error! Reference source not 
found. shows an example where the six nearest 
neighbors of the input data (the red star in the 
example) are compared.  In this case there are 
more yellow than blue data points close to the 
input data so the classifier will assign it to the 
category associated with the yellow data points.  
Almost any distance metric can be used to measure 
similarity [5]. 

Training data set 
The algorithm was trained using a combination of anonymized customer data and simulated 
data. A test jig was built to physically generate the three fault scenarios.  These fault 
scenarios where then applied to actual customer data.   

For the results presented here, a 1 NN algorithm was used.  In other words, the input data was 
classified into the same category as its nearest neighbor.  The data set itself consisted of 4000 
samples.  Figure 6 shows some data containing a mixture of the three faults. Specifically, the 
data contains intermittent faults in the Strain gauge. 
                                                
1 Other approaches such as using SMVs are essentially “Black Boxes” which obscure the reasoning 
behind the results  

Figure 5 - kNN using six nearest neighbours 

Figure 4 - Three strain gauge problems 



 

 
Figure 6 – Raw data with intermittent faults 

 

Results 
During the development a number of experimental approaches were taken including feeding 
the algorithm the raw data itself and pre-processing the data and using the Standard Deviation 
and Variance as input instead.  Table 1 summarizes the results obtained.  NOTE: in order to 
prevent overfitting, the data was trained using two thirds of the generated data and then tested 
against the remaining third 

 
Error Type Preprocessing Precision Recall F1-Score # Test Set 

Positive Rail 

Raw 0.5 0.48 0.42 132 

Standard Deviation 1.0 1.0 1.0 132 
Variance 1.0 1.0 1.0 132 

Negative 
Rail 

Raw 0.47 0.51 0.44 132 
Standard Deviation 1.0 1.0 1.0 132 
Variance 1.0 1.0 1.0 132 

Zero Fault 

Raw 0.43 0.43 0.41 132 
Standard Deviation 0.84 0.78 0.77 132 
Variance 0.96 0.96 0.96 132 

Table 1- Results for Raw, Standard Deviation and Variance 

As can be seen from the results outlined in Table 1, with the raw, unprocessed, data (Figure 
6) the ML algorithm was only able to identify and classify about 50% of the Positive and 
Negative Rail problems and about 40% of the problems associated with the output of the 
strain gauge.  When preprocessing is applied however, the results improved dramatically.   

Figure 7 and Figure 8 show the effects of preprocessing on the data.   Essentially, the 
preprocessing has the effect of making the faults more discernible in the input signal 
 



 

 
Figure 7 - Using Standard Deviation 

When the Standard Deviation is used (Figure 7) as input to the ML algorithm the Positive and 
Negative rail faults are identified and classified 100% of the time and the output fault 
detection grows to about 85%.  Further improvements are obtained by using the Variance 
(Figure 8) of the data with the output fault classification improving to 96%. 

 
Figure 8 - Using Variance 

Although a simple example of Machine Learning it has potentially very useful applications.  
For example, it would be very difficult for human operators to notice persistent but rarely 
occurring faults located in one of hundreds of sensors.   The approach described, would 
notice and flag the problem almost immediately 
 

4 FUTURE RESEARCH AND APPLICATIONS 
Based on the preliminary results outlined above it is suggested that investigating the use of 
Machine Learning algorithms in the following areas should be considered: 



 

More Sensor Types 
This paper outlined an algorithm that identifies and classifies problems associated with strain 
gauges.  These algorithms can also be easily extended to other sensor types such as 
Temperature sensors and Accelerometers.  This is an active area of development within 
Curtiss-Wright.  

Network Defect Monitoring 
The Machine Learning techniques described here can also be easily adapted to detect 
problems in Ethernet based data acquisition networks.  For example, problems in Time 
Synchronization, Dropped Packets, Packet Corruption and other anomalous behavior  

Deployment options  
The algorithms described in this paper are designed to work in an embedded application 
running on a COTS module in a DAU, and are thus directly applicable during the in-flight 
phase of a flight test campaign.  The same algorithms however, can also be used in the pre-
flight phase.   
For example, Curtiss-Wright plans to integrate these Machine Learning algorithms into its 
own preflight software and its DAS Studio application suite.  The aim is to allow FTI 
engineers to monitor hundreds or even thousands of sensors on an aircraft concurrently.  
Wiring, Sensor and other defects that would otherwise only be spotted by human experts 
would be caught and flagged automatically.  

The algorithms running on the DAU can also be deployed directly in Ground-station analysis 
software where problem detection and classification can be highlighted in real time during 
flight.   

Generalized Anomaly detection  
This paper outlined an algorithm that identifies and classifies known problems associated 
with strain gauges.  Other rarely occurring and previously unknown anomalies are unlikely to 
be caught using the techniques described.   

However, a large body of research exists in the Machine Learning and Data Mining 
communities into generalized anomaly detection in time series data (see also [1]).  This 
research centers on developing unsupervised and semi-supervised techniques to detect 
anomalous behavior.  Essentially, these algorithms learn what is “normal” and are able to 
detect and flag signals and data that deviate from this norm.  This is an active area of research 
within Curtiss-Wright. 

Early classification in time series  
Another promising application of Machine Learning is in the early prediction of future 
anomalies or other undesirable behavior [6]. For example, certain patterns and signatures in 
the data may be predictors of an upcoming sensor failure and allow engineers to prevent the 
defect from occurring at all by replacing the sensor.  This is another potential area of 
development within Curtiss-Wright. 

 
5 SUMMARY 

This paper began by outlining some of the problems encountered in instrumenting a test 
aircraft. It was suggested that Machine Learning Techniques could help solve some of these 
problems.  In particular, it was suggested that Machine Learning techniques would be of 
particular benefit in detecting and classifying faults that are rare and occur intermittently.  



 

The techniques would be especially useful if there are hundreds of sensors involved.   The 
paper gave a brief overview of Machine Learning and gave examples of where they are used.  
A specific application of Strain Gauge anomaly detection and classification was then 
described.  It was shown that a classification algorithm based on the k-nearest algorithm was 
highly effective in this task.  Finally, future areas of research were then described including 
generalized anomaly detection, fault prediction and deployment options. 
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