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ABSTRACT

Distributed heterogeneous embedded systems are increasingly prevalent in numerous
applications, including automotive, avionics, smart and connected cities, Internet of
Things, etc. With pervasive network access within these systems, security is a critical
design concern. This dissertation presents a modeling and optimization framework for
distributed, reconfigurable, and heterogeneous embedded systems. Distributed embedded
systems consist of numerous interconnected embedded devices, each composed of
different computing resources, such single core processors, asymmetric multicore
processors, field-programmable gate arrays (FPGAs), and various combinations thereof.
A dataflow-based modeling framework for streaming applications integrates models
for computational latency, mixed cryptographic implementations for inter-task and intratask communication, security levels, communication latency, and power consumption.
For the security model, we present a level-based modeling of cryptographic algorithms
using mixed cryptographic implementations, including both symmetric and asymmetric
implementations.
We utilize a multi-objective genetic optimization algorithm to optimize security and
energy consumption subject to latency and minimum security level constraints. The
presented methodology is evaluated using a video-based object detection and tracking
application and several synthetic benchmarks representing various application types.
Experimental results for these design and optimization frameworks demonstrate the
benefits of mixed cryptographic algorithm security model compared to single
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CHAPTER 1
INTRODUCTION
Distributed embedded systems are increasingly prevalent in numerous applications,
including video-based object detection and tracking [66][73], automotive systems
[12][15][31][32], automated greenhouses [13], Internet of Things (IoT), etc. Distributed
embedded systems are composed of numerous embedded devices incorporating various
sensors, actuators, and heterogeneous computing resources. Heterogeneous computing
resources include processors, which may vary within and across devices, and
reconfigurable computing resources such as field-programmable gate arrays (FPGAs),
hardware accelerators, etc. Distributed embedded systems may communicate with
distributed servers, such as cloud computing, to offload computationally intensive
operations. Importantly, computing resources, both local and distributed, have
performance and energy constraints that must be considered in mapping and optimizing
an application onto these architectures. Additionally, such optimization must also
consider

the

intra-

and

inter-device

communication

bandwidth

constraints.

Communication between embedded devices may include both wired interconnects, such
as CAN and FlexRay buses in automotive systems, or wireless communications.
Two critical design concerns for distributed embedded systems include energy and
security [6][7]. Confidentiality of data is important both between devices as well as
within devices. One approach to increase security is to utilize cryptography when
communicating data within or between embedded devices, but comes with a tradeoff of
increased energy consumption. Mobile or battery-powered embedded devices often have
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limited energy availability. Thus, design methodologies and tools are needed to optimize
the implementation of applications within distributed embedded systems considering the
security and energy tradeoffs.
Recent trends have shown that malware is increasingly common in embedded systems.
Malware may be present throughout the devices within a distributed system, including
embedded devices as well as distributed servers [28][55]. As heterogeneous embedded
devices may incorporate both software and reconfigurable hardware, attackers who gain
access to the embedded devices can create malware in both software and hardware.
Therefore, not only is it necessary to use cryptography for inter-device communication
(e.g., wireless communication between UAV and cloud computing resources) but it may
also be necessary to use cryptography between tasks within a single embedded computing
device (e.g., communication between software tasks and hardware accelerators
implemented within an FPGA). Several approaches have focused on optimizing security
between embedded devices and servers using cryptography with consideration to time
and power constraints [25]. Other approaches have examined the use of encryption
between software and hardware tasks within a single embedded device [3][21][22].
However, what is missing is a holistic approach that considers the mapping and
optimization of applications onto distributed, heterogeneous, and reconfigurable systems
considering

the

end-to-end

security

and

energy

tradeoffs

and

considering

encryption/decryption at all levels.
In this dissertation, we present a design methodology for distributed reconfigurable
embedded systems that optimizes latency, energy, and/or security across all computing
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and communication levels. We consider a distributed architecture consisting of
heterogeneous embedded devices, which may include processors and/or FPGAs. We
develop a dataflow-based application modeling framework to model computational
latency, security levels for cryptography, communication latency, and energy
consumption for multiple software and hardware targets for each application task. Within
the proposed approach, a task can be implemented in one of three alternatives: 1)
software executing on a processor within an embedded device; 2) software executing on a
processor within a distributed computing device; or 3) hardware implemented within an
FPGA on the embedded device. We further consider encryption/decryption of data
transmitted between all tasks within the application using a configurable advanced
encryption standard (AES) implementation that defines numerous security levels, each
level having tradeoffs between cryptography strength and performance/energy. We
present an optimization method that allows for optimizing security, latency, or power
consumption given constraints. We evaluate the proposed methodology using a videobased object detection and tracking application.
Additionally, our application and architecture modeling supports both single and
multicore processor systems, asymmetric multicore systems, and per-core shutdown for
reducing energy consumption. We present an optimization methodology employing
multi-objective genetic optimization, which incorporates penalty functions to
simultaneously ensure constraints on the minimum required security are achieved while
also maximizing the system-wide security and minimizing energy consumption.
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Ultimately, we present a security-constrained and security-optimized approach for
optimizing distributed embedded systems using mixed cryptographic implementations.
The presented methodology supports wireless communication using cryptography for
both inter-device and intra-device communication (i.e., all tasks to tasks communication
can be encrypted to maintain confidentiality). The mixed cryptographic implementations
include multiple symmetric and asymmetric algorithms, with different configurations of
each algorithm to support varying security levels.
Consequently, the use of a mixed cryptography model enables the specification of
constraints for implementing specific security policies. We present mixed cryptography
security model with security policy constraints.
The dissertation is organized as follows. Chapter 2 presents background and previous
work for distributed embedded system optimization and security-aware optimization of
distributed embedded systems. Chapter 3 presents our application and architecture
models supporting both single and multicore processor systems, asymmetric multicore
systems, and per-core shutdown for reducing energy consumption. Chapter 4 presents a
design space exploration methodology that utilizes a genetic algorithm with the goal of
mapping application tasks to hardware or software on the distributed heterogeneous EDs
given constraints on latency, FPGA resources, or minimum required security level. We
utilize a genetic optimization algorithm to search the design space to minimize the total
power consumption, given different constraints.

Chapter 5 presents an optimization

methodology employing multi-objective genetic optimization, which incorporates penalty
functions to simultaneously ensure constraints on the minimum required security are
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achieved while also maximizing the system-wide security and minimizing energy
consumption. Chapter 6 presents a security-driven optimization approach for distributed
embedded systems using mixed cryptographic implementations. Chapter 7 presents an
analysis of the impact of using security policy constraints for optimizing distributed
embedded systems with mixed cryptographic implementations. Chapter 8 and Chapter 9
conclude and highlight future work, respectively.
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CHAPTER 2
BACKGROUND AND PREVIOUS WORK
2.1 Distributed Embedded System Optimization
Numerous approaches have addressed the schedulability analysis and optimization of
real-time systems within distributed embedded systems consisting of interconnected
devices using a wired communication network, such as automotive electronics [12][15].
These approaches focus on scheduling and mapping of tasks to devices (e.g., ECUs).
However, they do not consider the use of hardware accelerators, cryptography for
communication between devices, or heterogeneous communication methods (e.g.,
wireless and wired communication networks).
Several approaches have examined the optimization of communication protocols
within distributed embedded systems, particularly within the domain of wireless sensor
networks (WSNs) [10][11][16]. These approaches focus on energy efficiency of
communication methods, sleep/active/idle modes, asynchronous communication, or
clustering. These are suitable for communication-dominated systems. However, we focus
on the mapping of computational workloads across distributed devices, which are more
computationally intensive and may be less affected by the communication protocols.
Other research leverages the communication models [9] to capture the expected latency
and energy requirements for communication between devices. The above mentioned
researches primarily consider latency, area, and energy, but neither consider the use of
security-related protocols, cryptography, etc. nor do they optimize for such components.
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Shang et al. [27] presented a multi-objective hardware/software co-synthesis approach
for low-power real-time distributed embedded systems that optimizes system cost and
power consumption. The approach utilizes a time-multiplexed scheduling algorithm to
dynamically reconfigure distributed FPGAs to sequentially execute tasks. This approach
focuses on minimizing reconfiguration schedule latency while reducing reconfiguration
energy overhead. In contrast, our approach focuses on a dataflow model for stream-based
applications, in which reconfiguration is not utilize during the execution of a specific
application. Instead, reconfigurable resources are utilized within the task-mapping phase
to map tasks to specific heterogeneous resources, which may include both software
executing on processor cores or hardware implemented with an FPGA.
Ebeid et al. [29] proposed the use of unified modeling language (UML) diagrams to
enable early simulation of UML and dataflow models for distributed embedded systems.
The UML-based simulation enables evaluation of QoS metrics, including throughout and
latency, for the network interface. However, this approach does not consider security
requirements or energy optimization of computational tasks, but rather focuses primarily
on network-related QoS.
Sayyah et al. [30] described a design flow based on a SystemC virtual platform
supporting the design of energy-efficient distributed embedded applications running on
modern heterogeneous SoC devices. The approach focused on the dynamic power
management for wireless body sensor network applications utilizing simulation to
explore power management and network protocols. In contrast, our approach addresses
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the mapping of tasks onto heterogeneous resources and the joint optimization of energy,
security, and performance.
Selicean and Pop [15] considered the design of application using distributed platforms,
consisting of several processing elements (PEs) interconnected using a broadcast bus.
This approach defines safety integrity levels (SILs) that quantifies the required safety of
tasks, and optimizes the mapping and scheduling of task onto PEs to meet safety
requirements. Specifically, tasks of different SILs can share a PE only if all tasks are
elevated to the highest SIL among them. Higher SILs lead to increased development
costs, so the approach presents mapping and partitioning optimization algorithms to
minimize development while meeting latency constraints.
2.2. Security-aware Optimization of Distributed Embedded Systems
Numerous approaches have focused on security-aware optimization of embedded
systems. Table 1 presents an overview of security-related system design and optimization
approaches for distributed embedded systems. We categorize the approaches as one of
three types: security integrated, security constrained, and security optimized. A securityintegrated approach incorporates security within the system design, but does not use
security as a constraint or optimization metric. For example, an approach in which single
cryptographic implementation is used to communication between two tasks, but does not
optimize the cryptographic implementation, is security integrated. A security-constrained
approach defines system constraints that directly related to security (e.g., a constraint
requiring a key size of at least 512 bits). Lastly, a security-optimized approach uses
security within system fitness evaluation as part of the optimization problem. For
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example, an approach that attempts to maximize the key size used for cryptography while
meeting latency constraints is security optimized.
Gu et al. [31] presented a security-constrained approach that aims minimizing the total
number of hardware coprocessors to map application tasks onto a FlexRay based
distributed hardware platform while meeting security and latency constraints. The
security constraint is defined as the minimum length in bits required the system’s
message authentication codes. While these methods seek to optimize the cryptography
and authentication methods utilized within distributed automotive electronics, they do not
consider inter-device cryptography, wireless communication, or energy constraints. In
contrast, the methodology presented in this dissertation supports distributed embedded
systems with wireless communication, cryptography for inter-device and intra-device
communication, and optimization of power and security level subject to end-to-end
latency and hardware constraints.
Lin et al. [32] developed a design methodology supporting security-aware
authentication in time division multiple access (TDMA) based real-time distributed
systems, supporting FlexRay, Time-Triggered Protocol, and Time-Triggered Ethernet.
This approach determines the task allocation, priority assignment, network scheduling,
and key-release intervals while considering security and time constraints. Lin et al. [44]
further considered security-constrained and security-optimized approach that utilizes
path-based security constraints and minimizes security risk. Security risk is a numerical
value that defines the risk of two tasks sharing the same key. Cumulative security risk is
minimized by increasing message authentication code lengths for both individual
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Table 1: Overview of related work on optimization of secure distributed
embedded systems.
Paper

Security Integration

Constraints

Optimization

[Gu et al. 2016]

Secure message authentication
between ECUs

Latency, Security

Area

[Lin et al. 2015]

Optimizing message
authentication codes between
ECUs

Latency

Security

[Jiang et al. 2012]

Defines security levels for
cryptographic implementation

Latency, Security

Area

[Zhang et al. 2013]

Optimization of number of
encryption rounds

Latency, Energy

Security

[Xie and Qin, 2008]

Defines minimum security
requirements

Security, Latency

Security

Our Approach

Incorporate cryptographic
security levels (and associated
performance and energy)
within multi-objective
optimization

Latency, Energy,
Security1, Area

Energy, Security

1 Security

constraint can specify minimum security requirement.

communication pairs and paths of communicating tasks. Additionally, this approach
considers software tasks executing on homogeneous multicore systems, but does not
consider heterogeneous resources or distributed systems. In contrast, our approach is to
maximize average security level of AES cryptography under multiple constraints on
hardware resources, time, and energy.
Jiang et al. [1] presented a codesign method to optimize hardware resources within
automotive systems, specifically focusing on systems using CAN or FlexRay buses,
considering security methods to support confidentiality of data communicated between
tasks within real-time distributed systems. The approach considers a system composed of
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a fixed number of ECUs and a configurable number of FPGAs. A constraint logic
programming based optimization method is presented to minimize the number of FPGAs
required to achieve a desired security requirement (i.e., minimum number of rounds in
AES encryption) and meet real-time constraints.
Zhang et al. [2] presented a security optimization approach that optimizes the
cryptography algorithm used to communicate between tasks within a real-time
application implemented using a homogenous multicore system. The authors identified
several configurations of the RC6 algorithm and defined security levels that rank the
confidentiality achieved by each configuration. This approach models real-time
applications as directed-acyclic task graphs and utilizes cryptography for all inter-task
communication. Given a deadline and energy constraint, the optimization method
determined the task-to-processor mapping and maximum security level for each task.
This approach only considers software tasks executing on homogeneous multicore
systems, but does not consider heterogeneous resources or distributed embedded systems.
Xie and Qin [14] proposed a task allocation for parallel applications with deadline and
security constraints (TAPADS) methodology that performs mapping and scheduling of
parallel tasks with real-time deadlines onto heterogeneous computing clusters. TAPADS
optimizes the security level of tasks while meeting deadline constraints and a designerspecified latency constraint. The approach considered security optimized and security
overhead model using three security services; confidentiality, integrity, and
authentication services. Security levels of the algorithms are proportional to the
algorithms’ performance and the strength or safety degree of a particular security service.
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However, they do not consider energy constraints, hardware accelerators, or
communication latency between tasks.
Much research has also analyzed the latency, energy, and memory tradeoffs of
different cryptographic algorithms and implementations [37]. Pous and Joancomarti [38]
analyzed various symmetric and asymmetric cryptographic algorithms, hash chain
functions, elliptic curves cryptography, etc., and compared them with the costs of basic
operating system functions, thereby quantifying the overhead that a secure protocol
introduces. Mansour and Chalhoub [39] considered evaluated different symmetric and
asymmetric security algorithms within wireless sensor networks to evaluate the time,
energy, and memory usage, concluding that asymmetric cryptography has a significant
effect on energy consumption of sensor nodes. Notably such efforts provide the
foundation upon which to build estimation models that are needed within system-level
design methods and optimization algorithms.
Peter et al. [40] consider the system-level design and optimization of a system-on-achip (SOC) incorporating hardware accelerators for AES and ECC cryptographic
algorithms, while considering the trade-oﬀ between software and hardware. This
approach and architecture effectively determines a single optimized cryptographic
implementation and a single hardware accelerator for all communication, whereas the
approach presented herein supports different cryptographic implementation for each pair
of communicating tasks. Additionally, tasks implemented in hardware will incorporate
dedicated components for the cryptographic algorithms used by that task to ensure high
system throughput.
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Other research has focused on exploring cryptosystems with mixed cryptographic
implementations [52][53]. Kuppuswamy and Al-Khalidi [52] [52] proposed a hybrid
cryptosystem that combines the convenience of a public-key cryptosystem with the
efficiency of a symmetric key cryptography, demonstrating their proposed cryptography
algorithm provided increased security and authentication compared to other hybrid
algorithms. This approach seeks to develop a hybrid cryptographic implementation that
could be used for specific communication channels, whereas the mixed cryptographic
approach presented in this dissertation uses different cryptographic algorithms for
different communication channels.
Other work has addressed the design of secure embedded system architectures,
including the use of secure coprocessors for cryptography operations [18][3][6], and
developing secure computing architectures that separate processing into secure and
insecure components [8]. We note that these efforts are complimentary to the approach
presented herein.
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CHAPTER 3
SECURITY-INTEGRATED MODELING OF DATAFLOW APPLICATION AND
DISTRIBUTED HETEROGENOUS EMBEDDED SYSTEM ARCHTECTURES
3.1 Overview
In this Chapter, we present a design methodology for distributed reconfigurable
embedded systems that optimizes latency, energy, and/or security across all computing
and communication levels. We consider a distributed architecture consisting of
heterogeneous embedded devices, which may include processors and/or FPGAs. We
develop a dataflow-based application modeling framework to model computational
latency, security levels for cryptography, communication latency, and energy
consumption for multiple software and hardware targets for each application task. Within
the proposed approach, a task can be implemented in one of three alternatives: 1)
software executing on a processor within an embedded device; 2) software executing on a
processor within a distributed computing device; or 3) hardware implemented within an
FPGA on the embedded device. We further consider encryption/decryption of data
transmitted between all tasks within the application using a configurable advanced
encryption standard (AES) implementation that defines numerous security levels, each
level having tradeoffs between cryptography strength and performance/energy.
Additionally, our application and architecture modeling further supports both single and
multicore processor systems, asymmetric multicore systems, and per-core shutdown for
reducing energy consumption.
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3.2 Distributed Embedded Systems Architecture
Broadly, distributed embedded system can be defined as being composed of
heterogeneous embedded devices (EDs) connected by wireless and/or wired connections,
along with cloud computing resources for storing data or offloading computations. The
heterogeneous EDs may have different computing resources, including processor types,
number of processor cores, custom hardware accelerators, or reconfigurable FPGAs.
Figure 1 shows an example distributed embedded system, consisting of four different
types of EDs. In this example system, ED1 is a multicore device with two processor cores,
ED2 consists of a single processor core with an FPGA, ED3 incorporates a custom ASIC

Figure 1: Overview of a distributed embedded system architecture.
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coprocessor, and ED4 is a quad-core system. Distributed embedded systems provide the
opportunity to map application tasks onto different embedded devices.
We consider dataflow applications in which individual computational tasks can be
mapped to any embedded device. This provides potential to optimize the system by
mapping tasks to devices best suited for that task, such as selecting a device that yields
the best energy efficiency or choosing a device with the lowest latency. While
computations may be theoretically mapped to any embedded device, inputs and outputs
for the distributed application may be limited to specific devices as system inputs from
physical sensors or stored data (i.e., source nodes in the dataflow model) may only be
present within specific devices. Similarly, physical system outputs or data storage (i.e.,
sink nodes in the dataflow model), may need to be limited to devices with the associated
actuators or databases where results are stored.
The mapping of an application onto a distributed architecture must consider the
location of system sources and sinks, and the communication network between EDs.
Because tasks can be mapped onto different EDs, the communication framework can
heavily influence the overall performance. Each ED can be connected by different
network interfaces/protocols, including IEEE 802.11, Ethernet, FlexRay, ZigBee, etc. A
generic and extensible communication model, supported by appropriate middleware, can
abstract communication as point-to-point connections between devices. Such a model
should enable efficient estimation of the inter-device and intra-device communication
latency. We target distributed heterogeneous embedded systems using a communication
middleware supporting wireless communication between EDs using IEEE 802.11g.
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Figure 2: Overview of four distributed embedded architectures (a) A1 architecture, (b)
A2 architecture, (c) A3 architecture, and (d) A4 architecture (A1-A4) comprised of
several heterogeneous embedded devices (ED1-ED6).
Figure 2 and Table 2 present an overview of the four distributed embedded devices
considered to evaluate the presented methodology and tradeoffs between hardware
resources, security levels, and power consumption. The distributed heterogeneous
architecture A1 consists of two EDs. ED1 incorporates an ARM processor operating at
700 MHz and an FPGA with a maximum frequency of 100 MHz and a system bus
frequency of 100 MHz. The FPGA is divided into a maximum of four equal
reconfigurable regions, and each hardware task implementation is constrained to the size
of one reconfigurable region. In this architecture, ED1 serves as a source node, which is
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used for the targeted video-based object detection and tracking application (discussed in
Section 3), as the camera sensor is physically connected to that device. ED2 incorporates
a single processor operating at 1.2 GHz with a system bus frequency of 600 MHz, and
serves as the sink node for the target application. Architecture A2 consists of three EDs,
including a sink ED3 incorporating a single ARM processor operating at 1.8GHz with a
system bus frequency of 1333 MHz and two source ED4s incorporating a single ARM
processor operating at 1GHz with a system bus frequency of 533 MHz. Architecture A3
consists of three EDs, including ED5. ED5 incorporates the most capable multicore
processor: a quad-core processor operating at 1.8 GHz with a system bus frequency of
1333 MHz. ED5 supports per-core shutdown that enables individual cores to be
shutdown if not utilized. Lastly, architecture A4 includes ED6, which incorporates a
MicroBlaze processor operating at 200 MHz, an FPGA with a maximum frequency of
150 MHz, and a system bus frequency of 150MHz. Notably the FPGA within ED6 is
more than 10X larger than the FPGA within ED1.
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Table 2: Processor and FPGA specifications for heterogeneous embedded devices
considered.
Embedded Device

Processor
Cores
Frequency (MHz)
FPGA Device
Frequency (MHz)
Logic Cells
Slices

ED1

ED2

ED3

ED4

ED5

ED6

Cortex A-15

Cortex A-15

Cortex A-15

Cortex A-8

Cortex A-15

MicroBlaze

1

1

1

1

4

1

700

1200

1800

1000

1800

200

Spartan-6

-

-

-

-

Kintex-7

100

-

-

-

-

150

24,051

-

-

-

-

326,080

3,758

-

-

-

-

50,950

3.3 Modeling of Embedded Applications & Systems
To enable the efficient optimization and design space exploration for distributed
heterogeneous embedded systems considering latency, power, and security constraints,
integrated models are needed for the application, architecture, and security methods. Our
approach utilizes five integrated models, namely a dataflow model for the application, an
execution latency model for heterogeneous software and hardware resources, a
communication latency model for intra- and inter-device communication between tasks, a
power estimation model, and a security model for cryptography used to transmit data
between all tasks.
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Figure 3: (a) Dataflow model for a video-based object detection and tracking application.
(b) Execution latency model for software and hardware task alternatives. (c)
Communication latency model. (d) Example task mapping for a particular system
configuration.
We utilize a video-based object detection and tracking application, based on to
illustrate the various models used in our approach. While object detection and tracking
can be applied to numerous applications, we consider the task of detecting and tracking
the movement of moving vehicles in a video stream.
Figure 3 (a) presents an overview of the dataflow model for the video-based object
detection and tracking application, highlighting the tasks and parameterized token sizes.
Given a video input, the first high-level operations extract the vertical and horizontal
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projections, which include the tasks horizontal difference (HD), horizontal projection
histogram (HP), vertical difference (VD), and vertical projection histogram (VP). The
segmentation (SG) task then determines the regions within the video for individual
objects. The inverse wavelet transform (IWT) and support vector machine (SVM) are
utilized to perform image classification to determine the identified object type. Finally,
the autoregressive-moving average (AR) task processes the location of objects between
frames to track object movement.
3.3.1 Parameterized Dataflow Application Model
The application model uses a parameterized synchronous dataflow (PSDF) model to
specify the system tasks, parameterizable data sizes, and tokens transmitted between
tasks. From Table 3, a task Ti defines a specific computation algorithm which fires when
all required input tokens are available. TSij defines the size of tokens transmitted by task
Ti to task Tj and is dependent on system parameters defined within the model.
Figure 3 (a) presents individual tasks. Specifically, for the video-based object detection
and tracking application, the model incorporates configurable parameters that for the
height (h) and width (w) of the video stream input. Those parameters can be utilized to
define the token sizes for the video stream input and data tokens between other
computational tasks. For example, the token size of the video stream input, TSvs, is
defined as h × w × 3/4, which corresponds to a h × w pixel 24-bit video frame. Similarly,
the data token size between the R2G and DE tasks, TSR2G,DE, is defined using the h and w
parameters as (h × w) / 4, which corresponds to the number of words for a h × w 8-bit
grayscale image.
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Table 3: Definitions of notations for application, execution latency, and
communication latency models.
Notation

Definition

Ti

Application task

TSi,j

Token size in words transmitted from task Ti to task Tj each time Ti fires

SW(Ti, f)

Software execution latency of task Ti executing on a processor with an operating frequency of
f

HW(Ti, f)

Hardware execution latency of task Ti executing in an FPGA with an operating frequency of f

CLSS(w)

Communication latency of transferring w words from one software task to another software
task

CLSH(w)

Communication latency of transferring w words from one software task to another hardware
task

CLHS(w)

Communication latency of transferring w words from one hardware task to another software
task

CLHH(w)

Communication latency of transferring w words from one hardware task to another hardware
task

CLDSS(w)

Communication latency of transferring w words from a software task on one ED to a software
task on another ED

CLDHS(w)

Communication latency of transferring w words from a hardware task on one ED to a
software task on another ED

CLDSH(w)

Communication latency of transferring w words from a software task on one ED to a
hardware task on another ED

CLDHH(w)

Communication latency of transferring w words from a hardware task on one ED to a
hardware task on another ED

3.3.2 Execution Latency Model
Execution latency models must specify hardware and software alternatives. The model
must define a base latency for one software and one hardware implementation at a
specified operating frequency. Figure 3 (b) shows a base latency model for the videobased object detection and tracking application. For task R2G, the latency specification of
SW (700) :128 indicates that the software implementation executing on a 700 MHz
processor has a latency of 128 ms. Note that all software latencies are based on the ARM
CortexA-15 processor. The hardware alternative for task R2G has a latency of 87 ms at
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100 MHz. The operating frequency of hardware is dependent on both the target device
(e.g., ASIC, FPGA) and the hardware design itself. As different EDs may have different
processors and operating frequencies, the execution time of a task executing on a
different ED than the base latency specification must be estimated. Without loss of
generality, we currently consider frequency scaling of software tasks across EDs,
assuming the same processor architecture. As an example, the HP task’s software
execution latency of 121 ms at 700 MHz becomes 70 ms for an ED with a frequency of
1.2 GHz.
3.3.3 Communication Latency Model
To support efficient communication between software and hardware tasks in
reconfigurable systems, we utilize an efficient middleware that provides an efficient
abstraction for parameterized dataflow models [20]. However, the communication
latency is closely related to the target embedded system architecture. Thus, we use
physical measurements to determine latency for different modes for communication and
size of tokens. For inter-device communication, we assume wireless connectivity, using
IEEE 802.11g. There are eight possible communication modes for transferring data
between tasks, which depends on the task implementation (i.e., software or hardware).
Table 3 summarizes the definitions and notations used for the communication latency
model. CLSS(w), CLSH(w), CLHS(w), and CLHH(w) correspond to the communication
latency for transferring w words between tasks on the same ED, where S and H indicate
whether the source and destination tasks are implemented in software or hardware,
respectively. For example, CLSH corresponds to the communication latency of
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transferring data from a software task to a hardware task within the same ED. Further,
CLDSS(w), CLDSH(w), CLDHS(w), and CLDHH(w) correspond to the distributed
communication latency for transferring w words over the wireless communications. The
communication latency estimates were constructed using a prototype system
implementation and regression methods to determine a linear or quadratic equation
estimating the latency as a function of the words transferred.
For distributed communication of data originating with a hardware task, the
communication middleware and corresponding model aggregates the communication
latency of transferring data from the hardware task to the middleware, which then
transfers the data to the distributed ED (e.g., CLDHS(w) = CLHS(w) + CLDSS(w)).
3.3.4 Power Estimation Model
To estimate the power consumption, we consider the total power consumed across all
EDs within the distributed embedded system. For a specific ED, the ED’s power
consumption, PED, is modeled as four separate components, software power, PSW,
hardware power, PHW, communication power PC, and power consumption of
cryptography for security, PS, as summarized Table 4.
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Table 4: Definitions of notations for power estimation model.
Notation

Definition

PED

Total Power consists of software power (P SW), hardware power (PHW),
communication (PC), and security (PS)

PSW

Software power consists of active and idle power consumption P SW(active)and
PSW(idle)

PHW

Hardware power consists of active and idle power consumption P HW(active)and
PHW(idle)

PC

Communication power is the result of all execution time spent communicating
between tasks

PS

Security power consumed by encryption and decryption for software (P SWE) and
hardware (PHWE)

PSWE

Security software power consists of active and idle power consumption
PSWE(active) and PSWE(idle)

PHWE

Security hardware power consists of active and idle power consumption
PHWE(active) and PHWE(idle)

The software power consumption is based upon the active and idle power
consumption of the processor within the ED. PSW(active) is the processor’s active power
consumption, and the PSW(idle) is the processor’s idle power consumption. The percentage
of time the processor is idle or active is determined using the execution, communication,
and security latency models separately for each task mapped to each processor core.
Communication power is the total time spent communicating between tasks for all modes
of communication. Given the communication latency for all software tasks, the software
power model is utilized to calculate the communication power.
Because the power consumption of hardware tasks is specific to the hardware task
implementation and FPGA, the active PHW(active)(Ti,) and idle power consumed PHW(idle)(Ti,)
for each hardware task implementation must be specified in the model. The proposed
approach can accommodate power consumption estimates from numerous sources,
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including high-level estimates from high-level synthesis tools, post-implementation
simulation, physical measurement for the target FPGA prototype, etc.
Power consumption of software based encryption and decryption is determined by
calculating the total latency combined with the software power consumption model. The
power consumption of software-based encryption is a function of the security level
utilized, the amount data being encrypted, and the frequency of the processor. For
hardware, the power consumption of each encryption and decryption component is
separately calculated from a prototype hardware implementation based on the
implementation presented by Medien et al. [3].
3.3.5 Security Model
The security model integrates modeling of security levels for encryption/decryption of
tokens between tasks and the latency of encryption/decryption based on the hardware or
software

implementation.

Generically,

modeling

the

strength

of

different

encryption/decryption algorithms can be abstracted by ranking the algorithm alternatives,
similar to criticality levels in real-time systems A security level defines a relative ranking
of strength of the selected cryptography method. A higher security level provides
stronger encryption/decryption compared to a lower security level. For example, the AES
cryptography has two configurable parameters including key size and rounds. A ranking
of security strength for AES using these parameters can be established to define different
security levels.
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Table 5: Definitions of notations for security latency model.
Notation

Definition

PED

Total Power consists of software power (P SW), hardware power (PHW), communication
(PC), and security (PS)

PSW

Software power consists of active and idle power consumption P SW(active)and PSW(idle)

PHW

Hardware power consists of active and idle power consumption P HW(active)and PHW(idle)

PC

Communication power is the result of all execution time spent communicating between
tasks

PS

Security power consumed by encryption and decryption for software (P SWE) and
hardware (PHWE)

PSWE

Security software power consists of active and idle power consumption P SWE(active) and
PSWE(idle)

PHWE

Security hardware power consists of active and idle power consumption P HWE(active)
and PHWE(idle)

Figure 4 (a) presents the key size and rounds used for the AES cryptography considered
in this dissertation. Note that security levels can be employed to rank the relative security
strength of numerous cryptography algorithms (e.g., RC6, Twofish, DES). The AES
cryptography implementation uses both software and hardware components, depending
on a task’s implementation and communication with other tasks. For software-based
cryptography, a single software implementation is used by all software. For tasks
implemented in hardware, we assume a dedicated encryption and decryption component
is used for each communication channel. Figure 4 (b) presents an example of security
model with different security levels depending on software/hardware tasks on a
heterogeneous system.
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(a)

(b)

Figure 4: (a) Security levels depending on key sizes and number of rounds. (b) One
example of a security model with different security levels in heterogeneous systems.
The encryption and decryption latency can be estimated based on the task
implementation, number of words being encrypted or decrypted, and the task’s operating
frequency, as summarized in Table 5 . The software AES implementation is based on
[22], and hardware AES implementation is based on [3][21]. ELSW (w, SL, f) and
DLSW (w, SL, f) are the latency to encrypt/decrypt w words in software using the
security level SL with an operating frequency of f MHz. Similarly, ELHW (w, SL, f) and
DLHW (w, SL, f) model the latency to encrypt/decrypt w words with the security level
SL using hardware executing within the FPGA operating at f MHz. For example,
consider the data transferred between tasks R2G and DE in Figure 4 (b). For parameters h
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and w of 1280 and 960 and a security level of 1, the software encryption latency is ELSW
(1280×960/4, 1, 700) = 1.08 s (or 3.5µs per word), and the hardware decryption latency
is DLHW (1280×960/4, 1, 100) = 4.67 ms (or 15.2 ns per word).
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CHAPTER 4
SECURITY-DRIVEN DESIGN-SPACE EXPLORATION METHODOLGY
4.1 Overview
In this Chapter, we present a design methodology for distributed reconfigurable
embedded systems that optimizes latency, energy, and/or security across all computing
and communication levels. We consider a distributed architecture consisting of
heterogeneous embedded devices, which may include processors and/or FPGAs. We
develop a dataflow-based application modeling framework to model computational
latency, security levels for cryptography, communication latency, and energy
consumption for multiple software and hardware targets for each application task. We
further consider encryption/decryption of data transmitted between all tasks within the
application using a configurable advanced encryption standard (AES) implementation
that defines numerous security levels, each level having tradeoffs between cryptography
strength and performance/energy. We present an optimization method that allows for
optimizing security, latency, or power consumption given constraints.
Using a video-based object detection and tracking applications, and a distributed
heterogeneous embedded system architecture, we evaluated the security, hardware, and
power tradeoffs, demonstrating the power reductions that can be achieved using
reconfigurable hardware and in some cases using a higher security level.

4.2 Genetic Algorithm for Design Space Exploration
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The optimization goal is to map application tasks to hardware or software on the
distributed heterogeneous EDs given constraints on latency, FPGA resources, or
minimum required security level. We utilize a genetic optimization algorithm to search
the design space to minimize the total power consumption, given different constraints.
For example, a designer specifies an end-to-end latency constraint (i.e., the total latency
between reading system inputs at a source ED and providing the final outputs at a sink
ED). The optimization method then considers various hardware constraints (e.g., number
of tasks that can be simultaneously implemented in the FPGA) and minimum security
level constraints. Within the genetic algorithm, a chromosome represents the possible
mapping of tasks to hardware or software alternatives within a specific ED. To specify a
one-to-one mapping of tasks to specific implementations, a unique numerical ID is used
for each unique implementation option. For example, consider two EDs: ED1 supports
software and hardware alternatives, and ED2 only supports software. Three unique ID are
used: 0 for software on ED1, 1 for hardware on ED1, and 2 for software on ED2.
The initial population generation randomly assigns task mapping for each task within
the dataflow model for each member of the population. However, the initial population
generation ensures all configurations meet the specified constraints. For example, given
a constraint of four hardware tasks implemented within the FPGA, the initial population
generation ensures all configurations have no more than four tasks in hardware.
In the selection and crossover steps, parents are selected proportional to their fitness
and a crossover probability of 0.6 is used, meaning 60% of the time the parent’s
chromosomes are crossed over to produce two children, and 40% of the time the parents
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are copied to the next generation. The crossover point is randomly selected using uniform
distribution. Mutations are performed within a probability of 5%, and randomly change
one task mapping. Given the goal of reducing the average power consumption across EDs,
the genetic algorithm’s fitness function uses the total power consumption for all EDs
within the target architecture.
We note that within the current approach, we do not consider the runtime
reconfiguration overhead, but rather focus on the heterogeneous mapping and
optimization of application tasks. In the proposed approach, reconfiguration is only
needed in the event that the application structure, requirements, or data changes. For
those events, the reconfiguration overhead includes reconfiguring both the software and
hardware tasks, which can be considered within the dynamic re-optimization process
[21].

4.3 Experimental Results
To evaluate the presented methodology and tradeoffs between hardware resources,
security level, and power consumption, we consider the video-based object detection and
tracking application, shown in Figure 3 (a). Our target distributed heterogeneous
embedded system consists of two EDs. ED1 incorporates an ARM processor operating at
700 MHz, an FPGA with a maximum frequency of 100 MHz, and a system bus
frequency of 100 MHz. The FPGA is divided into a maximum of eight equal
reconfigurable regions, and each hardware task implementation is constrained to the size
of one reconfigurable region. ED1 serves as the source node for the video-based object
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Figure 5: Performance of genetic algorithm reported in percentage of optimal
power consumption considering (a) base and (b) relaxed latency constraint.

detection and tracking application, as the camera sensor is physically connected to that
device.

46

ED2 incorporates a single processor operating at a higher frequency. ED2 incorporates a
single ARM processor operating at 1.2 GHz with a system bus frequency of 600 MHz.
ED2 serves as the sink node for the application.
We consider two end-to-end latency constraints for the target application, a base
latency constraint of 8 sec and a relaxed latency constraint of 12 sec. Currently we focus
on defining an end-to-end latency constraint due to the long execution time of the IWT
and SVM tasks. Note that using a streaming dataflow model and implementation, a high
latency does not imply a low throughput.
We evaluated the performance of the genetic optimization algorithm to tune the
population size and generation. Figure 5 (a) and (b) present the performance of the
genetic optimization algorithm in each generation for three population sizes using the
base latency constraint and relaxed latency constraint, respectively. The x-axis represents
the number of generations, and the y-axis represents the optimality of the best
configuration in each generation with respect to the optimal solution, which was
determined at design-time using an exhaustive brute force optimization algorithm. For the
base latency constraint, after 50 generations, all population sizes are within 0.1% of the
optimal power consumption. For the relaxed latency constraint, after 100 generations, the
population sizes of 75 and 100 are with 2% of each other. But, for the population size of
50, more than 150 generations are needed to achieve a similar performance. Given this
analysis, we configured the genetic optimization algorithm to a population size of 75 and
100 generations.
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Figure 6: Power consumption for all security levels for the base latency
constraint and a constraint of 6 hardware accelerators.
We evaluate the impact of different minimum security levels on the resulting
optimized power consumption. Figure 6 presents the resulting power consumption for all
security levels for the base latency constraint and a hardware constraint of six
accelerators. As expected, a SL of 0 achieves the lowest power consumption as no
cryptography is utilized. In comparison, a SL of 1, which has the simplest cryptographic
implementation, increases the power consumption by 42%. As the security level is further
increased from 1 to 12, the total power increase in only 3.1%. The increased security
from a larger key size and rounds is significantly smaller than the power increase just
from using cryptography. Doubling the key size, with the same number of rounds,
increases the power consumption by 0.22% on average. In contrast, increasing the rounds
from 10 to 14, with the same key size, increases the power consumption by 1.58%. Thus,
in some cases, an increase in security level can reduce power consumption compared to
the previous security level. For example, increasing the SL from 3 to 4 results in a 0.51%
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decrease in power. In this case, the power reduction of using fewer rounds outweighs the
power increase from a larger key size.
To evaluate the hardware-security tradeoff, we evaluated the average power
consumption for numerous hardware and security level constraints. Figure 7 (a) presents
the average power consumption considering hardware constraints of 0 to 8 accelerators,
security level constraints of 0 to 12, and the base latency constraint. For each
combination of constraints, we executed the genetic optimization algorithm 100 times
and present the average power. With no hardware accelerators, the only configuration
that meets the base latency constraint has a security level of 0. In other words, in order to
utilize cryptography to securely transfer data between tasks, hardware accelerators are
required to meet the end-to-end latency constraint. Additionally, increasing the number of
hardware accelerators results in lower average power consumption. For example, for the
highest SL of 12, increasing the number of hardware accelerators from 5 to 8 reduces the
average power consumption by 26.4%. Notably, for several hardware and security level
constraints, there are no configurations that meet the base latency constraint. Figure 7 (b)
presents a top-down view, in which the black (dark) regions indicate infeasible
constraints.
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(a)

(b)
Figure 7: (a) Average power consumption for various hardware accelerators
and security level constraints. (b) Top-down view to highlight the infeasible
accelerator and security level constraints.
Figure 8 presents the average power consumption considering hardware constraints of
0 to 8 accelerators, security level constraints of 0 to 12, and the relaxed latency constraint.
For a hardware constraint of 0 accelerator, a security level of up to 5 can be achieved
while meeting the latency constraint. Compared to the base latency constraint, the
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Figure 8: Average power consumption for various HW Accelerators
and security levels with the relaxed latency constraint.

reduction in power consumption from using more hardware accelerators in smaller. For
example, with a security level of 12, as the hardware constraint is increase from 4 to 8
accelerators, the power is reduced 31.8% for the base latency constraint, but only 17.4%
for the relaxed latency constraint. With more slack in the end-to-end latency, the
presented approach has more flexibility and can better optimize the system
implementation for smaller hardware constraints. So, while using more hardware
accelerators still reduces power consumption, the relative reductions are smaller for the
relaxed constraint.
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CHAPTER 5
MULTI-OBJECTIVE SECURITY-DRIVEN OPTIMIZATION
5.1 Overview
In this Chapter, we present an optimization methodology a employing multi-objective
genetic optimization algorithm, which incorporates penalty functions to simultaneously
ensure constraints on the minimum required security and energy are achieved while also
maximizing the system-wide security and minimizing energy consumption. We evaluate
the presented methodology using a video-based object detection and tracking application
considering four different distributed heterogeneous embedded architectures. We
developed a multi-objective optimization framework that simultaneously considers
latency, minimum security level, and energy constraints while optimizing the systemwide security and end-to-end latency. Using a video-based object detection and tracking
application, and four different distributed heterogeneous embedded system architectures,
we evaluated the security, hardware, and energy tradeoffs, demonstrating the power
reductions that can be achieved using reconfigurable hardware and in some cases using a
higher security level.
5.2 Multi Objective Genetic Algorithm
The optimization goal is to map application tasks to hardware or software on the
distributed heterogeneous EDs given constraints on latency, FPGA resources, or
minimum required security level. We utilize a genetic optimization algorithm to search
the design space to maximize the security level, given different constraints. For example,
a designer specifies an end-to-end latency constraint (i.e., the total latency between
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reading system inputs at a source ED and providing the final outputs at a sink ED). The
optimization method then considers various hardware constraints (e.g., number of tasks
that can be simultaneously implemented in the FPGA) and minimum security level
constraints.
We develop a multi-constraint, multi-objective genetic optimization algorithm. System
constraints can include end-to-end latency, minimum security level, energy consumption,
and resource constraint for tasks implemented in hardware within the FPGA.
Optimization objectives can include minimizing end-to-end latency, minimizing energy
consumption, and minimizing the average security level of all tasks. While the developed
optimization methodology can be configured for difference constraints and optimization
goals, in this paper we focus on simultaneously minimizing end-to-end latency and
maximizing average task security level, given constraints on energy consumption,
minimum security level, and hardware resources (i.e., number of tasks implemented in
hardware for EDs with FPGAs).
Within the genetic algorithm [19], a chromosome represents the possible mapping of
tasks to hardware or software alternatives within a specific ED for four target
architectures. To specify a one-to-one mapping of tasks to specific implementations, a
unique numerical ID is used for each unique implementation option. For example,
consider two EDs: ED1 supports software and hardware alternatives, and ED2 only
supports software. Three unique ID are used: 0 for software on ED1, 1 for hardware on
ED1, and 2 for software on ED2.
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The initial population generation randomly assigns task mapping for each task within
the dataflow model for each member of the population. However, the initial population
generation ensures all configurations meet the specified constraints. For example, given
a constraint of four hardware tasks implemented within the FPGA, the initial population
generation ensures all configurations have no more than four tasks in hardware.
In the selection and crossover steps [19], parents are selected proportional to their
fitness and, a crossover probability of 0.6 is used, meaning 60% of the time the parent’s
chromosomes are crossed to produce two children, and 40% of the time the parents are
copied to the next generation. The crossover point is randomly selected using uniform
distribution. Each mutation randomly changes one task mapping and is performed with a
probability of 5%.
Given the goal of reducing energy consumption and maximize average security level
across tasks and EDs, the genetic algorithm’s fitness function uses energy consumption
and average security level for all EDs within the target architecture.

5.3 System Fitness Model
Generally, genetic optimization algorithms start with randomly generating an initial
population of which some individuals in the population may violate the given constraints
[34]. Therefore, it is important to devise moderate penalties for realizing the constraints
within the system fitness evaluation function. One approach is to ensure all population
members meet the system constraints, but requires significant effort to explore the entire
design to find enough such configurations [26] for the population, which
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counterproductive for the goal of efficient optimization. If penalty functions are not
considered, individuals that violate one of the constraints are rejected, and no information
is extracted from those infeasible individuals. An alternative approach is to incorporate
penalty functions [35] [36] that penalize the system fitness for configurations that do not
meet the constraints.
We utilize a hybrid approach, in which some constraints are mandated for all
population members, and other utilize penalty functions in evaluating the overall system
fitness. Specifically, constraint on hardware resources and end-to-end latency are strictly
enforced, but constraints energy consumption and minimum security level are not. Thus,
we define two penalty functions: energy penalty (EP) and minimum security level penalty
(MSLP) and optimize average security level for all tasks.
Algorithm 1 presents the pseudocode for the system fitness evaluation function with
penalty constraints. Since our aim is to find a feasible optimum solution, we can choose
to penalize infeasible individuals. In other words, we extend the domain of the base
system fitness function ƒBASE(x) to determine an adjusted total fitness function ƒ(x). For
the base fitness, we calculate the average security level AvgSL(x) out of 12 (i.e., the
maximum security level) for each population (line 3). However, the base fitness function
only considers the optimization criteria, and not the system constraints. Hence, we
calculate the total fitness ƒ(x) with the penalty functions (line 16).
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Algorithm 1: Fitness Function with Penalty
Input: P, MSLC, EC.
Output: f(x).
1: EMAX = argmax of E(x)
2: for x ∈ P do
3:
ƒBASE(x) = AvgSL(x) / 12;
4:
if (E(x) > EC) then
5:
fE(x) = E(x) / EMAX – EC;
6:
𝓅E(x) = sqrt (6 × fE(x)) / 6;
7:
else
8:
𝓅E(x) = 0;
9:
end if
10:
if (MinSL(x) < MSLC) then
11:
fMSL(x) = MSLC – MinSL(x) / MSLC;
12:
𝓅MSL(x) = sqrt (6 × fMSL(x)) / 6;
13:
else
14:
𝓅MSL(x) = 0;
15:
end if
16:
ƒ(x) = ƒBASE(x) – (𝓅E(x) + 𝓅MSL(x));
17: end for

56

System Fitness

EP

MSLP

BFF

TFF

1
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
1

10

20

30

40 50 60
Generations

70

80

90

100

Figure 9: Total fitness and penalty function considered constraints for both
energy and minimum security level.
To calculate the penalty for the energy constraint, the algorithm determines if each
population member’s energy consumption E(x) is greater than the energy constraint EC. If
the energy consumption is greater than an energy constraint, a weighting function fE(x)
calculates the ratio of the energy consumption to the difference of the maximum energy
consumption of all population member and the energy constraint (line 5). For the
minimum security level constraint, the weighting function fMSL(x) calculates how far the
population’s member minimum security level MinSL(x) is to minimum security level
constraint MSLC. A quadratic function is used to calculate the energy penalty 𝓅E(x) (line
6) and minimum security level penalty 𝓅MSL(x) (line 12) for the overall system fitness
(line 6). Finally, the total fitness function ƒ(x) is the sum of the base system fitness and
penalties (line 16).
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To illustrate the effectiveness of the penalty functions within the genetic optimization
algorithm, presents an example a breakdown of the total system fitness across 100
generations. TFF is total fitness function, which is comprised of the base fitness function
(BFF), energy penalty (EP), and minimum security level penalty (MSLP). Given the
random initial population generation, the best population member has violated both the
energy constraint and minimum security level constraint. While the BFF is relatively
high, the EP and MSLP of 0.25 and 0.19, respectively, reduce the total fitness to 0.42. By
generation 10, the best population member meets the minimum security level constraint,
but still violates the energy constraint. By generation 30, both constraints are met, and
both penalties are zero. In subsequent generations, the penalties remain zero and the
optimization algorithm continues to optimize the system fitness (i.e., latency and average
security level).
5.4 Experimental Results
To evaluate the presented methodology and tradeoffs between architectures, security
level, and energy consumption, we consider the video-based object detection and tracking
application, shown in Figure 3, and the four distributed embedded architectures shown in
Figure 1. Based on our earlier research [26], we configured the genetic optimization
algorithm to execute for 100 generation with the population size of 75.
Figure 10 presents the (a) average security level and (b) end-to-end latency for the
video-based object detection and tracking application for the four embedded architectures
and energy constraints ranging from 30 to 150 Joules. Only optimized configurations that
meet all constraints are plotted, as for some architectures and constraints no feasible
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configurations are found. Notably, there are several inflection points at which different
architectures achieve a higher average SL or lower latency, and the various architectures
achieve Pareto optimal tradeoffs. For tight energy constraints (i.e., EC < 70) A4 achieves
both the highest average SL and lowest latency. But, as the energy constraint is increased,
architecture A1 and A2 achieve a higher average SL than A4. For the end-to-end latency,
A4 achieves the lowest latency and A2 the highest latency, across all energy constraints.
For EC < 70, the energy consumed by A3 is greater than the energy constraint. No
feasible configuration is found for A3 until EC < 70. When EC = 90, A3 has a lower
latency than both A1 and A2. We further note that different architectures show different
trends as the energy constraint is relaxed. For example, the average SL for A2 linearly
increases from EC = 50 to 90, after which the latency saturates. In contrast, both A1 and
A4 show a steady linear increase throughout the energy constraints, albeit with very
different slopes.
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(a)

(b)
Figure 10: Optimized (a) average security level and (b) end-to-end latency for the
video-based object detection and tracking application considering a MSLC = 0 and
increasing energy constraints.
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Figure 11 presents the (a) average security level and (b) end-to-end latency for the
video-based object detection and tracking application for the all architectures and energy
constraints with a MSLC = 2. Again, no single architecture achieves both the highest

(a)

(b)

Figure 11: Optimized (a) average security level and (b) end-to-end latency for the
video-based object detection and tracking application considering a MSLC = 0 and
increasing energy constraints.
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average SL and lowest latency across all energy constraints. For EC < 70, A4 is the only
architecture that meet both the security and energy constraints. For EC > 70, both A1 and
A2 can meet the constraints and achieve a higher average SL than A4, but with higher
latency than A4. Notably, for all energy constraints, A3’s performance is dominated by
A4.
We further compare the performance a single architecture for different energy and
minimum SL constraints. Figure 12 presents the optimized (a) average security level and
(b) end-to-end latency for architecture A3 for MSLC = 0 to 4 and increasing energy
constraints. As EC increases, the average SL increased for all security constraints, which
exhibits a similar trend across architectures. The average SL increases because more
energy can be used to increase the system security. As MSLC increases from 0 to 4, the
average SL decreases. For example, for EC = 110, the average SL decrease by 8% as the
MSLC increases from 0 to 4. With an increased MSLC, all communication between tasks
must use a stronger cryptographic implementation, which requires higher energy
consumption. Figure 12 also demonstrates the different constraints for which feasible
configurations can be found. With MSLC = 0, the first feasible configuration for
architecture A3 occurs at EC = 60, and for MSLC = 4, the first feasible configuration is at
EC = 110, which is almost twice the energy consumption. At the extreme case, for the
highest energy constraint considered, EC = 150, the highest MSLC for which a feasible
configuration can be found is 3.
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(a)

(b)

Figure 12: Optimized (a) average security level and (b) end-to-end latency for
architecture A3 for MSLC = 0 to 3 and energy constraints EC = 60 to 150.

To highlight the difference between architectures, we similarly compare the
performance of architecture A4 for the same energy and minimum SL constraints. Figure
13 presents the optimized (a) average security level and (b) end-to-end latency for
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architecture A4 for MSLC = 0 to 4 and increasing energy constraints. For MSLC = 3,
architecture A4 achieves feasible configurations for all EC > 60. Noticeably, there is very
little difference in end-to-end latency and average SL for this architecture for the
different security constraints. And for the highest energy constraint considered, EC = 150,
the highest MSLC for which a feasible configuration can be found is 3, which is
considerably higher than architecture A3.
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(a)

(b)
Figure 13: Optimized (a) average security level and (b) end-to-end latency for
architecture A4 for MSLC = 0 to 3 and energy constraints EC = 60 to 150.
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CHAPTER 6
SECURITY-DRIVEN OPTIMIZATION USING MIXED CRYPTOGRPAHIC
IMPLEMENTATION
6.1 Overview
In this Chapter, we present a security-constrained and security-optimized approach for
optimizing distributed embedded systems using mixed cryptographic implementations.
We consider distributed embedded systems incorporating heterogeneous embedded
devices, each of which may include different processors and/or FPGAs. The presented
methodology supports wireless communication using cryptography for both inter-device
and intra-device communication (i.e., all tasks to tasks communication can be encrypted
to maintain confidentiality). The mixed cryptographic implementations include multiple
symmetric and asymmetric algorithms, with different configurations of each algorithm to
support varying security levels. Using a dataflow-based application modeling framework,
which incorporates models for computational latency, cryptographic security levels,
communication latency, and energy consumption, the proposed framework supports
optimization of latency, energy, and/or security metrics across all computing and
communication levels. We evaluate the presented methodology using a video-based
object detection and tracking application and three additional synthetic applications,
representative of application with differing computational and communication ratios. We
further evaluate the energy and security tradeoffs from using a reduced yet diverse set of
cryptographic implementations. For the security model, we present a level-based
modeling of cryptographic algorithms using mixed cryptographic implementations. We
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utilize a multi-objective genetic optimization algorithm to optimize security and energy
consumption subject to latency and minimum security level constraints. The presented
methodology is evaluated using a video-based object detection and tracking application
and several synthetic benchmarks representing various application types. Experimental
results demonstrate the benefits of mixed cryptographic algorithm security model
compared to using a single cryptographic algorithm.
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6.2 Security-driven Optimization Methodology
Figure 14 presents an overview of the proposed security-driven optimization for
distributed heterogeneous embedded systems. To enable the efficient optimization
considering latency, energy, and security constraints, integrated models are needed for
the application, embedded systems architecture, and security methods. Our approach
utilizes three integrated models, namely a dataflow model for the application

Figure 14: Overview of the methodology of the security-driven optimization.
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Figure 15: Overview of the application model for a video-based vehicle detection and
tracking application. Labels to the right of each node indicate the latency for the task’s
software and hardware alternatives for a base device. Labels for edges indicate the size
of tokens transmitted between tasks.
incorporating estimation methods for latency and power consumption of application tasks
on heterogeneous software and hardware resources, an embedded systems architecture
model that specifies the processor and reconfigurable resources and the composition of
those devices into the distributed architecture, and a security model for capturing the
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mixed symmetric and asymmetric cryptographic algorithms used to transmit data
between all tasks and defines a simplified metric for defining security levels thereof.
6.2.1 Application Model
The application model uses a parameterized synchronous dataflow (PSDF) model [20] to
specify system tasks and tokens transmitted between tasks. Each task Ti defines a specific
computation/algorithm that fires when all required input tokens are available. TSij defines
the size of tokens transmitted from task Ti to task Tj, which is dependent on system
parameters. Figure 15 presents an overview of the dataflow model for the video-based
vehicle detection and tracking application, which we utilize to illustrate the application
model. Given a video input, the first high-level operations extract the vertical and
horizontal projections, which include the tasks horizontal difference (HD), horizontal
projection histogram (HP), vertical difference (VD), and vertical projection histogram
(VP). The segmentation (SG) task determines the regions in the video for individual
objects. The inverse wavelet transform (IWT) and support vector machine (SVM) are
utilized to perform image classification to determine the identified object type. Finally,
the autoregressive-moving average (AR) task processes the location of objects between
frames to track object movement. The labels for each edge in Figure 15 present the token
size in words for communication between tasks.
The application model incorporates latency estimates for at least one software
implementation and one hardware implementation, each defined for a base operating
frequency. The labels for each task within Figure 15 present the base software and
hardware latency for the video-based vehicle detection and tracking. For example, the
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Figure 16: Task graphs for three synthetic applications (HCLC, LCHC, and LCLC).

label 128/87 for R2G indicates a latency of 128 ms for a software based alternative and
87 ms for the hardware implementation. The latency estimate defined within the
application model is defined for a specific ED. The estimates in Figure 15 are defined for
an embedded device (ED) a 700 MHz ARM CortexA-15 processor and a reconfigurable
FPGA with a maximum operating frequency of 100 MHz. Note that the operating
frequency of hardware is dependent on both the target device (e.g., ASIC, FPGA) and the
hardware design itself.
As different EDs may have different processors and operating frequencies, the
execution time of a task executing on a different ED than the base latency specification
must be estimated. Without loss of generality, we currently consider frequency scaling of
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software tasks across EDs, assuming the same processor architecture. For example, the
HP task’s software execution latency of 121 ms at 700 MHz becomes 70 ms for an ED
with a frequency of 1.2 GHz.
To evaluate the proposed security-driven optimization methodology, we consider
applications with differing computational and communication requirements. The videobased vehicle detection and tracking application, shown in Figure 16 represents an
application with high computation and high communication (HCHC). Additionally, using
TGFF [45], we generated synthetic applications representing the high computation low
communication (HCLC) application, low computation low communication (LCHC)
application, and low computation low communication (LCLC) application. Figure 16
shows the resulting application models for the three generated applications. Table 6
summarizes the characteristics of the four applications, specifying the number of tasks,
connectivity, average latency, average communication requirements, speedup for
hardware-based implementation of software tasks, and power consumption for the
hardware implementations. We further defined an energy constraint for each application,
reported in Table 6.

72

Table 6: Performance of random task graphs for free for four different applications
[45].

6.3 Mixed Cryptography Security Model
The security model integrates modeling of security levels for encryption/decryption of
tokens transmitted between tasks and the latency of encryption/decryption based on the
implementation (i.e., hardware vs. software). To provide diversity and robustness for
securing inter- and intra-device communication, we utilize a mixed cryptographic
implementation combining symmetric and asymmetric cryptography. Symmetric
cryptography algorithms include AES [41][42] and TDEA [62][41][42], and asymmetric
algorithms include RSA [43][61] and ECC [41][57][60]. For each implementation, we
consider multiple key sizes, using the NIST recommendations NIST[44]. In addition to
key size, AES also supports configuring the number of rounds, for which we consider a
minimum of 10 rounds and a maximum of 14. We employ an approach that models the
strength of different encryption/decryption algorithms by ranking the algorithm
alternatives, similar to criticality levels in real-time systems [3].The security level defines
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a relative ranking of strength of the selected cryptography method. A higher security
level provides stronger encryption/decryption compared to a lower security level. An
alternative approach is to define the strength such a metric based on key size, such a
using the equivalent AES key size. However, because cryptographic implementations
may have different configurable option, providing an equivalent key size may not be
possible. Considering the AES algorithm itself, increasing the number of rounds can
increase the strength, but does not affect the key size, and defining an increase is the
equivalent key size for each additional round is impractical.
Table 7 presents the all mixed cryptographic (MC) implementation considered in this
dissertation, specifying the different key sizes (and rounds for AES) used for each
algorithm, the security level for each implementation, the equivalent AES key size, for
reference. We additionally consider a restricted mixed cryptography (MCR) model that
only utilizes the maximum number of rounds for each key size within the MC model for
AES, presented in Table 8.
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Table 7: Security levels for the mixed cryptography (MC) security model.

For each cryptographic algorithm, a software and hardware based implementation is
available, the selection of which depends on a task’s implementation and communication
with other tasks. For software-based cryptography, a single software implementation of
each algorithm is used by all software. For tasks implemented in hardware, we assume a
dedicated encryption and decryption component is used for each communication channel.
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Table 8: Security levels for the mixed cryptography restricted (MCR)
security model.

6.4 Energy Optimization Methods
The security-driven optimization seeks to map application tasks to hardware or software
on the distributed heterogeneous EDs and optimize the average security level across all
tasks subject to constraints on latency, energy, and a minimum required security level.
Within this optimization, we consider two energy optimizations methods, namely
dynamic voltage and frequency scaling (DVFS) and per-core shutdown.
First, DVFS is utilized for the processor cores within all EDs considered. The
processor cores frequency range from a minimum of 100 MHz to a maximum of 1.8 GHz
(depending on the ED). For each processor core, we have defined a finite set of operating
points based on 100 MHz increments in the processor frequency. Additionally, while
voltage scaling is supported within the FPGA in ED1 and ED6, frequency scaling is
utilized with frequencies ranging from 10 MHz to 100 MHz, scalable in 10 MHz
increments. Second, we consider per-core shutdown to reduce energy consumption when
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processor cores within ED5 when individual cores are not needed. We note that per-core
shutdown is performed statically and not dynamically, meaning the decision to use cores
is based on the static mapping of tasks to cores.

6.5 Experimental Results
In evaluating the four applications and four distributed embedded architectures, we
compared propose mixed cryptography model to that of using a single cryptographic (SC)
implementation, specifically comparing to a model using only AES with different key
sizes and rounds. Furthermore, we conducted experiments both with and without DVFS,
to demonstrate the increased security afforded by using DVFS when subject to an energy
constraint.
Figure 17 presents the (a) average security strength (in equivalent AES key size) and
(b) end-to-end latency (in seconds) for the HCHC application, using the SC and MC
models, and targeting all four distributed embedded architectures, but without using
DVFS. Energy constraints range from 30 to 130 J. For some architectures and energy
constraints, no feasible implementation exists. For example, the average security strength
for SC (A3) is infeasible until the energy constraint is 70 J. Across all architectures, the
mixed cryptography approach achieves higher security strength. For architecture A1, MC
increases the security strength by 49.9 bits, on average. Overall, the MC model using
architecture A1 achieves the highest average security strength of 278.2 bits. Notably,
there are several inflection points at which different architectures achieve a higher
average security strength or lower latency, which demonstrate the tradeoffs between
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(a)

(b)
Figure 17: Average security strength and end-to-end latency for SC and MC for the
HCHC application for all distributed embedded architectures.
different architectural configurations. For some architectures and energy constraints, no
feasible configurations exist. For example, for architecture A2, no feasible configuration
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Figure 18: Normalized average security strength for MC, MCR, MC with DVFS
and MCR with DVFS in A1 architecture.
.
is possible when the energy constraint is less than 50 J. However, for architecture A1 and
A3, using MC yields feasible configurations with lower energy constraints than when
using SC.
The effects of using MC on the end-to-end-latency depend on the architecture and
energy constraints. For architectures A1, A2, and A3, MC results in lower latency for all
but one energy constraint. However, for A4, MC results in increased latency, with an
increase of 67.7% on average. For this architecture, in order to achieve the increased
security, the optimization utilizes ECC-571, which has the highest security level but
incurs a significant increase in latency.
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To compare the benefits of the mixed cryptography model and DVFS, we compare the
MC, MCR, and SC models for the HCHC application targeting architecture A1. Figure
18 presents the normalized average security strength achieved using MC, MCR, MC with
DVFS, and MCR with DVFS, compared to SC. MCR with DVFS achieves the highest
average security strength, with an increase of 55.32 bits (or 23.2%) compared to the SC.
At the other extreme, MC without DVFS increase the average security strength by 40.7
bits (or 17.8%) compared to the SC. For the mixed cryptography implementations, the
restricted MCR model increases the security strength by up to 10% compared to the MC.
Figure 19 presents the average security strength and end-to-end latency for the HCLC,
LCHC, and LCLC applications using architecture A1. Across all applications and all but

(a) HCLC

(b) LCHC

(c) LCLC

Figure 19: Average security strength and end-to-end latency for (a) HCLC, (b)
LCHC, and (c) LCLC application for architecture A1.
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one energy constraint (i.e., EC = 0.5 J for LCHC), MCR yields a higher security, with
increases up to 5.09%. For tasks with low communication requirements (HCLC and
LCLC), the increase in security is fairly consistent across different energy constraints,
which is a result of the relatively small impact communication has on the end-to-end
latency. Since the computational latency for the applications is the dominant component,
the use of DVFS can be applied even when energy constraints are tight. Importantly, the
communication latency is determined by either the wireless communication protocol
(e.g., inter-device communication) or the system bus (e.g., intra-device communication),
neither of which are affected by the use of DVFS. Thus, for applications with high
communication, the use of MCR requires a longer latency, but the use of DVFS has
limited effect in reducing the energy consumption. Thus, for tight energy constraints,
MCR does not yield as much improvement in the security strength.
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CHAPTER 7
INTEGRATION OF SECURITY POLICIES WITHIN THE SECURITY-DRIVEN
OPTIMIZATION
7.1 Overview
In this Chapter, we present mixed cryptography approach that integrates security policies
as system constraints. The use of a mixed cryptography model enables the specification
of constraints for implementing specific security policies. For example, a design may
define a security policy in which all inter-device communication must use asymmetric
cryptography algorithms. By integrating security policy constraints within the
optimization process, we evaluate the impact of different security on average security
strength, end-to-end latency, and energy for the applications and architectures considered
herein.

7.2 Security Policy Constraints
Security policy constraints can be supported within the security-driven optimization
process by defining hard constraints within the genetic optimization framework. To
evaluate the integration of security policy constraints within the optimization process, we
consider three different specific constraints.
Security policy constraint 1 (C1) requires asymmetric cryptography for all inter-device
communication and requires symmetric cryptography for all intra-device communication.
Using the MC and MCR security models, inter-device communication must use either
ECC or RSA, while intra-device communication must use AES, 2 TDEA or 3 TDEA.
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Such a security policy is useful to ensure that all inter-device communication, which is
less secure then intra-device communication, uses asymmetric cryptography.
Security policy constraint C2 requires that each unique communication type (i.e., HWSW, SW-SW, SW-HW, and HW-HW) uses a consistent cryptographic algorithm, but
may use varying key sizes. For example, using the MC security model, HW-SW
communication may select ECC at the cryptographic algorithm. In doing so, each unique
channel using HW-SW communication can select security levels 3, 6, 10, or 15, which
are different key size restriction for ECC. This security policy is useful for reducing the
complexity of key management.
Finally, the security policy constraint C3, requires that each unique communication
type uses a consistent cryptographic algorithm and key size.

7.3 Experimental Results
To evaluate the impact of security policies, we analyzed the increased security strength
for the MC and MCR security models with security policy constraint C1 compared the
base SC model without a constraint. Figure 20 presents the increase in average security
strength of MC and MCR for the HCHC, HCLC, LCHC, and LCLC applications
targeting architectures A1, A2, A3 and A4. Notably, both MC and MCR with the security
policy constraint C1 yields increased security across all applications and all architectures.
On average, MC yields an increase of 13.2%, and MCR yields an increase of 12.7%.
In the best case, MC and MCR yield improvements of 120% and 55%, respectively. In
some cases, MCR yields higher security than MC (e.g., HCHC on architecture A4) with
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Figure 20: Improvement of average security strength of MC and MCR, compared to SC,
with security policy constraint C1 for HCHC, HCLC, LCHC, and LCLC applications
and the four distributed heterogeneous architectures A1, A2, A3 and A4.

increases up to 44.3%. But in more cases, MC yield higher security (e.g., LCLC on A2,
A3, and A4, and HCLC and LCLC on A3). We highlight several key observations below.
For low communication tasks (i.e., HCLC and LCLC), MC typically yields a higher
average security strength. Low commination applications tend to have less inter-device
communication. As such, the increased latency required by the asymmetric cryptography
for inter-device communication is less than in other applications. This all DVFS to be
used more aggressively to reduce energy consumption while increasing the security for
intra-device communication. For LCLC on architecture A4, this increase in security is
52.1%.
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Figure 21: End-to-end latency of MC and MCR with security policy constraint C1
compared to SC for application LCLC on architecture A3.
.

For the HCHC application on architectures A1 and A2, the benefits of MC and MCR
cryptography decrease and the energy constraint increases. This decrease is not a direct
effect of the MC or MCR model or the security policy constraint. Instead, it is primary
due to the high level of security the SC model can achieve when the energy constraint is
relaxed. Specifically, the average security strength for MC or MCR with security policy
constraint C1 is consistent across different energy constraints, whereas the average
security for SC increases linearly with the increased energy constraint. Thus, relative the
SC, the advantage of MC and MCR is not as significant.
For HCLC on architecture A2, the increase in average security strength varies across
the different energy constraints. Strength, with increases ranging from 18.6% to 44.3%.
Notably, the greatest increase in security is achieved for energy constraints of 2 ~ 2.5J,
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which are in the middle of the constraints considered. These results can primarily be
attributed to the lack of an ED device supporting parallel execution of tasks, which
results in the optimization finding very different configurations that meet the energy and
security constraints.

In other words, the number of feasible configuration for this

architecture and application is small, so the genetic algorithms expand more effort to find
feasible configurations.
Compared to MC without a security policy constraint, using security constraint C1
results in a 159% increase in latency, on average. This increase is mainly attributed to the
requirement

to

asymmetric

cryptographic

implementation

for

inter-device

communications, which increase the latency for the communication methods with the
longest latency. Without the security policy constraint, asymmetric cryptography is
utilized for only 24.5 % of the inter-device communication for MC, compared to 100%
with the constraint. However, using MCR with the security policy constraint results in a
27% decrease in end-to-end latency. This is due to two reasons. First, MCR without the
constraint

already uses

asymmetric

cryptography for 48.5% of

inter-device

communication, on average, so the impact of the security policy is diminished compared
to MC. Second, symmetric cryptography can reduce the latency for intra-device
communication, yielding an overall decrease will still achieve higher average security
strength.
In a few cases, MC and MCR with security policy constraint C1 decreases the end-toend latency, even compared to the base SC case. To illustrate this case, Figure 21
presents the increase in end-to-end latency of MC and MCR with security constraint C1
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compared to SC for application LCLC on architecture A3. Using MC, asymmetric
cryptography is used for only 27.3% of the communication channels. Combined with the
fact that those inter-device communication is lower than other applications, the impact of
using asymmetric cryptography is minimal, and the optimization algorithm is able to
optimize both average security and latency relative to SC. In contrast, for MCR, as the
energy constraint is relaxed, the end-to-end latency increases. From our observations, for
tight energy constraints, inter-device communication is rare, so again asymmetric
cryptography is used infrequently (e.g., 9% of the communication channels). As the
energy constraint is relaxed, asymmetric algorithms are used more often, as much as
27.3%, which results in significant increase in end-to-end latency.
Finally, we sought to understand the impact of the different security models and the
three security policy constraints on the resulting diversity of the cryptographic
implementations used.
Figure 22 presents how many cryptographic algorithms and how many different key
sizes are used based on SC, MC, and MCR security models with security policy
constraints C1, C2, and C3, averaged across all applications and architectures. The
diversity of the SC security model is very low, on average using only 1.5 different ley
sizes. Both MC and MCR without security policy constraints result in using slightly more
than 2 different cryptographic implementations, with MCR yielding a significant increase
in the distinct number of key sizes used.
The security policy constraints can have different impacts on the cryptographic
diversity depending on the security model used. In some cases, the policy may force the
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Figure 22: Diversity of cryptographic implementations, reported as number of distinct
cryptographic algorithms and key sizes used, for SC, MC, and MCR security models
with security policy constraints C1, C2, and C3.
optimization to use a greater number of cryptographic algorisms, and in other cases it can
reduce the diversity. Security policy constraint C1 does yield an increase in diversity of
the cryptographic algorithms but does increase the diversity of key sizes, with increases
of 88.6% and 138.7% for MC and MCR, respectively.
Using security policy constraint C2 with MC yields lower diversity in the
cryptographic algorithm but the highest diversity if key sizes. However, for MCR,
security policy constraint C2 yields increased diversity in both algorithms and key size.
MCR with C2 uses 2.75 different cryptographic algorithms and 5.1 different key sizes.
Only MCR with security policy constraint C3 yields higher diversity in the cryptographic
algorithms (2.13 vs. 2.77), but with lower diversity in key sizes (4.13 vs. 4).
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CHAPTER 8
CONCLUSIONS

Distributed heterogeneous embedded systems are increasingly prevalent in numerous
applications. With pervasive network access within these systems, security is a critical
design concern. Two critical design concerns for distributed embedded systems include
energy and security. Confidentiality of data is important both between devices as well as
within devices. One approach to increase security is to utilize cryptography when
communicating data within or between embedded devices, but comes with a tradeoff of
increased energy consumption. Mobile or battery-powered embedded devices often have
limited energy availability. Thus, design methodologies and tools are needed to optimize
the implementation of applications within distributed embedded systems considering the
security and energy tradeoffs.
We presented an application modeling and optimization framework for dataflow
applications that integrated parameterized models for latency, security, communication,
and power consumption. The proposed approach utilized different cryptographic
configurations to achieve different security levels for encrypting and decrypting data
transferred between tasks for both intra- and inter-device communication. Using a videobased object detection and tracking application and several synthetic benchmarks
targeting numerous distributed heterogeneous embedded system architecture, we
evaluated the security, hardware, and power tradeoffs, demonstrating the overall energy,
security, and latency tradeoffs.
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Our initial experiments highlighted the overall design space of a security-optimized
implementation, demonstrating the tradeoffs between the number of hardware
accelerators, power consumption, and security. Experiment results demonstrate that
significant power reduction can be gained by using more hardware accelerators, but after
a point the additional of more hardware accelerators shows little gain. With a security
level of 12, as the hardware constraint is increase from 4 to 8 accelerators, the power is
reduced 31.8% for the base latency constraint, but only 17.4% for the relaxed latency
constraint. With more slack in the end-to-end latency, the presented approach has more
flexibility and can better optimize the system implementation for smaller hardware
constraints. So, while using more hardware accelerators still reduces power consumption,
the relative reductions are smaller for the relaxed constraint.
We developed a multi-objective optimization framework that simultaneously
considers latency, minimum security level, and energy constraints while optimizing the
system-wide security and end-to-end latency. Using a video-based object detection and
tracking applications, and four different distributed heterogeneous embedded system
architectures, we evaluated the security, hardware, and energy tradeoffs, demonstrating
the power reductions that can be achieved using reconfigurable hardware and in some
cases using a higher security level. Experimental results demonstrate several inflection
points at which different architectures achieve a higher average SL or lower latency, and
the various architectures achieve Pareto optimal tradeoffs.
To support the analysis and evaluation of mixed cryptographic implementations, we
presented a level-based security metric for specifying a relative ranking of the available
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implementations. Our experimental results demonstrate that using mixed cryptographic
implementations yields increased security compared to using a single cryptographic
algorithm, with increases as high as 45%. For the mixed cryptography implementations,
the restricted MCR model increases the security strength by up to 10% compared to the
MC. We further demonstrated and analyzed how security policies can be integrated
within the optimization framework as system constraints. Notably, imposing security
policies constraints can result in increased security strength for the same energy
constraint and can also yield increased diversity of the cryptographic implementation
utilized.
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CHAPTER 9
FUTURE WORK

System performance is often driven by dynamic system behaviors and inputs that are now
known at design time. Runtime profiling, analysis, and re-optimization methods are
needed to detect these changes and optimize the system implementation. Thus, future
work includes integrating dynamic profiling and system observation methods to monitor
the system execution and detect the potential need to re-optimize the system
implementation.
The use of different architectures is primarily to highlight the effectively of our
proposed approaches for four different architectures. As a byproduct, we can also observe
some characteristics that are representative of the tradeoffs between those architectures.
Future work will include applying Pareto optimal analysis to better enable a designer to
select a specific architecture for a specific constraint is interesting and worth exploring.
Our long-term research goals include extending that notion further into exploring the
creation of the distributed architecture for a large set of available EDs, which would
require such analysis. So far, we have only considered four specific architectures, our
conclusions are only that such tradeoffs exist, but a much larger set of architectures
would need to be analyzed to fully understand the Pareto optimal tradeoffs between
architectures.
To further explore the effectiveness and potential tradeoffs between the presented
algorithms and methods over long-term systems deployment, future work also includes
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extending our modeling and estimation framework to more precisely model the
architecture dependent side effects of voltage and frequency scaling, including cache
performance, memory access latency, disk IO, sensor interfaces, etc.
Finally, future work includes deploying the proposed approach for a full-scale
implementations, targeting different architectures, and verifying the performance, energy,
and security achieved in a full-scale prototype.
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