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Abstract
We introduce computationally efficient Monte Carlo methods for studying the statistics of stochastic differential equations in two distinct settings. In the first, we derive
importance sampling methods for data assimilation when the noise in the model and
observations are small. The methods are formulated in discrete time, where the “posterior” distribution we want to sample from can be analyzed in an accessible small
noise expansion. We show that a “symmetrization” procedure akin to antithetic coupling can improve the order of accuracy of the sampling methods, which is illustrated
with numerical examples. In the second setting, we develop “stochastic continuation” methods to estimate level sets for statistics of stochastic differential equations
with respect to their parameters. We adapt Keller’s Pseudo-Arclength continuation
method to this setting using stochastic approximation, and generalized least squares
regression. Furthermore, we show that the methods can be improved through the
use of coupling methods to reduce the variance of the derivative estimates that are
involved.
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Chapter 1

Introduction
1.1

Stochastic Differential Equations

Stochastic Differential Equations (SDE) are a class of stochastic processes which combine the deterministic dynamics of ordinary differential equations with the random
fluctuations of a Brownian motion, a zero mean Gaussian process with variance that
grows linearly in time ( see [9, 50, 27, 3]). The applications of SDE span from finance,
where the fluctuations capture the volitility of stock options [6, 26], to the physical
sciences. The chemical Langevin equations, studied by Gillespie in [23, 22], describe
the variability in reaction rates between chemical species, and are applied broadly in
systems biology. Similar equations have been derived to study the stochasticity of
gene expression in gene regulatory networks [10, 32], and neuronal signal transduction [45]. In neuroscience, SDE may also be used to model fluctuations in the voltage
of neurons driven by the aggregated input from other neurons or external stimuli
[59, 58, 48], and are similarly used for modeling the voltage of electronic circuits [52].
In geophysics, SDE have been derived as models for paleomagnetic field variations
driven by convection in Earth’s liquid core [11], and the reversal of Earth’s magnetic
poles [53]. The applications of SDE are far reaching, and in their respective fields,
they often have rigorous derivations based on physical principles. We will study SDE
in their more general mathematical framework, expressed using the formal notation
dXt = f (Xt )dt + σdBt ,

(1.1.1)

where Xt ∈ RD is a random variable representing the state of the system. The vector
field f : RD → RD is the “drift”, and the D × D matrix σ, which we assume to
be constant, is part of the “diffusion”. Bt is a vector of D independent Brownian
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motions, which have the following properties
E[Bt ] = 0 , Var[Bt − Bs ] = t − s for 0 ≤ s ≤ t,
and they have independent increments on disjoint intervals. While Brownian motion
is continuous, it is not differentiable, so we make sense of dBt from (1.1.1) in terms
of an integral
Z

t

Z

t

f (Xs )ds +

Xt = X0 +
0

σdBs .

(1.1.2)

0

Here, integration with respect to Bt can be thought of as integrating with respect to
its infinitesimal Gaussian increments.
Exact solutions to the integral equation (1.1.2) may not be available, in which
case, numerical approximations may be made instead. Like numerical methods for
ODE, solutions are constructed incrementally, by taking steps of size ∆t  1 forward
in time. Furthermore, the methods can be derived in a similar way, by expansion
of the integrals in terms of ∆t and increments Bt+∆t − Bt , though the rules of the
expansions do differ. The first order expansion leads to an analog of Euler’s method
for ODE, the Euler-Maruyama method,
∆t
Xn+1
= Xn∆t + ∆t f (Xn∆t ) +

√
∆t σ ξn ,

(1.1.3)

taking Xn∆t to be shorthand for Xn∆t∆t . The second term integrates the diffusion, using
that the Brownian motion increment Bt+∆t − Bt is a Gaussian random variable with
√
mean 0 and variance ∆t, a sample ξn ∼ N (0, 1) is drawn and multiplied by ∆t to
match the variance.
Since Xn∆t is a random variable, we need to extend the notion of convergence
from discretization schemes for ODE. “Weak convergence” does so by measuring the
statistical error of the solution (see [35]). We say that a numerical discretization
2(γ+1)

Xt∆t converges at time t = n∆t weakly with order γ if for all u ∈ Cp

(RD × R),

functions with 2(γ + 1) order partial derivatives with polynomial growth,
| E[u(Xt )] − E[u(Xn∆t )]| ≤ c · ∆tγ .

(1.1.4)
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The Euler-Maruyama method converges with weak order 1, the same as Euler’s
method for ODE. Improving the order of convergence is not as simple as using a
higher order correction to the drift, such as the fourth order Runge Kutta (RK4), but
this can still improve the stability of the method.

1.2

Monte Carlo Estimation

The statistical description of an SDE may be, for example, through its moments, or
the likelihood of an event occuring. While the statistics can be expressed as averages,
they may differ in the probability distribution they are taken with respect to.
We first consider averages of a function θ(x) over different realizations of paths,
θ̄ = Eπ [θ(Xt )|X0 ] =

R

θ(xt )π(xt |x0 )dxt .

(1.2.1)

Here, the probability distribution π(xt |x0 ) is the likelihood that a solution to equation
(1.1.1) has a position of Xt = xt at time t, given an initial condition X0 = x0 . The
Monte-Carlo (MC) estimator θ̂ of the expectation θ̄, is an average
θ̂ =

1 X
(m)
θ(Xt ),
M

(1)

(M )

over a finite set of samples Xt , ..., Xt

(1.2.2)

drawn from the distribution π(xt |x0 ) by

numerical simulation, as in equation (1.1.3). The estimator θ̂ is a random variable,
and an unbiased estimator of θ̄, with variance
Varπ [θ̂] =

1
M

Varπ [θ(Xt )|X0 ].

(1.2.3)

The accuracy of the MC estimator can be improved either by drawing more samples, or by variance reduction techniques (see [14, 42]), which we will address in the
following chapters.
Another probability distribution relevant to the study of SDE is the stationary
distribution ν(x), a stationary solution to the forwards Kolmogorov equation, the
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time evolution equation for distributions of solutions to equation (1.1.1) (see [50, 35]).
We assume that ν is a unique ergodic measure, i.e., all initial distributions for the
forwards Kolmogorov equation converge to the same stationary distribution. In this
case, ν(A) can be thought of as the average time a solution to the SDE spends in
a set x ∈ A, regardless of the intitial condition and realization of Brownian motion.
Many interesting statistics can be posed as averages with respect to the stationary
distribution ν,
θ̄ = Eν [θ] =

R

θ(x)ν(x)dx,

(1.2.4)

for example, Lyapunov exponents, which will discussed in chapter 3. MC estimation
here differs from the previous setting, as we do not have a means to sample directly
from ν. Instead, we use its interpretation as a measure for where solutions to (1.1.1)
spend their time, averaging over a single solution to (1.1.1) for a fixed length of time
T,
1
θ̂ =
T

T

Z

θ(Xt )dt.

(1.2.5)

0

In [46], Mattingly, Stuart and Tretyakov show that numerical approximations
N −1
1 X
θ̂ =
θ(Xn∆t )dt.
N 0

(1.2.6)

with T = N ∆t for the Euler-Maruyama method has a bias
| E[θ̂] − θ̄| ≤ c · (∆t + T1 ),

(1.2.7)

for approximating statistics with respect to the stationary distribution ν. The variance of the estimator comes from a central limit scaling, adjusted for the correlation
in time (see [42]),
Var[θ̂] =

1
T

Varν [θ]

R∞
−∞

C(t)dt + O(1/T 2 ),

(1.2.8)

for the stationary autocorrelation function C(t) defined as
C(t) = lim Corr[θ(Xt+s ), θ(Xs )],
s→∞

(1.2.9)
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specifying the correlation to be
E[XY ] − E[X] E[Y ]
Corr[X, Y ] = p
Var[X] · Var[Y ]

(1.2.10)

Again, improving the accuracy of the esimator means solving the SDE for a larger
time T , or implementing variance reduction techniques.

1.3

Summary of Contents

The following two chapters share a common theme of variance reduction of Monte
Carlo methods for stochastic differential equations, but address distinct problems.
In next chapter, in section 2.1, we introduce an estimation problem in data assimilation, where both the statistic θ and the path distribution π we are averaging with
respect to are highly “concentrated”. Standard Monte Carlo estimation may draw
samples away from where θ is concentrated, hence, contributing little to the average θ̄.
We show that importance sampling methods which make use of the concentration (see
2.2) can reduce the variance in this estimation problem, and summarize our findings
in 2.3. We develop methods directly for discretizations of SDE in 2.5, and we discuss
their convergence to known methods in 2.8. They are motivated by Gaussian approximation methods discussed in 2.4, and we show that a “symmetrization” procedure
from this setting can be adapted to the methods we develop in 2.6. We demonstrate the efficiency of the importance sampling based MC methods with numerical
examples in 2.7. This is, in part, work with Kevin Lin and Matthias Morzfeld.
In the last chapter, in section 3.1, we introduce a parametric estimation problem,
where we calculate averages of a statistic θ with respect to a stationary distribution ν.
The SDE depends on two parameters, α and β, and we want to estimate the level set
θ̄(α, β) = 0. In section 3.2, we introduce an SDE with two parameters based on the
Hopf normal form, and consider tracing the zero level set of the maximum Lyapunov
exponent as an example. We adapt classical continuation methods described in 3.4
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to this “stochastic continuation” setting in 3.8. The methods take advantage of
previously developed theory in stochastic approximation (see 3.5), i.e., root finding
of noisy functions, as well as generalized least squares regression (see 3.7). The
stochastic approximation methods rely on gradient estimates of θ̄ with respect to
the SDE parameters, which we compute by finite differences. One of our primary
contributions is to show that variance reduction techniques referred to as “coupling”
methods can greatly improve the accuracy of the finite difference estimates in 3.6. In
section 3.9 we use the Hopf normal form example in a numerical study, comparing
various coupling methods directly through estimation of gradients, and as components
in our stochastic continuation method. This is, in part, work with Kevin Lin.
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Chapter 2

Importance Sampling Methods for Stochastic
Differential Equations with Small Noise
2.1

Motivation

In data assimilation, measurements of a physical system are combined with mathematical models to produce estimates of the state more accurately than either could
alone (see [54, 38] and references therein). It is a fundamental component of modern numerical weather prediction (see [7, 49, 5]), where spatial and temporal shifts
in wind, air pressure, density, and temperature are detailed by atmospheric models
spanning many scales, incorporating observational data that may, for example, be
produced by weather balloons or satellites. In geophysical studies, such as in ocean
and atmospheric sciences [28, 44, 29, 4], and geomagnetism [47], Gaussian noise is
commonly used to account for model error introduced by unresolved scales. In some
cases, the models can be viewed as SDE,
dXt = f (Xt )dt + σBt , X0 = x0 ,

(2.1.1)

where Xt ∈ RD is the state of the system, and Bt is a D dimensional Brownian
motion. The distribution π(xt |x0 ) describes the probability that the state Xt = xt
given an initial condition X0 = x0 . When a noisy observation of the system Yt is
made, the distribution of Xt can be updated to reflect the information using Bayes’
Theorem,
π(xt |x0 , yt ) ∝ π(xt |x0 )π(yt |xt , x0 ).

(2.1.2)

The distribution is approximated by an empirical distribution for particle filters,
which are used in nonlinear data assimilation problems (see [17, 60]). Solutions are
(m)

computed to the SDE to draw samples Xt

for m = 1, ..., M from the distribution
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π(xt |x0 ), then weighted by the probability of the observation π(yt |xt , x0 ) given that
(m)

Xt

= xt . When the variance of the weights is large, the ensemble may be dominated

by too few samples to properly capture the statistics of π(xt |x0 , yt ).
In [62], Vanden-Eijnden and Weare demonstrated that this difficulty is particularly pronounced when both the model and observation noise are low, especially when
the most likely state Xt is far from the most likely observation Yt . They propose importance sampling methods to draw from a proposal distribution which is closer to
π(xt |x0 , yt ) than the standard π(xt |x0 ). The methods are motivated by importance
sampling of rare events in SDE, which they studied previously in [61], and is closely
related to work in rare event simulation [19, 20, 18], and is based on the large deviations theory established for SDE in [21]. An artifical parameter ε is introduced
to scale the amplitude of the model and observational noise, and methods derived
by studying the asymptotics of π ε (xt |x0 , yt ) as ε → 0 are shown to be effective in
the small noise regime where ε is sufficiently small. Implicit samplers have also been
introduced by Chorin et al. in [13, 47] to address similar difficulties.
We will study importance sampling methods in the small noise regime, in the
context of discretizations of SDE used for numerics in practice. Before discussing the
problem specifics, and our results, we formally introduce importance sampling along
with the notation that we will use.

2.2

Background

Importance sampling provides a framework for improving the efficiency of Monte
Carlo estimates by prioritizing samples that make the most significant contributions
[42, 14]. To estimate expected values of a bounded and continuous function θ with
respect to a probability distribution π, samples are drawn instead from a “proposal
distribution” q . The bias this introduces can be corrected by weighting samples with
wπ (x) :=

π(x)
,
q(x)

(2.2.1)
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which can be seen by rearranging the expectation
Z
Z
π(x)
q(x)dx.
θ(x)π(x)dx = θ(x)
q(x)

(2.2.2)

The Monte Carlo estimator for a set of samples X (1) , ..., X (M ) drawn from the proposal
(1)

(M )

distribution q, with their corresponding weights Wπ , ..., Wπ
M
P

Z
θ(x)π(x)dx ≈

, is then

(m)

θ(X (m) ) · Wπ

m=1
M
P

for X (m) ∼ q.

(2.2.3)

(m)
Wπ

m=1

Since the normalization constant for π and q are often not known in practice, the
estimator in equation 2.2.3 is given by a weighted average. While the weights ensure
that the estimate is unbiased, the contribution to the average may be dominated
by few samples when the variance of the weights is large. The effective sample size
provides a conversion factor from the number of samples M drawn from the proposal
distribution, to the effective number of contributing samples Meff after weighting [36].
Recent work has established connections between the effective sample size and the
accuracy of importance sampling based MC estimates [12], as well as scalings with
respect to the “intrinsic dimension” of the system [1]. The effective sample size is
defined as
Meff :=

M
,
1+Q

Q :=

Varq [θ · Wπ ]
2 ,
Eq [θ · Wπ ]

(2.2.4)

where Q is the relative variance with respect to the proposal distribution q (see
[8, 43, 17]). A proposal distribution with smaller relative variance Q requires fewer
samples to reach the same effective sample size.
As we have defined it, the effective sample size depends on both the probability
distribution of interest π, and on the statistic being estimated, which is the expected
value of θ. As we will see in the next section, this definition is natural in the setting
of data assimilation, where θ will correspond to the distribution of observational
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data. In a broader context though, it is common to define the effective sample size
independently of θ, and to consider only the relative variance of the weights. We
acommodate this viewpoint by restating the sampling problem in terms of the “target
distribution” p, which we define to be the sampling distribution such that for each
(m)

sample, θ(X (m) ) · Wπ

= Eπ [θ] almost surely. To determine the target distribution,

we rearrange the expression
θ(x) ·

π(x)
= Eπ [θ],
p(x)

(2.2.5)

to get that
p(x) = θ(x) · π(x)/ Eπ [θ].

(2.2.6)

The target distribution typically can not be sampled directly, but it does provide a
guideline for deriving proposal distributions q as approximations to p. In fact, the
relative variance can be rewritten as,
h
i
h i
Varq θ · πq
Varq pq
Varq [W ]
Q=
h
i2 =
h i2 =
2 ,
p
[W
]
π
E
q
Eq θ · q
Eq q

(2.2.7)

where W = w(X) = p(X)/q(X) is the weight with respect of the target distribution.
The relative variance Q is now a measure of quality for a proposal distribution q,
written only in terms of its weights.

2.3

Problem Statement and Summary of Results

We now formulate the problem more precisely using importance sampling and summarize our key findings. We consider a discretized SDE in the small noise regime
Xn+1 = Xn + ∆t f (Xn ) +

√ √
∆t ε σ · ξn ,

X0 = x0 ∈ RD

(2.3.1)

Here we use the Euler-Maruyama discretization for simplicity, but different discretizations of the drift can be used. We assume that the D-dimensional vector field f is
smooth, and the noise variance is scaled by a small noise parameter ε  1. The
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process starts at a given initial position x0 and proceeds for N time steps of size ∆t
each. The transitions are made with independent gaussian samples ξn ∼ N (0, I). We
denote the path as x1:N , a sequence of positions x1 , ...xN , and its likelihood in the
process with the path distribution π ε (x1:N |x0 ).
The observation of the state at time step N gives rise to the likelihood

θε (xN ) := exp − 1ε g(xN ) ,

(2.3.2)

where g is assumed to be a smooth, nonnegative function, and where ε is the small
noise parameter that scales the observation noise. By Bayes’ Theorem, the target
distribution then has the form
pε (x1:N |x0 ) ∝ π ε (x1:N |x0 ) · θε (xN ).

(2.3.3)

As we will see, it is not feasible to sample from the target distribution directly, but
we can derive proposal distributions through a small noise analysis in the parameter
ε. As ε → 0, the distribution pε concentrates around the most likely path, which
can be computed by numerical optimization. Similarly to Laplace’s method, pε can
be expanded around the most likely path, which we make use of to construct two
different sampling methods.
The first, the “linear map” (LM) [25], computes the most likely path and the
covariance of the process in terms of second order derivatives to make a Gaussian
approximation. Once the approximation is computed, samples can be drawn directly
from the resulting Gaussian distribution, as shown in section 2.4. The linear map was
proposed in a general setting, but Gaussian importance samplers are well studied for
SDE [56], and are related to the class of implicit samplers developed by Chorin et al.
[13, 47] for data assimilation.
The second is a novel method which we develop in section 2.5, referred to as
the “dynamic linear map” (DLM), which samples paths sequentially, recomputing
the Gaussian approximation at each time step, and only using it to sample a single
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transition. Though it is more expensive per sample than LM, it is typically a more
accurate approximation of the target distribution.
In [25], Goodman et al. showed that the LM could be improved by a “symmetrization” procedure, akin to antithetic coupling. We develop a generalization of
the procedure in section 2.6 that can be extended to a class of methods which includes
the DLM, resulting in a new Symmetrized Dynamic Linear Map (SDLM) which we
prove has an improved order of accuracy with respect to ε.
Following the approach taken in [25], we prove using a small noise analysis, that
under suitable assumptions (see Section 2.5), the relative weight variance of the various methods are as follows:
Method
Linear Map (LM)
Symmetrized LM
Dynamic LM (DLM)
Symmetrized DLM

Q(ε) scaling
O(ε)
O(ε2 )
O(ε)
O(ε2 )

In section 2.7 we illustrate these scalings with numerical examples, and show that
the DLM and SDLM improve over the LM and SLM significantly in a challenging
sampling problem.
We analyze the limit ∆t → 0 of LM and DLM for scalar SDE in section 2.8,
deriving their continuous time distributions, and calculating their leading coefficients
of Qε in an asymptotic expansion in ε. We prove that that for scalar SDE, the DLM
converges to the continuous time importance sampling method studied by VandenEijnden and Weare in [61]. The derivation we present has the advantage of being
directly applicable to the discretizations of SDE used in numerical computations,
rather than discretizing methods derived in continuous time, which miss important
discrete time corrections. Morever, the discrete time derivation and analysis are more
accessible, as the probability distributions involved are finite dimensional.
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2.4

The Linear Map and Its Symmetrization

We review the small noise analysis provided in [25] and relate it to the setting of
SDE. The proposal distribution for the LM follows directly from the analysis, and
we follow their derivation of its symmetrization in detail, as we will refer to it when
extending it to the DLM in section 2.5. We adopt a simplified notation for readibility,
taking pε (x|xn ) to mean pε (xn+1:N |xn ), i.e., x is an entire path and it starts at n + 1 if
conditioned on the position at time step n. Furthermore, the SDE is multidimensional,
so we use xn to mean the block x1n , ..., xD
n , and specify dimension only when necessary.
2.4.1

Small Noise Analysis

We start by considering the target distribution in (2.3.3), which can be rewritten as
an exponential.

pε (x|xn ) ∝ exp − 1ε F (x|xn ) .

(2.4.1)

The target distribution (2.3.3) contains terms from the SDE (2.8.4) and the observation (2.3.2).


N −1
∆t X
xk+1 − xk
−1
F (x|xn ) =
σ ·
− f (xk )
2 k=n+1
∆t

2

+ g(xN )

(2.4.2)

As ε → 0, the target distribution concentrates around the minimizer of F
φ(xn , n) = argmin F (x|xn )

(2.4.3)

x∈RD·(N −n)

which we show satisfies a discrete Euler-Lagrange equation in section 2.8. If we
assume that φ is the unique and nondegenerate global minimum of F , we can employ
Laplace asymptotics to expand the target distribution around it. We use a change of
variables centered at φ and rescaled to have variance independent of ε.
z = ε−1/2 · (x − φ)

(2.4.4)
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The change of variables also contributes factors of increasing powers in ε through the
derivatives in the Taylor expansion
F (φ + ε1/2 z|xn ) =

X

εk/2 CF,k (z, φ)

(2.4.5)

k=0

The kth term in the series is a collection of all possible permutations of derivatives
with total order k, matched with their corresponding multinomials of total order k.
Using α as the order of each index, we can write this as
1 X α
z · (∂xα F )(φ)
CF,k (z, φ) =
k!

(2.4.6)

|α|=k

Noting that the zeroth term is constant, and the first is zero since we are evaluating
at the minimizer of F , the leading order term is a quadratic form in the Hessian H
of second order derivatives
pε (z|zn ) ∝ exp −z T Hz/2 − ε1/2 CF,3 (z, φ) − εCF,4 (z, φ) + O(ε3/2 )



(2.4.7)

Since xk is paired only with xk−1 and xk+1 in F , the Hessian is a symmetric block
tridiagonal matrix, where each block is the derivatives for each of the spatial dimensions.
Applying a similar analysis of the proposal distribution q, the weights may admit
an expansion in ε, where the coefficient and power of the leading order term depend
on how well the proposal matches the target.
wε (z) = 1 + εr w1 (z) + ε2r w2 (z) + O(ε3r )

(2.4.8)

The variance lemma, which is described in detail in [25], relates the expansion of the
weights 2.4.8 to an expansion of the relative variance Qε in ε,
Lemma 1. For a function wε (z) that can be expanded in ε at least to the terms
wε (z) = 1 + εr w1 (z) + ε2r w2 (z) + O(ε3r )

(2.4.9)

the relative variance of w with respect to a probability measure q is
Qε = ε2r Varq [w1 (Z)] + O(ε3r )

(2.4.10)
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Figure 2.1: The linear map calculates the most likely path φ, and the Gaussian
approximation of the target distribution around it. The positions at each time step are
sampled all at once from the joint Gaussian distribution. The Gaussian distribution
only needs to be computed once, regardless of the number of samples, making it an
inexpensive method.
In combination with the small noise expansion of probability distributions, the
variance lemma is one of the primary tools that we will use to analyze the efficiency
of importance sampling methods.
2.4.2

Linear Map

Observe that the small noise expansion of the target distribution (2.4.7) shows that
as ε decreases, it approaches a Gaussian distribution with mean φ and covariance
εH −1 . A natural choice for the proposal distribution, referred to as the Linear Map
(LM), is to match the limiting Gaussian distribution of the target in z.

q ε (z|zn ) ∝ exp −z T Hz/2

(2.4.11)

A pictoral representation of the linear map is provided in figure 2.1, and the
algorithm for sampling is given explicitly in Algorithm1.
The corresponding weight is an exponential of the truncated terms, and its Taylor
expansion yields
wε (z|zn ) = 1 − ε1/2 CF,3 (z, φ) + O(ε)

(2.4.12)
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Algorithm 1: The Linear Map
1 Calculate φ and H starting from x0 ;
for m = 1 to M do
2
Sample X ∼ N (φ, εH −1 );
3
Calculate W = pε (X)/q ε (X);
4

Return M weighted samples X, W ;
We apply the variance lemma to the weight wε (z) = wε (z|zn ) with respect to the

target distribution q ε
Qε = ε Varqε [CF,3 (z, φ)] + O(ε3/2 )

(2.4.13)

to find that the relative variance of the weights converges linearly in ε.
2.4.3

Symmetrized Linear Map

It is shown in [25] that the linear map can be “symmetrized” to improve the rate
of convergence from linear to quadratic. This stems from the observation that the
leading order term in the weight is an odd function with respect to the random
variable z, which has an even probability distribution function. The symmetrized
sampler is a new proposal distribution which trades the symmetry of the orginal
proposal distribution for symmetry in the weights. The result is cancelation of the
odd leading order term, and a better scaling with ε. More precisely, the proposal
distribution of the linear map has the property that
q ε (−z) = q ε (z)

(2.4.14)

where we omit the conditioning on zn for readibility. We write the corresponding
weights with a common denominator
pε (−z)
pε (z)
ε
w (−z) = ε
and w (z) = ε
q (z)
q (z)
ε

(2.4.15)
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To create a symmetrized sampler with proposal distribution qsε (z), the new weights
must be chosen to have even symmetry
wsε (−z) = wsε (z)

(2.4.16)

One choice of symmetric weight is the average of the original weight and its reflection
wε (−z) + wε (z)
pε (−z) + pε (z)
=
(2.4.17)
2
2 q ε (z)

−1

−1
2pε (z)
2wε (z)
ε
ε
ε
ε
= p (z) q (z) ε
= p (z) q (z) ε
p (−z) + pε (z)
w (−z) + wε (z)
(2.4.18)

wsε (z) =

Using that the weight is the ratio of the target to the proposal, the proposal distribution for the Symmetrized Linear Map (SLM) is recovered
qsε (z)

2wε (z)
= q (z) ε
w (−z) + wε (z)
ε

(2.4.19)

While the symmetrized distribution is no longer Gaussian, it can still be sampled in a
similar way. A sample z is drawn from the distribution q ε (z), then the weights wε (−z)
and wε (z) are compared. The sample returned by the symmetrized distribution is
−z with probability

wε (−z)
wε (z)
and
z
with
probability
wε (−z) + wε (z)
wε (−z) + wε (z)

The Taylor expansion of the symmetrized weight is
wsε (z) = 1 + ε

1
C (z, φ)2
2 F,3


− CF,4 (z, φ) + O(ε2 )

(2.4.20)

It can be shown that the second moment of the symmetrized weight is the same
whether it is taken with respect to the proposal distribution of the linear map or
symmetrized linear map
Eqsε [wsε (z)2 ] = Eqε [wsε (z)2 ]

(2.4.21)

so the relative variance of the symmetrized linear map can be written with respect
to the Gaussian distribution of the linear map as
Qεs = ε2 Varqε

1


2
C
(z,
φ)
−
C
(z,
φ)
+ O(ε4 )
F,3
F,4
2

(2.4.22)
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φ(X0,0)

0

1

2

3

N

Figure 2.2: The dynamic linear map calculates the most likely path φ at each time step
given the current position, and the Gaussian approximation of the target distribution
around it. The marginal of the Gaussian is used as a transition probability, before
repeating the process at the next time step. The dynamic procedure allows it to
acommodate fluctuations around the most likely path.
The relative variance of the weights is therefore improved from linear in ε as in LM,
to a quadratic scaling for SLM.

2.5

Dynamic Linear Map

The LM makes a Gaussian approximation of the entire path distribution pε (x|xn ),
which it samples from directly. While this approach is computationally efficient, it
doesn’t capitalize on the underlying SDE structure in the target distribution, which
can be factored into a product of transition probabilities.
pε (x|x0 ) = pε (xN |xN −1 ) · ... · pε (x1 |x0 )

(2.5.1)

Each transition probability can be approximated up to leading order by the marginal
of the Gaussian approximation
Z
ε
p (xn+1 |xn ) = pε (x|xn )dxn+2 ...dxN
Z

∝ exp −(x − φ)T H(x − φ)/2 + h.o.t.) dxn+2 ...dxN

∝ exp −(x − φ)Tn+1 Σ−1 (x − φ)n+1 /2 + h.o.t.) ,

(2.5.2)
(2.5.3)
(2.5.4)
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where Σ = (H −1 )n+1, n+1 is the covariance of the marginal distribution, i.e., the first
block of the inverse Hessian calculated from an initial condition at time step n. We
introduce the Dynamic Linear Map (DLM), which samples paths sequentially by
making a Gaussian approximation to the transition probability of the target at each
step, and maintains the structure of the SDE
√
Xn+1 = φn+1 (Xn , n) +

√
∆t  σn+1 (Xn , n) · ξn ,

X0 = x0

(2.5.5)

defining Σ = σn+1 (xn , n) · σn+1 (xn , n)T . For comparison, the LM only calculates φ
once regardless of the number of samples. φ is only defined when there is a unique
global minimizer for the initial conditions, which guarantees that the contributions
of other minimizers to the target distribution become negligable as ε → 0. The DLM
recalculates the minimizer at each time step, for each sample, and is able to adapt to
the multimodality of the target distribution. Since the DLM recalculates φ at every
step, it has a discontinuous proposal distribution when the global minimizer is not
unique at any point in time, which we study the effects of numerically in Section 2.7.
An illustration of the dynamic linear map is provided in figure 2.2, and the algorithm
for sampling in Algorithm 2.
We present a small noise analysis under the assumption that the proposal distribution q ε of DLM is smooth, or more precisely, that for all (xn , n) ∈ RD × {0, ..., N },
the global minimizer φ(xn , n) of F (x|xn ) is unique. Centering and rescaling the path,
the weight for a single transition can be calculated, following the steps in (2.5.2).
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Z

ε

pε (x|xn )dxn+2:N
(2.5.6)


Z
1
exp − F (x|xn ) dxn+2:N
ε


=Z
(2.5.7)
1
exp − F (xn+1:N |xn ) dxn+1:N
ε


Z
1
1/2
exp − F (φ + ε · z) dzn+2:N
ε
−D/2


=ε
·Z
(2.5.8)
1
1/2
exp − F (φ + ε · z) dzn+1:N
ε
Z

exp −z T Hz/2 − ε1/2 CF,3 (z, φ)εCF,4 (z, φ) + O(ε3/2 ) dzn+2:N
= ε−D/2 · Z
.

T
1/2
3/2
exp −z Hz/2 − ε CF,3 (z, φ) − εCF,4 (z, φ) + O(ε ) dzn+1:N

p (xn+1 |xn ) =

(2.5.9)
Following the same steps for the marginal of the DLM, we find that
Z

exp −z T Hz/2 dzn+2:N
.
q ε (xn+1 |xn ) = ε−D/2 · Z

exp −z T Hz/2 dzn+1:N

(2.5.10)

For the ratio of (2.5.6) and (2.5.10), expanding the exponentials in the integrals, and
matching the terms of equal order in ε, we arrive at the weight for a single transition
wε (zn+1 |zn ) = 1 + ε1/2 · w1,n (zn+1 |zn ) + ε · w2,n (zn+1 |zn ) + O(ε3/2 ),

(2.5.11)

for
Z
w1,n (zn+1 |zn ) =


CF,3 (z, φ) exp −z T Hz/2 dzn+2:N
Z

exp −z T Hz/2 dzn+2:N

(2.5.12)

Z


(CF,3 (z, φ)2 /2 − CF,4 (z, φ)) exp −z T Hz/2 dzn+2:N
Z
w2,n (xz+1 |zn ) =

exp −z T Hz/2 dzn+2:N
Z

− (CF,3 (z, φ)2 /2 − CF,4 (z, φ)) exp −z T Hz/2 .dzn+1:N

(2.5.13)

(2.5.14)
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Algorithm 2: The Dynamic Linear Map
for m = 1 to M do
for n = 0 to N − 1 do
1
Calculate φ and H starting from Xn ;
2
Calculate Σ = (H −1 )n+1 n+1 ;
3
Sample Xn+1 ∼ N (φn+1 , εΣ);
4
Calculate Wn = pε (Xn+1 |Xn )/q ε (Xn+1 |Xn );
5
6

Calculate W = WN-1 · ... · W0 ;
Return M weighted samples X, W ;

The weight of the entire path is the product of the weights for the individual transitions
ε

w (z|z0 ) =

N
−1
Y

wε (zn+1 |zn )

n=0

= 1 + ε1/2 · w1 + ε · w2 + O(ε3/2 )
where we define
w1 =
w2 =

N
−1
X
n=0
N
−1
X
n=0

w1,n
w2,n +

(2.5.15)
N
−1 N
−1
X
X

w1,n · w1,m

(2.5.16)

n=0 m=0

Applying the variance lemma we find that the relative variance of the dynamic linear
map is
Qε = ε · Varqε [w1 ] + O(ε2 )

2.6

(2.5.17)

Symmetrization

Previous work established that the even symmetry of the LM proposal distribution
and odd symmetry of the weights could be exploited to produce a sampling method
with Qε that asymptotically has quadratic scaling in ε. The leading order term
in the weight for DLM has an odd symmetry, just like the LM, but the proposal
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Figure 2.3: The symmetrization procedure draws two equally likely samples X − and
X + from the proposal distribution, then samples between them with probability proportional to their weights. Though twice as many computations are needed to draw a
sample, it is able to capture the next higher order term in the small noise expansion
of the target distribution.
distribution is not even. We show that the symmetrization procedure can be extended
to proposal distributions which are mappings of even distributions, as is the case for
DLM. The paths from DLM are composed iteratively from Gaussian samples through
the recursion in (2.5.5), which defines a mapping X + = h(ε1/2 ξ) from the N · D
dimensional Gaussian ξ to the path X + . Note that for every sampled path X + , there
is another path X − = h(−ε1/2 ξ) which is equally likely. This suggests that we want
to find a symmetrized weight such that
wsε (h(−ε1/2 ξ)) = wsε (h(ε1/2 ξ))

(2.6.1)

When the map h is invertible, the symmetrized weight constraint can be rewritten as
wsε (h(−h−1 (x))) = wsε (x)

(2.6.2)

which is satisfied when
wsε (x) =

wε (x) + wε (h(−h−1 (x)))
2

(2.6.3)

Following the same procedure detailed in (2.4.17), the symmetrized distribution can
be recovered
qsε (x) = q ε (x)

2wε (x)
wε (x) + wε (h(−h−1 (x)))

(2.6.4)
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Algorithm 3: Symmetrization
for m = 1 to M do
1
Sample ξ ∼ N (0, I);
2
Calculate X + = h(ε−1/2 ξ) and X − = h(−ε−1/2 ξ);
3
Calculate W + = pε (X + )/q ε (X + ) and W − = pε (X − )/q ε (X − );
+
4
Sample X = X + with prob. W +W+W − and X = X − with prob.
+
−
5
Calculate W = W +W
;
2
6

W−
;
W + +W −

Return M weighted samples X, W ;

In the case of the LM, h(−h−1 (x)) = −x since h is linear, and the familiar SLM
proposal distribution is recovered, which we illustrate in 2.3. The symmetrization
procedure detailed in Algortithm 3, and can be applied directly to the DLM to produce the Symmetrized Dynamic Linear Map (SDLM).
To prove that symmetrization actually improves the scaling of Qε from linear in ε
to quadratic, we must first make our assumptions more precise. We assume that there
exists a smooth, invertible function h : RD·N → RD·N and an even distribution ρ such
dξ
that q(h(ε1/2 ξ)) = ρ(ξ) · ε1/2 det dh
. Note that for the DLM, the distribution ρ is

taken to be the standard Gaussian distribution, and the assumptions are all satisfied
provided that the proposal distribution is smooth.
The symmetrized weights can then be written in terms of the map as
wsε (h(ε1/2 ξ))

wε (h(ε1/2 ξ)) + wε (h(−ε1/2 ξ))
=
2

(2.6.5)

and the argument of the weights can be expanded in ε
h(ε1/2 ξ) = h(0) + ε1/2 (Dh)(0) · ξ + O(ε)

(2.6.6)

h(−ε1/2 ξ) = h(0) − ε1/2 (Dh)(0) · ξ + O(ε)

(2.6.7)

To expand the weights around h(0), we appeal to the expansion in z around the most
likely path
wε (φ + ε1/2 z) = 1 + ε1/2 w1 (z, φ) + εw2 (z, φ) + O(ε3/2 )

(2.6.8)
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where w1 and w2 are cubic and quartic polynomials respectively. To make the connection between z and the map h, we first note that the most likely sample from ρ is
ξ = 0, which maps to φ = h(0). It follows that
z = ε−1/2 (x − φ)
= ε−1/2 (h(ε1/2 ξ) − h(0))
Substituting (2.6.6, 2.6.7) into the expansion (2.6.8)
wε (h(ε1/2 ξ)) = 1 + ε1/2 w1 (ε1/2 (Dh)(0) · ξ, φ) + εw2 (ε1/2 (Dh)(0) · ξ, φ) + O(ε3/2 )
(2.6.9)
wε (h(−ε1/2 ξ)) = 1 − ε1/2 w1 (ε1/2 (Dh)(0) · ξ, φ) + εw2 (ε1/2 (Dh)(0) · ξ, φ) + O(ε3/2 )
(2.6.10)
which results in the cancelation of the leading order term in ε of the symmetrized
weight
wsε (h(ε1/2 ξ)) = 1 + εw2 (ε1/2 (Dh)(0) · ξ, φ) + O(ε3/2 )

(2.6.11)

Written in more familiar terms, this is
wsε (φ + ε1/2 z) = 1 + εw2 (z, φ) + O(ε3/2 )

(2.6.12)

and the terms involving h only appear at higher order. Finally, applying the variance
lemma results in the relative variance of the weights
Qεs = ε2 · Varqsε [w2 (z, φ)] + O(ε4 )

(2.6.13)

which can be applied directly to the DLM using w2 as defined in (2.5.16).

2.7

Numerical Examples

The small noise analysis of the proposed samplers is asymptotic, providing a guarantee
for the scaling of Qε only in the limit ε → 0. How small ε needs to be for the scaling
to hold is problem dependent, as is the size of the constant coefficients for the leading
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order terms of Qε . Though the Linear Map and Dynamic Linear Map share the same
scaling in ε, their constant coefficients in the asymptotic expansion do differ. We show
that while the relative variance of weights for LM are comparable to DLM for some
simpler examples, the difference can be substantial for more challenging sampling
problems. Similarly, the small noise analysis of the symmetrized samplers shows an
improved scaling in ε, but establishes no general comparison between the size of the
leading coefficients. We show that symmetrization translates well from theory to
practice for both implicit and sequential methods. The assumptions necessary for the
DLM and SDLM scaling arguments to hold require that the minimizer φ is always
unique, and the sampling distributions are smooth. We construct an example to
demonstrate what can happen when the assumptions are not met, and conclude with
an example where the DLM significantly outperforms the LM. The implementation
details of the methods are provided afterwards.
2.7.1

Linear SDE Example

The examples we first consider are linear SDE in one dimension
Xn+1 = Xn − ∆t α · Xn +

√
∆t

√

ε ξn ,

X0 = x0

(2.7.1)

with ∆t = 10−2 , and it is paired with an observation

θε (xN ) = exp − 1ε g(xn )

(2.7.2)

which together have the target distribution pε (x|x0 ) = π ε (x|x0 )·θε (xn ). The examples
we consider will either be a Brownian motion (α = 0), or a linear drift (α = 1), where
the optimal path φ can be worked out explicitly.
Brownian Motion with an Asymmetric Target Distribution
The first example we consider is a Brownian motion (α = 0), with an asymmetric
observation distribution, which makes the target non-Gaussian,
g(x) =

x4 x3 x2
+
+ .
24
6
2
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We fix the number of time steps N = 102 , and an initial condition as x0 = 10−2 . The
analytically derived scaling of Qε holds even when ε is not very small, despite being
an asymptotic description. The relative variance of the weights for LM, SLM, DLM,
and SDLM are compared in figure 2.4. We estimate Qε by generating sample paths
from the proposal distributions, and calculating the sample relative variance of the
non-normalized weights

πε
qε

· θε . The LM and DLM both have a scaling of Qε = O(ε),

while their symmetrized methods have Qε = O(ε2 ). In this example, the Gaussian
proposal distribution of LM is a good approximation, though the DLM improves on
it further, reducing Qε by one order of magnitude.
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Q0
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slope 1

10 -10
LM
DLM
SLM
SDLM
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10 -14
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slope 2
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0
Figure 2.4: The scaling of Qε in ε is compared for the proposed sampling methods in
a log-log plot, where Qε = O(ε) corresponds to lines with slope 1, and Qε = O(ε2 ) to
slope 2. Estimates are produced using 1200 samples at each data point.
Brownian Motion with a Bimodal Target Distribution
We again consider a Brownian motion, but this time with an observation distribution
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that makes the target distribution bimodal,

 4
x2
x
−
.
g(x) = 100 ·
4
2
We fix the number of time steps N = 102 , and an initial condition as x0 = 10−2 . The
LM makes a Gaussian approximation around the closest mode, and it is very unlikely
that samples will be drawn near the other mode. The sample relative variance of the
weights would be unlikely to have contributions from the second mode, resulting in an
underestimate of Qε and an overconfidence in sample quality. It is typically difficult to
detect when this is the case, but we can work out the target distribution to show this
explicitly here. In contrast, the weighted empirical distribution of DLM provides an
accurate representation with its non-Gaussian proposal distribution. Since samples
are drawn sequentially, φ is updated to approach x = −1 when the sample crosses 0.
In figure 2.5, we show a histogram generated with weighted samples, and find that
LM only captures one mode, while DLM is able to capture both.
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Figure 2.5: The marginal pε (xN |x0 ) can be derived explicitly, and is plotted for
ε = 10−1 . A histogram with samples weighted according to the proposal distribution,
should match the marginal of the target exactly in the infinite sample limit. For
weighted histograms generated with 12000 samples, the bias from finite sample effects
is still clear for the LM (left), and negligable for the DLM (right).
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Linear Drift with a Bimodal Target Distribution
In this example, we use the same bimodal observation distribution,
 4

x
x2
g(x) = 10 ·
−
,
4
2
but a linear drift (α = 1). We fix the number of time steps at N = 103 , but vary
the initial condition x0 = 10−1 to 10−5 . The drift makes it likely that the paths of
DLM cross the discontinuity at 0, which breaks the assumptions in the small noise
analysis of the method. By decreasing x0 , the likelihood of crossing can be increased.
As shown in figure 2.6, the scaling appears to be linear, and the scaling of Qε = O(ε)
only holds when there are no crossings.
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Figure 2.6: The scaling of Qε in ε for the DLM is compared for varied initial conditions
approaching the discontinuity at 0 in a log-log plot (above). The value of ε at which
the asymptotic scaling can be observed, matches with the ε where the average number
of discontinuity crossings per sample is near zero. The relative variance of the weights,
and the average number of discontinuity crossings are estimated using 1200 samples.

39

2.7.2

Nonlinear SDE Example

We consider a three dimensional chaotic ODE


0.119 · x1 − x2 · x3
dx 
= −0.1 · x2 + x1 · x3  ,
dt
0.9 − x3 + x1 · x2

(2.7.3)

proposed by Gissinger [24], as a simplified model for geomagnetic dipole reversals.
The model has two fixed points, representing stable orientations of the dipoles, and
the model can make quick but erratic transitions between the two. We consider a
stochastic version of the model, adding an isotropic white noise with variance ε. We
use a fourth order Runge-Kutta (RK4) method for the drift, with ∆t = 10−1 , for
N = 102 time steps. We use a Gaussian observation distribution
g(x) = ||x − yN ||2 /2,

(2.7.4)

where yN is the observation that is made. We consider two examples,

Ex. 1 : “pole reversal” the observation is near the fixed point opposing the initial
condition.
Ex. 2 : “no pole reversal” the observation is near the same fixed point as initial
condition.

The initial conditions, and observations used are shown in figure 2.7, along with
the most likely paths for each of the examples.
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Figure 2.7: Two dimensional projections of trajectories of the deterministic model
(light gray). The dashed red line represents the most likely path with initial condition
shown as a “·” and observation shown as a “+” undergoes a “pole reversal” (Ex. 1).
The solid blue line represents the most likely path with initial condition shown as an
“o” and observation shown as an “x” does not exhibit a “pole reversal” (Ex. 2).
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Figure 2.8: Histograms for the marginal distributions at time highlighted by the
diamond in figure 2.7, of LM and DLM for Ex. 1 on the top, and a square in Ex. 2 on
the bottom. Two dimensional marginals of LM are in the lower triangles, marginal
of DLM are in the upper triangles. One dimensional marginals on the diagonal for
LM (solid) and DLM (dashed).
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In figure 2.8, we show histograms for the one and two dimensional marginal distributions of LM and DLM, generated using 1200 samples for ε−2 . The marginals are
taken at a fixed time, which we denote the time by a diamond for Ex. 1, and a square
for Ex. 2 on the most likely paths in figure 2.7. The figure illustrates that DLM
is able to capture non-Gaussian features of the target distribution that LM cannot.
The impact this has on the relative variance of the weights can be seen in figure
2.9. The scaling suggested by the analytical results hold for a much larger range of ε
for DLM than for LM, and the relative variance of the weights is greatly improved.
Symmetrizing the dynamic linear map improves the scaling of Qε to second order in
ε, and produces weights with the lowest relative variance of all the methods tested,
improving over the LM by as much as a factor of 108 .
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Figure 2.9: The scaling of Qε in ε is compared for the proposed sampling methods in
a log-log plot, where Qε = O(ε) corresponds to lines with slope 1, and Qε = O(ε2 )
to slope 2. The relative variance of the weights Qε is estimated using 1200 samples
(12000 for LM and SLM).
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Numerical Implementation
The methods we consider require optimization to find the most likely path, which is
done numerically for this example. Explicit formulas for the gradient and Hessian,
make the use of efficient second order methods possible. The computational cost
of finding φ at each time step can be mitigated by the use of continuation methods,
initializing the optimization based on solutions at the previous time step. To initialize
φ = φ(Xn+1 , n+1) for a sampled Xn+1 , we can compensate for the random fluctuation
away from φ(Xn , n) using the linearized dynamics,
φ ≈ v − A · B · (Xn+1 − vn+1 ),

(2.7.5)

where
v = φn+1:N (Xn , n)
A = (Hn+1:N,n+1:N )−1
B = Hn+1:N,n .
While this provides a good initialization for φ, we also use an additional random
initialization at every time step in case the continuation has progressed into a local
minimum. The random initialization is generated by solving the SDE without the
observation, and using a large enough value of ε for transitions between fixed points
to be common. Note that we only need to calculate the first φ = φ(x0 , 0) once
regardless of the number of samples, so we try 300 random initializations and take
the best estimate of the minimizer to ensure we don’t use a local minimum. The same
φ is used for LM and SLM as well, and is the same for each ε.

2.8

Importance Sampling Methods in Continuous Time

The motivation for the proposed sampling problem is to study SDE, and we have
derived the sampling methods directly for their numerical discretizations. While it is
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well understood that the discretizations converge to the SDE as the time step ∆t → 0,
it does not necessarily follow that the sampling methods have a well defined limit. In
this section, we provide evidence that the Dynamic Linear Map does by proving its
convergence in one dimension. In this case, the DLM converges to a sampling method
described in [19, 20, 61], and we use the analysis provided in [57] to detail the relative
variance of its weights.
2.8.1

Continuous Time Limit of the Dynamic Linear Map

We recall that the dynamic linear map can be written in the form of a discretized SDE,
which we write in (2.8.1) with superscripts of ∆t to make the dependence explicit,
∆t
∆t
Xn+1
= φ∆t
n+1 (Xn , n) +

√

√ ∆t
∆t  σn+1
(Xn∆t , n) · ξn .

(2.8.1)

The question we would like to answer is, does the discretization in (2.8.1) converge to
an SDE as ∆t → 0. Furthermore, how can we define the resulting drift and diffusion?
In discrete time, the drift and diffusion are derived from the functional on paths,


N −1
xk+1 − xk
∆t X
−1
σ ·
F (x|xn ) =
− f (xk )
2 k=n+1
∆t
∆t

2

+ g(xN ).

(2.8.2)

Taking the limit ∆t → 0, we recover a functional over the continuous time path space,
Z T
1 −1
F (x|xt ) =
(2.8.3)
||σ · (x0s − f (xs ))||2 ds + g(xT ).
2
t
This same functional describes a sampling problem in continuous time, which parallels
discrete time sampling problem. Using Bt to denote a Brownian motion with the time
t ∈ [0, T ],
dXt = f (Xt )dt +

√
ε σ · dBt ,

X0 = x0 ,

(2.8.4)

and an observable,
θε (xT ) := exp(− 1ε g(xT )).

(2.8.5)
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The target distribution directly parallels the form in discrete time
pε (x|x0 ) ∝ exp(− 1ε F (x|x0 ))

(2.8.6)

As in the discrete setting, it is often intractible to sample from the target distribution
directly, so a proposal distribution is sampled instead. In [61], Vanden-Eijnden and
Weare consider a proposal distribution q ε whose samples are drawn from the SDE
dXt = φ0t (Xt , t)) +

√

ε σ · dBt ,

X0 = x0

(2.8.7)

where the drift matches that of the most likely path in pε conditioned on the current
position and time Xt ,
φ(xt , t) =

argmin

F (x|xt ).

(2.8.8)

x∈AC(R×[t,T ])

We will show that (2.8.7) bears more than just a similarity to (2.8.1), that it is in fact
the limiting SDE. We prove this explicitly in one dimension, and have supporting
numerical evidence from the chaotic pole reversal example that it holds in higher
dimensions.
More precisely, we will show that (2.8.1) converges weakly to (2.8.7) with order
one (see definition in (1.1.4)). To show this, we use a standard convergence result for
SDE (see Theorem 14.5.2 in[34]), assuming regularity criteria of (2.8.7) are satisfied,
and that φ(xt , t) is unique on the domain of interest, whether that is all of R × [0, T ]
or a compact subset of R up until the first exit time. What remains to be proven,
are the consistency criteria of the discretization in (2.8.1), that the drift and diffusion
convergence at a sufficient rate. The consistency criteria are most succinctly stated
in terms specific to this SDE and discretization, as
φ∆t
n+1 (x, n) − x
= φ0n∆t (x, n∆t) + O(∆t),
∆t

(2.8.9)

for the drift and
∆t
σn+1
(x, n) = σ + O(∆t),

(2.8.10)
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for the diffusion. We first outline the proofs here, and provide a more detailed account
afterwards in section 2.8.2.
The approach is to derive the drift and diffusion for the SDE and its discretization
from (2.8.3) and (2.8.2) respectively. We will connect the drift to the first variational
equations of the functionals, and the diffusion to the second variational equations.
For (2.8.9), we first note that φ and φ∆t satisfy first variational equations for F and
F ∆t respectively. We scale out σ from F and F ∆t , so it will only appear paired with
g in the following analysis. We will also assume for now that t = 0 and n = 0
for convenience, as the following arguments hold regardless. The first variational
equation of F is the boundary value problem
−φ00 (s) + f 0 (φ(s))f (φ(s)) = 0
φ(0) − x(0) = 0
φ0 (T ) − f (φ(T )) + σ g 0 (φ(T )) = 0
which is approximated by the discrete first variational equation for F ∆t
∆t
∆t
∆t
∆t
φ∆t
f (φ∆t
φ∆t
k−1 − 2φk + φk+1
k ) − f (φk−1 )
k+1 − φk
0
∆t
∆t
0
∆t
−
+ f (φk )f (φk ) +
− f (φk )
=0
∆t
∆t
∆t2
φ∆t
0 − x0 = 0
∆t
∆t
φN − φN −1
0
∆t
− f (φ∆t
N −1 ) + σ g (φN ) = 0
∆t

The first two terms in the discrete equations match the continuous equations, and
the last two terms are both numerical approximations of (f (φ))0 which cancel up to
O(∆t). The leading order terms in the truncation error are O(∆t2 ), and the resulting
global error is O(∆t), which is enough to show that the derivative approximation in
(2.8.9).
For DLM, σ1 (x, 0) =

p
√
Σ = (H −1 )11 /∆t starting from n = 0, so we can show

that the second criterion is satisfied if (H −1 )11 = ∆t+O(∆t2 ). To do so, we appeal to
the second variational equation, which correspond to Lu = 0 for the following linear
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operator and boundary conditions
Lu = −u00 (s) + (f 0 (φ(s))2 + f 00 (φ(s))f (φ(s)))u(s)
u(0) = 0
u0 (T ) + (−f 0 (φ(s)) + σ g 00 (φ(T )))u(T ) = 0,
where φ is the solution to the first variational equation, and u is a test function in
the operators domain. The analogous discrete second variational equation replaces
the linear operator L with H/∆t, the Hessian of F ∆t with an appropriate rescaling.
∆t
∆t
u∆t
H ∆t
k−1 − 2uk + uk+1
2
∆t
00
∆t
∆t
+ (f 0 (φ∆t
( u )k = −
k ) + f (φk ) · f (φk ))uk
2
∆t
∆t
∆t
0
∆t
∆t
u∆t − u∆t
f 0 (φ∆t
)u
k
k
k − f (φk−1 )uk−1
− k+1
· f 0 (φ∆t
+
k )
∆t
∆t
∆t
φ∆t
k+1 − φk
∆t
· f 00 (φ∆t
−
k ))uk
∆t

u∆t
0 = 0
∆t
u∆t
N − uN −1
∆t
00
∆t
∆t
− f 0 (φ∆t
N −1 )uN −1 + σ g (φN )uN = 0
∆t

The equations describe the action of H, but we are more interested in the inverse
H ∆t
operator H −1 . If we knew that ∆t
u = h∆t , then the inverse equation would be
∆tH −1 h∆t = u∆t . Similarly, if we knew that Lu = h, then the solution to the inverse
RT
equation would be 0 K(t, s)f (s)ds. Here, K(t, s) is the Green’s function associated

with the operator L. Of particular interest is (H −1 )11 ≈ K(∆t, ∆t), which is much
easier to analyze. In one dimension, L is a Sturm-Liouville operator, and the Green’s
function can be expressed as
1
K(t, s) = 0
y1 (0)y2 (0)

(
y1 (t)y2 (s) 0 < t < s
y2 (t)y1 (s) 0 < s ≤ t

Where y1 satisfies the left Dirichlet boundary condition, while y2 satisfies the mixed
boundary condition on the right, and both solve Ly = 0. Expanding y1 (∆t) and
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y2 (∆t) in ∆t leads to
0
2 y2 (0)

K(∆t, ∆t) = ∆t + ∆t

y2 (0)

+ O(∆t3 )

(2.8.11)

An analysis of the truncation error for the discrete second variational equation and
the resulting global error are shown in appendix 2.8.2, and result in
(H −1 )11 = K(∆t, ∆t) + O(∆t2 )

(2.8.12)

∆t
(x, n) = σ+O(∆t), and it follows that DLM converges
Together, these imply that σn+1

to the SDE in equation (2.8.7) as ∆t → 0 in one dimension.
2.8.2

Proof of Consistency for the Dynamic Linear Map

In this chapter we reiterate the proof that the DLM satisfies the consistency criteria
for the drift (2.8.9) and the diffusion (2.8.10), this time paying close attention to
detail. We will assume for now that t = 0, n = 0 and that σ = 1 for convenience, as
the following arguments hold regardless.
To work towards the consistency criterion for the drift, recall that
−φ00 (s) + f 0 (φ(s))f (φ(s)) = 0
φ(0) − x(0) = 0
φ0 (T ) − f (φ(T )) + g 0 (φ(T )) = 0
and
∆t
∆t
∆t
∆t
φ∆t
f (φ∆t
φ∆t
k−1 − 2φk + φk+1
k ) − f (φk−1 )
k+1 − φk
0
∆t
∆t
0
∆t
−
+ f (φk )f (φk ) +
− f (φk )
=0
∆t
∆t
∆t2
φ∆t
0 − x0 = 0
∆t
∆t
φN − φN −1
0
∆t
− f (φ∆t
N −1 ) + g (φN ) = 0
∆t

The first two terms in the discrete equations match the continuous equations, and the
last two terms are both numerical approximations of (f (φ))0 , so they mostly cancel.
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The leading order terms in the truncation error Tk are recovered by substituting the
continuous solutions into the discrete equations
Tk = ∆t · (−f 0 (φ)φ00 + f 00 (φ)φ02 /2)|s=k∆t + O(∆t2 )

(2.8.13)

There is no error in the first boundary condition, but there is in the second
TN = ∆t · (φ00 /2 + f 0 (φ)φ0 )|s=k∆t

(2.8.14)

The truncation error is only the error committed at each step, to determine how the
error accumulates we must examine the global error
E = φ∆t − φ

(2.8.15)

Rearranging the global error, we have that φ∆t = φ + E, substituting this into the
finite difference scheme produces a nonlinear system of equations for the global error.
Expanding this, the leading order term can be written in terms of Hφ /∆t where the
Hessian of F is evaluated at the exact φ, yielding a linear system of equations for the
leading order term
(Hφ /∆t)E = −T

(2.8.16)

E = −∆tHφ−1 T

(2.8.17)

So we find that

Returning now to the first criterion to show convergence, we want to understand how
tightly we need to bound the global error. The mean of the DLM transitions follow
the solution to the discrete first variational equation. Noting that there is no global
error at time zero, we see that
∆t
φ∆t
φ∆t
1 − φ0
1 −x
=
∆t
∆t
0
= φx,0 (0) + O(E1 )

We will see later that E1 = O(∆t), and that the first criterion for the drift is satisfied.
As it depends on Hφ−1 , we will first study the Hessian and the related the second
criterion, returning to the first criterion after.
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From this point on, H will be used for H(φ∆t ) and Hφ will be used for H(φ).
p −1
H11 /∆t starting from n = 0, so we can show that the
For DLM, σ1 (x, 0) =
−1
second criterion is satisfied if H11
= ∆t + O(∆t2 ). To do so, we appeal to the

second variational equations, which correspond to the following linear operators and
boundary conditions
Lu = −u00 (s) + (f 0 (φ(s))2 + f 00 (φ(s))f (φ(s)))u(s)
u(0) = 0
u0 (T ) + (−f 0 (φ(s)) + g 00 (φ(T )))u(T ) = 0
where φ is the solution to the first variational equation, and u is a test function in
the operators domain. The analogous discrete second variational equation replaces
the linear operator L with H/∆t, the Hessian of F with an appropriate rescaling.
(

∆t
u∆t − 2u∆t
H ∆t
k + uk+1
2
∆t
00
∆t
∆t
u )k = − k−1
+ (f 0 (φ∆t
k ) + f (φk ) · f (φk ))uk
2
∆t
∆t
∆t
0
∆t
∆t
u∆t − u∆t
f 0 (φ∆t
)u
k
k
k − f (φk−1 )uk−1
− k+1
· f 0 (φ∆t
+
k )
∆t
∆t
φ∆t − φ∆t
k
∆t
· f 00 (φ∆t
− k+1
k ))uk
∆t

u∆t
0 = 0
∆t
u∆t
N − uN −1
∆t
00
∆t
∆t
− f 0 (φ∆t
N −1 )uN −1 + g (φN )uN = 0
∆t

We will see later that H/∆t is in fact a finite difference scheme for the operator L,
but we will postpone discussion of the truncation error until later. The equations
describe the action of H, but we are more interested in the inverse operator H −1 .
H ∆t
If we knew that ∆t
u = h∆t , then the inverse equation would be ∆tH −1 h∆t = u∆t .
Similarly, if we knew that Lu = h, then the solution to the inverse equation would be
RT
K(t, s)f (s)ds. Here, K(t, s) is the Green’s function associated with the operator
0
−1
L. Of particular interest is H11
≈ K(∆t, ∆t), which is much easier to analyze. In one
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dimension, L is a Sturm-Liouville operator, and the Green’s function can be expressed
as
1
K(t, s) = 0
y1 (0)y2 (0)

(
y1 (t)y2 (s) 0 < t < s
y2 (t)y1 (s) 0 < s ≤ t

Where y1 satisfies the left Dirichlet boundary condition, while y2 satisfies the mixed
boundary condition on the right, and both solve Ly = 0. Expanding y1 (∆t) and
y 0 (0)

y2 (∆t) in ∆t leads to K(∆t, ∆t) = ∆t + ∆t2 y22 (0) + O(∆t3 ). So we just need to show
−1
that H11
= K(∆t, ∆t) + O(∆t2 ).

The starting point is a property of a Green’s function, that (LK)(t, s) = δ(t − s),
where the operator L acts on the first variable of K. We will need to evaluate
continous functions at the discrete grid points often, so we introduce the bracket
notation [u]∆t
k = u(k∆t). If we replaced L with the discrete approximation H/∆t,
then we would have H[K/∆t]∆t ≈ [δ]∆t . This equation is attractive in that there is
a direct comparison between H and G, and that [δ]∆t singles out just the diagonal
entries. The problem is that we can’t directly make sense of [δ]∆t as it is a distribution,
so instead, we look at an appropriately scaled sequence of functions which approaches
it in the limit ∆t → 0. More explicitly, we consider a function d(t) satisfying the
following properties
1. d ∈ C ∞ (R)
2. d is compactly supported on [−1/2, 1/2]
3. d(0) = 1
4. d is even
5.

R
R

d(t)dt = 1

1
For any function d which satisfies these properties, we have that ∆t
d(t/∆t) is an
1
approximate delta function, i.e. lim
d(s/∆t) = δ(s) in the distributional sense.
∆t→0 ∆t
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1
For a fixed ∆t, denote δ̃(s) = ∆t
d(s/∆t). We can actually evaluate δ̃ at any point,
unlike δ. In fact, [δ̃]∆t = I/∆t, since δ̃(0) = 1/∆t and the compact support guarantees

that all grid points off the diagonal are zero. While this takes us one step closer to
analyzing H −1 , it adds the complication that LK 6= δ̃. We must instead define an
approximate Green’s function K̃ which is the solution to the equation LK̃ = δ̃.
Using the interpretation of convolution with K as the inverse of the operator L, we
can express K̃ in terms of K and show that it is a sufficiently accurate approximation
for use in the analysis of H −1 to follow.
Z T
K(t, s + r)δ̃(r)dr
K̃(t, s) =
0

Z ∆t/2
K(t, s + r)δ̃(r)dr

=
−∆t/2

Z ∆t/2
(K(t, s + r) − K(t, s))δ̃(r)dr

= K(t, s) +
−∆t/2

with the last equality following from the normalization of δ̃. We just need to show
that the integral which comprises the error term is O(∆t2 ). Using that δ̃ is even
Z ∆t/2
(K(t, s + r) − K(t, s))δ̃(r)dr ≤
−∆t/2
Z ∆t/2
(K(t, s + r) − K(t, s) + K(t, s − r) − K(t, s))δ̃(r)dr ≤
0


sup
r∈[0,∆t/2]


1
|K(t, s + r) − K(t, s) + K(t, s − r) − K(t, s)| ||d||∞
2

Returning to the expression for K in terms of y1 and y2 , and expanding we have that
(
y1 (t)y2 (s) + r · y1 (t)y20 (s) + O(r2 ) 0 < t < s + r
1
K(t, s + r) = 0
y1 (0)y2 (0) y2 (t)y1 (s) + r · y2 (t)y10 (s) + O(r2 ) 0 < s + r ≤ t
Using that r is always less than the spacing between grid points, we can simplify the
expression for K(t, s + r) restricted to gridpoints as
(
r · y1 (t)y20 (s) + O(r2 ) 0 < t < s
1
K(t, s + r) = K(t, s) + 0
y1 (0)y2 (0) r · y2 (t)y10 (s) + O(r2 ) 0 < s ≤ t
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It follows by symmetry that K(t, s + r) − K(t, s) and K(t, s + r) − K(t, s) cancel up
to O(r2 ) so we have that for t and s on gridpoints that
K̃(t, s) = K(t, s) + O(∆t2 ).

(2.8.18)

We now turn our attention to the equation [LK̃]∆t = [δ̃]∆t , which we rearrange in
terms of H/∆t so that
(H/∆t)[K̃]∆t + T̃ = I/∆t

(2.8.19)

where the truncation error T̃ with respect to K̃ is given by
T̃ = [LK̃]∆t − (H/∆t)[K̃]∆t .

(2.8.20)

Left multiplying equation (2.8.19) by and solving for H −1 yields
H −1 = [K̃]∆t (I − ∆tT̃ )−1

(2.8.21)

If we can show that ||T̃ ||∞ ≤ C for some constant C for sufficiently small ∆t, the
Neumann expansion converges in `∞ and
(I − ∆tT̃ )−1 = I + ∆tT̃ + O(∆t2 )

(2.8.22)

H −1 = [K]∆t · (I + O(∆t))

(2.8.23)

together show that

which gives us a direct comparison between the inverse Hessian and the corresponding
Sturm-Liouville Green’s function.
To show this, we first return our attention to T̃ . Discussion of the truncation
error was postponed earlier because we are interested specifically in the error for K̃.
The truncation error for H/∆t includes errors in the finite difference scheme for L, as
well as errors from evaluating the Hessian at φ∆t which is only an approximation to
φ. For this reason, we first find the truncation error of Hφ /∆t then extend the result
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to H/∆t. The finite difference scheme for Hφ is defined by
∆t
∆t
u∆t
Hφ ∆t
k−1 − 2uk + uk+1
+ (f 0 (φk )2 + f (φk ) · f 00 (φk ))u∆t
( u )k = −
k
2
∆t
∆t
0
∆t
f 0 (φk )u∆t
u∆t − u∆t
k
k − f (φk−1 )uk−1
+
− k+1
· f 0 (φk )
∆t
∆t
φk+1 − φk 00
−
· f (φk ))u∆t
k
∆t

and
u∆t
0 = 0
∆t
u∆t
N − uN −1
00
∆t
− f 0 (φN −1 )u∆t
N −1 + g (φN )uN = 0
∆t

We will use the notation T̃φ = [LK̃]∆t − (Hφ /∆t)[K̃]∆t for the truncation error. The
first row corresponds to the terms which are clearly related to those in L, while the
second row are the extraneous terms. They are two oppositely signed expressions
approximating (f 0 (φ)K̃)0 so they mostly cancel, leaving the leading order term in the
truncation to be ∆t (f 0 (φ)K̃)00 which is O(∆t). The only exception is the approxima2

tion at the right boundary, where there is an additional term of ∆t
K̃ 00 . If necessary
2
to get around the technicality of being zero on the boundary and not δ̃, we can take
an arbitrarily small coordinate shift of K̃ and use its smoothness to recover δ̃ without
altering LG̃ in any significant way. It follows from ||T̃φ )||∞ = O(∆t) that
Hφ−1 = [K]∆t · (I + O(∆t)),

(2.8.24)

which finally allows us to determine the global error for φ∆t ,
E = −∆tHφ−1 T = O(∆t).

(2.8.25)

The order of E was the last piece that we needed before analyzing H −1 . We can
write the truncation error for (H/∆t) using what we already know about(Hφ /∆t),
T̃ = T̃φ + T̃∆t .

(2.8.26)
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where
T̃∆t = (H/∆t)[K̃]∆t − (Hφ /∆t)[K̃]∆t

(2.8.27)

Writing φ∆t = φ + E, and expanding (H/∆t) the zeroth order term cancels with
(Hφ /∆t)[K̃]∆t and we are left with the leading first order term. The leading term is
a 3 dimensional tensor of the third derivatives of F , divided by ∆t, and multiplied
by E and K̃. When collected, the terms can be written as
(T̃∆t )mn = Em (3f 00 (φm )f 0 (φm ) + f 000 (φm )f (φm ))[K̃]∆t
mn
00
∆t
Em f 00 (φm )[K̃]∆t
mn − Em−1 f (φm−1 )[K̃]m−1n
∆t
∆t
[K̃]m+1n − [K̃]∆t
mn
− Em f 00 (φm )
∆t
Em+1 − Em 00
φm+1 − φm 000
−
f (φm )[K̃]∆t
f (φm )[K̃]∆t
mn − Em
mn
∆t
∆t

+

Since E = −∆tHφ−1 T̃φ ≈ −∆t[K̃]∆t T̃φ , Ek = O(∆t) and

Ek+1 −Ek

∆t = O(∆t) as well. It
follows that T̃∆t = O(∆t), and consequently T̃ = O(∆t) Now that we have a handle
on the truncation error, we finally reach our desired relation
H −1 = [K]∆t · (I + O(∆t))

(2.8.28)

(H −1 )11 = K(∆t, ∆t) + O(∆t2 ) = ∆t + O(∆t2 )

(2.8.29)

Furthermore, we know that

which results finally in the diffusion criterion (2.8.10) being satisfied, that
σ0∆t (x, 0) =
2.8.3

√
Σ=

p
(H −1 )11 /∆t = 1 + O(∆t)

(2.8.30)

Relative Variance of the Dynamic Linear Map in Continuous Time

The weights of the importance sampler described in (2.8.7) follow in part from the
Cameron-Martin-Girsanov Theorem


Z T
Z
1
1 T
1
ε
2
w (X|x0 ) ∝ exp − √
v(Xs , s)·dBs −
||v(Xs , s)|| ds− g(YT ) , (2.8.31)
2ε 0
ε
ε 0
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where v(x, t) = σ −1 · (φ0t (x, t) − f (x)). To express Qε , the relative variance of the
weights, we first define
G (x, t) = − log(Eq [wε |xt = x])
V  (x, t) = − log(Eq [(wε )2 |xt = x])
The relative variance can then be written as
Q = e−(V

 (0,x

0 )−2G

 (0,x

0 ))/

−1

(2.8.32)

The expansion of V  is derived by Spiliopolous in [57], and the can be modified for
G as well. The results which provide an expansion for V  are more general, allowing
an arbitrary control v(x, t) and terminal cost h(x). To recover the expansion for G ,
the same procedure is used as for V  except v(x, t) = 0 and h(x) = 12 g(x) instead
of v(x, t) = σ −1 · (φ0t (x, t) − f (x)) and h(x) = g(x). An important assumption in
the proof is that v is smooth, so φ must be unique in the domain of interest. The
expansion is
G (x, t) = G0 (x, t) +  · G1 (x, t) + 2 · G2 (x, t) + O(3 ),

(2.8.33)

V  (x, t) = V0 (x, t) +  · V1 (x, t) + 2 · V2 (x, t) + O(3 ).

(2.8.34)

Each term satisfies a PDE, which depends on the lower order terms. Noting that the
relative variance Q depends on the difference V  (x0 , 0) − 2G (x0 , 0), the scaling in
 depends on cancelations in the expansions. These equations provide a means for
demonstrating that typically V0 = 2G0 , V1 = 2G1 , but that V2 6= 2G2 .
To show that V0 = 2G0 , first note that they satisfy the following PDEs
1
∂t G0 + b · ∇G0 − ||σ T ∇G0 ||2 = 0
2
1 T
T
2
∂t V0 + (b + σσ ∇G0 ) · ∇V0 − ||σ ∇V0 || − ||σ T ∇G0 ||2 = 0
2

(2.8.35)
(2.8.36)

with terminal conditions G0 (x, T ) = g(x) and V0 (x, T ) = 2g(x, t) respectively. If
V0 = 2G0 , then it must be a solution to equation (2.8.36). Substituting it in results
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in the PDE
1
∂t G0 + b · ∇G0 − ||σ T ∇G0 ||2 = 0
2

(2.8.37)

with terminal condition G0 (x, T ) = g(x), which is precisely equation (2.8.35), thus
V0 = 2G0 .
To show that V1 = 2G1 , start by noting that the PDEs, using : to denote elementwise matrix multiplication, are
1
∂t G1 + b · ∇G1 + σσ T : ∇2 G0 − σ T ∇G0 · σ T ∇G1 = 0
2
1
∂t V1 + (b + σσ T ∇G0 ) · ∇V1 + σσ T : ∇2 V0 − σ T ∇V0 · σ T ∇V1 = 0
2

(2.8.38)
(2.8.39)

with terminal conditions G1 (x, T ) = 0 and V1 (x, T ) = 0 respectively. Substituting
V0 = 2G0 and V1 = 2G1 into (2.8.39) results in the PDE
1
∂t G1 + b · ∇G1 + σσ T : ∇2 G0 − σ T ∇G0 · σ T ∇G1 = 0
2

(2.8.40)

with terminal condition G1 (x, T ) = 0, which is precisely equation 2.8.38, thus V1 =
2G1 .
To show that V2 6= 2G2 typically, start again with the PDEs that they each satisfy
1
1
∂t G2 + b · ∇G2 + σσ T : ∇2 G1 − σ T ∇G0 · σ T ∇G2 − ||σ T ∇G1 ||2 = 0
2
2
(2.8.41)
1
1
∂t V2 + (b + σσ T ∇G0 ) · ∇V2 + σσ T : ∇2 V1 − σ T ∇V0 · σ T ∇V2 − ||σ T ∇V1 ||2 = 0
2
2
(2.8.42)
with terminal conditions G2 (x, T ) = 0 and V2 (x, T ) = 0 respectively. Denote K2 (x, t) =
V2 (x, t) − 2G2 (x, t), which represents how far the order 2 terms are from canceling.
Substituting V0 = 2G0 ,V1 = 2G1 , into equation (2.8.42) minus twice equation (2.8.41)
results in the PDE
∂t K2 + b · ∇K2 − σ T ∇G0 · σ T ∇K2 − ||σ T ∇G1 ||2 = 0

(2.8.43)

with terminal condition K2 (x, T ) = 0. It follows that K2 = 0 if and only if G1 (x, t)
does not depend on x. Returning to equations (2.8.35) and (2.8.38), it can be seen
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that this occurs when G0 (x, t) is quadratic in x. In such circumstances every term
cancels, not just the order 2 terms, and Q = 0. This is the case when b(x) is linear
and g(x) is quadratic.
Returning to the expansion in , it follows that
V  (x0 , 0) − 2G (x0 , 0) = 2 · K2 (x0 , 0) + O(3 ).

(2.8.44)

Substituting this expansion into equation (2.8.32) yields the final result that
Q =  · K2 (x0 , 0) + O(2 )

(2.8.45)

so the order of the DLM matches the method [61] recovered in its continuous time
limit.
2.8.4

Continuous Time Limit of the Linear Map

An understanding of the relation of H −1 to the Green’s function K allows us to
express the sampling distribution of the Linear Map in continuous time, up to the
normalization constant. Using x to denote a path in continuous time, we have that
x ∼ N (φ, K) ,
where N is used to denote a Gaussian distribution with the first argument corresponding to the mean, and the second, the covariance.
2.8.5

Relative Variance of the Linear Map in Continuous Time

In [25], the leading order in ε of the relative variance for the Linear Map is derived
using Wick’s Formula. We apply the methodology to derive the leading order term
of Qε explicitly for the linear map. Using this expression, we take the limit ∆t → 0
and recover the leading order term of the linear map in continuouss time. Recall that
the relative variance of the weights is
Qε = εE[C32 ] + O(2 )

(2.8.46)
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Using Wick’s Formula, we can express the expectation as
E[C32 ] =

1 X
Fijk F`mn (9Cij Ck` Cmn + 6Ci` Cjm Ckn )
36 ijk`mn

where Fijk is used as shorthand for

∂3F
,
∂xi ∂xj ∂xk

(2.8.47)

and Cij is the i, jth entry of the co-

variance matrix, H −1 . Since these terms appear often in the same formation, we
introduce
6
Cijk`mn
= 9Cij Ck` Cmn + 6Ci` Cjm Ckn

(2.8.48)

The third derivative terms Fijk are very sparse, the only nonzero entries are
Fiii = 3αi + ∆tβi
Fi+1ii = −αi

(2.8.49)
(2.8.50)

split into the terms
αi = f 00 (φ∆t
i )

(2.8.51)

and
000


∆t

βi = −f (φi ) ·


∆t
φ∆t
i+1 − φi
∆t
0
∆t
− f (φi + 3f 00 (φ∆t
i )f (φi )
∆t

(2.8.52)

The symmetry Fi+1ii = Fii+1i = Fiii+1 means that their total contribution of −3βi
would cancel the 3βi from Fiii if they didn’t have different coefficients in the sum. The
small difference in coefficients will lead to a term which approximates a derivative, to
see this
1 X
6
Fijk F`mn Cijk`mn
36 ijk`mn

1 XX
6
6
6
6
+ Cii+1i`mn
+ Ciii+1`mn
)
=
F`mn Fiii Ciii`mn
+ Fi+1ii (Ci+1ii`mn
36 i `mn
XX
1
= ∆t
F`mn
36
i `mn


6
6
6
6
6
6
Ci+1ii`mn
− Ciii`mn
Cii+1i`mn
− Ciii`mn
Ciii+1`mn
− Ciii`mn
6
· βi Ciii`mn − αi (
+
+
)
∆t
∆t
∆t
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To make further analysis of the sums tractable, we must condense notation. We
6
6
will use Ci`6 = Ciii```
, and derivative notation to express ∂i Cijk`mn
=

6
6
Ci+1jk`mn
−Cijk`mn

.
∆t
As second derivatives show up as well, we use ∂ij to be the second derivative operator
∂i ∂j . So far, we have not discussed the last term in each sum, which depends on
FN N N = g 000 (φ∆t
N ). Adding this we arrive at
1 X
6
Fijk F`mn Cijk`mn
36 ijk`mn
N −1

N −1

X
X
1
(βi β` Ci`6 − (βi α` (∂` + ∂m + ∂n ) + αi β` (∂i + ∂j + ∂k ))Ci`6
∆t
= ∆t
36
i=1
`=1
+ αi α` (∂i` + ∂im + ∂in + ∂j` + ∂jm + ∂jn + ∂k` + ∂km + ∂kn )Ci`6 )
N −1

X
1
6
6
g 000 (φ∆t
+ ∆t
N )(βi CiN − αi ((∂i + ∂j + ∂k ))CiN )
18
i=1
+

1 000 ∆t 2 6
(g (φN )) CN N
36

We want to arrive at an expression for Q as ∆t → 0, so we will collect O(1)
terms and disregard O(∆t) which will not make a contribution. In this spirit, we
approximate the following up to O(∆t)
6
Cijk`mn
≈ C 6 (ti , tj , tk , t` , tm , tn )

= 9K(ti , tj )K(tk , t` )K(tm , tn ) + 6K(ti , t` )K(tj , tm )K(tk , tn )
αi ≈ f 00 (φ(ti ))
βi ≈ −f 000 (φ(ti )) · (φ0 (ti ) − f (φ(ti ))) + 3f 00 (φ(ti ))f 0 (φ(ti ))
and we take all of the derivatives to be exact. In the limit as ∆t → 0 we find that
Z TZ T

1
2
E[C3 ] =
L3ijk L3`mn C 6 |t` ,tm ,tn =t dsdt
36 0 0
ti ,tj ,tk =s
Z
g 000 (φ(T )) T 3 6 
+
Lijk C |t` ,tm ,tn =T ds
18
ti ,tj ,tk =s
0
000
2
(g (φ(T ))) 6
+
C (T, T )
36
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where we define the operator
L3ijk = −f 00 (φ(ti )) · ((∂i + ∂j + ∂k ) − f 000 (φ(ti ))φ0 (ti )
+ f 000 (φ(ti ))f (φ(ti )) − f (φ(ti )) + 3f 00 (φ(ti ))f 0 (φ(ti ))
2.8.6

(2.8.53)

Relative Variance of the Symmetrized Linear Map in Continuous
Time

The leading order of Qε in ε for the symmetrized linear map will be derived using
a similar approach to the linear map as well. Taking the limit ∆t → 0, the leading
order term in the continuous limit is also derived. While the approach is nearly the
same, there are many more terms involved, necessitating the introduction of a more
succinct notation.
Q = 2 Var[ 12 C32 − C4 ] + O(4 )

(2.8.54)

Expanding the variance term,
Var[ 12 C32 −C4 ] = E[ 21 C34 ]−E[ 21 C32 ]2 −E[C32 C 4 ]+E[C32 ]E[C 4 ]+E[C42 ]−E[C4 ]2 (2.8.55)
We have already analyzed the term E[C32 ], but still need an expression for E[C32 C 4 ],
E[C34 ], E[C4 ], and E[C42 ] as ∆t → 0 Wick’s Formula gives an expression for the
expectations in terms of the process covariance
Cn2M
= E[Xn1 ...Xn2M ]
1 ,...,n2M
=

2M
X Y

Cnim niM +m

i∈I2M m=1

where I2M is the set of all partitions of 2M integers into M pairs.
We also introduce a new differential operator L4ijk` that comes out of C 4 in much
the same way that L3ijk comes from C 3 as illustrated previously.
L4ijk` = −f 000 (φ(ti )) · ((∂i + ∂j + ∂k + ∂k ) − f 0000 (φ(ti ))φ0 (ti )
− f 0000 (φ(ti ))f (φ(ti )) + 3f 000 (φ(ti ))f 0 (φ(ti )) + 3(f 00 (φ(ti )))2

(2.8.56)
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The first expectation is then
E[C32 C4 ] =

1 X
Fn1 n2 n3 Fn4 n5 n6 Fn7 n8 n9 n10 Cn101 ,...,n10
864 n ,...,n
1

(2.8.57)

10

and now using C 2M to denote the combination of sums of Green’s functions instead
of entries of the covariance matrix, we arrive at the following limit as ∆t → 0
Z TZ TZ T
1
2
E[C3 C4 ] =
L3
L3
L4
C 10 |tn7 ,tn8 ,tn9 ,tn10 =t drdsdt
864 0 0 0 n1 n2 n3 n4 n5 n6 n7 n8 n9 n10
tn4 ,tn5 ,tn6 =s
tn1 ,tn2 ,tn3 =r

000

+

2g (φ(T ))
864

T

Z
0

T

g 0000 (φ(T ))
+
864

Z

g 000 (φ(T ))2
+
864

Z

0

T

Z
0

Z
0

L3n4 n5 n6 L4n7 n8 n9 n10 C 10 |tn7 ,tn8 ,tn9 ,tn10 =t dsdt
tn4 ,tn5 ,tn6 =s
tn1 ,tn2 ,tn3 =T

T

L3n1 n2 n3 L3n4 n5 n6 C 10 |tn7 ,tn8 ,tn9 ,tn10 =T drds

T

0

L4n7 n8 n9 n10 C 10 |tn7 ,tn8 ,tn9 ,tn10 =t dt

2g 0000 (φ(T ))g 000 (φ(T ))
+
864
+

tn4 ,tn5 ,tn6 =s
tn1 ,tn2 ,tn3 =r

tn4 ,tn5 ,tn6 =T
tn1 ,tn2 ,tn3 =T

Z
0

T

L3n1 n2 n3 C 10 |tn7 ,tn8 ,tn9 ,tn10 =T dr
tn4 ,tn5 ,tn6 =T
tn1 ,tn2 ,tn3 =r

g 0000 (φ(T ))g 000 (φ(T ))2 10
C (T, T, T )
864

The next term is
E[C34 ] =

X
1
Fn1 n2 n3 Fn4 n5 n6 Fn7 n8 n9 Fn10 n11 n12 Cn121 ,...,n12
1296 n ,...,n
1

12

(2.8.58)
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which has the limit
Z TZ TZ TZ T
1
4
E[C3 ] =
L3n1 n2 n3 L3n4 n5 n6 L3n7 n8 n9 L3n10 n11 n12 C 12 |tn10 ,tn11 ,tn12 =t dqdrdsdt
1296 0 0 0 0
tn7 ,tn8 ,tn9 =s
tn4 ,tn5 ,tn6 =r
tn1 ,tn2 ,tn3 =q

4g 000 (φ(T ))
=
1296

T

Z

T

Z

0

0

6g 000 (φ(T ))2
=
1296

Z

4g 000 (φ(T ))3
=
1296

Z

T

0

L3n4 n5 n6 L3n7 n8 n9 L3n10 n11 n12 C 12 |tn10 ,tn11 ,tn12 =t drdsdt

0

tn7 ,tn8 ,tn9 =s
tn4 ,tn5 ,tn6 =r
tn1 ,tn2 ,tn3 =T

T

Z

0

T

Z

L3n7 n8 n9 L3n10 n11 n12 C 12 |tn10 ,tn11 ,tn12 =t dsdt

0

tn7 ,tn8 ,tn9 =s
tn4 ,tn5 ,tn6 =T
tn1 ,tn2 ,tn3 =T

T

L3n10 n11 n12 C 12 |tn10 ,tn11 ,tn12 =t dt
tn7 ,tn8 ,tn9 =T
tn4 ,tn5 ,tn6 =T
tn1 ,tn2 ,tn3 =T

g 000 (φ(T ))4 12
+
C (T, T, T, T )
1296
The next term is
E[C42 ] =

1 X
Fn1 n2 n3 n4 Fn5 n6 n7 n8 Cn81 ,...,n8
576 n ,...,n
1

(2.8.59)

8

which has a limit of
E[C42 ]

1
=
576
0000

+

0

T

Z

T

L4n1 n2 n3 n4 L4n5 n6 n7 n8 C 8 |tn5 ,tn6 ,tn7 ,tn8 =t dsdt

0

2g (φ(T ))
576
0000

+

Z

tn1 ,tn2 ,tn3 ,tn4 =s

Z
0

T

L4n5 n6 n7 n8 C 8 |tn5 ,tn6 ,tn7 ,tn8 =T ds
tn1 ,tn2 ,tn3 ,tn4 =s

2

(g (φ(T ))) 8
C (T, T )
576

The last term is
E[C4 ] =

1 X
Fn1 n2 n3 n4 Cn41 ,...,n4
24 n ,...,n
1

4

which has a limit of
Z T
1
L4
C 4 |tn1 ,tn2 ,tn3 ,tn4 =t dt
E[C4 ] =
24 0 n1 n2 n3 n4
(g 0000 (φ(T )))2 4
+
C (T )
24

(2.8.60)
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2.9

Conclusion

In this chapter, we have derived importance sampling methods directly for discretizations of SDE with small noise. One advantage of this approach is the accessibility
of the resulting small noise analysis, which is used both to motivate, and study the
methods. From this perspective, the dynamic linear map can be derived from the
marginals of a Gaussian approximation to the target distribution (the linear map),
without having to develop the more sophisticated PDE and variational formulation
of its continuous time analog. At an implementation level, the linearized dynamics
of the Gaussian distribution also suggest a continuation scheme for accurate initializations of the most likely path. The initializations greatly reduce the expense of
optimization, and runtimes of the dynamic linear map.
We proved that like the linear map, the dynamic linear map has weights with
relative variance that scales linearly in the small noise parameter. We were able to
show that in one dimension, the dynamic linear map converges to sampling methods
studied by Vanden-Eijnden and Weare (see [62]) in the continuous time limit, which
have the same linear scaling. Proving the convergence remains an open problem in
greater dimensions, since we make use of Sturm-Liouville theory, though we expect
it to follow from similar arguments.
Previous work has shown that symmetrization improves the scaling of the relative
variance of the weights to being quadratic in the small noise parameter. We extended
the argument to a class of methods including the dynamic linear map, leading to
similar improvement, and illustrated the scalings of the methods through numerical
examples. It also remains an open question whether symmetrization is able to improve
the scaling of the methods in continuous time, and what the leading coefficient for
the relative variance of the weighs would be.
While the motivation for the methods was through data assimilation, the numerical experiments addressed were in a simplified setting. In [62], particle filter methods
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based on methods comparable to the dynamic linear map were explored for a full
scale data assimilation problem. A next step would be to test if the methods could
be further improved by using the symmetrized dynamic linear map instead. The finite
difference approximations to partial differential equations in these models also have a
tridiagonal Hessian, which the dynamic linear map was able to utilize for incremental sampling. A route of further research would be to explore importance sampling
methods which sample incrementally in space as well as time, which we intend to
pursue in future work.
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Chapter 3

Continuation Methods for Stochastic
Differential Equations
3.1

Motivation

Bifurcation diagrams detail the relationship between qualitative changes of a system
and its parameters. For differential equations, they track the change in equillibrium
solutions, which correspond to the zeros of the vector field. The zeros can be computed
through numerical root finding, but doing so repeatedly for a range of parameters
may be costly. To reduce runtimes, continuation methods leverage derivatives of
the vector field to estimate roots using solutions from similar parameters. Software
packages such as AUTO (see [16]) make use of continuation methods to efficiently
trace bifurcation diagrams, and to solve related problems, like computing families
of solutions to boundary value problems [2]. They have also seen use in Stochastic
Partial Differential Equations (SPDE), for computing linearizations of systems around
branches of stable solutions [37]. Though the systems being studied in this setting are
stochastic, the continuation is applied to explicitly defined deterministic quantities.
To the best of the author’s knowledge, continuation methods have not yet been
applied to study quantities in stochastic systems that can not be evaluated explicitly.
In particular, for statistics of SDE, which may only be available by Monte Carlo
estimation. Derivative estimates of the statistics in this setting are unreliable due
to the noise in the Monte Carlo methods, which presents a challenge to continuation
methods, as they rely on implicit differentiation in the parameters. Applied directly,
the convergence of the standard methods is not guaranteed. We devote this chapter
to developing continuation methods for statistics of SDE and their dependence on
the system parameters, adapting continuation to the novel setting where only noisy
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measurements are available.
We focus our attention on a specific statistic, understanding that the methods
generalize. The maximum Lyapunov exponent, which we denote as λ, characterizes
how sensitive solutions of the system are to perturbations. When it is negative, the
system is contractive and perturbations decay exponentially in time with a rate λ,
returning to the original solution. However, when λ is positive, the system is chaotic
and perturbations will separate on average, and the perturbed solution will become
uncorrelated with the original solution. This can present a challenge in numerically
computing solutions, given the sensitivity that this introduces to the initial conditions,
and accumulation of numerical errors. In application, the sign of the maximum
Lyapunov exponent can produce qualitatively different behaviors. For example, in
networks of neural oscillators, the reliability of spike times with respect to a stimulus
relates to the networks ability to temporally encode information (see [40]). The
reliability of the network varies with the sign of λ, which depends on the parameters
of the model. For a set of fixed parameters, λ can be estimated by Monte Carlo (MC)
methods, as an average over numerically computed solutions to the SDE. The variance
of the estimates depends inversely on the simulation time, so reliable estimates may
be computationally expensive. Characterizing the dependence of λ on the parameters
involves numerous MC estimates, we will show that continuation methods can make
efficient use of these estimates, and reduce the number that are needed.
The parameter space may be high dimensional, so we fix all but two parameters
(α, β), where the two dimensional cross sections for λ have a clear visual representation. Typically, the chaotic and contractive regions will be open sets in the plane,
separated by the level set λ = 0. The brute force approach to mapping the parameter
space would then be to evaluate λ at every point on a two dimensional grid, and
identify the chaotic and contractive regions as the groupings of points where λ > 0.
The advantage of this approach is its simplicity, but it is inefficient with its use of
MC estimates. On an M by M grid, the method requires O(M 2 ) estimations of λ
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which becomes costly as the resolution increases.
Alternatively, tracing the zero level set of λ would separate the chaotic and contractive regions. The advantage of this method is that tracing the curve will typically
only require O(M ) observations of λ for the same fidelity. If λ could be evaluated
explicitly for any set of parameters, classical continuation methods would apply. We
will demonstrate that with appropriate modifications, the continuation methods can
be adapted, and the level set λ = 0 can be traced efficiently.

3.2

Background

The continuation methods developed are treated largely as black box methods, and
apply in general to tracing level sets of functions in two dimensions where only noisy
measurements are available. However, the novel contributions take advantage of the
SDE problem specifics. Though this tuning of the methods applies to a fairly broad
class of SDE and statistics, we will focus on tracing the zero level set of the maximum
Lyapunov exponent for a specific SDE with an interesting dynamical structure.
3.2.1

Lyapunov Exponents of Stochastic Differential Equations

We consider an SDE as described in (1.1.1), but introduce a drift f which depends
on parameters α and β
dXt = f (Xt ; α, β)dt + σdBt , X0 = x0 .

(3.2.1)

The methods we will introduce do generalize to state and time dependent diffusion
matrix σ(Xt , t), but will restrict our attention to the case where it is constant for
simplicity. Perturbations of solutions to equation (3.2.1) can be characterized by
dηt = Df (Xt ; α, β) · ηdt,

(3.2.2)

where ηt is the tangent vector of Xt , and can be viewed as an infinitessimal perturbation. The Jacobian Df around Xt distorts the perturbation, changing its orientation
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and magnitude over time. The magnitude of ηt describes the rate at which local
perturbations of Xt are contracting or separating in that direction. Lyapunov exponents provide a statistical description of behavior of perturbations with respect to
the stationary distribution of the system ν, with the limit
1
log(||ηT )||).
T →∞ T

λ(x0 , η0 ) = lim

(3.2.3)

The rate of divergence of a perturbation local to Xt is on average eλt . Note that
this is an asymptotic statement, so it may not appropriately describe the rates of
divergence observed in transient behavior. For similar reasons, λ does not depend
on the realization of the Brownian motion Bt , it is an average over the stationary
distribution. In addition, the assumption of ergodicity means that λ is constant ν
-a.e. with respect to x0 , .i.e., λ only differs on a set of measure zero. As a result of
Oseledet’s Multiplicative Ergodic Theorem [51], it holds that ν -a.e. λ takes on one
of r possible values, depending on the initial perturbation η0 . This set of possible
values comprises the Lyapunov spectrum, an ordered set of real numbers
λ1 > λ2 > ... > λr ,
with multiplicities m1 , m2 , ..., mr such that m1 + m2 + ... + mr = D. The Lyapunov
exponents together describe the rates of expansion and contraction along the axis
of a hyperelipse as it is distorted by the local flow around a path. Their sum then
corresponds to the log rate of change of volume for an arbitrarily small ball around
the path. The tangent vector η tends towards the direction of greatest expansion (or
slowest contraction), so it follows that for almost every η0 , λ(η0 ) = λ1 . This exponent
is sufficient to determine whether or not a system will be chaotic, so from this point
we will use λ to mean λ1 . When λ < 0, the SDE is contractive, and if two solutions
are computed with the same Bt and initial conditions close enough together, they
will converge towards the same solution over time. In contrast, when λ > 0, the SDE
is chaotic, and two solutions with arbitrarily close initial conditions and the same Bt
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will become uncorrelated over time. To understand this dichotomy in our SDE, we
can investigate the dependence of λ on the parameters α and β numerically.
We can derive an estimator λ̂ that can be computed in practice using the definition in (3.2.3). For an arbitrary initial condition (x0 , η0 ), numerically compute the
solutions (Xt , ηt ) as in equations (3.2.1), (3.2.2). While computing the solution up to
a time T , periodically update the estimate
λ̂n+1 = λ̂n +

1
log(||ηt ||)
T

(3.2.4)

then normalize ηt . The period of the update should be frequent enough to avoid
numerical overflow in η, but infrequent enough as to avoid being a computational
burden. Viewing λ as statistic averaged over the joint stationary distribution of
(X, η), this algorithm can be viewed as a Monte-Carlo method. As such, the variance
of estimates follow the scaling observed in equation (1.2.8).
3.2.2

The Stochastic Hopf Normal Form

In a previous study, DeVille et. al. [15] presented an SDE where explicit bounds on
Lyapunov exponent can be shown in the small noise limit, and has a large range of
λ over the parameters space. The system is the cubic truncation of the supercritical
Hopf normal form (HNF) with an additive white noise

dXt = βXt − Yt + (−Xt − αYt )(Xt2 + Yt2 ) dt + dBtx ,

dYt = Xt + βYt + (−Yt + αXt )(Xt2 + Yt2 ) dt + dBty .

(3.2.5)

The parameter space in consideration is (α, β), all other parameters that would be
present in the more general form of these equations have been fixed as 1. B x and
B y are independent Brownian motions. The deterministic dynamics are more transparent through the polar form of the equations, but the coordinate change yields a
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multiplicative white noise, so it will only be used in preliminary discussion.


1
3
dt + dBtr ,
drt = βrt − rt +
2rt

1
dθt = 1 + αrt2 dt + dBtθ .
rt
First, note that the term

1
2rt

(3.2.6)

in the first equation is a result of the white noise, and

is not present in the zero noise dynamics. It can then be seen that the parameter
β’s primary role is in controlling the radius of a globally attracting limit cycle, which
√
is β. The further out from the limit cycle, the faster the rate of rotation is. The
parameter α adjusts the extent of this “shearing” effect, when α = 0 there is no
change in rate of rotation. The mechanism for contraction and expansion in the θ
direction is due to folding of the phase space. When α is large in comparison to β,
large fluctuations of the noise cause the paths pushed far away from the limit cycle,
and to rotate faster than those that didn’t get pushed as far out. This results in a
stretching and folding of with respect to nearby solutions, which end up separated
once they relax back to the limit cycle (see figure 3.1). This phenomenon, referred to
as shear induced chaos, is detailed by Lin, et al., in [41].

3.3

Problem Statement and Summary of Results

For any fixed β in the HNF, the system is chaotic for a sufficiently large α. The
points at which this transition occurs form the level set λ = 0, as shown in figure 3.2,
where estimates of λ are plotted as a function of (α, β) on a grid. Rather than the
entire two dimensional grid, continuation methods can be applied to estimate the zero
level set, using only samples near the one dimensional curve. Another advantage of
continuation methods is that they can adaptively determine the scales of features in
parameter space to select the best step sizes along the curve. However, the estimates λ̂
are noisy, and previously developed continuation methods are not suitable. We devote
the remainder of this chapter towards developing a novel “stochastic continuation”
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Figure 3.1: For (α, β) = (18.0, 2.0), 10000 paths driven by the same realization of a
Brownian Motion, are numerically calculated using Runge-Kutta-45
√ √ with ∆t√= 0.001.
√
The initial conditions are uniformly distributed over (−2 2, 2 2) × (−2 2, 2 2),
which is a square with a width equal to twice the limit cycles diameter. The positions
of the paths are then captured at t = 200, 300, 400, 500. The rate of rotation increases
as the radius increases, and solutions forced further away from the limit cycle by the
Brownian motion fold over those that are closer.
method, and demonstrate its efficiency using the estimation of the level set λ = 0 for
the HNF as an example. We first introduce a standard method for continuation in the
deterministic setting, then summarize our approach to adapting it to the stochastic
setting.
Keller’s Pseudo-Arclength (KPA) method [31], which we discuss in section 3.4,
falls into the category of predictor-corrector continuation methods. The KPA method
alternates between a predictor step to identify the direction of the curve, and a
corrector step to ensure that the continuation stays on it as it is traced. Starting
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Figure 3.2: λ is estimated on an 200 by 100 grid, for 0.1 ≤ α ≤ 20.0 and 0.1 ≤
β ≤ 20.0. A modified Runge-Kutta method with ∆t = 0.001 is used to calculate
the solutions, with 48 batches of solutions for T = 6000. The λ values are colored
according to the colormap on the right, so the chaotic region is in the lower right part
of the grid.
from a point on the zero level set, the predictor step would estimate the direction
of zero gradient and move a short distance in that direction. The resulting position
should still remain close to the curve if the step was small enough. The corrector
step then uses an augmented Newton’s method to seek out a nearby point on the
curve, which may not converge when the estimates are noisy. The first improvement
we make is to incorporate “stochastic approximation” methods, which are designed
specifically for root finding in the stochastic setting. In particular, we will use a
multivariate version of the Robbins-Monroe method by Ruppert [55], which we cover
in section 3.5.
While the stochastic approximation conducts root finding in a way that guarantees
convergence, it makes use of finite difference estimates of the gradient, which are often
unreliable. In section 3.6, we will introduce coupling methods as a way to reduce the
variance of gradient estimates. The principles are similar to control variates (see
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[33]), using two correlated estimates of λ̂ for the finite difference. We will discuss a
few general purpose couplings, as well as a novel coupling which takes advantage of the
rotational symmetry in HNF to produce very accurate gradient estimates. Though
the principles of control variates to a more general setting, our discussion of coupling
methods is specific to SDE.
The samples used to produce estimates λ̂ would be discarded by standard continuation methods, we show in section 3.7 that regression of λ yields more efficient use
of samples, and improves stability of continuation. The method we will use is based
on generalized least squares, allowing the variance of λ̂ and the correlation between
samples to weight the regression appropriately.
In section 3.8, we show how the various methods come together, and detail the
novel method we develop for stochastic continuation. We then demonstrate the efficiency of the methods numerically in section 3.9, and show that the novel coupling
method improves the consistency of the method significantly.

3.4

Keller’s Pseudo-Arclength Method

Each step of Keller’s Pseudo-Arclength method (KPA) consists of two different stages,
a predictor step and a corrector step [31]. The predictor step moves a fixed distance
∆s in the direction of zero gradient. The corrector step then uses Newton’s method
to move back onto the zero level set with the additional constraint that it moves
perpendicular to the predictor step, as shown in figure 3.3.
The corrector step equates to solving the following system of equations through
Newton’s method
λ(α, β) = 0

(3.4.1)

α̇0 (α − α0 ) + β̇0 (β − β0 ) − ∆s = 0

(3.4.2)

Where α̇0 and β̇0 give the direction of zero gradient estimate from the previous points
α0 and β0 . The first equation is to ensure the final point is on the level set, and
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(α,β)

(α0 ,β0 )

s
(α0 ,β0 )
Figure 3.3: The predictor step first moves forward ∆s along (α̇0 , β̇0 ) then corrects to
the point (α, β). The size of the final resulting step depends on its orientation with
respect to (α̇0 , β̇0 ), as in this case it can end up being a decent amount further than
∆s.
the second means that the projection of the next step onto the original zero gradient
direction is ∆s.
The predictor step computes the next predictor α̇1 and β̇1 following equation
(3.4.3) by finding the vector perpendicular to the gradient and uses the unit vector
in the same half plane as the previous predictor step.

    
∂α λ ∂ β λ
α̇1
0
·
=
1
α̇0 β̇0
β̇1

(3.4.3)

While the KPA method effectively traces out the zero level set, it does so under
the assumption that the measurements of λ and ∇λ are not noisy. In the presence
of noise, the Newton’s method based corrector step will not converge, since noisy
derivative estimate will lead to discrepencies between the iterations. We will discuss
an alternative to deterministic root finding methods in the following section.

3.5

Stochastic Approximation

Stochastic approximation algorithms are designed for root finding when measurements
of the objective function are noisy, and estimates of gradients are only available by
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finite differences. Typically, they start off the root finding by taking many large steps
with low cost innacurate estimates, taking progressively smaller steps with higher
cost accurate estimates. As a result, estimates of the root settle due to decreasing
step size, unlike classical root finding methods, and converge a.s. under the proper
assumptions.
The literature on stochastic approximation is quite extensive, so we will focus our
attention towards a single algorithm that we have found to be effective. An algorithm
was proposed in 1985 by David Ruppert [55] which is akin to a stochastic GaussNewton method for least squares minimization. The method is specific to minimizing
functions F : RD → RD , which fits for the adaption of a KPA type algorithm. For
now, we will consider just what the corrector step of the adapted method would look
like, leaving consideration of the predictor step for later. The objective function that
will be used is

F (α, β) =


λ(α, β)
,
α̇0 (α − α0 ) + β̇0 (β − β0 ) − ∆s

(3.5.1)

which the KPA algorithm uses Newton’s method to find the root of. One of the
assumptions used in stochastic approximation is that there is a unique (α∗ , β ∗ ) which
is the minimizer of F (or in this case, there is a unique root). This assumption is not
entirely valid in our setting, as there could potentially be any number of points on
the level set perpendicular to the predictor (α̇0 , β̇0 ) at the current step. However, ∆s
is taken to be sufficiently small that there is only one root nearby, so it is reasonable
to expect convergence in practice.
Ruppert’s algorithm is an iterative method following
(α, β)Tn+1 = (α, β)Tn − a · n−1 Bn Dn> Fn .

(3.5.2)

Here Fn is the approximation of E[F (αn , βn )] through an average of [nγ ] observations.
Since the estimates Fn are produced through Monte-Carlo simulation, a single estimation with T = O(nγ ) is used instead of separate observations. Dn is an estimate
of the Jacobian of F (αn , βn ), and Bn is an estimate of [D> D]−1 at (α∗ , β ∗ ).
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The exact Jacobian is given by the matrix


∂α λ ∂β λ
D=
,
α̇0 β̇0
the bottom row of which is known explicitly, but the derivatives require careful approximation. The procedure is indentical for both derivatives, so it will only be
given explicitly for ∂α λ. Let cn , mn be constants, the estimates of F (αn + cn , βn ) and
F (αn − cn , βn ) are produced through simulations of time T = O(mn ). The derivative
estimate is then
∂α λ(αn , βn ) = [F (αn + cn , βn ) − F (αn − cn , βn )]/(2cn ).

(3.5.3)

−2
The constants are chosen so that cn → 0 and m−1
n cn → 0, which ensures that in the

limit n → ∞ the bias and the variance of Dn go to 0. The matrix Bn is taken to be
Cn−1 for
−1

Cn = (n − 1)

n−1
X

Di> Di

i=1

To ensure convergence, the eigenvalues of Cn−1 are truncated to be on the interval
[log(n + 1)−1 , log(n + 1)] As the number of observations increases, the range of eigenvalues increases to reflect greater confidence in the estimate.
The primary assumptions for convergence involve require bounds on the first and
second derivatives of F , in particular, around the minimum (α∗ , β ∗ ). The variance of
Fn and Dn are also required to converge to 0 at rates depending on the choice of γ,
cn and mn . Precisely, there exists a constant K such that
k E[Dn ] − D(Xn )k ≤ Kcn 2
k Var[Fn ]k ≤ Kn−γ
−2
k Var[Dn ]k ≤ Km−1
n cn

for all n. There is flexibility in choosing the constants, but to achieve the optimal
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asymptotic rate of convergence, they are as follows
a=1+γ
mn = [nκ ]
cn = n−κ/3 ,
for 0 < κ < γ. The last assumption whose discussion is necessary is that nγ V ar[Fn ] →
S, for some matrix S, almost surely. Under these assumptions, the final result is that
Tn1/2 · ((α, β)n − (α∗ , β ∗ )) → N (0, D−1 S(D−1 )> )),

(3.5.4)

where Tn is the total Monte-Carlo simulation time, and an optimal rate of convergence
T −1/2 is achieved.
Framing the corrector step in terms of Ruppert’s method, we can see that the
constant factor for the rate of covergence depend on the variance of Dn , the Jacobian
of Fn . To improve runtimes for the continuation methods, we shift our attention to
estimates of the term ∇λ in D, and introduce variance reduction methods in the
following section.

3.6

Coupling Methods for Improved Gradient Estimates

The variance of estimates λ̂ are amplified in finite difference estimates of derivatives
∂p λ ≈

λ̂(p + ∆p) − λ̂(p − ∆p)
2∆p

for a parameter p, and parameter step size ∆p. There is a bias in the estimate from
approximating the derivative, which is decreasing in ∆p. However, the smaller ∆p is,
the greater the amplification is of the error in the difference λ̂(p + ∆p) − λ̂(p − ∆p).
The stochastic algorithms cope with this error amplification by starting with a large
∆p, then using progressively smaller values while taking increasingly more accurate
measurements. Achieving sufficiently accurate measurements for convergence can
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result in impractical run times. One means of reducing run time is to apply variance
reduction techniques to the difference term λ̂(p + ∆p) − λ̂(p − ∆p). First, to simplify
notation, we refer to the MC estimates as λ̂+ = λ̂(p + ∆p) and λ̂− = λ̂(p − ∆p). We
can then express the variance of the difference as
Var[λ̂+ − λ̂− ] = E[(λ̂+ − λ̂− )2 ] − E[λ̂+ − λ̂− ]2
= E[(λ̂+ )2 ] − E[λ̂+ ]2 + E[(λ̂− )2 ] − E[λ̂− ]2
− 2 E[λ̂+ λ̂− ] + 2 E[λ̂+ ][λ̂− ]
= Var[λ̂+ ] + Var[λ̂− ] − 2 Cov[λ̂+ , λ̂− ]

(3.6.1)
(3.6.2)
(3.6.3)
(3.6.4)

As can be seen in the final line, correlation between the estimates λ̂+ and λ̂− produces
cancellation in the variance. This suggests that the difference should not be made by
two independent MC estimates, but from a single estimate produced using correlated
samples.
More precisely, we are drawing samples from two discretized SDE
√
∆t σ ξn+
√
= Xn− + ∆tf (Xn− ; p − ∆p) + ∆t σ ξn− ,

+
Xn+1
= Xn+ + ∆tf (Xn+ ; p + ∆p) +

(3.6.5)

−
Xn+1

(3.6.6)

where f is the drift of the SDE, which is the HNF in our case. The stochastic element
of the estimates comes from the standard normal samples (ξn+ , ξn− ). To produce correlation between the estimates λ̂+ and λ̂− , we can sample (ξn+ , ξn− ) in (3.6.5),(3.6.6)
from a joint distribution. The difference estimates will remain unbiased, as long as
the marginal distribution of the samples are still standard normal. Together, the
coupled SDE then share a common stationary distribution which we will denote as
ν(x+ , x− ). This technique is referred to as “coupling”, and is related to the class of
control variate methods for variance reduction (see [33]).
Before discussing specific coupling methods, it should be noted that there are
limitations to the variance reduction they can achieve. Returning to equation (3.6.4),
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we can find a lower bound on the variance using
Var[λ̂+ − λ̂− ] = Var[λ̂+ ] + Var[λ̂− ] − 2 Cov[λ̂+ , λ̂− ]
q
+
−
≥ Var[λ̂ ] + Var[λ̂ ] − 2 Var[λ̂+ ] · Var[λ̂− ]
q
q
+
= ( Var[λ̂ ] − Var[λ̂− ])2

(3.6.7)
(3.6.8)
(3.6.9)

q
q
+
Typically, Var[λ̂ ] = Var[λ̂− ] + O(∆p), and when combined with (3.6.9), suggests that the best possible scaling a coupling method can have for the variance of
differences is O(∆p2 ). In terms of coupling based derivative estimates, this means
that the variance will be bounded in ∆p at best. In the following discussion of coupling methods, and in numerical experiments, we will see that even this is difficult to
achieve.
3.6.1

Same Noise Coupling

A approachable coupling methods is the “same noise” coupling, where the MC estimates produced by sampling the same noise for both processes in (3.6.5),(3.6.6)
with ξ + = ξ − . If ∆p = 0 and the maximum Lyapunov exponent was negative, the
two paths being simulated will converge towards the same attracting point and the
derivative estimate would have zero variance. Given this principle, for sufficiently
small ∆p and λ < 0, the same noise coupling will often produce low variance estimates. The closer the two paths are in phase space, the more likely it is that their
dynamics will be similar, and the greater their correlation should be. In [39], Lin and
Mattingly found that typically, the variance of the differences has the optimal scaling
of Var[λ̂+ − λ̂− ] = O(∆p2 ) when the SDE is contractive, i.e., λ < 0. However, the
shortcoming of the same noise coupling is that for chaotic dynamics, i.e. λ > 0, the
paths become uncorrelated over time, and tends to scale like Var[λ̂+ − λ̂− ] = O(1),
producing poorly scaled derivative estimates. Given that our goal is to trace the
zero level set of λ, the exponents will often be slightly positive, and the same noise
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coupling may not be suitable. This motivates our discussion of the next coupling,
which has better scaling for chaotic SDE.
3.6.2

Mirror Coupling

In order to maintain correlation in chaotic SDE, the coupled process must have a
mechanism for keeping paths close together for long periods of time, like the “mirror”
coupling proposed in [39] by Lin and Mattingly. In one dimension, the noise for the
coupled SDE are reflections ξ + = −ξ − , increasing the variance of the distance between
them. While this seems counterintuitive, it guarantees in this case that trajectories
will eventually cross, at which point they switch to ξ + = ξ − . If ∆p = 0, the paths
would then “match” together indefinitely, meaning X + = X − , and the difference
estimate would have zero variance. When ∆p > 0, the difference in the drift f will
drive the paths apart, and ξ + = −ξ − again until they match next. To extend the
mirror coupling to higher dimensions, the noise is reflected accross the hyperplane
separating the two paths. In other words, along the line passing through the Xn+ and
Xn− the noise process is reflected, and the same noise coupling is used along the other
orthogonal directions.
To make the notion of matching more precise, the probability that two paths
would cross during a single time step must be calculated. The one dimensional joint
probability distribution will be derived explicitly, and higher dimensional mirror coupling is a straightforward extension. Consider two mirror coupled paths that are a
distance d apart, with Xn+ resting at zero, and Xn− at d. Assume that the drift for
that time step have been accounted for, and that (ξn+ , ξn− ) is then sampled from the
joint probability distribution. The probability of matching, P (w, d), depends on the
√
distance d, as well as w, the increment of Brownian motion ∆t σ ξn+ . If w ≥ d/2,
the two particles must have crossed at d/2, so P = 1. If w < d/2, P is the probability that the paths met at the d/2 then proceeded together to w, and 1 − P is
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0 w

d

Figure 3.4: The matching probability is the ratio of two probabilities, a Brownian
motion traveling to the center than to w, and the process traveling directly to w.
This can be seen as the ratio of the height of the shaded gaussian and the height of
the unshaded Gaussian.
the probability that they never reached d/2. In this case, P is best understood as a
conditional probability, given that the noise ξn+ is already known (see figure 3.4 for
further explanation).
+
+
P (w, d) = P (Xn+1
= w and the center is reached)/P (Xn+1
= w)
√
1
2
2
· e−(|d/2−0|+|w−d/2|) /2∆t · 2π ∆t · ew /2∆t
=√
2π∆t
(−(w−d)2 +w2 )/2∆t
=e

Combining the case where w ≥ d/2 and the case where w < d/2, the coupling
probability can be expressed as
2 +w 2 )/2∆t

P (w, d) = min(1, e(−(w−d)

)

−
If the paths match, then they end the time step at the point w. Otherwise, Xn+1

ends up at d − w.
Numerical evidence suggests that the scaling of the time that two mirror coupled
paths spend unmatched is O(∆p), which is the only portion of time that contributes
to the variance of the estimator. The result is that mirror coupling makes a tradeoff in
its scalings, as further numerical evidence suggests that Var[λ̂+ − λ̂− ] = O(∆p), giving
it an advantage over same noise when λ > 0, but putting it at a disadvantage when
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λ < 0. The strength in the design of mirror coupling is also its weakness, as when it
reduces variance by making X + and X − perfectly correlated for intervals of time, it is
not contributing to the expectation of λ̂+ − λ̂− either. Consider the following informal
scaling argument, noting that the difference typically has the scaling E[λ+ − λ− ] =
O(∆p). If X + 6= X − only a O(∆p) portion of the time, then for O(1) of the remaining
time they are unmatched, they must be a distance of O(1) apart to maintain an
unbiased estimate. It follows that the variance of the difference estimator has a
scaling of Var[λ̂+ − λ̂− ] = O(∆p). This suggests that a coupling cannot achieve the
best scaling of Var[λ̂+ − λ̂− ] = O(∆p2 ) with a joint stationary distribution ν(x+ , x− )
for which it is too likely that x+ = x− .
3.6.3

Ensemble Mirror Coupling

While the previous argument suggests that keeping paths “matched” longer will not
improve the scaling in ∆p, it can improve the constant coefficient. Ensemble mirror
coupling is an extension of mirror coupling with all the same strengths and weaknesses,
but improves upon the method by increasing the likelihood of paths to match. Rather
than average λ̂+ − λ̂− over one coupled pair of paths, an ensemble of M pairs of
mirror coupled paths are simulated instead, which would offer no advantage if left
unmodified. However, changing the pairings of the paths in the ensemble does not
introduce any bias to the estimate, but can increase the likelihood that the paths
match. For example, if there are two pairs of paths, X +(1) , X −(1) and X +(2) , X −(2) ,
X +(1) and X −(2) could be very close together. By changing the coupling to pair X +(1)
with X −(2) , and X +(2) with X −(1) , the overall likelihood of one of the pairs matching
could be increased. For an ensemble of M pairs, paths should be paired so that
the mirror coupling would likely match the greatest number of them. The greedy
algorithm is an efficient approach, that can make a good approximation to the best
pairing in O(M 2 log M ) computations. Paths of the ensemble are paired iteratively,
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taking the closest remaining X + and X − that have not yet been paired, until no more
remain. By keeping track of the paired paths which are “matched”, i.e. X + = X − ,
computation can be reduced by only re-pairing those that aren’t. To further reduce
computation, the ensemble is only re-paired once every R time steps. The tradeoff
between variance reduction and computation is problem dependent, and should be
considered when choosing the parameters M and R.
3.6.4

Specialized Couplings: Rotation Coupling

While the coupling methods are intended to be general black box methods, taking
advantage of problem specifics can lead to large gains in performance. In the case of
the HNF, the polar form of the equations show that the deterministic dynamics are
invariant under rotation. Furthermore, the maximum Lyapunov exponent shares the
same rotational invariance. We present a specialized coupling method here, which
we refer to as the rotation coupling, that utilizes this symmetry to produce accurate
gradient estimates.
Consider two coupled paths which share the same radial coordinates, but are at
different angles around the limit cycle. Up to rotation, the drift will move them in
the same way, but if they were coupled with the same noise, it would drive then in
different directions away from the limit cycle. If the coupling instead drove them with
noise that had been rotated relative to their angle, they would maintain their position relative to each other, and their contributions towards their respective lyapunov
exponent estimates would be the same.
The rotation coupling described can be described more precisely in the following
way, sample a standard normal ξn , and let θn+ and θn− be angles of Xn+ and Xn−
respectively in polar coordinates. Then the noise driving the paths is given by the
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rotations

cos(θn+ ) − sin(θn+ )
· ξn
=
cos(θn+ )
sin(θn+ )


cos(θn− ) − sin(θn− )
−
· ξn .
ξn =
sin(θn− )
cos(θn− )

ξn+



(3.6.10)
(3.6.11)

By making the difference estimate nearly invariant to rotation (still an O(∆p)
difference in drift), the rotation coupling reduces the relevant coupled dynamics to
the radial dimension, which are

dr =

1
βr − r +
2r
3



dt + dB r .

(3.6.12)

It is important to note that the radial direction is contractive, and that rotational
translation of the noise prevents the folding of the phase space in the angular dimension which leads to chaos. The result is that even when the underlying dynamics of
the system are chaotic, the coupled dynamics look like the same noise in a contractive,
one dimensional system. The λ estimates will be highly correlated, and the variance
reduction of the difference estimate will be significant. Since the radial dynamics
only depend on the parameter β, any derivative estimates of α should have a very
low variance which is only nonzero because the Jacobian does depend on α.
While this coupling method is specific to rotationally invariant SDE and statistics,
symmetries and other dynamical features are not uncommon, and may be utilized to
produce improved couplings.

3.7

Generalized Least Squares Regression

The corrector step of Keller’s pseudo-arclength continuation requires many Monte
Carlo estimates for stochastic approximation. Rather than discard the data, a more
efficient use is to use it to produce a regression locally for λ(α, β). The regression
can be used to expedite the corrector step, and to provide a more accurate update

87

for the predictor step. We focus here on constructing the regression, and discuss the
specifics of how it is used for continuation in section 3.8.
The data we consider is a set of observations with mean λ̂ = λ̂(1) , ..., λ̂(K) , and joint
covariance Σ, for (α, β) = (α(1) , β (1) ), ..., (α(K) , β (K) ). The variance differs between
estimates, reflecting the confidence in the data. Moreover, data from MC estimates
of the difference λ̂+ − λ̂− is correlated, and provides good information on derivatives
of λ. Standard least squares regression does not capture the covariance information
explicitly, so we instead use generalized least squares (see [30]). To do so, we model
the data with
λ̂ = X · ψ + ε,

(3.7.1)

where ε ∼ N (0, Σ). The parameters of the model are given by ψ, which we will take
to be the coefficients of a polynomial approximation to λ as a function of (α, β). Here
we let X be the powers of of the data (α, β) for the polynomial regression.
Generalized least squares minimizes the Mahalanobis distance between the model
predictions and the data, i.e.,
ψ = argmin (λ̂ − X · ψ)T Σ−1 (λ̂ − X · ψ)

(3.7.2)

ψ̂

The parameters that satisfy equation (3.7.2) can be written explicitly in terms of the
data. Viewing this as an estimator for the “true” parameters, ψ is asymptotically
normal, with its mean given by
ψ̄ = E[ψ] = (X T Σ−1 X)−1 X T Σ−1 λ,

(3.7.3)

and their confidence is expressed through the variance
Σψ = V ar[ψ] = (X T Σ−1 X)−1 .

(3.7.4)

To make a prediction λ(0) using the regression at a point (α(0) , β (0) ), we can use
the model in equation (3.7.1) to express the mean estimate
E[λ̂(0) ] = X (0) · ψ̄,

(3.7.5)
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which has variance
Var[λ̂(0) ] = X (0)T Σψ X (0) ,

(3.7.6)

due to variance in the model parameters. It is important to note that the confidence
in the prediction doesn’t depend only on the variance of the MC estimates, but on
the distance of (α(0) , β (0) ) from the data as well. For this reason, the predictions from
the generalized least squares regression will only be made using local data in practice.

3.8

The Stochastic Continuation Algorithm

Sections 3.4, 3.5, 3.6, and 3.7 introduced the separate components that will compose
the Stochastic Continuation method (SC). The KPA algorithm provides a framework
for a predictor-corrector continuation method, and stochastic approximation gives a
formulation of the root finding in the corrector step suitable for the noisy MC estimates. To reduce the computation necessary to achieve the desired accuracy, coupling
methods improve the gradient estimates for stochastic approximation, and generalized least squares regression makes efficient use of estimates for both the corrector
and predictor steps. We use the remainder of this section to detail how they come
together to form the SC method.
Let’s start by assuming that the predictor step has already been made (we will
come back to this later), and that we are in the corrector step, root finding for
(3.4.1),(3.4.1). Ruppert’s method is applied iteratively as in equation (3.5.2), which
uses estimates of λ and λ+ − λ− . The MC estimator for λ is described in equation
(3.2.4), and the difference λ+ − λ− is estimated using the coupling methods in section
3.6. The algorithm does not depend on the details of the coupling, so we leave
it unspecified for now. In section 3.9, we will compare the efficiency of stochastic
continuation for each of the couplings.
At each step of Ruppert’s method, estimates λ̂ are made for 5 different parameter
values, one at (αn , βn ) when estimating Fn , and four at (αn + cn , βn ), (αn − cn , βn ),
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(αn , βn + cn ), and (αn , βn − cn ) for Dn . Instead of discarding this data after each step,
we store the parameter values (α, β), along with the mean µ of the estimates λ̂ and
their covariances Σ. After each step, generalized least squares is used to construct a
quadratic regression for λ as a funcion of α and β,
λ ≈ c0 + cα α + cβ β + cαα α2 + cββ β 2 + cαβ αβ.

(3.8.1)

The quadratic regression provides a better fit for the data than a linear regression,
particularly near bends in the level set. In principle, the quadratic regression could
be used to solve for the roots (α∗ , β ∗ ) of F in (3.5.1), but in practice we found that
the predictions are not very reliable. We compromise between the two, and solve
for the roots using a local linearization of the quadratic regression. The resulting
predictions are more reliable than those of a quadratic predictor, and their variance
can be computed using equation (3.7.6). Rather than running Ruppert’s method for
a fixed number of time steps, we instead continue only until the prediction from the
regression is sufficiently accurate. More precisely, that we are 95% confident that
λ(α∗ , β ∗ ) is within a specified tolerance of zero. The corrector step is then complete,
and the final estimate of the root is taken to be (α∗ , β ∗ ), not the last step of Ruppert’s
method.
At this point, the SC algorithm takes a predictor step, estimating a point further
along the curve before entering another corrector step. Ensuring that the prediction
is close to the curve reduces the number of steps the corrector needs to make, and
can significantly reduce runtimes. The predictor (3.4.3) of the KPA, takes a step
in the direction of zero gradient, tangent to the curve λ = 0. The gradient can be
approximated accurately with the linearization of the regression at (α∗ , β ∗ ),


cα + 2α∗ cαα + β ∗ cαβ
∇λ ≈
.
(3.8.2)
cβ + 2β ∗ cββ + α∗ cαβ
It is reasonable to assume that a quadratic regression can accurately model the
dependence of λ on (α, β) locally, but not over entire the range of parameters that the
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curve λ = 0 spans. Maintaining a complete history of λ estimates is not practical, and
moreover, it can skew the predictions of the regression. For this reason, we only store
a fixed length history of the most recent data. However, a fixed step size ∆s and fixed
history length only resolves the issue when the notion of “local” data is independent
of the current (α, β). When length scales of features along the curve λ = 0 vary,
the regression may keep too much data near straight portions, and too little data
near sharp turns. As a solution, we follow the common practice in deterministic
continuation of using adaptive step sizing for ∆s. For the corrector step, we define a
maximum number of allowable Ruppert’s method iterations. If the regression is able
to predict the root (α∗ , β ∗ ) within 95% confidence of the tolerance, the corrector stops
and marks the step as a success. If the regression fails to reach the tolerance before
the maximum number of iterations, the corrector step is marked as a failure. On
success, the step size is increased, ∆s is set to 1.5 times its previous value, then the
continuation moves on to the predictor step. On failure, the step size is reduced, ∆s
is set to 1/1.52 times its previous value, and the corrector backtracks to the previous
predictor step. The benefit is that the stochastic continuation is able to adapt to the
length scales of the surrounding parameter space, and reduce the risk of overstepping
features of the curve λ = 0 in the predictor step.
The pseudocode for the stochastic continuation algorithm is provided in Algorithm4. We will demonstrate the effectiveness of the stochastic continuation algorithm, in the following section, discuss the implementation, and compare different
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coupling methods for gradient estimates.
Algorithm 4: Stochastic Continuation
1

2
3

4
5
6

7
8

9

10
11

12

13

14
15

16

17

18

19
20

Initialize (α0 , β0 ), (α̇0 , β̇0 ), ∆s, Data ;
for p = 1 to pmax do
predictor() ;
corrector() ;
if tolerance not met then
Update ∆s ← ∆s/1.52 ;
Update (αp , βp ) ← (αp−1 , βp−1 ) ;
go to line 2;
else
Update ∆s ← 1.5 · ∆s ;
return (α1 , β1 ), ..., (αpmax , βpmax ) ;
Procedure predictor()
/* see (3.8.2)
Calculate ∇λ from linearization of regression ;
/* see (3.4.3)
Solve for (α̇p , β̇p );
Update(αp , βp ) ← (αp−1 , βp−1 ) + ∆s · (α̇p , β̇p ) ;
Procedure corrector()
for n = 1 to nmax do
/* see (3.2.4)
Estimate λ̂(α, β) by MC;
/* see (3.6)
Estimate ∇λ̂(α, β) by MC with coupling;
if Data is full then
Remove oldest Data ;
Add (α, β),λ̂, and Σ from MC to Data ;
/* see (3.5.2)
Update (α, β) with Ruppert’s Method ;
/* see (3.4.1),(3.4.2), (3.7.5)
Solve for F (α∗ , β ∗ ) = 0 using regression ;
/* see (3.7.6)
Calculate variance of regression for F (α∗ , β ∗ ) ;
if tolerance met then
Update (α, β) ← (α∗ , β ∗ ) ;
break ;

*/
*/

*/
*/

*/
*/
*/
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3.9

Numerical Results

The stochastic continuation algorithm is an extension of Keller’s pseudo-arclength
method for deterministic continuation, which utilizes statistical tools like stochastic
approximation and generalized least squares regression. One of the important features
of the algorithm is the use of coupling methods to improve gradient estimates. We
first compare the accuracy of the coupling methods directly in a numerical study of
the maximum Lyapunov exponent of the stochastic Hopf normal form, then compare
their effectiveness when used for stochastic approximation.
3.9.1

Numerical Study of Coupling Methods

Coupling methods provide a means of reducing variance of finite difference estimates
to ∇λ, as in equation (3.6). The accuracy of the methods scale with the size of the
parameter step ∆p, as the correlation of paths is easier to maintain when the dynamics
are similar. In section 3.6, we introduce the same noise, mirror, ensemble mirror, and
rotation couplings. In particular, the scaling of variance for the difference estimates
varies between the methods, depending on the sign of λ. We will first compare the
accuracy of the methods for parameters (α, β) that cover a range of λ and a fixed
∆p, before testing the scalings for varied ∆p.
Recall that the parameter β controls the radius of the attracting limit cycle, and
that α varies the rate of rotation moving out from the limit cycle. For a fixed β,
λ > 0 for a sufficiently large α. For this reason, we choose to fix β = 4.0, only varying
α and estimating derivatives ∂α λ. In table 3.1, estimates of λ and ∂α λ are given for
five different α. For simulations of the HNF, we use a Runge-Kutta (RK4) method
for the drift term, as it is stable with ∆t = 10−3 for a much larger range of α than
the Euler-Maruyama method.
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(α, β)
(5.0, 4.0)
(10.0, 4.0)
(10.62, 4.0)
(11.0, 4.0)
(16.0, 4.0)

λ
−0.9642 ± 0.0009
−0.1145 ± 0.0014
0.0010 ± 0.0012
0.0700 ± 0.0012
0.9688 ± 0.0012

∂α λ
0.1261 ± 0.0056
0.1835 ± 0.0043
0.1866 ± 0.0046
0.1843 ± 0.0049
0.1768 ± 0.0034

Table 3.1: For each (α, β), the maximum Lyapunov exponent λ, and its derivative
with respect to α are given with their 95% confidence intervals. They are estimated
using MC simulation, and rotation coupling is used for the finite difference approximation to the derivative. The numerical solution to the SDE uses RK4 with ∆t = 10−3 ,
and 48 batches of T = 300000.
The coupling methods are then compared for a fixed ∆α, using the variance of the
estimates ∂α λ̂ as a measure of quality. The standard estimator using no coupling is
provided to illustrate the extent of variance reduction. For the ensemble coupling, we
use an ensemble size of 40, re-pairing every 50 time steps of size ∆t = 10−3 , as larger
ensembles and shorter periods see diminishing returns. To make ensemble coupling
comparable to the other methods, we run them with an ensemble of 40 independent
paths as well. Our findings, as shown in figure 3.5, are that ensemble mirror coupling
consistently has the lowest variance of the general coupling methods. However, the
rotation coupling, though specialized to the problem setting, is significanly better
than all other couplings, reducing the variance of the standard estimator by well over
a factor of 100. This can be attributed to how it reduces the dynamics of the oscillator
to the highly contractive radial dimension, using the rotational symmetry in the SDE
and statistic.

94

10 0

Var[@,6]

10 -1

10 -2

None
Same
Mirror
Ensemble
Rotation

10 -3

10 -4

5.00

10.00

10.62

11.00

16.00

,
Figure 3.5: For β = 4.0, the accuracy of estimates of ∂α λ from the coupling methods
are compared using the estimator variance as a measure of quality. We show the
results with no coupling (None) for reference, and compare the same noise coupling
(Same), mirror coupling (Mirror), ensemble mirror coupling (Ensemble), and rotation
coupling (Rotation). For ensemble mirror coupling, the ensemble size is 40, and the
paths are re-paired every 50 times steps of size ∆t = 10−3 . The estimates are averaged
over 48 batches, each with an ensemble of 40 runs with T = 300000/40. Note that the
plot is in log-log scale, to provide reasonable presentation of the rotation coupling.
In section 3.6, the scalings of Var[λ̂+ − λ̂− ] were discussed. The finite difference estimate is (λ̂+ − λ̂− )/∆α, so it follows that Var[∂α λ̂] has the scaling adjusted by a factor
of ∆α−2 . Coupled paths that become uncorrelated would have Var[∂α λ̂] = O(∆α−2 ).
We expect that the uncoupled paths, and same noise coupled paths will be uncorrelated and have this scaling when λ > 0. The mirror and ensemble mirror coupling
have paths which are perfectly correlated when matched, but are uncorrelated or
possibly even negatively correlated when not matched. In figure 3.6, we consider the
scaling of the probability that mirror and ensemble mirror coupling paths are matched
with respect to their joint stationary distribution. For both a negative and positive
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maximum Lyapunov exponent, (α, β) being (5.0, 4.0) and (16.0, 4.0) repectively, the
paths are found to be not matched with probability O(∆α). Though the ensemble
mirror coupling is matched a much larger portion of the time when ∆α is large, the
difference between the methods decreasses as it becomes smaller. Since the mirror and
ensemble mirror couplings are perfectly correlated when matched, we expect that the
variance of the difference estimate should scale similarly, and Var[∂α λ̂] = O(∆α−1 ).
We expect that the rotation coupling should scale like the same noise coupling does
when λ < 0, which we find to be Var[∂α λ] = O(∆α−1 ), contrary to the findings of
[39]. We verify the scalings for both a negative and positive maximum Lyapunov exponent, where(α, β) is (5.0, 4.0) and (16.0, 4.0) respectively. The log-log proportion,
the plot of ∆α against Var[∂α λ̂], showing slopes of -1 and -2, which correspond to
O(∆α−1 ) and O(∆α−2 ).

Probability of Not Matched
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Figure 3.6: For a negative exponent (α, β) = (5.0, 4.0) (above) and positive exponent
(16.0, 4.0) (below), the probability that a path from the mirror and ensemble mirror
coupling is not matched is plotted for varied ∆α. For ensemble mirror coupling, the
ensemble size is 40, and the paths are re-paired every 50 times steps of size ∆t = 10−3 .
The estimates are averaged over 48 batches, each with an ensemble of 40 runs with
T = 300000/40, t. Note that the plot is in log-log scale, to show the power of the
scaling for probability in ∆α. The probabilities are nearly identical between the two
sets of parameters.
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Figure 3.7: For a negative exponent (α, β) = (5.0, 4.0) (above) and positive exponent
(16.0, 4.0) (below), the coupling methods are compared for varied ∆α. For ensemble
mirror coupling, the ensemble size is 40, and the paths are re-paired every 50 times
steps of size ∆t = 10−3 . The estimates are averaged over 48 batches, each with an
ensemble of 40 runs with T = 300000/40. Note that the plot is in log-log scale, to
show the power of the scaling for the variance in ∆α.
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The coupling methods provide a means of reducing the variance of gradient estimates for Ruppert’s method, which will cover a range of λ and ∆p. We next compare
the coupling methods as they perform when incorporated into stochastic continuation.
3.9.2

Numerical Study of Stochastic Continuation

To demonstrate that the adaptations we have made to KPA make it suitable for
stochastic continuation, we show an estimate of the level set λ(α, β) = 0 using the
rotation coupling in figure 3.8. In the comparative study that follows, we find that
the SC method with rotation coupling has the shortest runtimes, but that the quality
of continuation between the various coupling methods is indiscernable, so we show
only this estimate.
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Figure 3.8: The level set λ(α, β) = 0 estimated by stochastic continuation with the
rotation coupling is superimposed on the grid of λ estimates. The endpoints of each
continuation step are marked, the approximating curve is the linear interpolation of
the steps, and not the prediction of the regression.
In the previous experiments, we compared the variance reduction of finite difference estimates for each of the coupling methods. We now compare the coupling
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methods through the improvements they make to the efficiency of stochastic continuation. The implementation of the stochastic continuation method is as described
in 3.9.2, and we provide further detail at the end of this section. We estimate finite
differences using an ensemble size of 40 for all of the couplings for a fair comparison,
though the paths are independent, with the exception of ensemble mirror coupling,
where the paths are re-paired every 50 time steps. The accuracy of the continuation
methods is fixed, and we use the resulting runtimes as a measure of efficiency. We
fix the accuracy by setting a tolerance of 0.01 for the 95% confidence interval in the
corrector step. To keep the “runtime” independent of the computing platform and
implementation, we measure Tc , the cumulative T over all of the MC estimates. This
includes the length of the paths for the MC estimates λ̂ and both paths for each finite
difference estimate, for each corrector step. We initialize the continuation methods at
(α, β) = (8.4, 0.1), and stop when α > 20.0 and β > 7.0, which approximate the two
endpoints of the level set on the computed grid in 3.2 and 3.8. For each coupling, we
run 48 independent continuation estimates of the level set λ(α, β) = 0, and measure
the cumulative “runtime” of the MC estimation Tc .
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Figure 3.9: The total runtimes for continuation Tc for each of the coupling methods
are shown in a “box and whisker” plot using 48 independent trials of continuation
each. The median is shown in red, and the box is the first and third quartile, outliers
are shown as red ’+’. The estimates ∇λ̂ were all made using an ensemble of size 40
for a fair comparison.
We show the results in figure 3.9, a “box and whisker” plot of the cumulative
runtimes Tc . We discard any level set estimates that failed to converge, only 3 out of
48 for no coupling, and 1 for same noise. The plot shows the median (red line), the 1st
and 3rd quartiles (box), and the minimum and maximum of the data (dotted bars)
after discarding outliers. This plot is shown rather than the mean Tc with confidence
intervals, as it is able to illustrate the skew of the runtime distribution. While the
stochastic continuation method is able to make accurate estimates of the level set even
without coupling methods, we find that they can significantly improve efficiency. Our
primary finding is that while the coupling methods do improve the average Tc , the
greater improvement comes to the consistency of the methods, reducing the variance
of Tc . This is best demonstrated by comparison of the mirror and ensemble mirror
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coupling methods. Ensemble mirror coupling provides greater variance reduction
than mirror coupling in all of the experiments estimating ∂α λ. While it comes as
a surprise that mirror coupling has shorter runtimes on average, we find that its
variance is roughly 2.7 times larger than for ensemble mirror coupling. The rotation
coupling has the shortest average Tc , and the least variance by a large margin, less
than 1/20 of ensemble mirror coupling, which is the next best, and 1/170 of when
no coupling is used. These results parallel rotation couplings efficiency in estimating
gradients from the previous experiments.
The tunable parameters for stochastic continuation in the experiment were the
same for all coupling methods, and were selected to reduce the number of estimates
that failed to converge, rather than optimize runtimes. Measuring the quality of the
continuation methods by the variance of their runtimes does not have the same ease
of interpretation as reducing the mean of the runtimes. We acknowledge here that in
the design of the experiment, we found that the consistency of runtimes was closely
related to how much T could be reduced before the continuation failed to converge.
This suggests that by tuning parameters individually for the different coupling methods, they might be compared more directly through their average runtime.

Numerical Implementation
Here we discuss the details of the stochastic continuation method implementation,
and the parameters used in experiment. We stop the corrector step if the regression
prediction is not in the 95% confident that it is within a 0.01 tolerance of λ = 0 after
nmax = 40 iterations. We start with ∆s = 0.05, and multiply by a factor of 1.5 for
every success, i.e., the tolerance is reached in the corrector step before nmax iterations,
and divide by 1.52 for every failure. We set a maximum ∆s of 0.5 and a minumum of
0.01, to keep the adaptive step sizing within reasonable bounds. Following Ruppert’s
method in section 3.5, the estimates λ̂ are made with T = 80 · n1/2 , where n is the
current iteration of the corrector step. The finite difference estimates to the derivative
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∂α λ̂ use a parameter step ∆α = n−1/9 and T = 80 · n1/3 at the nth iteration, and
the same for ∂β λ. Additionally, we stored the state of the ensemble at time T to
initialize the MC estimates for the next corrector step. The difference in parameters
between steps is typically small enough that this helps to reduce initialization bias.
The regression stores the data for the 400 most recent estimates λ̂, which may be
recent or old depending on how quickly the tolerance is satisfied in the corrector
steps.

3.10

Conclusion

We have shown that Keller’s pseudo-arclength method can be adapted for “stochastic
continuation”, which, to the best of our knowledge, has not been studied previously.
Specifically, we develop a method for estimating level sets of statistics depending on
the parameters of an SDE. The corrector step of stochastic continuation involves root
finding where only noisy Monte Carlo estimates of the statistics are available. We
find Ruppert’s method to be a suitable stochastic approximation method, though
it requires finite difference estimates for derivatives of the statistic with respect to
the parameters. The two dimensional root finding for Ruppert’s method may be
unnecessary, as a change of variables reduces the root finding to a single dimension
perpendicular to the predictor; we will consider alternative one dimensional methods
in future work. Our primary contribution is the application of coupling methods
to reduce the variance of the finite difference estimates, improving the convergence
of the stochastic approximation. The data from Monte Carlo estimates are used to
generate a local quadratic regression of the statistic, which aids both the corrector and
predictor step. For the corrector step, it provides a running prediction of the root, and
a stopping criteria for when a specified accuracy tolerance is reached. For the predictor
step, it provides an accurate estimate of the gradient for following the tangent of the
level set. While we found the quadratic predictor to be unreliable, finding a more
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stable alternative with a higher order, or the use of Bayesian optimization methods
are possible directions of research.
As a test model, we considered a stochastically forced Hopf normal form, which
exhibits shear induced chaos, and the maximum Lyapunov exponent as a statistic.
We derived the rotation coupling, a highly efficient coupling method which utilizes the
rotational symmetry of the model and statistic. We have found that the derivation of
the rotation coupling can be generalized, but we have not yet found other examples
where the resulting coupling methods are nearly as effective.
We demonstrated in numerical experiments that the stochastic continuation method
is able to accurately estimate a level set of the maximum Lyapunov exponent. Furthermore, that coupling methods are able to greatly improve stability and runtime
consistency. In the experimental setup, we tune the parameters for all of the couplings
together, and intend to explore tuning the parameters for the couplings individually
in future work, expecting a more direct comparison through reduction in runtime
rather than consistency.
The test model we consider is an approachable first example, as it features only
one bend in the level set, which is easily identified by the continuation methods due
to the large gradients of the maximum Lyapunov exponent nearby. Applying the
continuation methods to more challenging examples, such as the study of reliability
for neural network models, is the next step in future work.
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