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ABSTRACT

Speech in a noisy background presents a challenge for the recognition of that speech
both by human listeners and by computers tasked with understanding human speech
(automatic speech recognition; ASR). Years of research have resulted in many solutions, though none so far have completely solved the problem. Current solutions
generally require some form of estimation of the noise, in order to remove it from the
signal. The limitation is that noise can be highly unpredictable and highly variable,
both in form and loudness.
The present report proposes a method of recording a speech signal in a noisy
environment that largely prevents noise from reaching the recording microphone.
This method utilizes the human skull as a noise-attenuation device by placing the
microphone in the ear canal. For further noise dampening, a pair of noise-reduction
earmuffs are used over the speakers’ ears.
A corpus of speech was recorded with a microphone in the ear canal, while also simultaneously recording speech at the mouth. Noise was emitted from a loudspeaker
in the background. Following the data collection, the speech recorded at the ear
was analyzed. A substantial noise-reduction benefit was found over mouth-recorded
speech. However, this speech was missing much high-frequency information. With
minor processing, mid-range frequencies were amplified, increasing the intelligibility
of the speech.
A human perception task was conducted using both the ear-recorded and mouthrecorded speech. Participants in this experiment were significantly more likely to
understand ear-recorded speech over the noisy, mouth-recorded speech. Yet, participants found mouth-recorded speech with no noise the easiest to understand.
These recordings were also used with an ASR system. Since the ear-recorded
speech is missing much high-frequency information, it did not recognize the ear-
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recorded speech readily. However, when an acoustic model was trained low-pass
filtered speech, performance improved.
These experiments demonstrated that humans, and likely an ASR system, with
additional training, would be able to more easily recognize ear-recorded speech than
speech in noise. Further speech processing and training may be able to improve the
signal’s intelligibility for both human and automatic speech recognition.
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CHAPTER 1
Introduction

Speech in a noisy background presents a challenge for recognition of that speech
both by human listeners and by computers tasked with understanding human speech
(automatic speech recognition; ASR). Years of research have resulted in a variety
of solutions, that have not completely solved the problem. Most approaches have
taken the route of trying to remove noise from a signal that is already corrupted
with noise.
Figure 1.1 demonstrates this problem. The dark horizontal bands seen in the
spectrogram in each subfigure are part of the speech signal. In Figure 1.1b, these
are clearly visible above the background noise. By contrast, in Figure 1.1a, these
dark horizontal bands are more difficult to see. The amplitude (level of darkness in
the spectrogram) of the noise at various frequencies drowns out the speech signal,
making it more difficult to hear. In the noisy signal, there is more competing
information that makes it difficult for both humans - and computers - to differentiate
what is noise and what is speech. This will be discussed in more depth in Section
1.1.4.
This project presents a new approach to the problem. It proposes that human
speech can be recorded in a manner that largely eliminates the noise before it reaches
the microphone recording the signal. The microphone would be placed inside the
ear canal of the speaker and would record speech as it is passed through the bone
and tissue of the speaker’s head. The signal is expected to be distorted by passage
through the head, but the speech is expected to be recoverable. This has potential
wide-ranging applications, including human-to-human electronic communication in
loud workplaces (eg. factory floor, airport tarmac), as well as human-to-computer
interactions, as the use of artificial intelligence becomes more widespread and mainstream; this includes its use in such noisy workplace environments.
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(a) A sentence spoken with a low level of background noise, resulting in a high SNR.

(b) A sentence spoken with a high level of background noise, resulting in a low SNR.

Figure 1.1: Waveforms and spectrograms of the sentence “The glow deepened in the
eyes of the sweet girl.”
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Section 1.1 below describes the basic acoustics of sound. This is intended to
be a general background to acoustics and interfering sound waves, leading up to
a brief overview of sound in noise.

Chapter 2 discusses the collection of ear-

recorded speech, Chapter 3 describes a human speech perception experiment using
ear-recorded speech, and Chapter 4 outlines an experiment testing the ability of an
automatic speech recognition system to accurately recognize ear-recorded speech.
At the end of this chapter, Section 1.2 gives a more detailed overview of the rest of
the dissertation.
1.1 Background
Sound itself, along with the ability to perceive it, is a remarkable phenomenon. Put
simply, ‘sound’ is the fluctuation of pressure in neighboring groups of particles over
time. Most frequently sound is discussed in terms of the fluctuation of air pressure,
because, as humans, we primarily receive sound into our ear canals through the
medium of air, but sound can also travel through liquids and solids, or pass through
any combination of the three.
There are primarily three components to sound: amplitude, frequency, and phase
(Rosen and Howell (1991)), which can be seen in Figure 1.2. In a simple sound
wave, the amplitude of sound corresponds to the peak intensity of the high pressure
(and the lowest pressure) portions of a sound wave (cf. Fig. 1.2a). The frequency
corresponds to the rate at which the high and low pressure portions of the signal
fluctuate between one another (cf. Fig. 1.2b). The phase of a wave is the location
of the pressure level (relative to atmospheric pressure) at a given moment in time
(cf. Fig. 1.2c).
This latter characteristic - phase, while important when dealing with interacting
waves from multiple sources, is often not taken into account in speech science due
to both its complexity and the fact that phase does not encode critical speech
information. The human auditory system primarily makes use of the other two
characteristics of sound - amplitude and frequency.
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(a) Two waveforms showing a difference in
amplitude between the two signals.

(b) Two waveforms showing a difference in
frequency between the two signals.

(c) Two waveforms showing a difference in
phase between the two signals.

Figure 1.2: Waveforms demonstrating difference in amplitude, frequency, and phase.

1.1.1 Overview of Anatomy and Physiology of the Peripheral Auditory System
Prior to discussing the acoustic structure of speech, it is important to become familiar with the basic peripheral auditory system. The peripheral auditory system is
generally grouped into three primary categories, the outer ear, the middle ear, and
the inner ear (cf. Figure 1.3). The outer ear includes the pinna, the ear canal, and
the tympanic membrane (ie. the eardrum). Air-transmitted sound vibrations, ie.
pressure fluctuations, enter the ear canal through the opening at the pinna. These
then travel along the canal to vibrate the tympanic membrane, which passes the
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energy to the middle ear. The middle ear includes the ossicles within the middle ear
cavity. The ossicles form a chain of three very small bones leading from the tympanic
membrane to the cochlea. The external sound vibrations impose an oscillating force
on the tympanic membrane, setting it into motion. This results in displacement
at the ossicular chain, which then transforms the vibrations into a traveling wave
passing along the basilar membrane within the fluid-filled cochlea of the inner ear
(Rosen and Howell (1991)).

Figure 1.3: A diagram of the peripheral auditory system, including the outer ear,
middle ear, and inner ear.
The inner ear is composed of the cochlea, and the semicircular canals and auditory and vestibular nerves (the latter three are not pictured). The semicircular
canals, and vestibular nerve don’t play a part in audition (their primary function
regards balance sensitivity). The cochlea, a hard ‘shell’ filled with fluid, receives
the vibrations passed to it by way of the middle ear ossicles.The vibrations are
passed into the fluid of the cochlea and travel along its length, transmitting hydromechanical energy to cells on the basilar membrane that are able to detect the
displacement of the fluid by means of sensory membranes. The basilar membrane
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serves as the base on which these sensory cells are fixed. Depending on the location of the sensory cells along the basilar membrane, they respond to a different
frequency of ‘sound’, ie. fluid pressure fluctuation. This placement of sensory cells
‘tuned’ to detect a particular frequency band is called tonotopic organization. This
essentially allows the cochlea to perform a Fourier Transform - which extracts all
the different frequency components from a wave - of the sound that is transmitted
to it. The auditory nerve carries electrical impulses from these sensory cells into the
auditory cortex of the brain (Rosen and Howell (1991); Celesia and Hickok (2015)).
Of interest to this present study is the outer ear. Typically, as described above,
vibrations from the air will enter the ear canal through the opening at the pinna.
Frequently, these vibrations take the form of human speech.
1.1.2 Acoustic Structure of Human Speech
The structure of human speech draws from a collection of individual sounds
(phonemes) that are strung together, encoding words, sentences, and more abstractly, meaning. Each human language uses a subset of all possible phonemes.
Each phoneme is either considered ‘voiced’ or ‘unvoiced’. The acoustic properties
of sounds in these two categories differ greatly (Ladefoged and Johnson (2014)).
Voiced speech is composed of narrow
bands of acoustic energy, called harmonics, located along a frequency spectrum
(cf. Fig 1.4). In this sense, speech is
considered a ‘complex’ sound, because
it is composed of energy at multiple
frequencies. Certain harmonics will be
dampened by the vocal tract, leaving
Figure 1.4: Spectrum of the middle of an
/I/ vowel. Each ‘hump’ is a separate narrow band of frequency, called a harmonic.

others relatively unfiltered. A group of
neighboring harmonics containing more
energy than other harmonics are called
formants.

The location, shape, and
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transition over time of these formants (among other more minor features) encodes
speech information for voiced sounds. This can be visualized in a spectrogram (cf.
Fig. 1.5).

(a) Zoomed to the 0-1kHz range for better visualization of harmonics.

(b) Zoomed to a more standard 0-5kHz range.

Figure 1.5: Narrow-band spectrogram of the word ‘citizens’ with phonetic transcription above. Frequency is on the y-axis, time is on the x-axis, and amplitude is
shown in grayscale on the graph; the darker an area of the graph, the greater the
amplitude. Phoneme boundaries are approximate.
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For unvoiced speech, the information used to recognize and categorize the speech
sound is likely found in the turbulent frication generally centered in higher frequencies (cf. Fig. 1.6), although some of the information can be found in lower frequencies or found in surrounding voiced information, such as formant transitions
into and out of the sound (Halle et al. (1957); Lindblom (1963); Stevens and Blumstein (1978); Willi (2017)). Generally, most speech information used by the human
auditory system can be found in frequencies below 5.0-8.0 kHz.
The human auditory cortex has
the remarkable ability to (a) transduce these sounds, which often only
last from tens to a few hundreds of
milliseconds in duration, (b) partition
the stream of sounds into their respective words, and (c) string the words together into a sentence and pull meaning
Figure 1.6: Spectrum of the initial /s/ in
‘citizens’. Zoomed to range of 0-8 kHz for
visualization of high frequency energy.

from it - all in real time (Celesia and
Hickok (2015)). Nevertheless there are
occasionally recognition errors, which
can occur anywhere along this auditory

chain. There are a host of reasons why these errors might occur, yet the studies
presented throughout this dissertation focus on additive noise interfering with the
speech signal or signal distortion via passage of speech through a speaker’s head.
1.1.3 Acoustics of Complex Signals
Humans use the amplitude and frequency of pressure fluctuations to perceive sound
(Rosen and Howell (1991)). When sound travels through a medium from Source A,
there is nothing that prevents these pressure fluctuations of Source A from acoustically mixing with the pressure fluctuations originating from Source B. For example,
in Figure 1.7, Source A produces a simple wave with a frequency of 100 Hz. Source
B produces a simple wave with a frequency of 200 Hz. If the waves from the two
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sources reach each other and overlap, a single wave is produced which would look
similar to the one in Figure 1.7c. This sound wave now has two components - a tone
at 100 Hz and a tone at 200 Hz.

(a) A basic sound wave from source A at a
frequency of 100 Hz.

(b) A basic sound wave from source B at a
frequency of 200 Hz, with half the amplitude
of the simple sound wave from source A.

(c) The resulting complex wave from the
combination of the wave from source A and
source B.

Figure 1.7: Demonstration of the combination of two waves of different frequency
and amplitude.
As previously mentioned, phase does not play a significant role in human audition, yet is a factor in the formation of a wave from the addition of multiple sound
sources. If Source B (cf. Figure 1.8a) produces, instead, a wave of the same frequency and amplitude as the wave from Source A, but they are completely ‘out of
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phase’, ie. the pressure value of the waves at any given time is in direct opposition.
If these waves were combined, it would result in a complete elimination of sound
(cf. Fig. 1.8b).

(a) Two sound waves with frequency of 100
Hz and the same amplitude, completely out
of phase.

(b) The sound wave resulting from the combination of the two out of phase waves in Fig.
1.8a.

Figure 1.8: Demonstration of the combination of two completely out-of-phase waves
with the same amplitude and frequency.
It is not very often that two waves of the exact same frequency and amplitude,
with exactly opposing phase, meet in such a way to completely negate. However,
varying degrees of negation and alteration occur constantly due to phase and interacting sound waves. For example, if the 100 Hz wave from Figure 1.7 were combined
with a 200Hz wave with a slightly shifted phase, a different wave would be produced,
seen in Figure 1.9c.
The combination of waves from multiple sound sources increases greatly in complexity as the number of sources increases, and the as sounds originating from a
single source is itself complex (ie. containing multiple frequency elements), such as
speech. Speech rarely occurs in isolation from from all external, interacting sound,
yet we are still able to largely understand speech in everyday environments; for example, it is generally easy for humans to understand the speech of an interlocutor
while sitting on a bench at a park.
The auditory system is well tuned to identify separate sources, even complex
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ones, like speech. Despite the shifted phase in Figure 1.9, the human auditory
system would still be able to detect and identify two separate waves. While it
undoubtedly plays a part, the differences in phase of combined signals does not
normally completely negate a signal, nor render it unintelligible. It is for this reason,
and the complexity of phase calculations, that most efforts to remove noise from
speech ignore the phase component.

(a) Two sound waves with frequency of 100
Hz and the same amplitude, completely out
of phase.

(b) The sound wave resulting from the combination of the two out of phase waves in Fig.
1.8a.

(c) The sound wave resulting from the combination of the two out of phase waves in Fig.
1.8a.

Figure 1.9: Demonstration of the combination of the waves in Fig. 1.7, where the
phase of the 200 Hz wave in Fig. 1.7b was shifted slightly (cf. Fig. 1.9b)
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1.1.4 Difficulties of Speech in Noise
Nevertheless, there are still situations in which it is difficult to parse speech in noise.
This is most often due to signals with energy at similar frequencies that overlap. The
greater the amplitude of a signal at frequencies overlapping with those of speech,
the more difficult the speech will be to understand. This can be visualized in the
spectrograms of the sentence “A rich farm is rare in this sandy waste.” in Figure
1.1. As demonstrated before in Figure 1.1a, the amplitude, of the noise is well below
that of speech, which would likely be easily understand by a listener. Figure 1.1b
depicts a much greater noise amplitude level compared to the amplitude level of
speech and consequently would likely be more difficult for a listener to understand.
This relationship between speech and any background noise is called the signal
to noise ratio (SNR). A complex signal with a higher signal to noise ratio (cf. Fig
1.1a) is generally easier to understand, because the amplitude of the speech (the
‘signal’ of interest) is much greater than that of the noise. Consequently a lower
SNR (cf. Fig. 1.1b) results in speech that is more difficult to understand, because
the amplitude of the speech is close to - or below - the amplitude of the background
noise. Noise occurring a similar frequency region to the desired speech signal is said
to ‘mask’ the speech; this is described in more detail in Chapter 3 (Mattys et al.
(2012)).
This poses a problem for human listeners in very low SNR environments, but generally is more difficult to deal with for automatic speech recognition (ASR) systems,
since the computational system does not contain a highly-skilled, built-in auditory
cortex. There are a number of ways which have been proposed to deal with noise in
a speech signal, both for human and automatic speech recognition. These will be
discussed further in Chapters 3 and 4.
1.2 Overview of Dissertation
This report aims to explore a novel method of human speech perception and automatic speech recognition (ASR) in noisy environments. The method proposes that
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speech be recorded from the inside of the ear canal of the speaker, slightly transformed, and sent to the human listener or the computer receiver for recognition.
Collecting speech from the ear allows for usage of the human skull and adjacent
tissues to passively filter out the noisy environment, leaving only - or mostly - the
human speech carrying the intended message.
The intention of this study is to determine a) if recording human speech from
the inside of the ear canal can significantly reduce background noise in a signal, b)
if intelligible speech, suitable for communication, can be collected from the inside of
the ear canal, c) if humans find speech recorded from the ear canal more intelligible
than speech in noisy conditions, and finally d) if ASR systems are able to recognize
speech recorded in the ear canal with greater accuracy than speech recorded in noise.
Since at the time, there was no established corpus of data that contains speech
recorded from the inside of the ear canal together with speech simultaneously
recorded from the mouth in noisy environments, it was necessary to record sounds
from speakers in this environment and create a new corpus. The theory behind the
acoustics of recording speech from the ear canal, as well as the process for developing this corpus are described in Chapter 2, along with a discussion of the recorded
speech. Chapter 3 will outline a human perception experiment, tasking listeners
with the transcription of various sentences of speech recorded both at the mouth in
noise, and from a sealed ear canal. Chapter 4 describes the use of this same speech
with an ASR system, and its recognition performance. Chapter 5 will summarize
the previous chapters and engage in an overall discussion of the implications of the
results, the limitations of the present experiments and methods, and suggestions for
future research direction.
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CHAPTER 2
Ear-Recorded Speech

2.1 Introduction
The accuracy of automatic speech recognition (ASR) has significantly improved over
the past several years; similar, but less dramatic improvements have been made
regarding the challenging task of recognizing speech in noisy environments (Zhang
et al. (2017)). The performance of the latter still falls below the accuracy that most
human listeners achieve. Even the human auditory system has limits and is only
able to remove a certain amount of noise from a speech signal before that signal
becomes completely unintelligible (Gilbert et al. (2013)). The primary issue arises
from the fact that speech normally passes from a speaker’s mouth into either the
ear (human speech perception) or a microphone (ASR), but the passage of speech
through the free field (air) allows the corruption of the signal by noise of unknown
amplitude and unpredictable source.
This research proposed eliminating, by and large, the passage of speech through
the free field by recording the speech in an unconventional location - from the inside
of the speaker’s ear canal. Speech is not only emitted from the oral cavity, but
the vibrations also pass throughout the human body. Using the ear canal as the
source of speech adds the benefit that the entrance to the ear canal can be securely
occluded behind the microphone (eg. with a noise reduction device such as an earplug). Ambient noise from the air is largely filtered out by both the occlusion device
and the human skull.
Due to the very specific nature of the requirements for this study (namely, that
the speech data needed to be recorded from the ear), it was necessary to record data
from scratch, as the author was not aware of another corpus of ear-recorded speech
that existed at the time of this study. This corpus aimed to collect speech recorded
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from a microphone placed at the mouth (in noisy and clean environments), and
another microphone placed at the ear (in the same environments). Owing to the
variability that occurs when even the same speaker repeats the same sentence, speech
critically needed to be recorded from the two locations simultaneously. This new
corpus offers a comparison between these two recording locations, and - by recording
the speech from both locations simultaneously - a more accurate comparison. The
goal for this corpus was to be used for testing humans’ and ASR ability to understand
speech in noise compared with their ability to understand speech recorded from the
ear canal.
The purpose of the initial experiment described in Section 2.3 below was to
create this corpus of ‘ear-recorded’ speech and ‘mouth-recorded’ speech for use in
the following two experiments (cf. Chapters 3 and 4). The next section explains the
theory behind the assumption that usable speech can be collected from inside one’s
ear canal.
2.2 Background
The speech vibrations of a person’s own voice propagate throughout the head and
body. Of interest to the present study, these waves pass through the tissue in the
head, and enter into the ear canal, where they can be recorded.
Bone conduction of acoustic vibrations through a human head has been well
studied (cf. Allen and Fernandez (1960); Tonndorf et al. (1966); Håkansson et al.
(1994); Stenfelt et al. (2000); Reinfeldt et al. (2010), etc); however most of these
studies have involved attaching a mechanical vibration device to an animal head or
a cadaver skull, or using a vibrating piston on a live human participant, allowing for
precise manipulation of the input signal. Many of these early mechanical stimulus
studies (most performed on cats or other mammals) demonstrated that the sound
generated by bone conduction propagating into the ear canal is dominated by lowfrequency noise (Tonndorf (1972)).
A few (cf. Békésy (1948), Hansen (1998), Pørschmann (2000), and Reinfeldt
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et al. (2010)) have investigated bone conduction when the source of vibration (ie.
sound) is a person’s own voice, not an artificial mechanically-created vibration.
These studies also record with a microphone at the entrance to a speaker’s ear
canal, and not via another sensor attached to the skull.
The many studies that use a simple mechanically-created vibration as a stimulus
do so in part because the use of speech as a source is inherently messy. This is due to
the fact that speech a) can not be as precisely manipulated as a mechanically-created
vibration, b) contains far more frequency components than a mechanically-created
vibration with a single operating frequency, and c) takes multiple pathways to get
to the ear: from the vocal folds, through tissue, and into the ear canal, and also
from vibrations in the air all along the vocal tract1 , through the solid medium of
the head2 , and back into the medium of air inside the ear canal (Békésy (1960)).
Additionally, the ear canal itself acts as a resonating chamber (Rosen and Howell
(1991)), altering the signal beyond the distortion already caused by the passage
through tissue and bone.
2.2.1 Modelling Ear Canal Resonance
A speech signal can reach the ear canal by passing through the free field (air), as
well as the solid medium of bone and tissue. This section will describe what happens
to the signal when it reaches the ear canal via the latter pathway.
There have been many investigations of the resonating characteristics and amplitude response of the ear canal. One such project was performed by Stinson and
Lawton (1989), which studied fifteen human ear canals. Their aim was to produce
a model to replicate the effect that the ear canal has on acoustics. One challenge
in producing such a model is the considerable variability in the shape of the canal
- both between subjects as well as between the right and left ear canal of a single
subject (Stinson and Lawton (1989)). These differences are apparent in curvature,
1
2

The speech sound is filtered differently at different locations along the vocal tract
Although, of course, the head is composed of different tissues with different densities and

acoustic resonances
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length, volume, and cross-sectional diameter throughout the ear canal. Stinson and
Lawton (1989) created silicon ear molds for each of the ear canals, which were used
to generate three different computational models: the first following the contours
and dimensions of their ear molds exactly, another following the dimensions of the
ear mold, but straightening contours and curvatures as if along a central axis, and
the third as if the ear canal were a uniform tube with the same length and volume
of the ear canal molds and previous models.They noted that most significant differences between these models’ spectral predictions of ear canal resonance occur above
6 kHz.
Another challenge is to obtain the dimensions of the ear canal needed in order to
treat it as a uniform tube. Immittance measurements are widely used in audiology,
and involve emitting a continuous low-frequency probe tone into a pressurized ear
canal. The probe then reflects back from the tympanic membrane (assumed to
have infinite impedance in a pressurized canal) and can be recorded (Ballachanda
(1997), 415): “The sound pressure developed inside a rigid cavity from a known
sound source is directly related to the volume of the cavity”. Therefore, the volume
of the ear canal can be inferred for a subject using immittance testing without the
need for invasive measurements (eg. using a silicon mold). Making an assumption
about either an ‘average’ diameter or an ‘average’ length of the ear canal would
allow for the approximate calculation of the other dimension, given the measured
volume. The average length of the ear canal has been cited from 23 mm (Rosen
and Howell (1991)) up to approximately 29 mm (Stinson and Lawton (1989)) for
a straight tube. The average diameter for the ear canal is approximately 7.1 mm
(Salvinelli et al. (1991)).
Since much of the acoustic information for distinguishing speech sounds is located
below 6 kHz, and the various resonance models developed by Stinson and Lawton
(1989) are very similar below 6 kHz, several (cf. Stinson and Lawton (1989); Hansen
(1998); Stenfelt and Reinfeldt (2007)) who have made efforts to model the ear canal,
have chosen to simply treat it as if it were a uniform tube. Treating the ear canal
model as a uniform tube, as opposed to incorporating the nuances of its diameter
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Figure 2.1: A diagram showing an example of an open-closed tube (top) and a
closed-closed tube (bottom). Applied to the case at hand, the closed end (on the
right) in both figures would be the tympanic membrane. The opening at the left
(top) is the entrance to the ear canal, which can be plugged (bottom).
and curvature, will not have much effect on the output of a model, and greatly
simplifies the calculations.
The acoustics of uniform tubes is usually thought of in terms of an open-open
tube, an open-closed tube, or a closed-closed tube. Each of these have different
resonant characteristics. The human vocal tract, for example, is normally modeled
as an open-closed tube, where one end (the glottis) is generally considered ‘closed’ for
modelling purposes, and the other (the mouth) is generally considered to be ‘open’.
Similarly, for the human ear, the tympanic membrane represents the ‘closed’ end
of the ear canal tube, and the ear canal opening at the concha, or pinna, is the
‘open’ end (cf. Figure 2.1). It can also be modeled as a closed-closed tube if the ear
is plugged (cf. Figure 2.1). This difference changes the resonance and reverberant
structure of the ear canal. This is discussed further in Section 2.2.2.
The resonances of the ear canal can be modeled as if the canal were a uniform
tube, without much loss in accuracy. This has been determined by modelling tones
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at different frequencies emanating from the entrance of the ear, recorded at the
tympanic membrane, and noting the change in resonant frequency. However, there
are a few (c.f. Békésy (1948), Pørschmann (2000), Reinfeldt et al. (2010)) who used
real human speech as the sound source, and bone-conduction as the medium through
which it is transmitted into the canal. This would result in speech not emitted at
the entrance to the ear canal, but entering the ear canal through the ear canal walls.
Pørschmann (2000) is generally looking at the self-perception of one’s own voice,
but in order to accomplish this devotes effort to looking at the bone conduction
pathway separately. An approximate 0.9 kHz resonance (with subsequent harmonic
resonances) was found in the bone-conducted speech, generally present between 0.7
and 1.2 kHz. This correlates with the 0.8 - 1.2 kHz range for the first resonance that
others (cf. Håkansson et al. (1994)) have observed in mechanical-stimulated bone
conduction studies. This would mean, in terms of speech, that one would expect to
find higher relative amplitudes near the first formant.
However, in this study only two phonemes were used (/s/ and /z/), and a masking threshold3 technique was used to determine the frequency spectrum of the transfer function of body conduction. This is admittedly a rather subjective method of
determining the spectrum.
Reinfeldt et al. (2010), use microphones to record the actual sound pressure
level (SPL) of both air- and body-conducted speech. Furthermore, Reinfeldt et al.
(2010) used a more diverse set of phonemes than previous studies. A resonance was
found in generally the same frequency region for /s/ (and other phonemes) as that
found by Pørschmann (2000) (0.7 - 1.2 kHz) and Håkansson et al. (1994) (0.8 - 1.2
kHz). Between each sound class that was used - voiceless sounds (/s/, /t/, /k/, and
/tj/), nasals (/m/ and /n/), and vowels (/i/, /e/, /A/, /o/) - a moderately similar
3

The masking threshold technique involves playing a pure tone at different frequencies and

amplitudes while the participant is phonating. The participant indicates when the tone becomes
audible over their own speech. Knowing the amplitude of the tone allows the researcher to know
the perceived loudness of the the speaker’s own speech as one becomes audible over the other.
Having this knowledge, the spectrum of speech as it was perceived by the speaker can be mapped.
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frequency response is seen. These frequency responses are given in Reinfeldt et al.
(2010) as the relative amplitude of bone conducted speech when compared with
the air-conducted component of speech. When the response is positive, the boneconducted signal dominates, but when the response is negative, the air-conducted
component has greater energy.
Overall, there is much variability between subjects; yet there are some salient
distinctions to note. One is that the /e/ vowel has a relatively flat response up to 500
Hz, and dips down to -5 dB around 1 kHz. This is in contrast with the phone /s/,
which has a fairly high (yet falling) response below 500 Hz, and does not dip below
-5 dB until nearly 4 kHz. Compared with /e/, the body-conducted to air-conducted
ratio for /s/ has a significant downward slope after 2000 Hz. This is likely due to
the fact that there is relatively little energy produced by /s/ in the low frequencies,
allowing for a high ratio, which drops as the general energy of the phone increases.
This could indicate that most of the energy produced by a obstruent does not pass
through to the ear canal (Reinfeldt et al. (2010)).
More specific dichotomies can be found between sounds within the same class.
For example, the low vowel /A/ is pronounced with a more open mouth vs the
relatively closed mouth of the high vowel /i/; consequently, the body-conducted
amplitude relative to the air-conducted counterpart was much higher for /i/ than
it was for /A/. An assumption could be made from the data that the more open
the mouth is, the more energy is transferred to the air-conducted signal.The findings in Reinfeldt et al. (2010) are backed by Békésy (1960), who also noted the
relative difference in amplitude in the ear canal between the air-conduction and
body-conduction of vowels, that follow a similar pattern.
There was much inter-speaker variability in the previous studies, but one common characteristic is that the higher vowels had the least relative reduction in amplitude. Since the functions of other high sonorants (eg. /u/) are not given by
Reinfeldt et al. (2010), one cannot be certain if this is a phoneme-specific difference,
or if it can be generalized to other sounds with a [high] articulation in which the
tongue is close to the roof of the mouth. This latter generalization would make
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sense, as the oral cavity is more ‘closed’, trapping energy inside the cavity resulting
in more reverberations passing through the head and into the ear canal. On the
surface, it appears that the more energy that is lost to air conduction during the
production of low vowels (ie. from a more ‘open’ articulation), the less energy is
transferred into the surrounding tissue.
Here it is important to re-emphasize that these transforms are given as bodyconducted amplitude relative to air-conducted amplitude for the given phone, and
do not reflect the absolute air- and body-conducted amplitude of phones compared
with one another. For example, /A/ is a relatively loud air-conducted sound due
to its open articulation, and this loud air-conducted component may cause its relative body-conducted component to appear quieter than the other vowels, when in
reality it is possible that the body-conducted component of both vowels have the
same absolute amplitude. Neither Békésy (1960) nor Reinfeldt et al. (2010) give
information about body-conducted components in relation to one another, and so a
direct comparison is not available between two bone-conducted phones.
This section has discussed the resonance of the ear canal, focusing on boneconducted speech within the ear canal. The following section will describe the effects
that the closure of the ear canal - turning an open-closed tube into a closed-closed
tube - has on the resonance of the bone-conducted voice.
2.2.2 The Occlusion Effect on Bone-Conducted Speech
This present section focuses on describing the occlusion effect, and what it means for
bone conducted speech. Returning briefly to the notion of tubes, if the ear were to be
occluded at its one open end, the ear canal would no longer be an open-closed tube,
but a closed-closed tube, and the frequency response would be altered accordingly.
This phenomenon, first noted by Wheatstone (1879), is termed the occlusion effect.
The occlusion effect is the change in sound pressure level (SPL) resulting from bodyconducted vibrations emanating into, and reverberating within, a closed ear canal.
Objectively, inside the ear canal, the sound pressure level at lower frequencies is
increased when the ear canal is occluded. This has been studied extensively (cf.
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Wheatstone (1879); Kelly and Reger (1937); Littler et al. (1952); Tonndorf et al.
(1966), among many others).
Additionally, some factors that could potentially alter the effect that occlusion
has on sound within the ear canal are mentioned, such as the depth of the occluding
device inside the ear canal, the Lombard effect on speaker style, and changes to the
size of the ear canal during jaw movement.
As with bone conduction in general, most of the research of the occlusion effect
has been conducted using controlled mechanical vibrations. Using a mechanical
stimulus, Békésy (1960) reported that when the ear canal is closed, the increase
in amplitude within the canal can be observed up to 2 kHz, and above 2 kHz, the
increase in loudness ‘vanishes’ quite suddenly.
Early on, the particular focus was to understand the mechanism behind this
shift in amplitude to the lower frequencies. Huizing (1960) proposed that this ‘restructuring’ of the frequency spectrum was due solely to the change in resonance
characteristics of the ear canal when it is occluded. This proposal is supported by
the known physical phenomenon that the occlusion of ends of a uniform tube change
the resonance properties of the tube. The resonance frequencies of an open-closed
tube are proportional to 4x the length of the tube and a closed-closed tube produces
resonant frequencies which are proportional to 2x the length of the tube. Using the
known characteristics of tube resonance to describe an occluded ear can partially
account for what is observed, but it largely describes what happens in the upper
frequencies (generally above 2 kHz, Stenfelt et al. (2003)).
Tonndorf et al. (1966), through many studies utilizing domestic cats, discovered
the mechanism behind the apparent low-frequency gain. When the ear canal is
open, due to “the mass-effect of the air column in the ear canal together with the
compliance of air in the ear canal” it acts as a high-pass filter, dampening the lower
frequencies (Stenfelt et al. (2003), 910). Conversely, when the canal is occluded, this
high-pass filter is gone, and the formerly filtered low-frequency energy reappears.
In this sense, it is not the case that the occlusion of the ear canal increases the
amplitude of lower frequencies, but it prevents them from being filtered out.

41
There are also differences based on the location of occlusion, ie. how deep a plug
is placed in the ear canal. This affects the resonances of the tube that play a part
in the shape of the higher frequencies, due to the different depths of plug insertion
resulting in ‘tubes’ of different lengths. Another effect of plug depth is that, the
deeper a plug is inserted into the ear canal, the less surface area there is in the
canal for acoustic vibrations to enter. Consequently, there is generally a reduction
in amplitude.
Stenfelt and Reinfeldt (2007) developed a model of an occluded ear using measurements generated from stimulating the skull separately at both the frontal bone
and the mastoid process. They noted that the occlusion effect was greatest when
using an ear-plug near the opening of the ear canal, as opposed to supra-aural ‘earmuffs’ or a deep-insertion ear-plug, though an occlusion effect was noticeable in each
condition. The results from Dean and Martin (2000) indicated that the effect of plug
depth on the amplitude of a signal does not disappear as frequency increases. The
difference in relative amplitude between the different insertion depths was greatest
at lower frequencies, with supra-aural earmuffs resulting in the greatest amplitude
increase, and the deep inserted ear-plugs with the lowest.
This was in direct contrast with Stenfelt and Reinfeldt (2007), who found the
greatest occlusion effect with the shallow insertion ear-plugs, and not the supraaural earmuff. Dean and Martin (2000) did not mention the size of earmuff used,
but Stenfelt and Reinfeldt (2007) reported the use of a ‘large’ and ‘small’ earmuff,
with the latter providing a greater occlusion effect than the former; both of these
occlusion effects produced a rise in amplitude below that of the shallow-insertion
ear-plugs. However, Dean and Martin (2000) did find that at 1 kHz, the shallowinserted ear-plug had a greater relative amplitude gain than the supra-aural earmuff.
Dean and Martin (2000) did not mention the explicit depth used for each condition.
With shallow insertion, the model developed in Stenfelt and Reinfeldt (2007)
estimated a gain in amplitude of frequencies below 2 kHz, and dampening of those
above; all insertion depths, according to their model’s predictions, will at minimum
slightly dampen frequencies above 2 kHz. As the plug is inserted deeper, and the
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size of the ear-canal shrinks, the damping will occur on lower and lower frequencies.
While there is general agreement of the location of the upper frequency cut-off,
these results contrast slightly with those of Békésy (1960)in that they predicted
higher, very low frequencies (0-0.5 kHz), as opposed to the resonance around 1-2
kHz described by Békésy (1960).
There is also a variance in the occlusion effect - if using a mechanically-created
vibration - depending on the location of mechanical stimulation. This difference is
most present in the lower frequencies (Dean and Martin (2000)), where the relative
amplitude increase of body-conducted sound versus air-conducted sound appears to
be the greatest, but this difference tends to wash out when slightly higher frequencies
are reached4 . Each stimulation site in Stenfelt and Reinfeldt (2007) yielded a slightly
different frequency response for the occlusion effect as well. Stimulation at the
mastoid generally resulted in a greater increase in very low frequencies below 1
kHz. This is one limitation of using a mechanical stimulus - it cannot be assumed
to accurately model the occlusion effect of speech, since the observed effect differs
depending on the location of the mechanical stimulus.
In contrast to these studies, Hansen (1998) tested the occlusion effect using one’s
own voice as the input source. The tests performed by Hansen (1998) by and large
agree with previous studies (Wimmer (1986), May and Dillon (1992), and Thorup
(1996)). Hansen (1998) found, among much variation, that there was a substantial
increase in amplitude below approximately 1 kHz. This dropped to around 0 dB
amplitude increase relative to air-conducted speech from 1 kHz upward, holding
steady until approximately 2 kHz. Between 2 kHz and approximately 5 kHz, there
is a large dip. Above 5 kHz, there is another rise in relative amplitude. Hansen
(1998) developed a model of the occlusion effect which largely agrees with these
measurements, ie. very loud low frequencies, dampened mid-range frequencies, and
another increase in frequencies above 5 kHz.
The increase in amplitude of the voice in the ear due to occlusion can also
4

Dean and Martin (2000) found that the greatest relative amplitude increase occurs near 250

Hz, but the difference largely disappears when 1000 Hz is reached.
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influence the manner in which speech is spoken. This can be seen clearly by the
occlusion effect’s influence on the Lombard effect (Lombard (1911); Lane and Tranel
(1971)). The Lombard effect is the tendency of humans to speak louder in noise due
to noise interrupting the normal feedback loop of speech, ie. speakers do not hear
themselves nearly as well in noise as they do normally, and so they speak louder
(and clearer) to compensate. However, recent research by Brungart et al. (2012)
demonstrated that the Lombard effect disappears when a participant is wearing earplugs in a noisy environment. This is actually due to the presence of the occlusion
effect, and the increase in amplitude of one’s own voice by closing off the entrance
to the ear canal. Instead of an interruption in, or lack of, feedback, the occlusion
provides the speaker with much louder feedback. Brungart et al. (2012) found that
speakers wearing ear-plugs in a noisy environment actually speak quieter than those
without ear-plugs, regardless of the actual noise-attenuation by the ear-plugs. This
indicates that it isn’t necessarily the lack of noise that prompts speakers to speak
at a lower volume, but rather the presence of occlusion and the consequent increase
in amplitude of their own voice.
Yet despite an increase in overall amplitude of the voice, the occlusion effect
does not alter all speech sounds equally. The studies looking at the occlusion effect
of human speech result in similar spectral resonances as those dealing with simple
mechanical vibrations, except real-speech studies are able to capture the different
occlusion effect for different kinds of complex sounds in a real speech environment,
such as vowels.
Hansen (1998) found several phone-specific differences in the occlusion effect. It
is ambiguous as to whether the differences are solely due to the differences in the
transforms of phones as a result of body conduction (as seen above in Reinfeldt
et al. (2010)), or if there are sound-specific differences introduced within the ear
canal or by the occlusion effect itself. Some have posited that variability could stem
from the placement of the jaw bone during speech next to the external auditory
meatus, as contact with the jaw bone changes as it moves up and down for ‘higher’
or ‘lower’ phones (eg. /i/ vs /A/). The movement of the jaw bone changes the
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impedance characteristics of the vibration of the mandible against the temporal
bone that houses the meatus (Békésy (1960)). Allen and Fernandez (1960) studied
the occlusion effect on participants with a unilateral resection of the mandible (one
side of the jaw has been removed), and found essentially no distinction between the
occlusion effect in either ear (ie. with a mandibular joint adjacent to the cartilage
and bone of the ear canal or without).
Hansen (1998)) found that additionally, a change in shape of the ear canal due to
different jaw positions can create an acoustic ‘leak” between the ear canal wall and
the occlusion device; the occlusion effect, obviously, behaves differently when there
are different sized ‘leaks’ resulting in different levels of partial occlusion. Hansen
(1998) diagrams cross sections of the ear canal with the jaw at different positions;
between a closed jaw and 5 mm of opening, there is relatively little difference between
the shapes of the ear canal. Since Borghese et al. (1997) found that the jaw moves
relatively little vertical distance during actual speech (max opening approx. 6 mm),
it can be assumed that the ear canal changes shape negligibly during normal speech
with a snug-fitting occlusion device.
In summary, this section introduced the occlusion effect and its expected frequency response. There is a large ‘increase’ in the amplitude of the lower frequencies,
which is not present from an open-closed ear canal, and a sizable drop in amplitude
after 2 kHz, which similarly does not seem to manifest itself when the ear canal is not
occluded. Another rise in amplitude can be seen above 5 kHz. The jaw movement
during speech is negligible, and is not expected to result in any noticeable effect on
the occlusion effect. The occlusion effect actually results in speakers talking quieter
in noise with the ear occluded, because they have louder feedback (ie. the Lombard
effect does not occur). Finally, placement of the occlusion device does matter, as
deeper placed plugs result in even greater dampening of mid-range frequencies.
2.2.3 Summary
The aforementioned studies on bone conduction, ear canal resonance, and the occlusion effect, as would be expected, have indicated a large amount of inter-person
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and inter-phoneme variability and have shown the complexity involved in estimating
the effect of body conduction and ear canal reverberance on speech entering the ear
canal. However, the transfer function from the vocal tract to the ear canal does have
some standard characteristics, namely, the body and (occluded) ear canal work in
conjunction as a low-pass filter on speech, removing many of the higher frequencies
which may contain critical components for speech intelligibility. The occlusion of
the ear canal allows these lower frequencies passed by the head’s transfer function
to be fully realized.
The methods described in this section, namely the models and transfer functions
used by Hansen (1998), Stenfelt and Reinfeldt (2007), and Reinfeldt et al. (2010),
predict a general relative emphasis in the lower frequencies (below 2 kHz) when the
ear canal is occluded, and a drop in frequencies above that range (with a rise above
5 kHz). With this knowledge, it appears that it may be possible for recoverable
speech information to be recorded from inside the ear canal. While the skull will
prevent much ambient noise from reaching a microphone placed in the ear canal,
an occlusion device would need to be placed at the opening of the canal to aid in
dampening the noise. This occlusion results in the filtering described above.
This filtering is hypothesized to be, by and large, predictable (Hansen (1998);
Reinfeldt et al. (2010)), unlike ambient noise from the environment which is generally
highly variable in both amplitude and form (Zhang et al. (2017)). This prediction is
that the signal recorded from the ear canal is expected to be heavily low-pass filtered
above approximately 2 kHz. Minor transformations, such as pre-emphasizing the
higher frequencies, are hypothesized to recover some of the information that is lost,
resulting in speech that will perform better than a noisy signal collected at the
mouth in both ASR and human speech perception tasks. Due to this, the technique
of substituting potentially unanticipated, variable ‘environmental’ noise with the
anticipated ‘noise’ of body conduction and the occlusion effect will allow for greater
confidence that a usable signal could be recovered.
Section 2.3 below describes the specific methods used to collect speech data from
the mouth and the ear canal, and the analysis of the collected speech in an attempt
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to recover an intelligible signal with the knowledge outlined in this section. These
recovered signals were used in human speech perception and ASR experiments in
Chapter 3 and 4, respectively.
2.3 Experiment 1: Creating a dataset of ear-recorded speech
There are numerous constraints and requirements for the speech recordings necessary
for the experiments in Chapters 3 and 4, and so it was essential to create an original
dataset for this study. This small corpus was used for creating stimuli ASR and
human speech perception experiments. Primarily, an original corpus needed to be
created because there is no known dataset of speech in which the recording location
is inside the ear canal; speech recorded from this location was the primary focus
of these studies. Secondly, in order to be comparable, the speech at the ear, and
the speech at the mouth, needed to be recorded at the same time, in the same
conditions. This was mainly to determine - when comparing the results of earrecorded and mouth-recorded speech - whether the ear or mouth-recorded speech
performed better in the ASR and human speech perception tasks and to avoid
potentially confounding variables that would occur if the two sets of speech were
recorded separately. This is discussed further in Section 2.3.1 below.
2.3.1 Design
The goal of this experiment was to create a dataset of recordings, both from the
mouth in noisy conditions and from inside the ear in the same conditions. These
recordings were needed to answer the following questions: (a) whether external noise
would be completely or largely eliminated when recording speech from the ear, (b)
whether the speech from the ear is more intelligible and recognizable by humans
than simultaneous noisy speech recorded at the mouth, and (c) whether the speech
from the ear would be more intelligible and recognizable by an ASR system than
noisy speech.
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In alignment with the CHiME challenge5 guidelines, this study uses different
types of background noise at different noise levels. The noises used include the four
sounds (bus, café, pedestrian area, & street) from the CHiME Challenge (2016), plus
a ‘factory’ noise track. A short portion of the audio with relatively level amplitude
was extracted from each sound file to be played in the background. Relatively
level amplitude was used to allow for a more accurate comparison of the different
SNR levels. Furthermore, if a sound file varied in amplitude, it would confound
the recognition tasks, eg. whether a certain word or set of phonemes is difficult
to recognize, or the noise level that occurred at that portion in the sentence was
relatively loud and the primary hindrance to accurate recognition.
Many existing works in ASR and human speech recognition in noise use multiple
SNR levels to demonstrate the effectiveness of the technique of noise removal (eg.
Braun et al. (2016)). This is generally done by adding a noise signal to already
recorded clean speech, giving the researcher acute control over the SNR. Recording
the noise while simultaneously recording the speech was necessary to demonstrate
the ability of the ear canal recording location to remove ambient noise. Due to
this need, it was determined that noise would be played from a loudspeaker at
pre-determined decibel levels.
Since human speech is variable in loudness, and amplitude will likely vary between and within speakers, only three, well-spaced noise levels were chosen to allow
speakers’ various ‘loudnesses’ to fall in the same, broad categories. Conversational
speech is generally around 70 dB, and so the noise levels chosen were 60 dB, 70
dB, and 80 dB. These were the ‘averaged’ dB levels obtained by averaging over the
duration of the sound file. This would result in approximate SNR conditions of +10
(60 dB), 0 (70 dB), and -10 (80 dB). A signal with +10 dB SNR is in the range of
SNRs where ASR and human listeners have a very high recognition accuracy (cf.
Braun et al. (2016); Gilbert et al. (2013)). A signal with 0 dB SNR occurs in a
range in which ASR and human listeners are still able to make out most of a speech
5

The CHiME challenge tasks researchers to improve upon or surpass the performance of a

baseline automatic speech recognizer used on noisy speech data.
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signal, but recognition begins to falter. At -10 dB SNR, recognition performance
very noticeably suffers. As stated before, it was assumed that speakers will vary in
how loud they speak, and so actual SNRs were expected to vary.
An amplitude of 80 dB was chosen as a max loudness, rather than a higher noise
level to achieve a lower SNR, in order to leave a wide margin between it and any
(albeit remote) possibility of hearing damage suffered by participants. A ‘clean’
(no noise) condition was also utilized for each sentence. This creates 16 different
conditions (5 noise types * 3 noise levels + 1 ‘clean’ condition).
2.3.2 Stimuli
Thirty sentences were chosen from three Harvard Sentence lists6 . Sentences were
chosen from the Harvard Sentence dataset due to being phonetically balanced (the
distribution of phonemes in each list proportional to their occurrence in English),
and due to their prolific use in speech science research, and specifically their history
of serving as stimuli for many speech corpora (cf. Kabal (2002); Hu and Loizou
(2007), the latter being a noisy speech corpus). Lists 14, 28, and 57 were used, and
chosen semi-randomly, eliminating lists with potentially unfamiliar or rare words.
Each sentence occurs in all 16 conditions (5 noise types * 3 noise levels + 1 ‘clean’
condition), resulting in 480 total stimuli.
2.3.3 Equipment
The experiment took place in a large soundbooth. To create the artificially noisy
environment a Yamaha MS101 III loudspeaker was connected to an HP ProBook
6470b laptop. A sound pressure level meter (SPL meter; Larson Davis Model 831)
with a PCB Piezotronics Model 377B20 condenser microphone (omnidirectional)
was placed 1 meter from the loudspeaker and measured the sound pressure to verify
each of the three noise levels for each of the 5 noise types. A Grason-Stadler GSI
6

The ‘Harvard Sentences’ dataset is comprised of 72 lists, each 10 sentences long, where each list

of 10 sentences is phonetically balanced, with the proportion of each phone in the list corresponding
with its occurrence in the English language (IEEE (1969)).
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Typstar middle ear analyzer was used to measure the ear canal volume and test for
plug leaks. Two Countryman B2D directional lavalier microphones with fixed XLR
connections were used to record the signals from the mouth and ear. These were
connected to a PreSonus Digital Audio Firebox preamplifier, which was connected
via TRS cables to a Zoom H6 Handy Recorder. A pair of 3M Professional Peltor
Earmuffs with an noise reduction rating (NRR)) of -30 dB SPL were worn by the
participants during the experiment.
2.3.4 Participants
Seventy-one participants were recruited for this study, but data from only twenty
participants was used, ten female and ten male, all fluent speakers of American
English with normal hearing. The methodology behind this choice was post-hoc, as
a number of conditions were chosen as limiting factors in order to standardize the
data and limit potentially confounding variables. These conditions included:
• The participant read all sentences in all conditions (no condition was accidentally missed)
• The participant read all instances of a given sentence in approximately the
same manner (eg. consistent duration, intonation)
• The participant was a fluent speaker of American English (to standardize
recognition experiments)
• The plug did not move during the recording experiment
• The ear was completely clean of cerumen
• There was no potential seal compromise
• The participant had normal hearing (including a normal middle ear function)
It was not possible to satisfy all ‘requirements’ for all speakers, but the first three
conditions were met for each of the twenty participants used in the present study.
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2.3.5 Procedure
The participants were initially asked a few preliminary demographic questions7 .
They were seated in front of the middle ear analyzer. An otoscope was used to ensure the right ear was mostly free of cerumen, to avoid blocking the microphone off
from the rest of the canal and generally impacting the canal with cerumen. The ear
was fitted with an appropriate sized rubber clinical single-use ear tip, connected to
the probe tip of the middle ear analyzer. An effort was made to ensure a relatively
standard depth for the ear plug, as it plug depth has been shown to alter the occlusion effect (Dean and Martin (2000); Stenfelt and Reinfeldt (2007)), but oftentimes
this was not possible, and achieving a proper seal was given a higher priority.
Typmanometry was performed, which involves measuring the SPL level of the
probe tone while pressure was varied from positive to negative in the ear canal. The
middle ear analyzer confirmed that there was a seal in the ear canal in order to be
able to modulate pressure, and would alert the researcher to a leak if the plug were
not securely in place. This test gave an estimate of the volume in milliliters (mL) of
the ear canal and of the middle ear, with precision to a tenth of a mL; additionally,
a graph of middle ear function was given, which was checked for normalcy (cf.
Appendix A). The middle ear analyzer gave other measures which were not used in
this study.
The distance from the end of the ear-plug to where it was enclosed by the ear
canal was measured to determine how far the plug was inserted in the ear canal.
Since the length of the plug is known, this was done by placing a measuring rod
against the cavity of the concha to measure how far the plug was sticking out of
the ear, from which the insertion depth can be calculated. The decision to treat
the cavity of the concha as the ‘end” of the ear canal was taken from Stenfelt and
Reinfeldt (2007), who made molds of ear canals, and treated the rapid increase in
volume (where the cavity of the concha began) as the end to the ear canal. This
measure allowed for the calculation of the depth of insertion of the ear-plug.
7

eg. 2nd language (if any), etc. For a list of all information gathered, see Appendix A.
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The middle ear analyzer probe was
then removed from the ear-plug - which
was carefully left in place to ensure a
continuous seal. The participants then
moved to a seat located in front of a
computer monitor (cf. Fig 2.2 for set-up
diagram). The participants were then
instructed as to the proceedings of the
rest of the experiment. The foam windscreen was removed from one of the two Figure 2.2: A diagram of the basic equipmicrophones, and the microphone was ment set up for the experiment. The insnugly inserted into the ear-plug.

A ear microphone is placed under the headmark on the microphone cable was used phones in the right ear.
to ensure the end of the microphone was
fully inserted to the end of the ear-plug (cf. Fig. 2.3). There were several instances
where the microphone was inserted deeper than, or just shy of, the end of the earplug; the variance was within +/-2 mm depth (cf. Appendix A). The earmuffs were
placed over both ears. Occasionally, participants had glasses, or thick hair, which
may have slightly compromised the seal. A note was taken of this. Necessarily, the
cord for this microphone also ran from the microphone inside the ear-plug, out underneath the earmuff seal to the pre-amplifier. This was assumed to not significantly
effect the earmuff seal.
A wooden rod was attached to the earmuffs, which extended forward, beside
the participants’ face. The second microphone was attached to this wooden rod
via the lavalier clip at the level of the participants’ mouth. The microphone was
directed toward their mouth (cf. Fig 2.4). The placement of the microphone on the
wooden rod was adjusted to be exactly 10cm away from the participants’ infra-nasal
depression. At this point, the participants were asked to adjust the placement of
their chair so that the microphone on the wooden rod would be approximately 1
meter from the loudspeaker. Due to the length of the experiment ( 45min), no effort
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was made to discourage minor shifting in body position. The loudspeaker was on
another table to the right of the participants, perpendicular to the direction of the
microphone facing the mouth (cf. Fig. 2.2).
Both microphones were connected
directly to the preamplifier through a
fixed (non-changeable) XLR connection.
Both channels were set to the same gain
on the preamplifier. Two TRS cables
took each microphone signal from the
preamplifier to the recorder. Both channels were adjusted to appropriate (different) gain levels on the recorder itself
Figure 2.3: The Countryman B2D direc- to achieve a similar amplitude for both
tional lavalier microphone, with with the signals and prevent clipping. These adwind-break foam removed, and inserted justments were made once the participants were situated, but before begininto a blue ear-plug.
ning the recording.
Once recording, an in-house computer program was used to display the stimuli
sentences on a second monitor and to play the background noises. For each sentence,
the participants saw the clean-condition (no noise) first. The researcher was in the
soundbooth with the participants listening through a pair of headphones connected
to the preamplifier. The participants were asked to repeat the sentence twice to
develop a rhythm, at a normal, conversational loudness, with a normal, declarative
intonation. For each of the following 15 iterations of the sentence (one for each noisetype/noise-level combination) the participants were instructed to read the sentence
aloud only once. The researcher asked the participants to repeat the sentence again
in a condition if the rhythm or intonation of the sentence did not match those
preceding it, or if the participants stumbled over a word. Out of the loudspeaker
- placed 1 meter from the mouth-microphone - each of the background noises was
emitted to coincide with a spoken sentence. The sentences were not randomized,
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ie. all 16 iterations of a sentence occurred consecutively8 . Within each sentence group (after the ‘clean’ condition, which always occurred first), all
the noise conditions were randomized.
The researcher advanced each stimulus
on the display for the participants.
To help the participants notice when
a sentence had been advanced - as when
wearing the noise reduction earmuffs,
participants were often not aware when
the noise condition changed - the number of the sentence condition was displayed underneath the stimulus (1-16).
This had the unintended consequence
of occasionally producing a mild listintonation, as participants were aware
of the final repetition of a given sentence
(ie. the number ‘16’ appeared beneath
the sentence).
After the recording was finished, the
participants were asked to complete a
short, 4-question survey of their experiences during the experiment.9 Partic- Figure 2.4: The -30 dB NRR earmuffs, a
ipants were instructed to give as much rod attached to the earmuffs, and a midetail in their answers as desired, and to crophone directed toward the mouth.
answer truthfully.
8

This was done to help the researcher ensure a similar intonation and rhythm for each iteration

of the same sentence.
9
cf. Appendix A for coded answers.
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Sentences were identified and extracted using Praat. A number of subjects (more
than 20) were recorded, but in an attempt to meet a number of conditions, speech
from only 20 participants were used for analysis in this study (cf Section 2.3.4).
Survey answers from all recorded participants were used.
2.4 Discussion and Observations of Collected Speech
Each individual sentence was isolated in each recording with boundaries in a Praat
TextGrid. Sentences were identified using the mouth-recorded signal, and a limited
window of ‘non-speech’ silence or noise was allowed on either side of the spoken
sentence. Since the mouth-recorded and ear-recorded signals were simultaneous,
the same TextGrid was used to extract individual sound files for both signals. This
resulted in a sound file for each sentence, for each participant, for both the mouthrecorded and ear-recorded speech; each simultaneous (mouth/ear-recorded) signal
had exactly the same duration, since the same TextGrid boundaries were used to
extract both. Figures 2.5a, 2.5b, 2.6a, and 2.6b show the narrow and wide band
spectrograms for a ‘clean’ example of the sentence “A cramp is no small danger on a
swim”, recorded at both the ear and the mouth from participant 35, a female. These
two examples are fairly representative of the speech collected from each location.
As can be seen, the speech collected at the ear is heavily low-pass filtered, and
the mouth-recorded speech contains much more speech information. However, there
are still clear harmonics in the existing range in the ear-recorded speech, and much
of the lower two formants can also be seen. It should be noted that while the two
signals - from the mouth and from the ear - appear to have the same intensity, this
is due only to the gain adjustment on the recording device during the experiment.
The speech from the ear had consistently greater intensity than the speech from the
mouth; on a scale of 0-10, the ear microphone gain was normally set between 2 and
4, while the mouth microphone gain was set between 4 and 6.
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(a) Narrow band spectrogram of speech recorded at the mouth.

(b) Wide band spectrogram of speech recorded at the mouth.

Figure 2.5: Both (2.5a) and (2.5b) are the same sentence, “A cramp is no small
danger on a swim”, spoken by a female participant. This is the exact same sentence
spoken at the exact same time as that in Fig. 2.6.
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(a) Narrow band spectrogram of speech recorded from inside the ear canal.

(b) Wide band spectrogram of speech recorded from inside the ear canal.

Figure 2.6: Both (2.6a) and (2.6b) are the same sentence, “A cramp is no small
danger on a swim”, spoken by a female participant. This is the exact same sentence
spoken at the exact same time as that in Fig. 2.5.
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(a) Two Long-Term Average Spectra (LTAS), red for ear-recorded speech and black for
mouth-recorded speech, averaged over all ‘clean’ female-spoken sentences.

(b) The difference ratio between the ear-recorded speech (red) and mouth-recorded speech
(black) in Fig. 2.7a.

Figure 2.7: The ear-recorded and mouth-recorded Long-Term Average Spectrum
(LTAS) (Fig. 2.7a) for all female-spoken sentences, and the difference between the
two LTAS in Fig. 2.7b.
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(a) Two Long-Term Average Spectra (LTAS), red for ear-recorded speech and black for
mouth-recorded speech, averaged over all ‘clean’ male-spoken sentences.

(b) The difference ratio between the ear-recorded speech (red) and mouth-recorded speech
(black) in Fig. 2.8a.

Figure 2.8: The ear-recorded and mouth-recorded Long-Term Average Spectrum
(LTAS) (Fig. 2.8a) for all male-spoken sentences, and the difference between the
two LTAS in Fig. 2.8b.
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A Long-Term Average Spectrum (LTAS) was calculated for both ear-recorded
speech and mouth-recorded speech, averaging over all female speakers and separately
over all male speakers. Figure 2.7 shows the LTAS for the female speakers, along
with the relative amplitude difference between the ear-recorded and mouth-recorded
speech. Figure 2.8 displays the LTAS and difference function for all male speakers.
Both have the same basic characteristics - while the mouth-recorded speech has
a relatively level LTAS across the frequency spectrum, the ear-recorded speech is
heavily low-pass filtered. The ear-recorded signal dominates in the low-frequencies,
but is overtaken by the mouth-recorded signal at only about 500 Hz.
While the existing literature supports the heavy low-pass filter effect (cf. Stenfelt
and Reinfeldt (2007); Reinfeldt et al. (2010)), the recorded signals appear to be
more low-pass filtered than described. The drop in amplitude for these signals is
immediate as the frequency increases, whereas Hansen (1998) (also Wimmer (1986);
May and Dillon (1992); Thorup (1996), among others) predicted higher amplitude
until approximately 1 kHz. The sharp decline in amplitude levels briefly slightly at
1 kHz, and an argument could be made that this is the ‘resonance’ of the ear canal
that was identified between 0.7 and 1.2 kHz by Pørschmann (2000) and Håkansson
et al. (1994), among others, although this is only speculation.
A cross-correlation similarity metric used to compare signals was run on each earrecorded/mouth-recorded pair for each participant speaker (excluding those which
contained noise in the background). Recall that these signals were recorded simultaneously, and were also extracted using the same Praat TextGrid boundaries. Additionally, the signals were time-aligned using a variation of the Matlab code found
in Appendix Section B.2.2. This normally resulted in a shift of <10 samples. For
the cross-correlation calculation, the maximum value for each ear-recorded/mouthrecorded pair was obtained, this value was normalized, and then all normalized
values were averaged across speakers. This is shown in Equation 2.1:
K X
U
X
max(abs(xcorr(seuk , sm
)))
pP 2 pP uk2
seuk ∗
sm
uk
k=1 u=1

(2.1)

where K is the number of participants, U is the number of utterances, se refers to
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the ear-recorded signal in the time domain, sm refers to the mouth-recorded signal
in the time domain, and xcorr is the cross-correlation function. If seuk and sm
uk are
identical signals, the fractional portion of Equation 2.1 will return a ‘1’. The less
similar seuk and sm
uk are, the closer the value will be to 0. The average normalized
maximum cross-correlation value for ear-recorded speech compared with mouthrecorded speech is 0.358.
When noise is present, it can be visually observed in Figs. 2.9a and 2.9b that the
noise level is lower for ear-recorded speech. There appears to be louder noise (seen
in the mouth-recorded speech in Fig. 2.9a) that is present in the upper frequencies
of the ear-recorded speech, but it is significantly dampened and the signal has an
overall higher speech to noise ratio (SNR).
It should also be noted that the SNR in Fig. 2.9a is much higher than originally
intended. For this particular example, the speech was recorded with an 80 dB
noise background, with the intent of obtaining a -10 dB SNR. Instead, the SNR
for the sentence in Fig. 2.9a is +6 dB SNR10 . Unfortunately, this was widespread.
This is attributed to both the participant speaking louder than anticipated, the
directionality of the microphone, which eliminated much more background noise
than anticipated.
In another attempt to see if there was recoverable information in the higher
frequencies of the ear signal, the spectrogram range was increased from 5 kHz to 20
kHz (see Fig. 2.10a). There is certainly acoustic energy that makes it to the higher
frequencies, but noticeable harmonic energy is not present, nor does any of the visible
acoustic energy appear to correlate with the speech seen in the lower frequencies.
This contrasts with the results shown in Hansen (1998), which indicated that there
was a rise in amplitude above approximately 5 kHz.
10

The SNR was calculated by using background noises recorded in isolation in the soundbooth.

These were recorded at 60, 70, and 80 dB in the same soundbooth, with the same conditions and
set up as a normal recording. The noisy speech sound file was passed through a Hilbert Envelope,
and a threshold was applied in order to extract just the speech data. The RMS values of both
the speech and raw noise vectors were calculated, averaged, and then used in the SNR calculation.
For explicit code, see Appendix B
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(a) Narrow band spectrogram of speech recorded at the mouth, with 80 dB ‘bus’ noise
playing in the background.

(b) Narrow band spectrogram of speech recorded inside the ear canal, with 80 dB ‘bus’
noise playing in the background.

Figure 2.9: Both 2.9a and 2.9b are spectrograms of the sentence “A cramp is no
small danger on a swim”, spoken by a female participant, recorded simultaneously.
The high-energy bands at 2 kHz and above in frequency spectrum are characteristic
of the bus background noise (cf. Fig. 3.3).
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(a) Narrow band spectrogram of earrecorded speech with 80 dB ‘bus’ background noise.

(b) Narrow band spectrogram of earrecorded speech with 80 dB ‘bus’ noise.
The signal has been pre-emphasized.

(c) Spectrum of ear-recorded speech; taken
from the ‘/æ/’ in ‘cramp’.

(d) Spectrum of pre-emphasized earrecorded speech; from ‘/æ/’ in ‘cramp’.

Figure 2.10: Narrow band spectrograms (2.10a and 2.10b) of ear-recorded speech
from 0-20 kHz to look for possible speech information in higher frequencies. The
sentence “A cramp is no small danger on a swim” spoken by a female participant.
Note, the noise only extends to 8 kHz. Underneath (2.10c and 2.10d) are two spectra
from the same speaker and same sentence, normal and pre-emphasized, respectively.
Recall the transfer function in Figs 2.7b and 2.8b. Since the curvature in these
plots roughly resembles de-emphasis, the ear-recorded speech was pre-emphasized
to partially reverse the filtering effects of the head; this can be seen in Figure 2.10b.
The resulting signals seem to further confirm the lack of high-frequency speech
information. It appears that while the fainter harmonics in the lower mid-range
frequencies are more pronounced, there is no new speech information in the upper
frequencies that makes it past the noise threshold.
This ear-recorded signal was then low-pass filtered at 2.5 kHz with a 500 Hz
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smoothing slope.

To further emphasize the higher frequencies in the available

range (and to eliminate the remaining ’muffled’ characteristic), the sound was preemphasized a second time (after filtering). This can be seen in Figure 2.12a, next
to the noisy mouth-recorded speech for comparison in Figure 2.12b. The average
normalized maximum cross-correlation (Equation 2.1) was calculated for these transformed ear-recorded signals with the mouth-recorded signals (excluding the signals
with noise), which yielded a similarity value of 0.674 - an increase of 0.316 over that
of the untransformed ear-recorded speech.
To test this difference statistically, a two-factor, by-subjects mixed design and byitems within-subjects ANOVA was performed, with speaker gender (female, male)
and processing level (raw, processed) as the two factors. Table 2.1 shows no significant interaction of speaker gender x processing level and no main effect of speaker
gender for the by-subjects ANOVA, though the by-items analysis finds significance.
Both by-subjects and by-items ANOVAs found a significant main effect of processing
level.
ANOVA Effect
S
speaker gender
I
speaker gender
S
processing level
I
processing level
S
speaker gender:processing level
I
processing level:speaker gender

DFn
1
1
1
1
1
1

DFd
F
18
2.49
29 96.64
18 281.15
29 916.81
18
0.72
29 31.63

p
0.13
0.00
0.00
0.00
0.41
0.00

*
*
*
*
*

Table 2.1: ANOVA for by-subjects (S) and by-items (I) analysis of the two-factor,
mixed design experiment. Columns: ‘ANOVA’ indicates by-subject (S) or by-item
(I) analysis, ‘Effect’ lists the factor(s) tested, ‘DFn’ and ‘DFd’ refer to the degrees
of freedom numerator and denominator, ‘F’ is the F-score, ‘p’ is the p-value, and ‘*’
marks a significant p-value.
The graph in Figure 2.11 displays the data broken up by processing level and
speaker gender. It is apparent that there is a large increase in correlation between
the ‘clean’ mouth-recorded speech and the ‘clean’ ear-recorded speech after the earrecorded speech was processed. This indicates that the processing of the speech via
pre-emphasis, low-pass filtering, and a second round of pre-emphasis has resulted in
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speech that is more similar to speech that could be recorded at the mouth.

0.8

0.7

Cross−Correlation

0.6

0.5

0.4

0.3

Proc.
Male

Raw
Male

Proc.
Female

Raw
Female

0.2

Figure 2.11: Comparison of raw ear-recorded speech and ‘processed’ ear-recorded
speech at each level of gender. White bars signify raw ear-recorded speech, and grey
bars signify processed ear-recorded speech. All compared data was from the ‘clean’
condition.
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(a) The ear-recorded speech, pre-emphasized, filtered at 2.5 kHz with 500 Hz slope, and
pre-emphasized again.

(b) The noisy spectrogram of the mouth-recorded speech; previously seen in 2.9a, repeated
here for ease of comparison.

Figure 2.12: Narrow band spectrogram of “A cramp is no small danger on a swim”
recorded at the ear (2.12a) and the mouth (2.12b) and spoken by a female participant, with 80 dB bus noise in the background.

66
The author compiled the coded survey questions and answers collected by each
participant after the experiment. Qualitatively, participants were slightly more likely
than not to describe the experience wearing the recording equipment as uncomfortable, and slightly more likely than not to find the sound of their own voice annoying.
This latter fact is a consequence of the occlusion effect, and is echoed by many who
wear canal-occluding hearing aids (Hansen (1997)). Participants also described that
they would be more likely to use such recording equipment if the noise-reduction
earmuffs were not required.
2.5 Limitations
During data collection, there were several issues that affected the quality of speech.
The particular recorder which was used would produce a low-frequency humming
sound when the gain knobs were turned up into the slightly higher range (cf. Figure
2.13). This was much more prominent for the mouth-recorded signals, as the gain
for this channel was turned up higher. Since the headphones used by the researcher
to monitor to the participants’ speech were plugged into the preamplifier, this was
not noticed until most participants were already recorded.
In addition, the presence of this tone could have artificially increased the correlation between the ear-recorded signals and the mouth-recorded signals. Since
the comparison displayed in Figure 2.11 is between raw and pre-emphasized earrecorded signals, both of which have the interfering tone, the comparison is still
valid, although the values themselves are likely skewed upwards.
On a physical level, the ear-plugs which were used are fairly standard audiological
silicone ear-plugs, which had a hole in the middle that was the correct size to fit
the microphones that were used. The degree of noise damping these plugs offer is
unknown, as they are not inherently designed for noise reduction. It is very likely
that a better NRR ear-plug could be found and used in conjunction with the 30 dB
NRR earmuffs to achieve a greater noise reduction at even higher noise levels.
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(a) The low frequency hum in the mouth-recorded signal. It can be seen at 120 Hz and
subsequent harmonics with decaying amplitude.

(b) The low frequency hum in the ear-recorded signal. As in Figure 2.13a, it can be seen
at 120 Hz and subsequent harmonics.

Figure 2.13: Spectrograms of a low frequency hum introduced by the recorder at
120 Hz and subsequent harmonics in both mouth (Fig. 2.13a) and ear (Fig. 2.13b)
recorded signals. The hum in Fig. 2.13b is less prominent than in Fig. 2.13a due to
the gain on the recorder being lower. The range of frequency is 0-1 kHz.
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(a) The sentence “A cramp is no small danger on a swim” with bus background noise
at 60 dB. SNR for this utterance is +28
dB.

(b) The sentence “A cramp is no small danger on a swim” with bus background noise
at 70 dB. SNR for this utterance is +19
dB.

(c) The sentence “A cramp is no small danger on a swim” with bus background noise
at 80 dB. SNR for this utterance is +6 dB.

Figure 2.14: Spectrograms of the sentence “A cramp is no small danger on a swim”
with bus background noise at 60 dB (2.14a), 70 dB(2.14b), and 80 dB (2.14c). The
directional microphone filtered out most of the noise in the lower two noise level
conditions.
As mentioned previously, the primary limitation is that the background noise was
not loud enough to be able to fit into the SNR ratios desired (+10 dB SNR, 0 dB
SNR, -10 dB SNR). Instead, what was recorded was an average (across all speakers)
of 31, 23, and 12 dB SNR for the 60, 70, and 80 dB condition, respectively. The
60 dB noise condition reached as high as +40 dB SNR, and the lowest 80 dB noise
condition SNR was +5 dB. The three noise levels can be seen in the spectrograms
in Figure 2.14 for the bus background noise. Note that the noise level can barely be
observed in the lowest noise condition in Fig. 2.14a.
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The three options to remedy this would be to a) ask the participants to speak
more quietly, b) increase the volume of the loudspeaker, or c) use omnidirectonal
microphones. Options (a) and (c) are more appealing, as it continues to keep the
ambient noise outside the range of amplitude which could possibly damage hearing.
However, in the case of (a), it is difficult for a participant to consciously modify
their loudness and keep that consistent for the duration of the experiment; the need
to repeat sentences spoken above a certain amplitude would drastically increase the
length of time of the experiment. Additionally, it would be difficult for the researcher
monitoring the speech to determine whether or not the speech was an appropriate
loudness, particularly with the additive background noise playing at the same time.
Option (b) - increasing the noise level itself - is less appealing in that it results in
a higher risk for hearing damage11 , despite being the most ‘authentic’ scenario, ie.
testing the directional microphones’ capabilities at the mouth and ear to eliminate
noise. Given the SNR of +6 dB for the 80 dB noise condition (with some 80 dB
noise conditions having upwards of +10 dB SNR), this would mean increasing the
ambient noise from 80 dB to 96-100 dB in order to achieve the -10 dB SNR that
was originally desired. Even a 0 dB SNR would require a +10 dB increase to 90 dB
ambient noise in order to turn the observed (approximate) +10 dB SNR into 0 dB
SNR. The risk to participants is substantially mitigated by the use of 30 dB NRR
s, however at noises of this magnitude, it would be difficult to find a location which
insulated the sound from affecting a significant radius outside the sound booth. It
is also very likely that a more robust loudspeaker would be required to reach the
needed amplitudes without clipping.
Option (c) - using an omnidirectional microphone - does not rely on speakers’
ability to modulate their voice, nor does it introduce additional risk by increasing the
ambient noise. The only drawback, as mentioned above, is that the use of an omni11

The 3M Professional earmuffs had the lowest frequency-dependent SNR rating of -21 dB at 125

Hz. This would technically allow ambient noise up to approximately 105 dB prior to encountering
a risk for hearing damage while wearing the earmuffs. Greater care would be required to ensure
the earmuffs were properly fitted and that nothing compromised the earmuff seal.
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directional microphone results in an unfair comparison between the mouth-recorded
speech and ear-recorded speech. Any real-life application will use a directional microphone at the mouth with the intention of eliminating as much ambient noise as
possible. Nevertheless, this is likely the best option for future research in this area,
given the restrictions described above.
2.6 Summary
Despite some speaker variation, the speech recorded from inside the ear canal contains information up to approximately 2.7 kHz. This upper cut-off frequency was in
the same range described by the aforementioned literature, although the low midrange frequencies were dampened much more than the literature described. Two,
very basic acoustic transformations (pre-emphasis and bandpass filtering) were used
in an attempt to create a more intelligible signal from the speech collected at the
ear.
Limited benefits might be seen from a sound or sound-category specific alteration, particularly among fricative sounds and those with the majority of speech
information located in frequencies above 2.7 kHz. It seems unlikely though, that a
reverse spectral subtraction of sorts (eg. using the explicit transfer functions proposed by Hansen (1998) and Reinfeldt et al. (2010)) or a similar method would offer
much additional benefit, as much of the upper frequencies were dampened beyond
the existing noise level (c.f. Fig. 2.10a). However, it is hypothesized, given the
transformed data collected at the ear, that enough information is present for the
speech to be recognizable. This hypothesis will be tested in a human perception
experiment, described in Chapter 3, and an ASR experiment, described in Chapter
4, below.
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CHAPTER 3
Human Speech Perception of Ear-Recorded speech

3.1 Introduction
This chapter presents a human speech perception experiment in which humans’
ability to accurately recognize ear-recorded and noisy mouth-recorded speech is
compared. In Chapter 2, a data collection experiment was run to record speech
recorded in both locations (at the mouth and in the ear) simultaneously. The
speech recorded from the ear was modified via pre-emphasis and low-pass filtering
in order to make it more intelligible. Further details about this study can be found
in Section 2.3 of Chapter 2.
In order to judge the usefulness and intelligibility of the modified sounds recorded
at the ear, it was necessary to run a human perception task using these recordings
as stimuli. Of primary interest to this task was whether the speech recorded at the
ear in a noisy condition (a) had resulted in a sufficient reduction in the ambient
noise level, and (b) wamore intelligible that speech recorded at the mouth in a noisy
condition.
3.2 Background
Human listeners’ inability to understand a speech utterance can occur from an
information loss that might be caused by any of a host of factors. For example,
information can be lost in the domain of time (eg. an intermittent signal), from
loss of intensity (eg. due to distance from the source), as well as the from distortion
of the source itself, such as disordered speech (Mattys et al. (2012)). Of particular
interest to the present study is the difficulty for human listeners to understand a
speech signal due to excessive, additive background noise from sources other than
the desired speech signal.
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The ability of the human auditory system to hear and differentiate multiple
sources of sound from a single pressure wave is often given the term ‘auditory scene
analysis’ (Bregman and McAdams (1994)). The term ‘scene analysis’ was borrowed
from the visual domain, implying the separation of a ‘scene’ (be it auditory or
visual) into its component objects (again, be they auditory or visual). For the
purposes of this study, this background discusses the human auditory ability to
find multiple sound sources from a temporal stream of air pressure fluctuations (ie.
sound) reaching the tympanic membrane.
To visualize the auditory scene, note the waveform (ie.

the graph of

air pressure fluctuations) that reaches the tympanic membrane in Figure 3.1.
It is composed of all environmental
sounds contributing to the air pressure
fluctuation at the tympanic membrane1 .
However, under the framework of auditory scene analysis, the human auditory system is able to separate this input
signal into its various sources, or ‘audi- Figure 3.1: A waveform composed of multory objects’. The auditory system sep- tiple sound sources (cf. Fig. 3.2).
arates the above waveform into its actual component sources of human speech as well as the sounds of a sheep, cow, and
horse, seen in Figure 3.2; “The normal auditory system exhibits a remarkable ability
to parse these complex scenes” (Middlebrooks et al. (2017), 2).
Of course, there reaches a point at which the auditory system fails and can no
longer differentiate all sources. Pertaining to the present research, there reaches a
point at which the auditory system cannot recognize the information in a human
speech signal when embedded with background noise from one or more additional
sources that have similar frequency compositions. The following section reviews the
acoustics of speech in noise in more depth .
1

Note that this is for illustration purposes; the waveform will obviously look different when

shaped by a given environment and the human ear canal before reaching the tympanic membrane.
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Figure 3.2: The four component waveforms (human speech, sheep, cow, horse), of
the combined waveform seen in Figure 3.1.
3.2.1 Acoustics of Speech in Noise
Speech in noise can be intuitively grouped into two components, the speech (more
specifically the voice one is intending to hear) and the noise, called the ‘masking’
element. Broadly, masking is defined as “the process by which the threshold of
hearing for one sound is raised by the presence of another” (ANSI (2013), 61). This
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masking element is everything but the voice2 (speech signal) that one is interested
in, as it was intended to be heard.
The masking process can be broken down into two forms: energetic masking
and informational masking. Energetic masking occurs when the masking element
shares the same temporal and frequency elements of the voice. In a sense, the masked
element and the voice ‘compete’ for ‘space’ along the basilar membrane and then the
auditory nerve (Brungart (2001)), but they also compete for the listener’s attention
(ie. the listener must concentrate on ignoring the mask, and exclusively listening to
the target, (Mattys et al. (2012))). Energetic masking is normally thought to occur
primarily in the ‘lower’ auditory processes, eg. at the cochlea and auditory nerve,
though this is not always the case, as described further below.
Informational masking can be broadly thought of as difficulties relating to memory, linguistic processing and the like, oftentimes generalized to speech-on-speech
noise. Mattys et al. (2010) failed to find informational masking in a perception
task with cross-linguistic masking, and so it is possible that informational masking
could be limited to situations in which the masking speech is intelligible. This type
of masking is thought to occur primarily in the ‘higher’ auditory processes in the
brain.
Regarding the speech in noise collected previously, described in Chater 2 (data
collection of speech recorded at the ear), the five different background noises that
were used energetically mask the voice in the signal. A small (5 second) portion
of the spectrogram of each sound can be seen in Figure 3.3. These sounds do not
produce any competing linguistic informational content themselves which mask the
desired voice (the ‘café’ noise, seen in Figure 3.3b, does contain speech babble, none
of it intelligible), and so masking occurs by producing energy at the same time as and in the same frequency range as - the recorded voice.
Simply because a voice may be ‘masked’ by noise does not necessarily mean that
the voice is not heard or understood. The auditory system employs a number of
2

For the purposes of this paper, the term ‘voice’ will be used throughout to refer to the singular

speech source the listener desires to hear out of the masked signal.
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(a) Bus background noise.

(b) Café background noise.

(c) Pedestrian background noise.

(d) Street background noise.

(e) Factory background noise.

Figure 3.3: Example narrow-band spectograms of the first five seconds of the background noise tracks. Most recorded sentences occurred within this temporal span.
methods to overcome the masking and interpret the voice; this process is termed
the ‘release from masking’ (Middlebrooks et al. (2017)). One such theorized method
- the use of humans’ built-in binaural hearing - uses both ears to tease apart the
different sound sources in the signal by geo-spacially locating each source. This
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exploits the very small temporal difference that occurs when different sound sources
reach each ear. With binaural hearing, it is easy to see that energetic and informational masking are not strictly limited to separate ‘lower’ and ‘higher’ processes,
respectively (Durlach (2006)). Binaural hearing is an example of a ‘higher’ process
‘releasing’ energetic masking, as it necessarily requires signals from both ears (ie.
the combination of the signals from both auditory nerves; Hirsh (1948)). It makes
use of the spatial directionality of the noise(s) from the listener to separate the
different sources (Bregman and McAdams (1994)).
There are many other methods theorized to be a part of the auditory system’s
ability to release energetic masking. One involves making note of acoustic transitions: “when [a] sound...changes its properties gradually, [it] is likely to be heard
as a single changing sound. However, when [it] changes...abruptly, [it] tends to be
treated as a newly arriving sound, this tendency increasing with the abruptness of
the change.” (Bregman and McAdams (1994), 5). In addition, the use of fundamental frequency (F0) has been shown to be an effective tool, presumably to interpret
the location of harmonics, and parse apart different sources (eg. two separate, simultaneous vowels with different F0s, (Bird and Darwin (1997))).
Mattys et al. (2012) also briefly discussed the concept of ‘training’ in the sense
that one can learn to accommodate a particular adverse condition (eg. background
noise, signal distortion, etc.) with practice in that area. This, in theory, allows
a listener to identify which methods of masking release are most effective, and to
practice the use of these methods within the specific adverse condition. Learning
is less effective in cases which the degradation is variable or unpredictable between
trials, such as with variable or unpredictable background noise.
3.2.2 Performance of Human Recognition of Speech in Noise
Eventually, with enough background noise and masking, the methods listed above
for releasing the masking fail and recognition begins to break down. Under the
most simple conditions to measure - steady-state noise - Ding and Simon (2013)
reported that when listening to speech in noise, human self-reported intelligibility
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ratings did not drop significantly until the SNR reached approximately -3 dB, where
intelligibility dropped to about 55%; it did not reach 0% self-reported intelligibility
until the signal had -9 dB SNR.
This subjective measure was backed by a study performed by Gilbert et al.
(2013), who used the PRESTO corpus (Garofolo et al. (1993)) to test sentence
intelligibility among 121 native English speakers. Gilbert et al. (2013) found that
- similar to Ding and Simon (2013) - the median score (at the 50th percentile) of
speech with a -3 dB SNR had about 55% accuracy. At +3 dB SNR, the median
score increased to approximately 88% accuracy.
Ding and Simon (2013) mentioned that there was great inter-speaker variation
among the self-reported, subjective perception of intelligibility of an utterance; this
was similarly supported by Gilbert et al. (2013). The latter showed that, averaging
over all SNR conditions (-5, -3, 0, +3 dB), the variability between speaker’s accuracy
scores had a range of almost 36% for a given item. A retest performed with a
subgroup of the original participants on the same dataset yielded a similar ( 34%)
range of variability in accuracy.
Francis (2010) discussed how listening to speech in background noise places extra demands on working memory, as does listening to degraded speech (Francis and
Nusbaum (2009)). The diversion of working memory to acoustic processing can
be particularly detrimental to performance when a listener simultaneously works
on other computations, eg. syntactic and semantic parsing (eg. phrase or sentence recognition Caplan and Waters (1999)). Tamati et al. (2013) tested a group
of ‘high-performing’ listeners of speech in noise against a separate group of ‘lowperforming’ listeners (all had ‘normal’ hearing) using several different working- and
short-term memory tasks. Not surprisingly, the group of listeners who are able to
better hear speech in noise also perform statistically better on the working memory
tasks. Working- and short-term memory are by no means the only indicators of
perceptual performance.
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3.2.3 Summary
Speech in noisy environments presents a challenge for recognition. Competing acoustic energy from different sources blends together into a single signal that reaches the
ear. The energy from these sources occurs at the same temporal and frequency locations, and can ‘compete’ for space along the auditory pathway. Energetic masking
largely refers to the direct masking of the acoustic energy of the desired voice. Informational masking largely occurs when there are multiple, intelligible voices that
compete for attention.
The auditory system employs many methods to release the desired voice from
masking. These include binaural hearing, the use of acoustic transitions, the use
of pitch information, and many other methods. Practice recognizing speech in a
specific adverse condition allows a listener to improve their recognition accuracy
when listening to speech in that adverse condition in the future. Despite these tools
of the auditory system, it is often the case that the background noise is too loud
for them to work effectively. Studies by Ding and Simon (2013) and Gilbert et al.
(2013) indicated the range of SNRs in which human speech perception begins to
falter substantially.
They also described very high variability in the performance of participants when
listening to speech in noise; other research (eg. Tamati et al. (2013)) has suggested
that the variability between the working-memory capacity of listeners may in part
contribute to the variability in their ability to recognize speech in noise.
The task presented in Section 3.3 below aimed to compare listeners ability to understand speech in noise, recorded from the mouth, with their ability to understand
speech recorded at the ear. The author hypothesized that, despite missing information from the mid- to high-frequency portion of the spectrum, the ear-recorded
speech would be sufficiently devoid of noise to provide a significant improvement in
recognition over the noisy mouth-recorded speech. After the primary experiment,
two follow-up investigations were conducted, taking advantage of the auditory system’s ability to use pitch (F0) information and to benefit from prior exposure to a
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particular adverse condition. These studies were designed as pilot studies for future
research, and neither contain data from enough participants to run statistics. Due
to this, only potential conclusions could be made, and further study will be needed
to fully explore these techniques.
3.3 Experiment 2: Speech Intelligibility in Noise
The results from the Ding and Simon (2013) and Gilbert et al. (2013) studies indicated that the 50% intelligibility threshold (ie. participants correctly identified 50%
of the speech) in their studies occurred near -3 dB SNR. The average SNR for the
80 dB noise condition in the Chapter 2 data collection experiment was +12 dB SNR
for the noisy mouth-recorded speech. This was 15 dB SNR above the 50% threshold
identified by Ding and Simon (2013) and Gilbert et al. (2013). At this level of SNR,
it was unlikely that listeners would encounter much masking from the noise in the
signal that couldn’t be overcome.
After testing two pilot participants on the speech collected only with an 80 dB
background noise level, it was clear that the speech in the noisy background (described in Chapter 2) did not have a sufficient SNR to pose a challenge to listeners.
This conclusion was made because the average performance on the noisy speech for
these two pilot participants was at a very low 10% word error rate (WER)3 . The
average non-noisy mouth-recorded speech was only slightly more accurate at 7%
word error rate (WER). The cause, alluded to previously, was likely that the SNR
ratio was not low enough, explained in more detail in Section 2.5. Due to this,
additional stimuli were created from two additional speakers with lower SNRs (cf.
Section 3.3.1).
After the additional stimuli were gathered, a human speech perception experiment was run on the data in order to better understand and compare the ability of
S+D+I
, where S is the number of substitutions, D is the number of deletions, I
N
is the number of insertions, and N is the total number of words in the sentence. The lower the
3

W ER =

error rate, the higher the accuracy.
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the human auditory system to accurately comprehend the speech with a noisy background and the speech distorted by passage through the speaker’s head, modified
with pre-emphasis and low-pass filtering. As a control, participants also listened to
the normal, clean speech recorded at the mouth.
3.3.1 Stimulus Generation
To remedy the problem of the noisy speech being too intelligible and having a high
SNR, two additional participants (one male, one female) were recorded following the
procedure in the initial data collection experiment presented in Chapter 2, Section
2.3. The list of stimuli was increased to 80 sentences (eight Harvard Sentence lists4 )
to provide more reaction data from this present experiment.
To decrease the SNR, during recording the directional microphone was
pointed away from the mouth of the participants, and directed toward the loudspeaker (see Fig. 3.4). This differs from
the options for remedying the problem
of high SNR listed in Chapter 2 Section
2.5. Of these options, (a) - having the
speaker intentionally lower their spoken
volume - and (b) - increasing the back- Figure 3.4: This is the same setup as
ground noise - were deemed unreliable described in Chapter 2, except that the
and impractical. Option (c) - using an mouth microphone is facing the loudomnidirectional microphone - was not speaker, rather than the mouth.
considered for this small data collection
task due to the lack of availability of omni-directional microphones that fit the size
and specification requirements. In an effort to keep the signals recorded in both lo4

This included the previous three lists, 14, 28, and 57, as well as lists 21, 29, 37, 53, and 68.

These additional lists were pseudo-randomly chosen, as were the original three lists, to contain
words that would be readily recognizable by the participant population.
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cations comparable, the same microphones with the exact same frequency responses
were needed. Swapping out only the microphone recording speech at the mouth
would introduce a confound if the microphone recording from the ear were not also
changed.
Regardless, pointing the directional microphone towards the loudspeaker still
resulted in some of the limitations outlined in Section 2.5 in Chapter 2. It shared
the same issue as the omnidirectional microphone, namely that pointing the mouthmicrophone toward the loudspeaker, rather than increasing the noise, ignored the
fact that the noise level inside the ear canal would likely increase with an increase
in ambient noise. Given the alternatives outlined in Section 2.5, this was seen as the
best available option. Figures 3.5a and 3.5b show the new noisy mouth-recorded and
ear-recorded speech, respectively. These are presented along with Figures 3.5c and
3.5d, the speech collected in the previous experiment in Chapter 2, for comparison.
Note that unlike the previous data collection experiment (cf. Chapter 2, Section
2.3), there was only one one noise level - 80 dB. Data for the 60 and 70 dB noise level
conditions were not collected for these two speakers. All previously used background
noise types (bus, café, pedestrian area, street, factory) were used for this data
collection task.
The SNR was calculated for the male speaker using the code specified in Chapter
2 Section 2.4. This yielded an average value of slightly below +1 dB SNR for the
noisy speech recorded with 80 dB background noise. This was substantially lower
than the 80 dB condition in the data collection experiment with an average SNR of
+12 dB. At that time, the female speaker’s SNR was not calculated. This was later
(cf. Sections 3.5, 3.9.1) deemed to be an obvious mistake, as the female speaker’s
SNR was much higher than the male speaker’s, with an SNR of approximately +8
dB SNR. It was likely that the female speaker spoke louder than the male speaker
during the experiment, which resulted in the difference.
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(a) New recording at the mouth with
the microphone pointed toward the loudspeaker noise source.

(b) New recording at the ear; all recording conditions for the ear were the same
as in the first group of recordings.

(c) Recording from the first set of experiments (in Chapter 2), with the microphone pointed toward the speaker’s
mouth.

(d) Recording at the ear from the first set
of experiments (in Chapter 2); all recording conditions for the ear were the same
as in the second group of recordings.

Figure 3.5: The sentence “A cramp is no small danger on a swim”. New recordings in Figs. 3.5a and 3.5b, spoken by the male speaker, recorded at the mouth
and simultaneously at the ear, both with 80 dB ‘bus’ background noise. Previous
recordings in Figs. 3.5c and 3.5d, spoken by a female speaker, recorded at the mouth
with 80 dB ‘bus’ background noise and simultaneously at the ear, respectively.
3.3.2 Design
The experiment had three factors - gender of speaker5 x microphone location x noise
type - resulting in a 2x2x6 experiment. There were two genders (female, male), two
mic locations (recording at the ear canal, recording at the mouth), and six noise
5

This was included to test if there is an effect of gender of the speaker on listeners’ perception

in noise or on transmission of speech through the head and into the ear canal, due to the difference
in male and female vocal tract and aural anatomy.
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types (bus, café, pedestrian, street, factory, and no noise (clean)). Since the ability
to understand speech in noise is quite variable between individuals (cf. Ding and
Simon (2013); Gilbert et al. (2013)), the experiment was based on a within-subjects
design. This meant that each of the 2x2x6 (ie. 24) conditions needed to be heard by
each participant. The sessions that were re-recorded utilized 80 distinct sentences,
which allowed for three sentences to appear in each of the 24 conditions, totaling
72 sentences used as stimuli in the perception experiment. The eight remaining
sentences were used as a ‘training’ set intended to get the participants accustomed
to the task itself, rather than to acclimate them to the type of speech that they
would hear.
Since a given participant could not hear the same sentence twice without introducing a training confound, and since each sentence was recorded in each of the
24 conditions6 , this necessitated the use of 24 counter-balanced groups to ensure
that each one of the 1728 sentences was heard by at least one participant listener.
For example, items (sentences) 1, 2, and 3 occurred in Condition #1 (eg. female
speaker, mic at the mouth, with bus background noise) in counter-balanced group
#1 for Participant #1. Participant #2 saw counter-balanced group #2, which
placed items (sentences) 1, 2, and 3 in Condition #2 (eg. female speaker, mic
at the mouth, with café background noise). For each counter-balanced group, the
item (sentence) groupings always appeared together in a given condition. However,
once the sentences were assigned to a particular condition, the order of presentation
to each participants was randomized; each participant received a different random
stimulus order. Due to the randomized order, it was more difficult for participants
to predict the noise type from one sentence to the next, which was intended to slow
down the rate at which participants became familiarized with the noise types.
3.3.3 Participants
Twenty-four native speakers of English with self-reported normal hearing participated in the experiment. These participants did not include anyone with familiarity
6

72 distinct sentences * 24 conditions = 1728 total sentence recordings
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with the stimuli. Each participant was placed into a separate counter-balanced
group, as specified above in Section 3.3.2. This left each counter-balanced group
with one participant.
3.3.4 Equipment
The experiment was conducted in a soundbooth with a pair of over-the-ear headphones. The experiment interface utilized in-house developed software. The software played the stimulus for the listeners and provided a textbox for them to type
their answers. It placed a time limit on their response, and locked in their answer
after 18 seconds if the participant had not already advanced to the next stimulus.
Each participant was required to advance to the next stimulus themselves, the program would not automatically advance the stimulus. The software recorded the
participants’ answer to each stimulus in a log file. A computer placed outside the
soundbooth, whose monitor could be seen from inside the soundbooth, was used to
run the software and displayed the textbox for entering responses.
3.3.5 Procedure
The participant was seated in the sound booth in front of a keyboard and computer
monitor7 with a pair of headphones, and was given a set of instructions. They
were told that they would hear each utterance only once, and that each utterance
contained only real English words; they were told it was possible for a sentence to not
be a ‘complete’ sentence so as to not bias them towards ‘filling in’ words syntactically
or semantically. The researcher forewarned them that many of the sentences they
would hear would be noisy and difficult to understand. They were instructed to
type all words they heard, even if what was heard did not make syntactic sense, or
if the words were not adjacent (eg. if only the first and last words of the sentence
were heard). They were given 18 seconds to type their response, beginning at the
onset of the utterance audio, before their answer was locked in.
7

The computer monitor was outside the soundbooth, and did not produce noise interfering with

the task.
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The participant was told that the first set of eight utterances they heard were
part of a ‘training’ set intended to familiarize them with the task. The same eight
sentences were heard by every participant. None of the utterances from the training
set were used in the analysis. Once they they finished the initial set, participants
were asked if they had any questions. Afterwards, they began the primary task in
the soundbooth. They would hear one of the sentences, and type their answer in
a text box. When finished with their answer, they would either click to advance
to the next sentence, or, if they ran into the time limit, they were prevented from
modifying their answer. The software prompted them to click another button to
advance, and did not advance automatically.
After the experiment, the researcher double checked the participant answers for
correct spelling. Only obvious errors were modified (eg. ‘teh’ to ‘the’, ‘crakers’ to
‘crackers’, ‘mantle’ to ‘mantel’), while ambiguous errors were left as-is (eg. ‘blo’
was not changed to ‘block’, ‘finde’ was not changed to ‘fine’). Numbers were also
lexicalized (eg. ‘30’ to ‘thirty’). Punctuation was removed for ease of analysis and
calculation of word error rate.
3.4 Results
The word error rate (WER) for each response (after obvious typographical errors
were fixed) from every participant was calculated. The code for the WER calculation
can be found in Appendix B.
A 3-way, within-subjects ANOVA was performed with the collected data - 72
transcriptions from each of the 24 participants. Factors included the gender (of the
speaker of the pre-recorded stimulus; male, female), the recording (mic) location (at
the mouth, at the ear), and background noise type (no noise, bus, café, pedestrian
area, street, factory) - a 2x2x6 design. WER was the dependent variable. An
ANOVA was chosen to test for statistical significance over an LME due to the large
number of conditions in the study; the reported results from the ANOVA were
much more concise, whereas the LME would have required a substantial amount of
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re-leveling comparison tests.
By-subjects (S) and by-items (I) ANOVAs were performed (cf. Table 3.1).
Mauchley’s Test for Sphericity8 was conducted, both for the by-subjects and byitems ANOVAs. Significant sphericity violations were found for the main effect
of noise type, and the interaction of speaker gender and noise type. These were
corrected for using a Greenhouse-Geisser test, but they resulted in no change to
statistical significance. The values below incorporate the corrections.
The main effects of all three factors were significant (cf. Table 3.1). Two, twoway interactions were significant: speaker gender x mic location, and noise-type
x mic location. The two way interaction between speaker gender and noise type
was not significant, nor was the three-way interaction between speaker gender, mic
location, and noise type.
ANOVA
S
I
S
I
S
I
S
I
S
I
S
I
S
I

Effect
speaker gender
speaker gender
noise type
noise type
mic location
mic location
speaker gender:noise type
speaker gender:noise type
speaker gender:mic location
speaker gender:mic location
noise type:mic location
noise type:mic location
speaker gender:noise type:mic location
speaker gender:noise type:mic location

DFn DFd
F
p *
1
23
6.69 0.02 *
1
71
4.01 0.05 *
5 115 84.83 0.00 *
5 355 103.50 0.00 *
1
23 155.07 0.00 *
1
71 354.53 0.00 *
5 115
0.55 0.74
5 355
0.52 0.76
1
23 18.53 0.00 *
1
71 21.36 0.00 *
5 115 55.53 0.00 *
5 355 71.03 0.00 *
5 115
1.61 0.16
5 355
1.86 0.10

Table 3.1: ANOVA for by-subjects (S) and by-items (I) analysis of the three-factor,
within-subjects experiment. Columns: ‘ANOVA’ indicates by-subject (S) or by-item
(I) analysis, ‘Effect’ lists the factor(s) tested, ‘DFn’ and ‘DFd’ refer to the degrees
of freedom numerator and denominator, ‘F’ is the F-score, ‘p’ is the p-value, and ‘*’
marks a significant p-value.
8

Sphericity assumes that the variance of the differences between all pairs of conditions is the

same; sphericity is violated when this is not the case.
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The factor of speaker gender was split, and two two-way ANOVA were calculated
for each level of speaker gender (female, male) with factors of noise type and microphone location. Both by-subjects and by-items ANOVA, for both female and male
speakers, found the noise type x microphone location interaction significant and
both main effects of noise type and microphone location significant, with p < 0.005
in all conditions. The simple effects of microphone location were calculated, for each
combination of speaker gender and noise type, and all were found to be significant,
with p < 0.005 in all conditions. The simple effects of noise type were calculated.
For all female gender conditions (mic at the ear and at the mouth), and for the
male gender condition with the microphone at the mouth, all effects are significant
with p < 0.005. However, for the male gender condition with the microphone at
the ear, there was no significant effect of noise, including the ‘no noise’ condition
(Fsubj (5, 115) = 2.01, p > 0.05; Fitem (5, 355) = 2.25, p < 0.05).
Since there is a statistical difference in the main effect of noise, and since the ‘no
noise’ condition is expected to contain different WERs from the other noise conditions, another ANOVA was calculated with the ‘no noise’ level of noise type removed.
This was to test for a statistical difference only in noise conditions containing actual noise (and any resulting interaction). This modified ANOVA is a 2x2x5 design,
with the noise type factor only having 5 levels (with the ‘no noise’ condition removed
from the noise type factor). As before, the values below include Greenhouse-Geisser
corrections of Sphericity violations for noise type, but this resulted in no change to
any significant values.
There are significant main effects of noise type and mic location (cf. Table 3.2).
The main effect of speaker gender is only significant in the by-subjects ANOVA,
but is not significant in the by-items ANOVAs. There are two significant two-way
interactions of speaker gender x mic location and noise type x mic location, but no
significant interaction of speaker gender x noise type, and no significant three-way
interaction.
As before, the factor of gender was split, and two two-way ANOVAs were run for
the factors of noise type and microphone location, at each level of speaker gender
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ANOVA
S
I
S
I
S
I
S
I
S
I
S
I
S
I

Effect
speaker gender
speaker gender
noise type
noise type
mic location
mic location
speaker gender:noise type
speaker gender:noise type
speaker gender:mic location
speaker gender:mic location
noise type:mic location
noise type:mic location
speaker gender:noise type:mic location
speaker gender:noise type:mic location

DFn DFd
F
p *
1
23
5.26 0.03 *
1
71
3.46 0.07
4
92
5.95 0.00 *
4 284
6.92 0.00 *
1
23 215.08 0.00 *
1
71 515.73 0.00 *
4
92
0.60 0.66
4 284
0.55 0.70
1
23 16.68 0.00 *
1
71 20.62 0.00 *
4
92
6.00 0.00 *
5 355 71.03 0.00 *
4
92
1.14 0.34
4 284
1.35 0.25

Table 3.2: ANOVA for by-subjects (S) and by-items (I) analysis of the three-factor,
within-subjects experiment; the level of ‘no noise’ has been removed from the noise
type factor. Columns: ‘ANOVA’ indicates by-subject (S) or by-item (I) analysis,
‘Effect’ lists the factor(s) tested, ‘DFn’ and ‘DFd’ refer to the degrees of freedom
numerator and denominator, ‘F’ is the F-score, ‘p’ is the p-value, and ‘*’ marks a
significant p-value.
(female, male). The ANOVA with the male data had significant main effects of
noise and microphone location, with p < 0.005 in all conditions, but there was no
significant interaction of noise type and microphone location (Fsubj (4, 92) = 1.54, p >
0.1; Fitem (4, 284) = 2.11, p > 0.05). The ANOVA for the female data contained
a significant main effect of microphone location (Fsubj (1, 23) = 107.31, p < 0.001;
Fitem (1, 71) = 130.26, p < 0.001) and a significant interaction of microphone location
x noise type (Fsubj (4, 92) = 5.2, p < 0.005; Fitem (4, 284) = 3.51, p < 0.001), but no
main effect of noise type (Fsubj (4, 92) = 2.63, p > 0.05; Fitem (4, 284) = 2.66, p <
0.05).
The simple effects for microphone location were calculated, and as before, all were
significant with p < 0.005. The simple effects of noise were calculated, and there
were significant effects of noise type for both levels of gender with the microphone at
the mouth, p < 0.005. However, there were no significant effects of noise (again, this
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test excludes the ‘no noise’ condition) for either gender when the microphone was
placed in the ear (female: (Fsubj < 1; Fitem < 1); male: (Fsubj (4, 92) = 1.06, p > 0.1;
Fitem (4, 284) = 1.10, p > 0.1)).
3.5 Discussion
The primary hypotheses from Chapter 2 included (a) that the signal recorded from
the ear, pre-emphasized, filtered, and pre-emphasized again, would be intelligible by
human listeners, and (b) that it would be more intelligible than speech with a noisy
background, ie. that environmental noise would have very little effect on the signal.
The results in Section 3.4 above show a statistical difference between the WERs of
the sentence transcriptions of the speech recorded in every single effect of microphone
location in every condition, ie. recognition of speech recorded form the ear canal is
statistically different than the recognition of speech recorded at the mouth in the
tested conditions. This can be seen more clearly in the graphs containing all levels
of data, Figures 3.6 and 3.7. The noisy (non-clean) speech recorded at the ear has a
significantly lower transcription WER than the noisy speech recorded at the mouth,
splitting over all noise conditions. This finding seems to validate hypothesis (b),
that noise does not have as much of an effect on the ear-recorded signal as it does
on the mouth-recorded signal.
There is a significant simple effect of microphone location at the level of ‘no
noise’, as well. The effect goes in the opposite direction, as the clean ear-recorded
speech has a higher WER than the clean mouth-recorded speech. This appears to
give a partial validation of hypothesis (a); while the ear-recorded speech is intelligible
by human listeners, is is not as intelligible as mouth-recorded speech with little or
no noise.
Out of all condition combinations in Figures 3.6 and 3.7, the WER front-runner is
quite clearly the speech recorded at the mouth with no background noise. There was
never any doubt that this would be the case, as speech with a relatively high SNR is
the sort of speech whereby most communication occurs (eg. not with consistent 80
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dB background noise, nor with significantly low-pass filtered speech). The median
WER is, unsurprisingly, 0%, though there is some variance from perfect perception;
some errors do occasionally occur. The ear-recorded speech in a clean environment
manages to also achieve a respectable transcription WER median of approximately
15% for both the male- and female-spoken stimuli, with a lower quartile boundary
at 0% WER and an upper quartile boundary of approximately 35% WER.
Despite being more similar than their mouth-recorded counterparts, there is still
an observable difference between the ear-recorded speech with no noise, and earrecorded speech in noisy conditions. Most noise conditions recorded from the ear
achieve a lower quartile boundary near 0%, but the upper quartile boundary for
most nears 60% WER. The median WER for noise conditions generally falls at or
slightly below 30%. Even though there is a higher WER than the ear-recorded
no-noise condition, the ear-recorded speech in noise appears to be quite consistent
across noise categories. This is very different from the mouth-recorded speech in
noise, which vary considerably between noise conditions. Again, this trends toward
supporting hypothesis (b), that noise presence and noise type will have a statistically
greater effect on mouth-recorded speech than ear-recorded speech.
These observations are backed by the statistical results. There was also a statistical interaction of noise type x microphone location, and this remained even when the
‘clean’ condition was removed from the dataset, except the interaction disappeared
when only the male-spoken data was tested after being split by gender. In looking
at the simple effect of noise for the mouth-recorded level of microphone location,
there was a statistical difference for both genders, both when the ‘clean’ condition
was left in the analysis as well as when it was removed. This is clear in Figures 3.6
and 3.7; different types of noise with different qualities affect recognition in different ways. This can be contrasted with the simple effects of noise for both genders
at the ear (excluding the ‘clean’ condition); there was no statistical difference in
recognition (WER) across the levels of noise when the the speech was recorded from
the ear. This indicated that while a noise presence hampers transcription ability
and increases WER in ear-recorded conditions, the varying qualities of the different
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Figure 3.6: Comparison of ear-recorded and mouth-recorded speech at every level of
noise type, for the female-spoken stimuli. White bars signify ear-recorded speech,
and grey bars signify mouth-recorded speech.
background noises were dampened to the point of having a significantly lesser effect
than that which occurs in the mouth-recorded speech.
For the male-spoken data, this trend continued when the ‘clean’ condition was
included in the analysis. There was no simple effect of noise, ie. no statistical
difference between any of the noise levels, including ‘clean’ speech, when the speech
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Figure 3.7: Comparison of ear-recorded and mouth-recorded speech at every level
of noise type, for the male-spoken stimuli. White bars signify ear-recorded speech,
and grey bars signify mouth-recorded speech.
was recorded at the ear. This differed from the recognition of the female-spoken
speech, which found a statistical difference of noise type when the ‘clean’ condition
was included versus when it was not. This indicated that some level of noise must be
present in the ear-recorded signal in order for a statistical difference to be elicited. It
is worth noting that the female speaker’s hair introduced a potential compromise to

93
the seal of the earmuffs used in the experiment (cf. Appendix A) possibly allowing
greater amounts of noise into the ear-recorded signal, which may be able to explain
the gender difference. Emphasizing what was written above, there was still no
difference of noise type when the ‘clean’ condition was removed from the analysis.
This broadly indicated that the presence of noise has an effect (at least for the
female speaker), but that the different types of noise did not have any effect.
Regarding the simple effects of noise at the mouth, as previously mentioned,
there were statistical effects found for both genders, regardless of whether ‘clean’
speech was included in the analysis. This demonstrated that the different noise
types have different effects on human speech recognition. The exact reasons why
performance differed for different levels of noise was not a primary concern of this
study. The different levels were primarily included to test the above effect, ie.
whether performance differs with noise type when speech is recorded at the mouth
(it did), and whether it differs for different noise types when recorded at the ear
(it did not). Visually, in Figures 3.6 and 3.7, the bus noise condition appeared to
be the most difficult background noise from which to parse speech, and the factory
background noise appears to be the easiest. Further analysis of these particular
differences was not pursued.
A statistical interaction of speaker gender x mic location was found in both
ANOVAs, with the ‘clean’ noise condition and without. Looking at the boxplots
in Figures 3.6 and 3.7, it can be visualized that gender affects the recognition of
speech at each of the recording locations differently (in the ear, in front of the
mouth). Based on this plot, it would appear that the female ear-recorded speech
offers less intelligibility benefit over the speech recorded at the mouth, while the
male voice offers more benefit. It was previously mentioned that one possibility for
the drop in performance of the female, ear-recorded speech was that there was a
potential earmuff seal compromise due to the participant’s hair.
It is also very possible that ear-recorded speech by females does not result in
as high of recognition performance as that of male-speech. One simple hypothesis
is that there are fewer harmonics in female-speech than in male-speech below the

94
low-pass filter cutoff, resulting in less speech information. Along the same line,
this particular cut-off was low enough to potentially eliminate part of the third
formant for some sounds in female speech. It might also be due to differences in the
anatomy of the head; however, it was unlikely due to ear canal size, as the size of
the outer ear canal recorded for both speakers was relatively similar (male speaker:
1.4 mL; female speaker: 1.6 mL)9 . These have potential implications for hypothesis
(a), whether speech recorded at the ear is intelligible, and this difference should be
investigated further.
There is also a difference between both genders for speech recorded at the mouth.
However, recall that - in the instance of these two particular speakers - gender is
confounded with SNR. The average female speaker’s SNR for noisy, mouth-recorded
speech was higher than the male speaker’s SNR for noisy, mouth-recorded speech.
The only noise level used for the stimuli in this task was 80 dB; this was constant
for both participants, and so it was likely that the female participant spoke louder
than the male participant. The male speaker averaged less than +1 dB SNR and
the female speaker averaged over +8 dB SNR, using the SNR calculation script
mentioned previously in Section 2.4 and found in Appendix B.
This difference in SNR likely partially contributed to the observed statistical interaction. If the SNR is high (as it was for the noisy, mouth-recorded female speech),
the human auditory system can utilize the methods it has to ‘release the masking’
in an effective manner. The likelihood that the observed statistical difference was
caused by the two speakers’ differing SNRs makes sense, as the major difference
in listener performance between the two speaker genders occurs within the noisy,
mouth-recorded speech (cf. Figs. 3.6 and 3.7). This increase in SNR would have had
a greater effect for mouth-recorded speech, but not as much for ear-recorded speech.
A higher SNR should have led to greater intelligibility for ear-recorded speech as
well, but the opposite is seen. Unfortunately, as gender is confounded with SNR,
this can only be speculated.
Since the ability to recognize ear-recorded speech, even in noise, is quite consis9

Cf. Appendix A
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tent across different noise types, the conditions are right for the auditory system to
be ‘trained’ on the distorted ear-recorded speech, as discussed in Section 3.2 and by
Mattys et al. (2012), among others. Training, in theory, would increase the learners’
recognition of the ear-recorded speech with additional exposure, further increasing
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Figure 3.8: A linear regression line fit to a plot of WER (y-axis) and stimulus in
chronological order (x-axis). The x-axis is the order of the responses; ie. ‘1’ on the
x-axis is the first response given by the participants. This is not broken down by
gender or noise-type.
To visualize whether the performance of participants generally improves over
time, scatterplots in Figures 3.8a and 3.8b graph participants’ chronological
performance with mouth-recorded and ear-recorded speech over the course of
the experiment.

Linear regression models were fit onto the mouth-recorded

data (slope=−0.0048728, R2 =0.0175763, p < 0.001), and the ear-recorded data
(slope=−0.0016076, R2 =0.003146, p > 0.05).
It is important to note the linear scales both for both axes, particularly the y-axis,
as an explanation for why the slope values themselves are so small (ie. the y-axis
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range is from 0.0 to 1.2 ). The primary take away from both graphs and both fitted
regression models in Figures 3.8a and 3.8b is that participants’ recognition ability
seems to improve statistically over the course of the experiment for mouth-recorded
(noisy) speech, but not ear-recorded speech. It could be possible that there are
statistical gains by the noisy speech simply due to greater room for improvement,
but it could also be due to the presence of high frequency speech information in
the signal which leads to better recognition. The mouth-recorded speech beneath
the noise is ‘normal’, containing full-bandwidth information that the participant
would be accustomed to listening for. If participants are able to use any training
received to release the noise mask, this improvement over time is the expected effect.
However, as already seen, the overall performance on noisy, mouth-recorded speech
still falls well below that of ear-recorded speech, even at the chronological end of
the experiment (cf. Figs. 3.8a and 3.8b).
One potential reason that there may not have been a statistical ‘training’ effect
for ear-recorded speech over the course of the experiment is that the participant was
not given feedback or the correct answer. It has been shown (Davis et al. (2005))
that such feedback can improve and speed up the training process when listeners are
able to correctly identify what was said. This will be discussed further in Section
3.6 below, and a follow up investigation will be conducted pertaining to this.
3.6 Follow-up Investigations
To expand on the previous study, two additional investigations were performed
to give insights into possible future research directions. The impetus for the first
investigation was Bird and Darwin (1997), which demonstrated that fundamental
frequency (F0) is a tool used by the auditory system to separate a desired source from
masking noise. This pilot proposed to recombine the very clear, lower frequencies
from the ear-recorded speech with the ‘noisy’ upper frequencies recorded at the
mouth.
The hypothesis was that the auditory system would use the clear fundamen-
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tal frequency harmonic information in the lower frequencies to extract the upper
harmonics out of the noise. Accuracy was predicted to improve over that of the
low-pass filtered, ‘muffled’, ear-recorded speech (which many participants subjectively observed to be annoying and difficult to understand), as more high frequency
information was present and available for listeners’ auditory systems. This speech
sacrificed the advantage of being completely or nearly ‘noise-free’, to sound more
natural. Additionally, since the ear-recorded speech consisted of very clean harmonics, it was hypothesized that this speech, combined with the higher frequency
mouth-recorded speech in the ‘clean’ condition, would perform equally to its mouthrecorded counterpart in the ‘clean’ condition. This is referred to throughout as the
‘F0’ investigation.
The second investigation was based on the concept of ‘training’ discussed earlier.
This presumed that the auditory system can learn to adapt to understand speech
in a degraded signal better with experience. According to Mattys et al. (2012),
significant learning has occurred with even a small number of training trials. Davis
et al. (2005) demonstrated that during training, successful recognition of a degraded
signal, more than unsuccessful recognition of a degraded signal, helped participants
recognize a similar signal later on. Based on the implications of these findings, a
short story was read aloud and recorded from inside the ear canal; this served as
training for participants in a follow-up investigation. Since the type of distortion
from the ear-recorded signal was regular and predictable, it was hypothesized that
those who have listened to the training story would perform better on ear-recorded
speech than those who had not received training (ie. those in the primary study).
This is referred to throughout as the ‘training’ investigation.
These two investigations were designed as pilot studies for future research, and
did not contain the number of subjects required to place each participant into one of
the 24 counter-balanced groups. Therefore no statistical analysis was conducted for
either investigation. Because there were no individual statistical results, and because
the two studies were mostly of interest when compared with the results from the
primary study, the methods sections (Sections 3.7 and 3.8) for both studies are
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consecutive, and any discussion of results is withheld until Section 3.9.
3.7 ‘F0’ Investigation Methods
3.7.1 Stimuli
The stimuli used for this investigation consisted of the same 80 Harvard Sentences
produced by the same speakers in the primary study above (Section 3.3). No modification was performed to the sentences recorded at the mouth. For the sentences
recorded at the ear, the same modifications as before (pre-emphasis, low-pass filtering from 0 to 2.5 kHz with a 500 Hz slope, and a second pre-emphasis) were
performed, but afterwards, the simultaneously recorded speech from the mouth was
filtered and combined with the ear-recorded speech. The speech from the mouth
was bandpass filtered between 3.0 kHz and 8.0 kHz, with a 500Hz slope on either
side (note, the mouth-recorded speech was already filtered at 0-8 kHz).
This allowed for an overlap of the frequencies from the mouth-recorded speech
and the low-pass filtered ear-recorded speech. The two signals were converted to
a stereo signal, and then combined into a mono signal. This resulted in relatively
clean speech below approximately 2.7 kHz, and noisy speech above approximately
2.7 kHz, as seen in Figure 3.9.
3.7.2 Participants
There were five native speakers of English with self-reported normal hearing who
participated in this investigation.
3.7.3 Procedure
The procedure of this task was exactly the same as the initial perception experiment
(Section 3.3.5), with the exception of the stimulus modification, described in Section
3.7.1 above.
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Figure 3.9: A spectrogram of the sentence “A cramp is no small danger on a swim”.
The low-pass filtered ear-recorded signal (0 - 2.5 kHz with a 500 Hz slope) was
combined with the simultaneous [noisy] mouth signal, which was bandpass filtered
at a higher frequency (3 - 8 kHz with a 500 Hz slope). The arrow indicates the
location of overlap, above which the mouth-recorded signal is dominant, and below
which the ear-recorded signal is dominant.
3.8 ‘Training’ Investigation Methods
3.8.1 Stimuli
The exact same stimuli from the primary experiment were used in this study. No
modification was made to the speech signals, as was done for the ‘F0’ investigation
explained in Section 3.7 above.
3.8.2 Participants
There were four native speakers of English with self-reported normal hearing who
participated in this follow up investigation.
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3.8.3 Design
This investigation aimed to test if ‘training’ the participants on ear-recorded speech
prior to the experiment would result in an improvement in recognition during the
experiment. The training material consisted of a short story - ‘Peter Rabbit’, by
Beatrix Potter. To obtain a recording of the story, a new speaker was recorded from
the ear canal (using the same experimental set-up as described in Sections 2.3.5 and
3.3.5). No microphone was needed to record the speech from the mouth, and there
was no background noise emitted during the recording.
The recorded story, as was presented to the participants, had a total length of
approximately 5 minutes and 13 seconds. The recorded story underwent the same
transformations as the ear-recorded stimuli in the primary study (ie. pre-emphasis,
low-pass filtering10 , and pre-emphasis again). The participants would be presented
with a typed transcript of the story with which to follow along. This provided realtime recognition feedback and offered ample chance for ‘successful’ recognition of
the degraded ear-recorded signal (cf. Davis et al. (2005)).
3.8.4 Procedure
The participants entered the sound booth and were presented with a transcript
of the short story and were asked to listen to the audio (ear-recorded narration)
and read along. After the ‘training’ session, the participants performed the same
recognition task as in the other studies (cf. Sections 3.3.5 and 3.7).
3.9 Discussion of All Investigations
Looking into the differences between the primary study and the two follow-up studies, Figures 3.10 and 3.11 split the results by gender into female-speaker and malespeaker data, respectively. Given that no change was actually made to the audio of
the mouth-recorded speech between these different experiments, there is expected
10

A low-pass filter of 0-2.5 kHz with a 500Hz slope.
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to be no substantial observable difference between the three studies, in each mouthrecorded condition, which is largely what is seen. There is, of course, variation
among the WERs on mouth-recorded signals, but this is not expected to be significant if tested statistically. It is possible that the study involving the training task,
exposing listeners to degraded speech, would help ‘train’ their auditory system to
be more perceptive overall, but this is not expected to result in significant benefit.
The performance on ear-recorded speech in the ‘F0’ study (green boxes;
light=ear-recorded, dark=mouth-recorded) could have potentially improved or worsened, as upper frequencies were reintroduced, but additional noise was also introduced. However, the performance on ear-recorded speech from the ‘training’ study
(blue boxes; light=ear-recorded, dark=mouth-recorded) was not be expected to be
higher than that of the primary study (gray boxes; light=ear-recorded, dark=mouthrecorded), because the stimuli in both studies are exactly the same.
There were variances in the recognition of ear-recorded speech in the different
conditions, and an increased variance between the individual levels of noise type.
This could in part be due to the addition of noise into the ‘F0’ signals along with the
higher frequency, but it would not be expected to affect the data from the ‘training’
study as there was not a significant effect in the primary study (again, the stimuli
in these two studies was exactly the same). Variances aside, the ‘Training’ study
seemed to obtain essentially the same results as the primary study. A full-fledged
study with more participants is certainly needed to be able to make any inferences
about the benefits of this particular training procedure, but the results shown here
did not indicate much improvement. There are a number of potential factors that
may have, or could in the future affect the ability of listeners to fully benefit from
the training offered.
While unlikely a major component, a single, different (male) voice was used for
the training story in this follow-up study. It was possible that the use of only one
voice did not provide listeners with an adequate variety of vocal variations to make
proper inferences about the distortion. It is also important to consider the use of
at least one male and at least one female voice during training, to avoid a potential
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Figure 3.10: Boxplot displaying the average word error rate (WER) averaged over
each participant for the interaction of every noise type by the mic location, for all
three studies; this is data for only recognition on utterances by the female speaker.
WER is the variable on the y-axis, and noise type by mic location is on the xaxis. (‘P’=gray=‘Primary’ study); (‘F0’=green=‘F0’ study); (‘T’=blue=‘Training’
study); (‘E’=lighter color=‘Ear-recorded’); (‘M’=darker color=‘Mouth-recorded’);
(‘H’ = Ear-recorded Hybrid speech with reintroduction of high frequencies from
mouth-recorded speech).
gender effect.
Additionally, this task assumed full attention, yet it is uncertain how much
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Figure 3.11: Boxplot displaying the average word error rate (WER) averaged over
each participant for the interaction of every noise type by the mic location, for all
three studies; this is data for only recognition on utterances by the male speaker.
WER is the variable on the y-axis, and noise type by mic location is on the xaxis. (‘P’=gray=‘Primary’ study); (‘F0’=green=‘F0’ study); (‘T’=blue=‘Training’
study); (‘E’=lighter color=‘Ear-recorded’); (‘M’=darker color=‘Mouth-recorded’);
(‘H’ = Ear-recorded Hybrid speech with reintroduction of high frequencies from
mouth-recorded speech).
actual attention participants were devoting to listening to the training story. Rather
than a ‘read-along’ training task, an interactive task may capture more attention

104
than passive listening and reading. The interactive task could be structured as a
forced decision task, providing multiple choice answers to an ear-recorded sentence
they hear. Alternatively, it could be structured (as in the experiment itself) to
force listeners to ‘fill-in-the-blank’ with what they thought was spoken, then provide
listeners with the feedback in the form of the answer.
Regardless of the training task employed, the listener should be given the ability
to replay the same sound multiple times, which was not done in the present training
task. The length of time in a ‘read-along’ training task, or the number of training
sentences in an interactive training task, would also likely have an effect on sentence
recognition during the experiment. This should be determined carefully in any
follow-up research.
The ‘F0’ experiment, also displayed in Figures 3.10 and 3.11, appears to have only
marginally more promise than the primary study or the training study. It would be
expected that the ‘clean’ ear-recorded condition would perform much better under
this transformation, since clean upper frequency information is being added back
into the signal (ie. there is no additional noise being added, only information that
was previously lost). This is largely observed, and for the data for the male-speaker
in this condition, recognition nearly matched that of the clean, mouth-recorded
signal in the primary study. It is important to note that this modification, in noiseless conditions, appears to rival mouth-recorded speech, and in noisy conditions,
it appears to outperform the noisy, mouth-recorded speech. Further investigation
should determine if this method allows for equal or better performance than mouthrecorded speech in all categories.
In the conditions in which there is noise, it was uncertain whether reincorporating noisy upper frequencies would offer benefit over the normal processing
of of ear-recorded speech - and if so, to what degree. There did not seem to be a
decrease in recognition accuracy of ear-recorded speech in this study, but the only
substantial benefit occurred with the female-speaker data, for café and street background noises. While for every other noise type (except the male speaker’s café
background), the median WER is lower for the ‘F0’ study data than for that of the
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primary study, the difference between the two does not seem visually substantial.
There is often important speech information above the approximately 2.7 kHz
low-pass cutoff imposed on the stand-alone ear-recorded speech. This would be
expected, as a standard bandpassed signal for a telephone reaches up to 3.5 kHz
(compared with approx. 2.7 kHz), and there are still those who have difficulty with
its intelligibility11 . The noisy upper frequencies which were added back into the
ear-recorded signal contain this important information, but it is also accompanied
by unpredictable noise. There is some promise that this benefited recognition, but
the improvement seen here is marginal.
Further investigation, of course, is still needed, as these preliminary WERs from
the F0 study are from only five listeners. Additionally, this method is still (albeit
to a lesser degree) at the mercy of the ambient noise, and one would expect that as
the SNR decreases (ie. as the noise level increases), this method will become less
effective, and the auditory system poorer at extracting the high frequency speech
information from the noise. The range of SNRs at which this method becomes
ineffective - as well statistically demonstrating its effectiveness in general - will need
to be determined with future research.
3.9.1 Future Research
There are several limitations that were noted during the experiment. The first is
the very low number of participants (only one) per counter-balanced group. Despite
this, the statistics were able to demonstrate a significant effect. In similar future
research, more participants should be used to adequately fill each counter-balanced
group. The author hypothesizes that the results of any such experiment will remain
significant.
One participant indicated another limitation during discussion after the experiment had completed. While it likely has only a minor effect, it has interesting ties
to the literature. This participant (including several others), stated that they found
11

Furthermore, with telephone bandwidth speech, the fundamental frequency of speech is cut

off (as the lower range for the bandwidth is 0.3 kHz).
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the task particularly difficult due to the computer monitor in front of them. The
participant reported that it was difficult to focus on recognition of the stimulus due
to the competing visual stimulus of the computer monitor.
This is in line with what was found in Francis and Nusbaum (2009) and Francis
(2010) concerning working memory and perception. In this instance, staring at the
computer monitor and the resulting visual stimulation proved to be a distraction and
overloaded the working memory of the participant, which was already overloaded by
trying to interpret the noisy and degraded speech. It was remarkable that several
participants commented that the computer monitor proved to be a distraction. This
diversion of working memory may have had a detrimental effect on recognition (cf.
Caplan and Waters (1999)), though it is unlikely that this aspect of the experiment
can be avoided.
An additional limitation, realized partway through the experiment, was that not
all of the sound files had a normalized amplitude. This is an experimenter error; all
stimuli underwent an amplitude normalization process, and correct normalization
was not adequately verified. There were some utterance files in which the amplitude
of the sound was much lower than the norm, and some in which this amplitude was
much greater than the norm. This occurred seemingly randomly throughout all
conditions, and likely resulted in more variance towards higher WERs and poorer
performance on these sentences with ‘abnormal’ amplitudes. Furthermore, the difference in SNR between the two speakers introduced a confound within the ‘speaker
gender’ factor. Ensuring a relatively equal SNR between all speakers’ stimuli in the
future will avoid this issue.
Also, the method of recording these stimuli to achieve a higher SNR ratio12 may
have artificially increased some of the differences seen between the noisy speech
recorded at the mouth and the same speech recorded at the ear. Since there still
appears to be some noise that reaches the microphone at the ear13 , this may have had
12

Recall, the microphone in front of the mouth was pointed towards the loudspeaker for the

stimuli in this study.
13
There is a statistical difference between the noisy conditions at the ear and the non-noise

107
a detrimental effect on listener’s performance on these sentences. Future research
could avoid this by increasing the ambient noise using a capable loudspeaker with
appropriate hearing protection for both participant and researcher, and in a location
where the surrounding environment can be insulated from this level of noise (cf.
Section 2.5 for more details).
3.10 Summary
In summary, speech recorded at the ear, via the process described in Chapter 2
does appear to be intelligible to human listeners, despite being severely low-pass
filtered. More so, it is more intelligible than simultaneously recorded speech at the
mouth in noise, although mouth-recorded speech without background noise remains
the easiest to understand. Speaker gender significantly interacted with microphone
location, but this is likely due to differences in the SNR for each speaker, rather
than their gender.
The additional follow-up study using training to help listeners become more
accustomed to the ear-recorded speech did not demonstrate much improvement
over non-trainined participants. The study which recombined the high frequency
information from the mouth-recorded speech with the low-pass filtered ear-recorded
speech indicates, at best, marginal improvement over low-pass filtered ear-recorded
signals by themselves.
It is important to emphasize that the results from both the follow-up studies
were not statistically tested, simply because they did not contain enough participants to run statistics. Future research should expand on these preliminary results,
conducting more thorough and statistical experimentation. There are certainly more
modifications of ear-recorded speech to explore that exploit the auditory system’s
innate ability to to understand distorted speech signals, and provide better recognition over noisy speech recorded at the mouth.

condition at the ear for the female speaker. It is possible this difference resulted from a leak in the
seal of the earmuff for this speaker (cf. Section 3.5).
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CHAPTER 4
Automatic Speech Recognition of Ear-Recorded Speech

4.1 Introduction
The automatic recognition of human speech by a computer has been a subject of
interest spanning decades. Humans first and foremost communicate their ideas via
speech and human language, and training computers to take verbal instructions
would make interaction more straightforward for a majority of the population, particularly the elderly and disabled. This task has been the subject of much study for
over half a century, and is only recently gaining significant success. It is important
to briefly discuss the architecture of an ASR system, and highlight some successes
and the challenges that still remain.
The present study proposes a new technique to be used in the advancement of
noise-robust automatic speech recognition (ASR). The experiment in Chapter 2 collected ear-recorded speech data, which aimed to overcome the difficulty of accurately
perceiving speech in a noisy environment, for recognition both by computer (ASR)
or by human speech perception. This data will be used in an experiment utilizing
the standard open-source ASR system Kaldi (Povey et al. (2011)) with a standard,
freely-available acoustic model developed from the LibriSpeech corpus (Panayotov
et al. (2015)).
4.2 Background
While there are more than 50 years of research involving ASR, and nearly as many
working with speech in noisy environments, it is impossible to mention all or even
most techniques within this very brief overview. Therefore, only several areas of
research in noise-robust ASR that pertain to the present study will be discussed.
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Equation 4.1 is often used to represent the combination of speech and noise,
y(t) = x(t) · h(t) + n(t)

(4.1)

where x(t) is the clean speech signal at time t, h is an impulse response to the source
(x(t)), such as room reverberation, microphone channel warp, etc. (h is convolved
with x via ‘·’, the convolution operator), n(t) is additive noise, and y(t) is the noisy
speech signal, both at time t. In addition, the phase of the component signals
contributing to the resulting signal y also has an effect. Taking phase into account
means that additive noise is not always simply additive, as energy at frequencies
with competing phases could cancel each other out to varying degrees, depending
on phase (cf. Chapter 1).
Generally in speech perception research, phase is ignored as it contains no speech
information; it does become important, however, when multiple sound sources begin to interact substantially and one attempts to tease them apart. While there is
some research that does take phase into account and demonstrates that by doing
so, more accurate noise removal can be achieved (eg. Deng et al. (2004); Leutnant
and Haeb-Umbach (2009)), the improvements are countered by the significant complexity involved with attempting to account for phase, and the problematic (many
researchers admit) assumption is frequently made in ASR that phase plays no role
and is consequently ignored (Li et al. (2014)).
ASR architecture can be categorized into two primary domains. The first is the
‘feature-space’ domain, which focuses on front-end processing of the signal y itself.
The second group utilizes the ‘model-space’ domain, or the back-end processing that
contains probability distributions and makes predictions about a signal. Noise can
be accounted for in either the feature space domain or the model space domain, or
occasionally, both.
4.2.1 Feature Space Domain
‘Feature space’ in ASR is where an acoustic signal is transformed into ‘features’ describing salient parts the acoustic signal that the ASR model will receive as input.

110
The typical features used in ASR applications are Mel-Frequency Cepstral Coefficients (MFCCs) and Perceptual Linear Prediction (PLP) coefficients. The process
to calculate these features involves a number of steps, which are described below.
In the feature domain, noise is dealt with, and the signal is enhanced, during or
directly after feature extraction and prior to sending the features to the acoustic
model for recognition. Many of these noise-reduction methods are employed after
feature extraction via MFCC or PLP calculation.
4.2.2 MFCC Calculation
First, a very brief window of the acoustic signal is taken; this is typically 25 milliseconds in length, but can range from 20-40 ms (Vergin et al. (1999); Molau et al.
(2001)); each windowed portion of the signal is called a frame. The frame is then
passed through some variety of a Fourier Transform (most often a Fast Fourier
Transform (FFT)) that converts the signal into its spectral components in the frequency domain. The power spectrum, sometimes referred to as the energy spectrum,
is calculated from the frequency spectrum by1 :
Pf = |S(f )|2

(4.2)

where S is the frequency spectrum, f is the frequency component, and P is the
power spectrum.
A series of Mel-frequency filters are then applied to the power spectrum. The
frequency spectrum is generally shown on a linear scale, with Hertz being the unit
of measurement. Hertz is the absolute measure of the number of repetitions of a
component wave per second. The Mel-frequency scale, by contrast, is logarithmically based. This means low frequency information is represented in greater detail
(ie. narrower-bandwidth filters are used on the lower frequencies), while the higher
frequencies are represented in less detail (ie. wider-bandwidth filters are used). One
purpose of a logarithmic scale is to better model the human auditory system, which
1

Equations in this section are derived from Vergin et al. (1999)
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perceives frequencies on a logarithmic basis, ie. humans perceive the lower frequency
range in more detail than the higher frequency ranges (Rosen and Howell (1991)).
The Mel-frequency filterbanks, as already described, are heavily concentrated in
the lower [linear] frequencies due to the logarithmic nature of the scale, and are
spread out in the higher frequencies (cf. Fig. 4.1). The filters themselves take
the shape of a triangle. The number of filter banks applied to the power spectrum
can vary from 20-40 (Hönig et al. (2005); Gold et al. (2011)) depending on the
methodology.

Figure 4.1: Demonstration of triangular Mel-frequency logarithmic filters. Scale is
not exact.
Afterwards, the log of each filter output is taken, and a discrete cosine transform
(DCT) is applied:
cm = β c

J−1
X

π
cos(m (j + 0.5)) log10 (Pj )
J
j=1

(4.3)

where J is the number of Mel filterbanks used, Pj is the power spectrum of filter
band j, and m = [1, 2, 3..., M ] is the number of the Mel-frequency cepstral coefficient c. βc is an amplification factor. Generally for ASR, only the first 13 cepstral
coefficients are used, ie. M = 12 (European Telecommunications Standards Institute (2002)); this also has the effect of ‘smoothing’ the cepstral representation of
the spectrum, reducing the effect of noise (Gold et al. (2011)). These 13 cepstral
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coefficients comprise the MFCC vector c. While sometimes these 13 MFCC components compose the acoustic vector alone, the frame’s ‘energy’ component is often
added to the end of this vector. With energy vector contains the 14 ‘raw’ feature
components (European Telecommunications Standards Institute (2002)).
The frame, or acoustic window, is then shifted temporally along the signal in
the time domain, generally by 10 ms, to obtain the next frame. This temporal shift
is called the ‘step’, and the duration of the shift (eg. 10 ms) is called the ‘step
size’. The acoustic vector is then calculated for this - and subsequent - frames in
the speech signal.
While the traditional acoustic vector captures speech information from a single
frame, it is also useful to explicitly model how these features change from frame to
frame. An additional set of 13 cepstral features2 can be calculated by3
PN
n(ct+n − ct+n )
dt = n=1 PN
2 n=1 n2

(4.4)

where ct is the cepstal acoustic vector at time t, n is the number of acoustic vectors
in either direction (from t) that will be included in the calculation, and dt is the
delta vector at time t.
If delta vectors encode the change in cepstral and energy values, delta-delta
vectors encode the change in delta vectors. These are computed in the same way,
though delta vectors replace the cepstral vectors in the calculation, such that
PN
n(dt+n − dt+n )
ddt = n=1 PN
(4.5)
2 n=1 n2
where ddt is the delta-delta vector at time t. N can change between delta and deltadelta calculations. Both delta and delta-delta vectors have the same length as the
cepstral vector, 13, so that when combined, they yield an acoustic feature vector
with 39 features. Delta and delta-delta computation is quite standard procedure for
modern ASR systems (Young et al. (2015)).
2

Only the 13 cepstral features will be assumed, but this can be a vector of length 14 if ‘energy’

is used.
3
Delta and Delta-Delta equations are derived from Young et al. (2015).
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4.2.3 Perceptual Linear Prediction
An alternative to MFCC feature vectors that generally results in more noise-robust
features is perceptual linear predictive cepstral coefficients (PLP; Hermansky et al.
(1985)). The first few steps in PLP calculation are the same as in MFCC calculation.
A window is used to extract a frame of audio (generally between 20-40 ms), a
FFT is computed and the power spectrum (cf. Equation 4.2) is computed from
that. PLP obtains its ‘perceptual’ moniker by implementing the following: critical
band filtering, ‘equal-loudness’ pre-emphasis, and the conversion from intensity to
loudness.
Unlike the triangular filters used in the Mel-filtering for MFCC calculation, PLP
makes use of ‘critical band’ filters (cf. Fig 4.2). These trapezoidal filters are intended
to incorporate a loose implementation of ‘critical bands’4 . Physiologically, these
‘critical bands’ are regions along the basilar membrane in the cochlea which are activated by a particular a range of frequencies (Fletcher (1940)). These critical bands
are logarithmic in that the critical bandwidth of lower-frequency regions is narrower
(ie. higher resolution of lower frequencies) and is wider in higher-frequency receptor
regions of the basilar membrane. In application, the trapezoidal filters mimic the
logarithmic bandwidth aspect of cochlear critical bands; for PLP these utilize the
Bark-frequency scale (also logarithmic, similar to the Mel-frequency scale).
After the critical band filterbank is constructed, ‘equal-loudness’ pre-emphasis
is applied. This is very similar to conventional pre-emphasis (increasing the amplitude of higher frequencies), but follows the frequency-dependent human perceptual
sensitivity of loudness; it does not emphasize the very high frequencies as much
as the mid-range frequencies. The explicit conversion from intensity to loudness
is then performed on these pre-emphasized, critical band filterbanks by effectively
compressing the signal by taking the cubic root of the values in the filterbanks.
Following these perceptually-based transforms, an inverse Discrete Fourier
Transform is performed to return the signal to the time domain (from the power do4

Critical bands in the cochlea do not behave like a computational filterbank.
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Figure 4.2: Demonstration of trapezoidal critical band logarithmic filters. Scale is
not exact.
main), and a linear predictive (LP) filter (such as the Levinson Durbin algorithm)
is applied to the time-domain signal (Gold et al. (2011)). This has the effect of
smoothing out the variance in the spectral envelope (if it were to be reconverted to
the spectral domain). During this process, autoregressive weights (coefficients) are
trained on the time-domain signal which are used in the LP filter. Using a recursive
formula these LP coefficients are converted into cepstral coefficients - the same unit
used in MFCCs. It is the LP component and the smoothing of the signal and the
spectral envelope that produces much of the specific benefit offered by PLP when
recognizing speech in noise. While the perceptual-based transformations offer recognition benefit, some have found that Mel-frequency filter banks can perform as well
or better than Bark-frequency critical band filterbanks (cf. Hönig et al. (2005)).
MFCC and PLP are the two primary methods used to extract cepstral coefficients
that are most widely used in ASR architecture. On top of these ‘feature-generation’
pipelines, many methods have been proposed to further remove ambient noise from
the features.
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4.2.4 RASTA and CMVN
RASTA (RelAtive SpecTrAl methodology) is a noise-robust technique designed
specifically to fit into the PLP feature extraction algorithm (Hermansky et al.
(1992)). After the critical band filterbank is applied in PLP processing, the logarithm of these values is obtained. In log-space, a bandpass filter transfer function
is traditionally applied, but a number of other filtering techniques could be used
during this step. Equal-loudness pre-emphasis and intensity-to-loudness conversion
are also performed in log-space, before the exponent (reverse-log) is taken, and PLP
calculation resumes as normal.
The reason for the utilization of log-space is to take advantage of its special
properties in order to remove (primarily) convolutional noise (Gold et al. (2011)).
Recall Equation 4.1, where x is the source signal, h is a convolutional noise, and y
is the resulting ‘noisy’ signal at time t. In the spectral domain, this transforms into
Y (f ) = X(f )H(f )

(4.6)

where Y , X and H are the spectral representations of y, x, and h with frequency
bin f , and the relationship between X and H is multiplicative. Therefore, the
conversion to the log domain yields
log(Y (f )) = log(X(f )) + log(H(f ))

(4.7)

where the relationship between X and H now becomes additive, and consequently
much easier to account for. The RASTA technique is most useful when signal
distortion is caused by some sort of convolution, or by some sort of steady-state
noise.
Another common procedure, similar to RASTA in that it primarily removes
signal distortion or steady-state noise, is Cepstral Mean Normalization, or Cepstral
Mean and Variance Normalization (CMN and CMVN; Atal (1974); Viikki et al.
(1998)). To calculate the cepstral mean and variance, a window of cepstral feature
vectors is required. Because of this, there will be a brief delay of N multiplied by the
frame window shift in milliseconds, where N is the number of frames to incorporate
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into the mean and variance calculations. If N = 20, which is the minimal acceptable
value given by Viikki et al. (1998) and the step size is a standard 10 ms, then the
delay in calculating each cepstral value would be 200 ms.
The mean is calculated by5
N
1 X
ct (i)
mt (i) =
N t=1

(4.8)

where ct is the cepstral vector at time t, i is the ith cepstral coefficient feature in the
vector, and mt is the rolling mean at time t. The N frames that follow ct are used
to calculate the mean cepstral vector mt . The variance is calculated as
v
u
N
u1 X
t
[c2 (i)] − [mt (i)]2
σt (i) =
N t=1 t

(4.9)

where σt (i) is the cepstral variance used for the cepstral coefficient i at time t − N .
The new cepstral value is
ĉt−N (i) =

ct−N (i) − mt (i)
σt (i)

(4.10)

where the mean is subtracted by the cepstral value, and then normalized by the
variance. Note the value ct−N , because the means and variances computed at time
t are used to recalculate the cepstral values at time t − N .
The frame delay N prevents real time recognition, as N can become rather large,
even to encompass the whole utterance (Li et al. (2014)). Nevertheless, CMVN is a
simple calculation which can result in significant improvement of convoluted signals,
or signals with steady state noise, such as an environment with a noisy car (Viikki
et al. (1998)).
4.2.5 Spectral Subtraction and Wiener Filtering
Spectral subtraction (Boll (1979)) is an intuitive method of removing noise by taking
a frame, converting the signal into the spectral domain, and subtracting an estimated
5

Equations adapted from Viikki et al. (1998)
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noisy signal. Simply, ignoring convolution, if linearly (cf. equation 4.1)
y(t) ≈ x(t) + n(t)

(4.11)

Y (f ) ≈ X(f ) + N (f ),

(4.12)

X̂(f ) ≈ Y (f ) − N̂ (f ).

(4.13)

and spectrally

then

On a practical level, the power spectra (equation 4.2) are used in calculations. N (f )
is estimated by computing the mean power spectrum µ(f ) of noise during non-speech
portions of the signal. This results in
|X̂(f )|2 ≈ |Y (f )|2 − µ(f )

(4.14)

where the power spectrum of X(f ) is estimated from the noisy power spectrum
Y (f ) minus the mean of the power spectra µ(f ) calculated during the portion of the
signal preceding speech. X(f ) can either be converted back into the time domain,
or the power spectra could be used for calculation of MFCC or PLP coefficients.
The process is repeated along the length of the signal.
This method still has several problems (Li et al. (2014)). First and foremost,
the location of speech in the signal in a noisy environment is difficult to detect.
The accurate estimation of the mean of the noise power spectra µ(f ) depends on
the ability to accurately detect the onset of speech and to stop the calculation of
the average. Spectral subtraction also requires relatively stationary, slow-variation
noise; the use of the mean noise spectra µ(f ) critically assumes that the noise during
the speech signal x has an approximate power spectra of µ(f ). Furthermore, this
is only an average of the noise, and not exactly the noise itself. This subtraction of
µ(f ) can inadvertently producing extraneous acoustic artifacts in the ‘clean’ signal
which were not there to begin with (Berouti et al. (1979)).
Wiener filtering (Lim and Oppenheim (1979)) is another method used to remove noise from a signal, and is, theoretically, a specific kind of spectral subtraction
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(Agarwal and Cheng (1999)), though there are some differences. The Wiener filter is calculated in the frequency domain, but unlike Spectral subtraction, can be
applied in either the frequency or time domain. There are many modifications to
the Wiener filter, one in particular, the two-stage Mel-warped Wiener filter used
in the Advanced Front End algorithm (cf. Section 4.2.6). However, just as with
spectral subtraction, Wiener filtering requires an estimate of the noise |N (f )|2 in
the the signal. Furthermore, it does not do well in very low SNR environments, as
it generally results in suppression and dampening of the entire signal, and not just
the noise (Li et al. (2014)).
4.2.6 The Advanced Front End Standard
The Advanced Front End (AFE) is a standard noise-reduction algorithm established
in 2002 by the European Telecommunications Standards Institute (ETSI; European
Telecommunications Standards Institute (2002)). It is comprised of three different
algorithms: two-stage Mel-warped Wiener filtering (Agarwal and Cheng (1999)),
SNR-dependent Waveform Processing (Macho and Cheng (2001)), and blind equalization (Mauuary (1998)). It yields more than 50% improvement over standard
MFCC features alone, and has become a frequent baseline for comparison in noisy
ASR research.
Two-stage Mel-warped Wiener filtering is an adapted form of the Wiener filter
that ‘Mel-warps’ the filter, and utilizes two applications of the filter onto the noisy
signal y (European Telecommunications Standards Institute (2002)). The process
first involves calculating an estimate of the SNR6
SN R(f ) =

E|S(f )|2
E|N (f )|2

(4.15)

where E indicates an estimate of the speech power spectrum |S(f )|2 or the noise
power spectrum |N (f )|2 . Since no actual filtering is done at this point, the speech
power spectrum is first estimated with a variation of spectral subtraction (|Y (f )|2 −
6

Equations in this section are adapted from European Telecommunications Standards Institute

(2002)
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E|N (f )|2 , roughly). The Wiener filter H is then calculated by
p
SN R(f )
p
.
H(f ) =
1 + SN R(f )

(4.16)

A new [more accurate] estimation of the speech power spectrum is obtained by
multiplying the filter H(f ) by the noisy signal |Y (f )|2 . This new estimate E2 |S(f )|2
is then used in equation 4.15 to obtain a new SNR, to be used in equation 4.16
which produces a modified Wiener Filter H2 (f ). Most of the heavy work of the
AFE ensemble is performed by this Mel-warped Wiener filtering (Li et al. (2014)).
This modified Wiener filter is then Mel-warped, which modifies the frequency
spectrum of the filter H2 (f ), so Wiener Filter coefficients are now applied to frequencies on a Mel-scale, now notated Hmel (m). A Mel-Inverse Discrete Fourier
Transform is then performed to transform the Mel-frequency domain filter into the
time domain,
M
X

hmel (m1 ) =

Hmel (m2 ) · IDCTmel (m2 , m1 )

(4.17)

m2 =1

where M is equal to the number of Mel-frequency coefficients m in Hmel (m), and
IDCTmel is a special Inverse Discrete Cosine Transform function, provided in more
detail in European Telecommunications Standards Institute (2002). The time domain Wiener Filter hmel (m) is weighted with a Hanning Window at each Melfrequency bin m, and is then applied to the noisy signal
(M −1)/2

x̂(t) =

X

hmel (m + (M − 1)/2) · y(t − m)

(4.18)

m=−(M −1)/2

where y(t) is the noisy signal sample - and x̂(t) the estimated speech sample - at
time t. This is iterated throughout all the samples t out of T = 80 samples in a
given 10 ms frame for a 8.0 kHz sampled acoustic signal. This is repeated for all
frames in a signal, recalculating the Wiener Filter H(f ) from the noisy signal power
spectrum estimate E|N (f )|2 and the new speech power spectrum estimate E|S(f )|
for each frame. This filtering is performed in the time domain prior to any feature
extraction.
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The SNR-dependent Waveform Processing is a methodology used to dampen
the low-SNR portions of the signal and enhance the high-SNR portions of the signal
(Macho and Cheng (2001)), performed after Two-stage Mel-warped Wiener filtering.
First, an energy contour based off of the Teager energy contour (Teager (1980)) is
calculated for all samples n in a N = 200-sample frame,
Econt (n) = |x̂(n)2 − x̂(n − 1) · x̂(n + 1)|

(4.19)

where x̂ is the output of the Two-stage Mel-warped Wiener Filter. This contour is
then smoothed.
The maxima peaks of the smoothed energy contour Econt are identified by first
locating the global maximum in the frame, and then the maxima on either side of
the identified global maximum, resulting in Nmax total maxima, where posmax (nmax )
is the sample index in the maxima. a weighting vector w(n) of length Nweight = 200
(a weight for each individual sample) is created. For each sample n in w(n), if n
falls between


1.2, if h[posmax (nmax ) − 4], [0.8 · posmax (nmax + 1) − posmax (nmax )]i
w(n) =

0.8, otherwise,
where the range indicated above is 4 samples before a maxima and extending 80% of
the distance to the next maxima. This is to say, that regions surrounding a maxima
are enhanced by a weight value of 1.2, otherwise dampened by a weight value of 0.8.
This manages to enhance the portions of the signal with high SNR, and dampens
those with a low SNR. Voiced speech consists of repetitive glottal pulses, which
can be seen in Figure 4.3a as dark vertical striations or Figure 4.3b as the periodic
peaks in the waveform. Each glottal pulse would be able to be emphasized, while
the non-speech information in-between the glottal pulses (along the axis of time)
will be dampened.
In the feature extraction pipeline, at this point, the signal has been modified only
in the temporal domain. Traditional AFE would now compute the MFCC acoustic
feature vectors, largely as described above in Section 4.2.2. Once the raw feature
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vector for a frame is obtained (not including delta and delta-delta features), Blind
Equalization is performed directly on the 13 cepstral coefficients.

(a) A wide-band spectrogram of a portion of /A/. Dark vertical
striations (louder amplitude) indicate a periodic glottal pulse.

(b) A waveform of a portion of /A/. Periodic peaks are the temporal
location of the glottal pulse.

Figure 4.3: Spectrogram and waveform demonstrating periodic glottal pulses.
Blind Equalization is the compensation for any convolutive channel distortion
imposed on the signal due to recording (Mauuary (1998)). This process is rather
straightforward, in that it requires the vector of cepstral coefficients c(m), the energy component cenergy from the feature vector of the frame, a bias term β which
is initialized to 0.0, and a reference vector of cepstral coefficients cref (m) which
contains coefficients for a flat spectrum (European Telecommunications Standards
Institute (2002)). The equalized cepstral vector ceq is computed
ceq (m) = c(m) − β

(4.20)
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, where β = 0.0 when m = 1. A weighting factor is calculated
w = min(1, max(0, ln(cenergy ) −

211
))
64

(4.21)

which is used in the computation of a step size.
wstep = 0.0087890625 · w

(4.22)

Between each subsequent cepstral coefficient equalization, the bias term needs to be
re-estimated as
β += wstep · ceq (m) − cref (m)

(4.23)

which is then used in the next cepstral equalization calculation for ceq (m + 1) in
equation 4.20.
As this is the last step in AFE processing, the equalized raw acoustic feature
vector can then be used to compute deltas and delta-deltas, and passed on to the
back-end portion of an ASR system - the model domain - described in Section 4.2.7
below. There are hundreds of other proposed noise-reduction techniques which are
too numerous to describe here; the methods above have been selected to highlight
some of the most well-established front-end mechanisms for feature extraction and
noise reduction.
4.2.7 Model Space Domain
When the speech signal has been converted from an acoustic vector of audio samples
into a set of acoustic feature vectors, these vectors are sent to the back-end model
domain. These vectors can either be used for training an acoustic model, or if an
existing acoustic model is to be used, they can be used in the decoding, or recognition,
of the speech the vectors represent. There are hundreds of different methods used
to train acoustic models, but for the present, very brief overview, only the core
principles of acoustic model training will be discussed in a simplified manner.
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4.2.8 Training an Acoustic Model
Acoustic feature vectors are sent from the front-end feature extraction system to the
back-end acoustic modelling mechanism. The ultimate goal of ASR is to correctly
identify the words in a speech utterance. Similarly, the aim of ASR is to find the
most likely utterance transcription given a speech signal. Simplified further, the
purpose is to identify the most likely speech sound, or phoneme, for each provided
feature vector passed from the front-end. This can be notated as
p(ph|c)

(4.24)

where c is the cepstral feature vector (with or without deltas and delta-deltas), and
ph is an abstract phoneme. A mathematically easier question to ask is
p(c|Mph )

(4.25)

or, what is the probability of the feature vector c belonging to the distribution of
feature vectors defined by a phoneme model Mph . That is, if the phoneme model
Mph were to contain a function that defined which features and feature combinations
were representative of the phone ph - and the degree to which the features were representative - it could output the probability that c is a feature vector representative
of phoneme ph.
The traditional and still widely used function that comprises the phoneme model
Mph is a Gaussian function (Gales and Young (2007)). A Gaussian put simply, is a
normal distribution (cf. Fig. 4.4) that contains a mean µ and a variance σ 2 ; Mph
can be represented by the Gaussian function
Nph (µ, σ 2 ).

(4.26)

The mean, intuitively, specifies the most likely value, or center, of the distribution.
The variance dictates the width of the distribution; a small variance creates a narrow
distribution (cf. Fig. 4.4a) with fewer overall values (along the x-axis) and is ‘taller’,
whereas a larger variance yields a wide distribution with more values and is ‘shorter’
(cf. Fig. 4.4b). Width indicates how many distinct values fall into the distribution,
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and height indicates how probably a given value is. Therefore the center value, the
mean, is always the most probable. It is also necessary that the integration of all
probabilities of all possible feature values of a feature c(m) in this distribution is 1.
Z ∞
p(c(m))df = 1
(4.27)
f =0

It is these characteristics that make a ‘normal’ distribution.

(a) Example of a Gaussian (normal) distribution with a small variance.

(b) Example of a Gaussian (normal) distribution with a large variance.

Figure 4.4: Two Gaussian (normal) distributions with differing variance.
For example, take the feature vector c0 (m) in first row of the matrix of features
in Figure 4.5. Each row in this simplified example is a feature vector of the phoneme
/u/. Each column holds the values for a particular feature. The first feature of the
first vector c0 (0) is 12.179. A Gaussian Model N/u/ (µ, σ 2 ) trained on this feature
alone would result in a mean µ = 12.179 and variance σ 2 ≈ 0, where
p(c0 (0)|N/u/ (µ, σ 2 )) ≈ 1

(4.28)

As the model is trained on c1 (0) and c2 (0) and subsequent features, variance begins
to develop, and the mean µ and variance σ 2 are updated accordingly.
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c0 (m)
c1 (m)
c2 (m)
..
.

cn (0)
12.179
12.010
11.976
..
.

cn (1)
−2.007
−2.279
−1.766
..
.

cn (3)
0.059
0.060
−0.002
..
.

···
···
···
···
..
.

Figure 4.5: Cepstral feature vectors c0 through cN .
Thus far only a univariate, or
one-dimensional, Gaussian has been
displayed.

The Gaussian models

Nph (µ, σ 2 ) used to model acoustic feature vectors representative of different
phonemes are multivariate, or multidimensional. This can be visualized in
Figure 4.6, which contains two dimensions (x-axis and y-axis); each axis has
its own mean and variance, and the
distribution of the multivariate (twodimensional) Gaussian is represented by
Figure 4.6: Example a distribution along the circles around the datapoints. This
two dimensions, x and y. The ellipse rep- could also be extended visually into a
resents the boundaries of the distribution third dimension, but visualization bein both x and y dimensions. Distribution yond this breaks down. It is very difis only approximate.

ficult to visualize the 39-dimensional
Gaussian model Nph (µ, σ 2 ) where each

dimension (x-axis, y-axis, z-axis, etc.) corresponds to a particular acoustic feature
(eg. cepstral coefficient). The multivariate Gaussian used to represent the acoustic
feature vectors for a phoneme ph essentially can be thought of as a combination of 39
univariate Gaussians into one. This is [partially] why, for example, a model trained
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on raw MFCC acoustic vectors (of length 13) cannot recognize feature vectors also
including delta and delta-delta features (length 39) - there is a dimensionality mismatch.
Only single, isolated feature vectors for model training have been used up to
this point. But speech is temporal and context dependent, and it is important
to be able to model those characteristics. For example, a /u/ vowel in the context
preceding a /n/ has different qualities than if it were to precede a /t/, due to context
dependency. In ASR, it is normal to take into account the phonemes on either side of
the phoneme in question, resulting in a three-phoneme sequence, eg. /t/+/u/+/n/.
These triphone sequences use Hidden Markov Models (HMMs) to accomplish this
sequence modelling (Jurafsky and Martin (2009)).
HMMs consist of states and of transitions between the states. Each state qi has
an emission probability, bi , which is the probability of ‘landing’ in state qi . Each
transition has a ‘transition’ probability, aij , which is the probability of transitioning
from state qi to qj . For ASR, the emission probability of a state is a multivariate
Gaussian. So the state for phoneme /u/ would use the previously trained multivariate Gaussian N/u/ (µ, σ 2 ) described earlier, in order to compute its emission
probability. Most ASR systems use triphone acoustic models; the HMMs in these
systems use three states to model triphones. An example three-state triphone HMM
for the sequence /t/+/u/+/n/ can be seen in Figure 4.7.

q/t/

q/u/

q/n/

Figure 4.7: An example HMM with three states, each state representing a different
phoneme. The arrows between the states represent transitions from one state to
another. The arrows pointing to the same state are called ‘self-loops’.
The state q/t/ has a multivariate Gaussian N/t/ (µ, σ 2 ) trained to emit its emission
probability, as does q/u/ have N/u/ (µ, σ 2 ) and q/n/ have N/n/ (µ, σ 2 ). In Figure 4.7,
there are transition probabilities from one state to another (eg. the probability of
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transitioning from state q/t/ to q/u/ ), but also transitions from one state to itself
(eg. the probability of transitioning from state q/t/ to q/t/ ). Recall from Section
4.2.2 that a normal duration of a frame of audio used for feature extraction is 25
ms; ie. each feature vector corresponds to 25 ms of audio. Most phonemes have
a duration longer than 25 ms, and so there is a need to transition back to itself
if the subsequent feature vector indicates that the phoneme has not changed. The
probability for any state qi to transition to itself is
p(qi |qi ) = aii · bi

(4.29)

and the probability to transition to any other state qj is
p(qj |qi ) ≈ aij · bj

(4.30)

where aii and aij are the transition probabilities, and bi and bj are the emission
probabilities. Note that both transition and emission probabilities are required
for each ‘jump’, including ‘jumping’ to the same state. These probabilities are
estimated and set using the acoustic feature vectors from the speech provided for
training (Gales and Young (2007)).
For a total of N phonemes in a language, developing a triphone for every combination of three phones will yield N 3 triphones. Since this results in a very large
number of hypothetical triphones, and some phoneme combinations never actually
occur, many can be dropped. The combination of some states is sometimes used
to reduce the total number, which is unwieldy. State combination would then occur if certain pre-specified parameters are met. This is called ‘state tying’. These
parameters can vary, and different ASR implementations tie states under different
conditions. The basic logic is that, similar states with similar Gaussian models
can be combined (eg. the two /n/s in ‘/t/+/u/+/n/’ and ‘/l/+/u/+/n/’). The
multivariate Gaussian models from any states that are combined together are also
combined; this yields what is called a Gaussian Mixture Model (GMM) (Gales and
Young (2007)). This process of state tying is not addressed in further depth in this
paper.
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This describes a traditional HMM-GMM acoustic model, that uses the GMM to
calculate the emission probability bi for any state qi . The GMMs in the acoustic
model are trained directly from the feature vectors output by either MFCC or PLP
front-end feature extraction techniques. It is important that the features from the
speech used for training are representative of the speech that the model will be
tested on. The distribution of the GMM along each of N feature dimensions may
not accurately match speech that has been altered. It is apparent how additive
noise can distort the feature values and worsen recognition, eg. where the features
of a feature vector c/u/ have been distorted such that they no longer fit into the
distribution of GMM N/u/ (µ, σ 2 ) with high probability.
A recent modification replaces the GMM model with a Deep Neural Network
(DNN) to generate the emission probabilities. This method has enjoyed much success (Zhang et al. (2017)); the HMM-DNN architecture in Kaldi requires that an
HMM-GMM first be trained, which is adapted to replace the GMMs with DNNs.
This is the model type used in this paper. Other modern neural network-based
ASR systems exist besides an HMM-DNN, but these are not utilized and are not
discussed.
4.2.9 Language Models
Language Models (LMs) are not a major component of the analysis in this study
and are, therefore, only addressed superficially. They have a very wide variety of
uses in ASR, and can be utilized in many different ways. A common and intuitive
example of the usage of a LM is described.
A LM is typically trained on a very large corpus of sentences, learning the probabilities of various word sequences that occur in the corpus. Sequences that appear
more often than others will have a higher probability. A LM, in a sense, necessarily
makes the assumption that the corpus is fully and accurately representative of the
language in which it is written, ie. all possible word combinations in the language
also occur in the corpus. Moreover, it assumes that these word combinations occur
in the corpus in the same proportions that they occur in the language as a whole.
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There are methods that have been developed to deal with this, which will not be
discussed, but these assumptions demonstrate that the extent and breadth of the
corpus on which the LM is trained plays an important role in successful and accurate
recognition.
Similar to an acoustic model, LMs encode these sequence probabilities using Hidden Markov Models (HMMs); in this case, a sequence of phonemes and a sequence
of words. Generally, trigram HMMs are used. The acoustic model outputs a series
of likely phonemes for the sequence of acoustic feature vectors it received. These
phoneme sequences are then classified into sets of probable words by the LM. After
the probable words have been generated, the LM then calculates the probabilities
of possible sequences of words, given the possible words identified in the first step.
For example, the language model generated two possible sequences of words from
the sequence of phonemes output by the acoustic model: ‘the big cat’ and ‘the pig
cat’. The trigram ‘the big cat’ has a greater likelihood of occurrence in the corpus
on which the LM was trained, and therefore it is chosen as the best candidate to
represent the speech signal that originally entered the ASR system. This is a generalization of the LM decision process, as a number of other factors also come into
play.
There have also been a rise in language models using alternative (non-HMM)
frameworks, such as Recurrent Neural Network Language Models (RNN-LMs),
which have shown some improvement over traditional HMM LMs. However, the
present report utilizes HMM-based LMs, and so RNN-LMs are not discussed.
4.2.10 Interim Summary
The structure of an ASR system is twofold: front-end feature space domain and
back-end model space domain. There are several techniques used to extract features;
MFCC and PLP are the most common. Noise reduction methods can be applied to
the signal at various times during this process, either in the time domain (eg. Wiener
Filtering, cf. Section 4.2.5), after a number of levels of processing (eg. RASTA in
the power domain, cf. Section 4.2.4), or after the generation cepstral coefficients
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themselves (eg. Blind Equalization, cf. Section 4.2.6), right before being passed to
the acoustic model. Those discussed in this section are some of the most established
methods of noise reduction, and are incorporated into many ASR systems. However,
this is by no means a comprehensive overview.
The acoustic model then uses the feature vectors to train Gaussian Mixture
Models (GMMs) or Deep Neural Networks (DNNs) to model different phonemes.
Hidden Markov Models (HMMs) are used to emulate the temporal and sequential
aspects of speech. During decoding (recognition), the acoustic model can find the
probability of a feature vector given any of the GMMs or DNNs and identify the
most likely phoneme categorization for the vector. The phoneme output sequence
is sent to the Language Model (LM), which strings phonemes into words and words
into sentences using its trained weights. There are some methods of noise-reduction
proposed which can be applied in the model space domain, but these are not discussed.
Most of the noise-reduction techniques that are used in ASR to account for noise
are still forced to make estimations about noise type, the location of speech in the
signal, or the SNR of the signal. As would be expected, as SNR decreases, and as
noise becomes more variable (non-stationary), these methods begin to falter. There
are hundreds more noise-reduction techniques that have been proposed, but these
are beyond the scope of this project.
The focus of the present study is to test the ability of an ASR system to accurately recognize the ear-recorded speech collected in Chapter 2. The study in
Chapter 2 proposed a method of collecting speech in noisy environments, recording
speech at the mouth (which is traditionally done) or from the inside of the ear canal
(the proposed technique). The latter is hypothesized to be largely immune to noise
type and the stationarity (or lack thereof) of noise. Therefore, it does not require
any noise estimation or inference, unlike many of the noise-removal applications described above. This noise removal process happens passively, without computation,
and prior to MFCC feature extraction from the raw speech audio signal. One tradeoff is that the speech in the recorded signal is heavily low-pass filtered; the highest
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speech frequencies observed in the signal are generally found near 2.7 kHz. There
are a number of methods proposed to deal with this limitation, discussed further in
Section 4.2.11 below.
4.2.11 Compensation for Low-Pass Filtering
The low-pass filtered speech from the data collection experiment (Chapter 2) is
considered to have a ‘limited-bandwidth’ - a term used to describe a speech signal which has undergone some degree of filtering. Contrasted with ‘full-bandwidth’
speech, limited-bandwidth speech is much more difficult for ASR systems to understand (Morales et al. (2009)). This is due primarily to missing acoustic features
which were in the missing frequencies that the ASR system is expecting to find.
The problem of limited-bandwidths can be described using a variation of Equation 4.1, shown below as
y(t) = x(t) · h(t)

(4.31)

where x is the clean signal, h is the bandwidth distortion, y is the resulting signal,
all at time t, and - for the purposes of these equations - additive noise is assumed
to be absent or already dealt with. This can be extended to the frequency domain
by converting each signal to a power spectrum, such that7
|Yjt |2 = |Xjt |2 · |Hj t|2

(4.32)

where j corresponds to the frequency bin and t corresponds to the frame. For all
frequency bins j, j can either be a member of the set of filtered frequencies F , or is
not filtered and does not belong to the set F . A simplified version of the limitedbandwidth distortion assumes a binary filter, where the frequency information is
either completely passed, or it is completely filtered. Under this assumption,


0, if j ∈ F
hj =

1, if j ∈
/F
7

Equations in this section are adapted from Morales et al. (2009)
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where hj is a simplified version of |Hj |2 .
Recall the MFCC calculation from Equation 4.3 in Section 4.2.2, which, given
the previous assumptions, can be simplified to
cx (m) =

X

j = 1J Cmj · log(|Xj |2 ).

(4.33)

where cx (m) is the cepstral coefficient at index m of the feature vector cx , representing the clean signal. J is the total number of frequency bins, and Cmj is the
Discrete Cosine Transform. Adding in the filter component yields
cy (m) ≈

X

j = 1J Cmj · log(hj · |Xj |2 )

(4.34)

with cy (m) representing the cepstral value m for the cepstral vector of the distorted
signal y. Since hj is binary and cancels any frequencies in which hj = 0, Equation
4.34 can be rewritten as
cy (m) ≈

J
X

Cmj · log(|Xj |2 )

(4.35)

j=1
j ∈F
/

and extended to
cx (m) ≈ cy (m) +

J
X

Cmj · log(|Xj |2 ).

(4.36)

j=1
j∈F

Equation 4.36 recalculates the true cepstral vector cx for the original speech
signal x. However, |Xj |2 , where j ∈ F , is still unknown. A set of mapping functions
G can be developed such that
Gkj (cy ) = |Xj |2

(4.37)

where j is the frequency bin, and k represents a cluster of similar sounds. This
makes the assumption that there are correlations between the speech frequency
information present in the signal, and those frequencies that have been filtered out,
which can be at least partially predicted or recovered by a set of mapping functions
G. A recovery of high-frequency information may improve ASR recognition of the
low-pass filtered, ear-recorded speech collected in Chapter 2.
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Existing research has theoretically (Morales et al. (2009)) and empirically
(Morales et al. (2005, 2009); He et al. (2011), among others) demonstrated that
information from filtered frequencies correlates with, and can partially be compensated with information in frequencies remaining in the signal. These compensation
mapping functions are primarily applied in the feature space domain (cf. Section
4.2.12), though there are some compensation techniques that can also be used in
the model space domain (cf. Section 4.2.13).
4.2.12 Feature Space Domain Compensation
Morales et al. (2009) gives perhaps the most comprehensive coverage of feature
space compensation for limited-bandwidth data. They present a general pipeline for
feature retrieval. First (a) the training data is optionally clustered into phonemes
or other similar sound categories. Following this, (b) the system develops classspecific mapping functions, or, if initial clustering is not performed, a global mapping
function. Finally, (c) the mapping functions G are applied to the distorted features
cy which returns an estimation of the full-bandwidth features cx .
For clustering (a), this can be performed either via a knowledge-based approach
using transcribed phoneme classes, or a ‘data’ driven approach using Gaussian distributions. For the latter, a single distribution is calculated. The mean of this
distribution is ‘perturbed’ in both directions by adding and subtracting a preset
hyper-parameter (combined with the variance). These two new means are used to
define two separate clusters, and the mean and variance of both of these clusters
is recomputed. This separation technique is repeated until a satisfactory number
of feature vector (‘phoneme’) clusters are obtained. The final result is a set of
Gaussian-defined clusters which were automatically generated based on acoustic
properties. For these reasons, namely that no labeled data is required, and clusters
are acoustically-based without linguistic biases, Morales et al. (2005) states that
Gaussian-based clustering is superior to the knowledge-based method.
Once feature vectors are clustered into their assigned class, mapping functions,
or ‘corrector’ functions, can be developed (b). In Morales et al. (2005), this takes
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the form of either a simple offset, or a polynomial function. The simple offset is
derived by
cko =

1 X k n
N cx − cny
k
N n=1

(4.38)

where cko is the offset cepstral vector for class k, computed as the average of the
difference between all full-bandwidth (cx ) and limited-bandwidth (cy ) vector pairs,
and N k is the number of cepstral vectors for class k. Alternatively, a polynomial can
be developed using the class’ Gaussian mean feature vector and covariance matrix
(Morales et al. (2005, 2009)). However, if classes are not used, a general offset or
polynomial function would be developed for all training vectors.
After compensation functions have been successfully trained, they can be applied
to novel feature vectors (c). This involves using some form of an Expectation Maximization function to classify the novel vector into one of the preset classes. Then,
the class specific transformation would be applied to the vector. This is done for all
vectors in the audio signal. If classes were not used, and a generic transform were
obtained, Morales et al. (2009) present two methods of compensation. The first is
a simple, single application of the transform to all test data. The second involves
combining the general application with the phoneme-based clustering performed in
(a).
Gaussian distributions are not developed for the phoneme clusters, and since test
data does not come phonetically labeled, it is not possible to initially separate the
test vectors into classes. To remedy this, the general compensation transform is applied, followed by an initial round of ASR phoneme recognition. This automatically
generates phoneme labels for each vector. Following this classification, the phonemespecific corrector function is applied to the appropriate vectors. Once final vectors
are calculated, regardless of classification technique or corrector function, they are
sent to an ASR recognizer for word-level recognition.
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4.2.13 Model Space Domain Compensation
For model domain compensation, this generally takes the form of either adapting
an existing acoustic model with domain-specific data, or retraining a new acoustic
model on domain-specific data. Both of these techniques are utilized throughout
many domain-specific ASR applications, including specific training for noisy data.
Retraining a new acoustic model is by far the most widely used technique (Morales
et al. (2009)).
4.2.14 Comparison of Performance
Morales et al. (2009) report an array of comparisons. They test various methods
of correcting the cepstral vectors, using various levels of bandpassed filtered signals
(eg. cut-off frequencies of 6 kHz, 4 kHz, 2 kHz, bandpass of 0.3-3.4 kHz). First,
they find empirically what was hypothesized in Morales et al. (2005), that Gaussianbased classification is superior to knowledge-based phoneme classification. This is
true regardless of frequency cut-off. Gaussian polynomial functions are marginally
better than simply using the Gaussian offset (Morales et al. (2005)), and there is no
statistical difference between different orders of polynomials, with a simple linear
function performing as well as higher order functions, and it is suspected that using
polynomial orders past 6 will lead to a decrease in performance (Morales et al.
(2009)).
For the data with 6 kHz and 4 kHz cut-off frequencies, Gaussian-based approaches are comparable to model adaption and model retraining using domain
specific data, and these are also comparable to performance on full-bandwidth data.
However, as the cut-off frequency decreases to telephone bandwidth, and a 2 kHz
cut-off frequency, the difference between model approaches and feature-based approaches increases, with a word error rate (WER) divergence of approximately 12%
between model retraining and Gaussian feature compensation on 2 kHz data. As a
comparison, see Table 4.1, which reports some of the results obtained by Morales
et al. (2009).
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It is worth noting that Morales et al. (2009) created an ‘upper-bound’ condition,
in which they manually classified each phomeme of the test data into its appropriate
phoneme category. The corrector functions were applied, and accuracy calculated.
In nearly all cut-off conditions, this method proved to be comparable to the performance of full-bandwidth data - even in the 2 kHz cut-off condition - outperforming
model retraining. This indicates that higher frequency information must be correlated to lower-frequency information, and that a problem does not primarily lie with
the calculation of corrector functions, but with the accurate classification of unlabeled feature vectors. Furthermore, it indicates that the knowledge-based phoneme
categories are optimal, or at least, result in nearly the same performance as fullbandwidth speech. Again, the matter is the classification of incoming signals after
the classes have been set and mapping functions have been trained.

No Compensation
Two-stage Phone.
Gaussian-based
Model retraining
Hand-clustered test

FullBandwidth

4 kHz
Low-pass

28.82
–
–
–
–

55.33
35.69
32.55
30.67
28.56

0.3-3.4
kHz
Bandpass
67.33
49.82
39.82
34.27
28.99

2 kHz
Low-pass
73.90
55.58
50.47
38.43
29.68

Table 4.1: A comparison of the results of selected bandwidth-compensation methods from Morales et al. (2009) using three of the cut-off frequency datasets (4 kHz,
0.3-3.4 kHz, and 2 kHz). ‘No Compensation’ means no transformation was applied.
‘Two-stage Phone.’ uses the general compensation, followed by an initial ASR clustering, followed by phone specific compensation. ‘Gaussian-based’ uses the Gaussian
clustering algorithm. ‘Model retraining’ does no feature-space compensation, but retrains an acoustic model on data of the same bandwidth. ‘Hand-clustered’ indicates
that the data was clustered by hand, and a corrector function was then applied;
this is treated as an upper bound. Results were originally presented as a measure
of ‘accuracy’, the reverse of word error rate (WER). However, for continuity with
the rest of this report, the results in this table are given in WER.
One area in which feature compensation excels over model adaption or retraining
is when the incoming speech data has variable bandwidth distortions. An example
given in Morales et al. (2009) is a broadcast in which an historical recording was
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aired, which had very limited-bandwidth, followed by the full-bandwidth speech of
the broadcaster. The success of model retraining depends critically on the use of
training data that contains the same distortion as the testing data. Returning briefly
to the first topic of noise-robust ASR, this is partly why retraining a model on noisy
speech is not guaranteed to be successful - because noise is often not predictable.
However, for the data in the present study, the low-pass distortion had been demonstrated to be predictable (cf. Chapter 2). Furthermore, these signals had been
pre-emphasized and explicitly low-passed to 2.5 kHz with a 500 Hz slope, so each
signal had the same frequency range. Since these factors were constant, and since
model retraining substantially out-performs feature compensation, particularly for
the lower-passed frequencies (Morales et al. (2009)), the former method was used in
the ASR experiment described below (Section 4.3) in place of feature compensation.
4.2.15 Summary
Standard ASR systems use a two-step decoding process: feature extraction followed
by acoustic and language model decoding. MFCC features and PLP features can
both be used, with PLP producing more noise-robust features that can offer a slight
performance benefit in noisy-background speech. CMVN is also often applied to
normalize the cepstral vectors as a measure of noise-robustness. Additional methods
of noise-robust processing exist, a few of which (eg. Spectral Subtraction, AFE; cf.
Sections 4.2.5 and 4.2.6, respectively) were discussed further. The process by which
an acoustic model is trained was described in Section 4.2.8, as well as the purpose
and use of a language model (Section 4.2.9).
Many methods of noise removal require noise estimation, which can be quite difficult in rapidly changing noisy environments. Without adequate estimation techniques, performance will suffer. Furthermore, as SNR drops, the performance of
these noise-robust and noise-removal applications also drops, and WER increases.
For the present study, data has been collected from the inside of the ear-canal
that has shown to have a substantial noise-reduction effect on the signal, without
requiring an estimation of the noise. However, in addition to filtering out noise,
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high-frequency speech information if also filtered out, resulting in a signal with a
low-frequency bandwidth.
A number of feature compensation techniques exist that aim to modify the cepstral coefficients of limited-bandwidth data such that they mimic those which have
full-bandwidth information. These are able to increase the performance to near
full-bandwidth levels in many cases, and are relatively robust to frequently changing bandwidths. However for very low-pass filtered speech, namely telephone bandwidth (0.3-3.4 kHz) and below, the performance of model retraining exceeds that of
feature compensation. Model retraining works best when the expected bandwidth
distortion is relatively regular and stationary.
The distortion of the speech recorded from the ear canal has been shown to
be regular and predictable, but furthermore, processing is performed on the signal
to create additional uniformity. The only processing performed after the signal is
recorded is pre-emphasis and low-pass filtering to 2.5 kHz with a 500 Hz slope, with
a second application of pre-emphasis. The relatively predictable distortion of the
signal, and the standardized processing, is hypothesized to optimize the advantage
of model retraining as an effective compensation for low-pass filtering. The author
hypothesizes that this method of passive noise removal via recording speech from
the ear canal, plus the minimal modification of pre-emphasis and low-pass filtering,
and the use of a model retrained on data with a similar bandwidth will demonstrate
similar or better ASR performance over noisy speech.
4.3 Experiment 3: ASR of Ear-Recorded and Noisy Mouth-Recorded Speech
While there are many proposed techniques, discussed in Section 4.2, that have been
used to modify the acoustic features of noisy speech, or to modify the acoustic model
to compensate for noise, noise-robust ASR is still imperfect and requires additional
advances to ASR technology (Zhang et al. (2017)). This particular study proposed
the new technique of using speech recorded from the inside of the ear canal. This
would be classified as a feature space modification in the temporal domain, prior
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to any processing. Rather than using significant computation to achieve the noise
reduction, this study employed purely passive mechanisms (ie. tissues in the head,
earplug, earmuffs) to reduce noise.
As described previously in Chapter 2, very simple signal enhancement techniques
(ie. pre-emphasis and low-pass filtering) were applied to the recorded signal to
produce an enhanced signal with relatively little noise and one that is similar (below
2.7 kHz) to what could be recorded at the mouth in absence of noise. The author
hypothesized that retraining a model on speech with this bandwidth would provide
more accurate WERs than speech in noise.
4.3.1 Stimuli
Recordings from twenty speakers, ten male and ten female, from the data collection
experiment in Chapter 2 comprised the test data for this experiment. This included
30 distinct sentences from each speaker, each with 5 different noise conditions (bus,
cafe, pedestrian, street, factory) with 3 different noise levels (60 dB, 70 dB, 80
dB), plus an additional ‘clean’ (no noise) condition. This resulted in 16 iterations
of each distinct sentence (30), for each microphone location (2), which resulted in
960 utterances for each of 20 speakers, totaling 19200 test utterances. There were
9600 ear-recorded utterances (6 hours, 55 minutes)8 , 9000 mouth-recorded noisy
utterances (6 hours, 30 minutes), and 600 mouth-recorded clean utterances (26
minutes).
One additional dataset was used, which had undergone the ‘F0’ transform described in Chapter 3, Section 3.7. This took the low-frequency ear-recorded signal
(0 - 2.5 kHz low-pass filter with 500 Hz slope) and combined it with the highfrequency contents of the mouth-recorded signal (3.0 - 8.0 kHz band-pass filter with
500Hz slope). This transformation was performed for each of the 9600 ear-recorded
utterances. This resulted in full-bandwidth information with the addition of the
high-frequency components from the mouth in noise.
8

Time estimates are calculated from an average utterance duration of approximately 2.6 seconds
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4.3.2 Design and Procedure
An existing deep neural network (DNN) acoustic model trained on 960 hours of
speech from the LibriSpeech corpus (published and described in Panayotov et al.
(2015)) was used to test the collected data. As described in Panayotov et al. (2015),
the 960 hours of data, collected from the audio transcripts of books from the LibriVox
website, was divided into two groups - ‘clean’ and ‘other’. This designation was
chosen by preliminarily running an acoustic model trained on Wall Street Journal
(WSJ; Paul and Baker (1992)) data on the LibriSpeech utterances. The set was split
down the middle, with the half containing lower WERs designated as the ‘clean’ set,
and those with higher WERs designated as the ‘other’ set. Data from both sets were
used in training the LibriSpeech acoustic model. The provided LibriSpeech recipe
in the Kaldi distribution was used, including the default use of MFCC features
(without energy, but with deltas and delta-deltas), CMVN (cf. Section 4.2), etc.
Additionally, the ASR setup utilized the language models from Panayotov et al.
(2015), trained on the LibriSpeech corpus. To verify the current set-up of the
acoustic and language models, the author performed a replication of Panayotov et al.
(2015) using LibriSpeech’s ‘test-clean’ and ‘test-other’ datasets. Afterwards, the
same acoustic and language models were used to recognize the speech data collected
for this study described in Chapter 2. This primarily tested the performance between
the ear-recorded and noisy mouth-recorded speech, but also between the different
noise conditions and noise levels. It is likely that, due to the ear-recorded speech
only containing information below 3 kHz, that the existing acoustic model in its
current state will have poor recognition of these sentences, and quite possibly will
not outperform the noisy speech using the LibriSpeech models, particularly due to
the relatively high SNR noisy speech.
A common method of improving ASR performance on speech with different
characteristics (eg. in noise, data with a limited frequency-band, etc.) is to train
the ASR acoustic model on speech in that domain. This also mimics the process
utilized by the human auditory system to ‘adapt’ its ‘acoustic model’ to better
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recognize an adverse condition using training; this technique was used in the human
speech perception task described in Chapter 3. However, rather than recording
enough ear-recorded speech to train a model, the 100-hour ‘train-clean’ subset of
the LibriSpeech corpus was used as training data. The speech in this dataset was
low-passed with the exact same filter used on the ear-recorded speech - 2.5 kHz with
a 500 Hz slope. A speaker-adapted DNN-HMM model was trained on this data,
using the ‘nnet5a’ recipe in Kaldi’s LibriSpeech distribution. Due to computational
constraints, only the 100-hour (not the 960-hour) dataset was used.
4.3.3 Results
The previously-trained open-source acoustic and language models (cf. Section 4.3.2)
were used to recognize the LibriSpeech corpus test data in order to verify that the
Kaldi ASR system was configured correctly. Table 4.2 demonstrates that accuracy
near the published results (cf. Panayotov et al. (2015)) - using the same models and
data - was achieved, and the Kaldi set-up was verified.
Language Models
3-gram, thresh. 3e-7
3-gram, thresh. 1e-7
3-gram, unpruned
4-gram, unpruned

Clean Publ.
8.02
7.21
5.74
5.51

Clean Repl.
8.12
7.30
5.80
5.56

Other Publ.
19.41
17.66
14.77
13.97

Other Repl.
19.51
17.67
14.74
13.91

Table 4.2: All values are given as % WER. The ‘Language Models’ column specifies
the Language Model (LM) used in each row; the first two LMs are simply the
3-gram model which was pruned to the specified threshold. ‘Publ.’ columns list
the performance listed in the published paper, and ‘Repl.’ columns contain the
replication performance achieved in the present study. ‘Clean’ and ‘Other’ refer to
the clean (2707 utterances) and ‘noisy’ (5968 utterances) LibriSpeech test datasets.
All LMs utilize the 960-hour LibriSpeech DNN acoustic model.
The author then used data collected in the present study, described in Chapter
2, with the same LibriSpeech acoustic and language models. All references to ‘earrecorded speech’ in this chapter refer specifically to the processed (pre-emphasized,
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Language Models
3-gram, prune thresh. 3e-7
3-gram, prune thresh. 1e-7
3-gram, unpruned
4-gram, unpruned

Clean Mouth
14.59
12.75
8.45
8.33

Noisy Mouth
47.54
45.36
41.40
41.29

Ear Speech
79.16
78.57
76.88
76.86

Table 4.3: All values are given as % WER. The ‘Language Models’ column specifies
the Language Model (LM) used in each row; the first two LMs are simply the 3-gram
model which was pruned to the specified threshold. ‘Clean Mouth’ includes only
the sentences recorded at the mouth with no noise, versus ‘Noisy Mouth’, which
includes all other [noisy] sentences recorded at the mouth. ‘Ear Speech’ contains
all ear-recorded utterances. All LMs utilize the 960-hour LibriSpeech DNN acoustic
model.
low-pass filtered, pre-emphasized) ear-recorded speech. Table 4.3 shows these results. This table combines all noisy speech at the mouth into a single ‘Noisy Mouth’
category and all speech collected at the ear into a single ‘Ear Speech’ category. Table 4.4 separates out the noisy mouth-recorded speech and ear-recorded speech into
the different noise types and noise levels.

60 dB
70 dB
80 dB

Bus
Mth Ear
16.6 75.5
35.5 76.8
89.5 79.2

Cafe
Mth Ear
15.9 76.3
27.0 75.0
74.3 78.1

Ped.
Mth Ear
14.9 76.5
27.3 76.4
75.1 79.1

Street
Mth Ear
16.4 74.6
32.3 75.3
83.9 80.7

Factory
Mth Ear
14.6 75.9
24.7 76.3
70.7 79.3

Table 4.4: All values are given as % WER. These values are obtained from the
highest-performing (4-gram) language model, utilizing the 960-hour LibriSpeech
DNN acoustic model - both trained using the LibriSpeech corpus. Each row is
a different noise level, and each column a different noise type (excluding the ‘clean’
noise type), with each sub-column comparing the performance on mouth-recorded
speech in the indicated condition with ear-recorded speech in the indicated condition.
Another test was performed which manipulated the ear-recorded signal by adding
in high-frequency information from a bandpass filtered mouth-recorded signal (3.08.0 kHz with a 500Hz slope). This ‘hybrid’ signal was tested using the same DNN
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60 dB
70 dB
80 dB

Bus
Mth E/M
16.6 64.5
35.5 66.6
89.5 82.4

Cafe
Mth E/M
15.9 63.9
27.0 62.6
74.3 72.5

Ped.
Mth E/M
14.9 63.2
27.3 64.3
75.1 73.5

Street
Mth E/M
16.4 62.3
32.3 62.9
83.9 77.1

Factory
Mth E/M
14.6 63.8
24.7 63.9
70.7 73.0

Table 4.5: All values are given as % WER. These values are obtained from the
highest-performing (4-gram) language model, utilizing the 960-hour LibriSpeech
DNN acoustic model - both trained using the LibriSpeech corpus. Each row is
a different noise level, and each column a different noise type (excluding the ‘clean’
noise type), with each sub-column listing the performance of mouth-recorded speech
(Mth) or ‘hybrid’ ear-recorded speech (E/M) in the indicated condition.
acoustic model trained on 960-hour LibriSpeech data. The results are presented in
Table 4.5 alongside the noisy mouth-recorded speech for comparison (the mouthrecorded results already appeared in Table 4.4). The hybrid ear-recorded data is
labeled as ‘E/M’.

60 dB
70 dB
80 dB

Bus
Mth Ear
20.3 58.1
43.3 60.4
91.5 69.9

Cafe
Mth Ear
18.7 57.4
33.6 58.7
77.4 66.1

Ped.
Mth Ear
17.8 58.8
32.8 59.2
78.8 68.8

Street
Mth Ear
19.8 56.5
36.8 59.4
85.6 69.8

Factory
Mth Ear
17.9 58.2
32.2 59.0
76.2 65.8

Table 4.6: All values are in % WER. The performance obtained for the ear-recorded
speech is from using the acoustic model trained on 100-hours of LibriSpeech mouthrecorded speech which had been low-pass filtered to 2.5 kHz with a 500 Hz slope;
all results are from the use of the (4-gram) language model. The mouth-recorded
speech was tested on LibriSpeech’s 100-hour DNN acoustic model. Each row is a
different noise level, and each column a different noise type (excluding the ‘clean’
noise type), with each sub-column contrasting the performance on mouth-recorded
speech (Mth; using the original 100-hour LibriSpeech DNN acoustic model on fullbandwidth data) with ear-recorded speech (Ear; using the newly trained acoustic
model).
A new model was trained using the 100-hour ‘clean’ portion of the LibriSpeech
training corpus. This [mouth-recorded] LibriSpeech data was low-pass filtered at
2.5 kHz with a 500 Hz slope - the same filtering that is applied to the ear-recorded
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speech. A DNN acoustic model was trained using the LibriSpeech training recipe
for Kaldi. The basic performance of this model on the pre-emphasized and filtered
ear-recorded speech is given in Table 4.7.

60 dB
70 dB
80 dB

Bus
Mth Ear
20.3 58.1
43.3 60.4
91.5 69.9

Cafe
Mth Ear
18.7 57.4
33.6 58.7
77.4 66.1

Ped.
Mth Ear
17.8 58.8
32.8 59.2
78.8 68.8

Street
Mth Ear
19.8 56.5
36.8 59.4
85.6 69.8

Factory
Mth Ear
17.9 58.2
32.2 59.0
76.2 65.8

Table 4.7: All values are in % WER. The performance obtained for the ear-recorded
speech is from using the acoustic model trained on 100-hours of LibriSpeech mouthrecorded speech which had been low-pass filtered to 2.5 kHz with a 500 Hz slope;
all results are from the use of the (4-gram) language model. The mouth-recorded
speech was tested on LibriSpeech’s 100-hour DNN acoustic model. Each row is a
different noise level, and each column a different noise type (excluding the ‘clean’
noise type), with each sub-column contrasting the performance on mouth-recorded
speech (Mth; using the original 100-hour LibriSpeech DNN acoustic model on fullbandwidth data) with ear-recorded speech (Ear; using the newly trained acoustic
model).
To offer a more accurate comparison of the improvement offered by low-passed
training data recorded at the mouth, the existing 100-hour DNN model trained on
[full-bandwidth] LibriSpeech data was used9 to also decode the ear-recorded speech.
These results of the ear-recorded speech tested on the full-bandwidth 100-hour DNN
model can be seen in Table 4.8 compared with the ear-recorded speech tested on the
limited-bandwidth 100-hour DNN model. Column ‘LS’ indicates the ear-recorded
speech tested on the full-bandwidth, 100-hour LibriSpeech DNN acoustic model,
and ‘LLS’ indicates the ear-recorded speech tested on the 100-hour, Low-passed
LibriSpeech DNN acoustic model.
To determine if an acoustic model trained on low-pass filtered mouth-recorded
speech was able to better recognize low-passed mouth-recorded speech with greater
accuracy than ear-recorded speech, another test was performed. This filtered the
9

The 100-hour, full-bandwidth DNN model was used, as opposed to the previously used 960-

hour DNN model, the results of which can be seen in Table 4.4

145

60 dB
70 dB
80 dB

Bus
LS LLS
79.0 58.1
79.4 60.4
82.4 69.9

Cafe
LS LLS
80.0 57.4
79.0 58.7
82.2 66.1

Ped.
LS LLS
79.8 58.8
80.6 59.2
83.6 68.9

Street
LS LLS
79.0 56.5
79.4 59.4
84.4 69.8

Factory
LS LLS
80.0 58.2
80.2 59.0
83.4 65.8

Table 4.8: All values are in % WER. The performance obtained is from testing
ear-recorded speech on the 100-hour LibriSpeech DNN acoustic model (‘LS’), and
testing ear-recorded speech the acoustic model trained on 100-hours of LibriSpeech
data which had been low-pass filtered to 2.5 kHz with a 500 Hz slope (‘LLS’). The
results are from the 4-gram language model. Each row is a different noise level, and
each column a different noise type (excluding the ‘clean’ noise type).
noisy mouth-recorded speech10 from the data collection in Chapter 2 using a 2.5 kHz
low-pass filter with a 500 Hz slope - the same filter used on both the ear-recorded
test data and the mouth-recorded speech used to train the Low-passed LibriSpeech
acoustic model. These results, compared with the ear-recorded results tested on the
same Low-passed LibriSpeech model, can be found in Table 4.9.
The results of testing the low-pass filtered mouth-recorded speech on the 100hour DNN acoustic model trained with low-pass filtered mouth-recorded speech
were compared with the full-bandwidth mouth-recorded speech tested on the fullbandwidth 100-hour DNN acoustic model. This comparison is displayed in Table
4.10.
For comparison, both the LibriSpeech and Low-pass LibriSpeech models were
used on the clean ear-recorded and mouth-recorded speech signals. These results
can be seen in Table 4.11.
4.4 Discussion
As expected and predicted by Morales et al. (2005), testing limited-bandwidth
speech data (ear-recorded speech) with an acoustic model trained on full-bandwidth
speech does not yield accurate results. In Table 4.4, there are only two noise types
10

This was first tested on the 960-hour DNN model; results can be found in Table 4.4.
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60 dB
70 dB
80 dB

Bus
Mth Ear
25.9 58.1
60.8 60.4
93.9 69.9

Cafe
Mth Ear
24.8 57.4
54.7 58.7
88.6 66.1

Ped.
Mth Ear
25.9 58.8
53.5 59.2
90.5 68.9

Street
Mth Ear
28.2 56.5
59.4 59.4
93.1 69.8

Factory
Mth Ear
25.1 58.2
47.5 59.0
87.3 65.8

Table 4.9: All values are in % WER. The performance obtained is from the acoustic
model trained on 100-hours of LibriSpeech data which had been low-pass filtered to
2.5 kHz with a 500 Hz slope, using the 4-gram LM. Each row is a different noise
level, and each column a different noise type (excluding the ‘clean’ noise type), with
each sub-column comparing the performance on ear-recorded speech (Ear) with lowpass filtered mouth-recorded speech (Mth). This test was performed to determine
if there were a difference between the recognition of filtered mouth-recorded speech
and filtered ear-recorded speech - both signals filtered to the same exact frequency
bandwith - using the acoustic model which was trained on filtered mouth-recorded
speech.
(bus, street) in which ear-recorded speech manages to outperform the noisy mouthrecorded speech. This is also prior to any application of noise-reduction techniques
to the noisy mouth-recorded speech; performance on the latter would be expected
to improve further after this application, and these limited benefits of ear-recorded
speech would be expected to disappear.
In an effort to remedy the poor performance of the ear-recorded speech using the
acoustic model trained on full-bandwidth speech, ‘hybrid’ stimuli were created in the
same manner seen in Section 3.7 for the human perception study. The newly-created
stimuli took the low-passed ear-recorded speech and the high-frequency bandpassed
mouth-recorded speech (3.0 - 8.0 kHz with a 500 Hz slope) and combined the two
signals into a mono-channel signal. This achieved slightly better WERs in most
conditions (cf. Table 4.5). In the 80 dB noise condition, the accuracy of this
‘hybrid’ ear-recorded speech managed to out-perform mouth-recorded speech in 4/5
noise types.
This was done to ‘reconstruct’ the high-frequency information, allowing the
acoustic model trained on full-bandwidth data to access the higher frequency information that it expects. As stated before, this offers a mild improvement to the
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60 dB
70 dB
80 dB

Bus
LS LLS
20.3 25.9
43.3 60.8
91.5 93.9

Cafe
LS LLS
18.7 24.8
33.6 54.7
77.4 88.6

Ped.
LS LLS
17.8 25.9
32.2 53.5
78.8 90.5

Street
LS LLS
19.8 28.2
36.8 59.4
85.6 93.1

Factory
LS LLS
17.9 25.1
32.2 47.5
76.2 87.3

Table 4.10: All values are in % WER. The performance obtained is from testing
mouth-recorded speech on the 100-hour LibriSpeech DNN acoustic model (‘LS’),
and testing low-passed mouth-recorded speech on the acoustic model trained on
100-hours of LibriSpeech data which had been low-pass filtered to 2.5 kHz with a
500 Hz slope (‘LLS’). The results are from the 4-gram language model. Each row is
a different noise level, and each column a different noise type (excluding the ‘clean’
noise type).
Language Models
LS
LLS

Ear-Clean
78.06
54.03

Mouth-Clean
9.44
—

Low-pass Mouth-Clean
—
18.45

Table 4.11: All values are in % WER. Each column refers to the test data which was
used, the rows correspond to the Acoustic Model that was used: ‘LS’ for the 100hour DNN LibriSpeech model and ‘LLS’ for 100-hour DNN Low-passed LibriSpeech
model. All presented results are from the use of the 4-gram Language Model.
WER of ear-recorded speech (compare ear-recorded speech in Table 4.4 with hybrid
speech in Table 4.5), but, with the exception of the 80 dB noise condition, this
method does not improve the only mildly noisy signals recorded with 60 and 70 dB
noise. This is likely due to the inconsistency of noise across the frequency spectrum
when the relatively clean low frequencies of the ear-recorded speech are combined
with the somewhat noisy high frequencies of the mouth-recorded speech. The human auditory system does not appear to suffer from this inconsistency (cf. Section
3.9), but the current ASR model is not equipped to deal with it.
In addition to the discontinuities caused by the different levels of noise in each of
the conjoined ‘hybrid’ signals, it is also possible that there also may be differences
between the ear- and mouth-recorded speech below 2.5 kHz that are significant
enough to throw off performance. That is to say, it may not solely be the limited-

148
bandwidth aspect of ear-recorded speech that poses a challenge for acoustic models
that are trained on full-bandwidth speech. The filtering effect of the head may alter
the ear-recorded signal below 2.5 kHz in such a way that mouth-recorded speech
will not provide adequate training data.
A new acoustic model was trained on the the 100-hour ‘clean’ LibriSpeech data
corpus. The data in this corpus was recorded from the mouth, but was low-pass
filtered to 2.5 kHz with a 500 Hz slope by the researcher. This is the exact same lowpass transform applied to the ear-recorded speech. This low-passed mouth-recorded
speech was used to train a 100-hour DNN. It was used to test both ear-recorded
speech and low-pass filtered mouth-recorded speech. Looking first at Table 4.8, the
limited-bandwidth acoustic model does offer improvement over the full-bandwidth
model with the same specifications11 when recognizing ear-recorded speech, in addition to the ‘hybrid’ feature compensation described above (cf. Table 4.5). There
is a greater amount of variability - that is a greater effect of noise level - when using the Low-pass LibriSpeech acoustic model. Regardless, this new model does not
yield improvement over the noisy mouth-recorded speech in the 60 and 70 dB noise
conditions tested on the full-bandwidth 100-hour LibriSpeech dataset (cf. Table
4.7).
Low-pass filtered mouth-recorded speech was also tested on this model. Unlike the ear-recorded speech, the low-passed mouth-recorded speech achieved much
better accuracy (cf. Table 4.9) in the low (60 dB) SNR condition. In this category, performance was within 10% WER to the full-bandwidth mouth-recorded test
data that utilized the 100-hour full-bandwidth model (cf. Table 4.10). A slightly
greater divergence is noted in the higher 70- and 80 dB noise level conditions. The
performance with the 60 dB ‘low-noise’ level is quite remarkable, as it indicates
that enough critical speech information is located in these very low frequencies that
- when noise is largely absent - allows for accuracy comparable to full-bandwidth
speech. Additionally, the approximate 10% WER divergence holds between full- and
11

That is, trained on same 100 hours of speech, with the same ASR parameters. The only

difference is that one model uses limited-bandwidth data
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limited-bandwidth mouth-recorded speech tested on the full- and limited-bandwidth
models in the ‘clean’ condition (cf. Table 4.11).
The drastic divergence between the WER of ear-recorded speech and filtered
mouth-recorded speech supports the hypothesis that ear-recorded speech (0-2.5 kHz)
is different enough from mouth-recorded speech in the same frequency range that
combining one with the other (‘hybrid’ speech) - or using data from one to train a
model that tests on the other - may not provide adequate performance.
4.4.1 Future Research
The successful experiment on low-noise, low-pass filtered mouth-recorded speech is
promising for the future possibility of accurately utilizing ear-recorded speech for
ASR tasks. It indicates that acoustic models trained on limited-bandwidth data in
the low frequencies are comparable to full-bandwidth models. Unfortunately, this
success does not cross over to ear-recorded speech when using an acoustic model
trained on mouth-recorded speech, regardless of the available frequency bandwidths
of the training data. Thus, it appears that mouth-recorded training data is not
transferable to ear-recorded testing data.
It is possible that feature compensation methods, such as those described by
Morales et al. (2009), may be able to bridge the difference between ear-recorded
and mouth-recorded speech such that acoustic models trained on mouth-recorded
speech might yield better performance on ear-recorded speech. The author also
hypothesizes that if an acoustic model were trained specifically on ear-recorded
speech, performance similar to the low-pass filtered mouth-recorded speech could
be obtained. Additional research in this domain should collect enough ear-recorded
speech data (the current corpus only has approximately 7 annotated hours) such
that a sufficient acoustic model could be trained or adapted from this data.
In the ear-recorded signals, one can observe a small amount of noise reaching
the microphone and appearing in the signal. As with the mouth-recorded signals,
although the effect is not nearly as stark, WER of ear-recorded signals correlates
with the noise in the signal, ie. as noise increases, so does WER. If performance were

150
to improve significantly, eg. by training an acoustic model on ear-recorded speech,
feature enhancement techniques, such as AFE (cf. Section 4.2), could be applied to
this signal to eliminate any residual effect of noise. The ear-recorded signals retain
a very high SNR, and the author hypothesizes that these noise removal techniques
would work quite well, if overall accuracy could be improved.
This study utilized noise that was by and large stationary in amplitude. This
was intentional, to test the proof of concept and to test the extent of noise reduction
the proposed method could accomplish. Since Chapters 2 and 3 have shown that the
noise does not have a dramatic effect on speech recorded from the ear, variations and
modulations in the amplitude of the noise (and the SNR of the speech recorded at
the mouth) should have little effect on the speech recorded at the ear. Nevertheless,
any future research in this area should incorporate noise that fluctuates in both
type and amplitude. The recent CHiME Challenges (eg. CHiME Challenge (2016))
have incorporated amplitude-varying noise into their task, and similar tests could
be performed by collecting another data set of speech recorded from speakers’ ears,
with amplitude-varying background noise to determine the effect amplitude variance
has on ear-recorded speech.
4.4.2 Summary
Many methods of noise-reduction have been developed over the last several decades,
and much improvement has been seen recently, particularly for signals with a higher
SNR (Zhang et al. (2017)). Nevertheless, lower SNR speech, especially that with a
negative SNR, still proves to be a challenge for modern ASR systems. The proposed
method of recording the speech from the inside of the ear canal does offer a noisereduction benefit, but also significantly filters out the higher frequencies within
the speech signal. The results above demonstrate that enough speech information
relied upon by the ASR acoustic model is filtered out to substantially reduce ASR
recognition performance of ear-recorded speech when using a model trained with
full-bandwidth data. The tests also indicate that the low-frequency information in
the ear-recorded signal may also differ enough from the low-frequency information
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in the mouth-recorded signal to render models trained with mouth-recorded speech
relatively ineffective.
However, testing limited-bandwidth mouth-recorded speech on an acoustic model
trained with limited-bandwidth mouth-recorded speech offers significant benefits.
These benefits occur despite the heavy filtering that the signal has undergone. Extrapolating these results, it seems likely that a model trained specifically on earrecorded speech with the same frequency bandwidth would be able to accurately
recognize other ear-recorded speech. It is clear that additional steps are necessary
to determine the full extent of benefit that can be achieved by using ear-recorded
signals for noise robust ASR systems.
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CHAPTER 5
Overall Summary and Discussion

The primary goal of this project was to record a small corpus of ear-recorded speech,
and test the ability of humans and ASR systems to accurately recognize the speech
content. More specifically, the project aimed to determine a) if using an earplug and
earmuffs would significantly filter out background noise from a signal recorded from
the ear, b) if ear-recorded speech contained enough information to be intelligible, c)
if human listeners found ear-recorded speech more intelligible than the exact same
signal recorded at the mouth in a noisy environment, and d) if an ASR system is
more effective at recognizing speech content from ear-recorded speech than speech
recorded at the mouth in a noisy environment. The following three sections briefly
review the task and results of the three experiments discussed in this report pertaining to the questions listed above. Specifically, the collection of ear-recorded speech
(cf. Section 5.1), the human speech recognition ability of ear-recorded speech (cf.
Section 5.2), and c) the ASR recognition ability of ear-recorded speech (cf. Section
5.3). Limitations of the conducted studies and directions for future research will
be discussed in Section 5.4, the overall findings and implications of this report are
discussed in Section 5.5, and a broad concluding summary of the entire paper is
given Section 5.6.
5.1 Summary of Ear-Recorded Speech Collection
Ear-recorded speech was collected and analyzed from 20 participants. A microphone
was placed into a silicone earplug and into the participants’ right ear (facing the
tympanic membrane), and noise reduction earmuffs were placed over top of their
ears. A rod extending out from the side of the earmuffs was used to place a microphone recording the speech as it came from their mouth. A loudspeaker was placed
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off to the side, which emitted background noise. The participants were recorded
reading stimulus sentences aloud while various kinds of background noises (bus,
café, pedestrian area, street, factory) were produced by the loudspeaker. For more
details concerning the experimental methods, refer to Chapter 2, Section 2.3.
These recordings were then analyzed. Overall, the ear-recorded speech was highly
low-pass filtered, and, subjectively, it had a very ‘muffled’ quality. To test the
similarity between the mouth-recorded signals and their ear-recorded counterparts,
the maximum value of the cross-correlation matrix was obtained and normalized (ie.
to obtain values between 0 and 1, where 1 indicates identical signals). This value
was averaged over all clean-speech utterances by all speakers. Only utterances with
no background noise were included in this calculation, in order to only test the
similarity of the speech and not the noise. This test yielded a maximum normalized
cross-correlation value of 0.358 as an average across all included utterances.
To increase the amplitude of the speech information in the higher frequencies
which had been heavily filtered, the author pre-emphasized the signal. As there
was no speech information found above approximately 2.7 kHz, and since the preemphasis resulted in the presence of white noise in the higher frequencies, the signal
was then low-pass filtered at 2.5 kHz with a slope of 500 Hz. The lower frequencies
in this signal were still much more prominent than the upper frequencies, and so
pre-emphasis was applied a second time. The average maximum normalized crosscorrelation metric was obtained using the newly transformed ear-recorded speech,
and each signal was compared to its simultaneously mouth-recorded counterpart.
As before, only clean speech, with no background noise, was included in this comparison. This gave a nearly doubled cross-correlation value of 0.674, which was
statistically different from the cross-correlation of the un-processed ear-recorded
signals and the mouth-recorded signals.
One of the limitations of the collected data was that the SNR of the signal
recorded by the mouth microphone was very high for all noise categories. The noise
did not drown out the speech in the high noise (80 dB) condition as originally
intended. The SNR needed to be high to compare the recognition performance
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of humans and computers on the ear-recorded speech, compared with the noisy
mouth-recorded speech. If the noise were not sufficiently high enough to interfere
with the recognition of speech, then the mouth-recorded speech would be too easy
to understand, and an adequate comparison between ear-recorded speech and noisy
mouth-recorded speech could not be made.
Despite the high SNRs in the mouth-recorded signals, noise was still present.
Considering the ear-recorded signals that were also recorded in the noisy environment, the passive noise reduction that was provided by the head, earplug, and
earmuffs appeared to have successfully eliminated a substantial proportion of the
noise from the signal.
These recordings demonstrated that using the ear canal as a location of recording
speech in noise can offer a large reduction in the noise that enters the signal. Furthermore, ear-recorded signals can provide speech comparable to mouth-recorded
speech up to approximately 2.7 kHz. This is relatively close to the 3.5 kHz cutoff
generally used for telephonic communication, which does provide intelligible speech
for both humans and computers. The author hypothesized that speech recorded
from the ear and cut off at 2.7 kHz would also be intelligible for humans and for
computers. The following sections review the results of the experiments in Chapters
3 and 4, which aimed to test this hypothesis.
5.2 Summary of Human Perception of Ear-Recorded Speech
Due to the high SNR of the speech recorded in the data collection experiment (cf.
Chapter 2 and Section 5.1), two additional speakers were recorded in the same
manner, ie. with a microphone placed in an earplug and in their ear canal, and with
earmuffs placed over their ears. Another directional microphone was placed in front
of their mouth, except instead of pointing at their mouth, the microphone pointed
at the loudspeaker producing background noise. The ear-recorded speech was preemphasized and low-pass filtered in the same manner as the recordings conducted
in Chapter 2. For further details about the collection of these additional recordings,
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refer to Chapter 3, Section 3.3.
The speech recorded from these two speakers was used as stimuli for the human
perception experiment. There were 24 participants, all native speakers of English,
who listened to the provided stimuli. There were 24 conditions with 3 factors, gender
of the speaker of the stimulus (male,female), recording location of the stimulus (in
front of mouth, in ear canal) and noise type (clean, bus, café, pedestrian area,
street, factory). The stimuli were placed in counter-balanced groups, where each
sentence stimulus occurred in each of the 24 conditions. Each of the 24 participants
received one of the 24 counter-balanced stimulus groups, meaning that each distinct
sentence-condition pairing was only heard by one participant listener.
The participant listeners heard an utterance, and typed what they heard into a
response box. They were instructed that what was heard might not be a complete
sentence, and to only type what they thought they heard. These responses were
recorded for each participant, and WER was calculated between the actual utterance
transcription and the proposed transcription provided by the participant listeners.
Two, 3-way ANOVAs was conducted on the data, with dependent variable WER.
Factors for the first included ‘speaker [of the stimulus]’s gender’ (female, male),
‘recording [mic] location’ (mouth, ear), and ‘noise type’ (clean, bus, café, pedestrian,
street, factory). The second ANOVA removed the level ‘clean’ (no noise) from
the factor of noise, because it differed substantially from the other levels in that
factor. Both ANOVAs found significant interactions of speaker gender x recording
‘mic’ location and noise type x microphone location. Factors were split to test
simple effects. There was a statistical difference for all simple effects of microphone
location, indicating that listeners more easily recognize ear-recorded speech than
[sufficiently] noisy mouth-recorded speech. Additionally, when the ‘clean’ level was
removed from the ANOVA, and simple effects of noise were tested, there was a
statistical difference of noise for mouth-recorded speech, but no statistical difference
for ear-recorded speech. This implied that the noise level was sufficiently dampened
in the ear-recorded speech that the various noise types had no effect. Considering
the ear-recorded speech at every level of speaker gender and noise, the WER hovered
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primarily between 20-30%.
Two additional investigative studies were performed; the first added high-pass
filtered mouth-recorded speech to the low-pass filtered ear-recorded stimuli to create ‘hybrid’ stimuli, and the second added a brief training session - listening to the
narration of a story recorded from the ear canal - before proceeding to the task.
There were not enough participants in either of these studies to run statistics, so all
results are speculative. These were compared to the primary study (above) to determine if there might be any improvement in the recognition of ear-recorded speech
by utilizing these methods. No substantial improvement was observed from the participants who were exposed to a pre-task training session. Very minor improvement
was observed for the ‘hybrid’ stimulus study; there were a few conditions that did
see a stark improvement, including the ‘clean’ noise condition.
In summary, the use of ear-recorded speech as a noise-robust method of communication seems promising, as it is more easily recognizable than speech spoken
from the mouth in noise. However, even a WER of 20%, ie. the ability to correctly
understand only 4 out of every 5 words, is not sufficient for most situations requiring
human communication. The two methods employed do not seem to offer much improvement, though these - and other possibilities for improving recognition - should
be fully tested in future research.
5.3 Summary of Automatic Speech Recognition of Ear Recorded Speech
The author used the Kaldi ASR system (Povey et al. (2011)) and the acoustic and
language models trained on the data from the LibriSpeech corpus (Panayotov et al.
(2015)) to test the ability of a standard ASR system to recognize both ear-recorded
speech and noisy mouth-recorded speech. For testing data, the ear- and mouthrecorded speech that was obtained in the data collection experiment was used (cf.
Chapter 2 and Section 5.1). Several ASR models were used, including a 960-DNN
model, a 100-hour DNN model, and a 100-hour DNN model trained on low-pass
filtered mouth-recorded speech. For more details about the ASR methods, refer to
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Chapter 4, Section 4.3.
The performance of the 960-hour ASR system on mouth-recorded speech and
ear-recorded speech demonstrated a tremendous divergence, with mouth-recorded
speech substantially out-performing ear-recorded speech. As the noise level increased, and consequently as the SNR of the mouth-recorded speech dropped, this
divergence shrunk. But even at the highest noise level (80 dB), the ear-recorded
speech barely out-performed the mouth-recorded speech. Furthermore, these WERs
are prior to any application of noise-removal techniques beyond standard, built-in
procedures that are used during Kaldi feature extraction. If additional noise-removal
techniques were to be applied, such as Advanced Front End (AFE), there would be
an even greater gap between ASR performance on ear- and mouth-recorded speech.
Since the acoustic model - trained on 960 hours of mouth-recorded speech was searching for speech information in the higher frequencies that simply did not
exist in the low-frequency ear-recorded signal, these results were not unanticipated.
Another test was performed. This used slightly modified stimuli, created by adding
the high-frequency portion of the mouth-recorded speech to the low-frequency earrecorded speech in an effort to reintroduce the upper frequency information that the
ASR system may be looking for. This same technique was also used in Chapter 3 for
human speech perception. For these tests, the original acoustic model trained on 960
hours of speech was used. Performance of this ‘hybrid’ data improved performance
only moderately compared with the regular ear-recorded data. These results hinted
that the ear-recorded speech itself might be subtly different from the mouth-recorded
speech in the same frequency range, and that for substantial improvements to be
seen, an acoustic model needs to be trained with ear-recorded speech.
Another model was trained on a 100-hour subset of the LibriSpeech corpus of
mouth-recorded speech; this mouth-recorded speech from the LibriSpeech corpus
was low-passed to the same frequency range as ear-recorded speech. When compared
with an acoustic model trained on the same (but non-low-pass filtered) 100-hour portion of the LibriSpeech corpus, ear-recorded speech notes another slight gain (using
the model trained on low-pass filtered data). It is noteworthy, however, that clean
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or low-noise (60 dB), low-pass filtered mouth-recorded speech - using the low-pass
trained acoustic model - achieves WERs within only 10% WER of full-bandwidth
mouth-recorded speech that uses the full-bandwidth model. This indicates that
there is another difference between ear-recorded and mouth-recorded speech besides
the bandwidth, and furthermore, that enough critical speech is located in the available frequency range for adequate recognition. If enough ear-recorded speech could
be obtained to train an acoustic model, it may be possible to see similar performance
to that obtained by the low-pass filtered mouth-recorded speech in this study.
5.4 Future Directions
One of the primary limitations is that the SNR for the speech recorded in the original
data collection experiment (cf. Chapter 2) was much higher than originally intended
by slightly more than +20 dB SNR for each condition. This yielded noisy speech
which was largely greater than +10 dB SNR; current ASR technology is rather adept
at recognizing signals with these levels of noise (cf. Braun et al. (2016)). Due to
this, it was difficult to see how much improvement could be gained over very noisy,
low-SNR signals. Several possibilities stand out as potentially workable solutions.
The first, would be to simply increase the ambient background noise level, and the
second involves using an omnidirectional microphone to record the speech from the
mouth (rather than a directional microphone). A third, and most realistic solution,
would be to record in real environments (eg. factory, airport, etc.) where this
approach to noise-robust communication may applied.
The first introduces potential risk to those exposed to the noise, depending on the
level of noise. However, sufficient ear protection would largely mitigate this problem.
For very high noise conditions, it would be difficult to limit the noise exposure to the
surrounding area. The second solution allows the speaker to talk normally and for
the ambient noise level to remain relatively low. However, this does not necessarily
result in a fair comparison between ear-recorded and mouth-recorded speech, as in
any real-life application, a directional microphone would be utilized with the specific
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intention of reducing the noise picked up by the microphone. The third approach
- recording in a real-life noisy environment - offers the most realistic comparison,
with realistic noise types and noise levels. This solution, however, offers much less
control over different noises, and may be more difficult to arrange the availability
of both participants and an off-site recording location. However, for testing the
realistic application of this device, the third option is by far the best.
Regarding human speech perception, ear-recorded speech seems promising.
There is a significant difference between the ability of human listeners to recognize ear-recorded speech and mouth-recorded speech in noise. Ear-recorded speech
does not provide the same recognition performance as speech recorded at the mouth
without background noise. However, two methods were proposed to further improve the performance of ear-recorded speech. The first introduced a training session prior to the actual experiment in which participants listened to the narration
of a short story, recorded from the ear canal. The second spliced the low-frequency
ear-recorded speech with the higher frequencies of the mouth-recorded speech into
a ‘hybrid’ speech stimulus. These were run as pilot experiments to demonstrate
directions for future research; there were not enough participating subjects to run
statistics (due to requiring counter-balanced groups).
These pilot, preliminary results for the former (training) method showed little or
no improvement over the standard ear-recorded speech, while the pilot, preliminary
results for the latter (hybrid) method provided some indication that this could yield
improvement. Future research should test these methods statistically. The former
(training) method may need altered methodology in order to determine whether a
form of training could result in an improvement in future recognition of ear-recorded
speech. A training task that requires interaction and provides feedback may promote
active attention during the training task, unlike passively listening to a story, as used
in this study. In the method using spliced stimuli, further research should pursue
the possibility of using the clean, lower frequencies to actively clean any noise from
the higher mouth-recorded frequencies.
Regarding future directions for ASR research, there appears to be promise in
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training a model specifically with ear-recorded speech. A DNN model was trained
on 100 hours of speech - a subset of the 960-hour corpus - which was low-pass filtered
to mimic the low-frequency ear-recorded speech. This was tested on low-pass filtered
mouth-recorded speech. The limited-bandwidth mouth-recorded speech performed
within 10% WER of the full-bandwidth mouth-recorded speech. This indicates
that acoustic models are capable of recognizing speech with information within the
limited-bandwidth in which ear-recorded speech falls. If ear-recorded speech were
used as the training data, significant ASR improvement is hypothesized.
Further gains might also be obtained by actively using the clean lower-frequency
ear-recorded speech to actively clean the speech information in the mouth-recorded
signal. Additional research should also pursue these other methods of improving
the human or computer recognition of ear-recorded speech.
5.5 Overall Implications
Chapter 2 demonstrated that speech recorded at the ear can be resilient against
environmental noise. If Chapter 3 demonstrated that the human auditory system
is relatively robust in its ability to accurately identify speech in a degraded signal,
Chapter 4 has shown that automatic speech recognition systems remain rigid and
are largely unable to account for variations in the expected signal without compensation or retraining. It is likely that the human listeners in the speech perception
experiment had never heard speech recorded from the ear, yet were still able to understand the signal with a relatively high degree of accuracy and adapt to the task
at hand. ASR, on the other hand, remains relatively ‘rigid’ in its domain-specific
ability to recognize speech unless retrained or adapted to the specific task.
The resiliency and flexibility of human speech perception could be due in part to
the redundancy of cues it uses to represent various speech features (Winter (2014)).
If one feature or set of features is rendered unintelligible (eg. voice onset time
(VOT) for voicing contrast of stop sounds), others cues are available for use (eg.
duration of previous vowel) in order to achieve recognition. Many proposed ASR
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system modifications have incorporated human auditory functions (e.g. Kim et al.
(1999); Fazel and Chakrabartty (2012); Moritz et al. (2015)), and continuing to
model aspects of the human auditory system in ASR processing is likely to bring
ASR performance closer to the recognition accuracy of human listeners, regardless
of variabilty of the tested speech. The information necessary for recognition exists
in the ear-recorded speech signals, as the human auditory system has shown its
ability to parse it with a relatively high degree of accuracy (cf. Chapter 2). With
domain specific training, ASR recognition performance on ear-recorded speech will
likely improve.
Nevertheless, both chapters 3 and 4 demonstrated that - in some noisy environments - ear-recorded speech was more intelligible to both humans and computers.
Critically, the processing performed on these signals was minimal, which makes it
potentially suitable for on-line ASR systems and for real-time human communication. It requires no computationally intensive processing, and no assumption about
external noise, which can take a variety of forms and intensities. While some noise
was seen to leak into the in-ear microphone signal, the SNR was very high compared
with its mouth-recorded counterpart. If excessive levels of noise began to pollute the
signal, any existing noise-removal techniques could be applied. The author hypothesizes that any these noise-reduction methods applied to ear-recorded speech would
meet greater success than those applied to the noisy, mouth-recorded counterpart,
since the ear-recorded speech provides a higher ‘base’ SNR. This has potential implications for the ability to convey speech information in extremely noisy situations,
where normal, mouth-recorded speech would be beyond recovery with the use of
current noise reduction techniques.
Ear-recorded speech has potential applications for electronic communication in
noisy environments. Particularly those environments in which users are more likely
to already be wearing hearing protection (eg. factory floors, airport tarmacs, mechanic shops, etc.) have greater potential to benefit from noise-robust human-tohuman communication devices. Additionally, as the workplace becomes more AI
centered, these same devices could be used to communicate vocally to computer in-
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terfaces. In-ear microphones would also be easier for the user to correctly position.
For example, hyper-cardioid microphones may be useful in noisy environments, but
only insofar as they are pointed toward the speaker’s mouth, which a user may not
always do. An in-ear microphone, by the nature that it is inserted into the speaker’s
ear, ensures that it is placed in the correct location. Furthermore, if ear-recorded
speech is able to obtain ASR accuracy levels similar to that of clean mouth-recorded
speech, an in-ear microphone device could be a useful hands-free method to communicate with AI assistants in the home or office without the risk of being ‘out of
range’ of currently used far-field microphone arrays.
Additional advances are needed before the technology is ready for introduction into such applications. Nevertheless, the results of the presented studies show
promise.
5.6 Conclusions
The passage of speech through the head and into the ear canal has been shown to
have a consistent and predictable low-pass filtering effect on the signal. Nevertheless,
when recorded from inside the canal it contains meaningful speech information,
such as the lower formants. When coupled with an earplug and 30 NRR earmuffs,
recording in this location also significantly reduces any background noise present in
the surrounding environment. This ear-recorded speech is able to offer significant
intelligibility benefits to humans over speech recorded from the mouth, but with
noise in the background. The extent of benefits offered by speech recorded at the
ear to ASR systems is not yet certain, though there appears to be promise in training
acoustic models specifically for ear-recorded speech. While not currently suitable
for practical applications, much is yet to be explored regarding the possibilities and
potential of an ear-recorded speech signal as a method of noise-robust human-tohuman and human-to-computer communication.
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APPENDIX A
Data Collection and Survey Measurements

This appendix provides coded survey responses (columns 1-4) and demographic and
measurement data (columns 5-16) taken both during the data collection experiment
in Chapter 2 (cf. Table A.1) and additional participants for stimuli in Chapter 3
(cf. Table A.2).
Table A.1 below lists the subjects who were run in the initial data collection
experiment whose data were used as stimuli for the ASR experiment in Chapter 4.
Table A.2 provides additional subject data. Data from subjects 74 and 75 were used
as stimuli for the human speech perception experiment (cf. Chapter 3).
Any ‘-’ in a cell indicates that, for the surveys, the response was not relevant, or
otherwise that the value was missed or unable to be recorded. All survey questions
(1-4) are coded on a 1-5 Likert Scale. For explanation, reference the Legend in Table
A.3 below.
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027
031
035
037
039
042
043
046
047
049
050
051
054
055
057
061
063
065
067
070

1
2
−
3
2
−
−
4
3
4
3
−
5
3
4
−
4
3
5
3
4
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5
4
3
5
5
3
5
4
4
2
2
4
4
4
5
4
4
4
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5
5
3
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5
2
5
2
5
5
3
5
5
3
5
5
3
2
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1
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4
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3
5
5
3
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5
5
1
5
4
1
4
5
1
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5
m
f
f
f
m
f
f
m
m
m
f
f
f
m
f
f
m
m
m
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6
Sp
−
−
Si
−
−
−
−
Sp
−
−
Sp
Sp
−
Sp
−
−
Sp
−
−

7
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n
n

8
n
y
y
y
y
y
y
y
y
n
y
n
y
n
y
y
n
n
y
n

9
y
y
n
n
n
n
y
y
y
y
n
n
y
y
n
n
y
n
y
y

10
13
13
11
12
13
9
12
13
11
15
13
12
11
11
12
10
13
12
13
10

11
10
3
6
2
8
11
7
8
4
5
11
5
4
4
6
5
4
6
5
6

12
1.3
1.5
1.6
2.2
2.0
1.3
1.4
2.6
1.5
2.9
1.6
1.6
1.8
1.9
1.6
1.0
3.4
1.9
2.3
1.8

13
0.8
0.6
0.5
0.9
0.7
1.2
0.4
1.7
1.0
1.3
0.6
1.5
0.5
1.1
0.7
0.8
1.6
4.9
1.4
1.4

14
n
n
n
a
n
n
a
n
n
n
n
n
n
n
n
n
n
a
n
n

15
0
1
1
0
0
0
0
−2
−1
1
−
0
0
0
0
0
1
−1
−1
−1

16
10
3
7
3
8
−
8
8
4
4
11
5
5
3
6
6
3
6
5
6

Table A.1: Twenty participants whose data was collected in Chapter 2 and used in
the ASR experiments in Chapter 4.

074
075

−
3

4
4

5
2

5
3

m
f

−
−

n
n

n
y

y
y

11
13

−
5

1.4
1.6

0.9
0.7

n
n

−1
1

−
5

Table A.2: Data from additional four subjects. Subjects 74 and 75 were used for
the human speech perception experiment (Chapter 4), and subjects 73 abd 75 were
used for the ASR test involving the acoustic model trained on the ear-recorded data
from Table A.1.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

Legend
Survey question regarding headgear setup; 1=painful/very uncomfortable (head gear), 5=no problem
Survey question regarding sound of own voice; 1=very annoying/uncomfortable (voice), 5=no problem
Survey question regarding liklihood of using in-ear mic; 1=No, would not
use; 5=Yes, would use
Survey question regarding increased likelihood of using in-ear mic if earmuffs not required; 1=No, 5=Yes
Sex: [f]emale/[m]male
2nd language: Sp=Spanish; Si=Singhalese
Hearing status: [n]ormal; [a]bnormal
Potential earmuff seal compromise (eg. glasses, thick hair, etc.):
[y]es/[n]o
Cerumen presence: [y]es/[n]o
Plug diameter in mm
Plug depth in mm inside ear (subtracted from standard length of 18mm)
Volume measure of outer ear canal in mL
Volume measure of middle ear in mL
Middle Ear Function: [n]ormal/[a]bnormal; explicit in note
Distance of mic sticking out of plug in mm (negative if mic-end inside
plug)
2nd measurement of plug depth in mm, after experiment to note any
change

Table A.3: Lengend for Tables A.1 and A.2, describing the values in the different
columns. Each row corresponds to a column number.

*037*
*043*
*055*
*063*
*065*
*074*
*075*

Notes
There is a rise on the left side of ME function peak
There was some minor erratic variation on the left of the ME function peak
Gain increase for ear-recorded channel before sentence 6
Possible warped ME Analyzer measurements
Warped ME Analyzer measurements
Recorded with one noise level (80dB) and 80 distinct sentences
(rather than 30) and mic pointed to loudspeaker
Recorded with one noise level (80dB) and 80 distinct sentences
(rather than 30) and mic pointed to loudspeaker

Table A.4: Extra notes for certain participants’ data from Tables A.1 and A.2.
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APPENDIX B
SNR and WER calculation code

B.1 Overview
This Appendix contains some code used for calculations described in the main report
text. Section B.2 contains code used for calculating the SNR of different speech audio
(cf. Section 2.4). Section B.3 contains code used for calculating the WER for the
human speech perception experiment results (cf. Section 3.4).
B.2 Matlab Code for SNR Calculation
B.2.1 Find a Signal’s SNR - Main Function
function [speech_file_path, SNRdB] = FindSignalSNR(
speech_file_path, noise_file_path )
% Calculate the SNR for a noisy speech file via comparing RMS
values
% between the aligned speech and noise signals
% S. Johnston
% 04.06.17
% Input:
%

speech_file_path = path to the audio file of speech

%

noise_file_path = path to the noise file containing the
background noise in the speech file

% Output:
%

speech_file_path = path to the audio file of speech for
which SNR was calculated

%

SNRdB = SNR of the current speech audio in decibels
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[speech_file,Fs] = audioread(speech_file_path);
[noise_file,˜] = audioread(noise_file_path);

% Align and fit noise to given file
aligned_noise_file = AlignNoise(speech_file,noise_file);
SNRdB = CalculateSNR(speech_file, aligned_noise_file, Fs);

B.2.2 Time-Alignment of Audio
function [ aligned_noise_vector ] = AlignNoise( speech_vector,
noise_vector )
% Aligns and crops the noise vector to match the noise in the
speech sound file
% S. Johnston
% 04.06.17
% Input:
%

speech_vector = vector of speech audio samples

%

noise_vector = vector of noise audio samples

% Output:
%

aligned_noise_vector = noise_vector that has been shifted
and sliced to align with the speech vector

[C, lag] = xcorr(noise_vector, speech_vector);
[˜,I] = max(abs(C));
sampleDiff = abs(lag(I));

aligned_noise_vector = noise_vector(sampleDiff:(sampleDiff +
length(speech_vector)));

B.2.3 SNR Calculation
function [ SNRdB ] = CalculateSNR( speech_vector, noise_vector,
Fs )
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%

Calculate the SNR for a given pair of sounds, speech and
noise

%

Returns a rounded integer for SNR

%

S. Johnston

%

04.06.17

%

Input:

%

speech_vector = aligned speech sample vector,

%

noise_vector = aligned noise vector,

%

Fs = signal sampling frequency

% Output:
%

SNRdB = SNR in decibels

dt = 0.01;

% Calculate Hilbert Envelope
[˜, ˜, env] = HilbertEnvelope(speech_vector, Fs);
threshold = 0.025;
env_thresh = env-threshold;
env_thresh(env_thresh<0) = 0;
[i,j] = find(env1(:)>0);

% Only use the part of the speech vector pertaining to the
Hilbert Envelope
speech_vector = speech_vector(i);

% Find RMS values
[noise_rms,˜] = FindRMS(noise_vector, Fs, dt);
[speech_rms,˜] = FindRMS(speech_vector, Fs, dt);

% Calculate SNR
SNR = ( mean(speech_rms) / mean(noise_rms) )ˆ2;
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% Convert to dB
SNRdB = 10*log10(SNR);

B.2.4 Hilbert Envelope Calculation
function [env,env2,env3] = HilbertEnvelope(sig,fs);
%HilbertEnvelope.m
%10.21.16
%Author: B. Story
%Calculates the Hilbert amplitude envelope of a signal
%input: sig = single channel signal, fs = sampling freq of
signal

%---calulate coeffs for butterworth envelope filters ---[b,a] = butter(5,25/(fs/2));
[d,c] = butter(3,8/(fs/2));

hsig = hilbert(sig);
env = sqrt(real(hsig).ˆ2 + imag(hsig).ˆ2);

env2 = (filtfilt(b,a,env));
env3 = (filtfilt(d,c,env2));

B.2.5 RMS Calculation
function [rms,t] = FindRMS(sig,fs,dt)
%FindRMS.m
%04.03.17
%B. Story, U. Arizona
%calculates rms values of signal in time period defined by dt
%INPUTS
%sig = signal
%fs = sampling freq
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%dt = time window over which to calculate RMS values; dt = 0.01
is
%recommended
%OUTPUTS
%rms = vector of rms values
%t = time vector for plotting (e.g., plot(t,rms) )

N = round(dt*fs);
dtn = N/fs;
rms = [];

j = 1;
for i = 1:N:length(sig)-N
x = sig(i:(i-1)+N);
x = x .ˆ 2;
x = mean(x);
x = sqrt(x);
rms(j) = x;
t(j) = (dtn/2) + (j-1)*dtn;
j = j+1;
end;

B.3 Python Code for WER Calculation
This code was obtained from http://progfruits.blogspot.com/2014/02/word-errorrate-wer-and-word.html on April 28th, 2017. This script was used in the calculation
of word error rate (WER) for the human perception study (cf. Chapter 3). The
WER calculation for the ASR studies in Chapter 4 was performed with Kaldi’s
built-in scoring algorithms.
def wer(ref, hyp):
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# Reference sentence and hypothesis sentence
r = ref.split()
h = hyp.split()

DEL_PENALTY = 1
INS_PENALTY = 1
SUB_PENALTY = 1

#costs will holds the costs, like in the Levenshtein distance
algorithm
costs = [[0 for inner in range(len(h)+1)] for outer in range(
len(r)+1)]
# backtrace will hold the operations we've done.
# so we could later backtrace, like the WER algorithm requires
us to.
backtrace = [[0 for inner in range(len(h)+1)] for outer in
range(len(r)+1)]

OP_OK = 0
OP_SUB = 1
OP_INS = 2
OP_DEL = 3

# First column represents the case where we achieve zero
# hypothesis words by deleting all reference words.
for i in range(1, len(r)+1):
costs[i][0] = DEL_PENALTY*i
backtrace[i][0] = OP_DEL

# First row represents the case where we achieve the hypothesis
# by inserting all hypothesis words into a zero-length
reference.
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for j in range(1, len(h) + 1):
costs[0][j] = INS_PENALTY * j
backtrace[0][j] = OP_INS

# computation
for i in range(1, len(r)+1):
for j in range(1, len(h)+1):
if r[i-1] == h[j-1]:
costs[i][j] = costs[i-1][j-1]
backtrace[i][j] = OP_OK
else:
substitutionCost = costs[i-1][j-1] + SUB_PENALTY # penalty
is always 1
insertionCost = costs[i][j-1] + INS_PENALTY # penalty is
always 1
deletionCost = costs[i-1][j] + DEL_PENALTY # penalty is
always 1

costs[i][j] = min(substitutionCost, insertionCost,
deletionCost)
if costs[i][j] == substitutionCost:
backtrace[i][j] = OP_SUB
elif costs[i][j] == insertionCost:
backtrace[i][j] = OP_INS
else:
backtrace[i][j] = OP_DEL

# back trace though the best route:
i = len(r)
j = len(h)
numSub = 0
numDel = 0
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numIns = 0
numCor = 0

while i > 0 or j > 0:
if backtrace[i][j] == OP_OK:
numCor += 1
i-=1
j-=1
elif backtrace[i][j] == OP_SUB:
numSub +=1
i-=1
j-=1
elif backtrace[i][j] == OP_INS:
numIns += 1
j-=1
elif backtrace[i][j] == OP_DEL:
numDel += 1
i-=1

wer_result = round( (numSub + numDel + numIns) / (float) (len(r
)), 3)
return wer_result
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Stenfelt, S., Håkansson, B., and Tjellström, A. (2000). Vibration characteristics
of Bone Conducted sound in vitro. Journal of Acoustical Society of America,
107(1):422–431.
Stenfelt, S. and Reinfeldt, S. (2007). A Model of the Occlusion Effect with Bone
Conducted Stimulation. International Journal of Audiology, 46:595–608.
Stenfelt, S., Wild, T., Hato, N., and Goode, R. L. (2003). Factors contributing
to bone conduction: The outer ear. The Journal of the Acoustical Society of
America, 113(2):902–913.
Stevens, K. N. and Blumstein, S. E. (1978). Invariant cues for place of articulation
in stop consonants. The Journal of the Acoustical Society of America, 64(5):1358–
1368.
Stinson, M. R. and Lawton, B. W. (1989). Specification of the geometry of the
human ear canal for the prediction of sound-pressure level distribution. Journal
of Acoustical Society of America, 85(6):2492–2503.
Tamati, T. N., Gilbert, J. L., and Pisoni, D. B. (2013). Some Factors Underlying Individual Differences in Speech Recognition on PRESTO: A First Report. Journal
of the American Academy of Audiology, 24(7):616–634.
Teager, H. M. (1980). Some Observations on Oral Air Flow During Phonation.
IEEE Transactions on Acoustics, Speech, and Signal Processing, 28:599–601.
Thorup, A. (1996). Okklusion (in danish). Master’s thesis, Technical University of
Denmark.
Tonndorf, J. (1972). Foundations of Modern Auditory Theory, chapter Bone Conduction, pages 195–238. Academic Press Inc., New York.
Tonndorf, J., Greenfield, E. C., and Kaufman, R. S. (1966). The occlusion of the external ear canal: Its effect upon bone conduction in cats. Acta Oto-Laryngologica,
61(sup213):80–104.
Vergin, R., O’shaughnessy, D., and Farhat, A. (1999). Generalized mel frequency
cepstral coefficients for large-vocabulary speaker-independent continuous-speech
recognition. IEEE Transactions on Speech and Audio Processing, 7(5):525–532.

181
Viikki, O., Bye, D., and Laurila, K. (1998). A recursive feature vector normalization
approach for robust speech recognition in noise. In Proceedings of the 1998 IEEE
International Conference on Acoustics, Speech and Signal Processing, volume 2,
pages 733–736. IEEE.
Wheatstone, C. (1879). The Scientific Papers of Sir Charles Wheatstone. Physical
Society of London.
Willi, M. (2017). The Perceptual Significance of a Relative Acoustic Representation
of Speech. PhD thesis, The University of Arizona.
Wimmer, V. (1986). The occlusion effect from earmolds. Hearing Instruments,
37:19–57.
Winter, B. (2014). Spoken language achieves robustness and evolvability by exploiting degeneracy and neutrality: Prospects & Overviews. BioEssays, 36(10):960–
967.
Young, S., Evermann, G., Gales, M., Hain, T., Kershaw, D., Liu, X., Moore, G.,
Odell, J., Ollason, D., Povey, D., Ragni, A., Valtchev, V., Woodland, P., and
Zhang, C. (2015). The HTK Book. Cambridge University Engineering Department.
Zhang, Z., Geiger, J., Pohjalainen, J., Mousa, A. E.-D., and Schuller, B. (2017).
Deep Learning for Environmentally Robust Speech Recognition: An Overview of
Recent Developments. arXiv preprint arXiv:1705.10874.

