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ABSTRACT

In longitudinal studies of chronic diseases, the disease states of individuals are often col-
lected at several pre-scheduled clinical visits, but the exact states and the times of transi-
tioning from one state to another between observations are not observed. This is commonly
referred to as “panel data”. Statistical challenges arise in panel data in regard to iden-
tifying predictors governing the transitions between different disease states with only the
partially observed disease history. Continuous-time Markov models (CTMMs) are com-
monly used to analyze panel data, and allow maximum likelihood estimations without
making any assumptions about the unobserved states and transition times. By assuming
that the underlying disease process is Markovian, CTMMs yield tractable likelihood. How-
ever, CTMMs generally allow covariate effect to differ for different transitions, resulting in
a much higher number of coefficients to be estimated than the number of covariates, and
model overfitting can easily happen in practice. In three papers, I develop a regularized
CTMM using the elastic net penalty for panel data, and implement it in an R package. The
proposed method is capable of simultaneous variable selection and estimation even when
the dimension of the covariates is high.

In the first paper (Section 2), I use elastic net penalty to regularize the CTMM, and
derive an efficient coordinate descent algorithm to solve the corresponding optimization
problem. The algorithm takes advantage of the multinomial state distribution under the
non-informative observation scheme assumption to simplify computation of key quantities.
Simulation study shows that this method can effectively select true non-zero predictors
while reducing model size.

In the second paper (Section 3), I extend the regularized CTMM developed in the previous
paper to accommodate exact death times and censored states. Death is commonly included
as an endpoint in longitudinal studies, and exact time of death can be easily obtained
but the state path leading to death is usually unknown. I show that exact death times
result in a very different form of likelihood, and the dependency of death time on the
model requires significantly different numerical methods for computing the derivatives of
the log likelihood, a key quantity for the coordinate descent algorithm. I propose to use
numerical differentiation to compute the derivatives of the log likelihood. Computation
of the derivatives of the log likelihood from a transition involving a censored state is also
discussed. I carry out a simulation study to evaluate the performance of this extension,
which shows consistently good variable selection properties and comparable prediction
accuracy compared to the oracle models where only true non-zero coefficient are fitted.
I then apply the regularized CTMM to the airflow limitation data to the TESAOD (The
Tucson Epidemiological Study of Airway Obstructive Disease) study with exact death times
and censored states, and obtain a prediction model with great size reduction from a total
of 220 potential parameters.
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Methods developed in the first two papers are implemented in an R package markovnet,
and a detailed introduction to the key functionalities of the package is demonstrated with
a simulated data set in the third paper (Section 4). Finally, some conclusion remarks are
given and directions to future work are discussed (Section 5).

The outline for this dissertation is as follows. Section 1 presents an in-depth background re-
garding panel data, CTMMs, and penalized regression methods, as well as an brief descrip-
tion of the TESAOD study design. Section 2 describes the first paper entitled “Regularized
continuous-time Markov model via elastic net”. Section 3 describes the second paper en-
titled “Regularized continuous-time Markov model with exact death times and censored
states”. Section 4 describes the third paper “Regularized continuous-time Markov model
for panel data: the markovnet package for R”. Section 5 gives an overall summary and a
discussion of future work.
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1 BACKGROUND AND REVIEW OF THE LITERATURE

1.1 Markov model

The natural history of chronic diseases is often composed of a series of transitions among
various stages, which can be defined as a few mutually exclusive “states”. Transitions be-
tween these disease states can provide significant insight into the underlying mechanism of
disease progression[1]. Such information can be captured by longitudinal studies, where pa-
tients are measured over time during follow-up visits. These studies are often designed with
pre-scheduled visits. However, patients do not always follow their scheduled appointments
due to practical reasons, resulting in irregularly spaced follow-up time points which vary
individually. Moreover, the complete disease history usually cannot be fully observed. A
patient’s disease history in terms of state transitions is continuous in time, but only a finite
number of discrete observations can be made due to budget and feasibility considerations.
At each visit, the patient’s current disease state is ascertained, but the actual transitions
between two consecutive visits, if any, occur at unknown times, and the states occupied
during the interval are also unknown. This is referred to as “interval censored” or “panel”
data in the literature. A general research question of interest in longitudinal studies of
chronic disease is the transition probability from one state to another at any given time,
possibly conditioned on a set of covariates. Traditional survival analysis methods, such
as the Cox proportional hazards model, can be generalized to multi-state processes when
exact transition time is known[2], but not when data are panel observed.

Multi-state models (MSM) are a class of modeling techniques specifically developed to an-
alyze state transitions over time, and have been successfully applied to HIV/AIDS[3, 4, 5],
diabetic retinopathy[6], cancer[7, 8, 9], asthma[10, 11], and chronic obstructive pulmonary
disease (COPD)[12]. Most of these modeling techniques aim at estimating the transition in-
tensity, i.e. the instantaneous risk of moving from one state to another, and treat transition
probability as a by-product of the estimation procedure[13]. Among them, continuous-time
Markov model (CTMM) is the most commonly used due to its simplicity and flexibility of
handling panel data. A continuous-time stochastic process [X(t), t ∈ T ] with a finite dis-
crete state space S = {1, . . . ,K} is said to be a Markov process if the probability of moving
to a state in a future point in time only depends on the state currently occupied:

pij(s, t) = P (X(s) = j|X(t) = i,H(t)) = P (X(s) = j|X(t) = i), t < s and i, j ∈ S

where H(t) is the history of the process up to time t. This is often referred to as “mem-
oryless”. The transition intensity qij(t) is defined as the instantaneous hazard of moving
from state i to state j given that the current state is i at time t:

qij(t) = lim
∆t→0+

pij(t, t+ ∆t)

∆t
, i 6= j
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and

qii(t) = −
K∑

j=1,j 6=i
qij(t).

For i = 1, . . . ,K and j = 1, . . . ,K, the entries pij(s, t) and qij(t) form the K×K transition
probability matrix P (s, t) and theK×K transition intensity matrixQ(t), respectively. The
time-dependency of the transition intensities is often assumed to be homogeneous, which
greatly simplifies the model. When qij(t) = qij , ∀t ∈ T and ∀i, j ∈ S, the transition
probability matrix P is said to be stationary if

P (s, s+ t) = P (0, t) = P (t),

which only depends on the interval time between two time points. It also implies a direct
relationship between Q and P (t):

P (t) = etQ =
∞∑
n=0

Qntn

n!
.

It is clear that Q fully characterizes a Markov process. Since estimation of Q can be done
without requiring the exact transition times[14, 7], time-homogeneous Markov model is an
ideal candidate for handling panel data without imposing any assumptions on unobserved
transitions. In this dissertation, I am primarily concerned with time-homogeneous Markov
model.

Conditional on the initial distribution of states, the likelihood function is then simply
the product of transition probabilities based on all observed transitions from all subjects
under study. Due to the complexity of matrix exponential, generally P (t) does not have
a closed-form solution in terms of entries in Q unless the number of states is very small
and/or certain entries in Q can be set to 0 under impossible transitions. This also leads to
challenges in computing MLEs of the model. Kalbfleisch and Lawless[14] proposed a Fisher
scoring method to numerically maximize the log likelihood, and extended it to incorporating
covariates. They suggested using a parameterization for the transition intensities similar
to the Cox’s proportional hazards assumption:

qij = exp(β
(0)
ij )exp(x>βij), i 6= j ∈ {1, 2, . . . , k}

where x is a column vector of covariates, and βij is a column vector of coefficients. In this
dissertation, I adopt this parametric form for the ease of interpretation.

The Fisher scoring algorithm has been implemented in the free downloadable msm package
in R[15]. However, high rate of convergence failure when covariates are included have been
reported in applications in real world data, which limits researchers to only estimating one
or a few covariates at a time, or even none at all[16, 17, 10]. The obvious reason for con-
vergence failure is that the number of parameters to estimate can be large since each entry
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in the transition intensity matrix can have a separate set of values, and the model can be
easily overfitted or identifiability issues can occur, especially when information on transi-
tions between certain states is not rich. The authors of the msm package suggested several
possible remedies, including reducing the number of parameters and/or number of allowed
transitions based on a priori scientific judgment about the underlying mechanisms of the
disease process, assuming fully observed transition times, and tweaking aspects of the nu-
merical optimization algorithms[18, 15]. These options are either statistically unverifiable
or too technical for applied researchers, and none of them are data-driven decision mak-
ing. Li and Chan[17] derived a very complex analytical form of the transition matrix with
three states, which essentially renders calculation of the derivatives of the log likelihood
impossible. They resorted to derivative-free algorithms, such as the Nelder-Mead simplex
method, for numerical optimization. One study adopted this method to estimate three co-
variates simultaneously[19]. However, this approach is restricted only to three-state model,
as more states would make the analytical solutions impractically complex, if possible at all.
More importantly, it does not solve overfitting problems since derivative-free algorithms are
usually very slow, unstable, and sensitive to initial values. The lack of specialized model
selection procedures in Markov model calls for advanced methodology capable of estimat-
ing and selecting from a reasonably large numbers of covariates simultaneously, which is
especially important in the age of high dimensional data.

1.2 Sparse regression modeling with regularization

Preventing model overfitting can be viewed as a model selection problem. Traditional
variable selection procedures follow the best subset selection along with model selection
criteria such as Akaike’s information criterion (AIC) and the Bayesian information criterion
(BIC). However, the resulting model often has poor predictive accuracy due to the inherent
discreteness of subset selection[20]. Besides, the number of possible Markov models can
be very large even with a small to moderate number of covariates. Consider the case of a
three-state model with 10 covariates. Even if we make the very unlikely assumption that
all covariate effects are the same for all transitions, there are 216 (10 coefficients plus 6
intercepts) possible models to choose from. This number would grow exponentially if the
covariate effects are allowed to vary for different transitions. With high dimensional data,
traditional regression methods may simply break down.

High dimensional data impose challenges in estimation and model selection for even the
most commonly used statistical methods. For example, ordinary least square method for
linear regression will not produce a unique solution if the number of covariates exceeds
the number of observations. To overcome this difficulty, Tibshirani[21] proposed the lasso
method, which shrinks some parameters to exactly zero according to the `1 penalty term
imposed on the coefficients, thus achieving model selection and estimation simultaneously.
This approach is motivated by the assumption that the actual solution is usually sparse
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compared to the original dimensionality of the data. In the case of linear regression with N
observations and p covariates, the lasso solution is the minimizer of the following objective
function:

min
1

2

N∑
i=1

(yi − xiβ)2 + λ

p∑
j=1

|βj | (1)

where yi and xi denote the outcome and the covariate row vector from the ith subject, and
β is the length p vector of coefficients. The value λ is a tuning parameter controlling the
shrinkage of the parameters: larger λ shrinks more parameters to zero, and all parameters
will be shrunk to zero if λ is sufficiently large. In principal, the lasso can be applied to any
convex optimization problems, which enabled generalization of the lasso to GLMs[21], Cox’s
proportional hazards model[22], additive hazards model[23, 24], and conditional logistic
regression model[25].

A noted drawback of the lasso is that if certain covariates are highly correlated, the lasso
tends to only pick one and ignore the rest. If we replace the `1 penalty term in (1)
with an `2 penalty

∑p
j=1 β

2
j , we have another class of regularized regression known as ridge

regression. In contrast to the lasso, ridge regression shrinks parameters toward zero but not
exactly zero. If covariates are correlated, ridge regression shrinks their coefficients towards
each other but still keeps all of them in the model. However, the obvious drawback of
ridge regression is that it does not achieve sparsity. To combine the strength and alleviate
the issues of both lasso and ridge regression, Zou and Hastie[26] proposed the elastic net
penalty:

Pα(β) = (1− α)
1

2
‖β‖2`2 + α‖β‖`1 (2)

where α ∈ [0, 1]. We have the lasso penalty when α = 1 , and the ridge penalty when
α = 0, and achieve the properties of both lasso and ridge when α is between 0 and 1.

1.3 Coordinate descent algorithm for solving lasso-type regularization
problems

Solving the lasso-type regularized optimization problem can be challenging because the
`1 penalty is non-differentiable. In their seminal paper, Friedman et al [27] developed an
extremely efficient algorithm to solve this problem by reinventing an old algorithm called
coordinate descent. In contrast to traditional multivariate optimization algorithms where
usually a batch of parameters are updated simultaneously, coordinate descent updates
one parameter at a time while holding all other parameters fixed. The algorithm sweeps
through all parameters in a cyclic fashion, avoiding complexities and numerical instabilities
typically involved in multivariate optimization. For the linear regression problem in (1),
the basic coordinate descent algorithm can be summarized as follows:
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1. Initialize β to a starting set of values.

2. Cycle the index j through 1, 2, . . . , p. For each βj , solve the univariate optimization
problem in (1) while holding all other parameters constant.

3. Repeat step 2 until convergence.

The efficiency of this algorithm enables optimization along an entire solution path of grid
values of λ to be feasible. By adopting the solution from the previous λ value as the
starting values, solving for an entire solution path can be even faster and more stable than
solving for a single λ.

1.4 Choosing the optimal tuning parameter λ

Although the entire solution path of λ can be calculated, it is often desirable to pick the
optimal tuning parameter that yields the best predictive performance. It is well known
that prediction using the same data that generated the model leads to over-optimistic
training error rate, which always decreases as model complexity increases[28, 29]. The
ideal approach would be to evaluate each of the models generated by different values of
λ in a separate validation data set independent of the training set used for model fitting.
However, it is not always possible to have another data set readily available for validation
due to practical limitations. A sensible workaround is N -fold cross-validation (CV): the
data set is split into N (approximately) equally sized parts, and each part serves as a
validation set, while the other N − 1 parts form a training set. In each validation set,
we evaluate the prediction error of the model generated from the corresponding training
set. Prediction error rates are averaged over all N validations for each λ, which is then
minimized at the optimal λ. Typical number of folds ranges from 5 to 10. If N is equal to
the number of observations, the procedure is known as the leave-one-out cross-validation
(LOOCV). In practice, the “one-standard error” rule is often applied, in which we choose
the most parsimonious model whose prediction error is no more than one standard error
above the prediction error at the optimal λ[28, 27]. This approach acknowledges the fact
that prediction error is estimated with error. Although it is possible to select the other
parameter α in (2) by also using cross-validation, it is generally considered to be a higher-
level parameter that is chosen a priori [27]. When cross-validation is used to choose both
the optimal α and λ, the general practice is to conduct a grid search over a grid of a few
α values with a fine grid of λ values for each α as suggested in [30] (page 98), [31] (page
16), and [32].



15

1.5 The TESAOD study

The Tucson Epidemiological Study of Airway Obstructive Disease (TESAOD) is a popu-
lation-based prospective cohort study initiated in 1972 in Tucson, Arizona. The purpose
of this study was to determine the natural history, etiology, and interrelationships of em-
physema, chronic bronchitis, asthma, and related airway obstructive diseases. At study
initiation, 3,805 Tucson residents between the ages of 6-95 years were enrolled. At en-
rollment, questionnaires and blood samples were collected and pulmonary function testing
and skin prick tests were performed. Twelve additional follow-up surveys were completed
approximately every 2 years up to 1996, and the vital status of TESAOD participants was
updated through contact with family and designated next-of-kin, and collection of death
certificates. In 2013, a review of vital status as of January 1, 2011 for the TESAOD cohort
was completed through linkage with the National Death Index. A more detailed descrip-
tion of the original study design and recruitment process can be found in[33]. Methods
developed in this dissertation will be illustrated using data collected from TESAOD.



16

2 REGULARIZED CONTINUOUS-TIME MARKOV MODEL
VIA ELASTIC NET

2.1 Introduction

Progression of chronic disease can often be divided into multiple mutually exclusive stages,
or “states”, and movements across them form the natural history of the disease for in-
dividual patients. Transitions between these disease states can provide important insight
into the underlying mechanism of disease progression[1]. Such information can be captured
by longitudinal studies, where patients are observed over time at one baseline and several
follow-up visits. These studies are often designed with pre-scheduled visits. However, pa-
tients do not always follow their appointment schedule due to various reasons, resulting
in irregularly spaced follow-up time points which vary from patient to patient. Moreover,
the complete disease history might not be fully observed. A patient’s disease history in
terms of state transitions is naturally a continuous stochastic process, but only a finite
number of observations of this process can be made, typically at clinical visits. At each
visit, the patient’s current disease state is ascertained, but the actual transitions between
two consecutive visits, if any, occur at unknown times, and the states occupied during the
interval are also unknown. [14] proposed a continuous-time Markov model (CTMM) for
analyzing panel data with discretely observed states and arbitrary observation times, and
devised a numerical algorithm for maximum likelihood estimation.

CTMMs assume that the underlying disease progression follows a Markov process, which
indicates that the probability of transitioning into a future state depends on the history of
the process only via the current state. CTMMs aim at estimating the transition intensity,
i.e. the instantaneous risk of moving from one state to another, which yields tractable
likelihood functions without imposing any assumptions on unobserved state paths. Thus,
CTMM is a very appealing modeling technique for panel data with multiple states. Suc-
cessful applications of CTMMs have been seen in studies on HIV/AIDS[3, 4, 5], diabetic
retinopathy[6], cancer[7, 8, 9], asthma[10, 11], and chronic obstructive pulmonary disease
(COPD)[12]. A comprehensive review of CTMMs can be found in [34].

Covariates can be incorporated into CTMMs to enable regression analysis by using a GLM
(generalized linear model)-type parameterization, which generally allows unique coefficients
for the same covariate at each type of transition[14, 7]. As a result, the number of coeffi-
cients needed to be estimated can be large even if the number of covariates is moderate,
and the model estimates can become unstable due to overfitting. In fact, high rate of con-
vergence failure when covariates are included have been reported in applications of CTMM
in real world data, which limits researchers to only estimating one or a few covariates at a
time, or even none at all[16, 17, 10]. Automated subset model selection techniques such as
stepwise selection are often used to select a smaller model when the number of parameters
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is large, but can become extremely unstable for CTMM as relatively large models are still
likely to be explored during selection. In light of these obstacles, several possible remedies
have been suggested, including reducing the number of parameters and/or number of al-
lowed transitions based on a priori scientific judgment about the underlying mechanisms
of the disease process, assuming fully observed transition times, and fine-tuning aspects of
the numerical optimization algorithms[18, 15]. These options are either statistically unver-
ifiable or too technical for applied researchers, and none of them are data-driven decision
making.

In this paper, we propose using penalized regression to achieve simultaneous variable selec-
tion and estimation in CTMMs when the number of potential parameters is large. In recent
years, penalized regression methods such as lasso[21] and elastic net[26] have gained con-
siderable popularity in the applied statistics community due to their capability of shrinking
model parameters to zero and thus producing sparse and interpretable models even when
the number of parameters exceeds the number of observations. Such methods have been
extended to generalized linear models[27] and Cox proportional hazard model[22, 35], but
not to CTMM yet. We present a regularized CTMM using the elastic net penalty for
panel data when the underlying disease process is assumed to be Markovian, and devel-
oped an efficient algorithm to solve the corresponding optimization problem which is fully
automatic and capable of computing a whole range of solutions on a fixed grid of varying
penalty parameters.

The rest of the paper is organized as follows. In Section 2.2, we briefly review the CTMM
and introduce the model parameterization and likelihood function. In Section 2.3 we
propose the regularized CTMM via elastic net penalty, and present an efficient coordinate
descent algorithm to solve the corresponding optimization problem. Simulations follow in
Section 2.4. Section 2.5 contains the discussion and additional remarks.

2.2 Continuous-time Markov model

We begin with a brief review of CTMMs in the context of panel data. A good reference on
this subject is [14]. A continuous-time stochastic process [X(t), t ∈ T ] with a finite discrete
state space S = {1, . . . ,K} is said to be a Markov process if the probability of moving to
a state in a future point in time only depends on the state currently occupied:

pij(s, t) = P (X(s) = j|X(t) = i,H(t)) = P (X(s) = j|X(t) = i), t < s and i, j ∈ S

where s and t are time elapsed since origin of the process, and H(t) is the history of the
process up to time t. This is often referred to as “memoryless”. The transition intensity
qij(t) is defined as the instantaneous hazard of moving from state i to state j given that
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the current state is i at time t:

qij(t) = lim
∆t→0+

pij(t, t+ ∆t)

∆t
, i 6= j

and

qii(t) = −
k∑

j=1,j 6=i
qij(t).

For i, j ∈ {1, . . . ,K}, the entries pij(s, t) and qij(t) form the K ×K transition probability
matrix P (s, t) and the K×K transition intensity matrix Q(t), respectively. The transition
intensities are often assumed to be homogeneous, i.e. independent of time, which greatly
simplifies the model. When qij(t) = qij , ∀t ∈ T and ∀i, j ∈ S, the transition probability
matrix P is said to be stationary:

P (s, s+ t) = P (0, t) = P (t),

which only depends on the interval between two time points. Time-homogeneity implies
that the transition probability matrix P can be expressed as a matrix exponential:

P (t) = etQ =
∞∑
n=0

Qntn

n!
.

In this paper we will focus on time-homogeneous CTMM.

It is clear that the transition intensity matrix Q fully characterizes a Markov process.
Therefore, we shall focus our attention on estimating Q. To yield a valid transition proba-
bility matrix P , the off-diagonal entries of Q must be all non-negative, and the rows of Q
must sum to zero. Consider the most general case where there are K states and transition
between any two states is possible. Suppose that there are a total of N subjects with a
set of covariates available at baseline. The nth individual’s underlying disease process is
characterized by a Q matrix dependent on the length p column vector of covariates xn
through a GLM-type parameterization, namely:

q(n)ij = exp(β
(0)
ij ) exp(x>nβij), i 6= j

q(n)ii = −
k∑
1

q(n)ij i 6= j

for i, j ∈ {1, 2, . . .K}, where βij is a length p column vector of coefficients.

For an individual with observed states i0, i1, . . . ir at times w0, w1, . . . wr, the log-likelihood
function conditional on the initial state i0 is

` =
r∑

h=1

log pih−1ih(wh − wh−1), (3)
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where the dependency on individual covariates is suppressed. Then, conditional on the
initial distribution of states, the overall log-likelihood function is simply the sum of all
individual log-likelihoods in the form of (3). However, due to the complexity of the matrix
exponential, generally there is no closed-form expression of the likelihood function in terms
of the model parameters to be estimated.

2.3 Regularized continuous-time Markov model

2.3.1 The design matrix

We construct our design matrix similarly to multivariate regression models. There are a
total of K(K−1) different βij vectors, and we concatenate all of them into a column vector
β with length pK(K − 1), and re-index all of the coefficients from 1 to pK(K − 1). Thus,
the design matrix X is

X1
...
XN


where each Xn is a block diagonal matrix with x>n replicated K(K − 1) times along the
diagonal:

x
>
n 0

. . .

0 x>n


Note that the design matrix does not include columns of 1s. We treat the intercepts

separately. Let β0 denote the column vector composed of all the β
(0)
ij s. Define a NK(K −

1) × K(K − 1) matrix 1 as follows: replicate an identity matrix IK(K−1) N times and
stack them on top of each other. Thus 1 is simply a block column vector. Now we define
η = 1β0 +Xβ, the linear predictor of the model.

2.3.2 Regularization through elastic net penalty

The maximum likelihood estimating procedure of the unpenalized likelihood function amounts
to a Newton-Raphson type iterative algorithm[14]. Let `′(η) and `′′(η) denote the gradient
(score function) and Hessian of the log likelihood with respect to η, respectively. It has
been shown[22] that the second order Taylor expansion of the log likelihood centered at
the current estimates (β̃0, β̃) can be written as



20

`(β0,β) ≈ 1

2
(z(η̃)− 1β0 −Xβ)>`′′(η̃)(z(η̃)− 1β0 −Xβ), (4)

where η̃ = 1β̃0 +Xβ̃, and z(η̃) = η̃ − `′′(η̃)−1`′(η̃). We aim at minimizing the following
penalized objective function

M(β0,β) = − 1

2N
(z(η̃)− 1β0 −Xβ)>`′′(η̃)(z(η̃)− 1β0 −Xβ) + λPα(β)

where Pα(β) = (1 − α)
∑pK(K−1)

k=1 β2
k + α

∑pK(K−1)
k=1 |βk|, 0 ≤ α ≤ 1 is the elastic-net

penalty term. Note that the intercepts are not penalized. The tuning parameter λ controls
the degree of shrinkage, and α controls the mixture of lasso (at α = 1) and ridge (at α = 0)
penalty. We scale the log likelihood by averaging over all subjects to prevent numerical
overflow.

We devise a coordinate descent algorithm [36] to find the set of (β0,β) minimizing M(β0,β)
at a particular choice of λ and α. The algorithm cycles through each coefficient in β,
minimizing M(β) with respect to one coefficient βk at a time, while setting all other
coefficients βl (l 6= k) and β0 fixed at their current estimates. Let ˜β−k denote the column
vector of coefficients without βk, Xk the kth column in the expanded design matrix, and
X−k the remainder of the expanded design matrix without Xk. The partial derivative of
M with respect to βk is

∂M

∂βk
=

1

N
[X>k `

′′(η̃)(z(η̃)−1β̃0−X−k ˜β−k)]−
1

N
βk ·X>k `′′(η̃)Xk+λα ·sgn(βk)+λ(1−α)βk

(5)

when βk 6= 0, where sgn(βk) is 1 if βk > 0, -1 if βk < 0 and 0 if βk = 0. Notice that due
to symmetry of `′′(η̃), X>k `

′′(η̃)(z(η̃) −X−k ˜β−k) = (z(η̃) −X−k ˜β−k)
>`′′(η̃)Xk. Thus

setting equation (5) to 0 we obtain the update for βk as

β̂k =
S[− 1

NX
>
k `
′′(η̃)(z(η̃)− 1β̃0 −X−k ˜β−k), λα]

− 1
NX

>
k `
′′(η̃)Xk + λ(1− α)

(6)

where S is the soft-thresholding operator[37] with value

S(z, γ) =


z − γ if z > 0 and γ < |z|
z + γ if z < 0 and γ < |z|
0 if γ ≥ |z|.

We defer the discussion of computing `′(η̃) and `′′(η̃) until Section 2.3.3.
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The intercepts are treated separately since they are not penalized. Taking the derivative
of the objective function with respect to β0 and setting it to zero yields:

1>`′′(η̃)1β0 = 1>`′′(η̃)(z(η̃)−Xβ̃).

This system of linear equations gives the update rule for β0, and can be easily solved using
elementary algebra. Update of β0 is typically done after one sweep through β, and thus
completes one coordinate descent epoch. It is worth noting that z(η̃), `′(η̃) and `′′(η̃)
should remain fixed during a coordinate descent epoch.

The basic coordinate descent algorithm for the regularized CTMM can now be summarized
as follows:

1. Initialize β and β0.

2. Cycle through β to apply soft-thresholding updates. After one cycle is completed,
update β0.

3. Repeat the last step till convergence (relative change in the objective function is less
than a pre-specified threshold).

2.3.3 Computation of the score function and Hessian matrix

Central to our coordinate descent algorithm are the quantities `′(η̃) and `′′(η̃), which are
the score function and Hessian matrix of the log likelihood function with respect to the
current estimate of η, respectively. Before outlining the details of the computation, it is
worthwhile to examine the structure of `′′(η̃). This is an NK(K−1)×NK(K−1) matrix
and can be quite large. However, its (u, v) entry is non-zero only when both ηu and ηv
pertain to the same subject, since each subject contributes to the likelihood only through
their own observed transitions. Therefore, `′′(η̃) is a block diagonal matrix with blocks of
size K(K − 1) × K(K − 1). To further simplify the computation, we replace `′′(η̃) by a
diagonal matrix with the diagonal entries of `′′(η̃), which is a commonly used method to
decrease computation time of the Hessian matrix[35, 38]. Thus, we are only concerned with
computing the first and the pure second partial derivatives of the log likelihood with respect
to each element in η̃, or more specifically, the quantities in the form of ∂pij(t)/∂ηu and
∂2pij(t)/∂η

2
u. For the remainder of this section, we suppress the dependency of all relevant

quantities on individual subjects and model parameters for notational simplicity.

The major difficulty here lies in the fact that entries in P (t) generally do not have closed
form expressions in terms of the model parameters in Q. Kalbfleisch et al[14] showed that
the first derivatives of P (t) with respect to the parameters in Q can be can be computed by
eigen-decomposition. Assuming that Q has K distinct eigenvalues d1, . . . , dK , the eigen-
decomposition of Q is

Q = ADA−1
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where A is the K × K matrix whose jth column is a right eigenvector corresponding to
dj , and D = diag(d1, . . . , dK). It follows that

∂P (t)

∂ηu
= AVuA

−1

where Vu is a K ×K matrix with (i, j) entry

g
(u)
ij (edit − edjt)(di − dj), i 6= j,

g
(u)
ii te

dit, i = j,

and g
(u)
ij is the (i, j) entry in G(u) = A−1(∂Q/∂ηu)A. The matrix ∂Q/∂ηu has a very

simple form when ηu is related to the transition from state i to state j (i 6= j):

∂Q

∂ηu
= qi,jL

where L is a K ×K matrix with all elements 0 except Lij = 1 and Lii = −1.

Now consider log(pij(t)), the contribution to the log likelihood from a single observed
transition from state i at time t1 to state j at time t2 with time interval t2 − t1 = t. The
first derivative of log(pij(t)) with respect to ηu is

∂ log(pij(t))/∂ηu =
1

pij(t)

∂pij(t)

∂ηu
. (7)

Calculating (7) is straightforward with the aforementioned eigen-decomposition technique.
However, direct evaluation of ∂2 log(pij(t))/∂η

2
u is much more complex since it requires

evaluation of the second derivatives of P (t):

∂2 log(pij(t))

∂η2
u

=
1

pij(t)

∂2pij(t)

∂η2
u

− 1

[pij(t)]2

[
∂pij(t)

∂ηu

]2

(8)

Direct evaluation of
∂2pij(t)
∂η2u

can be very complex even with the eigen-decomposition of Q,

and we would like to avoid it. Note that the distribution of the current observed state
conditioned on the previous observed state is multinomial, and (8) can be written as

∂2 log(pij(t))

∂η2
u

=

K∑
h=1

I [S(t2) = h]

{
1

pih(t)

∂2pih(t)

∂η2
u

− 1

[pih(t)]2

[
∂pih(t)

∂ηu

]2
}
,
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where I is the indicator function. Taking expectation of
∂2 log(pij(t))

∂η2u
conditional on the

state at t1 and using the fact that E (I [S(t2) = h] |S(t1) = i) = pih(t), we have

E

(
∂2 log(pij(t))

∂η2
u

)
=

K∑
h=1

E (I [S(t2) = h])

{
1

pih(t)

∂2pih(t)

∂η2
u

− 1

[pih(t)]2

[
∂pih(t)

∂ηu

]2
}

=
K∑
h=1

pih(t)

{
1

pih(t)

∂2pih(t)

∂η2
u

− 1

[pih(t)]2

[
∂pih(t)

∂ηu

]2
}

=
K∑
h=1

{
∂2pih(t)

∂η2
u

− 1

pih(t)

[
∂pih(t)

∂ηu

]2
}

Since
∑K

h=1
∂2pih(t)
∂η2u

=
∂2

∑K
j=1 pih(t)

∂η2u
= 0, we have

E

(
∂2 log(pij(t))

∂η2
u

)
=

K∑
h=1

− 1

pih(t)

(
∂pih(t)

∂ηu

)2

, (9)

where the summand is set to 0 if pih(t) = 0. Thus, we replace ∂2 log(pij(t))/∂η
2
u by an

estimate of its expectation (or equivalently, the Fisher information) in equation (9), which
only involves the first derivatives.

2.3.4 Pathwise algorithm

It is generally of more interest to compute the parameter estimates for a series of λ values
instead of at a single value of λ to examine a pool of models. We describe a pathwise
algorithm that computes solutions along a grid of decreasing values of λ at a particular
choice of α. Friedman et al [27] suggested treating α as a prefixed higher-level parameter,
but the pathwise algorithm can be easily extended to a two-dimensional grid of λ and α
values should the analyst choose to do so, in which case the α grid usually only contains a
few values between 0 and 1 whereas the λ grid is much finer.

The solution path begins at the smallest λ that warrants an all-zero solution in β, which
we denote as λmax. From equation (6), it is easy to see that this is satisfied when
1
N |X

>
k `
′′(η̃)(z(η̃) − 1β̃0 − X−k ˜β−k)| < λα for all k = 1, 2, . . . , pK(K − 1). Therefore,

we have

λmax = max
k

|X>k `′(η̃)|
αN

∣∣∣∣
β=0

(10)

We then solve for (β0,β) along a sequence of S values of λ decreasing from λmax to
λmin = ελmax. Typically we can set S = 100 and ε = 0.001. It has been suggested that
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the grid values of λ should be equidistantly spaced on a log scale[27]. Note that we do
not run the sequence down to the unregularized case, which is equivalent to the MLE
solution.

Using the pathwise algorithm bears several benefits. First, it exploits “warm starts” and
lends stability to our coordinate descent algorithm: the solution for the current λ is used
as the starting values for the next λ, thus having a good chance of being close to the
optima. Second, it facilitates the initialization of β0 at the start of the coordinate descent
algorithm. Since computation of `′(η̃) and `′′(η̃) both involve β0, the quality of the initial
values of β0 directly affects how well the second order Taylor expansion approximates the
log likelihood. For an arbitrary value of λ, it is difficult to simultaneously obtain good
initial guesses of β and β0. However, for the pathwise algorithm, the solution for β0 at
λmax is simply the MLE of the intercepts-only model, which can be computed using well-
implemented algorithms such as the msm package in R[15]. Initial values of β0 are then
obtained from the previous solutions for all subsequent values of λ.

2.3.5 Selecting the tuning parameters

The next step after a solution path has been calculated is choosing the best λ (and α if the
user so wishes). Model selection is commonly done through V -fold cross validation, where
the data are split into V equal-sized parts. A model is built using the V −1 parts and then
validated using the V th part to obtain an estimate of prediction error using some rule.
The overall prediction error for each λ can be calculated by averaging over all the V parts.
More details about cross validation can be found in [28]. We note that the data should
be split based on individuals instead of observed transitions, i.e., either all or none of the
observed transitions belonging to the same individual should be included in one split part
of the data. The best λ is chosen as the one minimizing the mean negative log-likelihood
(MNL) over all V parts of the data.

2.4 Simulation Study

A simulation study with a training set of N = 200 individuals is carried out to investigate
the variable selection performance of our regularized CTMM algorithm with simulated
panel data. The number of covariates is set at p = 25. The state space consists of 4
non-absorbing disease states 1, 2, 3, 4, and only transitions into adjacent states are allowed,
which gives the following structure in Q:

q11 q12 0 0
q21 q22 q23 0
0 q32 q33 q34

0 0 q43 q44

 .
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There are six allowed transitions, which gives a total parameter space of dimension (25+1)×
6 = 156 including intercepts. In each simulated data set, we first simulate 200 instances of
a p-dimensional multivariate normal distribution with mean vector 0 and covariance matrix
Σi,j = ρ|i−j| with 0 < ρ < 1, which forms a 200 × 25 matrix with each column being a
covariate vector. We then dichotomize the first two covariate columns with proportions 0.5
and 0.2 respectively. The dichotomization is repeated for the last two covariate columns
using the same proportions. The initial state distribution at baseline is uniform on all
non-absorbing disease states. We set year as the time unit, and pre-specify six follow-up
time points once every year after baseline. Individual observation times are sampled from
a uniform distribution between ±0.2 years around each of the scheduled follow-up times.
Probability of missing is set at 20% for all six follow-ups. For each individual, a complete
continuous-time Markov chain is first generated up to the final follow-up time using the
individual-specific Q matrix, and the state occupied at each non-missing follow-up is then
taken as the observed state.

Two cases of model coefficients representing different levels of sparsity are studied for each
state space scenario:

1. A few large effects: starting from i = 1 and j = 2, the first three coefficients in β12

are set to 0.5 while the rest are set to 0. Then for the next allowed transition (by
traversing the Q matrix by row, or the “row-major” order), the next three (fourth
through sixth) coefficients are set to 0.5 while the rest are set to 0. Repeat this
pattern for all allowed transitions.

2. Many small effects: following the row-major order in the Q matrix, the kth allowed
transition has fifteen non-zero coefficients randomly generated from a uniform distri-
bution starting at the k − 1 entry in the βij vector while the rest are set to 0. The
range of the uniform distribution is (0, 0.2) for transitions from a lower state to a
higher state, and (−0.2, 0) otherwise.

All intercepts are set to −2 in all cases.

For each simulated data set, a solution path for a sequence of 100 λ values generated using
ε = 0.01 is computed for each value of α in the grid of {0.2, 0.4, 0.6, 0.8, 1}. For each fixed
α, an intercepts-only model is first fit to the data using the msm function from the R package
msm [15]. The estimates from this model are used as the solution at λmax. Ten-fold cross
validation is then used to evaluate prediction performance of the models generated at each
λ and α combination. We use two different criteria to choose the “best” tuning parameter
λ along the solution path: λmin which minimizes the MNL, and λ1SE which is the largest
λ with a MNL within one standard deviation of the minimum MNL. The latter choice of
λ follows the “one-standard-error” rule suggested in [28].

Table 1 summarizes the results from the simulation study based on 100 simulated data
sets for each case of model coefficients. Using the λ value minimizing the 10-fold cross
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validation MNL as the optimal tuning parameter reduces the size of the model considerably
while identifying a large proportion of the true active predictors and suppressing most of
the true inactive predictors. In contrast, using the “one-standard-error” rule to choose
the optimal tuning parameters appears to be over-aggressive: it suppresses almost all of
the true inactive predictors, but at a cost of incorrectly setting far too many true active
predictors to zero.

Table 1: Simulation results based on 100 simulated data sets. Standard deviations are
given in parentheses†.

Case ρ Model selection

λmin λ1SE

% correct active % correct inactive % correct active % correct inactive

(1)
0 92.39 (7.68) 74.57 (13.85) 48.61 (33.27) 96.05 (4.63)

0.2 93.78 (6.76) 74.39 (14.54) 73.37 (23.09) 93.22 (6.17)
0.5 91.89 (6.9) 75.84 (16.55) 83.72 (14.2) 91.9 (10.09)

(2)
0 25.13 (19.9) 82.5 (16.02) 0.06 (0.46) 99.98 (0.17)

0.2 40.57 (15.82) 73.53 (12.88) 0.26 (1.44) 99.97 (0.23)
0.5 56.59 (10.07) 67.73 (11.82) 13.27 (14.48) 98.22 (3)

†Cases: (1) a few large effects; (2) many small effects. Correct active: correctly identified
true non-zero coefficients. Correct inactive: correctly suppressed true zero coefficients.

2.5 Discussion

We proposed a novel method for simultaneous variable selection and estimation in CTMM
using penalized likelihood approach, which can overcome the numerical difficulties often
encountered in the ordinary MLE approach even when the dimension of the covariate space
is not large. The elastic net penalty offers great flexibility in both significant reduction
of model size and maintaining correlated true predictors. We devised a specialized coor-
dinate descent algorithm for solving the corresponding optimization problem. Compared
to the MLE implementation in the R package msm, our algorithm is fully automatic in
variable selection and does not require any user specification of numerical parameters for
optimization. Simulation studies showed good properties of our penalized CTMM in terms
of variable selection.

In this study we focused on using only baseline information to predict future transitions. It
is common for longitudinal studies to collect information on the same covariates at follow-
up visits, and it may be desirable to utilize the time-dependent covariates. One reasonable
approach is to assume that the current set of covariates only affect the next observed state.
Note that the coefficients are still assumed to be stationary over time. In this case, each
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observed transition is essentially treated as if generated from a unique set of covariates,
and our algorithm can be readily applied without any modification. However, a notable
limitation of this approach is that the resulting model can only be used for predicting a
future outcome in a relatively shorter time during which the covariates can be assumed to
be fixed. Furthermore, the interpretation of the model can be complicated by including
internal time-dependent covariates[1]. Joint modeling of the Markov disease process and
the time-varying covariates will be a future research topic.

Our simulation study showed that the commonly used “one standard error” rule for choos-
ing the best tuning parameter may not be desirable in our penalized CTMM. It tends to
suppress far too many true non-zero coefficients. We advise that the “one standard error”
be used with caution when using our penalized CTMM in real world applications where
identifying important predictors is a primary interest.
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3 REGULARIZED CONTINUOUS-TIME MARKOV MODEL
WITH EXACT DEATH TIMES AND CENSORED STATES

3.1 Introduction

Chronic diseases are leading causes of death and disability in the United States[39], and
a large area of statistical research is dedicated to the study of chronic diseases using data
collected longitudinally. Longitudinal studies are commonly used to observe patients’ dis-
ease histories and characterize risk factors associated with disease progression, and can
collect years or even decades of follow-up data. While continuous monitoring of patients
may be possible for shorter study durations, intermittent observation schemes are most
typical in longitudinal studies with long durations, where patients are only observed at
discrete time points usually pre-specified by study design. As a result, data collected from
longitudinal studies only contain partial information of the complete disease history from
each individual. This type of data are often referred to as “panel data”[1]. When the
outcome consists of multiple states of the disease and the primary interest is focused on
transitions between these states, the unobserved state paths and unknown exact transition
times between observations can impose challenges to statistical analyses. Besides disease
states, death is also commonly included as an endpoint in longitudinal studies, and time
of death can usually be ascertained by examining hospital records or databases such as
National Death Index (NDI). Therefore, statistical methods designed for analyzing panel
data need to be able to accommodate exact death times.

Continuous-time Markov models (CTMM) are commonly used to analyze panel data[34].
By assuming that the underlying disease process is a Markov process, CTMMs yield
tractable likelihood functions without making any assumptions about the unknown ex-
act transition times or state paths between observed states[14]. CTMMs aim at estimating
the hazard rates of moving from one state to another, which form the transition intensity
matrix Q. Maximum likelihood estimating procedures have been well developed, which
can incorporate covariate effects through a GLM type of parameterization[14, 3], but are
reported to have high rate of convergence failure in practice[16, 17, 10]. To circumvent this
issue, we have developed a regularized CTMM using the elastic net penalty in Section 2.3,
which is capable of simultaneous variable selection and estimation even when with high
covariate dimensions.

When the data do not contain exact death times, the data likelihood is the product of
the transition probabilities associated with all observed transitions. In deriving an efficient
coordinate descent algorithm to compute the solutions for the regularized CTMM, we were
able to achieve considerable speed gains in the algorithm by exploiting the multinomial
form of the likelihood. However, the multinomial distribution of the states is valid only if
the observation times are independent of the underlying disease process[40]. When death



29

is included as one of the states in the Q matrix and time of death is exactly known, this
assumption is clearly violated since time of death cannot be pre-specified and is always
related to the underlying disease process by our model construction. Note however, that
the state path leading to death is usually still unobserved. A related scenario is when
an individual is known to be alive at a fixed time point but the state occupied at that
time cannot be ascertained. The state is said to be censored and can be any of the non-
death states. Both exact death times and censored states are expected to contribute to the
data likelihood differently than if all states are panel observed, and their impact on the
coordinate descent algorithm proposed in the first paper needs to be investigated. The goal
of this study is to extend the regularized CTMM proposed in Section 2.3 to exact death
times and censored states to allow more general applications to longitudinal data.

3.2 Regularized Continuous-time Markov Model via Elastic Net

In this section, we briefly review the proposed regularized CTMM using the elastic net
penalty for panel data when there are no exact death times or censored states. The
penalized negative log likelihood is

`(β0,β) + λ

[
(1− α)

∑
k=1

β2
k + α

∑
k=1

|βk|

]
, 0 ≤ α ≤ 1

Note that the intercepts are not penalized. To minimize the penalized negative log like-
lihood, we devise a coordinate descent algorithm based on the quadratic approximation
around the current estimates (β̃0, β̃) to the log likelihood. During one coordinate descent
epoch, the algorithm updates one coefficient βk at a time while treating all other coefficients
β−k as fixed according to the following rule:

β̂k =
S[− 1

NX
>
k `
′′(η̃)(z(η̃)− 1β̃0 −X−k ˜β−k), λα]

− 1
NX

>
k `
′′(η̃)Xk + λ(1− α)

,

where X is the “expanded” design matrix, 1 is a “stacked” identity matrix, η is the
linear predictor of the model, and z(η̃) is the “working” response similar to that of iter-
atively reweighted least squares. Their detailed forms are described in Sections 2.3.1 and
2.3.2.

The majority of computation will be dedicated to the calculation of the first and second
derivatives of the log likelihood with respect to η. Since the log likelihood is constructed
by matrix exponentials of the individual Q matrices, generally it does not have any closed
form expression in terms of the model parameters. However, as outlined in [14], the first
derivatives of ` with respect to η can be computed easily with eigen-decomposition of Q,
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and the second derivatives can be replaced by their expectations which only involves the
first derivatives. The approximation to the second derivatives exploits the fact that the
distribution of the next observed state is multinomial conditional on the current observed
state. This exploit only holds when the observation times are independent of the underlying
disease (Markov) process.

3.3 Exact Death Times and Censored States

3.3.1 Likelihood for Exact Death Times and censored states

Suppose that there are a total of K states 1, 2, . . . ,K, and state K is death. It is clear that
death is an absorbing state i.e. the hazard rate and the probability of transitioning from
death to any other state are both zero. Therefore, the Kth row in the Q matrix should
only contain zeros. Next, we shall investigate the contribution of an observed transition
ending in death to the likelihood. For an observed transition from state i (i 6= K) at time
t1 to death at time t2, we assume that time at death is exactly known but the state path
before death is unknown, and that the individual can occupy any of the K − 1 non-death
states right before death. We shall prove that the contribution to the likelihood from this
observed transition is of the form

LD =
∑
j 6=K

pij(t)qjK , (11)

where t = t2 − t1.

Proof. Since time at death is an exact transition time (albeit from an unknown state), the
observed transition can be viewed as a Markov chain starting from state s0 (s0 6= K) at
time t1 and ending at some non-death state at t2, and then jumping to death (state K)
at the next very instant t2 + dt. We partition the time interval between t1 and t2 into τ
equal small intervals of length δ, and denote the sequence of states occupied at each cut
off and at t2 as S1, S2, . . . , Sτ ∈ {1, 2, . . . ,K − 1}. Consider one possible realization of this
sequence S1 = s1, S2 = s2, . . . , Sτ = sτ and death at t2. The likelihood is

ps0,s1(δ)× ps1,s2(δ)× · · · psτ−2,sτ−1(δ)× psτ−1,sτ (δ)︸ ︷︷ ︸
L∗

× (qsτ ,Kdt) .

The last term in the brackets is due to the exact transition time. The contribution of the
observed transition is then summed from all possible realizations of this sequence of states.
We start from the last two terms in L∗ and sum them over Sτ−1:

ps0,s1(δ)× ps1,s2(δ)× · · · ×
∑

Sτ−1 6=K
psτ−2,Sτ−1(δ)× pSτ−1,sτ (δ)

=ps0,s1(δ)× ps1,s2(δ)× · · · × psτ−2,sτ (2δ).
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The result of the summation is due to the Chapman-Kolmogorov equation for continuous-
time Markov chains given in [41] (page 5). Repeating this summation successively over all
the states in backward order toward s0, it is easy to see that now the overall desired sum
can be written as ∑

Sτ 6=K
ps0,Sτ (t)× qSτ ,Kdt,

which is equivalent to (11) up to a factor dt.

A related quantity is censored states. For an individual who is known to be alive at time
t2 but whose disease state cannot be ascertained due to lost to follow-up, the state at t2 is
said to be censored. Note that here it is the state that is censored, not time. Commonly t2
is an administrative censoring time such as end of study. Assuming that the individual can
occupy any of the non-death states at time of censoring, the contribution to the likelihood
from an observed transition ending in a censored state can be written as

LC =
∑
j 6=K

pij(t) = 1− piK(t), (12)

which is the probability of not having died at time t2.

3.3.2 Calculating Derivatives of log(LD) and log(LC)

We consider the general forms of the first and second pure derivatives of log(LD) and
log(LC) with respect to ηu. For exact death times,

∂ logLD
∂ηu

=
1∑

j 6=K pij(t)qjK

∑
j 6=K

(
∂pij(t)

∂ηu
qjK + pij(t)

∂qjK
∂ηu

) (13)

∂2 logLD
∂η2

u

=
1∑

j 6=K pij(t)qjK

∂2
(∑

j 6=K pij(t)qjK

)
∂η2

u

− 1(∑
j 6=K pij(t)qjK

)2

[
∂
∑

j 6=K pij(t)qjK

∂ηu

]2

,

(14)
where

∂
∑

j 6=K pij(t)qjK

∂ηu
=
∑
j 6=K

(
∂pij(t)

∂ηu
qjK + pij(t)

∂qjK
∂ηu

)
,

∂2
(∑

j 6=K pij(t)qjK

)
∂η2

u

=
∑
j 6=K

[
∂2pij(t)

∂η2
u

qjK + pij(t)
∂2qjK
∂η2

u

+ 2
∂pij(t)

∂ηu

∂qjK
∂ηu

]



32

Note that both
∂qjK
∂ηu

and
∂2qjK
∂η2u

are equal to qjK if ηu pertains to the individual on whom

this transition is observed and ηu = x>βiK , and 0 if otherwise.

Calculating the first derivatives of log(LD) in the form of (13) is straightforward by applying
the results from Section 2.3.3. However, calculation of the second derivatives of log(LD)
may not be simplified by taking expectation of a multinomial state distribution. When
there are no exact death times, the (conditional) multinomial distribution of the states
arises from the underlying assumption that observation times are independent of the state
outcome. This assumption simply does not hold with exact death time by our model
construction, and as a result the distribution of the states is no longer multinomial. We
propose to use the central difference approximation to evaluate the pure second derivatives
of log(LD) with respect to ηu numerically using the equations given by [42] (page 884).
More specifically, let f = LD, and the formula for central difference is

∂2f

∂η2
u

=
−f(η + 2dueu) + 16f(η + dueu)− 30f(η) + 16f(η − dueu) + f(η − 2dueu)

12d2
u

,

(15)

where eu is a vector of the same length of η with a 1 in the uth position and zeros in all
other positions, and du is the step size for the uth parameter in η. The step size is defined
as hu = 3

√
ε(1 + |ηu|), where ε is the precision parameter and can be typically set to the

machine precision.

For censored states, the first and pure second derivatives of log(LC) can be written as

∂ logLC
∂ηu

=
1∑

j 6=K pij(t)

∑
j 6=K

∂pij(t)

∂ηu
=

1

1− piK(t)

(
−∂piK(t)

∂ηu

)
(16)

∂2 logLC
∂η2

u

=
1∑

j 6=K pij(t)

∑
j 6=K

∂2pij(t)

∂η2
u

− 1(∑
j 6=K pij(t)

)2

∑
j 6=K

∂pij(t)

∂ηu

2

. (17)

Again, (16) can be calculated in a straightforward way. Since the time of censoring is
pre-specified and independent of the underlying disease process, we can apply the same
expectation exploit to (17) by noting that we are now working with a binomial distribution
(censored or dead) collapsed from a multinomial distribution with all the states. Thus we
have
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E

(
∂2 logLC
∂η2

u

)
= E(I(censored))

 1∑
j 6=K pij(t)

∑
j 6=K

∂2pij(t)

∂η2
u

− 1(∑
j 6=K pij(t)

)2

∑
j 6=K

∂pij(t)

∂ηu

2


+ E(I(dead))

{
1

piK(t)

∂2piK(t)

∂η2
u

− 1

[piK(t)]2

[
∂piK(t)

∂ηu

]2
}

= −
(

1

1− piK(t)
+

1

piK(t)

)[
∂piK(t)

∂ηu

]2

(18)

The last step uses the fact that piK(t) = 1 −
∑

j 6=K pij(t). However, in our limited expe-
rience, using the expectation in (18) to estimate the Fisher information of an transition
ending in a censored state seems to be too crude, and can render the algorithm less stable.
Therefore, currently our algorithm also uses the central difference approximation formula
in (15) to evaluate the pure second derivatives of log(LC). It is worth noting that the
sets of possible states under the summation sign in LD and LC can both be reduced to
fewer states should such information become available, which only changes the computation
trivially.

3.4 Simulation Study

A simulation study with a training set of N = 200 individuals is carried out to investigate
the variable selection performance of our regularized CTMM algorithm with the extension
to exact death times and censored states. The number of covariates is set at p = 25. The
state space consists of 3 disease states 1, 2, 3, and one death state (state 4), and exact time
at death is known. Only transitions into either the adjacent disease states or death are
allowed, which gives the following structure in the Q matrix:

q11 q12 0 q14

q21 q22 q23 q24

0 q32 q33 q34

0 0 0 0

 .
The total parameter space is of dimension (25 + 1)× 7 = 182 including intercepts.

In each simulated data set, we first simulate 200 instances of a p-dimensional multivariate
normal distribution with mean vector 0 and covariance matrix Σi,j = ρ|i−j| with 0 < ρ < 1,
which forms a 200 × 25 matrix with each column being a covariate vector. We then
dichotomize the first two covariate columns with proportions 0.5 and 0.2 respectively. The
dichotomization is repeated for the last two covariate columns using the same proportions.
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The initial state distribution at baseline is uniform on all non-absorbing disease states. We
set year as the time unit, and pre-specify six follow-up time points once every year after
baseline. Individual observation times are sampled from a uniform distribution between
±0.2 years around each of the scheduled follow-up times. Probability of missing is set at
20% for all six follow-ups. We further add an additional final follow-up seven years after
the baseline for all individuals as the vital status check, where the times of death between
the sixth and the final follow-up are recorded, and individuals who are still alive at the
vital status check have censored states which can be any one of the three disease states.
For each individual, a complete continuous-time Markov chain is first generated up to the
final follow-up time or time of death using the individual-specific Q matrix, and the states
occupied at each non-missing follow-up are then taken as the observed states.

Two cases of model coefficients representing different levels of sparsity are studied for each
state space scenario:

1. A few large effects: starting from i = 1 and j = 2, the first three coefficients in β12

are set to 0.5 while the rest are set to 0. Then for the next allowed transition (by
traversing the Q matrix by row, or the “row-major” order), the next three (fourth
through sixth) coefficients are set to 0.5 while the rest are set to 0. Repeat this
pattern for all allowed transitions.

2. Many small effects: following the row-major order in the Q matrix, the kth allowed
transition has fifteen non-zero coefficients randomly generated from a uniform distri-
bution starting at the k − 1 entry in the βij vector while the rest are set to 0. The
range of the uniform distribution is (0, 0.2) for transitions from a lower state to a
higher state, and (−0.2, 0) otherwise.

All intercepts are set to −2 in all cases.

For each simulated data set, a solution path for a sequence of 100 λ values generated using
ε = 0.01 is computed for each value of α in the grid of {0.2, 0.4, 0.6, 0.8, 1}. For each fixed
α, an intercepts-only model is first fit to the data using the msm function from the R package
msm [15]. The estimates from this model are used as the solution at λmax. Ten-fold cross
validation is then used to evaluate prediction performance of the models generated at each
λ and α combination. We use two different criteria to choose the “best” tuning parameter
λ along the solution path: λmin which minimizes the MNL, and λ1SE which is the largest
λ with a MNL within one standard deviation of the minimum MNL. The latter choice of
λ follows the “one-standard-error” rule suggested in [28].

To evaluate the prediction performance of the models chosen by the 10-fold cross valida-
tion, we further simulate an independent test set of N = 200 using the same true model
parameters, baseline state distribution and covariate structure. The chosen models are
then used to predict the 5- and 10-year outcome dichotomized into either states 3 and 4
(less desirable outcomes) or states 1 and 2 (more desirable outcomes). Area under the
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curve (AUC) of the receiver operating characteristic (ROC) curve is used to measure the
(binary) prediction performance[43]. Prediction results from our algorithm are compared
with those of the oracle models estimated using the msm package, where only the true
non-zero coefficients are included.

Results from the simulation study based on 100 simulated data sets are displayed in Table
2. When the true model is sparse with only a few large coefficients, models chosen based
on minimizing the 10-fold cross-validation MNL have consistently high probability of both
correctly identifying the true active predictors and suppressing the true non-active predic-
tors, while the “one-standard-error” rule further reduces model sizes but at a great cost
of incorrectly setting a large portion of the true active predictors to zero. When the true
model has many small effects, probability of correctly identifying active predictors becomes
much lower for models chosen based on both λ criteria, but the “one-standard-error” rule
tends to choose the intercept-only model most of the time, while using λmin can still iden-
tify some true active predictors. In terms of predicting the dichotomized outcome at 5
or 10 years after baseline, using λmin consistently shows a higher average AUC than that
of λ1SE across different levels of correlation between covariates, although the difference in
performance seems to decrease when the correlation increases. In most cases, means of
AUC at λmin are consistently lower than those of the oracle models as expected, but the
difference is not large. When the true model is not sparse, the prediction performance of
our method can occasionally even outperform that of the oracle models. A 1% convergence
failure rate is encountered with the oracle models when there are many small effects across
all three ρ values even when maximum number of iteration is set at 500. Simulation runs
of the oracle models with convergence failures are not included in the reported results. Our
methods never encounter any numerical failures.

3.5 Application to airflow limitation data

Airflow limitation (AL), defined as an abnormally low ratio between forced expiratory
volume in one second (FEV1) and forced vital capacity (FVC) as assessed at spirometry,
is associated with pulmonary diseases such as asthma and chronic obstructive pulmonary
disease, as well as increased mortality risk[44, 45]. The severity of AL can be categorized
based on spirometry test results using % predicted FEV1 values[46], and identifying risk
factors associated with transitions between these different severity states can shed light on
the underlying disease process.

3.5.1 Procedure

The goal of the present analysis is to select important baseline predictors and build a
CTMM for predicting the transition between different AL states and all-cause deaths using
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Table 2: Simulation results based on 100 simulated data sets when the panel data include
exact death times and censored states. Standard deviations are given in parentheses†.

Case ρ Model selection

λmin λ1SE

% correct active % correct inactive % correct active % correct inactive

(1)
0 89.05 (8.33) 72.21 (13.46) 47.05 (34.8) 92.77 (8.49)

0.2 91.43 (7.48) 73.68 (13.74) 74.76 (22.87) 90.03 (7.07)
0.5 90.24 (7.11) 76.62 (13.16) 87 (12.39) 87.14 (6.41)

(2)
0 23.97 (19.39) 82.69 (15.34) 0.34 (2.42) 99.83 (1.22)

0.2 33.03 (18.17) 77.23 (15.13) 0.45 (2.21) 99.91 (0.53)
0.5 50.56 (11.71) 67.9 (11.63) 9.96 (12.66) 98.16 (3.41)

Prediction of states 3 or 4

λmin λ1SE Oracle
5-year AUC 10-year AUC 5-year AUC 10-year AUC 5-year AUC 10-year AUC

(1)
0 0.71 (0.04) 0.69 (0.05) 0.67 (0.05) 0.63 (0.07) 0.75 (0.03) 0.74 (0.05)

0.2 0.74 (0.04) 0.7 (0.05) 0.71 (0.05) 0.68 (0.07) 0.77 (0.04) 0.78 (0.05)
0.5 0.78 (0.03) 0.71 (0.06) 0.77 (0.04) 0.71 (0.06) 0.8 (0.03) 0.8 (0.04)

(2)
0 0.65 (0.04) 0.61 (0.07) 0.62 (0.04) 0.54 (0.05) 0.65 (0.05) 0.63 (0.06)

0.2 0.67 (0.05) 0.62 (0.07) 0.61 (0.04) 0.54 (0.05) 0.66 (0.05) 0.66 (0.06)
0.5 0.75 (0.04) 0.65 (0.06) 0.64 (0.06) 0.57 (0.07) 0.7 (0.05) 0.7 (0.06)

†Cases: (1) a few large effects; (2) many small effects. Correct active: correctly identified
true non-zero coefficients. Correct inactive: correctly suppressed true zero coefficients.

a subset of the original TESAOD data set. AL states were defined as non-AL (FEV1/FVC
≥ 70%), mild (AL I, FEV1/FVC < 70% and FEV1 % predicted ≥ 80%), moderate (AL II,
FEV1/FVC < 70% and FEV1 % predicted < 80% and ≥ 50%), severe (AL III, FEV1/FVC
< 70% and FEV1 % predicted < 50% and ≥ 30%), and very severe (AL IV, FEV1/FVC <
70% and FEV1 % predicted < 30%). The subset was constructed by including participants
who were enrolled and aged at least 21 years old at baseline, and had complete baseline
demographic, life style, symptom, and comorbidity information. The follow-up time was
truncated at 5.5 years after baseline. The median number of follow-up visits completed in
the 5-year interval was 2 (range: 0-3).

All participants included in the analysis sample had confirmed vital status as of January
1, 2011. At each survey, a participant’s AL state was determined based on spirometry
data. The time between two consecutive observed states was calculated using the recorded
spirometry test dates. For participants who did not have a follow-up visit at year 5 (range:
4.5 − 5.5 years) but were confirmed to be alive at that date, their states were considered
to be censored and can be any of the non-death AL states. The final sample size was
N = 1484 with a total of 3587 observed transitions as shown in Table 3. We combined
“severe” and “very severe” AL into one category (AL III+IV) to stabilize the model due
to small number of observed transitions involving those two states.

Since the AL states were based on continuous spirometry measurements, the transition
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Table 3: Observed number of transitions in the analysis sample. Cells are numbers of
observed transitions from row state to column state. “Alive” is not a separate state. AL:
airflow limitation with severity I (mild), II (moderate), or III+IV (severe or very severe).

Non-AL AL I AL II AL III+IV Dead Alive Total

Non-AL 2079 86 71 11 79 703 3029
AL I 80 44 17 0 11 32 184

AL II 58 15 96 18 14 40 241
AL III+IV 4 0 12 75 20 22 133

Total 2221 145 196 104 124 797 3587

intensity matrix assumes a structure where each AL state can only transition instantly
into either an adjacent state or death. It is worth noting that this transition intensity
structure does allow transitions between non-adjacent states to be observed over some
period of time as long as at least one possible state path can be constructed using adjacent
states. All continuous predictors were standardized to have mean 0 and standard deviation
1 before entering the model. Dummy variables were generated for all categorical predictors
and treated as continuous with the aforementioned standardization applied to them, as per
the suggestion in [28]. The pathwise solutions were computed on a grid of 200 λ values
with ε = 0.001 and α fixed at 1.

3.5.2 Results

Table 4 displays the baseline characteristics of the participants included in our analysis
sample. At baseline, the majority of the participants (86%) did not have airflow limitation,
and only 53 (%4) participants had severe or very severe airflow limitation. Figure 1 shows
the 10-fold cross validation MNL (rescaled by number of participants) along the solution
path. The model minimizing the MNL of the 10-fold CV selected 36 active predictors out
of a total of 220 potential predictors (22 covariates for 10 allowed transitions), and the
parameter estimates are summarized in Table 5. None of the predictors were consistently
chosen for all allowed transitions, which makes each transition explained by a different
combination of predictors. For example, females had a lower risk of developing mild AL;
older baseline age increased the risks of developing mild AL and dying from mild AL;
Current asthma increased the risks of developing mild AL and worsening from mild to
moderate AL, while decreased the rate of improving from mild AL to non-AL and from
moderate to mild AL.
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Table 4: Baseline characteristics of TESAOD participants included in our analysis sample
(N = 1484). Data are presented as mean±SD for continuous variables, and N(%) for
categorical variables. AL: airflow limitation.

Variable Mean±SD or Count (%)

Age, yrs 51.2±18.3
Female 796 (54)
Smoking

Never 611 (41)
Former 372 (25)
Current 501 (34)

Packyears (former and current smokers) 26.9±24.0
Education for > 12 years 614 (41)
log10(IgE) 1.4±0.7
Blood eosinophilia (> 4%) 134 (9)
Exercise

None 25 (2)
Little 302 (20)

Moderate amount 932 (61)
A great deal 267 (18)

Dyspnea 231 (16)
Chronic bronchitis 165 (11)
Frequency of shortness of breath (on a scale 0-5) 333 (22)

0 1162 (78)
1 122 (8)
2 67 (5)
3 62 (4)
4 24 (2)
5 47 (3)

Frequent Wheezing 111 (7)
Wheezing without cold 319 (22)
Had sinus problem 549 (37)
Positive skin prick test 542 (37)
Asthma

No 1319 (89)
Yes but inactive 66 (4)
Yes and active 99 (7)

Body Mass Index (BMI)
Normal 850 (57)

Underweight 45 (3)
Overweight 488 (33)

Obese 101 (7)
Cardiovascular disease 466 (31)
Baseline AL state

Non-AL 1269 (86)
AL I 74 (5)
AL II 88 (6)

AL III+IV 53 (4)
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Figure 1: Mean negative log likelihood averaged over 10-fold cross validation a grid of 200
λ values. Vertical bars are standard errors of the mean negative log likelihood. The green
circle locates the λ with the minimum mean negative log likelihood.
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Table 5: Estimated coefficients (on original scales of covariates) from the model minimizing MNL of the 10-fold cross validation in the TESAOD data.
AL: airflow limitation with severity I (mild), II (moderate), III+IV (severe or very severe). Reference category for BMI is ”normal”. Covariates “sinus
problem”, “former smoker”, and “inactive asthma” are penalized to zero for all transitions and thus omitted from the table.

From state Non-AL Non-AL AL I AL I AL I AL II AL II AL II AL III+IV AL III+IV

To state AL I Dead Non-AL AL II Dead AL I AL III+IV Dead AL II Dead

Intercept -4.27 -8.33 1.13 -0.175 -2.91 0.138 -2.27 -6.21 -2.02 -2.56
Female -0.287 0 0 0 0 0 0 0 0 0
log10(IgE, IU/mL) 0 0 -0.194 0 -0.14 0 0 0 0 0
Age, years 0.0443 0 0 0 0.0357 0 0 0 0 0
Pack years 0.00911 0 0 0 0 -0.00515 0 0 0 0
Current smoker
(ref: never smoker)

0.277 0 0 0 -0.201 0 0 0 0 0

Education for >12 years -0.0944 0 0.0191 0 0 0 0 0 0 0
Blood eosinophilia (> 4%) 0 0 0.00277 0 0 0 0 0 0 0
Exercise intensity
(on a scale of 0-3)

0 0 0 0 -0.394 0 0 0 0 0

Dyspnea 0.321 0 0 0 0.204 0 0.108 0 0 0
Had chronic bronchitis 0 0 0 0 0 -0.144 0 0 0 0
Frequency of shortness
of breath (on a scale of 0-5)

0.0686 0 0 0 0 -0.112 0 0 0 0

Frequent wheezing 0 0 0 0.249 0 0 0 0 0 0
Wheezing without
a cold

0 0 0 0.259 0 -0.417 0 0 0 0

Positive skin prick test -0.22 0 0 0.00168 0 0 0 0 0 0
Active asthma
(ref: no asthma)

0.451 0 -0.206 0.104 0 -0.136 0 0 0 0

BMI underweight 0.673 0 0 0 0.493 0 1.27 0 0 0
BMI overweight -0.109 0 0.0413 0 0 0 0 0 0 0
BMI obese -0.0284 0 0 0 0 0 0 0 0 0
Cardiovascular disease 0 0 0.0574 0 0.172 0 0 0 0 0



41

Due to lack of an independent test set, we evaluate the prediction performance of the chosen
models using the original training data. The target of prediction is the composite outcome
of worst AL state (severe or very severe) plus death, at the last available observation time
(including exact death times) for each participant. Observation times of censored states
are excluded and the previous observation time is used, and participants with only the
baseline and a censored state are also excluded. Only the states and covariates at baseline
are used for all predictions. The resulting AUC is 0.83 using the model minimizing the
MNL of the 10-fold CV.

3.6 Discussion

In this paper, we extended the previously proposed regularized CTMM to accommodating
exact death times and censored states, both of which are common scenarios encountered
in longitudinal studies on chronic diseases. We derived the likelihood for an observed
transition ending in death with time of death exactly known, and discussed the impact of
exact death times on the coordinate descent algorithm outlined in Section 2.3.2. We showed
that when time of death is exactly known, the second derivatives of the log likelihood, a
central quantity in our coordinate descent algorithm, cannot be approximated easily using
the same exploit when data do not contain exact death times and the assumption of non-
informative observation scheme is reasonable. We proposed to use numerical differentiation
to directly evaluate said derivatives in this case, and investigated the modified algorithm in
a simulation study. The results of the simulation study were consistent with those where no
exact death times are involved, showing good properties of the proposed method in terms
of variable selection and prediction. We applied our methodology to real world data on
longitudinal transitions of airflow limitation states with exact death times and censoring
and obtained a model consistent with scientific findings, a task proven to be impossible
using ordinary MLE and best subset selection.

Our simulation study also confirmed our previous observations (Section 2.4) on the short-
comings of using the “one-standard-error” rule for choosing the optimal tuning parameter.
The “one-standard-error” rule continued to show its tendency to over-penalize true active
predictors across all scenarios in our simulation study with exact death times, and our
suggestion of choosing the optimal tuning parameter based on the minimum of cross val-
idation MNL remains unchanged. We observed a 1% convergence failure rate with many
small effects even with a large maximum number of iterations when fitting the oracle mod-
els using the msm function from the R package msm, further highlighting the instability of
the MLE procedures in such models.

It may be reasonable to argue that the issue with exact death times resembles the problem
of first passage (or “hitting”) time in Markov process, which is defined as the time that the
process first reaches a certain state or a set of states[47]. However, the distribution of the
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first passage time in a continuous-time Markov process generally requires the initial state at
the origin of the process. In some applications, it may be possible to identify the time origins
when there is some initiating event, such as the start of a treatment or an intervention.
However, in observational studies where no intervention is applied to individuals under
observation (such as TESAOD), it may be difficult to identify or even conceptualize a time
origin. For TESAOD, even if we restrict our attention to only participants with airflow
limitation at baseline, the condition might have been present years prior to study initiation.
The distribution of the first passage time when the time origin cannot be clearly defined
will be an interesting topic for future research, albeit outside the scope of this paper.

A strength in applying our proposed algorithm to real data is that the precision of time is
preserved up to day as originally recorded by the physicians, allowing each participant to
have unique observation times. There are a few limitations to this application, however.
We used dummy variables for two predictors with three categories, which cannot be guar-
anteed to enter or leave the model together using our proposed algorithm. Also, we did
not explore potential effect modifications. A more appropriate way to handle categorical
predictors (including interactions) is through a group lasso penalty[48, 49], which has not
been extended to CTMM yet. Our analysis sample only contained complete cases resulting
in very small sample sizes in certain transitions, which may lend bias to our results and
warrants caution in interpretation. Multiple imputation may be used to include more par-
ticipants with missing values, but its usage in conjunction with this type of penalized model
selection techniques can be complicated. Moreover, our definition of airflow limitation is
based on pre-bronchodilation spirometry measurements, which can include subjects with
asthma or chronic obstructive pulmonary disease (COPD)[50, 51, 52]. Airflow limitation is
generally reversible in asthmatic patients[53] but irreversible in COPD patients[54]. This
suggests that heterogeneity may exist in our AL groups and may have contributed to bias
in our results. While our analysis demonstrated the applicability of our methodology to
real world data, larger studies are required to identify robust sets of covariates associated
with specific transitions. Because of the lack of an independent test set, the prediction
performance of our model may also have been over-estimated.
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4 REGULARIZED CONTINUOUS-TIME MARKOV MODEL
FOR PANEL DATA: THE markovnet PACKAGE FOR
R

4.1 Introduction

Panel data come from observations of a continuous-time process at arbitrary times. A
typical example is pre-scheduled visits to hospitals to diagnose disease status, which is
commonly utilized by longitudinal studies to collect data for studying the transitions be-
tween different states of chronic diseases. An obvious statistical challenge arising from
panel data is to identify factors associated with state transitions without knowing the ex-
act state paths between observations. Analyses of panel data generally rely on the Markov
assumption, which indicates that the next observed state in the future only depends on the
current state. A major appeal of this approach is the avoidance of imposing unverifiable as-
sumptions on the exact times of unobserved state entries and exits. See a review by [34] for
a more comprehensive description of the continuous-time Markov models (CTMM).

It is possible to allow the disease process to be dependent on some individual level covari-
ates, and maximum likelihood estimations for CTMMs have been studied by [14, 7, 3].
Such models can be fitted in the very versatile R package msm[15]. However, high rates of
convergence failure when fitting CTMMs with only a few covariates using the msm package
have been reported in the literature[16, 17, 10]. This is possibly caused by overfitting the
model, since CTMMs generally allow a unique coefficient for the same covariate at different
type of transitions. An obvious example is the covariate effects at two opposite transitions
(when allowed). The authors of the msm package suggested several possible remedies in case
of convergence failure, including reducing model parameters and experimenting with set-
tings of the numerical optimization algorithm[55]. These decisions must be made a priori
and are not statistically verifiable, and may not even be practical with high dimensional
data.

In my first paper, a regularized CTMM using the elastic net penalty has been proposed
along with an efficient numerical algorithm, which is capable of simultaneous variable
selection and estimation. An extension to accommodating exact death times and censored
states was developed in my second paper. I have implemented the algorithms for the
proposed regularized CTMM in an R package named markovnet. The purpose of this paper
is to demonstrate the use of the markovnet package for applying the regularized CTMM for
panel data, and to further elaborate on certain numerical aspects of the algorithm.
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4.2 Continuous-time Markov Model

4.2.1 Model Specification

We shall begin with a brief review of CTMMs. Suppose that there are a total of K states.
A continuous-time Markov process is governed by the K ×K transition intensity matrix
Q(t), with the off-diagonal (i, j) entry defined as the instantaneous hazard rate of moving
from state i to state j at time t:

qij(t) = lim
∆t→0+

pij(t, t+ ∆t)

∆t
, i 6= j

and the diagonal entries are defined as

qii(t) = −
K∑

j=1,j 6=i
qij(t).

The markovnet package further assumes time-homogeneity on the Markov process, i.e., Q
is independent of t. Covariate effects are modeled through a generalized linear model type
of parameterization in the off-diagonal entries of Q:

qij = exp(β
(0)
ij ) exp(x>βij), i 6= j

qii = −
K∑
1

qij , i 6= j

for i, j ∈ {1, 2, . . .K}, where x is a length p column vector of covariates, and βij is a length

p column vector of coefficients. It is clear that this model allows a different set of (β
(0)
ij ,βij)

for different transitions. An example of a generic form of the Q matrix for a three-state
model is depicted in Figure 2, where transitions between any two states are possible.

4.2.2 Likelihood for Panel Data

The likelihood for CTMM is constructed based on the K×K transition probability matrix
P (s, s + t). The (i, j) entry in P (s, s + t) is pij(s, s + t), the probability of being in
state j at time s + t given that the state at time s is i. When Q is time-homogeneous,
we have P (s, s + t) = P (t), i.e., the transition probabilities only depends on the time
interval between two observations. Furthermore, P (t) is linked to Q through the matrix
exponential
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Figure 2: The Q matrix for a three-state CTMM, where transitions between any states are
possible.

P (t) = etQ =
∞∑
n=0

Qntn

n!
.

Matrix exponential is much more complex to calculate than element-wise exponentiation,
and generally P (t) does not have a closed-form expression in terms of the parameters in Q.
However, numerical methods are available to compute P (t) [56], and specialized numerical
algorithms have been developed to compute the derivatives of P (t) with respect to the
parameters in Q [14, 3].

For an individual with observed states i0, i1, . . . ir at times w0, w1, . . . wr, the log-likelihood
function conditional on the initial state i0 is

`∗ =
r∑

h=1

log pih−1ih(wh − wh−1), (19)

where the dependency on individual covariates is suppressed. Then, conditional on the
initial states, the full data log-likelihood ` is simply the sum of all individual log-likelihoods
in the form of (19).
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4.2.3 Likelihood for Exact Death Times and Censored States

The likelihood of the form (19) only applies to non-informative observation schemes, where
the pattern of observation times does not implicitly give information about the under-
lying disease process being modeled. Examples of non-informative observation schemes
include:

• fixed : observation times fixed, usually pre-specified by study design.

• random: observation times vary randomly independent of the underlying disease
process.

• doctor’s care: the next observation time is chosen based on the current state.

An example of informative observation scheme is when the next observation time is self-
chosen by the patient according to his/her current disease condition. For a more detailed
discussion on informative observation schemes, see reference [40].

It is common for longitudinal studies to include death as an endpoint. Exact time of death
usually can be obtained by examining death records from hospitals or databases such as the
National Death Index. However, the state path leading up to death is usually unknown.
Suppose that state K is death, and individuals can be in any of the other states right before
death. For an individual whose last observed state is i, i 6= K, and who dies after some
time t, the contribution to the likelihood from this observed transition is of the form

LD =
∑
j 6=K

pij(t)qjK , (20)

which is summed over all possible states at the instant before death. Exact time of death
is obviously not independent of the underlying disease process since it is directly related
to the model, which results in a different form of likelihood.

Related to death is censoring of the states. An fixed end of study time is commonly
encountered in longitudinal studies, and investigators sometimes perform a vital status
check on all participants (“administrative censoring”). Individuals who have lost to follow-
up but are confirmed to be alive at end of the study are said to have censored states. Note
that here it is the state that is censored, in contrast with survival analysis where time to
event is censored. Assuming that the censored state can be in any of the non-death states
1, . . . ,K − 1, the contribution to the likelihood from a transition ending in censored state
is

LC =
∑
j 6=K

pij(t) = 1− piK(t), (21)
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which is the probability of not having died at the time of censoring.

4.3 Regularized Continuous-time Markov Model via Elastic Net

In the first two papers, we proposed using the elastic net penalty to regularize the CTMM
for simultaneous variable selection and estimation. Instead of minimizing the negative log
likelihood ` to obtain MLE, we add the elastic net penalty term[26] and minimize the
following objective function:

− `(β0,β) + λPα(β), (22)

where Pα(β) = (1−α)
∑

k=1 β
2
k +α

∑
k=1 |βk|, 0 ≤ α ≤ 1 is the elastic-net penalty term.

The hyper parameter α controls the mixture of the lasso penalty, which shrinks some
coefficients to exactly zero, and the ridge penalty, which shrinks all coefficients towards
but not exactly zero. The tuning parameter λ controls the degree of shrinkage so that
larger λ shrinks more coefficients to zero (when α 6= 0).

The minimizer of the objective function (22) can be found using any standard numerical
optimizer, such as the ones implemented in the R function optim. However, optimiza-
tion with respect to large number of parameters altogether can be slow and unstable.
Instead, we devised an efficient coordinate descent algorithm to find the solution to our
optimization problem. The coordinate descent algorithm minimizes the objective function
(22) with respect to one parameter in β at a time while treating all other parameters as
fixed at their current estimates. Note that the intercept are not penalized and are treated
separately.

Our algorithm takes advantage of the closed form solution for the single parameter opti-
mization problem, and can compute an entire solution path along a grid of varying values
of λ. The solution path typically starts with the smallest λ that warrants an all zero solu-
tion, which we denote as λmax, and continues downward with decreasing values of λ. We
have a closed form solution for λmax:

λmax = max
k

|X>k `′(η̃)|
αN

∣∣∣∣
β=0

(23)

where N is the total number of subjects, and X and η̃ are previously defined in Sections
2.3.1 and 2.3.2, respectively. We can set the smallest λ on the grid as λmin = ελmax.
Typically we can use 100 λs and set ε = 0.001. Following the suggestion from [27], our
package sets the grid values of λ to be equidistantly spaced on a log scale. Our algorithm
exploits “warm starts”, where the solution from the previous λ is used as the initial values
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for the next λ on the grid. Warm starting the solution path both reduces computation
time and stabilizes convergence.

4.4 Using the markovnet Package

The package is illustrated with a set of simulated data (the simdata data) with four states
1, 2, 3, 4. States 1-3 represent different disease states with increasing severity, and state
4 is death. Time of death is exactly known, and an additional state 0 represents censored
state. Individuals in the data set are followed at six visits one year apart after baseline,
and a vital status check is performed seven years after the baseline. The underlying disease
process assumes that states 1-3 can only move into either an adjacent state or death, a
typical assumption in studies of chronic diseases. The data set can be loaded into the
current R session after the package is loaded. There are 200 individuals with 916 observed
states without missing values. To access the data, use the following commands:

> library(markovnet)

> data("simdata")

4.4.1 Format of Data

Data supplied to markovnet must conform to a very specific format. The data should be
either a data frame or named matrix with variables indicating the observed states (state
in simdata data) and the time of observation (time in simdata data). The data must
be in “long form”, with multiple records for the same patient representing each observed
state. The time of observation must be grouped within a unique patient identifier and in an
ascending order to indicate the chronological order of the observations. All other columns
besides the patient identifier, time and state variables will be treated as covariates. Below
is the data from the first two patients in the simdata data. Only the first four covariates
are shown.

> simdata[1:11,1:7]

id time state V5 V6 V7 V8

1 1 0.0000000 1 1 0 -0.3082926 0.2365506

2 1 1.0468327 1 1 0 -0.3082926 0.2365506

3 1 3.0522278 1 1 0 -0.3082926 0.2365506

4 1 3.8342934 1 1 0 -0.3082926 0.2365506

5 1 5.0982323 2 1 0 -0.3082926 0.2365506

6 1 6.1243908 3 1 0 -0.3082926 0.2365506

7 1 7.0000000 0 1 0 -0.3082926 0.2365506

8 2 0.0000000 2 1 0 -1.8125760 -0.1298564
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9 2 0.9284013 2 1 0 -1.8125760 -0.1298564

10 2 1.8494519 1 1 0 -1.8125760 -0.1298564

11 2 2.9802650 4 1 0 -1.8125760 -0.1298564

In this example, we see that patients id = 1 was alive at the end of study but did not
complete all pre-scheduled visits, and that patient id = 2 died before the 3-year visit. The
first two variables (V5 and V6) are binary, and the third and fourth variables (V7 and V8)
are continuous.

It is useful to get a glimpse of the observed transitions by summarizing data using the counts
of each observed transitions. This can be done using the obs.transtable() function. The
censore = 0 option tells the function that state 0 is a censored state, and it will be the
last column in the table. The table counts the number of observed transitions from row
state to column state. In this example, an observation of the most severe state (state 3) is
followed by a less severe state (states 1 and 2) on only 21 occasions.

> obs.transtable(state = state, subject = id, data = simdata, censor = 0)

1 2 3 4 0

1 159 24 4 43 26

2 25 101 24 45 14

3 2 19 158 46 26

4.4.2 Specifying the Markov Model

Fundamental to the core functions of the markovnet package is specifying the structure in
the transition intensity matrix Q. As previously mentioned, we only allow transitions into
either an adjacent state or death from a non-death state. This gives the following structure
in Q:

Q =


q11 q12 0 0 q15

q21 q22 q23 0 q25

0 q32 q33 q34 q35

0 0 q43 q44 q45

0 0 0 0 0


The last row is all zero because death (state 4) is an absorbing state. Note that this matrix
only implies the permitted transitions in an instant rather than over an interval time as
summarized by obs.transtable(). For example, the 2 observed instances of moving from
state 3 to state 1 must have traveled via state 2 during the time interval, therefore q31 = 0
but q32, q21 6= 0.
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To communicate the allowed transitions with the markovnet package, we need to construct
a matrix myqmat the same size ofQ. In myqmat, all zero off-diagonal entries in theQ matrix
must be set to zero, and all non-zero off-diagonal entries in the Q matrix must have non-
zero values (the actual values do not matter). The diagonal values will be ignored by
functions requiring specification of the Q matrix, as they are constrained to be minus the
sum of all the other entries in the row.

> qmat <- matrix(c(0,1,0,1,1,0,1,1,0,1,0,1,0,0,0,0),nrow=4, byrow=T)

> qmat

[,1] [,2] [,3] [,4]

[1,] 0 1 0 1

[2,] 1 0 1 1

[3,] 0 1 0 1

[4,] 0 0 0 0

4.4.3 Running markovnet and Interpreting Results

The core function in this package is markovnet, which computes the solution to the regu-
larized CTMM defined in Section 4.3. The argument deathexact = 4 indicates that state
4 is death and that time of death is exactly known, but state right before death is unknown
and can be any of the non-death states, while the argument censor = 0 tells the function
that a value of 0 for state implies a censored state. We supply our model specification
matrix myqmat via the qmatrix argument.

> markovnet.fit <- markovnet(simdata, subject = id, time = time,

+ state = state, deathexact = 4, censor = 0,

+ qmatrix = myqmat, lambda.min.ratio = 0.01)

In this example, the behavior of the markovnet() function is set to compute a complete
solution path along a grid of 100 (by default) λ values, and only the lasso part of the elastic
net penalty is used (default alpha = 1). We changed the ratio between λmin and λmax to
0.01. It is strongly encouraged to let the function compute a solution path starting from
λmax rather than at a single λ due to stability considerations. Also, computing a solution
path this way is fully automatic and does not require any initial values for the intercepts
and coefficients. In contrast, computing the solution at a single λ requires user input
of reasonably “good” initial values for the intercepts and coefficients, which are generally
difficult to obtain. The computation of solution at λmax is done through the msm() function
in the msm package, since it’s essentially an intercept model and the solution is simply the
MLE. Therefore, markovnet() accepts certain arguments to be passed along to msm().
For example, the user can set gen.inits = FALSE (default to TRUE) and supply their
own initial values for the intercepts. By default (standardize = TRUE), all covariates are
standardized to have mean 0 and standard deviation 1 before entering the model.
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Information regarding the fitted models can be gathered by displaying the named objects
contained in markovnet.fit. The number of non-zero predictors along the solution path
can be obtained from the df object (only the first 20 λs are shown):

> markovnet.fit$df

df lambda

[1,] 0 0.180727071

[2,] 1 0.172593013

[3,] 1 0.164825048

[4,] 1 0.157406699

[5,] 1 0.150322230

[6,] 1 0.143556616

[7,] 1 0.137095504

[8,] 2 0.130925189

[9,] 2 0.125032585

[10,] 2 0.119405192

[11,] 3 0.114031073

[12,] 3 0.108898829

[13,] 4 0.103997575

[14,] 5 0.099316913

[15,] 5 0.094846915

[16,] 6 0.090578101

[17,] 6 0.086501415

[18,] 7 0.082608210

[19,] 7 0.078890228

[20,] 8 0.075339583

In the R output, df indicates the number of non-zero coefficients (not including inter-
cepts).

The estimates of the coefficients and the intercepts are contained in the named objects
beta and b0, respectively. Directly printing of these objects is not very informative or
readable since they are concatenated from all allowed transitions. Instead, we can use the
generic function coef() to extract the information in a meaningful way. In the following
example, we display the coefficients at the 20th λ. This can be done by using the arguments
lambda.pos = 20 and type = "beta". We also use round = 2 to display the result more
compactly.

> coef(markovnet.fit, lambda.pos = 20, type = "beta", round = 2)

from to V5 V6 V7 V8 V9 V10 V11 V12 V13 V14 V15 V16

[1,] 1 2 . 0.37 . . . . . . . . . .

[2,] 1 4 . . . 0.02 0.16 0.37 . . . . . .

[3,] 2 1 . . . . . . . . . . . .
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[4,] 2 3 . . . . . . . . . . 0.19 .

[5,] 2 4 . . . . . . . . . . . .

[6,] 3 2 . . . . . . . . . . . .

[7,] 3 4 . . . . . . . . . . . .

V17 V18 V19 V20 V21 V22 V23 V24 V25 V26 V27 V28 V29

[1,] . . . . . . . . . . . . .

[2,] . . . . . . . . . . . . .

[3,] . . . . . . . . . . . . .

[4,] . . . . . . . . . . . . .

[5,] . . . . . . . . . . . . .

[6,] . . . . . . . . . . . . .

[7,] . . . . . . 0.41 0.04 0.23 . . . .

The coefficients are displayed using the sparse matrix convention. The first two columns
indicates the type of transition, and the rest of column names correspond to the covariate
names. The intercepts at the 20th λ can be extracted similarly:

> coef(markovnet.fit, lambda.pos = 20, type = "b0")

from to b0

[1,] 1 2 -1.802005

[2,] 1 4 -1.831196

[3,] 2 1 -1.626016

[4,] 2 3 -1.677447

[5,] 2 4 -1.677861

[6,] 3 2 -2.182531

[7,] 3 4 -1.805624

4.4.4 Cross validation

The package is capable of N -fold cross validation through the cv.markovnet() function.
The arguments are similar to those of markovnet() but with additional arguments to
control the behavior of the cross validation. By default, the function runs the N + 1
folds (full data set plus N training data sets) in parallel using the foreach loop from the
doParallel package, and the user can specify the number of parallel CPU processes via
the ncpu argument. Registering and unregistering the parallel processes are handled by
cv.markovnet() internally. The following command runs a 10-fold cross validation with 4
parallel CPU processes on the simdata data:

> set.seed(2804)

> cv.fit <- cv.markovnet(simdata, subject = id, time = time,

+ state = state, deathexact = 4, censor = 0,
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+ qmatrix = myqmat, lambda.min.ratio = 0.01,

+ nfold = 10, ncpu = 4)

Cross validation splits the data based on subject identifier (id). In other words, all states
belonging to the same subject will be in one split of the data. To find the optimal λ, use
the optim.lambda() function:

> optim.lambda(cv.fit, criteria = "min")

df lambda

[1,] 42 0.03288692

> optim.lambda(cv.fit, criteria = "1se")

df lambda

[1,] 13 0.06561803

The criteria argument specifies which λ to be chosen as the optimal tuning parameter:
criteria = "min" gives the λ minimizing the cross validation mean negative log likelihood
(MNL), while criteria = "1se" chooses the largest λ with a MNL within one standard
error of the minimum MNL (the “one-standard-error” rule). In this example, using λmin

results in a model with 42 active predictors, whereas using the “one-standard-error” rule
gives us a model with only 13 active predictors. The results from cross-validation can also
be plotted by the generic plot() function:

> plot(cv.fit)

See Figure 3 for the plot.

4.5 Some further numeric details

In this section, we provide detailed description of certain aspects of the implementation
of the coordinate descent algorithm for the regularized CTMM. We provide the possibility
of changing some of these features in our package. However, we strongly encourage that
these features be left to their default settings in practice to ensure the best stability. These
features are subject to changes and improvements in future versions of the package.

4.5.1 Hessian modification

Our coordinate descent algorithm is based on the local quadratic approximation to the log
likelihood at each iteration, and the quality of this approximation may become worse along
the solution path. As a result, the (diagonal) Hessian matrix may not be positive-definite
and fail to give the descent directions. When using the current Hessian matrix does not
decrease the objective function, we apply a simple modification by adding a scaled identity
matrix aI (a > 0) to the Hessian matrix, a common approach used in modified Newton
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Figure 3: 10-fold cross validation for the simdata data. Vertical bars are standard errors.
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methods for optimization [57] (page 55). Typically the scale factor starts from a small
value close to zero and increases incrementally according to a step size until the Hessian
matrix points to descent directions again. Here we apply a “greedy” version of this type
of modification by starting at the scale factor amax which sets the most negative diagonal
element in the original Hessian to positive. If the modified Hessian at amax still does not
decrease the objective function, we continue increasing a until we find the descent direction.
If amax already makes the Hessian point to the descent directions, we start decreasing a
from amax using the step size until the Hessian fails to decrease the objective function
again. We then take a step back and use the previous a to modify the Hessian. In our
experience, this is usually faster than starting from a small a very close to zero.

4.5.2 Suppressing an entire entry in the intensity matrix

Occasionally, an estimated intercept β
(0)
ij becomes extremely negative and could cause nu-

merical problems for the algorithm. This usually happens when data at the (i, j) transition
are sparse and we are computing the solution at a small λ close to the unregularized model.
An extremely negative intercept could indicate that the data cannot support the estimation
of so many parameters any more. In this case, we can suppress the entire (i, j) entry in
the Q matrix, and set all coefficients in βij to zero. It is obvious that an all zero βij mini-
mizes the objective function (22) at the current estimates of all other coefficients. After a
transition is suppressed, the coordinate descent algorithm will be restarted at the current
λ with the new structure in Q, and the suppression is carried over to all subsequent values
of λ on the grid. Note that this is merely a work-around to complete the solution path
without halting the algorithm, and the user can choose to stop the solution path should
such scenario arises. By default, the algorithm only suppresses the transition with the
most negative intercept when numerical problems occur, but the user can set a threshold

(e.g. 1e-6) on the estimated exp(β
(0)
ij ) to trigger this feature.

4.5.3 Differential penalty weights

We can allow different penalties λk for each coefficient βk. This can be implemented by
multiplying λ with weights wk. When the weight is zero, the corresponding coefficient is
unpenalized and will always stay in the model regardless of the value of λ, which can be
useful to include confounders for face validity. In contrast, setting the weight to infinity
will cause the corresponding coefficient to be always shrunk to zero, effectively excluding
it from the model. Differential penalty weights can also allow adaptive elastic net[58] to be
implemented with our algorithm. The λ path needs to be modified whenever differential
penalty weights are specified. Specifically, equation (23) now becomes
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λmax = max
k

|X>k `′(η̃)|
wkαN

∣∣∣∣
β=βini

, (24)

where the kth term is set to zero when wk =∞ or wk = 0. The value βini is an initial value
for the coefficients used for computing the score function. When none of the weights are
zero and at least two of them are different, βini = 0. When zero weights are present, βini can
be obtained from the MLE estimates by fitting a model with only those covariates forced
to stay in the model. The penalty weights are naturally incorporated into the coordinate
descent algorithm by replacing λ with λwk.

The penalty weights can be supplied to the markovnet() and cv.markovnet() functions
through the penweights argument in the form of a p × R matrix, where p is the number
of covariates and R is the number of allowed transitions. The weights are always rescaled
to sum to 1 internally (excluding infinity weights).

4.6 Conclusion

This paper gives an overview of the markovnet package and its core functions for fit-
ting the regularized CTMM proposed in my first two papers to panel data. Detailed
references for all package functions are given in the help documentation in the installed
package. All examples in this paper were run using version 1.0 of markovnet, available
from R-Forge.

The main functionality of this package relies on the msm package only through initiating
the solution path where an intercept model is fitted. Fitting an intercept model is usually
relatively easy for convergence, and simply using the default settings in the msm() function
should not cause numerical problems in most settings. Therefore, although my package
accepts modifications to certain settings of msm(), they are rarely necessary.
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5 CONCLUSIONS AND FUTURE WORK

This dissertation proposed a regularized CTMM using the elastic net penalty to perform
simultaneous variable selection and estimation for panel data collected from longitudinal
studies of chronic diseases, where the underlying continuous disease history is only partially
observed at arbitrary times, and the primary interest lies in identifying important predictors
influencing the transitions between disease states as well as predicting future states. CTMM
is a very powerful tool to analyze panel data. By assuming the Markov property on the
disease process, CTMMs enjoy tractable likelihood without imposing any assumptions on
the unobserved states and transition times. Although penalized regression methods such
as lasso and elastic net were originally geared towards handling high dimensional data,
the methods developed in this dissertation can also find its use in lower dimensional data,
since ordinary MLE procedures and subset model selection may easily become unstable
in CTMMs even when the number of covariates is not large. To solve for the regularized
CTMM, I developed an efficient coordinate descent algorithm. Simulation study showed
that the proposed method has good variable selection properties.

In order to widen its use to more realistic situations commonly encountered in longitudinal
studies where death is included as one of the states, I extended the regularized CTMM to
accommodate exact death times and censored states. I showed that when time of death
is exactly known but the state path before death is still panel observed, the likelihood
takes on a different form since observed time of death is an informative observation time
dependent on the underlying disease process. In the first paper, I used the assumption of
non-informative observation times, which is no longer valid with exact death times. In the
second paper, I proposed using central difference approximation to numerically evaluate
the derivatives of the log likelihood for exact death times, a key quantity for the coordinate
descent algorithm. Simulation study showed good variable selection properties consistent
with those from the first paper where no exact death time is involved. Moreover, the
prediction performance of the proposed method is very comparable to that of the oracle
model, where one pretends to know the true non-zero coefficients in advance and fit an un-
penalized CTMM using only those coefficients. I applied the regularized CTMM to build
a model predicting transitions between airflow limitation states using the TESAOD data,
where death is one of the states and time of death is exactly known, and the states can
also be censored at the end of study. I obtained an interpretable model with great dimen-
sion reduction from the original parameter space, highlighting different sets of important
predictors for different transitions between disease states and death.

Lastly, I implemented the methodology developed in the first two papers in an R pack-
age markovnet and will make it publicly available in the future. The coordinate descent
algorithm is written in C++ for efficient execution. A detailed introduction to the pack-
age illustrated by a simulated data set involving exact death times and censored states is
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given in the third paper. Clarifications on several numeric details of the implementation is
given, whose behavior can be modified by the user via function arguments. However, the
default settings should satisfy most practical needs. The implementation of the coordinate
descent algorithm is fully automatic except at the initiation of the solution path, where
the computation of MLE from an intercept model is outsourced to the msm package.

The major bottleneck in our algorithm is the computation of the derivatives of the log
likelihood. They do not have closed form expressions in terms of the model parameters,
and must be computed numerically by looping over each observed transition in the data
involving matrix exponentials at each step. Matrix exponential is notoriously difficult to
compute reliably[56]. A state-of-the-art matrix exponential algorithm is implemented in
the R package expm [59] but it was written in the relatively slower R language. I imple-
mented this algorithm in C++ for speed gains. However, a bigger hurdle is that the matrix
exponential and its derivatives need to be recomputed whenever any entry in the Q matrix
is changed, no matter how small the change is. Considering the pathwise solution proposed
in Section 2.3.4: each successive λ is set close to its predecessor, thus the solutions can
also be expected to be close. Currently there is no efficient algorithms to recompute the
matrix exponential or its derivatives when there are only some small changes in Q with-
out starting from scratch. To improve the efficiency of my algorithm without significant
advances in matrix exponential algorithms, one possible approach is to further parallelize
the computation of the derivatives using GPU (graphics processing unit) computing, given
that most personal laptops nowadays are equipped with a dedicated GPU with immense
computing potential to be utilized.

I focused on using baseline information to predict future states while assuming time ho-
mogeneity on the transition intensities. In reality, time dependent covariates are often
collected in longitudinal studies. As discussed in 2.5, if we can assume that the covariates
are constant between observations and that the coefficients are stationary over time, then
my algorithms can be directly applied to time dependent covariates without any change.
However, in reality we may wish to relax the time homogeneity assumption and introduce
more complex time-varying structures in the coefficients, for example, piece-wise constant
intensities. An obvious challenge for this approach is that more parameters are needed to
be estimated. Hubbard et al. [60] proposed time-inhomogeneous models by estimating a
time transformation under which the inhomogeneous Markov model becomes homogeneous,
assuming the ratio of transition intensities stayed constant over time. Regularization on
these type of models will be an interesting future research topic.

The focus of the proposed method is prediction performance, and I did not discuss any
methods for estimating the standard errors of the model estimates. However, sometimes
it may be desirable to have some measure of the uncertainties in the model estimates after
model selection. Estimating standard errors in adaptive variable selection procedures such
as LASSO has been considered problematic, especially when hypothesis testing will be
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attempted based on standard errors since the influence of the selection procedure itself on
the distribution of the estimates must be considered[61, 62]. If only empirical distribution
is needed to quantify the uncertainty in estimates, routine resampling methods such as
bootstrapping can be used to repeatedly compute a set of model estimates and empiri-
cal confidence intervals can be constructed. Recently, exact post-selection distributions
of the model estimates in linear regression with lasso and elastic net penalties have been
developed[63], but are yet to be extended to generalized linear models. Developing spe-
cialized methods of post-selection inference in regularized CTMMs will be a future topic
of research.

It is possible that the observed states are measured with error, especially if they are defined
based on some numerical measurements. This is the case for airflow limitation, which is
based on spirometry tests. When the outcome state is measured with error, the true states
of the underlying Markov process are not observed, and the observed outcome is governed
by some probability distribution conditional on the unobserved true state. Hidden Markov
models (HMMs) are commonly used to analyze this type of data. Extending the methods
developed in this dissertation to HMMs is another potential future research topic.
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PRINCIPAL ABBREVIATIONS

CTMM Continuous-time Markov Model
CV Cross validation
GLM Generalized Linear Model
MLE Maximum Likelihood Estimation/Estimator
MNL Mean Negative Log likelihood
TESAOD The Tucson Epidemiological Study of Airway Obstructive Disease
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[49] L. Meier, S. Van De Geer, and P. Bühlmann. The group lasso for logistic regression.
Journal of the Royal Statistical Society: Series B (Statistical Methodology), 70(1):53–
71, 2008.

[50] J. B. Soriano, K. J. Davis, B. Coleman, G. Visick, D. Mannino, and N. B. Pride. The
proportional venn diagram of obstructive lung disease: two approximations from the
united states and the united kingdom. Chest, 124(2):474–481, 2003.

[51] G. Viegi, G. Matteelli, A. Angino, A. Scognamiglio, S. Baldacci, J. B. Soriano, and
L. Carrozzi. The proportional venn diagram of obstructive lung disease in the italian
general population. Chest, 126(4):1093–1101, 2004.

[52] S. Guerra and F. D. Martinez. Epidemiology of the origins of airflow limitation in
asthma. Proceedings of the American Thoracic Society, 6(8):707–711, 2009.

[53] S. Guerra, D. L. Sherrill, M. Kurzius-Spencer, C. Venker, M. Halonen, S. F. Quan,
and F. D. Martinez. The course of persistent airflow limitation in subjects with and
without asthma. Respiratory medicine, 102(10):1473–1482, 2008.



65

[54] C. F. Vogelmeier, G. J. Criner, F. J. Martinez, A. Anzueto, P. J. Barnes, J. Bourbeau,
B. R. Celli, R. Chen, M. Decramer, L. M. Fabbri, et al. Global strategy for the
diagnosis, management and prevention of chronic obstructive lung disease 2017 report.
Respirology, 22(3):575–601, 2017.

[55] C. Jackson. Multi-state modelling with R: the msm package. Journal of Statistical
Software, pages 1–57, 2016.

[56] C. Moler and C. Van Loan. Nineteen dubious ways to compute the exponential of a
matrix, twenty-five years later. SIAM review, 45(1):3–49, 2003.

[57] C. Aldrich. Exploratory analysis of metallurgical process data with neural networks
and related methods, volume 12. Elsevier, 2002.

[58] H. Zou and H. H. Zhang. On the adaptive elastic-net with a diverging number of
parameters. Annals of Statistics, 37(4):1733, 2009.

[59] V. Goulet, C. Dutang, M. Maechler, D. Firth, M. Shapira, and M. Stadelmann. expm:
Matrix exponential [software], 2015.

[60] R. A. Hubbard, L. Inoue, and J. R. Fann. Modeling nonhomogeneous markov processes
via time transformation. Biometrics, 64(3):843–850, 2008.

[61] J. Goeman, R. Meijer, and N. Chaturvedi. L1 and l2 penalized regres-
sion models. R Foundation for Statistical Computing https://cran. r-project.
org/web/packages/penalized/vignettes/penalized. pdf. Accessed, 23, 2016.

[62] M. Kyung, J. Gill, M. Ghosh, G. Casella, et al. Penalized regression, standard errors,
and bayesian lassos. Bayesian Analysis, 5(2):369–411, 2010.

[63] J. D. Lee, D. L. Sun, Y. Sun, J. E. Taylor, et al. Exact post-selection inference, with
application to the lasso. The Annals of Statistics, 44(3):907–927, 2016.


	LIST OF TABLES
	LIST OF FIGURES
	ABSTRACT
	BACKGROUND AND REVIEW OF THE LITERATURE
	Markov model
	Sparse regression modeling with regularization
	Coordinate descent algorithm for solving lasso-type regularization problems
	Choosing the optimal tuning parameter 
	The TESAOD study

	REGULARIZED CONTINUOUS-TIME MARKOV MODEL VIA ELASTIC NET
	Introduction
	Continuous-time Markov model
	Regularized continuous-time Markov model
	The design matrix
	Regularization through elastic net penalty
	Computation of the score function and Hessian matrix
	Pathwise algorithm
	Selecting the tuning parameters

	Simulation Study
	Discussion

	REGULARIZED CONTINUOUS-TIME MARKOV MODEL WITH EXACT DEATH TIMES AND CENSORED STATES
	Introduction
	Regularized Continuous-time Markov Model via Elastic Net
	Exact Death Times and Censored States
	Likelihood for Exact Death Times and censored states
	Calculating Derivatives of log(LD) and log(LC)

	Simulation Study
	Application to airflow limitation data
	Procedure
	Results

	Discussion

	REGULARIZED CONTINUOUS-TIME MARKOV MODEL FOR PANEL DATA: THE markovnet PACKAGE FOR R
	Introduction
	Continuous-time Markov Model
	Model Specification
	Likelihood for Panel Data
	Likelihood for Exact Death Times and Censored States

	Regularized Continuous-time Markov Model via Elastic Net
	Using the markovnet Package
	Format of Data
	Specifying the Markov Model
	Running markovnet and Interpreting Results
	Cross validation

	Some further numeric details
	Hessian modification
	Suppressing an entire entry in the intensity matrix
	Differential penalty weights

	Conclusion

	CONCLUSIONS AND FUTURE WORK
	PRINCIPAL ABBREVIATIONS
	REFERENCES

