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Abstract	
 
Febrile Neutropenia is a potentially fatal side effect of cancer chemotherapy. Weakened 

immune systems make FN patients vulnerable to infection by a wide range of 

opportunistic pathogens. Culture-positive rates in these patients is notoriously low. 

Treatment consists of broad-spectrum antibiotics that are often ineffective in treating the 

patient and may be harmful in some cases. The advancement of sequencing technology 

and the decrease in associated costs suggests an imminent shift from culture to molecular 

based diagnostics. Described here is a streamlined bioinformatics workflow for analyzing 

whole genome shotgun reads from blood in 6 Febrile Neutropenia and 5 bone marrow 

transplant patients. To ensure that taxonomic assignments are accurate, binary mixtures 

of bacteria (with varying taxonomic distance across a log-scale of abundance) and a 

mock bacterial community in known staggered abundance were sequenced and subjected 

to the bioinformatics workflow. Reported are the effects of using various bioinformatics 

steps, strategies, and parameters to establish standard protocols for the expanded use of 

NGS for analyzing clinical samples. Quality control using modest parameters resulted in 

significant reductions in total number of reads ranging from 38% to 57% and showed bias 

in removing viral reads. Host screening against the human genome removed 42% to 96% 

of reads from NF samples, including Human Parvovirus B19 an endogenous microbe in 

the human genome representing a potentially causative organism. Time series analysis of 

bone marrow transplant samples revealed the dynamic nature of microbial communities 

and identified growing systemic infection of Escherichia coli. Consistent presence of 

contaminating organisms including Human Endogenous Virus and Cutibacterium acnes 

was observed in samples with few total microbial sequences, compared to samples with 

potentially causative organisms with a higher abundance of microbial reads. Taken 

together, this work lays the foundation for bioinformatics pipelines that use open-source 

software, require minimal computational resource, and provide rapid and accurate 

identification of known microorganisms. 



9 
 

Chapter	1.	Introduction	

	

DNA	Sequencing	and	Bioinformatics	for	Diagnostics	
 

Next Generation Sequencing (NGS) technology and the advancement in 

associated bioinformatics demonstrates potential for use in the clinical microbiology 

setting. Improvements in the technology and analytical methods associated with DNA 

sequencing, coupled with dramatic decreases in sequencing costs, suggest more 

widespread use in clinical diagnostics. To date, NGS has mainly been restricted for 

research related purposes with limited clinical application. Conventional culture based 

methods remain the most common diagnostic procedure even though it fails to identify a 

wide range of fastidious organisms.  Sequencing technology is beginning to see an 

increase in use for health-related purposes including identifying infectious 

microorganisms in a patient. Sequencing in clinical diagnostics has several advantages 

over current procedures and can compensate for many of the shortcomings associated 

with culture methods. 

One of the most influential events involving identifying microorganisms using 

DNA sequencing was the discovery of the 16S rRNA gene (Woese & Fox, 1977). This 

finding allowed for bacteria to be distinguished by looking at variation in this conserved 

region of DNA. 16S amplicon sequencing remains a common method for bacterial 

research but has very limited use for clinical diagnostics since only bacteria have this 

gene (Klindworth et al., 2013). Additionally, specific primers are required to amplify the 

bacterial DNA found in the sample, further restricting its use for identifying of an 

unknown organism. 
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 The advent of newer sequencing technology, termed Next Generation Sequencing 

(NGS), allows for non-discriminative DNA sequencing to be possible by removing the 

need to use specific primers. Along with key advantages involved with the actual 

sequencing mechanics, costs have drastically decreased.  One popular high-throughput 

sequencer on the market today, Illumina’s MiSeq (Fig A), is capable of sequencing 

paired-end DNA at 55 Megabase (Mb) per hour at $0.50 per Mb. A 1,500 Mb run would 

take approximately 27 hours at a cost of $750 (Loman et al., 2012). These statistics 

represent significant improvements in both cost 

and performance over both older sequencing 

strategies as well as some of the first Next 

Generation Sequencers, such as 454 Roche 

Pyrosequencing (Quail et al., 2012).  Another key 

technology involved in the NGS workflow is the 

computational workflow required to analyze the large genomic datasets. The Illumina 

MiSeq generates approximately 2Gb of sequence data per run. When analyzing multiple 

samples, the computing power from normal desktop or laptop computers quickly 

becomes insufficient since the datasets are so large. High-Performance Computing (HPC) 

remedies this problem by providing much more memory and overall compute power in 

order to analyze the large sequence datasets (Fig B). By combining the use of NGS and 

HPC, it becomes possible to analyze large sequence datasets in a quick and timely 

manner.  

 Whole Genome Sequencing (WGS) is a non-discriminative sequencing strategy in 

which the complete genomic makeup of a sample is targeted (Ng & Kirkness, 2010). One 

Figure A: Illumina MiSeq 
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application of WGS is for clinical diagnostic purposes, specifically the identification of 

infectious microorganisms. A metagenomics approach, in which the complete microbial 

content of a sample is characterized, could prove 

beneficial for identifying pathogenic organisms, thus 

providing valuable information to guide treatment 

(Köser et al., 2012). Bioinformatics describes the 

computational analysis required to parse large 

genomic sequence data. This workflow consists of 

utilizing HPC hardware as well as software development for data manipulation. The 

bioinformatics involved with clinical WGS data is perhaps the most “under-

characterized” part of the procedure (Mardis, 2008). Currently few standard operating 

protocols exist for the computational analysis of NGS data with many researchers 

developing their own unique methods. However, all analysis begins with the “short 

reads” of DNA sequences generated from the sequencer. A typical workflow may follow 

some of these steps: 

 

Quality Control: The NGS sequencers assign quality scores to each base call and they 

are encoded in the sequence files that are generated. Software, such as FastQC (Andrews 

& Others, 2010), allows for the quality of the sequence data to be visualized. The 

interpretation of the read quality and subsequent processing steps ensure the best quality 

sequences are used in downstream analysis. Typical quality control steps may include 

setting a quality threshold, trimming the reads to a specified base pair length, and 

removing duplicate sequences. Quality control is performed with the hope that 

Figure B: Lenova Nextscale M5 
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downstream analysis will improve the integrity of any results generated in downstream 

analysis (Schmieder & Edwards, 2011b).  

 

Host-Contaminants: Samples are often contaminated prior to sequencing from a wide 

range of sources. Samples obtained from humans and/or prepared by humans can become 

contaminated with human DNA. This is significant when performing clinical diagnostics 

using NGS because only the microbial presence is of interest. The contamination of a 

single human cell can significantly oversaturate the sample given the human genome is 

much larger than those of microbes (Gevers, Pop, Schloss, & Huttenhower, 2012). This 

problem is addressed by performing sequence alignment against the contaminating 

genome. Bowtie2 is a popular tool for doing sequence alignment and allows for 

“unmapped” or reads that do not align to the reference to be extracted (Langmead & 

Salzberg, 2012). This method allows for human and microbial reads to separated which 

can streamline analysis. This step can also significantly reduce the size of the dataset 

making it less computationally intensive.  

 

Assembly: Short reads are assembled using a variety of algorithms that typically look at 

“coverage” or overlap of the short reads with one another. The end result is the formation 

of “contigs” or contiguous DNA sequences that are larger than the raw sequence length 

generated from the sequencer. Many different assembly programs exist; Velvet is one 

algorithm for de novo assembly (Zerbino & Birney, 2008). This step is often the most 

computationally intensive in both time and power but can make taxonomic classifications 

easier since the sequences are larger. Newer open source bioinformatics software allows 
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for direct analysis of the short reads for taxonomic assignment. Excluding assembly from 

a workflow designed to identify the microbes in a metagenomics dataset could be ideal to 

reduce job runtime as well as persevering the entirety of the dataset.  

 

Taxonomic Assignment: In the clinical context, assigning taxonomy to the sequences is 

a critical step for diagnostic purposes. Many different strategies exist to classify reads, all 

of which typically involve the use of a reference database. One of the most popular 

methods is Basic Local Alignment Search Tool (BLAST) using NCBI’s non-redundant 

sequence database (Altschul, Gish, Miller, Myers, & Lipman, 1990). BLAST remains 

one of the most accurate ways to identify a DNA sequence but that also makes it the 

slowest and requires a large amount of compute resources. Other classification algorithms 

exist, such as CLARK (Ounit, Wanamaker, Close, & Lonardi, 2015) or Centrifuge (Kim, 

Song, Breitwieser, & Salzberg, 2016), that use read assignment strategies for classifying 

the short reads generated straight from the sequencers.  

Febrile	Neutropenia	
 

Chemotherapy not only kills cancer cells but also suppresses a patient’s immune 

system.  As a result, cancer patients may develop neutropenia, a complication of cancer 

chemotherapy characterized by a low neutrophil count (< 0.5 x 109/l).  This may escalate 

to Febrile Neutropenia (FN), a condition that causes fever and has estimated mortality 

rates of 18% in gram-negative and 5% in gram-positive bacteremia-positive samples. 

Conventional culture-based methods fail to identify the causative pathogens because most 

do not culture (often 90%) (de Naurois et al., 2010).  As a result, clinicians must 

prescribe broad-spectrum antibiotics that contribute to spread of drug-resistant organisms 
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and may not resolve the infection (Freifeld et al., 2011).  Molecular-based approaches, 

such as whole-genome shotgun (WGS) sequencing of all DNA in a sample, offer a more 

comprehensive diagnostic tool. 

FN patients could benefit from the implementation of whole genome sequencing 

(WGS) and bioinformatics for diagnostic purposes. The low culture positive rates in these 

patients restricts a physician’s ability to know what the organism is causing infection. 

Similarly, culture negative results do not indicate that there is no blood stream infection, 

rather that nothing was identified. Just as it is important to identify infectious organisms 

in FN patients is the ability to determine if there are no infectious organisms present in 

the blood stream. In the absence of bloodstream infection, physicians can choose to 

proceed with bone marrow transplant surgery, an operation that would not be performed 

if the patient was septic.  The frontline defense against FN is to prescribe broad spectrum 

antibiotics with the hope that the causative organisms will be killed. Unfortunately, this 

strategy is not always successful since not organisms will be affected by antibiotics, 

namely viruses. Broad spectrum antibiotics regimens also have the potential to cause 

more problems such as clostridium colitis or other conditions caused by normal flora 

imbalance (Bartlett, Moon, Chang, Taylor, & Onderdonk, 1978).  

The non-discriminatory nature of WGS and bioinformatics can identify fastidious 

organisms that would otherwise be unidentified using conventional diagnostic methods. 

This would allow physicians to restrain from using antibiotics that would be ineffective 

and instead tailor the treatment to be specific to the causative organism. Likewise, 

bioinformatics analysis can determine if no potential causative pathogens are present in 

the sample, again allowing physicians to hold back on prescribing unnecessary 
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antibiotics. In summary, WGS of the blood of FN patients and subsequent bioinformatics 

analysis could improve overall prognosis and patient wellness.  

Chapter	2.	Materials	and	Methods	

Ethics	statement	
 

The research was approved by an Administrative Panel for the Protection of 

Human Subjects (Institutional Review Board) at the University Arizona. All subjects 

were properly informed of the risks and benefits of this study, and then signed an 

approved, written consent form. 

Experimental	design	
 

Patients with leukemia or lymphoma seeking treatment at University of Arizona 

Medical Center Tucson Campus were eligible for this study.  Blood samples from 

participants were obtained before, during, or after FN episodes (temperature exceeding 

38.3℃).  

Sample	Collection	
 

Samples labeled “NF” were patients who sought treatment at the University of 

Arizona medical center for an illness while undergoing chemotherapy treatment. Samples 

labeled “BMT” were patients that were being observed after receiving a bone marrow 

transplant as treatment leukemia/lymphoma. In both cases, informed consent was 

obtained prior to collection of the blood samples. Both nurses and phlebotomists 

conducted the blood draws during scheduled visits. To decrease the chance of white 

blood cell lysis, and thus oversaturation of “host DNA”, samples were processed within 

two hours of collection. Again, this studies focus was the microbial composition of the 
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blood and the potential pathogens that may be the causative organism for the febrile 

episodes. Due to the human genome being significantly larger than bacterial and viral 

genomes, all steps of sample preprocessing were designed to prevent white blood cell 

lysis. The following sample preparation protocol was then performed following blood 

collection.  

Sample	Processing	and	Library	Preparation		
 

To alleviate risk of contamination, all samples were handled by BSL-2 trained 

staff. As microbial composition of the samples was the only interest, a separation 

protocol was performed. Whole blood is diluted using sterile phosphate buffered saline 

layered on Ficoll. The plasma from the whole blood samples were then subjected to 

centrifugation at 400 x g for 20 minutes. Careful separation of the plasma was performed 

to prevent inclusion of white blood cells followed by another three rounds of 

centrifugation at 50, 100, and 150 x g for five minutes. The solution was then filtered 

using a five-micron filter with another round on centrifugation at 400 x g to pellet the 

microbial component of the sample. DNA isolation was performed using the Qiagen UCP 

Pure Pathogen kit. Following this sample preparation protocol, the WGS libraries were 

generated by performing the following: 

The Ion Xpress Plug Fragment Library Kit was used to generate the whole 

genome sequencing libraries. 10 nanograms of DNA was sheared using the Ion Shear 

enzymatic reaction for 12 min followed by the ligation of Ion Xpress barcode adapters. 

Amplification was performed using the Library Amplification primers as according to the 

manufacturers’ suggestions. Size selection was performed according to manufactures’ 

guidelines on with a selected size of ~ 200 base pairs using the Invitrogen E-gel 
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SizeSelect Agarose cassettes as included in the Ion Universal Library quantitation kit. 

Equimolar amounts of the library were added to an Ion PI Template OT2 200 kit V3. 

Samples were enriched with the Ion OneTouch ES system then quantitated with the Qubit 

Ion Sphere Quality Control kit (Life Technologies) on a Qubit 3.0 fluorimeter (Qubit, 

NY, NY, USA).  

Sequencing	
 

Following DNA library preparation, enriched templated beads were loaded onto 

an Ion PI V2 chip and sequenced according to the manufacturer’s protocol using the Ion 

PI Sequencing 200 kit V3 on a Ion Torrent Proton sequencer.  

Mock	Community	and	Binary	Bacterial	Mixture	Controls	
 

A mock community of 20 bacterial species found in known staggered abundance 

was sequenced on an Ion Torrent P1 chip using the same platform and methods as the NF 

samples described above. The mock community reagent was obtained through BEI 

Resources, NIAID, NIH as part of the Human Microbiome Project: Genomic DNA from 

Microbial Mock Community B (Staggered, High Concentration), v5.2H, for Whole 

Genome Shotgun Sequencing, HM-277D. FastQC (Andrews & Others, 2010) was used to 

generate sequence quality reports. FastX toolkit (Gordon & Hannon, 2010) was used to 

set a minimum Phred score of 17 for 80% of bases per read. Reads were trimmed to 

retain basepairs 10-170 and reads shorter than 50 base pairs were removed. Quality 

control removed 23,552,068 sequences from raw FASTQ file resulting in a final FASTA 

sequence file with 27,803,324 reads for analysis. The resulting FASTA file was used as 

input to CLARK (Ounit et al., 2015) and Centrifuge (Kim et al., 2016) to generate 

abundance reports. The reference database used by centrifuge consisted of all archaeal, 
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bacterial, and viral genomes found in RefSeq created by using the Centrifuge Download 

and Centrifuge Build software (1.0.1). The CLARK database was custom built with 

genomes obtained from NCBI, genome isolates taken from Human Microbiome Project 

(HMP) (Human Microbiome Jumpstart Reference Strains Consortium et al., 2010), and 

NITE. Abundance reports were generated by running the respective software. Centrifuge 

memory allocations were 12 CPUs/23gb of RAM while CLARK required 240 

CPUs/225GB of RAM. Abundance reports were filtered to include only species with an 

abundance of at least 0.01% given the lowest known bacterial abundance found in the 

mock community was 0.02%. Linear regression of log known versus log experimental 

abundance values was used to determine the classification accuracy of each method and 

calculate the coefficient of determination (R2). Species that were misclassified by 

CLARK were excluded from the regression considering they are not in the known 

mixture of bacteria. Similarly, strain level hits identified by Centrifuge were summarized 

to the species level and phage identifications excluded.  

Binary bacterial mixtures with varying taxonomic distance were created to test 

Centrifuge’s ability to distinguish log scale differences in abundance. These mixtures 

were created using purified bacterial DNA purchased from American Type Culture 

Collection (ATCC) that were isolated from: 1) Escherichia coli (ATCC 25922D-5) and 

Staphylococcus saprophyticus (15305D-5); 2) Escherichia coli (ATCC 25922D-5) and 

Shigella flexneri (ATCC 29903D-5); 3) Streptococcus pyogenes (ATCC 12344D-5) and 

Staphylococcus saprophyticus (A15305D-5). DNA was suspended in sterile phosphate 

buffered saline and quantified from absorption at 260 nanometers using a NanoDrop ND-

100 spectrophotometer. Binary mixtures were created in the following ratios by mass: 
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0.1:99.9, 1:99, 10:90, 50:50, 90:10, 99:1, 99.9:0.1. Mixtures were then sequenced on an 

Ion Torrent P1 chip following the same protocol as the FN samples (see above). 

Centrifuge uses a comprehensive database consisting of all archaeal, viral, and bacterial 

genomes generated abundance reports with memory allocations of 12 CPUs/23gb RAM. 

Reports were filtered to include only hits of at least 0.05% given the lowest known 

abundance was 0.1%. 

Sequence data for the mock community and binary bacterial mixtures have been 

deposited to the NCBI Sequence Read Archive under accession: SRP115095 under 

project accession PRJNA397434 and SRP116691 under project accession PRJNA401033 

respectively.   

NF	Patient	Data	Pre-processing	
 

Sequences were obtained in FASTQ format from raw BAM files by using 

bedtools/2.17.0 bamtofastq script (Quinlan & Hall, 2010). FastQC was used to generate 

sequence quality reports. FastX toolkit (Gordon & Hannon, 2010) was used to perform 

quality control measures on FASTQ files including quality filtering, trimming, setting a 

minimum read length, and removal of duplicate reads. The quality filter was consistent 

for each file with a minimum Phred score of 17 for 80% of bases per read. Trimming 

parameters varied for each file depending on sequence composition values. These modest 

quality control parameters resulted in a 38.10 - 56.65% reduction in raw reads across all 6 

samples. Files were converted to FASTA format for downstream analysis using the 

FASTQ-to-FASTA program found in the FastX toolkit. An index of the human GRCh38 

genome was created using bowtie2-build script. Bowtie2 (Langmead & Salzberg, 2012) 

was used to perform a very sensitive local alignment of the FASTA files to the human 
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genome index in order to extract unmapped reads and perform counts. Computing 

allocations for sequence alignment were 4 CPUs with a total of 15gb of RAM.  

Patient	Sample	Read	Classification	
 

Centrifuge was used to classify NF sample short reads using a custom-built 

Centrifuge database (as described above) with memory allocations of 12 CPUs and 23gb 

of RAM. NF patient samples were classified in both FASTQ and FASTA format (pre- 

and post-quality control) to demonstrate the effect of QC. Centrifuge abundance report 

results were filtered to include organisms with a minimum of 5% of total reads classified. 

Total read counts for bacterial and viral hits respectively were summed for both pre-QC 

and post-QC results. To determine genome coverage, BAM files were generated from 

three NF samples with suspected causative organisms by using Bowtie2 to map sample 

FASTQ reads to the respective reference genome (Pseudomonas fluorescens accession: 

NC_012660.1, Human Parvovirus B19 accession: NC_000883.2, Torque Teno Virus 

accession: NC_015783.1). Samtools depth was used to generate coverage values from the 

sorted bam files and subsequently visualized in R (Team, 2000).  

Host	Screen	Effects	
 

The host screen effects were analyzed by comparing the read classification counts 

of three different strategies to remove human reads from the reports. Eight organisms that 

were found in high abundance in one or more of the NF samples were chosen for this 

analysis. FASTQ files were aligned to the human genome using Bowtie 2 to extract 

unmapped reads. Separate abundance reports were generated by using Centrifuge’s 

exclude-taxid parameter to ignore hits belonging to tax ids 9606 and 36320 using the 

same previously described index. The final condition involved generating Centrifuge 
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abundance reports using a Centrifuge database manipulated to not include the human 

genome. Percent variation was calculated between the mean value and each of the 

experimental conditions.  

Computing	
 

All computational analyses were performed on Lenovo Nextscale M5 compute 

nodes on The University of Arizona’s high-performance computing cluster. Custom 

scripts for the paper are available in Github at:  

 

https://github.com/hurwitzlab/Centrifuge_HPC 

https://github.com/hurwitzlab/NF_Data_and_Scripts. 

Chapter	3.	Summary	of	Optimizing	detection	of	clinically	
relevant	microbes	from	whole	blood	of	febrile	neutropenia	
patients	

Importance	

Current clinical guidelines for the management of febrile neutropenia (FN) dictate 

empiric antibiotic therapy be initiated as soon as possible (< 1 hour) given the 2-3 day 

time delay for culture-based diagnosis (de Naurois et al., 2010; Pizzo, 1993). Frequently, 

culture-based identification of pathogens fails due to fastidious organisms, or the 2-3-

week delay to culture anaerobic bacteria. Without knowing the identity and susceptibility 

of the causative pathogen, clinicians often prescribe broad-spectrum antibiotics as the 

first line of therapy (Freifeld et al., 2011). In addition to wasting resources and 

encouraging the further development and spread of drug-resistant organisms, empiric 

therapy results in increased morbidity and mortality in patients when the chosen therapy 
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does not cover the causative pathogen. Whole genome sequencing and computational 

analysis of the sequence data could offer an alternative to the current diagnostic methods 

used in FN cases. WGS could prove to be particularly beneficial since its non-

discriminatory nature allows for both bacteria and viruses to be detected with no pre-

designed primers. The characterization of the bioinformatics workflow is necessary to 

ensure the protocols validity and to allow for further implementation in other clinical 

contexts. This study provides both a computational pipeline for the fast, accurate 

identification of potential causative organisms in FN blood samples and examines various 

parameter and settings effects involved with the bioinformatics.  

Overview	

The advancement of sequencing technology and associated bioinformatics tools 

for data analysis provides a unique opportunity for molecular based diagnostics. 

Presented here is a streamlined bioinformatics pipeline for detecting potential causative 

organisms found in the blood of patients with Febrile Neutropenia. Also demonstrated is 

the capability to generate results in a timely manner that can be leveraged to guide 

treatment options using whole genome sequencing and open-source software. This “no 

assembly required” approach is designed to use minimal computational resources while 

producing accurate results. Verification of the method is accomplished by subjecting 

bacterial controls found in known abundance to the same sequencing and bioinformatics 

pipeline. The workflow assumes a multi-layered confirmation approach to substantiate 

conclusions. Finally, the bioinformatics settings and parameter effects on the taxonomic 

assignment results are carefully analyzed to provide insight for the construction of future 

pipelines. The aim of this research is to provide a framework for developing 
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bioinformatics pipelines and assist in establishing protocols for identifying 

microorganisms in patient samples.  

Key	Findings	

Comparison	of	Accuracy	and	Computation	Resources	for	CLARK	and	Centrifuge	
 

To test the choice of algorithm on microbe identification, sequence data from a 

mock community comprised of 20 bacterial species present in a wide range of 

abundances (range 0.02-31%) was analyzed using CLARK and Centrifuge to generate 

relative abundance reports. CLARK and Centrifuge both identified all 20 of the known 

bacterial species in the mock community as being present, however, CLARK identified 

five false positives (two Shigella sp., two Staphylococcus sp. and Corynebacterium 

pseudotuberculosis) that were not actually present in the mock community. In contrast to 

CLARK, which summarizes all matches to species level, Centrifuge reports matches to 

strains of the same species separately as well as separately reporting matches to phage 

genomes. This difference in in reporting, resulted in Centrifuge reporting 41 matches in 

the mock community with a relative abundance of at least 0.01%. For example, 

Centrifuge identified Streptococcus mutans in the mock community at an abundance of 

9.07%, in addition to identifying the strain Streptococcus mutans UA159 at an abundance 

of 19.60% (actual abundance of S. mutans in the mock community was 21.4%). 

Importantly, none of the 41 identifications made by Centrifuge were considered false 

positives as no strain or phage was identified that was not an example of, or in the case of 

phage, endogenous to, a species in the mock community. To compare the two algorithms, 

the relative abundances produced by Centrifuge for phages were ignored and those for 

strains of bacteria were combined to the species level. The relative abundance estimated 
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by each algorithm for each species in the mock community was graphed against their 

known abundance and the R2 calculated for each algorithm’s estimates (Figure 1). 

Centrifuge and CLARK had nearly identical R2 values of 0.98 and 0.97 respectively. 

Overall, both tools tended to overestimate relative abundance values: most estimated 

abundances fell below the perfect fit represented by the dotted line in Figure 1. Overall, 

the relative accuracy of Centrifuge in identifying the species present in the mock 

community was 100% while CLARK’s was 75% due to the five false positives. 
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Fig 1. Relative abundances estimated by CLARK and Centrifuge for a mock 

bacterial community of 20 organisms. CLARK relative abundance estimates, blue 

triangles; Centrifuge relative abundance estimates, red circles. The black dotted line 

represents perfect correlation with known relative abundance. 

 

While CLARK produced five false positives and Centrifuge obfuscated species 

abundances somewhat by reporting phage and strain matches separately, a striking 

difference between the two classification algorithms was the computation resources 

required to perform the analysis. Relative to CLARK, Centrifuge required less than a 

tenth of the memory and a quarter of the runtime, while utilizing half the number of 

central processing units (CPUs; Table 1). 
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Table 1. Comparison of computational resources required by Centrifuge and 
CLARK to analyze the bacterial mock community dataset. 

 

Algorithm number of 
CPUs RAM (Gb) Runtime (hr:min:sec) 

Centrifuge 12 23 0:07:40 
CLARK 28 297 0:38:40 

 
 

Linearity	and	threshold	of	detection	of	Centrifuge	to	binary	mixtures	of	bacteria	
species	

 

Given that Centrifuge was more accurate and required fewer computational 

resources than CLARK, we sought to test the linearity and threshold for detection with 

three controlled mixtures of two bacterial species that varied in taxonomic distance. 

Mixtures of DNA derived from the pairs over a six-log range of relative abundance were 

sequenced and the relative abundance for each species estimated with Centrifuge. The 

relative abundance estimated by Centrifuge for each species in the three-dilution series is 

shown in Figure 2. Centrifuge correctly identified the four species that were mixed, but 

misidentified a small percentage of sequence reads to closely related species or found no 

matches at all. Centrifuge was able to identify the species mixed in the lowest abundance 

(0.1%) in 4 out of 6 opportunities, failing to detect the extremes in the E. coli/S. 

saprophyticus mixture. The coefficient of determination (R2) for the three mixtures was 

0.89 for E. coli/.S.flexneri, 0.99 for S. saprophyticus/S. pyogenes, and 0.96 for E. coli/S. 

saprophyticus.  
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Fig 2. Threshold of detection for binary mixtures of bacteria using Centrifuge. For 

each organism in the mixtures, the relative abundance of organisms is represented by dot 

size with actual values displayed above each dot. Actual ratios of the mixtures are shown 

at bottom. Incorrect matches represent closely related organisms, while no match 
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represents is the relative abundance of all reads that failed to match the database above 

the required threshold. 

Quality	control	of	sequence	data	before	Centrifuge	analysis		
 
 Before centrifuge analysis, raw sequence data is put through a series of quality 

control steps including trimming low-quality reads, removing short reads, de-duplication, 

and removing sequence ends with unbalanced nucleotide composition. Relative to the 

identification and estimation of relative abundance in Centrifuge, the quality control steps 

were found to take approximately 50% of the time required for analysis, raising the 

question of their necessity and effect on Centrifuge’s results. Figure 3 compares the effect 

of analyzing the mock community of 20 bacteria in Centrifuge with and without quality 

controlling the sequence data. The results were overall similar with a single exception: 

without quality control, a false positive, Bacillus thuringiensis was identified at low 

abundance. linear regression of the data showed that R2 with quality control was 0.97 and 

without quality control was 0.97 reflecting how little quality control affected the 

Centrifuge results. 
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Fig 3. Mock community abundance comparison between QC and No-QC 

The abundance, as determined by Centrifuge, is represented for each organism in the 

mock community mixture by the size of the dot. The sequence data that was subjected to 

quality control is shown in brown while No-QC is displayed in blue. Incorrect matches, 

or those not found in the known mock community, are highlighted by a red box.  

Neutropenic	Fever	Sample	Statistics	and	Taxonomic	Assignment	of	Short	Reads.	
 

The validated bioinformatics workflow was then used on six neutropenic fever 

patient blood samples. Genome alignment of the reads to the GChr38 human genome 

revealed high overall alignment rates ranging from 42.72% - 96.61% and the unmapped 

reads had classification rates ranging from 32.65% - 90.03% (Table 2). Three of the 

samples, NF001-NF003, showed preliminary classification of potentially pathogenic 

species found in moderate to high abundance. Two species of Pseudomonas, with 



30 
 

Pseudomonas fluorescens being the most abundant, were classified in sample NF001 and 

accounted for 48.73% of reads classified. In sample NF002, Human Parvovirus B19 

(Primate erythroparvovirus 1) was detected at 99.80% abundance in the bioinformatics 

workflow and was also confirmed by culture. In this case, only 49% of reads were 

classified as Human Parvovirus B19, but its small genome size gives it more weight in 

the abundance calculations performed by Centrifuge. A similar observation was seen in 

sample NF003, in which Torque Teno Virus had an abundance score of 73.54% though 

only 8% of reads mapped to this organism. No conclusive or most abundant species level 

classifications were possible in three of the samples: NF004, NF005, NF006. These three 

samples had low total read counts coupled with high alignment rates to the human 

genome. Escherichia coli was classified at ~17% in sample NF005 but this level was not 

as conclusive as the other samples where abundance values exceeded 50% for suspect 

organisms. Cutibacterium acnes was found in low to moderate abundance across 5 out of 

6 samples and is known for false positives in blood samples. Human endogenous 

retrovirus K113 was classified as low to moderate in abundance in the same 5 samples. In 

each case, HERV represented less than 1% of the reads of the reads classified but it’s 

abundance was adjusted to account for its small genome size of 9.4kb.  

 
Table 2. Neutropenic Fever Sample Short Read Counts 

 
Sample Raw Reads a Post-QC b Human (%) c Unmapped (%) d Classified (%) e Unknown (%) f 
NF001 3,497,123 2,164,857 57.3 42.7 70.2 29.8 
NF002 13,000,518 5,702,719 41.3 58.7 34.8 64.2 
NF003 18,839,275 8,166,869 79.1 20.9 45.4 54.6 
NF004 1,824,265 1,057,636 94.6 5.4 85.5 14.5 
NF005 885,399 519,134 77.8 22.2 32.7 67.3 
NF006 3,594,192 2,011,751 90.6 9.4 90.0 10.0 
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Reported are initial short read counts for each NF patient sample and subsequent counts 
following various preprocessing steps.  
 
a Raw Reads describes the total number of reads generated from the sequencing run. 
b Post Quality Control read counts after using Fastx toolkit. 
c Percentage of Post-QC reads that mapped to the GChr38 genome. 
d Percentage of Post-QC reads that did not map to the GCHr38 genome.  
e Percentage of unmapped reads that were assigned a taxonomic classification. 
f Percentage of unmapped reads that were not assigned a taxonomic classification.  
 

The	Effect	of	Quality	Control	on	Taxonomic	Assignment	
 

Both FASTQ and FASTA files were subjected to Centrifuge classification to 

determine the effects of quality control on read classification (Fig 4A). Abundance values 

were generally the same between the two methods with a few exceptions. Reads from 

sample NF003 were assigned to three different strains of Torque Teno Virus in the no-

quality controlled dataset while post-qc had only one classification. Samples NF004 and 

NF006 had classification for BeAn 58058 virus at 10.21% and 12.03% respectively in 

only raw sequence files without quality control. Finally, Staphylococcus warneri was 

classified only in the no-QC dataset from sample NF006. A bias toward removing viral 

reads during quality control was observed. To further test this, the sum of all viral reads 

both pre- and post-quality control were summed to determine net and read reduction 

values (Table 3). This process was also repeated for all bacterial reads. The sum of the 

viral reads removed during quality control totaled 1,268,597 with a mean difference of 

115,327. This contrasts with the bacterial reads where a net reduction of 173,292 reads 

was observed with a mean reduction of 8,252. Human parvovirus B19, found in sample 

NF002, accounted for 69% of the total viral read reduction from the combined samples. 

Though a bias to remove viral reads was observed, relative abundance scores were not 

significantly altered between methods.  
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Table 3. Quality Control Reduction of Reads 
 

Classification Net read reduction (%) Mean read reduction 
Bacteria 6.71 8,252 

Virus 47.97 115,327 a 
 
a Reads aligning to Human Parvovirus B19 accounted for 69% of the total viral read 
reduction. 
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Fig 4. Neutropenic Fever Sample Classifications. A. Centrifuge abundance 

classifications of six neutropenic fever patient blood samples. The size of the dot 

indicates the abundance of the respective organism with larger dots representing 

increased abundance. Actual abundance values are displayed beside the dots. Blue dots 
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represent the abundance of the organism found in the no-quality-controlled files while the 

tan dots are the post QC results. Samples are distributed across the x-axis while the 

organism names are listed on the y-axis. B. Total read counts for each neutropenic fever 

sample is represented by the height of the respective bar. The shaded green portion 

indicates the number of reads aligning to the GCHr38 genome. The shaded red portion 

indicates the number of reads aligning to microbial genomes. The grey region is the 

amount of reads that did not align to a genome found in the reference.  

Genome	Coverage	of	Suspect	Organisms		
 

Reads from the three samples with suspect organisms, were aligned to the 

respective reference genomes to determine average depth of coverage (Fig 5). NF001 was 

aligned with the Pseudomonas fluorescens genome and an average coverage of 12.19 was 

observed. NF002 was aligned with the Human Parvovirus B19 genome and an average 

coverage of 7539. High coverage across the entire genome supports the high 

representation of Human Parvovirus in the NF002 sample. Finally, NF003 was aligned 

with the Torque Teno Virus genome and high coverage was observed for a ~500 base 

pair region but full coverage was not achieved across the entirety of the genome. 

Previous studies involving TTV have identified the potential for replication of sub viral 

particles that can fully propagate given the correct conditions (de Villiers, Borkosky, 

Kimmel, Gunst, & Fei, 2011).  
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Fig 5. Suspect Organism Genome Coverage Graphs. The data shown are short read 

recruitment to the genomes of three suspect organisms identified during Centrifuge 

taxonomic classification. The x-axis represents the base position in the respective 

genome. The y-axis is the depth of coverage at a specific position. Sample NF001 reads 

are aligned to the Pseudomonas fluorescens, sample NF002 to Human Parvovirus B19, 

sample NF003 to Torque Teno Virus. 
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Host	Screen	Method	Comparison	and	Effect	on	Taxonomic	Assignment		
 

A total of 8 species identified across the six NF samples were selected to quantify 

the change in reads classifications by three methods to remove reads that map to the 

human genome. Interestingly, the largest decrease in microbial hits was observed when 

the reads were pre-screened against human genome (using Bowtie2) prior to taxonomic 

identification (Fig 6). By contrast, removing the human genome from the classification 

database resulted in the highest number of microbial hits, followed by excluding reads 

during mapping using a taxonomic filter for the human within Centrifuge. Seven of the 

eight species showed percent read reductions between methods, ranging from <1% to 

3.7% when comparing screening to the human genome vs exclusion of human in the 

reference database (Table 4). Human Parvovirus B19 had the largest reduction in mapped 

reads between methods with a reduction of 9.7%.  

 

Table 4. Comparison of reads classified using varying host screen strategies 
 

Organism Sample Mean Read Count a DB Manipulation b Exclude TaxID c Screened d 
Pseudomonas fluorescens NF001 748,438 +2.23% -1.10% -1.22% 
Human Parvovirus B19 NF002 1,208,756 +5.50% -1.33% -4.50% 

Torque Teno Virus NF003 274,811 +0.01% +0.01% -0.02% 
Cutibacterium acnes NF004 638 -2.40% +1.24% +1.10% 
Cutibacterium acnes NF005 5,889 -1.00% +0.60% +0.40% 
Cutibacterium acnes NF006 4,739 -2.10% +1.15% +0.92% 

Escherichia coli NF005 11,067 +2.10% -0.75% -1.37% 
Staphylococcus warneri NF006 929 +2.01% -0.30% -1.72% 

 
a Mean read count describes the average amount of reads between the three methods that 
were classified as the respective organism. 
b DB manipulation omitted the human genome from the reference database. 
c Exclude TaxID used a Centrifuge parameter that ignored human classifications.  
d Screened method used Bowtie2 against the human genome to remove matching reads.  
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Fig 6. Host screen classification effects. Individual plots represent a species classified in 

one or more of the six neutropenic fever samples. Number of reads classified as the 

respective species is represented by the y-axis. The read counts for the three strategies for 

host screen: removal of human from the reference database (Removed from DB; blue), 

exclude TaxID in Centrifuge (Exclude TaxID; red), and pre-screened against human 

genome (Read Alignment; yellow), are displayed.  
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Bone	Marrow	Transplant	Time	Series	Analysis	
 

An additional 20 samples belonging to 5 patients were subjected to the 

bioinformatics workflow to obtain taxonomic classifications using Centrifuge. These 

blood samples were obtained at differing time points, to conduct a temporal analysis of 

the microbial composition in each patient (Fig 7). The abundance results show consistent 

presence of Human endogenous retrovirus K113, complementing the findings of the 6 

NF patient samples. Cutibacterium acnes also found in low to moderate abundance in 

eleven samples belonging to three patients. The dynamic nature of the microbial 

abundance was observed in two of the samples, BMT001 and BMT014. In BMT001, 

Human Endogenous Retrovirus K113 was found in high abundance in the first-time point 

with E. coli found in low abundance. In the next two samples, Human Endogenous 

Retrovirus K113 was no longer detectable using the 5% filter and E. coli increased in 

abundance. This observation suggests a potential growing systemic infection of E. coli. 

Sample BMT014 showed the most microbial diversity with 10 different unique species 

level assignments across five time points. Lower levels of HERV corresponded to higher 

abundance of other organisms as has been observed in previous cases.  
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Fig 6. BMT Time Series Taxonomic Classification. Whole genome shotgun read 

classification of 20 samples obtained from 5 different BMT patients. Blue and green dots 

emphasize consistent presence across multiple samples of Human endogenous retrovirus 

K113 and Cutibacterium acnes respectively. Black dots represent all other classifications 

unique to the sample they were identified in.  

 

Additional	Insights	

The ability to determine the absence of a potential causative organisms is as 

important as making a positive identification. This analysis found several factors that can 

be used to rule out possible microbial infection. First is the total raw read count generated 

from the sequencer. The three samples with suspected causative organisms were also the 



40 
 

three with the highest total read count whereas those with no apparent pathogen had the 

lowest read counts. Furthermore, the samples without a suspect organism had a higher 

percentage reads that mapped to human genome, ranging from 78% to 95%. This contrast 

with the samples that did have a suspect organism identified, in which human alignment 

rates ranged from 41% to 79% were mapped to human. Additionally, those with potential 

causative organisms had higher unknown rates. The two samples where viruses were 

identified had the highest unknown rates. Previous studies have shown taxonomic 

assignment for viral reads is particularly challenging and can lead to high percentages of 

reads without annotation. Centrifuge classification failed to identify any potential 

causative organisms in the same samples with the low read counts and high human 

alignment. This also corresponded to an elevated abundance of organisms found 

consistently between the samples, namely Cutibacterium acnes and Human Endogenous 

Retrovirus K113.  

 
The temporal analysis of BMT samples also showed consistent presence of 

Cutibacterium acnes and Human Endogenous Retrovirus K113, complementing the 

results from the NF samples. C. acnes (formerly Propionibacterium acnes) is a common 

contaminant in blood culture (Park et al., 2011). HERV-K113 has been previously 

characterized as a common endogenous virus in humans with a 30% prevalence (Turner 

et al., 2001). Here we observed HERV-K113 at varying abundance in 100% of the 

samples. Both C. acnes and HERV-K113 were classified in lower abundance when the 

sample had other organisms present. It's possible to use the abundance of organisms that 

are consistently present in a sample to gauge the presence of other, potentially pathogenic 
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organisms. This strategy is likely to be most effective in samples of low microbial 

composition, such as blood. 

Conclusion	
 

Based on the results above, the final proposed bioinformatics workflow excludes 

quality control and host screening. The omission of these steps does not result in 

significant differences in abundances calculated by Centrifuge. Reducing total file size is 

one argument for including QC and host screening even though they do not alter 

taxonomic assignment. Within the context of Febrile Neutropenia and blood samples in 

general, the total microbial composition is expected to be lower than other samples such 

as the gut. In this case, the amount of computational time to perform pre-processing of 

the data far exceeded the amount of resources required to do taxonomic assignment with 

Centrifuge on the raw reads. This evaluation may be different within the context of 

different, more microbial rich samples where reducing file sizes could help streamline 

downstream analysis. The removal of QC and host screening from the pipeline was 

further supported by observations that both these steps reduce the number of reads that 

map to viral genomes. Considering the potential for viruses to be causative organisms in 

NF cases, these steps should not be performed to prevent false negatives.   

Immunocompromised individuals, such as those with Febrile Neutropenia, will 

benefit the most from WGS based diagnostic procedures due to the high possibility of 

infection by clinically rare or fastidious organisms (Abril et al., 2016; Frémond et al., 

2015; Lecuit & Eloit, 2015). Bloodstream infections specifically could be more 

effectively diagnosed using WGS methods and thus reduce mortality (Ecker et al., 2010; 

Fenollar & Raoult, 2007; Parize et al., 2017).  The bioinformatics methods associated 
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with NGS analysis remains a significant challenge. The amount of data generated from 

WGS sequencing runs and the required computing resources for its analysis are the two 

major hurdles (Meldrum, Doyle, & Tothill, 2011). Here we not only introduce a 

streamlined bioinformatics pipeline for species level classification of sequences from the 

blood of FN patients, but also characterize the effects of various parameters of the 

workflow. This type of analysis, designed and executed in a specific context, can assist 

with the development of standard protocols for bioinformatics of whole genome shotgun 

sequence data.  

 

Chapter	4.	Discussion	
 

The potential life-threatening nature of FN requires sequencing and 

bioinformatics pipelines to be as streamlined as possible. This study characterized the 

effects of pre-processing steps such as quality control and host screening to determine the 

necessity and impact of these steps on taxonomic identification and abundance. Quality 

control using modest parameters resulted in a large reduction in total reads but was found 

to have a non-significant effect on abundance calculations. Importantly, these QC steps 

were shown to have a bias in removing viral reads that were from potentially causative 

pathogens. These reads may have inadvertently removed given that viral genomes are 

more “AT” and repeat-rich that could lead to lower quality scores in Ion Torrent 

sequences due to homopolymers (Bragg, Stone, Butler, Hugenholtz, & Tyson, 2013). The 

fragmentation step of the sequencing workflow could also lead to the generation of 

shorter viral reads that are removed computationally when setting a minimum read 
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length. A closer look at the QC workflow revealed that no individual step results in the 

removal of more viral reads but rather the culmination of all steps. 

Despite best efforts during sample collection and preparation, a significant 

amount of DNA mapped to the human genome in all six NF patient samples (41% – 

91%). The oversaturation of human reads in blood NGS samples is a common 

observation (Moustafa et al., 2017). Many of the current strategies to remove 

contaminant reads from a dataset involve genome alignment against a reference human 

genome (Schmieder & Edwards, 2011a). Here we sought to analyze the effect on 

taxonomic assignment using various host screening methods. Simple exclusion of the 

human genome from the reference database resulted in the highest number of reads 

classified to known microbes. Conversely, screening the reads by alignment to the human 

genome prior to taxonomic annotation resulted in lower read counts to known microbes. 

The average percent deviation from these two methods was ~3.0%, with Human 

parvovirus being the main exception with a percent deviation of 9.0%. A possible 

explanation for this could be due to the fact that Human parvovirus is an endogenous 

virus found in the human genome and may have been excluded during the pre-screening 

step. This indicates that host screens using human genome alignment could result in the 

under-representation of endogenous viruses or any other organism whose genome may be 

integrated into the human genome. Over-representation and false positive identification 

of endogenous viruses are also possible if reads classified as viral are actually regions 

found in the human genome.  

Centrifuge was able to accurately assign taxonomy to short reads in the 

classification of a bacterial mock community found in staggered abundance. The results 
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and computing resources required were compared to CLARK, another open source tool 

for taxonomic classification of metagenomics samples. Abundance calculations between 

the two methods were nearly identical, however the processing time and computational 

resources for CLARK were significantly higher.  Centrifuge is also unique from other 

classifiers in that it provides more than just read proportional classification through the 

use of an Expectation – Maximization calculation to determine abundance. This proves 

useful in determining relative abundance between organisms in the samples with varying 

genome sizes, specifically viruses. For example, read proportional classification will give 

more weight to bacteria over viruses given their larger genome size which will be 

represented as more reads in the sample. The benefit of calculating abundance using 

Centrifuge’s EM algorithm was demonstrated in the analysis of the NF blood samples 

NF002 and NF003 where viral classifications would be greatly underrepresented if read 

proportional classifications were used. Centrifuge’s ability to quickly assign taxonomy to 

reads, accurate representation of organisms including viruses, and ability to sidestep QC 

and host-screening make it ideal for classifying reads to clinically relevant organisms. 

Determining genome coverage of the suspected causative organism offers 

additional verification of the workflow. Complete coverage across the reference genome 

with adequate depth supports claims that the organism is actually present in the sample. 

In the case of samples NF001 and NF002, the coverage graphs both showed complete 

coverage across the respective reference genomes with sufficient depth. Interestingly, 

coverage across the Torque Teno Virus genome was limited to a ~400 base pairs found in 

the untranslated region of the genome. This region has been suggested to be critical to the 

replication of the virus due to its conserved nature (de Villiers et al., 2011). The high 
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coverage observed in this region may indicate an early replication event (de Villiers et al., 

2011). Another possibility is the presence of sub viral particles, a characteristic that has 

been previously observed in TTV. This type of finding underscores the benefit of 

determining genome coverage as a second round of verification, where observing full 

coverage across the genome is the best indication of a viable organism in the sample.  

 

Current	WGS	Applications	
 

As demonstrated, WGS has potential for identifying potential causative organisms 

in the blood of FN patients. Highlighted here are some recent case studies that have used 

an WGS workflow for identifying infectious microorganisms in other clinical contexts. 

The described case studies involve situations where conventional diagnostic procedures, 

such as culturing, fail to identify the causative organism. In many cases, the individuals 

involved have some type of immunocompromising disease.   

Diagnosis	of	Neuroleptospirosis	(Wilson	et	al.,	2014)		
 

An immunocompromised 14-year-old boy sought treatment at a hospital in April 

2013, presenting symptoms including fever, severe headache, photophobia, and 

conjunctivitis in both eyes. Initial treatment included medicated eye drops and 

ciprofloxacin. Over the course of several months the boy’s condition worsened with new 

symptoms including weight loss, fatigue, abdominal pain, and low neutrophil counts. An 

MRI and infectious disease workup did not reveal anything significant and the patient 

was instructed to continue the antibiotic regimen. His condition was significantly worse 

when admitted to the hospital for the third time and a new MRI was performed revealing 

brain inflammation. Additional immunohistochemical testing was performed in an 
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attempt to identify an infectious organism causing the condition but was unsuccessful. 

The patient’s condition worsened with increased brain inflammation prompting the 

doctors to place him in a medically induced coma. He was enrolled in a study involving 

pathogen detection using next-generation sequencing. Cerebrospinal fluid and serum 

samples were sequenced and the bioinformatics pipeline revealed reads matching to a 

Leprosaria causing bacterium. The physicians narrowed the prescribed antibiotics to 

penicillin G and symptoms dramatically improved after 7 days. The patient made a full 

recovery and was discharged about a month after NGS identified the causative organism. 

This case is effective in demonstrating the benefits of using NGS for diagnostic 

purposes because its use is what saved this boy’s life due to the ability to identify the 

causative organism as Leptospirosis. Multiple times physicians attempted to use 

conventional culture methods to identify the causative organism but were unsuccessful. 

NGS and the associated bioinformatics were capable to make a positive identification, 

allowing the doctors to change the antibiotics to be effective against Leptospirosis 

infection. The researchers also reported the entire NGS process and bioinformatics took 

48 hours which could have contributed to a good prognosis for the patient.  

 

Detection	of	Viral	Pathogens	(Nakamura	et	al.,	2009)	
 
Researchers in Japan used NGS to identify viral pathogens found in samples 

obtained from school children involved with a flu outbreak, adults infected with 

Norovirus, and one sample was from an oyster related illness where the causative virus 

was unknown. This study’s goal was to demonstrate the ability to use NGS for viral 

diagnostics. Nasal and fecal samples were sequenced on a Pyrosequencing GS FLX 

Platform. Read classification was performed using BLASTN and NCBI’s taxonomy 
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database. Researchers were able to identify viruses found in the samples and 

classifications corresponded with their respective outbreaks. In three of the samples, 

Influenza A virus was identified but the researchers were also able to make strain level 

classifications (H3N2, H1N1, H3N2). Four other samples tested positive for Norovirus 

which was the outbreak those samples were obtained from. Finally, the oyster related 

illness was determined to contain high levels of both Pepper mild mottle virus and 

Norovirus.  

The ability to identify viruses, especially in culture, has proved difficult to clinical 

microbiologists. This is one area that NGS shows great potential since DNA found within 

viruses can be sequenced. DNA libraries can also be created from RNA viruses further 

increasing the diagnostic potential. This case study was especially impressive in its 

ability to identify viruses at the strain level.  

 

E.	coli	Outbreak	Investigation	(Sherry	et	al.,	2013)	
 

A multidrug-resistant E. coli outbreak occurred in Mercy Hospital’s neonatal unit 

in Melbourne, Australia. This outbreak involved four different infants infected in the 

NICU. Initial diagnostics were performed using culturing and antibiotic resistance 

screening, which revealed that E. coli exhibiting multidrug resistance caused the 

outbreak. Unfortunately, before culture results could be obtained one of the infants died. 

His twin brother was treated after E. coli was identified and survived. Given the severity 

of the outbreak, the hospital asked the researchers to determine if this outbreak was 

caused by the same strain of E. coli. NGS was used to sequence each of the E. coli strains 

after being isolated in culture. The researchers analyzed single nucleotide polymorphisms 

(SNPs) of each of the isolated strains. The four E. coli strains that were isolated from the 
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infected infants showed an identical SNP profile that suggested they all belonged to the 

same strain. The presences of antibiotic resistance genes were also identified, confirming 

culture-based results. The sequencing and bioinformatics analysis took 5 days to 

complete. 

This outbreak investigation shows that NGS has multiple utilities not just 

restricted to diagnostics. Looking at SNP profiles allowed the researchers to determine 

the same strain of E. coli was involved in the outbreak. This is significant because it 

allows the hospital to be aware that there is an outbreak associated exclusively with the 

NICU and officials can take appropriate steps to prevent further transmission.  

Future	of	WGS	Diagnostics	
 

It is probable that whole genome sequencing and bioinformatics will take a more 

prominent role in clinical microbiology. This statement is supported by 1) the dramatic 

decrease in sequencing costs, 2) the improvement of sequence quality, 3) the 

establishment of standard bioinformatics workflows, and 4) the various utilities of NGS 

will be the main contributing factors that support its use in a clinical setting (Bertelli & 

Greub, 2013). In addition to using WGS for microbial diagnostics, other applications 

already exist. As demonstrated by the discussed case studies, there are many clinical and 

public health applications of WGS, especially in the context of epidemiology and 

outbreak investigations (Gargis, Kalman, & Lubin, 2016). Sequencing is being used to 

detect genetic markers that can be indicative of a genetic disease, cancer, or some other 

condition (van Wezel et al., 2015). WGS is not limited to the research or clinical settings 

either as private companies, such as 23andMe, provide consumers with detailed genetic 

reports. Sequencing technology is also not only limited to DNA. The advent of RNA-Seq 
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allowing for a better understanding of functional transcriptomics (Wang, Gerstein, & 

Snyder, 2009). In summary, this is a technology that is already in use in various 

applications and has the potential to see even more widespread use in the clinical setting. 

WGS and bioinformatics can provide clinicians with quick, accurate diagnostics that will 

help save lives.  

This study aimed to provide a viable alternative for Febrile Neutropenia patients 

using WGS diagnostics. Validation of the proposed bioinformatics workflow was 

performed through the use of multiple experimental controls, multi-step results 

verification, and by characterizing various parameter and settings effects. Importantly, 

sample context could play a significant role in the results reported here. Blood samples 

should have low microbial composition, in terms of both diversity and abundance. This 

allows for metrics such as total read count to be leveraged to make clinically relevant 

conclusions. Similar characterization of the bioinformatics workflow as reported here 

should be repeated on samples within varying contexts. These findings would help 

confirm the results from this study and/or provide alternate perspectives. Infectious 

disease detection will play a significant role in genomics based diagnostics. WGS 

unlocks great potential to uncover many of the great unknowns involved with pathogenic 

species and the human microbiome as a whole. 
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Appendix	A:	Optimizing	Detection	of	Clinically	Relevant	
Microbes	
 
Abstract 
Febrile Neutropenia is a potentially fatal side effect of cancer chemotherapy. Weakened 
immune systems make FN patients vulnerable to infection by a wide range of 
opportunistic pathogens. Culture-positive rates in these patients is notoriously low. 
Treatment consists of broad-spectrum antibiotics that are often ineffective in treating the 
patient and may be harmful in some cases. The advancement of sequencing technology 
and the decrease in associated costs suggests an imminent shift from culture to molecular 
based diagnostics. Here we describe a streamlined bioinformatics workflow for analyzing 
whole genome shotgun reads from blood in six Febrile Neutropenia and eight bone 
marrow transplant patients. To ensure the accuracy taxonomic assignments, binary 
mixtures of bacteria (with varying taxonomic distance across a log-scale of abundance) 
and a mock bacterial community in known staggered abundance were sequenced and 
subjected to the bioinformatics workflow. Here we report the effects of using various 
bioinformatics steps, strategies, and parameters to establish standard protocols for the 
expanded use of NGS for analyzing clinical samples. Quality control using modest 
parameters resulted in significant reductions in total number of reads ranging from 38% 
to 57% and showed bias in removing viral reads. Host screening against the human 
genome removed 42% to 96% of reads from NF samples, including Human Parvovirus 
B19 an endogenous microbe in the human genome representing a potentially causative 
organism. Time series analysis of bone marrow transplant samples revealed the dynamic 
nature of microbial communities and identified growing systemic infection of 
Escherichia coli. Consistent presence of contaminating organisms including Human 
Endogenous Virus and Cutibacterium acnes was observed in samples with few total 
microbial sequences, compared to samples with potentially causative organisms with a 
higher abundance of microbial reads. Taken together, this work provides a foundation for 
bioinformatics pipelines that use open-source software, require minimal computational 
resource, and provide rapid and accurate identification of known microorganisms. 
 
Author Summary 
The advancement of sequencing technology and associated bioinformatics tools for data 
analysis provides a unique opportunity for molecular based diagnostics. Here we present 
a streamlined bioinformatics pipeline for detecting potential causative organisms found in 
the blood of patients with Febrile Neutropenia. We demonstrate the capability to generate 
results in a timely manner that can be leveraged to guide treatment options using whole 
genome sequencing and open-source software. This “no assembly required” approach is 
designed to use minimal computational resources while producing accurate results. 
Verification of the method is accomplished by subjecting bacterial controls found in 
known abundance to the same sequencing and bioinformatics pipeline. The workflow 
assumes a multi-layered confirmation approach to substantiate conclusions. Finally, the 
bioinformatics settings and parameter effects on the taxonomic assignment results are 
carefully analyzed to provide insight for the construction of future pipelines. The aim of 



57 
 

this research is to provide a framework for developing bioinformatics pipelines and assist 
in establishing protocols for identifying microorganisms in patient samples.  

Introduction 
 

Current clinical guidelines for the management of Febrile Neutropenia (FN) 
dictate empiric antibiotic therapy be initiated as soon as possible (< 1 hour) given the 2-3 
day time delay for culture-based diagnosis [1,2]. Frequently, culture-based identification 
of pathogens fails due to fastidious organisms or the 2-3 week delay to culture anaerobic 
bacteria. Without knowing the identity and susceptibility of the causative pathogen, 
clinicians often prescribe broad-spectrum antibiotics as the first line of therapy [3]. In 
addition to wasting resources and encouraging the further development and spread of 
drug-resistant organisms, empiric therapy results in increased morbidity and mortality in 
patients when the chosen therapy does not cover the causative pathogen. 

Whole genome sequencing (WGS) of pathogens from whole blood has been 
referred to as the “holy grail” of infection diagnosis [4]. Blood cultures have a 
particularly high failure rate in FN, highlighted in a recent study of 3,756 neutropenic 
patients where only 609 (~20%) were culture positive [5]. In addition, the hazard ratio of 
dying was nearly four-fold higher in culture negative patients than in patients in which no 
culture was taken (presumably due to lack of fever), indicating the high cost in lives 
when cultures fail [5]. While a small group of studies have looked at pathogens from 
immunocompromised patients using WGS [6,7], most do not enrich for microbes, 
resulting in less than 1% of reads being pathogen-specific [7] and dramatically reducing 
the diagnostic possibilities from the data [8]. The potential of WGS has also been 
demonstrated in other culture-negative cases of infection [9] including: tracking 
nosocomial transmission of a drug-resistant pathogen [10], analyzing foodborne illness 
outbreaks [11], and infectious disease outbreaks [12]. Despite the successes using WGS 
to identify pathogens, there are hurdles to its application to clinical infection given the 
time and expense required for sequencing and analysis. Most studies are plagued by 
sensitivity and specificity issues, and focus primarily on sepsis and meningitis where time 
to diagnosis is critical (<1 hour). Given these issues with WGS, most specialized clinical 
microbiology labs use 16S ribosomal RNA (16S rRNA; amplicon sequencing) to identify 
pathogens in samples, however these data generally only resolve to the genus level. 
Moreover, this approach provides no information on antibiotic resistance or virulence 
factors. Thus, overcoming the barriers to WGS sequencing is vital to improving patient 
outcomes and supporting rational antibiotic choices.   

We seek to overcome the low rate and time delay of culture-based diagnostic 
methods using molecular approaches not yet attempted in FN. Here we describe an 
approach to enrich and sequence microorganisms in whole-blood samples from FN 
patients. Moreover, we present an open-source computational workflow to accurately 
identify and quantify causative organisms from the resulting sequence data. Our approach 
has been streamlined to reduce computational time, CPU and memory requirements. The 
pipeline is freely available in github: https://github.com/hurwitzlab/Centrifuge_HPC 
under the GNU open source license. 
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Materials and Methods 
 
Ethics statement 

The research was approved by an Administrative Panel for the Protection of 
Human Subjects (Institutional Review Board) at the University Arizona (protocol X). All 
subjects were properly informed of the risks and benefits of this study, and then signed an 
approved, written consent form. 
 
Experimental design 

Patients with leukemia or lymphoma seeking treatment at University of Arizona 
Medical Center Tucson Campus were eligible for this study.  Blood samples from 
participants were obtained before, during, or after FN episodes (temperature exceeding 
38.3℃).  
 
 
Sample Collection 

Following informed consent, blood samples were collected in citrate-EDTA 
“lavender top” tubes from FN patients seen at the University of Arizona Cancer Center 
Clinic. FN patients were identified at the clinic in two ways: they either reported to the 
clinic due to febrile symptoms (as instructed by the treating physicians) or were found to 
be febrile during scheduled visits. Sample collection was coordinated with nurses 
responsible for walk-ins, and with phlebotomists and central line nurses who perform 
routine blood draws during scheduled visits. Blood samples were transferred for 
processing within 2 hours of collection to prevent white blood cell lysis. Reducing white 
blood cell lysis is paramount as the human DNA will co-isolate and get sequenced along 
with any pathogen DNA. Because the human genome is approximately 1000 times larger 
than a typical bacterial genome, even low-level contamination can reduce the number of 
pathogen-specific reads from a whole genome sequencing run. To enrich for 
microorganisms and limit human contamination we developed the sample processing 
protocol below. 
 
Sample Processing and Library Preparation  

All samples were handled using BSL-2 procedures by trained staff to alleviate 
risk. We developed a protocol for separating pathogens from whole blood and tissue 
samples as follows: whole blood is diluted with an equal volume of sterile phosphate 
buffered saline and layered on Ficoll followed by 20 minutes of centrifugation at 400 x g, 
as is standard for isolation of plasma. Plasma was carefully drawn off sacrificing some 
yield to prevent drawing up monocytes as much as possible. Plasma was then centrifuged 
three more times at 50, 100, and 150 x g for 5 minutes, passed through a five-micron 
filter, and centrifuged at 4000 x g to pellet pathogens. The Qiagen UCP Pure Pathogen kit 
was used for isolation of DNA, given that the reagents are processed using a proprietary 
cleaning process referred to as Ultra Clean Production to minimize the contamination and 
false positives. 

To generate whole genome sequencing libraries, samples were diluted to a final 
concentration of 1 nanogram/microliter and prepared using the Ion Xpress Plug Fragment 
Library Kit and manual #MAN0009847, revC (Thermo Fisher Scientific, Waltham, MA, 
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USA). Briefly, 10 nanograms of DNA was sheared using the Ion Shear enzymatic 
reaction for 12 min and Ion Xpress barcode adapters ligated following end repair. 
Following barcode ligation, libraries were amplified using the manufacturer’s supplied 
Library Amplification primers and recommended conditions. Amplified libraries were 
size selected to ~ 200 base pairs using the Invitrogen E-gel SizeSelect Agarose cassettes 
as outlined in the Ion Xpress manual and quantitated with the Ion Universal Library 
quantitation kit. Equimolar amounts of the library were added to an Ion PI Template OT2 
200 kit V3. The resulting templated beads were enriched with the Ion OneTouch ES 
system and quantitated with the Qubit Ion Sphere Quality Control kit (Life Technologies) 
on a Qubit 3.0 fluorimeter (Qubit, NY, NY, USA).  
 
Sequencing 

Following DNA library preparation, enriched templated beads were loaded onto 
an Ion PI V2 chip and sequenced according to the manufacturer’s protocol using the Ion 
PI Sequencing 200 kit V3 on a Ion Torrent Proton sequencer.  
 
Mock Community and Binary Bacterial Mixture Controls 

A mock community of 20 bacterial species found in known staggered abundance 
was sequenced on an Ion Torrent P1 chip using the same platform and methods as the NF 
samples described above. FastQC [13] was used to generate sequence quality reports. 
FastX toolkit [14] was used to set a minimum Phred score of 17 for 80% of bases per 
read. Reads were trimmed to retain basepairs 10-170 and reads shorter than 50 base pairs 
were removed. Quality control removed 23,552,068 sequences from raw FASTQ file 
resulting in a final FASTA sequence file with 27,803,324 reads for analysis. The 
resulting FASTA file was used as input to CLARK [15] and Centrifuge [16] to generate 
abundance reports. The reference database used by centrifuge consisted of all archaeal, 
bacterial, and viral genomes found in Refseq created by using the Centrifuge Download 
and Centrifuge Build software (1.0.1). The CLARK database was custom built with 
genomes obtained from NCBI, genome isolates taken from Human Microbiome Project 
(HMP) [17], and NITE. The custom database is available at iMicrobe (http://imicrobe.us) 
under project X. Abundance reports were generated by running the respective software. 
Centrifuge memory allocations were 12 CPUs/23gb of RAM while CLARK required 240 
CPUs/225GB of RAM. Abundance reports were filtered to include only species with an 
abundance of at least 0.01% given the lowest known bacterial abundance found in the 
mock community was 0.02%. Linear regression of log known versus log experimental 
abundance values was used to determine the classification accuracy of each method and 
calculate the coefficient of determination (R2). Species that were misclassified by 
CLARK were excluded from the regression considering they are not in the known 
mixture of bacteria. Similarly, strain level hits identified by Centrifuge were summarized 
to the species level and phage identifications excluded.  
 

Binary bacterial mixtures with varying taxonomic distance were created to test 
Centrifuge’s ability to distinguish log scale differences in abundance. These mixtures 
were created using purified bacterial DNA purchased from American Type Culture 
Collection (ATCC) that were isolated from: 1) Escherichia coli (ATCC 25922D-5) and 
Staphylococcus saprophyticus (15305D-5); 2) Escherichia coli (ATCC 25922D-5) and 
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Shigella flexneri (ATCC 29903D-5); 3) Streptococcus pyogenes (ATCC 12344D-5) and 
Staphylococcus saprophyticus (A15305D-5). DNA was resuspended in sterile phosphate 
buffered saline and quantified from absorption at 260 nanometers using a NanoDrop ND-
100 spectrophotometer. Binary mixtures were created in the following ratios by mass:	
0.1:99.9, 1:99, 10:90, 50:50, 90:10, 99:1, 99.9:0.1. Mixtures were then sequenced on an 
Ion Torrent P1 chip following the same protocol as the FN samples (see above). 
Centrifuge uses a comprehensive database consisting of all archaeal, viral, and bacterial 
genomes generated abundance reports with memory allocations of 12 CPUs/23gb RAM. 
Reports were filtered to include only hits of at least 0.05% given the lowest known 
abundance was 0.1%. 

Sequence data for the mock community and binary bacterial mixtures have been 
deposited to the NCBI Sequence Read Archive under accession: SRP115095 under 
project accession PRJNA397434 and SRP116691 under project accession PRJNA401033 
respectively.   

NF Patient Data Pre-processing 
Sequences were obtained in FASTQ format from raw BAM files by using 

bedtools/2.17.0 bamtofastq script. FastQC was used to generate sequence quality reports. 
FastX toolkit was used to perform quality control measures on FASTQ files including 
quality filtering, trimming, setting a minimum read length, and removal of duplicate 
reads. The quality filter was consistent for each file with a minimum Phred score of 17 
for 80% of bases per read. Trimming parameters varied for each file depending on 
sequence composition values. These modest quality control parameters resulted in a 
38.10 - 56.65% reduction in raw reads across all six samples. Files were converted to 
FASTA format for downstream analysis using the Fastq-to-Fasta program found in the 
FastX toolkit (Gordon and Hannon 2010). An index of the human GRCh38 genome was 
created using bowtie2-build script. Bowtie2 [18] was used to perform a very sensitive 
local alignment of the FASTA files to the human genome index in order to extract 
unmapped reads and perform counts. Computing allocations for sequence alignment were 
4 CPUs with a total of 15gb of RAM.  
 
Patient Sample Read Classification 

Centrifuge was used to classify NF sample short reads using a custom-built 
Centrifuge database (as described above) with memory allocations of 12 CPUs and 23gb 
of RAM. NF patient samples were classified in both FASTQ and FASTA format (pre- 
and post-quality control) to demonstrate the effect of QC. Centrifuge abundance report 
results were filtered to include organisms with a minimum of 5% of total reads classified. 
Total read counts (for bacterial and viral hits, respectively) were summed for both pre-
QC and post-QC results. To determine genome coverage, BAM files were generated from 
three NF samples with suspected causative organisms by using Bowtie2 to map sample 
FASTQ reads to the respective reference genome (Pseudomonas fluorescens accession: 
NC_012660.1, Human Parvovirus B19 accession: NC_000883.2, Torque Teno Virus 
accession: NC_015783.1). Samtools depth was used to generate coverage values from the 
sorted bam files and subsequently visualized in R.  
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Host Screen Effects 

The host screen effects were analyzed by comparing the read classification counts 
of three different strategies to remove human reads from the reports. Eight organisms that 
were found in high abundance in one or more of the NF samples were chosen for this 
analysis. Fastq files were aligned to the human genome using Bowtie 2 to extract 
unmapped reads. Separate abundance reports were generated by using Centrifuge’s 
exclude-taxid parameter to ignore hits belonging to tax ids 9606 and 36320 using the 
same previously described index. The final condition involved generating Centrifuge 
abundance reports using a Centrifuge database manipulated to not include the human 
genome. Percent variation was calculated between the mean value and each of the 
experimental conditions.  
 
Computing 

All computational analyses were performed on Lenovo Nextscale M5 compute 
nodes on The University of Arizona’s high-performance computing cluster. Custom 
scripts for the paper are available in Github at 
https://github.com/hurwitzlab/Centrifuge_HPC	and	
https://github.com/hurwitzlab/NF_Data_and_Scripts. 
 
Results 
 
Comparison of Accuracy and Computation Resources for CLARK and Centrifuge 
 

To test the choice of algorithm on microbe identification, sequence data from the 
Human Microbiome Project mock community, comprised of 20 bacterial species present 
in a wide range of abundances (range 0.02-31%), was analyzed using CLARK and 
Centrifuge to generate relative abundance reports. CLARK and Centrifuge identified all 
20 of the known bacterial species in the mock community as being present; however, 
CLARK identified five false positives (two Shigella sp., two Staphylococcus sp. and 
Corynebacterium pseudotuberculosis) that were not actually present in the mock 
community. In contrast to CLARK, which summarizes all matches to species level, 
Centrifuge reports matches to strains of the same species separately as well as separately 
reporting matches to phage genomes. This difference in in reporting, resulted in 
Centrifuge reporting 41 matches in the mock community with a relative abundance of at 
least 0.01%. For example, Centrifuge identified Streptococcus mutans in the mock 
community at an abundance of 9.07%, in addition to identifying the strain Streptococcus 
mutans UA159 at an abundance of 19.60% (actual abundance of S. mutans in the mock 
community was 21.4%). Importantly, none of the 41 identifications made by Centrifuge 
were considered false positives as no strain or phage was identified that was not an 
example of, or in the case of phage, endogenous to, a species in the mock community. To 
compare the two algorithms, the relative abundances produced by Centrifuge for phages 
were ignored and those for strains of bacteria were combined to the species level. The 
relative abundance estimated by each algorithm for each species in the mock community 
was graphed against their known abundance and the R2 calculated for each algorithm’s 
estimates (Figure 1). Centrifuge and CLARK had nearly identical R2 values of 0.98 and 
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0.97 respectively. Overall, both tools tended to overestimate relative abundance values: 
most estimated abundances fell below the perfect fit represented by the dotted line in 
Figure 1. Overall, the relative accuracy of Centrifuge in identifying the species present in 
the mock community was 100% while CLARK’s was 75% due to the five false positives. 
 
Fig 1. Relative abundances estimated by CLARK and Centrifuge for a mock 
bacterial community of 20 organisms. CLARK relative abundance estimates, blue 
triangles; Centrifuge relative abundance estimates, red circles. The black dotted line 
represents perfect correlation with known relative abundance. 

While CLARK produced five false positives and Centrifuge obfuscated species 
abundances somewhat by reporting phage and strain matches separately, a striking 
difference between the two classification algorithms was the computation resources 
required to perform the analysis. Relative to CLARK, Centrifuge required less than a 
tenth of the memory and a quarter of the runtime, while utilizing half the number of 
central processing units (CPUs; Table 1). 
 
Table 1. Comparison of computational resources required by Centrifuge and 
CLARK to analyze the bacterial mock community dataset.  
 
Algorithm number of CPUs RAM (Gb) Runtime (hr:min:sec) 
Centrifuge 12 23 0:07:40 
CLARK 28 297 0:38:40 

 

Linearity and threshold of detection of Centrifuge to binary mixtures of bacteria 
species 
 

Given that Centrifuge was more accurate and required fewer computational 
resources than CLARK, we sought to test the linearity and threshold for detection with 
three controlled mixtures of two bacterial species that varied in taxonomic distance. 
Mixtures of DNA derived from the pairs over a six log range of relative abundance were 
sequenced and the relative abundance for each species estimated with Centrifuge. The 
relative abundance estimated by Centrifuge for each species in the three dilution series is 
shown in Figure 2. Centrifuge correctly identified the four species that were mixed, but 
misidentified a small percentage of sequence reads to closely related species or found no 
matches at all. Centrifuge was able to identify the species mixed in the lowest abundance 
(0.1%) in four out of six opportunities, failing to detect the extremes in the E. coli/S. 
saprophyticus mixture. The coefficient of determination (R2) for the three mixtures was 
0.89 for E. coli/.S. flexneri, 0.99 for S. saprophyticus/S. pyogenes, and 0.96 for E. coli/S. 
saprophyticus.  
 
Fig 2. Threshold of detection for binary mixtures of bacteria using Centrifuge. For 
each organism in the mixtures, the relative abundance of organisms is represented by dot 
size with actual values displayed above each dot. Actual ratios of the mixtures are shown 
at bottom. Incorrect matches represent closely related organisms, while no match 
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represents is the relative abundance of all reads that failed to match the database above 
the required threshold. 
 
Quality control of sequence data before Centrifuge analysis  
 Before centrifuge analysis, raw sequence data is put through a series of quality 
control steps including trimming low quality reads, removing short reads, de-duplication, 
and removing sequence ends with unbalanced nucleotide composition. Relative to the 
identification and estimation of relative abundance in Centrifuge, the quality control steps 
were found to take approximately 50% of the time required for analysis, raising the 
question of their necessity and effect on Centrifuge’s results. Figure 3 compares the effect 
of analyzing the mock community of 20 bacteria in Centrifuge with and without quality 
controlling the sequence data. The results were overall similar with a single exception: 
without quality control, a false positive, Bacillus thuringiensis was identified at low 
abundance. linear regression of the data showed that R2 with quality control was 0.97 and 
without quality control was 0.97 reflecting how little quality control affected the 
Centrifuge results. 
 

Neutropenic Fever Sample Statistics and Taxonomic Assignment of Short Reads. 
The validated bioinformatics workflow was then used on six neutropenic fever 

patient blood samples. Genome alignment of the reads to the GChr38 human genome 
revealed high overall alignment rates ranging from 42.72% - 96.61% and the unmapped 
reads had classification rates ranging from 32.65% - 90.03% (Table 2). Three of the 
samples, NF001-NF003, showed preliminary classification of potentially pathogenic 
species found in moderate to high abundance. Two species of Pseudomonas, with 
Pseudomonas fluorescens being the most abundant, were classified in sample NF001 and 
accounted for 48.73% of reads classified. In sample NF002, Human Parvovirus B19 
(Primate erythroparvovirus 1) was detected at 99.80% abundance in the bioinformatics 
workflow and was also confirmed by culture. In this case, only 49% of reads were 
classified as Human Parvovirus B19, but its small genome size gives it more weight in 
the abundance calculations performed by Centrifuge. A similar observation was seen in 
sample NF003, in which Torque Teno Virus had an abundance score of 73.54% though 
only 8% of reads mapped to this organism. No conclusive or most abundant species level 
classifications were possible in three of the samples: NF004, NF005, NF006. These three 
samples had low total read counts coupled with high alignment rates to the human 
genome. Escherichia coli was classified at ~17% in sample NF005 but this level was not 
as conclusive as the other samples where abundance values exceeded 50% for suspect 
organisms. Cutibacterium acnes was found in low to moderate abundance across five out 
of six samples and is known for false positives in blood samples. Human endogenous 
retrovirus K113 was classified as low to moderate in abundance in the same five samples. 
In each case, HERV represented less than 1% of the reads of the reads classified but its 
abundance was adjusted to account for its small genome size of 9.4kb.  
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Table 2. Neutropenic Fever Sample Short Read Counts 
 

Sample Raw Reads 
a 

Post-QC 
b 

Human (%) 
c 

Unmapped (%) 
d 

Classified (%) 
e 

Unknown (%) 
f 

NF001 3,497,123 2,164,857 57.3 42.7 70.2 29.8 
NF002 13,000,518 5,702,719 41.3 58.7 34.8 64.2 
NF003 18,839,275 8,166,869 79.1 20.9 45.4 54.6 
NF004 1,824,265 1,057,636 94.6 5.4 85.5 14.5 
NF005 885,399 519,134 77.8 22.2 32.7 67.3 
NF006 3,594,192 2,011,751 90.6 9.4 90.0 10.0 
 
Reported are initial short read counts for each NF patient sample and subsequent counts 
following various preprocessing steps.  
 
a Raw Reads describes the total amount of reads generated from the sequencing run. 
b Post Quality Control read counts after using Fastx toolkit. 
c Percentage of Post-QC reads that mapped to the GChr38 genome. 
d Percentage of Post-QC reads that did not map to the GCHr38 genome.  
e Percentage of unmapped reads that were assigned a taxonomic classification. 
f Percentage of unmapped reads that were not assigned a taxonomic classification.  
 
The Effect of Quality Control on Taxonomic Assignment 

Both FASTQ and FASTA files were subjected to Centrifuge classification to 
determine the effects of quality control on read classification (Fig 3A). Abundance values 
were generally the same between the two methods with a few exceptions. Reads from 
sample NF003 were assigned to three different strains of Torque Teno Virus in the no-
quality controlled dataset while post-qc had only one classification. Samples NF004 and 
NF006 had classification for BeAn 58058 virus at 10.21% and 12.03% respectively in 
only raw sequence files without qualtity control. Finally, Staphylococcus warneri was 
classified only in the no-QC dataset from sample NF006. A bias toward removing viral 
reads during quality control was observed. To further test this, the sum of all viral reads 
both pre- and post-quality control were summed to determine net and read reduction 
values (Table 3). This process was also repeated for all bacterial reads. The sum of the 
viral reads removed during quality control totaled 1,268,597 with a mean difference of 
115,327. This contrasts with the bacterial reads where a net reduction of 173,292 reads 
was observed with a mean reduction of 8,252. Human parvovirus B19, found in sample 
NF002, accounted for 69% of the total viral read reduction from the combined samples. 
Though a bias to remove viral reads was observed, relative abundance scores were not 
significantly altered between methods.  
 
Table 3. Quality Control Reduction of Reads 
 
Classification Net read reduction (%) Mean read reduction 
Bacteria 6.71 8,252 
Virus 47.97 115,327 a 
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a Reads aligning to Human Parvovirus B19 accounted for 69% of the total viral read 
reduction. 
 
Fig 3. Neutropenic Fever Sample Classifications. A. Centrifuge abundance 
classifications of six neutropenic fever patient blood samples. The size of the dot 
indicates the abundance of the respective organism with larger dots representing 
increased abundance. Actual abundance values are displayed beside the dots. Blue dots 
represent the abundance of the organism found in the no-quality-controlled files while the 
tan dots are the post QC results. Samples are distributed across the x-axis while the 
organism names are listed on the y-axis. B. Total read counts for each neutropenic fever 
sample are represented by the height of the respective bar. The shaded green portion 
indicates the number of reads aligning to the GCHr38 genome. The shaded red portion 
indicates the amount of reads aligning to microbial genomes. The grey region is the 
number of reads that did not align to a genome found in the reference.  
 
Genome Coverage of Suspect Organisms  
 
Reads from the three samples with suspect organisms, were aligned to the respective 
reference genomes to determine average depth of coverage (Fig 4). NF001 was aligned 
with the Pseudomonas fluorescens genome and an average coverage of 12.19 was 
observed. NF002 was aligned with the Human Parvovirus B19 genome and an average 
coverage of 7539. High coverage across the entire genome supports the high 
representation of Human Parvovirus in the NF002 sample. Finally, NF003 was aligned 
with the Torque Teno Virus genome and high coverage was observed for a ~500 base 
pair region but full coverage was not achieved across the entirety of the genome. 
Previous studies involving TTV have identified the potential for replication of sub viral 
particles that can fully propagate given the correct conditions [19].  
 
Fig 4. Genome Coverage Graphs of Suspect Organism. The data shown are short read 
recruitment to the genomes of three suspect organisms identified during Centrifuge 
taxonomic classification. The x-axis represents the base position in the respective 
genome. The y-axis is the depth of coverage at a specific position. Sample NF001 reads 
are aligned to the Pseudomonas fluorescens, sample NF002 to Human Parvovirus B19, 
sample NF003 to Torque Teno Virus. 
 
Host Screen Method Comparison and Effect on Taxonomic Assignment  

A total of 8 species identified across the six NF samples were selected to quantify 
the change in reads classifications by three methods to remove reads that map to the 
human genome. Interestingly, the largest decrease in microbial hits was observed when 
the reads were pre-screened against human genome (using Bowtie2) prior to taxonomic 
identification (Fig 5). By contrast, removing the human genome from the classification 
database resulted in the highest number of microbial hits, followed by excluding reads 
during mapping using a taxonomic filter for the human within Centrifuge. Seven of the 
eight species showed percent read reductions between methods, ranging from <1% to 
3.7% when comparing screening to the human genome vs exclusion of human in the 
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reference database (Table 4). Human Parvovirus B19 had the largest reduction in mapped 
reads between methods with a reduction of 9.7%.  
 
Table 4. Comparison of reads classified using varying host screen strategies 
 

Organism Sample Mean Read 
Count a 

DB 
Manipulation b 

Exclude 
TaxID c 

Screened 
d 

Pseudomonas 
fluorescens NF001 748,438 +2.23% -1.10% -1.22% 

Human Parvovirus 
B19 NF002 1,208,756 +5.50% -1.33% -4.50% 

Torque Teno Virus NF003 274,811 +0.01% +0.01% -0.02% 
Cutibacterium acnes NF004 638 -2.40% +1.24% +1.10% 
Cutibacterium acnes NF005 5,889 -1.00% +0.60% +0.40% 
Cutibacterium acnes NF006 4,739 -2.10% +1.15% +0.92% 

Escherichia coli NF005 11,067 +2.10% -0.75% -1.37% 
Staphylococcus 

warneri NF006 929 +2.01% -0.30% -1.72% 

 
a Mean read count describes the average amount of reads between the three methods that 
were classified as the respective organism. 
b DB manipulation omitted the human genome from the reference database. 
c Exclude TaxID used a Centrifuge parameter that ignored human classifications.  
d Screened method used Bowtie2 against the human genome to remove matching reads.  
 
Fig 5. Host screen classification effects. Individual plots represent a species classified in 
one or more of the six neutropenic fever samples. Number of reads classified as the 
respective species is represented by the y-axis. The read counts for the three strategies for 
host screen: removal of human from the reference database (DB-manipulation; red), 
exclude TaxID in Centrifuge (Exclude TaxID; yellow), and pre-screened against human 
genome (Screened; Blue), are displayed. Percent reduction between the conditions with 
the highest and lowest reads are displayed in the lower right of each plot. 
 
Bone Marrow Transplant Time Series Analysis 

An additional 20 samples belonging to five patients were subjected to the 
bioinformatics workflow to obtain taxonomic classifications using Centrifuge. These 
blood samples were obtained at differing time points, to conduct a temporal analysis of 
the microbial composition in each patient (Fig 6). The abundance results show consistent 
presence of Human endogenous retrovirus K113, complementing the findings of the 6 
NF patient samples. Cutibacterium acnes also found in low to moderate abundance in 
eleven samples belonging to three patients. The dynamic nature of the microbial 
abundance was observed in two of the samples, BMT001 and BMT014. In BMT001, 
Human Endogenous Retrovirus K113 was found in high abundance in the first time point 
with E. coli found in low abundance. In the next two samples, Human Endogenous 
Retrovirus K113 was no longer detectable using the 5% filter and E. coli increased in 
abundance. This observation suggests a potential growing systemic infection of E. coli. 
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Sample BMT014 showed the most microbial diversity with 10 different unique species 
level assignments across five time points. Lower levels of HERV corresponded to higher 
abundance of other organisms as has been observed in previous cases.  
 
Fig 6. BMT Time Series Taxonomic Classification. Whole genome shotgun read 
classification of 20 samples obtained from five different BMT patients. Blue and green 
dots emphasize consistent presence across multiple samples of Human endogenous 
retrovirus K113 and Cutibacterium acnes respectively. Black dots represent all other 
classifications unique to the sample they were identified in.  
 
Discussion 

Culture-based identification of pathogens has been used for over 100 years, and 
provides valuable information to clinicians that guide antimicrobial therapy. Prompt and 
appropriate antimicrobial therapy is of great importance when the patient is 
immunocompromised, as is the case in neutropenia. Here we demonstrate a 
bioinformatics workflow that can aid in shifting the diagnosis of FN from culture to 
molecular-based approaches that improve the frequency and speed with which an 
organism is detected in FN patients. By providing clinicians with evidence to inform 
antibiotic choices, both patients and society will benefit from improved patient outcomes, 
reduced health costs, and better antibiotic stewardship. 

The potential life-threatening nature of FN requires sequencing and 
bioinformatics pipelines to be as streamlined as possible. We characterized the effects of 
pre-processing steps such as quality control and host screening to determine the necessity 
and impact of these steps on taxonomic identification and abundance. Quality control 
using modest parameters resulted in a large reduction in total reads but was found to have 
a non-significant effect on abundance calculations. Importantly, these QC steps were 
shown to have a bias in removing viral reads that were from potentially causative 
pathogens. These reads may have inadvertently removed given that viral genomes are 
more “AT” and repeat-rich that could lead to lower quality scores in Ion Torrent 
sequences due to homopolymers [20]. The fragmentation step of the sequencing 
workflow could also lead to the generation of shorter viral reads that are removed 
computationally when setting a minimum read length. A closer look at the QC workflow 
revealed that no individual step results in the removal of more viral reads but rather the 
culmination of all steps. 

Despite best efforts during sample collection and preparation, a significant 
amount of DNA mapped to the human genome in all six NF patient samples (41% – 
91%). The oversaturation of human reads in blood NGS samples is a common 
observation [21]. Many of the current strategies to remove contaminant reads from a 
dataset involve genome alignment against a reference human genome [22]. Here we 
sought to analyze the effect on taxonomic assignment using various host screening 
methods. Simple exclusion of the human genome from the reference database resulted in 
the highest number of reads classified to known microbes. Conversely, screening the 
reads by alignment to the human genome prior to taxonomic annotation resulted in lower 
read counts to known microbes. The average percent deviation from these two methods 
was ~3.0%, with Human parvovirus being the main exception with a percent deviation of 
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9.0%. A possible explanation for this could be due to the fact that Human parvovirus is 
an endogenous virus found in the human genome and may have been excluded during the 
pre-screening step. This indicates that host screens using human genome alignment could 
result in the under-representation of endogenous viruses or any other organism whose 
genome may be integrated into the human genome. Over-representation and false positive 
identification of endogenous viruses are also possible if reads classified as viral are 
actually regions found in the human genome. 
 

Based on the results above, the final proposed bioinformatics workflow excludes 
quality control and host screening. The omission of these steps does not result in 
significant differences in abundances calculated by Centrifuge. Reducing total file size is 
one argument for including QC and host screening even though they do not alter 
taxonomic assignment. Within the context of Febrile Neutropenia and blood samples in 
general, the total microbial composition is expected to be lower than other samples such 
as the gut. In this case, the amount of computational time to perform pre-processing of 
the data far exceeded the amount of resources required to do taxonomic assignment with 
Centrifuge on the raw reads. This evaluation may be different within the context of 
different, more microbial rich samples where reducing file sizes could help streamline 
downstream analysis. The removal of QC and host screening from the pipeline was 
further supported by observations that both these steps reduce the number of reads that 
map to viral genomes. Considering the potential for viruses to be causative organisms in 
NF cases, these steps should not be performed to prevent false negatives.   

Centrifuge was able to accurately assign taxonomy to short reads in the 
classification of a bacterial mock community found in staggered abundance. The results 
and computing resources required were compared to CLARK, another open source tool 
for taxonomic classification of metagenomics samples. Abundance calculations between 
the two methods were nearly identical, however the processing time and computational 
resources for CLARK were significantly higher.  Centrifuge is also unique from other 
classifiers in that it provides more than just read proportional classification through the 
use of an Expectation – Maximization calculation to determine abundance. This proves 
useful in determining relative abundance between organisms in the samples with varying 
genome sizes, specifically viruses. For example, read proportional classification will give 
more weight to bacteria over viruses given their larger genome size which will be 
represented as more reads in the sample. The benefit of calculating abundance using 
Centrifuge’s EM algorithm was demonstrated in the analysis of the NF blood samples 
NF002 and NF003 where viral classifications would be greatly underrepresented if read 
proportional classifications were used. Centrifuge’s ability to quickly assign taxonomy to 
reads, accurate representation of organisms including viruses, and ability to side-step QC 
and host-screening make it ideal for classifying reads to clinically relevant organisms. 
 

Determining genome coverage of the suspected causative organism offers 
additional verification of the workflow. Complete coverage across the reference genome 
with adequate depth supports claims that the organism is actually present in the sample. 
In the case of samples NF001 and NF002, the coverage graphs both showed complete 
coverage across the respective reference genomes with sufficient depth. Interestingly, 
coverage across the Torque Teno Virus genome was limited to a ~400 basepairs found in 
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the untranslated region of the genome. This region has been suggested to be critical to the 
replication of the virus due to its conserved nature [19]. The high coverage observed in 
this region may indicate an early replication event [19]. Another possibility is the 
presence of sub viral particles, a characteristic that has been previously observed in TTV. 
This type of finding underscores the benefit of determining genome coverage as a second 
round of verification, where observing full coverage across the genome is the best 
indication of a viable organism in the sample.  
 

The ability to determine the absence of a potential causative organisms is as 
important as making a positive identification. This analysis found several factors that can 
be used to rule out possible microbial infection. First is the total raw read count generated 
from the sequencer. The three samples with suspected causative organisms were also the 
three with the highest total read count whereas those with no apparent pathogen had the 
lowest read counts. Furthermore, the samples without a suspect organism had a higher 
percentage reads that mapped to human genome, ranging from 78% to 95%. This contrast 
with the samples that did have a suspect organisms identified , in which human alignment 
rates ranged from 41% to 79% were mapped to human. Additionally, those with potential 
causative organisms had higher unknown rates. The two samples where viruses were 
identified had the highest unknown rates. Previous studies have shown taxonomic 
assignment for viral reads is particularly challenging and can lead to high percentages of 
reads without annotation. Centrifuge classification failed to identify any potential 
causative organisms in the same samples with the low read counts and high human 
alignment. This also corresponded to an elevated abundance of organisms found 
consistently between the samples, namely Cutibacterium acnes and Human Endogenous 
Retrovirus K113.  
 

The temporal analysis of BMT samples also showed consistent presence of 
Cutibacterium acnes and Human Endogenous Retrovirus K113, complementing the 
results from the NF samples. C. acnes (formerly Propionibacterium acnes) is a common 
contaminant in blood culture [23]. HERV-K113 has been previously characterized as a 
common endogenous virus in humans with a 30% prevalence [24]. Here we observed 
HERV-K113 at varying abundance in 100% of the samples. Both C. acnes and HERV-
K113 were classified in lower abundance when the sample had other organisms present. 
It's possible to use the abundance of organisms that are consistently present in a sample to 
gauge the presence of other, potentially pathogenic organisms. This strategy is likely to 
be most effective in samples of low microbial composition, such as blood.  
 

Immunocompromised individuals, such as those with Febrile Neutropenia, will 
benefit from WGS based diagnostic procedures due to the high possibility of infection of 
clinically rare or fastidious organisms [25–27]. Bloodstream infections specifically could 
be more effectively diagnosed using WGS methods and thus reduce mortality 
[4,6,28].  The bioinformatics methods associated with NGS analysis remains a significant 
challenge. The amount of data generated from WGS sequencing runs and the required 
computing resources for its analysis are the two major hurdles [29]. Here we not only 
introduce a streamlined bioinformatics pipeline for species level classification of 
sequences from the blood of FN patients, but also characterize the effects of various 
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parameters of the workflow. This type of analysis, designed and executed in a specific 
context, can assist with the development of standard protocols for bioinformatics of 
whole genome shotgun sequence data.  
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Supplementary	Information	
	

Supplemental	Table	1:	Mockcommunity	Abundance	Results	
 

Species Known (%) CLARK (%) Centrifuge (%)* 

Bacteroides vulgatus 0.02 0.05 0.05 

Streptococcus pneumoniae 0.03 0.02 0.03 

Enterococcus faecalis 0.03 0.04 0.03 

Deinococcus radiodurans 0.03 0.04 0.02 

Actinomyces odontolyticus 0.05 0.03 0.06 

Lactobacillus gasseri 0.18 0.17 0.38 

Listeria monocytogenes 0.18 0.25 0.29 

Acinetobacter baumannii 0.22 0.35 0.38 

Neisseria meningitidis 0.27 0.27 0.58 

Propionibacterium acnes 0.36 0.50 0.96 

Helicobacter pylori 0.55 0.51 0.92 

Clostridium beijerinckii 0.78 2.15 1.15 

Bacillus cereus 0.88 1.70 1.49 

Streptococcus agalactiae 1.54 1.66 2.80 

Staphylococcus aureus 2.24 2.81 2.41 

Pseudomonas aeruginosa 2.70 7.11 4.83 

Escherichia coli 15.59 11.89 12.52 

Streptococcus mutans 21.44 18.64 23.59 

Staphylococcus epidermidis 21.65 19.32 20.69 

Rhodobacter sphaeroides 31.28 32.23 24.08 
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Corynebacterium 
pseudotuberculosis 

NA 0.07 NA 

Shigella dysenteriae NA 0.01 NA 

Shigella flexneri NA 0.01 NA 

Staphylococcus caprae NA 0.03 NA 

Staphylococcus hominis NA 0.02 NA 

 
Staphylococcus phage NA NA 1.0 

Pseudomonas phage NA NA 0.49 

 
*Centrifuge	classification	hits	concatenated	to	the	species	level 
 
 


