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ABSTRACT 

The p-Median problem (PMP) is one of the most widely applied location problems in urban and 

regional planning to support spatial decision-making. As an NP-hard problem, the PMP remains 

challenging to solve optimally, especially for large-sized problems. This research focuses on 

developing geocomputational approaches to improve the effectiveness and efficiency of solving 

the PMP. This research also examines existing PMP methods applied to choropleth mapping and 

proposes a new approach to address issues associated with uncertainty.  

Chapter 2 introduces a new algorithm that solves the PMP more effectively. In this 

chapter, a method called the spatial-knowledge enhanced Teitz and Bart heuristic (STB) is 

proposed to improve the classic Teitz and Bart (TB) heuristic.. The STB heuristic prioritizes 

candidate facility sites to be examined in the solution set based on the spatial distribution of 

demand and candidate facility sites. Tests based on a range of PMPs demonstrate the 

effectiveness of the STB heuristic.  

Chapter 3 provides a high performance computing (HPC) based heuristic, Random 

Sampling and Spatial Voting (RSSV), to solve large PMPs. Instead of solving a large-sized PMP 

directly, RSSV solves multiple sub-PMPs with each sub-PMP containing a subset of facility and 

demand sites. Combining all the sub-PMP solutions, a spatial voting strategy is introduced to 

select candidate facility sites to construct a PMP for obtaining the final problem solution. The 

RSSV algorithm is well-suited to the parallel structure of the HPC platform. Tests with the 

BIRCH dataset show that RSSV provides high-quality solutions and reduces computing time 

significantly. Tests also demonstrate the dynamic scalability of the algorithm; it can start with a 
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small amount of computing resources and scale up or down when the availability of computing 

resources changes. 

Chapter 4 provides a new classification scheme to draw choropleth maps when data 

contain uncertainty. Considering that units in the same class on a choropleth map are assigned 

the same color or pattern, the new approach assumes the existence of a representative value for 

each class. A maximum likelihood estimation (MLE) based approach is developed to determine 

class breaks so that the overall within-class deviation is minimized while considering 

uncertainty. Different methods, including mixed integer programming, dynamic programming, 

and an interchange heuristic, are developed to solve the new classification problem. The 

proposed mapping approach is then applied to map two American Community Survey datasets. 

The effectiveness of the new approach is demonstrated, and the linkage of the approach with the 

PMP method and the Jenks Natural Breaks is discussed. 
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CHAPTER 1 

INTRODUCTION 

1.1. Background 

Spatial optimization has been widely applied, ranging from emergency siren placement (Tong & 

Murray, 2009; Wei & Murray, 2016), transportation planning (Niblett & Church, 2016), to land 

acquisition (Ligmann‐Zielinska, Church, & Jankowski, 2008), and political redistricting (Liu, 

Cho, & Wang, 2016). Spatial optimization seeks the best spatial arrangement, such as locations 

of facilities, paths between specified origins and destinations, and various types of districts. 

Spatial optimization has been, explicitly or implicitly, used by both private and public sectors to 

achieve economic savings and social benefits (White, 1979). Spatial optimization represents an 

important research area that attracts many researchers and practitioners (Tong & Murray, 2012). 

Spatial optimization can be traced back to the age of the Renaissance. The mathematician Pierre 

de Fermat proposed the following problem: Given three points on the plane, find the fourth point 

that minimizes the overall distance between the point and the three given ones. Although Fermat 

did not provide an explicit geographical background, the problem represents one of the important 

problems in spatial optimization.  

The Weber problem (Weber, 1909) is one application of Fermat’s problem with 

geographic and economic context. In the Weber problem the optimal location of a factory is 

sought so that the overall transportation cost of shipping raw materials and products is 

minimized. Many aspects of the Weber problem have been interpreted, reformulated, and 
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extended (Tellier, 1972). Later, Cooper (1963) introduced the location-allocation problem that 

allows multiple facilities to be sited simultaneously.  

One important extension of the location-allocation problem is the p-Median problem 

(PMP). Unlike  location-allocation problems that allow any point in space to serve as a candidate 

facility site, the PMP narrows the search to a finite set of sites. The PMP was first introduced by 

Hakimi (1964, 1965). If we allow the activities to occur only on networks where facilities could 

be sited either along the edges or on the nodes of the network, Hakimi (1965) showed that the 

nodes contain at least one optimal solution to this network-based PMP (Hakimi, 1965). 

Restricting the location of facility sites to given candidate sites could significantly reduce the 

complexity of the PMP. Narrowing the search to a limited number of sites can be especially 

useful in real world applications as not every site would be feasible, considering land use, 

zoning, and other constraints. Many other location problems, such as the maximal covering 

location problem (MCLP) and the location set covering problem (LSCP), can be converted to the 

PMP (Lei, Church, & Lei, 2015).  

The first integer programming formulation of the PMP was introduced by ReVelle and 

Swain (1970). Consider the following notation: 

𝑖: index of demand nodes (1 ≤ 𝑖 ≤ 𝑚); 𝑚 is the total number of nodes; 

𝑎𝑖: demand associated with node 𝑖; 

𝑗: index of candidate sites (1 ≤ 𝑗 ≤ 𝑛); 𝑛 is the total number of candidate sites; 

𝑝: number of facilities to be sited; 

𝑑𝑖𝑗: distance between demand i and facility 𝑗; 
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 𝑋𝑗 = {
1 𝑖𝑓 𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒 𝑠𝑖𝑡𝑒 𝑗 𝑖𝑠 𝑠𝑒𝑙𝑒𝑐𝑡𝑒𝑑
0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 (1.1) 

 Y𝑖,𝑗 = {
1 𝑖𝑓 𝑛𝑜𝑑𝑒 𝑖 𝑖𝑠 𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒𝑑 𝑡𝑜 𝑓𝑎𝑐𝑖𝑙𝑖𝑡𝑦 𝑠𝑖𝑡𝑒𝑑 𝑎𝑡 𝑗
0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 (1.2) 

The PMP can be formulated as: 

 𝑀𝑖𝑛𝑖𝑚𝑖𝑧𝑒 ∑ ∑ 𝑎𝑖𝑑𝑖𝑗𝑌𝑖𝑗

𝑛

𝑗=1

𝑚

𝑖=1

 (1.3) 

Subject to 

 ∑ 𝑌𝑖𝑗 = 1 

𝑛

𝑗=1

∀𝑖 (1.4) 

 ∑ 𝑋𝑗

𝑛

𝑗=1

= 𝑝 (1.5) 

 𝑌𝑖𝑗 ≤ 𝑋𝑗  ∀𝑖, 𝑗 (1.6) 

 𝑌𝑖𝑗 ∈ {0, 1} ∀𝑖, 𝑗 (1.7) 

 𝑋𝑗 ∈ {0, 1} ∀𝑗 (1.8) 

The objective (1.3) reflects the goal of the PMP: minimizing the total weighted distance of all 

demands to the assigned facilities. Constraints (1.4) guarantee that each demand site is assigned to 

one and only one facility. Constraint (1.5) ensures exactly p facilities are sited. Constraint (1.6) 
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dictates that demand sites cannot be assigned to a location that is not chosen for siting. Constraints 

(1.7) and (1.8) impose the binary constraints on 𝑋 and 𝑌.  

Applications of the PMP extend beyond siting facilities to serve demand efficiently. If we 

replace the distance in the original PMP with a dissimilarity measurement, the PMP becomes a 

problem that seeks the most “homogeneous” groups. As a result, the PMP can be used to perform 

classifications and to identify clusters (Gaber, Zaslavsky, & Krishnaswamy, 2005; Jain, 2010). 

Many spatial optimization problems are difficult to solve by their nature, as many of them are 

NP-hard (Laporte, Nickel, & da Gama, 2015). The PMP is an NP-hard problem (Kariv & 

Hakimi, 1979). Exact solution approaches for NP-hard problems can prove unacceptably time-

consuming. Heuristic methods can solve the PMP relatively rapidly, however, the optimality of a 

heuristic solution is not guaranteed. Detailed reviews of PMP solution methods are provided by 

Reese (2006) and Mladenović, Brimberg, Hansen, and Moreno-Pérez (2007).  

Similar to many optimization problems, PMP solution methods are often assessed by 

their effectiveness and efficiency. Effectiveness concerns the solution quality, and efficiency 

concerns computing resource and time. Improvement in the effectiveness and efficiency of PMP 

problem solution is especially important given the problematic nature of NP-hardness. The 

spatial context of the PMP, such as the spatial patterns and distributions of demand sites, could 

be used to support the problem-solving process. Intuitively, facilities should be located in an area 

with a relatively high density of demand. This research proposes a new heuristic that 

incorporates problem-specific spatial context to support the search of the optimal PMP solution 

in the spatial optimization process. 
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We have entered the era of big data, with new forms and large volumes of spatial 

information collectable through cell phones, wearable devices, and various sensors. On the one 

hand, the large amount of finely detailed information about human activities and social dynamics 

now allow us to better model complex spatial systems. On the other hand, spatial optimization 

with big datasets presents a tremendous burden to problem solution. High Performance 

Computing (HPC) provides a platform for solving complex and challenging problems. This 

research will develop a new approach that takes advantage of the massively parallel computing 

environment of HPC to solve large sized PMPs. 

Additionally, and importantly, the PMP is not confined to locating facilities.  It can be 

applied to support various kinds of spatial decision-making. Among other uses, the PMP has 

been applied to help design the classification schemes for choropleth mapping. This research 

examines this application and provides a new approach to remedy issues associated with the 

existing method. 

1.2. Research Objectives 

This dissertation will focus on developing applicable geocomputational approaches to improve 

effectiveness and efficiency in solving the PMP. In particular, three methods will be discussed, 

developed, and tested. The first improves upon an existing PMP algorithm. By incorporating the 

spatial context into the solution process, the algorithm is capable of finding better quality 

solution in an efficient manner. The second methodological advance is a new PMP algorithm 

highly suited to the massively parallel computing environment of HPC. Using a new structure 

that allows multiple CPUs to work concurrently on HPC, the algorithm solves large sized PMPs 
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efficiently and effectively. The third new method  is one for effectively and efficiently designing 

choropleth map classes. 

1.3. Organization of the Dissertation 

In addition to this introductory Chapter 1, this dissertation consists of four substantive chapters. 

Chapters 2, 3, and 4 provide discussion on PMP solution improvement and the associated 

applications. Chapter 5 concludes the dissertation and provides a discussion of future research 

directions for advancing computational methods for the PMP and extending its applications. 

Chapter 2 introduces an algorithm that improves the solution quality of the p-Median 

Problem (PMP) by incorporating spatial knowledge. We note that the existing approaches for 

solving the PMP rarely consider the spatial context. A Spatial Knowledge Enhanced Teitz and 

Bart algorithm (STB) is developed as an improvement of the traditionally applied and well-

known Teitz and Bart algorithm. STB explicitly considers the spatial distribution of demand sites 

in the PMP and orders the candidate sites accordingly. The performance of the STB is tested 

using both simulated and real-life datasets. 

Chapter 3 proposes a dynamically scalable algorithm that solves the PMP on the HPC 

platform. HPC delivers much higher computation capability than regular desktop computers. 

However, an algorithm only benefits from the HPC when it is specifically designed to make use 

of the parallel computing structure to perform tasks concurrently in a collaborative fashion. This 

chapter describes a new HPC based approach called Random Sampling and Spatial Voting 

(RSSV) for solving large-sized PMPs. The new algorithm exhibits high dynamical scalability 
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that allows it to scale up or down smoothly, depending on the availability of computing 

resources. Tests are performed to evaluate the performance of RSSV. 

Chapter 4 discusses the choropleth mapping problem with data uncertainty. The existing 

approaches for this problem can only work with normally distributed uncertainty, and they could 

create overlapping class boundaries. To address these two issues, this chapter proposes a 

representative value based method for choropleth mapping with uncertainty. We frame the 

problem using the maximum likelihood method and solve the non-linear optimization problem 

with a two-stage optimization algorithm. We show the linkage of the maximum likelihood based 

method to  the PMP based method and the well-known natural breaks method. 
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CHAPTER 2 

A SPATIAL KNOWLEDGE ENHANCED HEURISTIC FOR SOLVING THE P-MEDIAN 

PROBLEM 

2.1. Introduction 

The location and allocation problem has been one of the most important and widely discussed 

problems in urban and regional planning (Melo, Nickel, & Saldanha-Da-Gama, 2009). The 

problem involves identifying one or multiple “central” sites for service providers to minimize 

overall travel. The p-median problem (PMP) is an important variant of the location and 

allocation problems. The PMP assumes that candidate facility sites are finite and predefined in 

advance. Hakimi (1964, 1965) finding based on networks theoretically motivated the restriction 

of the search space to a finite, discrete set of locations. Using a set of predefined discrete 

candidate locations has also been found to be legitimate in many real-world applications, as not 

every location could be an ideal or even feasible facility site, especially when considering factors 

such as land suitability and zoning restrictions.  

The goal of the PMP is to locate a number of facilities,  p,  so as to minimize the system-

wide travel distance/cost from demand sites to the closest facility. The PMP has been applied 

widely, from emergency facility placement, such as ambulances (Caccetta & Dzator, 2001, 2005; 

Dzator & Dzator, 2013; Paluzzi, 2004; Uyeno & Seeberg, 1984) and fire stations (Badri, 

Mortagy, & Alsayed, 1998; Serra & Marianov, 1998); retailing applications, such as stores and 

restaurants (Goodchild, 1984; Ruiz, Chebat, & Hansen, 2004); location of schools and 

delineation of school districts (Armstrong, Lolonis, & Honey, 1993; Teixeira & Antunes, 2008); 
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to logistics and transportation studies (Alonso, Alvarez-Valdes, Parreño, & Tamarit, 2014; 

Beasley, 1993; Fisk, 1977; Lei et al., 2015). 

Although the search space in the PMP is confined to a finite set, solving the PMP remains 

challenging in many cases. The PMP has been proven to be NP-hard (Kariv & Hakimi, 1979), 

i.e., solving a large-sized PMP can be difficult. As a result, various heuristic approaches have 

been relied upon. Although there is no guarantee that heuristics will find the optimal solution, 

they can often generate high-quality solutions in an efficient manner. These heuristics range from 

simple strategies to sophisticated procedures, such as metaheuristics, which often involve non-

deterministic elements in the search process. Among others, the Teitz and Bart (TB) algorithm 

has been found to be easy to implement, and it performs better compared to exact techniques and 

other heuristics (Densham & Rushton, 1992).  

Geographic information system (GIS) functionalities have played an important role in 

location modeling and analysis (Church, 2002; Murray, 2010). The capabilities of data 

collection, visualization, and spatial analysis in GIS facilitate the analysis of demand and supply 

in a location model (Panichelli & Gnansounou, 2008; Yeh & Chow, 1996). GIS also helps 

advance location modeling through different geographical space abstractions and analyses at 

alternative scales (Murray, 2010; Tong & Church, 2012). Some GIS commercial packages 

provide built-in tools to solve the PMP. These tools are usually heuristic-based methods that can 

often provide solutions efficiently. 

With the wide scale application of more advanced data collection technologies, such as 

through cell phones, GPS receivers, and social media, it is expected that location modeling will 

be enhanced with more data and more details to better reflect reality (Tong & Murray, 2017). 
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However, the resulting PMPs can be very large, presenting great challenges to problem solution. 

This paper proposes a method to incorporate problem-specific spatial knowledge into the TB 

search process to enhance heuristic performance. The efficiency and effectiveness of this new 

approach should make the heuristic appealing to a broad range of GIS users and spatial analysts. 

In the next two sections, we discuss the relevant literature and introduce a new TB-based 

algorithm. In Section 2.4, we perform computational tests and present test results. We then offer 

general discussion and conclude with recommendations for future research. 

2.2. Background 

2.2.1. Existing Solution Methods 

Similar to other optimization problems, two solution strategies have been used to solve the PMP: 

exact methods and heuristics. Exact methods can solve the PMP with a proven optimal solution. 

The enumeration method was one of the earliest and most straightforward exact methods. 

Hakimi (1965) used an exact method known as the “direct enumeration” to find 3 “medians” on 

a 10-node network. Although direct enumeration guarantees the optimal solution, the approach 

becomes impracticable when the problem size grows. For instance, selecting 20 facilities out of 

100 candidate sites would require years to complete all the enumeration operations using current 

state-of-the-art computers.  

Other more sophisticated exact methods have been developed to solve the PMP. ReVelle 

and Swain (1970) first formulated the PMP as a mixed integer programing (MIP) problem. 

Rosing, ReVelle, and Rosing-Vogelaar (1979) simplified a fully specified PMP model by 
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eliminating the columns and rows where no demand-facility assignments occur. Church (2003) 

further eliminated such assignments when a facility is too far away to serve a particular demand. 

Both approaches have improved efficiency in solving the PMP as an MIP model.  Branch-bound 

algorithms and the Lagrange relaxation technique can be used to solve the MIP model of the 

PMP (Beasley, 1993; Efroymson & Ray, 1966; Senne & Lorena, 2000). Beasley (1985) reported 

that siting 200 facilities (p=200) out of 900 candidate sites (n=900) could be solved optimally 

using the LP relaxation method on a Cray 1S super computer. More recent studies found that 

PMPs with p=16 and n= 5,535 could be solved “near optimally” using Branch-and-Cut methods 

(Avella, Sassano, & Vasil'ev, 2006; Briant & Naddef, 2004).  

Although computational capabilities have advanced tremendously over the past decades, 

solving large-sized PMPs remains problematic.  

Heuristics have often been used to obtain approximate solutions quickly. Early heuristic 

development focused on three strategies: greedy, alternate, and vertex substitution algorithms 

(Reese, 2006).  

The greedy method introduces p facility sites one at a time (Kuehn & Hamburger, 1963). 

At each iteration the site that improves the objective function value the most is selected.  

Unlike the greedy approach, the alternate method (Maranzana, 1964) starts with p initial 

facilities. Demand is then assigned accordingly. For the demand assigned to the same facility, a 

new “central” site is identified to update the current one.  

Similar to the alternate method, the vertex substitution method (Teitz & Bart, 1968), also 

known as the Teitz and Bart (TB) interchange heuristic, works on all p facilities simultaneously. 

The TB heuristic improves the current solution through a site substitution process. This heuristic 
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is one of the widely used heuristics for solving the PMP, and more discussion will be given in 

the following section. 

A range of metaheuristic methods have also been developed to solve the PMP, including 

genetic algorithms (Alp, Erkut, & Drezner, 2003; Correa, Steiner, Freitas, & Carnieri, 2004), 

Tabu search (Rolland, Schilling, & Current, 1997), and simulated annealing (Al-Khedhairi, 

2008; Chiyoshi & Galvao, 2000). In addition, strategies that combine multiple heuristics in the 

search process have been explored to improve solution quality (Crainic, Gendreau, Hansen, & 

Mladenović, 2004; Rosing & Hodgson, 2002; Rosing & ReVelle, 1997; Xiao, 2012). 

2.2.2. The Teitz and Bart Algorithm 

Among the various heuristics, the vertex substitution approach introduced by Teitz and Bart 

(1968) has been widely used to solve the PMP. Research on vertex substitution and its variants 

remains relevant and active today.  

The core of the TB heuristic is the following interchange algorithm: 

1. Assume the candidate facility set 𝑀 = {𝐴𝑗|𝑗 = 1 … 𝑛} and the current solution (or an initial 

solution) 𝑆 = {𝐶𝑖|𝑖 = 1 … 𝑝} , 𝑆 ∈ 𝑀 

2. Select a candidate facility 𝐴𝑗,where 𝐴𝑗 ∈ 𝑀 and 𝐴𝑗 ∉ S 

3. Replace 𝐴𝑗 with each facility site 𝐶𝑖 in 𝑆 and generate solutions 𝑇𝑖 

4. If a particular solution 𝑇𝑖′  gives a smaller objective function value compared with the 

current solution: 

 𝑂𝑏𝑗(𝑇𝑖′) < 𝑂𝑏𝑗(𝑆)  (2.1) 
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and 𝑇𝑖′ has the minimum objective value among all 𝑇𝑖: 

 𝑂𝑏𝑗(𝑇𝑖′) ≤ 𝑂𝑏𝑗(𝑇𝑖)        ∀ 𝑖 (2.2) 

Then replace 𝐶𝑖′ in solution S with 𝐴𝑗 . This gives a new solution with a better objective 

value. 

By repeating the procedure with all possible candidate facilities in 𝑀, the algorithm will reach a 

point when no interchange can be made. The algorithm then terminates and the current solution 𝑆 

is the best solution found.  

It is important to specify the order of facilities 𝐴𝑗 in M to be considered as candidates for 

the interchange operation in Step 2. A random procedure is often not preferred here because it 

introduces extra costs of generating and indexing random numbers. Teitz and Bart (1968) 

considered indexing 𝐴𝑗 in an increasing order: j starts from 1 and increases by 1 each time after 

an interchange evaluation; and j moves back to 1 when j exceeds n. Other strategies for selecting 

𝐴𝑗 also exist, for example, restarting j from 1 after each successful interchange (Goodchild & 

Noronha, 1983). 

Figure 2.1 illustrates the vertex substitution process for finding 3 facilities out of 23 

candidate sites. Suppose {𝐶1, 𝐶2, 𝐶3} is the current solution and 𝐴𝑗 is a candidate site to be swapped 

into the solution set. Among the three possible ways of swapping, the one with 𝐶3 replaced by 𝐴𝑗 

(i.e., {𝐶1, 𝐶2, 𝐴𝑗}) provides the smallest overall travel distance, which is also smaller compared to 

the objective function value of the initial solution {𝐶1, 𝐶2, 𝐶3}. Thus according to the TB heuristic, 

solution {𝐶1, 𝐶2, 𝐴𝑗} will replace {𝐶1, 𝐶2, 𝐶3} to serve as the current solution for the next round of 

vertex substitutions. 
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Figure 2.1 The procedure of the Teitz and Bart heuristic for solving the PMP. 

Regarding solution quality, Arya et al. (2004) showed that PMP solutions obtained through 

an interchange algorithm, including the TB heuristic, could be five times as large as the optimal 

solution in the worst-case scenario. However, it should be noted that the optimality gap in the 

study of Arya et al. (2004) was based on pathologic data, which means that demand/facility 

location sites and the initial solutions were designed deliberately so that convergence to the 

optimum was difficult in general. In real-world applications, high-quality solutions can often be 

found using TB heuristics (Resende & Werneck, 2007). Empirical studies have reported that 

such solutions were only several percent larger (worse) compared to the optimum (Rosing & 

ReVelle, 1997).  

2.3. A New Teitz and Bart–based Heuristic 
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As described in Section 2.2.2, during each substitution iteration (Steps 1 to 4), the heuristic does 

not necessarily examine all the possible substitutions between sites in M and S. If a reduction of 

the objective function value is detected, a swap will take place, and the current solution will be 

updated. Consequently, the order of candidate sites 𝐴𝑗 in M to be examined during each iteration 

could affect solutions given by the TB heuristic. Different orders may direct the algorithm into 

different search branches, with some branches leading to the optimal solution and others getting 

trapped in local optima. Therefore, the order of nodes to be swapped in the TB heuristic can be 

critical; this, however, has not received much attention in the literature. When the TB heuristic is 

implemented, an ordinal structure, such as an array, is often used to store the information of 

candidate nodes, and the order of nodes stored (in a structured or random way) in the data 

structure will then be used to perform the substitution operations.  

We use a simple example to show how the order of candidate sites examined in the TB 

could affect the PMP solution (see also Figure 2.2). Let us assume a PMP selects 4 medians 

(p=4) out of 8 candidate sites (n=8, indexed from 1 to 8). For this small size problem it is 

feasible to enumerate all possible solutions. Local optimal solutions are feasible solutions that 

are worse compared to the global optimal solution but cannot be improved by the heuristic. We 

assume that site configuration (1, 2, 3, 4) is the global optimal solution and (1, 2, 5, 6) is one 

local optimal solution that cannot be improved via swapping any pair of nodes. Let us assume 

that we start with the initial solution S, (1, 2, 7, 8), so the candidate sites 𝐴𝑗  to be considered for a 

possible swap with a site in S are sites 3, 4, 5 and 6. We examine two different orders of 𝐴𝑗, 3, 4, 

5, 6 and 5, 6, 3, 4. 



29 

 

 

Figure 2.2 Different solutions generated by the TB heuristic due to varying node ordering 

As shown in Figure 2.2, if testing 𝐴𝑗  with search order 3, 4, 5, 6 we first use site 3 to replace a 

site in S. Among the four possible substitutions, the one with site 3 replacing site 7 (1, 2, 3, 8) is 

the minimal and also reduces the original objective function value. When the TB heuristic 

continues, site 4 will swap with 8, resulting in the optimal solution (1, 2, 3, 4). With this order of 

candidate sites 𝐴𝑗 the TB heuristic finds the global optimal solution.  

If we use 𝐴𝑗 with search order 5, 6, 3, 4 we start with site 5 replacing a site in S. Among 

the four possible substitutions, the one with site 5 replacing site 7 (1, 2, 5, 8) gives the smallest 

objective function value, which is also smaller than the objective function value using S. As the 

TB heuristic continues, the solution (1, 2, 5, 6) will be generated.  As no improvement will be 

achieved through further swapping, the algorithm will stop at the local optimal solution (1, 2, 5, 

6)..  

Initial solution

(1, 2, 7, 8)

Global optimal soltuion:

(1, 2, 3, 4)

Search order:

(3, 4, 5, 6)

Search order:

(5, 6, 3, 4)

(3, 2, 7, 8)

(1, 3, 7, 8)

(1, 2, 3, 8)

(1, 2, 7, 3)

(4, 2, 3, 8)

(1, 4, 3, 8)

(1, 2, 4, 8)

(1, 2, 3, 4)

Local optimal soltuion:

(1, 2, 5, 6)

(5, 2, 7, 8)

(1, 5, 7, 8)

(1, 2, 5, 8)

(1, 2, 7, 5)

(6, 2, 5, 8)

(1, 6, 5, 8)

(1, 2, 6, 8)

(1, 2, 5, 6)
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The example shows that it is beneficial to find orders of the candidate nodes that lead to 

better search branches. Considering that the PMP seeks the best spatial configuration of facilities 

to serve demands located at different places, it can be effective to give higher search priorities to 

regions with higher demand density. Using Euclidean distances, Figure 2.3 illustrates an example 

of the optimal solution to a problem by selecting 4 medians (stars) out of 50 candidate sites. The 

Voronoi diagram in Figure 2.3 delineates the demand sites for each median. The demand density 

mapped in the figure was computed using a kernel density function based on the Silverman's 

Rule of Thumb (Silverman, 1986). The figure indicates a concentration of demand in the upper 

middle part of the region and three of the four medians are located in the high-density area, with 

one median located in a low-density region to serve the sparsely distributed demand sites.  

 
Figure 2.3 An illustration of a PMP solution. 

Although it is not necessary for all the best sites to be located in high demand areas, the 

higher likelihood of finding good sites in these areas can be used to guide the search for the 
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optimal solution. We developed a prioritization scheme to determine for each candidate facility 

site, 𝐴𝑗, its order to be considered in the TB heuristic. In particular, we prioritize sites with high 

demand density in the neighborhood. Given a neighborhood within a search radius/bandwidth R 

from the site at 𝐴𝑗 , we count the number of demand sites 𝑊𝑖 within the search radius 

(distance(𝑊𝑖, 𝐴𝑗) ≤ 𝑅) and compute the priority score 𝐷𝑗  as,  

 𝐷𝑗 =
|{𝑊𝑖|distance(𝑊𝑖, 𝐴𝑗) ≤ 𝑅}|

𝜋𝑅2
   ∀𝑖, 𝑗 (2.3) 

As a part of the data processing, each candidate facility site is given a priority score. Candidate 

facility sites are then sorted based on their priority scores. If the search radius R is the same for 

the entire study, the priority score comparison will be determined simply by the overall demand 

within the search radius, |{𝑊𝑖|distance(𝑊𝑖, 𝐴𝑗) ≤ 𝑅}|. Candidate facility sites serving more 

demands will be assigned with higher priority scores. These sites will then have a higher 

likelihood to be examined in the substitution process and therefore will be more likely to be 

included in the solution.  

The choice of an appropriate value for R can be important, as the associated search 

neighborhood determines the number of demand sites used to calculate the corresponding 

priority score. Consider two extreme cases. In one extreme case, R corresponds to a search 

neighborhood where no demand site exists except for the one located at the candidate facility 

site. In the other case, R is so large that the search neighborhood involves the entire study area. 

In both extreme cases, each candidate facility site receives the same priority score, and the 

algorithm is equivalent to the original TB heuristic.  
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We propose the following procedure to help generate reasonable R values with which to 

calculate priority scores. Suppose that the study region has an area of G, and p facilities are to be 

sited. If demand is evenly distributed, each facility serves approximately an area of G/p. If we 

assume that the service area has a circular shape, the corresponding radius of each service area is 

then 𝑟 = √𝐺/𝜋𝑝. However, in real life, demand is often not evenly distributed; consequently, it 

is often advantageous for certain crowded areas to have more facilities to achieve the overall 

minimal travel. We then introduce a scalar factor k to account for these variations:  

 𝑅𝑘 = 𝑘√
𝐺

𝜋𝑝
               k > 0 (2.4) 

2.4. Tests 

2.4.1. Tests with Simulated Data 

Test settings 

Simulation tests were conducted to evaluate the performance of the new heuristic STB, and the 

results were compared with those obtained using the original TB algorithm. We are particularly 

interested in examining how the STB heuristic can improve the TB heuristic performance in 

terms of both solution quality and computational efficiency. Eight (8) sets of sites, serving as 

both demand sites and candidate facilities, were simulated, with the number of points (n) ranging 

from 100 to 3000. For each point distribution, the number of facilities (p) to be sited was set to 

be 5, 10, and 20. This resulted in twenty-four (24) PMP instances in total. 



33 

 

For all PMP instances, both STB and TB heuristics were run 100 times. Each time, a 

random initial solution was generated and used for both the STB and TB to eliminate the 

performance difference due to various start points. For the TB algorithm, the order of candidate 

sites 𝐴𝑗 was randomized in each test to obtain the average performance of the algorithm 

disregarding spatial knowledge. For the STB algorithm, different k values were tested to examine 

the influence of bandwidth choices. 

All problems were solved using the commercial software CPLEX 12.6.2. For problems 

that could not be solved optimally by CPLEX with default settings, we used solutions acquired 

by TB and STB heuristics as initial solutions and solved the corresponding PMPs in CPLEX. As 

a result, all PMPs were solved to optimality. All tests and benchmarks were performed on a 

desktop computer with 16 GB memory and an Intel Core i7 4790k running at 4.0 GHz. 

 

Test results 

We present the STB test results with several typical scalar factor k values. As we mentioned 

earlier, when the search radius R is too small or too large, the STB heuristic is equivalent to the 

TB algorithm. According to formula (2.4), this also means that for a given problem when k is 

extremely small or large, the STB heuristic will not be different from the TB heuristic. We first 

report STB test results for three different k values: 0.01, 0.2, and 1.2. 

Table 1 summarizes the test results. Columns “n” and “p” show the number of candidate 

facility sites and the number of facilities to be sited in each PMP, respectively. Column 

“Optimal” gives the optimal objective values obtained by CPLEX. Column “TB” stands for the 

original Teitz and Bart algorithm. R0.01, R0.2, and R1.2 are the results obtained using the STB 
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heuristic with k=0.01, 0.2, and 1.2, respectively. In “Avg. Obj” columns, the average objective 

values based on the 100 initial solutions are shown. If the average objective value in Columns 

“R0.01”, “R0.2”, and “R1.2” is smaller compared to that in Column “TB” the STB heuristic 

generated better solutions, on average, than did the TB heuristic. Conversely, if the average 

objective value in Columns R0.01, R0.2, and R1.2 is larger than that in Column “TB” the 

prioritization strategy used in the STB algorithm yielded worse solutions.  

We calculated the optimality gap for each test by comparing the results obtained using a 

heuristic with the optima. A t-test was conducted to examine whether the new method gives 

significantly better solutions compared to the original TB heuristic. In Table 2.1, “-” and “+” 

signs were used to show the significance level of each comparison between the two heuristics. A 

“-” indicates that the STB heuristic is significantly better compared to the TB heuristic, while a 

“+” indicates that STB is significantly worse compared to TB. The significance level is 0.05 for 

single signs (“-” and “+”), 0.01 for double signs (“- -” and “+ +”), and 0.001 for triple signs (“- - 

-” and “+ + +”). 
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Table 2.1 Comparison of solutions obtained using the TB and STB heuristics 

n p Optimal TB R0.01 R0.2 R1.2 

Avg. Obj Gap (%) Avg. Obj Gap (%) Avg. Obj Gap (%) Avg. Obj Gap (%) 

100 5 16300.23 16482.09 1.12 16450.71 0.92 - - - 16482.98 1.12  16513.66 1.31 + + + 

10 10699.98 10777.57 0.73 10720.18 0.19 - - - 10792.10 0.86 + + + 10737.19 0.35 - - - 

20 6202.49 6265.26 1.01 6226.80 0.39 - - - 6221.34 0.30 - - - 6226.86 0.39 - - - 

200 5 34039.99 34346.24 0.90 34368.72 0.97 + + + 34211.39 0.50 - - - 34381.69 1.00 + + + 

10 21811.56 21901.21 0.41 21918.64 0.49 + + + 21939.70 0.59 + + + 21897.97 0.40 - 

20 14145.93 14230.23 0.60 14234.65 0.63 + + + 14229.68 0.59  14209.61 0.45 - - - 

300 5 51086.27 51298.25 0.41 51376.51 0.57 + + + 51178.67 0.18 - - - 51231.15 0.28 - - - 

10 34907.20 35215.60 0.88 35075.14 0.48 - - - 35050.61 0.41 - - - 35204.13 0.85 - - 

20 22791.62 22944.79 0.67 22959.36 0.74 + + + 22931.17 0.61 - - - 22936.05 0.63 - - - 

400 5 68549.65 68807.24 0.38 69618.17 1.56 + + + 68671.52 0.18 - - - 69162.25 0.89 + + + 

10 45653.86 45890.93 0.52 45939.65 0.63 + + + 45774.23 0.26 - - - 46077.63 0.93 + + + 

20 30100.70 30203.76 0.34 30140.07 0.13 - - - 30147.55 0.16 - - - 30237.46 0.45 + + + 

500 5 86007.17 86242.99 0.27 86480.87 0.55 + + + 86130.32 0.14 - - - 86467.15 0.53 + + + 

10 59363.61 59761.52 0.67 59788.80 0.72 + + + 59610.27 0.42 - - - 59739.22 0.63 - - - 

20 39986.18 40240.24 0.64 40216.08 0.57 - - - 40268.37 0.71 + + + 40367.24 0.95 + + + 

1000 5 174055.86 174359.08 0.17 174230.02 0.10 - - - 174386.14 0.19 + + + 174423.1 0.21 + + + 

10 119973.59 120251.94 0.23 120343.36 0.31 + + + 120054.42 0.07 - - - 120243.9 0.23  

20 81160.91 81765.56 0.75 81690.28 0.65 - - - 81700.16 0.66 - - - 81768.12 0.75  

2000 5 344353.12 345020.15 0.19 344587.54 0.07 - - - 344465.79 0.03 - - - 345351.3 0.29 + + + 

10 238444.33 239481.13 0.43 239341.60 0.38 - - - 240738.44 0.96 + + + 239275.3 0.35 - - - 

20 166265.24 167125.38 0.52 167396.68 0.68 + + + 167112.02 0.51 - 167001.3 0.44 - - - 

3000 5 518788.77 519070.15 0.05 518945.99 0.03 - - - 518858.19 0.01 - - - 520542.5 0.34 + + + 

10 360723.54 361792.48 0.30 361516.84 0.22 - - - 361493.13 0.21 - - - 362373.8 0.46 + + + 

20 249361.96 250607.91 0.50 250534.67 0.47 - - - 251033.17 0.67 + + + 251659.1 0.92 + + + 

 

As expected, different bandwidth settings  resulted in different performance levels of the 

STB heuristic. When k=0.01, the STB heuristic outperformed the TB for 13 datasets and the TB 

heuristic outperformed the STB for 11 datasets. This also confirms our previous discussion that 

when the search radius is small, STB and TB heuristics are essentially equivalent. This is also 

true for large k, 1.2, although the chance of getting better solutions seems to be slightly higher 

for the TB heuristic than for the STB heuristic. The results in Table 2.1 suggest that with a 

proper k, 0.2 in this case, the STB heuristic can be much more effective, as the STB heuristic 

produced significantly better solutions for 16 out of 24 test datasets.  

Different algorithms can vary in their ability to find the optimal solution. Although 

optimality is not guaranteed each time, certain heuristics may have a better chance to obtain the 

optimum. In the test, we counted the number of times the global optimal solution was obtained 

when the TB and the STB heuristics were implemented. The results are summarized in Table 2.2. 

Out of the 100 simulations, “Times” columns contain the number of times that each algorithm 

achieves the global optimal. The “Diff” Columns compares the STB and TB heuristics, and 
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positive values indicate that the STB heuristic obtains the global optimum more frequently. We 

also conducted t-tests to examine the difference in the mean with a level of significance set at 

0.05. The results show that when k=0.2, the STB heuristic performed significantly better 

compared to the TB heuristic in terms of the frequency with which the global optimum is 

obtained. For 16 out of 24 test datasets, the STB heuristic was found to obtain the global 

optimum more frequently. No significant difference was found for the STB heuristic with k=0.01 

and k=1.2.  

Table 2.2 Frequency of obtaining the optimal solution through 100 simulations 

n p TB R0.01 R0.2 R1.2 

Times Times Diff Times Diff Times Diff 

100 5 28 18 -10 42 14 25 -3 

10 20 69 49 31 11 27 7 

20 4 8 4 11 7 14 10 

200 5 25 20 -5 34 9 4 -21 

10 49 59 10 33 -16 57 8 

20 7 11 4 7 0 2 -5 

300 5 5 7 2 73 68 50 45 

10 16 11 -5 23 7 20 4 

20 2 3 1 6 4 5 3 

400 5 71 37 -34 88 17 20 -51 

10 9 11 2 11 2 4 -5 

20 38 62 24 66 28 45 7 

500 5 63 48 -15 89 26 41 -22 

10 7 15 8 13 6 7 0 

20 3 2 -1 2 -1 2 -1 

1000 5 12 9 -3 2 -10 12 0 

10 49 59 10 55 6 48 -1 

20 2 3 1 2 0 3 1 

2000 5 58 74 16 93 35 26 -32 

 10 22 10 -12 13 -9 18 -4 

 20 2 3 1 3 1 2 0 

3000 5 18 49 31 22 4 12 -6 

 10 2 4 2 2 0 4 2 

 20 4 2 -2 4 0 2 -2 

 

Although the prioritization process slightly increased the preprocessing time, the STB 

heuristic may help reduce the number of operations needed to conduct the interchange procedure, 
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reducing the total amount of time needed. In this study, we focused on the time/operations used 

to perform the allocation process (i.e., assigning a demand site to its nearest median), given that 

the allocation operation is the most time-consuming operation in both the TB and STB heuristics.  

Table 2.3 compares the computational efficiency between the STB and TB heuristics. 

The average computation times to implement the TB and STB heuristics were recorded in the 

corresponding “Time” column. We also report the data preparation and preprocessing time in the 

“Prep. Time” column. For both the TB and STB heuristics, “Prep. Time” included the time to 

read data and initialize objects for the TB algorithm. For the STB heuristic, preprocessing time 

also included the time used to compute the priority scores. The comparison of the “Prep. Time” 

column with “Time” column shows that the data preprocessing time was significantly lower 

compared to the time used to implement the TB heuristic. Additionally, the operation of 

prioritizing candidate sites only slightly increased the preprocessing time.  

In Table 2.3, the “Avg. AA” column shows the average number of allocation operations 

for each problem instances based on the 100 initial solutions, and “Diff” column shows the 

difference in allocation attempts between the STB and TB heuristics. A t-test is also included 

here to examine the significance of the differences. Similar to Table 2.1, we also use “-” and “+” 

to show whether the STB heuristic resulted in significant less or more allocations compared to 

the TB heuristic. As shown in Table 3, when k=1.2 the STB heuristic generally needed more 

computation time than the TB heuristic. For k=0.01 and 0.2, the STB heuristic was able to solve 

more problem instances (14 for k=0.01 and 12 for k=0.2) faster. 
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To explore the range that gives appropriate bandwidth, we examined more scalar factor k 

values ranging from 0.01 to 1.5. Figure 2.4 shows the percentage of datasets for which the STB 

heuristic gave significantly better (dots) or worse (squares) solutions at the 0.05 significance level. 

In Figure 2.4, the solid and dashed lines shows the second order moving average of percentages 

of problem instances where the STB heuristic is significantly better or worse. When k stays 

between 0.1 and 0.4, the performance of the STB heuristic is significantly better. With a further 

increase in k, the performance of the STB heuristic decreases, and when k > 0.6, the performance 

of the STB heuristic is not significantly different from the TB heuristic. 

 
Figure 2.4 Percentage of problem instances for which the STB heuristic performs better or worse 

compared to the TB heuristic. 
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Figure 2.5 plots the percentage of optimal solutions obtained by the STB and TB heuristics. 

The gray dash line shows an average percentage (24.2%) of optimal solutions obtained by the TB 

heuristic. When the search radius is small with k < 0.04, the performance of the STB heuristic is 

not significantly different from the TB heuristic. With an increase of k, the STB heuristic has a 

better chance of finding the optimal solutions, with the highest reaching 38% for k=??. When k > 

0.8, it becomes less advantageous to use the STB heuristic, and the performance of the two 

heuristics tends to be similar.  

 
Figure 2.5 Percentage of optimal solutions found by the STB and TB heuristics. 

Figure 2.6 shows a computational cost comparison between the TB heuristic and the STB 

heuristic for various k values. Dots and squares show the percentage of problems for which the 

STB heuristic required significantly (at the significance level of 0.05) fewer or more interchange 
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operations based on t-tests. Figure 2.6 shows a general decreasing trend indicating that the STB 

heuristic required more interchange operations with an increase of k. When k < 0.4, the STB 

heuristic required significantly fewer interchange operations on average. 

 
Figure 2.6 Percentage of problem instances for which the STB heuristic requires fewer/more interchange 

operations than the TB heuristic. 

Figures 2.4, 2.5, and 2.6 suggest that the STB heuristic with k in the range of 0.1 to 0.4 

outperformed the TB heuristic with respect to both solution quality and computational 

requirements. Our tests show that for 0.1 < k < 0.4, the STB heuristic is 3.4 times more likely to 

obtain significantly better solutions, 2.5 times more likely to be less time-consuming, and 1.2 times 

more likely to achieve the optimal solution compared to the TB heuristic.  
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We also tested the performance of STB with real-world data for Tucson, Arizona (Figure 2.7). 

Geometric centers of 371 census tracts were used to serve as demand and facility candidate sites. 

We applied the STB to solve the PMP with p ranging from 5 to 25. To test the sensitivity of the 

choice of R, we examined k in the range of 0.01 to 1.5. We used both Euclidean distance and 

network distance to assess the travel cost. When travel along road networks was assumed, 

network distances were used to evaluate both the travel cost in the objective function and the 

search radius R to compute the priority score. Similar to the simulated problems, to allow the 

testing of statistical significance both the STB and TB heuristics were run 100 times to solve 

each Tucson PMP problem.  

 

Figure 2.7 The Tucson case study. 

 Figure 2.8 shows the percentages of runs, using both distance metrics, for which the STB 

heuristic gave significantly better (dots) or worse (squares) solutions at the significance level of 
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0.05. The pattern of Figure 2.8 is similar to Figure 2.4: When the scalar factor k has a small value 

(k=0.01) there is no significant difference between STB and TB. When k is between 0.05 and 0.9 

the STB is about 2 times more likely to get better solutions on average compared to the TB. 

When k>1.0 the performance of the STB heuristic is not significantly different from the TB 

heuristic.  
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(b) 

Figure 2.8 Percentage of Tucson problem model runs for which the STB heuristic performs better or 

worse than the TB heuristic. (a) Euclidian distance; (b) network distance 

2.5. Discussion 

Similar to many heuristic approaches, the initial solution used in the proposed STB algorithm 

can influence the result. Different starting points could result in different solutions. However, the 

ways in which various initial solutions in the STB heuristic lead to various final solutions 

remains unclear. In our tests, we used random solutions to start all heuristics to minimize the 

influence of the initial solution. 
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In this study, we employed a fixed bandwidth to define the spatial search neighborhood 

for prioritizing the order of candidate sites 𝐴𝑗  to be examined in the interchange procedure. 

Statistical analysis of test results showed that the fixed bandwidth has produced high quality 

solutions. However, other ways may be used to compute effective bandwidth. For example, it is 

possible to use adaptive bandwidths that allow the search neighborhood to vary with locations. 

Future research should explore how adaptive bandwidths could be designed. Our test results 

showed the effectiveness of prioritizing search areas or locations for the TB heuristic to achieve 

high-quality solutions. However, the theoretical support for such spatial prioritization practice is 

lacking. Future research may focus on developing the associated theoretical construct.   

Although exact methods guarantee the optimal solution, the computational effort required to 

solve the PMP increases drastically when the problem size increases. Therefore, using exact 

methods to solve large-sized PMPs can be unrealistic. By comparison, the computation time for 

both the TB and STB heuristics increases at a much slower rate. In our study, all three methods, 

the TB heuristic, the STB heuristic, and CPLEX, solved the PMP with n=100 and p=5 within 1 

second. When n=1000 and p=20, however, the TB and STB heuristics solved the PMP problem 

instances within 2 minutes whereas CPLEX needed hours to solve the same problem.  

Note, also, that part of the TB and STB heuristics can be parallelized to take advantage of 

high-performance computing. In both heuristics, all interchange operations can be evaluated 

simultaneously in a parallel fashion. Although heuristic approaches do not guarantee optimal 

solutions, our study shows that a well-designed heuristic may be more likely to find optimal 

solutions and thus be more effective for solving large-sized problems. 
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2.6. Conclusion 

This chapter presented an improvement of the Teitz and Bart algorithm for solving the PM that 

we call the spatial-knowledge enhanced Teitz and Bart heuristic (STB). We developed a core-

based density method to prioritize the order of facility candidate sites to be examined in the 

search process. Tests results show that, with appropriate prioritizing settings, the STB heuristic 

can perform significantly better than the TB heuristic in terms of both solution quality and 

computational efficiency.  

Given the wide adoption of the PMP for various applications in urban and regional 

planning, the STB heuristic has the potential to be used to facilitate large-sized problem solution 

in real-world applications. Currently, some GIS software packages have incorporated the TB 

heuristic as a part of their PMP solution strategies. Implementing the STB heuristic with these 

existing GIS packages requires only relatively minor modification to prioritize the candidate 

facilities during the search process. An important consideration that we highlighted for node 

prioritization is the choice of an appropriate search bandwidth.  
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CHAPTER 3 

ON SOLVING LARGE P-MEDIAN PROBLEMS 

3.1. Introduction 

The p-median problem (PMP) aims to find the optimal spatial arrangement of facilities to 

minimize the overall travel cost between customers and their closest facilities. The problem has 

many real-world applications, such as emergency facility placement (Dzator & Dzator, 2013), 

redistricting (Armstrong et al., 1993), and retailing services (Ruiz et al., 2004). In addition to the 

wide range of practical applications, the PMP is a very important location problem from a 

theoretical perspective. Many other location problems, such as the maximal coverage location 

problem (MCLP), the location set covering problem (LSCP), and the simple plant location 

problem (SPLP), can be converted to the PMP by an appropriate modification of the distance or 

cost matrix (Lei et al., 2015).  

 Similar to many location problems, the PMP is NP-hard. For toy-sized problems, 

enumeration might be the most straightforward way to solve the PMP (Hakimi 1965).  However, 

for medium or large-sized PMPs, the enumeration method is not applicable, as the solution space 

grows drastically with problem size. Much effort has been focused on developing more efficient 

heuristics to solve the PMP, including exact methods, such as linear programming (ReVelle & 

Swain, 1970), and heuristics, such as simulated annealing (Levanova & Loresh, 2004; Murray & 

Church, 1996) and genetic algorithms (Alp et al., 2003; Hosage & Goodchild, 1986). However, 

solving large-sized the PMP remains difficult. To our knowledge, the largest PMP that has been 
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tested in the literature selects 64 facilities from among 89,600 candidate sites, assuming they also 

serve as demand locations (Irawan & Salhi, 2015).  

 Recent advances in high performance computing (HPC) present a great opportunity for 

solving large-sized PMPs efficiently. HPC involves a group of connected servers (so-called 

“nodes”) (Dowd, 1993) that work concurrently. As a result, HPC can give better computing 

performance than a regular desktop computer or workstation. HPC has become an essential tool 

for fields involving intensive computation such as weather forecasting (Grell, Dudhia, & Stauffer, 

1994; Shainer et al., 2009), bioinformatics (Darling, Carey, & Feng, 2003), and molecule 

dynamics (Hess, Kutzner, Van Der Spoel, & Lindahl, 2008; Phillips et al., 2005). However, to 

achieve better performance through HPC programs need to make appropriate use of the parallel 

computing infrastructure. Algorithms often need modification, customization, and sometimes 

redesign when migrating from a desktop computer setting to a HPC environment. 

 For each job on HPC, there might be waiting time, which is the time elapse for the job 

scheduling system to allocate enough computing resources (Smith, Foster, & Taylor, 2000). The 

overall time needed for solving a problem on HPC includes both the waiting time and the 

algorithm running time. As a shared computing environment, HPC has a job scheduling system to 

coordinate various jobs and allocate computing resources. Different from a personal desktop, 

HPC users need to submit a program to the job scheduling system and specify the computing 

resource needed (e.g., number of CPUs, amount of memory, and estimated running time). If too 

many programs are running simultaneously and the computing resource is not sufficient, jobs will 

be queued in the job scheduling system until enough computing resources become available. The 

waiting time can be non-trivial, as sometimes it could be even longer than the program running 
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time. An HPC job that requires less resource will normally have a shorter waiting time compared 

to one that requires more resources. For example, on the “Wrangler” supercomputer in the Texas 

Advanced Computing Center, a job that requests one CPU needs to wait about 30 seconds to start 

execution compared to a waiting time of 1.25 hours for a job that requests 200 CPUs (XSEDE, 

2017). However, running the program using one CPU can be much more time consuming than 

using 200 CPUs. 

 A program in the HPC environment will be more efficient if both the waiting time and running 

time are minimal. To achieve this goal, the algorithm needs to be dynamically scalable (Furht & 

Escalante, 2010). A dynamically scalable program can intelligently scale up to make use of 

additional resources available, or scale down to reduce computing resource usage when resources 

are limited. A parallel algorithm is often scalable, meaning it could run with different numbers of 

concurrent processes or threads. However, a parallel algorithm might not be dynamically scalable 

because the algorithm might require all concurrent processes to start and terminate 

simultaneously. Only well designed parallel algorithms that remove interconnectivity and 

dependence between concurrent processes could have dynamic scalability (Furht & Escalante, 

2010). With dynamic scalability, a program submitted to HPC could start with a small amount of 

computing resources to reduce the waiting time. When additional computing resources are 

available, the program can automatically scale up to accelerate the running speed. 

 Existing PMP solution algorithms are not dynamically scalable.  Some of them, however, 

such as those based on the genetic algorithm, have a parallel structure. Designing a dynamically 

scalable HPC-base algorithm would seem to be essential for solving the PMP efficiently. 
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 This chapter introduces a new HPC-based heuristic algorithm to solve the PMP called 

Random Sampling and Spatial Voting (RSSV). RSSV incorporates a dynamically scalable 

structure to solve large-sized problems efficiently. In the next section, we discuss relevant 

literature. In Section 3.3, we introduce the workflow and implementation details of RSSV. In 

section 3.4, we conduct a computational test and report the test results. In the last section, we 

provide some general discussion and conclusions about the new approach. 

3.2. Background 

There are two categories of methods for solving PMPs: exact methods and heuristics. Exact 

methods guarantee the finding of the optimal solution(s) whereas heuristic methods might be 

trapped by solutions that are not optimal (Rothlauf, 2011). One approach to solve PMPs exactly is 

through formulating the PMP as a mixed integer programming (MIP) problem (Church, 2003; 

ReVelle & Swain, 1970; Rosing et al., 1979). The MIP model of the PMP can then be solved 

using relaxation and branch-and-bound algorithms (Archer, Rajagopalan, & Shmoys, 2003; 

Ceselli, 2003; Rosing et al., 1979; Senne, Lorena, & Pereira, 2005). There are general-purpose 

tools for solving MIP models, such as CPLEX and Gurobi. However, as we mentioned 

previously, these exact methods often fail to solve large-sized PMPs as the solution time often 

grows exponentially with increased problem size. Sometimes, if a PMP has a special structure an 

exact algorithm with polynomial time complexity can be found. For example, if the network of 

the PMP is a tree, the time complexity has been shown to be 𝑂(𝑛2𝑝)  (Kariv & Hakimi, 1979; 

Tamir, 1996). 



51 

 

Some exact approaches have been incorporated into commercial software packages to 

solve MIP models concurrently on HPC. For example, both CPLEX and Gurobi can create 

multiple MIP solvers across multiple nodes on HPC. The solvers work together by searching 

different branches of the solution space. However, compared to using one computer the efficiency 

improvement of these distributed MIP algorithms is not ideal. A test of the MIPLIB 2010 problem 

set reported by (Koch et al., 2011) found that compared with the performance on one computer 

Gurobi was about 2.09 times faster when using 4 computers and only3.15 times faster when using 

16 computers.  

 Heuristic methods have also been developed to solve the PMP, especially when the 

problem size is relatively large. Although heuristic methods cannot guarantee optimal solution(s), 

a well-designed heuristic can provide high-quality solutions in a reasonable amount of time 

(Mladenović et al., 2007). A common strategy of heuristic methods is to start with one or multiple 

solutions and then seek improvement through a set of systematic iterations. Many popular 

heuristics have already been applied to solving the PMP, such as greedy (Kuehn & Hamburger, 

1963), stingy (Feldman, Lehrer, & Ray, 1966), dual ascent (Galvao, 1980), alternate (Maranzana, 

1964), interchange (Teitz & Bart, 1968; Whitaker, 1983), tabu search (Kochetov & Goncharov, 

2001; Salhi, 2002), genetic algorithm (Alp et al., 2003; Hosage & Goodchild, 1986), simulated 

annealing (Levanova & Loresh, 2004; Murray & Church, 1996), heuristic concentration (Rosing 

& Hodgson, 2002; Rosing & ReVelle, 1997), and variable neighborhood search (Crainic et al., 

2004; Hansen & Mladenović, 1997, 2014). The efficiency and effectiveness of heuristic methods 

can be vastly different.  To our knowledge, the largest PMP problem tested in the literature 

involved 89,600 demand and candidate facility sites (N=89,600) and 64 facilities to be sited 
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(p=64); it was solved approximately using aggregation and variable neighborhood search (Avella, 

Boccia et al. 2012; Irawan and Salhi 2015). 

A few recent studies have also examined the use of HPC to run heuristic methods, 

including genetic algorithms (Liu et al., 2016). In a genetic algorithm, the crossover and mutation 

operations can be performed concurrently, which is suitable for the parallel structure of HPC. 

However, the selection process for each generation needs to be implemented after the completion 

of all crossover and mutation operations, which will often create a computation bottleneck on 

HPC. Moreover, existing PMP algorithms are not dynamically scalable due to the Message 

Passing Interface (MPI) based algorithm design. Lacking dynamic scalability makes these 

existing approaches less efficient when both waiting time and programming running time are 

considered.  

3.3. The New Proposed Method 

We propose a new heuristic method to solve large-sized PMPs in an HPC environment called 

“Random Search and Spatial Voting algorithm” (RSSV). As shown in Figure 3.1, the algorithm 

consists of five major steps: random sampling, sub-PMP solving, spatial voting, filtering, and 

final PMP solving.  

 RSSV starts with a generation of random subsets of the original problem and solves each 

sub-problem with a PMP heuristic. Solutions of all sub-problems will then be combined to 

generate a voting heat map through a spatial voting mechanism. By filtering the voting heat map, 

we identify a set of refined candidate sites that are most likely to be in the optimal solution set. 
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Finally, the PMP with the newly identified candidate sites is solved to obtain the solution to the 

original PMP. In the remainder of this section, we will detail the algorithm and the parallel 

implementation on HPC. 

Random Sampling and Spatial Voting (RSSV) Algorithm
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Figure 3.1 The flowchart of the RSSV algorithm 
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3.3.1. Random Sampling 

The random sampling module draws random samples from the demand and candidate sites in the 

original PMP problem. Intuitively, the larger the sample size, the more demand and candidate 

facilities of the original PMP will be included in the sub-problem and the more likely the solution 

will be  close to the optimal solution of the original PMP. If the random sub-problem is the same 

as the original problem the associated solution will be the same as that to the original problem. 

However, large sample sizes may pose challenges to efficiently solving sub PMPs. As a result, 

there is a tradeoff between solution quality and computational capabilities when choosing the 

appropriate sample size. In Section 3.4 below we will provide an empirical method to determine 

appropriate sample sizes. 

Another important parameter concerns the number of samples to form as this determines 

the number of sub-problems needing to be solved. Intuitively,  if the samples include more 

demand and candidate sites in the original problem, the chance of getting global optimal solution 

will be higher. Therefore, the number of sub-PMPs, 𝑀, should be as large as possible given the 

amount of time and computing resources available,  

3.3.2. Sub-PMP Solving 

The demand and candidate sites in each sample will be used to construct a sub-PMP. The number 

of facilities to site in each sub-problem is the same as original PMP. Each sub-problem is then 

solved. In this study, we will use the Teitz and Bart heuristic (Teitz & Bart, 1968) to solve a sub-

PMP. The procedure of TB is as follows: 
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Step 1. Assume the candidate facility set 𝑊 = {𝐴𝑗| 𝑗 = 1. . 𝑛} and generate a random initial 

solution 𝑆 = { 𝐹𝑖| 𝑖 = 1. . 𝑝} ; 

Step 2. Find a candidate facility 𝐴𝑗 ∈ 𝑊 and 𝐴𝑗 ∉ 𝑆; 

Step 3. Replace 𝐴𝑗 with each facility site 𝐹𝑖 in S to generate the corresponding solution 𝑇𝑖; 

Step 4. If among all 𝑇𝑖 there is a solution 𝑇𝑖′  that: (1) reduces the objective value: 

 𝑂𝑏𝑗(𝑇𝑖′) < 𝑂𝑏𝑗(𝑆)      (3.1) 

 and (2) has the minimum objective value among all 𝑇𝑖: 

 𝑂𝑏𝑗(𝑇𝑖′) ≤ 𝑂𝑏𝑗(𝑇𝑖)        ∀ 𝑖 = 1. . 𝑝     (3.2) 

then update 𝑆 by replacing 𝐹𝑖′  with 𝐴𝑗; 

Step 5. The procedure will be terminated when no 𝐴𝑗 that improves 𝑆 can be found. The 

current solution 𝑆 is the final solution. 

In Step 2, candidate facilities 𝐴𝑗 in W will be examined recursively: j starts from 1 and, after an 

interchange evaluation (Steps 3 and 4), j will increase by 1 or reset to 1 when j exceeds n. Step 4 

is the most time-consuming part in TB as it involves an evaluation of the travel cost from each 

demand site to all the sited facilities. Considering that 𝑇𝑖 and 𝑆 only differ by one facility site, a 

strategy that indexes the first- and second-closest facilities for each demand site could be applied 

here to increase the computing speed (Hansen & Mladenović, 1997; Resende & Werneck, 2007; 

Whitaker, 1983).  

TB is not the only solution approach for solving sub-PMPs in RSSV. Other algorithms 

such as Tabu search, genetic algorithm, and variable neighborhood search can be used. The 
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reasons for choosing TB in this research as the PMP solver include: (1) TB provides acceptable 

results regarding optimality. Empirically, solutions given by the TB heuristic have an optimality 

gap of less than 5% (Resende & Werneck, 2007); (2) the speed of TB is relatively fast and the 

process is easy to understand; (3) TB is a parameter-free algorithm.  Although TB might not be 

the most efficient method for solving the PMP, TB allows us to examine the performance of 

RSSV directly without the additional complexity brought about by the parameters used in some 

other heuristics. 

3.3.3. Spatial Voting 

In this section, we will introduce a spatial voting algorithm to identify sites that are likely to be 

the optimal solutions. Traditional voting methods are based on frequency, like in real-world 

elections. In our spatial voting algorithm, voting is operationalized based on the notion of spatial 

proximity. Each candidate site is assigned a voting score. Spatial voting not only considers the 

frequency of a facility site that has been included in the sub-PMP solutions, but also those close to 

it.  

 This spatial voting strategy builds on the “big valley” phenomenon observed in the 

literature. Boese, Kahng, and Muddu (1994) studied the optimality structure of the Traveling 

Salesman Problem (TSP). They used the term “big valley” to describe their findings that the 

solution space of TSP generally exhibits “global convexity” (Hu, Klee, & Larman, 1989). The set 

of local optimal solutions are close to each other with a global optimal solution in the center. 

Hansen and Mladenović (1997) extended “big valley” to the PMP and showed that the PMP 

solution space has a similar structure. Given this, if we assume the solutions obtained for a sub-
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PMP are location optima or of sufficiently high quality for the original PMP, it is likely that the 

global optimal solution to the original PMP are close to, if not the same as, the sub-PMP 

solutions. Assuming that we have found many local optimal solutions, the global optimal solution 

would be located approximately in the middle of those local optimal solutions. 

We use a Gaussian model as the distance-decay function to implement the “big valley” 

theory and calculate the voting score for a candidate site. Sites with higher voting scores are 

considered more likely to be in the global optimal solution set. For the kth sub-PMP, assume the 

solution is (𝑎𝑘,1, 𝑎𝑘,2 … 𝑎𝑘,𝑝). For a candidate site 𝐴𝑖( 𝑖 = 1,2, … , 𝑁) in the original PMP, the 

voting score contributed by a site in the solution 𝑎𝑘,𝑗 can be calculated as: 

 𝜏𝑖,𝑗,𝑘 = 𝑒
−

𝐷𝑖𝑠𝑡2(𝑎𝑘,𝑗,𝐴𝑖)

2ℎ2  (3.3) 

𝐷𝑖𝑠𝑡(𝑎𝑘,𝑗, 𝐴𝑖) is the distance between candidate facility site 𝐴𝑖 and a facility site 𝑎𝑘,𝑗 included the 

solution to the kth sub-PMP. h is the bandwidth used to determine the effect of  spatial proximity. 

We apply a cutoff strategy by letting 𝜏𝑖,𝑗,𝑘 = 0 when the distance between 𝑎𝑘,𝑗 and 𝐴𝑖 is larger 

than 2h (also see formula (3.4)) considering that𝜏𝑖,𝑗,𝑘 is negligibly small (less than 0.02). 

 Applying the distance cutoff will significantly reduce computation, as we only need to 

calculate the score for a candidate site within 2h of the sites selected by the sub-PMPs. An 

efficient way of retrieving those candidate sites is to construct a spatial index, such as Grid 

(Orenstein, 1986) or R-tree (Guttman, 1984). 
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 𝜏𝑖,𝑗,𝑘 = {𝑒
−

𝐷𝑖𝑠𝑡2(𝑎𝑘,𝑗,𝐴𝑖)

ℎ2 0 < 𝐷𝑖𝑠𝑡(𝑎𝑘,𝑗 , 𝐴𝑖) ≤ 2ℎ

0 𝐷𝑖𝑠𝑡(𝑎𝑘,𝑗 , 𝐴𝑖) > 2ℎ
 (3.4) 

For the kth sub-PMP solution, the voting score of 𝐴𝑖 can then be calculated as: 

 𝑣𝑖,𝑘 = ∑ 𝜏𝑖,𝑗,𝑘

𝑝

𝑗=1

 (3.5) 

The accumulated voting score for candidate site 𝐴𝑖 is the sum of all voting scores computed from 

nearby sites selected in the sub-PMPs: 

 𝑉𝑖 = ∑ 𝑣𝑖,𝑘

𝑀

𝑘=1

 (3.6) 

With the solutions to all the sub-PMPs, formula (3.6) can be extended to the whole space 

to generate a continuous voting heat map (also see Figure 3.2). The darker color means a higher 

possibility of being included in the optimal solution. 

 

Figure 3.2 An illustration of the voting heat map 

3.3.4. Filtering 
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The filtering procedure selects the candidate sites with the highest accumulated voting scores for 

further consideration. Among all the N candidate facility sites in the original PMP, the n sites with 

the highest accumulated voting scores will be selected (n is the number of candidate sites in each 

sub-PMPs). These sites are considered as having a higher chance to be among the optimal 

solutions to the original PMP. These n candidate sites will be then used as candidate facility sites 

in the final PMP solving process.  

3.3.5. Final PMP solution 

A new PMP will be constructed to obtain the final solution. In this problem the demand sites in 

the original PMP will be kept and the sites selected through the filtering process will serve as the 

candidate facility sites. The new PMP can be solved using TB or other solution approaches. This 

final PMP solving process will be performed using a single HPC node. 

3.3.6. Dynamic scalability on HPC  

The RSSV algorithm has a clear parallel structure: Sub-PMP problems are independent of each 

other and can be solved concurrently. RSSV consists of a master process and many worker 

processes (Figure 3.3).  The master process generates tokens for each sub-PMP, creates the spatial 

index for the original PMP, summarizes vote scores, performs the filtering, and solves the final 

PMP. The worker processes are in charge of creating random samples to form sub-PMPs, solving 

sub-PMPs, and calculating voting scores for all candidate sites. The following text provides a 

detailed discussion on how RSSV operates on HPC.  
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 RSSV begins with generating M sub-PMP tokens in the master process, with all tokens 

stored in a queue called the sub-PMP queue. Each token represents a sub-PMP to be solved later. 

The sub-PMP queue then distributes the first token to a worker process when there is a worker 

process available. Once a worker process receives a token from the queue, the worker process will 

perform random sampling, sub-PMP solving, and voting score calculation. The result provided by 

a worker process is a table that contains the indices of candidate sites with non-zero voting scores 

and their voting scores. A worker process finishes a sub-PMP task by successfully sending the 

voting score table to the voting score queue and then requests a new token from the sub-PMP 

queue. The process repeats until the sub-PMP queue is empty and all sub-PMPs are solved.  

 When a new voting score table arrives in the voting score queue, the master process will 

aggregate the voting score table and calculate the accumulated voting score for each candidate 

site. This aggregation process does not need to wait until all sub-PMPs are solved. At the same 

time, the master process prepares the spatial index of the original PMP to accelerate the spatial 

voting and filtering process.  After aggregating all the M voting score tables, the master process 

will implement the filtering and the final PMP solving processes. The master node will also 

monitor the whole system and provide a status summary of the system for performance analysis 

purposes. 

The architecture of RSSV, as described above, enables high dynamic scalability of worker 

processes. Increasing or reducing worker processes will affect only the computation time but not 

the final solution. When new worker processes are added, the new worker process can retrieve a 

token from the sub-PMP queue without influencing any other worker process. In addition, if we 

apply a fault-tolerance strategy to the sub-PMP queue, RSSV could also handle the unexpected 
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loss of work processes. For example, let us set a maximum processing time for solving each sub-

PMP. If a token in the sub-PMP queue is not able to finish within the maximum processing time 

allowed it is assumed that the corresponding worker process fails. Then the sub-PMP queue 

would re-queue that sub-PMP token and distribute it to another worker process later.   

 

Figure 3.3 Architecture of RSSV on HPC 

 To run the RSSV on HPC we could submit the master process and each worker process as 

individual tasks to the job scheduling system. The sub-PMP queue and voting score queue could 

be hosted on the same node as the master process. Because there are M sub-PMPs the maximum 

number of concurrent worker processes is M. The worker processes only require a minimum 

amount of computing resource, such as 1 CPU core each. Therefore, the job scheduling system 

can start the allocation of the available computing resource within a significantly shorter waiting 
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time compared to a task that requests a large amount of resources all at once. Depending on the 

availability of computing resources, it is possible that not all worker processes will start at the 

same time. As we mentioned before, the high dynamic scalability of RSSV allows additional 

worker processes to join the effort of solving of sub-PMPs whenever they are available. 

3.4. Tests 

In this section, we report results of tests of the performance of RSSV. We designed two tests: the 

first test primarily focuses on solution quality and computation time, and the second test shows 

the flexibly of RSSV in terms of scaling up and down during the process. The second test also 

demonstrates the RSSV’s ability to shorten waiting time. All the tests were performed on the 

“Ocelote” HPC, which is hosted at the University of Arizona. Ocelote has a total of 336 nodes, 

each with 2 Xeon E5-2695 v3 CPUs (2.3 GHz, 14 cores per CPU).  

The largest PMP that has ever been tested in the literature is the BIRCH type 3 dataset. 

Different research groups have evaluated this dataset, and the best known result is that reported by 

Irawan and Salhi (2015) using demand points aggregation and variable neighborhood search 

(VNSA). We will compare the result generated by RSSV with the best-known solution generated 

by VNSA. The dataset contains 12 PMP problems of different sizes ranging from N=25,000 to 

89,600 and p=25 to 64. Points in each data set consist of x and y coordinates. Those points serve 

as both demand and candidate sites in the PMP. The distance between two points is calculated 

using the Euclidian distance metric. 

3.4.1. Size of sub-problems 
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As mentioned in Section 3.3.2, the size of sub-PMPs can influence the final solution quality. If a 

sub-PMP is large, the corresponding solution sub-PMP is more likely to resemble the optimal 

solution to the original problem. However, the time cost of solving such sub-PMPs will grow 

dramatically with the increase of problem size. Therefore, a proper problem size is essential to 

balance the solution quality and solution time. We compared the solution quality and solution 

time of sub-PMP problems of various sizes with the best-known solutions to find a proper sub-

PMP problem size. In particular, for a PMP, we generated random samples to form sub-PMPs of 

different sizes. For each sub-PMP, we solved the problem with TB. This solution was then 

evaluated using the original PMP, with the objective value obtained. We implemented the tests 

using the BIRCH dataset with N=25000, 36000, and 49000, and p25, 36, and 49, respectively. 

Each PMP was examined with different sample problem sizes, ranging from 100 to 1000. We 

repeated each sampling process 10 times to obtain the variation of solution quality and time.  

Figure 3.4 shows the solution time and solution quality of the random sub-PMPs. Each 

row corresponds to one original PMP. The left column shows the solution time in seconds, and 

the right column shows the solution quality, which is measured by the percentage difference 

between the objective value we obtained and the best-known value. In each subplot, the gray 

dots are the average solution time percentage difference, and the black vertical lines plot the 

range of solution time percentage difference.  

As shown in Figure 3.4, the quality of sub-PMP solutions improves with an increase in 

the sub-PMP problem size (n). However, the improvement levels off after n>800. When n=800, 

the solution generated by solving a random sub-PMP is only about 8% worse than the best-

known objective value. Further increasing n only slightly improves the solution quality. 
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Considering that time needed for solving sub-PMPs increases dramatically with n, we chose 

n=800 for constructing the sub-PMPs in our following tests.  

 

Figure 3.4 The solution time and solution quality for sub-PMPs. a. N=25000, p=25; b. N=36000, p=36; 

c. N=49000; p=49. 

3.4.2. The quality of solutions generated by RSSV 

 
a. 

 
b. 

 
c. 
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The number of candidate sites in each sub-PMP (𝑛) was set to 800, and the total number of sub-

PMPs in each test case (𝑀) was calculated using formula (3.7), which insures each candidate site 

will be included in the sub-PMPs five times on average. 𝑀 will be rounded up to its closest integer. 

 𝑀 = 5𝑁/𝑛 (3.7) 

Table 3.1 compares the results obtained using RSSV and VNSA. N is the number of 

candidate sites and p is the number of facilities to locate. In the “Objective Value” column we report 

the objective values generated by RSSV and VNSA, and the difference between them is shown in 

the “Diff” column. A negative value in the “Diff” column means RSSV outperformed VNSA and 

vice versa. The “Time” columns summarize the time consumed by the RSSV when using different 

numbers of CPUs. Because the master process starts and terminates the entire algorithm, the 

computing time for RSSV is calculated using the time span between the beginning and the ending 

of the master process. 

 Compared to VNSA, RSSV has an overall slightly better performance (0.07%) with 6 

solutions better and 3 solutions worse. For the remaining 3 test cases, RSSV and VNSA result in 

Table 3.1 Comparison between RSSV and VNSA 

 Objective Value Time (s) 

No. N p VNSA RSSV Diff (%) 20 CPUs 50 CPUs 100 CPUs 200 CPUs 

1 25,000 25 17696.2 17728.1 0.18% 200.5 124.4 92.1 73.1* 

2 36,000 36 27423.0 27472.4 0.18% 530.8 321.4 256.4 207.2 

3 49,000 49 44202.3 44202.3 0.00% 1682.0 995.4 806.6 641.9 

4 64,000 64 58902.3 58660.8 -0.41% 3129.9 1851.6 1367.3 1153.7 

5 30,000 25 21829.9 21781.9 -0.22% 239.9 139.2 106.8 81.4 

6 43,200 36 32339.4 32281.2 -0.18% 666.6 368.5 287.3 245.0 

7 58,800 49 50857.9 51020.6 0.32% 2107.6 1220.0 898.1 734.8 

8 76,800 64 66741.8 66741.8 0.00% 3797.6 2206.8 1693.9 1431.4 

9 35,000 25 24811.0 24694.4 -0.47% 275.8 169.3 132.8 119.3 

10 50,400 36 38102.7 38087.5 -0.04% 766.8 433.8 335.5 270.6 

11 68,600 49 61882.4 61882.4 0.00% 2277.2 1312.2 1028.8 875.5 

12 89,600 64 78777.5 78619.9 -0.20% 4365.0 2707.7 2013.2 1600.1 

Average     -0.07%     

*only 157 CPUs are used 
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the same objective values with at least one decimal place. For the 3 test cases, that RSSV generates 

worse solutions than VNSA, with two of them (test cases 1 and 2) having the smallest problem sizes 

of all. This might be a signal that RSSV outperforms VNSA when dealing with extremely large 

datasets. However, more tests and statistical analysis are needed to confirm this hypothesis. 

 Table 3.1 shows a clear trend that the more CPUs used, the less time needed to solve a PMP. 

In RSSV, the master process completes the calculation after all worker processes solve their sub-

PMPs. Therefore, the efficiency improvement is non-linear with an increase in the number of CPUs. 

Comparing to 20 CPUs, the use of 50, 100, and 200 CPUs has gained 1.7, 2.2, and 2.9 times 

efficiency improvement, on average. For Case 1 with N=25000 and p=25, there were only 157 sub-

PMPs. Therefore, although we requested 200 worker processes, only 157 of them were used with 

one worker process assigned to solve one sub-PMP. The remaining 43 worker processes terminated 

immediately after they started because no job was allocated.   

3.4.3. Scalability of RSSV  

We will show the dynamic scalability of RSSV by solving a randomly generated PMP with 

N=100,000 and p=100. To simulate the availability of computing resources, we first submitted the 

master process to the job scheduling system. Then every 5 minutes we submitted 20 additional 

worker processes to join the existing solving process. We submitted a total 200 worker processes 

in 45 minutes. All 200 worker processes were allowed to run for about 15 minutes, and then 50 

worker processes were randomly selected to terminate. About 15 minutes later, another 50 worker 

processes were terminated. The remaining 100 worker processes and the master processes finished 

the entire algorithm. The simulation of the increase in worker processes corresponds to the situation 
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that not all the required HPC computing resources are available at once, while the procedure of 

terminating worker processes mimics an unexpected incidence to HPC, such as power outages and 

node crashes. 

 The overall time needed to solve the PMP is about 107 minutes. Figure 3.5 shows the 

number of worker processes as a function of time. The horizontal axis is the running time in minutes, 

and the vertical axis is the number of worker processes involved. At minute 48, all 200 worker 

processes started to work together. The drops in worker processes at minutes 60 and 75 reflect the 

termination of 50 working processes at each time. At minute 94, the sub-PMP queue was empty, 

which means all sub-PMPs have been either solved by or assigned to worker processes. Between 

minutes 94 and 99, worker processes terminated after finishing their current jobs. At minute 99, all 

the worker processes were terminated, with all sub-PMPs solved. The remaining time was used for 

the master process to aggregate the results sent by worker processes and to solve the final PMP. 

This experiment shows that the algorithm is flexible enough to accommodate added or reduced 

computational resources dynamically.    

 

Figure 3.5 The number of worker processes running on HPC by time 
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To illustrate the improvement in waiting time, we submitted a different task that 

requested 7 full nodes from Ocelote HPC corresponding to 196 CPU cores in total. After waiting 

24 hours, no resource was allocated to start the process. During our previous experiment with the 

simulated problem, RSSV started with a request of minimal resources but increased to 200 CPU 

cores later (also see Figure 3.5). RSSV needed less than 2 hours to finish all computing, 

including waiting time. In this case, the waiting time of RSSV was almost negligible. As shown 

in Figure 3.5, about 12 worker processes started in the first minute after the submission of the 

tasks.  

3.5. Discussion and conclusion 

The RSSV algorithm has been designed specifically to solve the PMP on massively parallel 

computing infrastructures, such as HPC. When running in an HPC environment, RSSV can take 

the full advantage of hundreds of CPU cores. Theoretically, the RSSV algorithm can also be 

implemented on desktop computers or workstations with fewer concurrent processes. Although 

desktop computers have the multi-core structure and allow multiple processes to run concurrently, 

the number of CPU cores is limited. As a result, running RSSV on desktop computers or 

workstations might not be as efficient as existing algorithms, such as VNSA or genetic 

algorithms. 

 The original TB is efficient with a small number of candidate sites. For large-sized PMPs, 

TB is not applicable, not only because the interchange optimization process is time-consuming, 

but also because the data preprocessing work might already be unaffordable, as TB will calculate 

the pairwise distance between each pair of points. For example, when N=100,000 the calculation 
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of the distance matrix could take hours, and the distance matrix will take about 37 GB of storage 

space. Furthermore, TB will query the distance matrix frequently to get the closest facility site. 

Therefore, reducing the problem size should be the first step of solving the PMP on HPC. By 

solving random sub-PMPs systematically, RSSV can solve much larger PMP problems than can 

the original TB. Other existing PMP solution approaches can be used in RSSV to solve sub-

PMPs. However, whether and which one or which combination of multiple heuristics would give 

the best performance in the RSSV framework remains a future research direction.  

 The dynamic scalability of RSSV suggests that the algorithm can also be implemented on 

cloud computing platform. Cloud computing is one of the most popular platforms that facilitate 

massive parallel computing. Users could rent multiple computers from the cloud to run RSSV. 

The cost of running on the cloud depends on the computing time and amount of computing 

facilities used. Considering that RSSV is flexible in terms of the number of CPUs needed, and the 

ability to scale up and scale down while running without influencing the optimization procedure, 

RSSV is especially suitable for the dynamic pricing instances on clouds, such as the Spot Instance 

on Amazon Elastic Compute Cloud (EC2). According to Amazon, the Spot Instance can have as 

much as 90% discount compared to the regular price (Amazon, 2017). To reduce the cost of 

processes, RSSV can scale up and uses more computers on a cloud when the price of spot 

instance is low. 

 In general, RSSV is an algorithm with a number of significant advantages: first, it solves 

large-sized PMPs in a reasonable amount of time and can provide high-quality solutions; second, 

RSSV fits the massive parallel infrastructure on HPC and  can use a small amount of resources 

available on HPC when the HPC nodes are busy. By doing this, RSSV will not need to wait for a 
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long time to start the process. When more resources are available, RSSV can scale up smoothly to 

use more computing resources. RSSV can also scale down with no impact on the final solution.   
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CHAPTER 4 

CHOROPLETH MAPPING WITH UNCERTAINTY: A MAXIMUM LIKELIHOOD BASED 

CLASSIFICATION SCHEME  

4.1. Introduction 

Choropleth mapping is a powerful strategy to visualize area-based information, such as 

population density (Andrienko & Andrienko, 1999; Martin, 1989), crime rates (Morenoff & 

Sampson, 1997) and environmental risks (Lahr & Kooistra, 2010). Choropleth mapping has been 

widely used to present observations or statistical data using different colors, shadings, or patterns 

(MacEachren, 1995; Mak & Coulson, 1991; Plaisant, 2004). In addition to visualization, 

choropleth maps have been found useful for helping detect spatial patterns, hotspots, and 

abnormalities (Anselin, Syabri, & Kho, 2006; Getis & Ord, 1992).   

Choropleth mapping involves grouping areal units into a smaller number of classes for 

color/shade/pattern assignment. Maps using different classification schemes may lead to 

dramatically different results (Brewer, 1994; Brewer & Pickle, 2002; Goodchild & Dubuc, 

1987). Commercial GIS software packages have incorporated some commonly used 

classification methods, such as quantile, equal interval, and natural breaks. Among others, the 

natural breaks method is a widely used classification scheme that reduces the variance within 

classes (Jenks, 1963).  

In choropleth mapping, geographical data is often assumed to be certain; however, this 

may not be true in reality. Geographical data are often collected based on samples, and 
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uncertainty is inherent. For example, the widely used American Community Survey (ACS) data 

include sampling uncertainty through published “margin of error” (MOE) estimates. Choropleth 

maps have also been used to visualize statistical modeling results, such as those given by disease 

risk models. As these estimates often contain uncertainty, the design of mapping schemes should 

account for associated levels of confidence.  

Incorporating uncertainty into choropleth mapping is challenging. Two different 

strategies have been used. The first strategy generates two separate maps, with one for data and 

the other for the associated uncertainty (Brewer & Pickle, 2002; Leitner & Buttenfield, 2000; 

MacEachren, Brewer, & Pickle, 1998). The two maps could be overlaid using a combination of 

color and pattern symbols (Brewer & Pickle, 2002; MacEachren et al., 1998; MacEachren et al., 

2005; Roth, Woodruff, & Johnson, 2010). However, this bivariate mapping approach 

significantly adds to visual complexity requiring map readers to process two types of information 

simultaneously. The second strategy tries to incorporate data uncertainty into the classification 

scheme design. Recently, several methods have been examined (Koo, Chun, & Griffith, 2017; 

Sun, Wong, & Kronenfeld, 2015; Wei, Tong, & Phillips, 2017). These approaches explicitly 

incorporate data uncertainty into the process of the similarity/dissimilarity assessment when 

determining class breaks. However, limitations exist in widely applying these methods due to 

their strong assumption about the distribution of uncertainty and how they are used to quantify 

the variation among uncertain observations.   

This study provides a new classification scheme for choropleth mapping with uncertain 

data. Unlike existing methods, the new approach can be applied to map data with non-normally 
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distributed uncertainty. Algorithms are presented to solve the new classification problem. 

Applications and discussion are provided to help understand the classification process and 

highlight the linkages of the new classification scheme with the existing ones.  

4.2. Background 

Classification schemes for choropleth mapping have been extensively studied and reviewed in 

the literature (Brewer & Pickle, 2002; Evans, 1977; Jenks, 1963; Murray & Shyy, 2000). The 

common practice of a classification scheme design has been to group values into a fixed number 

of classes, and classification schemes differ mainly due to the criteria used to perform the 

grouping. For example, natural breaks (Jenks, 1963)—a widely used classification scheme—

determines class breaks so as to minimize overall within-class variability. As a result, the natural 

breaks method generates homogeneous groups in which data in the same class are more similar 

to each other than to data in other classes. Instead of a predefined number of breaks or classes, 

Tobler (1973) suggested a continuous coloring scheme wherein each value is mapped using a 

color with an intensity directly proportional to the value. Although no class breaks need to be 

determined, this approach may place a tremendous burden on readers to comprehend the 

information represented by many colors (Dobson, 1973).  

In recent years, there has been growing attention paid to choropleth mapping with 

uncertain data. Sun et al. (2015) proposed a between-class separability method to maximize the 

difference between neighboring classes. A separability index was introduced to evaluate the 

difference between two areal units considering data uncertainty. The separability of two classes 
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was then defined based on the minimum separability among all pairs of observations, with one 

drawn from each class. With p number of classes to be determined, the final classes were 

determined by (p-1) pairs of units that have the minimum separability scores, regardless of how 

similar/dissimilar were the other observations. As a result, this method can be very sensitive to 

outliers. Depending on the datasets, the classification scheme may group most of the units in one 

or two classes, with the outliers and extreme values forming most of the classes. As an 

improvement to this approach, Sun, Wong, and Kronenfeld (2017) added more constraints, 

balancing the number units included in each class and considering within-class variability. 

While incorporating data uncertainty, most choropleth classification approaches have 

focused on maximizing within-group homogeneity or minimizing within-group variation. The 

homogeneity evaluation involves the assessment of difference among data in the same class. 

When data are certain, the dissimilarity can be operationalized by computing the difference 

between data values. However, dissimilarity assessment for uncertain data is less 

straightforward. Wei et al. (2017) applied Bhattacharyya distance (Bhattacharyya, 1946) to 

characterize such dissimilarity, assuming data are normally distributed. We note that there exists 

a range of other types of distances, such as Mahalanobis distance, that can be applied to evaluate 

dissimilarity between distributions (De Maesschalck, Jouan-Rimbaud, & Massart, 2000). 

Assigning areal units into classes presents another challenge in choropleth mapping when 

data are uncertain. In the widely applied natural breaks method, class membership is determined 

based on a minimization of the overall within-group variation operationalized through an 

assessment of how different each data point is from the class mean. An approach based on the p-
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median problem (PMP)  has been explored in a few studies to assign class members (Murray & 

Shyy, 2000). Given a set of demand and candidate facility sites, the original PMP aims to 

identify a fixed number of facilities so that the total travel distance/cost between each demand to 

its closest facility is minimized. Applying the PMP to choropleth mapping would result in a 

minimization of the overall distance/dissimilarity of class members from the “central” member 

(“center”) in the same class. Replacing the travel cost in the original PMP with the 

Bhattacharyya distance, Wei et al. (2017) provided a median clustering problem-uncertainty 

(MCP-U) to conduct choropleth mapping. The use of the Bhattacharyya distance in the PMP 

may cause the “overlapping boundary” issue that has also been noted in Wei et al. (2017). 

However, there has been no detailed discussion on why and how such an issue may occur. We 

show an example below to provide some insights. 

Assume the uncertainty of each areal unit follows a normal distribution, and the two 

random variables representing areal units I and J are distributed as 𝐼~𝑁(𝜇𝑖,  𝜎𝑖
2)  

and 𝐽~𝑁(𝜇𝑗 ,  𝜎𝑗
2), respectively. The dissimilarity/difference of the two areal units are calculated 

using the Bhattacharyya distance (Bhattacharyya, 1946): 

 𝐷𝐵(𝐼, 𝐽) =
1

4

(𝜇𝑖 − 𝜇𝑗)
2

 𝜎𝑖
2 +  𝜎𝑗

2 +
1

4
ln (

1

4
(

 𝜎𝑖
2

 𝜎𝑗
2 +

 𝜎𝑗
2

 𝜎𝑖
2 + 2)) (4.1) 

Assume P and Q are two “centers” for two classes with 𝑃~𝑁(𝜇𝑃,  𝜎𝑃
2) and 𝑄~𝑁(𝜇𝑄 ,  𝜎𝑄

2),  

(𝜇𝑃 < 𝜇𝑄). R is an arbitrary areal unit with 𝑅~𝑁(𝜇, 𝜎2), 𝜇 ∈ [𝜇𝑃, 𝜇𝑄]. Define 𝑦 as the difference 

between 𝐷𝐵(𝑃, 𝑅) and 𝐷𝐵(𝑄, 𝑅): 
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 𝑦 = 𝐷𝐵(𝑃, 𝑅) − 𝐷𝐵(𝑄, 𝑅) (4.2) 

In the PMP model, demand sites are always assigned to the closest facility. Therefore, y is an 

indicator of assignment: if 𝑦 < 0, 𝑅 will be assigned to center 𝑃; if 𝑦 > 0, R will be assigned to 

center 𝑄. When 𝑦 = 0, R can be assigned to either 𝑃 or 𝑄. 

To better illustrate how y changes with 𝜇 and 𝜎, we fix P and 𝑄 with 𝑃~𝑁(0,1) and 

𝑄~𝑁(1,4). Figure 4.1 plots y with the changing of 𝜇 (the horizontal axis) and 𝜎 (the vertical 

axis). The line (𝑦 = 0) is the transition boundary: Areal units with 𝜇 and 𝜎 below the line will be 

assigned to P, and areal units above the line will be assigned to 𝑄. As a result, two observations 

shown in Figure 4.1, 𝑅1 and 𝑅2, will be assigned to centers P and Q, respectively. Although 

compared with 𝑅2, 𝑅1 has a larger observation according to its 𝜇. Therefore, it will be assigned 

to a class with a smaller center, resulting in overlapping boundaries between the two classes 𝑃 

and 𝑄. As shown in Figure 4.1, there may exist many similar pairs of observations that create 

overlapping boundary issues. This issue created by using the Bhattacharyya distance metric in 

the MCP-U model may not be minor, and the boundary adjustment heuristic provided by Wei et 

al. (2017) to ensure the non-overlapping boundaries could result in a solution far from the global 

optimum of the original PMP model. 
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Figure 4.1 An illustration of the overlapping class boundary issue in the MCP-U model 

The designing of choropleth mapping schemes has also been transformed into a shortest 

path problem on an acyclic network (Cromley, 1996). The network is constructed by treating 

each class as a linkage with a traversing cost equal to the within-class homogeneity and class 

breaks as nodes connecting linkages. Thus, identifying classes that have the minimal overall 

within-class variation is equivalent to finding the shortest path with the minimal travel cost along 

the network.  

Koo et al. (2017) compared the class separability measure (Sun & Wong, 2010) and the 

Bhattacharyya distance approaches and applied the shortest path approach to identify the best 

classes. Unlike the PMP-based model that measures the overall distance of data points to the 
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class median center, Koo et al. (2017) suggested using the maximum or sum of the pairwise 

distances as the measurement of within-class variation. We note that the shortest path approach 

imposes a crisp boundary requirement implicitly, as the end of the previous class serves as the 

beginning of the next class. As we mentioned previously, such a restriction may result in 

solutions that are not optimal if minimizing the overall Bhattacharyya distance is used to achieve 

the goal of maximal within-class homogeneity.  

In addition to the limitations of the existing approaches in assessing 

similarity/dissimilarity among uncertain data in choropleth mapping, the existing approaches 

assume a normal distribution for the uncertainty involved. According to the Central Limit 

Theorem, this might be fine for estimates based on large samples, as the sample mean will follow 

approximately a normal distribution. However, when samples are relatively small or uncertain—

such as in the case of rare disease incidents or small area observations (e.g., minority population 

counts at a fine resolution in ACS datasets)— attributes do not follow a normal distribution and 

the existing methods will not be applicable.  

4.3. Method 

The essential idea of choropleth mapping is to group geographic units into a small number of 

classes. Units in the same class are assigned with the same color or pattern and therefore appear 

the same to map readers. If we use a “representative” to characterize data in the same class, 

choropleth map design becomes a problem that seeks to identify the best class representative 

values and the associated class breaks so that geographic units in the same class are more 

“similar” to their corresponding class representatives. In this sense, the group mean in the Jenks 
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natural breaks method (Jenks & Caspall, 1971) can be treated as the “representative” value of 

each class against which the overall variability is measured. In the PMP approach, the “center” 

of each class serves as the class representative from which the “distance” is measured. In both 

approaches, the variability or distance from each class representative is minimized.  

Treating the attribute to be mapped as a random variable for each geographic unit, we 

seek to find the best classification schemes as well as the class representatives so that geographic 

units in the same class are more likely to have the same observation as the class representative. 

The classification will be performed using the maximum likelihood estimation (MLE) approach.  

4.3.1. Maximum likelihood estimation 

Assume there are n areal units and, due to uncertainty, the associated attribute to be mapped can 

be modeled as a random variable 𝑋𝑖 (𝑖 = 1, 2, . . . , 𝑛). The observed attribute values for the n 

areal units are then one realization of the joint distribution (𝑋1 , 𝑋2 … , 𝑋𝑛). Assume p (p ≤ n) 

number of classes are to be formed. For each class, we assume there exists a class representative 

x against which data within the class are to be compared. We order the 𝑛 areal units by their 

observed values (𝑎1 ≤ 𝑎2 ≤  … ≤ 𝑎𝑛). 

The probability of unit 𝑖 with an observed value of 𝑥 will then be: 

 𝑃(𝑋𝑖 = 𝑥)           𝑖 = 1, 2, … , 𝑛 (4.3) 

Assume a class that starts with 𝑘th areal unit and ends at 𝑘’th areal unit and the 

representative value of the class is 𝑥𝑘,𝑘′. The probability of unit 𝑖 having an observation of 𝑥𝑘,𝑘′ 
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is given by 𝑃(𝑋𝑖 = 𝑥𝑘,𝑘′). Assuming that 𝑋’s are independently distributed, the joint distribution 

of (𝑋𝑘 = 𝑥𝑘,𝑘′  , 𝑋𝑘+1 = 𝑥𝑘,𝑘′ , … , 𝑋𝑘′  = 𝑥𝑘,𝑘′  ) can be computed as: 

 ∏ 𝑃(𝑋𝑖 = 𝑥𝑘,𝑘′)

𝑘′

𝑖=𝑘

 (4.4) 

Assume that the larger end point of each of the p classes is denoted as 𝑘1, 𝑘2, … , 𝑘𝑝−1, 𝑛. 

Combining all the p classes, the probability of a unit having an observed value the same as the 

representative of the corresponding class can be calculated as: 

 𝐿 = ∏ 𝑃(𝑋𝑖 = 𝑥1,𝑘1
)

𝑘1

𝑖=1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘1+1,𝑘2
)

𝑘2

𝑖=𝑘1+1

∙ … ∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘𝑝−1+1,𝑛)

𝑛

𝑖=𝑘𝑝−1+1

 (4.5) 

Maximizing L will find all class representatives, 𝑥1,𝑘1
, 𝑥𝑘1+1,𝑘2

, … , 𝑥𝑘𝑝−1+1,𝑛, and the 

corresponding class breaks, 𝑘1, 𝑘2, … , 𝑘𝑝−1, so that data in each class are more similar to the 

corresponding class representative. 

The logarithm of L gives: 

 

𝑙 = log(𝐿) = ∑ ln (𝑃(𝑋𝑖 = 𝑥1,𝑘1
))

𝑘1

𝑖=1

+ ∑ ln (𝑃(𝑋𝑖 = 𝑥𝑘1+1,𝑘2
)) +

𝑘2

𝑖=𝑘1+1

…

+ ∑ ln (𝑃 (𝑋𝑖 = 𝑥𝑘𝑝−1+1,𝑛))

𝑛

𝑖=𝑘𝑝−1+1

 

(4.6) 

1.1. Normal distribution assumption 
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We will start with the normal distribution and then expand the method to more general scenarios. 

Assume random variable Xi follows a normal distribution: 

 𝑋𝑖~𝑁(𝑎𝑖, 𝜎𝑖
2) (4.7) 

and the continuous probability density function of 𝑋𝑖 is: 

 𝑓(𝑥𝑖) =  
1

𝜎𝑖√2𝜋
𝑒

−
(𝑥𝑖−𝑎𝑖)2

2𝜎𝑖
2

 (4.8) 

Then formula (4.6) can be expanded as: 

 

𝑙 = −
1

2
(∑

(𝑥1,𝑘1
− 𝑎𝑖)

2

𝜎𝑖
2

𝑘1

𝑖=1

+ ∑
(𝑥𝑘1+1,𝑘2

− 𝑎𝑖)
2

𝜎𝑖
2

𝑘2

𝑖=𝑘1+1

+ ⋯

+ ∑
(𝑥𝑘𝑝−1+1,𝑛 − 𝑎𝑖)

2

𝜎𝑖
2

𝑛

𝑖=𝑘𝑝−1+1

) + ∑ ln (
1

𝜎𝑖√2𝜋
)

𝑛

𝑖=1

 

(4.9) 

Maximizing 𝑙 is equivalent to minimizing the following function: 

 𝛺𝑛,𝑝 = ∑
(𝑥1,𝑘1

− 𝑎𝑖)
2

𝜎𝑖
2

𝑘1

𝑖=1

+ ∑
(𝑥𝑘1+1,𝑘2

− 𝑎𝑖)
2

𝜎𝑖
2

𝑘2

𝑖=𝑘1+1

+ ⋯ + ∑
(𝑥𝑘𝑝−1+1,𝑛 − 𝑎𝑖)

2

𝜎𝑖
2

𝑛

𝑖=𝑘𝑝−1+1

 (4.10) 

All 𝑥1,𝑘1
, 𝑥𝑘1+1,𝑘2

, … , 𝑥𝑘𝑝−1+1,𝑛 and 𝑘1, 𝑘2, … , 𝑘𝑝−1 in formula (4.10) are decision variables that 

need to be determined. The problem is non-linear. In the next section, a two-stage optimization 

method is introduced to solve this problem effectively.    
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4.3.2. A two-stage optimization method 

Stage 1: Problem decomposition 

Although minimizing (4.10) directly is difficult, we can decompose the problem and work on the 

sub-problems first.  

For one class with members indexed 𝑘 to 𝑘’ (𝑘 ≤ 𝑘′), we set: 

 𝜔𝑘,𝑘′ = ∑
(𝑥𝑘,𝑘′ − 𝑎𝑖)

2

𝜎𝑖
2

𝑘′

𝑖=𝑘

 (4.11) 

Formula (4.10) can be computed as the summation of a sequence of 𝜔𝑘,𝑘′: 

 𝛺𝑛,𝑝 = 𝜔1,𝑘1
+ 𝜔𝑘1+1,𝑘2

+ ⋯ + 𝜔𝑘𝑝−1+1,𝑛 (4.12) 

Note that formula (4.11) is continuous and has only one of decision variable 𝑥𝑘,𝑘′. Therefore, to 

minimize 𝜔𝑘,𝑘′ we can set the first derivative of 𝜔𝑘,𝑘′ to 0 to derive 𝑥𝑘,𝑘′: 

 𝑥𝑘,𝑘′ =

∑
𝑎𝑖

𝜎𝑖
2

𝑘′

𝑖=𝑘

∑
1

𝜎𝑖
2

𝑘′

𝑖=𝑘

 (4.13) 

Through an enumeration of all the possible combinations of k and 𝑘′ (1 ≤ 𝑘 ≤ 𝑘′ ≤ 𝑛), we can 

obtain the corresponding 𝑥𝑘,𝑘′and 𝜔𝑘,𝑘′.  

Stage 2: Class break optimization 
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Linear programming (LP) method 

Given all the possible 𝜔𝑘,𝑘′ calculated in Stage 1, the process of minimizing formula (4.12) 

becomes a set partitioning problem (Balas & Padberg, 1976): find p number of 𝜔𝑘,𝑘′ with the 

smallest summation subject to the constraints that all the geographic units are included and each 

unit can be included in only one map class. This set partitioning problem can be formulated as 

follows: 

Minimize ∑ ∑ 𝐶𝑘,𝑘′ ∙ 𝜔𝑘,𝑘′

𝑛

𝑘′=𝑘

𝑛

𝑘=1

 (4.14) 

Subject to 

 ∑ ∑ 𝐶𝑘,𝑘′ ∗ 𝑠𝑖,𝑘,𝑘′

𝑛

𝑘′=𝑘

𝑛

𝑘=1

= 1     ∀𝑖 = 1,2, … , 𝑛 (4.15) 

 ∑ ∑ 𝐶𝑘,𝑘′

𝑛

𝑘′=𝑘

𝑛

𝑘=1

= 𝑝 (4.16) 

 𝐶𝑘,𝑘′ ∈ {0,1}         ∀ 1 ≤ 𝑘 ≤ 𝑘′ ≤ 𝑛                (4.17) 

Here, 𝑠𝑖,𝑘,𝑘′ is the indicator that determines if a geographic unit i is contained in the class 

indexed from 𝑘 to 𝑘’: 
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 𝑠𝑖,𝑘,𝑘′ = {
1  𝑘 ≤ 𝑖 ≤ 𝑘′ 
0  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 

 (4.18) 

The decision variable 𝐶𝑘,𝑘′ indicates if a class with members indexed from k to k’ is chosen: 

 𝐶𝑘,𝑘′ = {
1  𝑐𝑙𝑎𝑠𝑠 𝑓𝑟𝑜𝑚 𝑘 𝑡𝑜 𝑘′ 𝑖𝑠 𝑠𝑒𝑙𝑒𝑐𝑡𝑒𝑑 
 
0

 
 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 

 (4.19) 

In this LP model, constraints (4.15) ensure that every unit is selected for one and only one class, 

and constraint (4.16) specifies p number of classes to be created.  

This method will be useful for mapping small data sets in which only a small number of 

geographic units are to be mapped. However, it presents a great computational challenge for 

mapping large datasets. For example, mapping a county-level dataset in the US would involve 

solving an LP problem with more than 13 billion 𝑠𝑖,𝑘,𝑘′ variables! 

Alternatively, the problem can be formulated as a shortest path problem on an acyclic 

network (Cromley, 1996). Figure 4.2 shows an example of a fully connected acyclic network 

with circles representing attribute values (indexed from 1 to n) to be mapped and squares the 

possible class breaks. A breaking point (square) exists between two consecutive circles, as well 

as before the first and after the last circle. In the network, connection (linkage) only occurs from 

lower numbered square nodes to higher numbered ones. The breaking points (squares) are 

indexed from 0 to 𝑛. As a result, the class with breaking points indexed 𝑘 − 1 and 𝑘’ covers the 

areal units indexed from 𝑘 to 𝑘’. If we assign the class covering members indexed from k to k’ 

with the traverse cost of 𝜔𝑘,𝑘′, optimizing (14) is equivalent to identifying the shortest path with 
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p edges from the first square node to the last square node. The selected network will 

automatically satisfy the requirement that all map units be included in one and only one map 

class.  

 

Figure 4.2 An example of an acyclic network having six nodes that represent the class breaks for a data 

set of five points. 

 

The shortest path model can be formulated as follows: 

Minimize: ∑ ∑ 𝐷𝑘,𝑘′𝜔𝑘,𝑘′

𝑛

𝑘′=𝑘

𝑛

𝑘=1

 (4.20) 

Subject to: 

 ∑ 𝐷1,𝑘

𝑛

𝑘=1

= 1 (4.21) 

0 1 4 5 2 3 1 2 3 4 5 

 

 

Geographic units indexed from 1 to n 

Class breaks indexed from 0 to n 
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 ∑ 𝐷𝑘,𝑛

𝑛

𝑘=1

= 1 (4.22) 

 ∑ 𝐷𝑖,𝑘

𝑘

𝑖=1

= ∑ 𝐷𝑘+1,𝑖

𝑛

𝑖=𝑘+1

         ∀𝑘 = 2, 3, … , n − 1 (4.23) 

 ∑ ∑ 𝐷𝑘,𝑘′ ∙ 𝜔𝑘,𝑘′

𝑛

𝑘′=𝑘

𝑛

𝑘=1

= 𝑝 (4.24) 

 𝐷𝑘,𝑘′ ∈ {0,1}               ∀ 1 ≤ 𝑘 ≤ 𝑘′ ≤ 𝑛   (4.25) 

Here, 𝐷𝑘,𝑘′ indicates if the edge between break k−1 and break k’ is part of the shortest path: 

 𝐷𝑘,𝑘′ = {
1

𝑡ℎ𝑒 𝑒𝑑𝑔𝑒 𝑓𝑟𝑜𝑚 𝑐𝑙𝑎𝑠𝑠 𝑏𝑟𝑒𝑎𝑘 𝑘 − 1 𝑡𝑜

𝑏𝑟𝑒𝑎𝑘 𝑘′𝑖𝑠 𝑝𝑎𝑟𝑡 𝑜𝑓 𝑡ℎ𝑒 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡 𝑝𝑎𝑡ℎ
  

 
0

 
 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒 

 (4.26) 

Constraints (4.21) and (4.22) specify that for the starting and ending nodes there is one and only 

one outgoing edge and one and only one incoming edge, respectively. Constraints (4.23) ensure 

that for intermediate nodes the number of the incoming edges equals the number of outgoing 

edges. Constraint (4.24) gives a total of p edges to form the shortest path, each corresponding to 

a class in the choropleth map. Unlike the set partitioning model that needs an explicit assignment 

between a unit and a class, this approach automatically assigns a geographic unit in the range of 

𝑘 through 𝑘′ to the edge 𝐷𝑘,𝑘′. This reduces the problem size significantly. Compared to the set 
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partitioning problem, the shortest path model is a superior approach for solving the map 

classification problem. 

Dynamic programming  

Solving LP models relies on existing software packages, such as CPLEX. A practical and easy-

to-implement optimization method that does not need to rely on existing optimization software is 

dynamic programming (DP). DP solves a complex problem by decomposing it into overlapping 

subproblems.  

The map classification problem introduced in this study can be solved by DP. The 

dynamic programming equation is: 

 Ω𝑖,𝑗 = min {Ω
𝑘𝑗

(𝐹)
−1,𝑗−1

+ 𝜔
𝑘𝑗

(𝐹)
,𝑖

}        ∀𝑘𝑗
(𝐹)

= 𝑗 … 𝑖 (4.27) 

 Ω𝑖,1 = 𝜔1,𝑖 (4.28) 

Here Ω𝑖,𝑗 is the optimum for the problem with first i areal units and 𝑗 (𝑗 ≤ 𝑝) classes. 𝛺𝑛,𝑝 is the 

optimal solution that classifies all n areal units into p classes. 𝑘𝑗
(𝐹)

 is the index of the first areal 

unit in the 𝑗𝑡ℎ class. Assume we classify i units into j classes. The minimum value of 𝑘𝑗
(𝐹)

 is j 

when there is only one areal unit in each of the previous 𝑗 − 1 classes, and 𝑘𝑗
(𝐹)

 has a maximum 

value i when there is one areal unit in the 𝑗𝑡ℎ class.  
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The idea of DP is that every optimal solution Ω𝑖,𝑗 can be partitioned into two parts (also 

see formula (4.27)).The first part, Ω
𝑘𝑗

(𝐹)
−1,𝑗−1

, is a sub-problem of the original problem, which 

seeks the best way to classify 𝑘𝑗
(𝐹)

− 1 units into 𝑗 − 1 classes. The second part, 𝜔
𝑘𝑗

(𝐹)
,𝑖
, concerns 

the last map class. Formula (4.28) provides the boundary condition: When classifying all i areal 

units into one class, the objective value is 𝜔1,𝑖. With (4.27) and (4.28), Ω𝑛,𝑝 could be solved 

recursively. For example, Ω𝑖,2 can be calculated based on Ω𝑖,1 since Ω𝑖,1 is known.  Ω𝑖,3 can be 

calculated after all Ω𝑖,2 are obtained, and so on. The time complexity for the DP process is 

𝑂(𝑛2).  

Heuristic 

For both the LP method and the DP method, all 𝜔𝑘,𝑘′ and 𝑥𝑘,𝑘′ need to be calculated beforehand, 

which can be time-consuming when a large number of combinations need to be enumerated. For 

example, for U.S. county-level demographic data about 5 million 𝜔𝑘,𝑘′ and 𝑥𝑘,𝑘′ need to be 

calculated before carrying out the optimization process. To reduce the computation time, we 

developed an interchange heuristic that may require computing a much smaller number of 𝜔𝑘,𝑘′ 

and 𝑥𝑘,𝑘′. This heuristic does not pre-calculate all 𝜔𝑘,𝑘′; it only computes those that are 

necessary. The algorithm improves the solution gradually by changing the position of one class 

break at a time. The heuristic details are given as follows: 
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Randomly initialize a solution vector 𝑆 = (𝑘1, 𝑘2, … , 𝑘𝑝−1) with 1 ≤ 𝑘1 <  𝑘2 <, … , <

𝑘𝑝−1 ≤ 𝑛 where 𝑘𝑗 (j=1, 2, …, p-1) is the index of the last element of the jth class. Calculate the 

current objective value Ω𝑛,𝑝. Define 𝑇𝑧 as an array of 2p-2 vectors: 

 𝑇𝑧 = {
𝑡ℎ𝑒 

𝑧 + 1

2
𝑡ℎ 𝑒𝑙𝑒𝑚𝑒𝑛𝑡 𝑖𝑠 1, 𝑜𝑡ℎ𝑒𝑟𝑠 𝑎𝑟𝑒 0 𝑓𝑜𝑟 𝑜𝑑𝑑 𝑧

𝑡ℎ𝑒 
𝑧

2
𝑡ℎ 𝑒𝑙𝑒𝑚𝑒𝑛𝑡 𝑖𝑠 − 1, 𝑜𝑡ℎ𝑒𝑟𝑠 𝑎𝑟𝑒 0 𝑓𝑜𝑟 𝑒𝑣𝑒𝑛 𝑧

   1 ≤ 𝑧 ≤ 2𝑝 − 2 (4.29) 

Adding  𝑇𝑧 to the current solution, S, will shift the break between a pair of consecutive classes.  

Figure 4.3 shows an example of classifying six units into four classes. Formula (4.29) 

gives  𝑇3 = (0, 1, 0). Adding 𝑇3 to the current solution, 𝑆 = (1, 3, 5), shifts the second class break 

from between the second and the third classes to one position to the right. As a result, unit 4will 

move from the third to the second class. 

 

Figure 4.3 An illustration of the 𝑇𝑧 operator 

The heuristic starts with z=1 and iterates through the following steps: 

Step 1. Generate a new solution 𝑆′ = 𝑆 + 𝑇𝑧; 

Step 2. If 𝑆′ is a feasible classification scheme, then obtain the objective value Ω𝑛,𝑝
′ ; 

otherwise, go to Step 4; 
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Step 3. If Ω𝑛,𝑝
′ <Ω𝑛,𝑝, let 𝑆 = 𝑆′ and Ω𝑛,𝑝 = Ω𝑛,𝑝

′ ; 

Step 4. Increase 𝑧 by 1. If 𝑧 > 2𝑝 − 2, reset 𝑧 to 1. 

The process terminates if no better solution 𝑆′ can be found within (2p-2) consecutive iterations. 

The current solution 𝑆 is the best map classification scheme found.  

4.3.3. Other distributions 

The method provided above can be extended to problems where uncertainty follows a non-

normal distribution. For these problems, the likelihood function (6) remains. The difference lies 

in the calculation of 𝑥𝑘,𝑘′ and 𝜔𝑘,𝑘′. For example, if uncertainty follows a Poisson distribution, a 

binomial distribution, or a negative binomial distribution that is defined in a limited discrete 

domain the most straightforward way to find the optimal 𝑥𝑘,𝑘′ is through an enumeration of all 

the possible integer values within the class range. 

If uncertainty follows a Weibull distribution, a gamma distribution or an F-distribution 

that is defined in a continuous domain and the distribution function is differentiable 𝑥𝑘,𝑘′ 

and  𝜔𝑘,𝑘′ can be calculated using a numerical method, such as the Newton-Raphson algorithm 

(Ypma, 1995). Unlike in the case of normal distributions, the analytical solution of 𝑥𝑘,𝑘′ may be 

more difficult to derive.  

4.4. Application 
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In this section we will apply the MLE-based classification method to map two sets of data: one 

for U.S. median household income and one for foreign-born American citizens. Both sets were 

extracted from ACS 2014 five-year data at the county level. Along with the estimated values for 

each variable, ACS provides the MOE, which gives the 90% confidence interval of the variable.  

All tests were performed on a desktop computer with Intel Core i7 4790k CPU and 16GB 

memory. We programmed in C# the calculation of 𝑥𝑘,𝑘′ and 𝜔𝑘,𝑘′, the DP method and the 

interchange heuristic method. We used CPLEX 12.6.2 to solve the LP models. 

4.4.1. Mapping the median household income with normally distributed uncertainty 

We first applied our method to map US median household income at the county level. For 

normally distributed data, the MOE at a 90% confidence level can be used to compute the 

standard deviation of the normal distribution (σ): 

 𝜎 =
𝑀𝑂𝐸

1.645
 (4.30) 

Figure 4.4 shows choropleth maps of U.S. median household income using: (a) the new 

approach, (b) Jenks’ natural breaks, (c) quantiles, and (d) equal intervals. Numbers in the 

brackets in Figure 4.4a are the representative values of the corresponding classes. We also 

calculated the 𝛺 for the other three methods. The MLE-based method has the smallest (𝛺 =

37339.6) compared with natural breaks (𝛺 = 39103.1), quantiles (𝛺 = 107987.7) and equal 

intervals (𝛺 = 80809.3). 
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Figure 4.4 Choropleth maps of median household income in the contiguous counties of the US using 

different methods to derive intervals 

Figure 4.5 compares the choropleth maps of the median household income distribution 

created by the MLE based method and the other three methods. In Figure 4.4 if we number all 

the five classes from class 1 to class 5 , Figure 4.5 shows for each county the class assignment 

comparison between  natural breaks, quantiles, and equal interval methods and the MLE based 

method. In the figure, negative values indicate that the corresponding method classifies the 

associated counties into a lower class than that given by the MLE based method, and vise versa. 

Zeros are counties where the class group assignemnt is the same as that given by the MLE based 

method. The comparison result shows that the natural break method classifies 12% counties (375 
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out of 3108) to a higher class and 0.3% counties (7 out of 3108) to a lower class. Quantile 

method classifies 64.7% counties (2012 out of 3108) to a higher class. Equal interval method 

classifies 38.7% counties (1204 out of 3108) to a lower class. 

 
Figure 4.5 Comparison between the MLE based method and the other three methods for mapping the 

median household income distribution in the contiguous counties of the US 

For this dataset, we also tested the performance of the shortest path LP model, the DP 

method, and the interchange heuristic. We didn’t test the set partitioning LP model because the 

problem is too large to be solved for this dataset. Although the interchange heuristic does not 

guarantee the optimal solution, the solution given by the interchange heuristic is the same 

solution as those given by the two exact approaches and, therefore, it is optimal in this case. In 
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terms of computation time, however, the interchange heuristic required only 2.03 seconds, 

significantly faster than that needed by the other two methods (235.5s for the shortest path LP 

model and 212.7s for DP).  

4.4.2. Mapping the distribution of U.S. foreign-born American citizens with binomially 

distributed uncertainty 

While the Central Limit Theorem says that sample means approximate the normal distribution 

when large samples are used, such an approximation fails when small samples are available for 

rare events. For example, the five-year 2014 ACS data for Palo Alto County in Iowa show there 

to be 10 foreign-born American citizens with a MOE =12. If the foreign-born American citizen 

population follows a normal distribution, there is an 8.5% chance that the population is actually 

negative, which is not applicable in reality. In addition, unlike income data, population can only 

take on integer values. Oftentimes binomial distributions are better for describing such 

phenomena.  

Let us assume that the phenomenon follows a binomial distribution 𝑋𝑖~𝐵(𝑁𝑖, 𝑟𝑖) where 

𝑁𝑖 is the total population in a county and 𝑟𝑖 is the probability of being a foreign-born American 

citizen. Given the 90% confidence interval (𝑎𝑖 − 𝑀𝑂𝐸𝑖, 𝑎𝑖 + 𝑀𝑂𝐸𝑖) where 𝑎𝑖 is the observed 

value of 𝑋𝑖, the 𝑟𝑖 can be calculated by solving the following equation: 

 Pr(𝑎𝑖 − 𝑀𝑂𝐸𝑖 ≤ 𝑋𝑖 ≤ 𝑎𝑖 + 𝑀𝑂𝐸𝑖) =  ∑ (
𝑁𝑖

𝑡
) 𝑟𝑖

𝑡(1 − 𝑟𝑖)
𝑁𝑖−𝑡

𝑎𝑖+𝑀𝑂𝐸𝑖

𝑡=𝑎𝑖−𝑀𝑂𝐸𝑖

= 90% (4.31) 

With 𝑟𝑖, 𝜔𝑘,𝑘′ becomes: 
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 𝜔𝑘,𝑘′ = − ∑ (𝑙𝑛 (
𝑁𝑖

𝑥𝑘,𝑘′
) + 𝑥𝑘,𝑘′𝑙𝑛𝑟𝑖 + (𝑁𝑖 − 𝑥𝑘,𝑘′) ln(1 − 𝑟𝑖))

𝑘′

𝑖=𝑘

 (4.32) 

Since 𝑥𝑘,𝑘′ can only be integers, the minimum value of 𝜔𝑘,𝑘′ can be derived by enumerating all 

possible 𝑥𝑘,𝑘′. 

Figure 4.6 shows five choropleth maps mapping the numbers of foreign-born American 

citizens in Iowa counties, each with a different interval classification method. In the first four 

maps, the MLE-based method has the smallest 𝛺 (1182.2) of all four methods, which is 63.0% 

smaller than that given by natural breaks (𝛺 = 3192.4), 88.2% smaller than with quantiles (𝛺 =

10045.5) and 87.3% smaller than equal intervals (𝛺 = 9357.5). The last map (bottom left) 

assumes the distribution of uncertainty is normal. The representative values given are decimal 

numbers, which violates the integer nature of count data. 

Similar to Figure 4.5, Figure 4.7 compares the result of mapping foreign-born American 

citizens in Iowa counties using the MLE based method and the other three methods. The color 

scheme is the same as Figure 4.5. Compared to th the MLE based method, the natural breaks 

method classifies 2% counties ( 2 out of 99) into a lower class, the quantile method assigns 

78.8% counties (78 out of 99) into a higher class, and the equal interval method allocates 36.4% 

counties (36 out of 99) into a lower class. If we assume the distribution of foreign-born 

American citizen population followed a normal distribution, 39.4% counties (39 out of 99) 

would be assigned into a higher class. 
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Figure 4.6 Choropleth maps of the number of foreign-born American citizens in Iowa counties using 

different methods to derive class intervals 
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Figure 4.7 Comparison between the MLE based method and other three methods for mapping foreign-

born American citizens in Iowa counties 

4.5. Discussion 

If the data uncertainty is normally distributed with the same variance: 

 𝑋𝑖~𝑁(𝑎𝑖, 𝜎2) (4.33) 

formula (4.10) can be further simplified as: 
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𝛺𝑛,𝑝 =
1

𝜎2
(∑(𝑥1,𝑘1

− 𝑎𝑖)
2

𝑘1

𝑖=1

+ ∑ (𝑥𝑘1+1,𝑘2
− 𝑎𝑖)

2

𝑘2

𝑖=𝑘1+1

+ ⋯

+ ∑ (𝑥𝑘𝑝−1+1,𝑛 − 𝑎𝑖)
2

𝑛

𝑖=𝑘𝑝−1+1

) 

(4.34) 

For the class with members indexed from k to k’, the  𝑥𝑘,𝑘′ that minimizes 𝜔𝑘,𝑘′ can be derived 

as: 

 𝑥𝑘,𝑘′ =
∑ 𝑎𝑖

𝑘′

𝑖=𝑘

𝑘′ − 𝑘 + 1
 (4.35) 

The value of 𝑥𝑘,𝑘′ is irrelevant to 𝜎 and is simply the mean of members included in the 

corresponding map class. Note that the objective of Jenks’ natural breaks method is to minimize 

the total within-class variation, which is the same as formula (4.34) if the constant scale factor, 

1/𝜎2 , is removed. Jenks’ natural breaks is a special case of our new method when the 

uncertainty is normally distributed and variances are the same for all areal units.  

Under the normal distribution assumption, let us treat 𝑥𝑘,𝑘′ as the “center” of a class and 

measure the distance between unit i and the class center using: 

 𝑑𝑖,𝑘,𝑘′ =
(𝑥𝑘,𝑘′ − 𝑎𝑖)

2

𝜎𝑖
2

 (4.36) 

Minimizing formula (4.10) is equivalent to minimizing the sum of the distances between all units 

and their “center.” To some extent, this is similar to the idea of the PMP approach (Murray & 
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Shyy, 2000; Wei & Grubesic, 2017; Wei et al., 2017). The difference is that we allow the 

“center” to be any value within the range of the class, while the PMP approach allows only 

values observed in the class to be the center.  

We note that formula (4.10) enforces the non-overlapping boundary constraint through 

the ordering mechanism applied to all the indices. As we mentioned earlier this may be 

problematic for some approaches as it may compromise the objective of the original problem. 

We provide the following two theorems (see Appendix 4-I for the proof) that the non-

overlapping boundary constraint will be automatically satisfied in our approach under the normal 

distribution assumption.  

Theorem 1.1: Consider the boundary areal unit  𝑋𝑘 between two consecutive classes (𝑋𝑘1
, 𝑋𝑘) 

and (𝑋𝑘+1, 𝑋𝑘2
), and 𝑋𝑘 is the last element of the first class. For any areal units 𝑋𝑖 for 

which 𝑥𝑘1,𝑘 ≤ 𝑎𝑖 ≤ 𝑎𝑘 ≤ 𝑥𝑘+1,𝑘2
, there is a value 𝑑𝑖,𝑘1,𝑘 ≤ 𝑑𝑖,𝑘+1,𝑘2

 with 𝑑 defined in (36).  

Theorem 1.2: For the boundary areal unit 𝑋𝑘+1 between two consecutive classes (𝑋𝑘1
, 𝑋𝑘) and 

(𝑋𝑘+1, 𝑋𝑘2
), and 𝑋𝑘+1 is the first element of the second class. For any areal units 𝑋𝑖 for 

which 𝑎𝑘 ≤ 𝑎𝑖 ≤ 𝑥𝑘+1,𝑘2
, there is a value 𝑑𝑖,𝑘1,𝑘 ≥ 𝑑𝑖,𝑘+1,𝑘2

 with 𝑑 defined in (36);  

Theorems 1.1 and 1.2 show that if uncertainty is normally distributed our approach 

assigns each unit to its closest representative value according to the distance measurement 𝑑𝑖,𝑘,𝑘′ 

without creating overlapping boundaries. Theorems 1.1 and 1.2 show that the implicit 

assumption we made in our approach is legitimate. This is advantageous compared to the 

methods that use the Bhattacharyya distance to assess similarity/dissimilarity of two normal 
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distributions (Koo et al., 2017; Wei & Grubesic, 2017; Wei et al., 2017). In those methods, it is 

likely that the maximum within-class homogeneity and the non-overlapping of class boundaries 

cannot both be achieved. Theorems 1.1 and 1.2 also hold for some other distributions—including 

the Poisson, the binomial and the negative binomial—but not for others, such as a bimodal 

distribution.  

Finally, as we mentioned before, one advantage of using the interchange heuristic is that 

the time for calculating 𝜔𝑘,𝑘′ and 𝑥𝑘,𝑘′ is significantly less than in the LP and DP methods, 

which require the enumeration of all 𝜔𝑘,𝑘′ and 𝑥𝑘,𝑘′. For county-level data in the US 

enumerating all 𝜔𝑘,𝑘′ and 𝑥𝑘,𝑘′ values could take a few minutes with modern computers, which 

might be acceptable as an optimization problem. However, in GIS, it is always preferable if users 

can get an instant response when requesting an operation.  

4.6. Conclusion 

This chapter presented a new approach to choropleth map classification that assumes the data to 

be mapped contain uncertainty. In contrast to existing approaches that measure 

variation/distance/dissimilarity directly, we aim to find a representative value in each class given 

that units in the same class are assigned with the same color/pattern in a choropleth map. We 

developed a maximum likelihood based method to achieve the goal and proposed three different 

methods to solve the optimization problem, including linear programming, dynamic 

programming and an interchange heuristic. While previous approaches assume the normal 

distribution of uncertainty, our approach can be applied to some other distributions.  
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We also showed the linkage of the new approach with some existing approaches, 

including Jenks natural breaks and the PMP-based approach. We showed that when uncertainty 

follows a normal distribution or certain other types of distributions, the new approach creates 

non-overlapping classes while achieving the maximal within-class homogeneity.  
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Appendix 4-I 

Here we show that the new approach creates non-overlapping-boundary classes when the 

distribution of uncertainty is normal.  

Consider (𝑋𝑘1
, 𝑋𝑘) and (𝑋𝑘+1, 𝑋𝑘2

) are the two classes included in the best classification 

scheme. We have  

 

∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘)

𝑘

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘+1,𝑘2
)

𝑘2

𝑖=𝑘+1

≥ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘−1)

𝑘−1

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘,𝑘2
)

𝑘2

𝑖=𝑘

 

(4.37) 

On the right-hand side of formula (4.37), 𝑥𝑘1,𝑘−1 and 𝑥𝑘,𝑘2
 are the best representative 

values that maximize the likelihood when a class break is placed between the (k-1)th and kth areal 

units. Therefore, if we replace the representative values in these two classes by 𝑥𝑘1,𝑘 and 

𝑥𝑘+1,𝑘2
, respectively, we have 

 

∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘−1)

𝑘−1

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘,𝑘2
)

𝑘2

𝑖=𝑘

≥ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘)

𝑘−1

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘+1,𝑘2
)

𝑘2

𝑖=𝑘

 

(4.38) 

Combining (4.37) and (4.38) we have 
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∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘)

𝑘

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘+1,𝑘2
)

𝑘2

𝑖=𝑘+1

≥ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘1,𝑘)

𝑘−1

𝑖=𝑘1

∙ ∏ 𝑃(𝑋𝑖 = 𝑥𝑘+1,𝑘2
)

𝑘2

𝑖=𝑘

 

(4.39) 

Formula (4.39) can be simplified by removing the common element on both side: 

 𝑃(𝑋𝑘 = 𝑥𝑘1,𝑘) ≥ 𝑃(𝑋𝑘 = 𝑥𝑘1+1,𝑘2
) (4.40) 

Since 𝑋𝑖~𝑁(𝑎𝑖, 𝜎𝑖
2), we have 

 
1

𝜎𝑘√2𝜋
𝑒

−
(𝑥𝑘1,𝑘−𝑎𝑘)2

2𝜎𝑘
2 ≥

1

𝜎𝑘√2𝜋
𝑒

−
(𝑥𝑘1+1,𝑘2−𝑎𝑘)2

2𝜎𝑘
2

 (4.41) 

This becomes  

 (𝑥𝑘1,𝑘 − 𝑎𝑘)2 ≤ (𝑥𝑘1+1,𝑘2
− 𝑎𝑘)2 (4.42) 

Since 𝑥𝑘1,𝑘 ≤ 𝑎𝑖 ≤ 𝑎𝑘 ≤ 𝑥𝑘+1,𝑘2
, therefore,  

 (𝑥𝑘1,𝑘 − 𝑎𝑖)
2 ≤ (𝑥𝑘1,𝑘 − 𝑎𝑘)

2
≤ (𝑥𝑘1+1,𝑘2

− 𝑎𝑘)
2

≤ (𝑥𝑘1+1,𝑘2
− 𝑎𝑖)

2 (4.43) 

Since 
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 𝑑𝑖,𝑘,𝑘′ =
(𝑥𝑘,𝑘′ − 𝑎𝑖)

2

𝜎𝑖
2

 (4.44) 

therefore, 

 𝑑𝑖,𝑘1,𝑘 =
(𝑥𝑘1,𝑘 − 𝑎𝑖)

2

𝜎𝑖
2

≤
(𝑥𝑘1+1,𝑘2

− 𝑎𝑖)
2

𝜎𝑖
2

= 𝑑𝑖,𝑘1+1,𝑘2
 (4.45) 

Theorem 1.2 can be proved similarly. 
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CHAPTER 5 

CONCLUSIONS 

5.1. Summary 

This research focused on the development of novel geocomputational approaches to improve the 

effectiveness and efficiency of solving the PMP. A new method was developed to incorporate 

the spatial context into the optimization process. To take advantage of a HPC environment,  an 

innovative algorithm was designed to fit the massively parallel computing environment of HPC 

for solving large-sized PMPs. Recently, PMP based approaches have been used to conduct 

choropleth mapping with uncertainty. In this research, a new approach was proposed to address 

some of the issues associated with existing methods. 

This research provided an STB algorithm, which improves the traditional TB algorithm 

by considering the distribution of demand sites in the PMP. Candidate sites are ranked based on 

the density of the demand they serve. A candidate site serving more demand will be prioritized to 

be searched in TB. The prioritization procedure assumes that, in the PMP, the optimal locations 

are more likely located near the area with a high density of demand. Tests with both simulated 

and real-life data show that STB has a statistically significant improvement over the original TB 

algorithm, regarding solution quality and solution time. 

Solving the PMP in a HPC environment presents a great opportunity to improve solution 

effectiveness and efficiency. However, existing algorithms for solving the PMP cannot benefit 

greatly from the massively parallel computing environment of HPC because they deliver weak or 

even no scalability. This research proposed a novel HPC-based RSSV algorithm to solve large-
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sized PMPs. RSSV reduces the number of candidate sites in a large PMP by filtering out sites 

that are less likely to be included in the optimal solution. RSSV also demonstrates high dynamic 

scalability. Experiments using the largest dataset that has ever been tested in the literature show 

that RSSV could find even better solutions for certain problem instances with much reduced 

computational time. 

Choropleth mapping with uncertain data was also studied. Designing the classes of 

choropleth mapping has been modeled as a PMP. Existing choropleth map classification 

algorithms, however, can only deal with normally distributed uncertainty.  Many real-world 

variables have non-normally distributed uncertainty. Moreover, a number of existing algorithms 

can result in overlapping boundaries due to improper dissimilarity measurement. To address 

these issues, an MLE-based classification algorithm was developed. Instead of a direct 

comparison of the similarity among class members, the MLE-based algorithm assumes the 

existence of a representative value of each class and identifies the best set of map classes 

accordingly. To decompose and solve this problem this research proposed a two-stage 

optimization problem. Application results show that the MLE-based map classification algorithm 

provides reasonable choropleth map classes. The linkages between the new approach and the 

well-known natural breaks algorithm and the PMP-based approach were detailed. 

5.2. Future Work 

5.2.1. Other spatial optimization problems 
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This research focused on improving the effectiveness and efficiency of solving the PMP. Many 

other spatial optimization problems, such as the maximum covering location problem (MCLP) 

and p-regions problem, are also challenging to solve optimally. Therefore developing new 

algorithms, especially those incorporating HPC in a similar fashion as was explored here, could 

be a fruitful direction for future research. 

5.2.2. Spatial knowledge in spatial optimization 

Incorporating spatial knowledge in TB  helps solve the PMP more effectively. The idea of 

incorporating spatial knowledge into optimization could be expanded to other optimization 

methods. Spatial knowledge that could be considered is not restricted to density but could 

include other spatial characteristics and relationship, such as distance, direction, and topology. 

Moreover, how spatial context influences the optimal solution of is also a question deserving 

more research. 

5.2.3.  Integration with GIS 

GIS plays an important role in spatial optimization. On the one hand, GIS serves as an important 

data source and provides spatial data analysis. GIS facilitates data overlay analysis that could be 

essential for the assessment the spatial relationships in spatial optimization. Furthermore, GIS 

provides an important platform to visualize the result of spatial optimization problems. On the 

other hand, spatial optimization methods support spatial planning needs in GIS. Spatial 

optimization models and solution approaches are essential additions to the existing explorative 

and interactive spatial analysis functions in GIS. If the methods proposed in this research were to 



108 

 

be incorporated into GIS packages, it will help both the distribution and further evaluation of the 

methods. For that to happen, however, additional effort in software engineering will be necessary 

to put the algorithms into industrial quality applications and software packages. 
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