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ABSTRACT 
 

Accurate image classification is one of the core challenges in computer vision. At the annual               
AUVSI SUAS competition, this challenge is faced in the form of ground target classification              
from an unmanned aerial vehicle (UAV). Additionally, due to the constraints imposed by the              
UAV platform, the system design must consider factors such as size, weight, and power              
consumption. To meet performance requirements while respecting such limitations, the system           
was broken into two subsystems: an onboard subsystem and a ground based subsystem. This              
design allows the onboard subsystem, comprised of a DSLR camera and single-board computer,             
to capture ground target images and perform rudimentary target detection and localization. For             
further processing and to ultimately classify the targets in each image, data packets are sent to                
the ground-based subsystem via a 5 GHz wireless link. Convolutional networks are utilized on              
the ground to achieve state-of-the-art accuracy in classification. 
 
 

INTRODUCTION 
 

Background 
 
The annual AUVSI Student Unmanned Aerial Systems (SUAS) competition is an event for             
which teams of students are required to design an unmanned aerial vehicle (UAV) capable of               
autonomous flight and navigation, remote sensing, and execution of specific tasks during a             
challenging flight mission. One of these tasks is vision based object detection, localization, and              
classification, and localization. In order to achieve this, the UAV must be capable of taking               
pictures of the search area, detecting objects of interest in images, determining the object’s              
geographical position, classifying the object’s characteristics, and uploading these results to an            
external server for scoring [1]. Examples of targets are shown in figure 1, below. 
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Figure 1 - Targets Displayed with various shapes, colors, and alphanumerics 

 
In this paper, a vision system used for the 2017 AUVSI SUAS competition will be presented in                 
detail. This vision system was designed as a senior capstone project in cooperation with the               
University of Arizona’s Autonomous Vehicles Club. This paper will discuss the vision based             
mission tasks, the hardware and software designs produced to meet the mission requirements,             
and the results achieved by the system. It should be noted that the other aspects of the UAV are                   
not covered in this paper, but are instead discussed in a separate paper by the Autonomous                
Vehicles Club. 
 
Problem Statement 
 
In the field of computer vision, object recognition is the ability to find and identify objects in an                  
image or video sequence. Given competition targets that vary in viewpoint, size, scale, and              
rotation, developing a robust computer vision system is a multi-faceted challenge. The AUVSI             
SUAS competition poses this same challenge in the context of UAVs, which introduces an              
additional suite of complications. Current approaches to target identification for this competition            
are greatly limited, with many teams opting for manual (human) identification of targets. The              
few teams that attempt autonomous target recognition deploy dedicated Graphics Processing           
Unit (GPUs) at their remote system or stream full resolution photos down to their base station.                
These approaches have very high cost, as onboard GPUs are expensive and greatly increase              
power and heat management requirements, while high resolution image streaming demands large            
bandwidth and high powered transmitters.  
 
Objectives 
 
The vision system must be capable of high accuracy object recognition and characteristic             
extraction while respecting the constraints imposed by a limited size, weight, power, and thermal              
budget on-board a UAV. This requires some form of compromise between on-board system cost              
and overall system performance. This project seeks to find and implement an ideal balance              
between these two variables. 
 

 
DESIGN SOLUTIONS 

 
Hardware Design 
 
In order to meet performance requirements while minimizing the system’s impact on the UAV’s              
flight characteristics, a ‘hybrid’ on-board/off-board computing architecture was used. The          
on-board subsystem interfaces with the UAV’s gimbal stabilized DSLR camera via USB 2.0.             
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The On Board Computer (OBC), an Odroid XU4, is used to perform preliminary image              
processing on board before transmitting extracted regions of interest (ROIs) to the ground based              
subsystem. Images are securely transferred over a 5 GHz link using the Ubiquiti Bullet M5               
wireless transceiver. Excluding the image capture subsystem, the onboard solution weighs less            
than 0.5 pounds and consumes less than 10 W of power. Figure 2 (below) shows the full onboard                  
subsystem configuration used for this year’s competition. The overall system weighed less than 5              
pounds including camera, gimbal, and a 4S 5000 mAh LiFE battery. 

 

 
Figure 2 - On-board Subsystem Hardware Overview 

 
The ground-based subsystem leveraged the much larger allowances on power, size, and weight             
consumption in order to shore up the computational weaknesses of the on-board subsystem. The              
core of the subsystem is a GPU accelerated computer, comprised of an AMD Ryzen 5 1600                
CPU, Nvidia GTX 1060 GPU, and 8 GB of DDR4 RAM. The computer is further integrated                
with a network switch, monitor, and peripherals, and the entire package is housed inside a               
weatherproofed Pelican case for transport and deployment in the field. An Ubiquiti Nanostation             
Loco M5 wireless transceiver is mounted externally and maintains the data link with the              
on-board subsystem. Figure 3 (below) shows a block diagram of this hardware setup. 

 

 
Figure 3 - Classification Ground Station Hardware Overview 
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Software Design 
 
This on-board/off-board hardware architecture lends itself to a natural division in the image             
processing stack between image segmentation and feature extraction. In turn, this on-board            
image segmentation step dramatically reduces the bandwidth requirements of the system by            
transmitting only the detected ROIs and discarding the extraneous data. Figure 4 (below)             
presents an overview of the full software architecture, including the division between on-board             
and off-board processing. 

 
Figure 4 - Image processing software architecture overview 

 
Images are programmatically captured by the OBC using the Canon Hack Development Kit             
(CHDK) Photo Transfer Protocol, an open source toolkit for programmatic control of Canon             
cameras. Captured images are dumped into a file directory in the OBC and are consumed by                
Dispatchers, which stamp the image with GPS location data and pushes the stamped image into               
the processing pipeline. Further down the pipeline are Processor nodes, which perform Canny             
edge detection [2] on the various color spaces of each image. The union of detections in each                 
color space are fused into a single intermediate image, which is then smoothed and dilated in                
order to mitigate artifacts from noise. The resulting contours are finally passed to a              
bounding-box drawing function and filtered based on expected target size. Finally, the locations             
of these bounding boxes are used to crop potential regions of interest from the original image,                
and the result is sent to the ground-based subsystem for classification. 
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Figure 5 - ROI Detection Algorithm used in the Processor nodes 

 

The off-board subsystem utilizes Convolutional Neural Networks (CNNs) in order to           
characterize target images. CNNs are a type of machine learning algorithms that were first              
pioneered in modern image classification by Krizhevsky, et al [3]. CNNs consist of core building               
blocks called “layers” which are used to construct a predictive model that can be trained on                
various datasets and deployed for state of the art classification accuracy. The main layers used by                
CNNs are as follows: 
 

● Input Layer: Dataset of images. In the context of this paper, the input images are               
preprocessed aerial images captured during the mission. 

● Batch Normalization Layer: This layer is used to normalize the inputs in order to achieve               
zero mean and unity variance within the neural network. These layers were found to              
significantly perform network performance as well as reduce the need for other            
techniques such as dropout and data preprocessing. 

● Convolutional Layer: Convolutional layers slide a small window or filter across an input             
volume in a manner akin to convolution in order to detect various features. Filters employ               
a technique known as parameter sharing, which dramatically reduces the memory           
requirements for the network and also grants the network a degree of translational             
invariance. These are the core building block of CNNs. 

● Activation Function: Nonlinear activation functions have been shown to be crucial in            
increasing the complexity of features recognized by neural networks.  

● Pooling Layer: Pooling operations are generally used to reduce the dimensionality of            
layers in neural networks, which in turn can significantly reduce the memory footprint of              
the network.  

● Fully Connected Layer: Unlike the convolutional layer which only perceives a small            
window of its inputs, fully connected layers are connected to every element in its input.               
Fully connected layers are nearly identical to traditional neural network layers and are             
generally used to compute the final output of the model. 

 
For the system described in this paper, four separate classifiers were created and utilized. In 

order to classify target shape and alphanumeric, the Wide Residual Network (WRN) architecture 
[4], outlined in Figure 6 (below), was utilized. Target background color and alphanumeric color 

were much simpler features and thus complex models such as WRN were found to overfit, 
resulting in poor real world performance. Instead, a shallow, 3-layer multilayer perceptron was 
used. During mission runtime, the four models are evaluated for each received image and the 

5 
 



classification results are exported for scoring.

 
Figure 6a (left) - Overview of the convolutional neural network deployed on the ground 

station. Block1 consists of a single convolutional layer while blocks 2-4 contain stacked residual 
layers. Figure 6b (right) - an expanded view of the blocks shown in Figure 6a 
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CONCLUSION 
 
The hybrid on-board/off-board processing architecture was an excellent compromise between          
on-board system impact and overall system capability. The region of interest extraction had a              
fairly high false positive rate of roughly 75%, but the rate still resulted in a major reduction in                  
transmission bandwidth. Additionally, the image classifiers at the ground station are robust to             
background/non-target input images and appropriately identify them as such. Evaluation of the            
classifiers on synthetic data produced in classification accuracies ranging from a minimum of             
90.1% for alphanumeric classification to 99.7% for shape classification. Unfortunately,          
evaluation of the classifiers on real world data is currently inhibited by resource limitations and               
is pending manual labeling of collected data with ground truth values. Overall, the system              
architecture is highly promising as a solution to target detection and classification from a UAV. 
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