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ABSTRACT

Wide area sensor networks have numerous agricultural, industrial, scientific, medical, and mili-
tary applications. For many years now, such networks have been implemented through wireless
mesh networks. As wireless mesh networks have come to maturity, several network standards
have become readily available. The WiFi mesh extension 802.11s was finalized in 2008 and offi-
cially adopted into the 802.11 standard in 2012, is extremely interesting thanks to the wide spread
adoption of WiFi and low cost. In this paper, we evaluate the performance of a small 802.11s net-
work implemented on low-cost, off-the-shelf single board computers for the purpose of building a
telemetry sensor network.

INTRODUCTION

A number of developments have lead to the realization of cost effective wireless mesh networks.
A tremendous amount of wireless mesh research [1] over the last 20 years has culminated in a
number of standardized wireless mesh protocols. The cost of computing has declined to the pint
that requirements required for this project can be had for as little as $5. The widespread adoption
of wireless computing such as WiFi has allowed for commodity pricing of the necessary wireless
hardware. Additionally, the open source community generously provided an implementation built
into the Linux operating system.

Despite those advancements, the adoption of mesh networking is slow. The main challenge is
the understanding of limitations and practical constraints that a multi-hop, mesh network faces
in realistic deployment. Some researchers [2–6] have evaluated WiFi based mesh test beds and
identified some weaknesses including effects of TCP algorithms, network topology, and payload
length. However, many of these findings are limited in that the performance data is only applicable
to that test environment. For example, a loss of 1 Mbps in performance is significant if the maxi-
mum throughput of the channel is 11 Mbps but is insignificant if the maximum throughput is 300
Mbps. In contrast, this paper presents analysis of the performance from an experimental setup and
compares them to benchmarks made in the same environment.
Wireless mesh networks (WMNs) have several advantages over traditional infrastructure based
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wireless networks. The most notable advantage that a WMN has over a traditional wireless net-
work like a cellular network or traditional infrastructure-mode WiFi is that it requires no central
infrastructure to manage and relay communications. Each wireless device communicates directly
in an ad-hoc or peer-to-peer fashion and can forward traffic on behalf of another device when no
direct route is present. This makes WMNs cheap to operate as they don’t require extra infras-
tructure beyond the client devices themselves. Should an individual route or neighbor device fail
WMNs generally possess the ability to re-route traffic. This makes WMNs extremely robust as
they generally don’t have a single point of failure.

Background

One of the distinguishing features of WMNs is the ability to relay and route traffic. WMN routing
schemes fall somewhere between two paradigms of routing: proactive routing and reactive rout-
ing [1]. In proactive routing each STA proactively creates and maintains routes. The benefit of
proactive routing is that there is no time wasted setting up a route prior to its use, however there is
the constant overhead of maintaining routes that scales with the size of the network. On the other
hand, reactive (on-demand) routing creates routes as required. By contrast, reactive routing has the
benefit of low overhead, but incurs a setup time penalty before a route is used.

IEEE 802.11S

802.11s adds new type of network, a Mesh Basic Service Set (MBSS), to the WiFi standard. Both
the MBSS and Basic Service Set (BSS) commonly referred to as an ad-hoc mode WiFi network
posses no central access point unlike traditional infrastructure-BSS networks. STAs in a BSS can
communicate only with other STAs in range of direct communication. An MBSS network distin-
guishes itself from a BSS network in that its STAs posses the ability to route and forward traffic in
the data link layer (i.e. layer 2 of the OSI model) [7,8]. In the past, multi-hop routing schemes such
as AODV, OLSR, DSDV, DSR, B.A.T.M.A.N., etc [9–12]. have been designed and implemented
for BSS networks though only through the use of network layer (i.e. layer 3 of the OSI model)
routing and by violating the principal of strict layer separation [13].

MBSS networks contain three different types of STAs: mesh stations (mesh STAs), mesh access
points (MAPs), and mesh gates. A mesh STA differs from a normal STA in that it has the ability
to forward traffic to and from other STAs and perform path discovery. A MAP is a mesh STA and
acts as a WiFi access point that can bridge standard STAs into the mesh network. A mesh gate is
an STA that provides access to an external network (i.e. Internet access). None of the three new
types of STAs are mutually exclusive meaning a mesh STA can serve multiple roles simultaneously.
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A. MAC LAYER

Like traditional WiFi, 802.11s uses the distributed coordination function (DCF) mechanism for
channel contention but adds a its own unique extension called mesh coordination function (MCF).
Recall from 802.11 that DCF is a carrier sense multiple access with collision avoidance (CSMA/CA)
based MAC layer. The MCF extension to DCF can operate operate in both a contention mode
using the enhanced distributed channel access (EDCA) and a contention free mode called MCF
controlled channel access (MCCA). In this contention free mode, mesh STAs use EDCA to bid for
time slots. Then the mesh STAs can operate in a contention free mode similar to an infrastructure
BSS.

B. HYBRID WIRELESS MESH PROTOCOL

For routing, 802.11s uses a routing scheme that is a combination of proactive and reactive routing
techniques aptly named the hybrid wireless mesh protocol (HWMP). HWMP is most similar to the
reactive routing scheme called the ad-hoc distance vector (AODV) protocol [7, 9], however it also
incorporates proactive techniques.

The process of path discovery in AODV takes place via path requests (PREQ) and path replies
(PREP) messages. To establish a route from a source STA to a destination STA, a source begins
by broadcasting a PREQ. This PREQ contains the address of the original source and destination
as well as a hop counter. When a PREQ is received by an STA that a is not the destination the
hop count is incremented and the PREQ is rebroadcasted. Each forwarding STA records a reverse
route (destination to original source) via the previous, PREQ-forwarding STA. In this way, a re-
verse route is created in steps from the destination to the original source as the PREQ is relayed
forward.

Once the PREQ is received by the destination a reply process begins. The destination first responds
with a path reply (PREP) message. The PREP gets relayed along the reverse route established by
the PREQ. As the PREP propagates back toward the original source, a forward route (original
source to destination) is established via the previous, PREP-forwarding STA. In an identical fash-
ion to the PREQ, each STA increments a hop counter contained in the PREP message until it
reaches the original source. Since a PREQ is broadcasted, it is likely that a destination STA will
receive multiple copies of the PREQ each having traveled a different route to the destination. The
destination STA replies to the PREQ with the lowest hop count.

Each STA tracks its routes via a timer to detect breaks. When a route is used the timer is reset.
Should a route timer expire (a route break), a path error (PERR) message is sent backward to all
STAs on the route before break. Path discovery must take place again before further communica-
tion with the destination STA of a broken route.

HWMP differs from AODV in the use of the Airtime Link Metric (ALM). The ALM takes the
place of the hop counter in PREQ and PREP messages. The ALM is an estimation of amount of
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time required to send one frame between two STAs. Before forwarding a PREQ or a PREP, an STA
will calculate the ALM between itself and the previous STA and add this number to accumulated
sum in PREQ or PREP. The destination STA is likely to receive several copies of the same PREQ
hence it will reply only to PREQs with the lowest accumulated ALM.

HWMP introduces three proactive routing modes and three types of proactive routing messages
respectively. The new types of routing messages are the root announcement (RANN) message,
the gateway announcement message (GANN), and proactive PREQ. STAs serving as a gateway
can be configured to send a GANN on a periodic basis. The GANN is processed like a PREQ to
create a route from a STAs to the mesh gate, but GANNs are not replied to. This allows STAs in
the mesh to maintain an active route to external networks via gateway STAs and keep ALMs up
to date. Alternatively, STAs (including gateways) can be configured as a root. Root STAs periodi-
cally broadcast RANNs to all STAs to maintain an active routes between themselves and all other
STAs in the mesh. If an STA receives a RANN and the ALM contained in a received RANN is
better than its stored metric, the STA will initiate path discovery with RANN-sending, root STA.
Any STA, for example an STA with an important network resource, can be made a root STA. Fi-
nally, root nodes can be configured to send proactive PREQs periodically. Proactive PREQs are the
same as PREQs except the destination address is set to all ones. STAs may optionally reply with
a PREP, or they may be compelled to reply depending on configurable flags in the proactive PREQ.

C. AIRTIME LINK METRIC
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The ALM uses frame error rate ef to weight the estimated time needed to transmit each frame. If
the success or failure of each transmission is thought of as a sequence of Bernoulli trials equation
(1) resembles the expected value for a geometric distribution.
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Thus the ALM seen in equation (2) is simply the expected number of transmissions times the time
needed for each transmission. The value O is the overhead time generated from frame headers,
error checking, etc. relative the current configuration of the physical layer (e.g. bits per symbol,
coding rate, etc.). The second term Bt

r
is simply the maximum frame size Bt (i.e. 8192 bits)

divided by the current data rate r.

MIN
∑

i∈I,j∈J

ca(i, j)xij (3)

Equation (3) represents the total ALM seen by an STA for a particular route. The xij is a boolean
value indicating if the route made a single hop from from STA i to STA j thus the final ALM is the
of the summation of ALMs across all single hops taken. HWMP keeps the route with lowest ALM
for any particular destination. Since the ALM is calculated in units of time and since HWMP uses
the route with the total ALM, ALM is therefore an attempt at a latency optimized routing.
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TESTING METHODOLOGY AND EXPERIMENTAL SETUP

Our network consisted of inexpensive single board computers (SBC) and inexpensive WiFi adapters.
Our single board computers consisted of 4 Raspberry Pi 2s and 2 Raspberry Pi 1s running the
Raspbian Linux distribution (kernel version 4.4). Our WiFi adapters were USB connected and
based on the Atheros AR9271 chipset. Choice of WiFi adapter was made carefully as not all
adapters currently support 802.11s mode. The adapters were configured for 20 MHz channels in
high throughput mode allowing for up to 75 Mbps of throughput theoretically. A summary can be
found in Table 1

Table 1: Hardware and Software configurations

Hardware Setup
SBC Raspberry Pi 1 & 2

WiFi Adapter Atheros AR9271 chipset
Channel Ch1–2.412 GHz

Bandwidth 20 MHz
Mode Hight Throughput (802.11n)

MIMO Configuration 1x1
Distribution Raspbian Jessie

Kernel Version v4.4
IPerf3 v3.0.7

The presented work focuses on experimental performance evaluation of WiFi-based mesh network-
ing. A set of end-to-end metrics were gathered on our demo network for TCP and UDP perfor-
mance using the open-source tool IPerf3. For TCP, throughput and retry count were recorded, and
for UDP, throughput, jitter, and packet loss were recorded.
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Figure 1: Mesh network in the Campus.

A random cluster topology was used for the primary experiment. The cluster features 5 data gen-
erating STAs running the IPerf3 client that were placed placed at various angles and distances
relative to a gateway STA running the IPerf3 server. Depending on the application each STA po-
tentially could contain a sensor platform gathering multiple channels of data. In this scenario,
multiple flows of data (i.e. one per STA) were relayed to the gateway STA that could represent a
local server, a connection to a cloud-server, etc. This experiment was conducted on our campus
green with STAs placed directly on the ground.

A secondary, linear topology was used to gather performance figures that could be used as a bench-
mark. STAs were arranged in a line with equal spacings. Routing was set statically so that each
node could communicate only with its one-hop neighbor(s). A single data flow was generated and
relayed across varying numbers of hops. Testing was repeated with 10 m, 15 m, 20 m spacing.
Results from this test can be used a relative ceiling for performance. This experiment was run once
on the same campus green and once in a nearby park both with STAs placed directly on the ground.
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Figure 2: Placement of nodes in the park to test individual hop metrics

RESULTS

This section presents the results of the experiments namely the cluster topography and the static-
routing, multi-hop benchmark at both locations. Table 2 and Figures 3 and 4 show results from the
mentioned experiments.

The performance observed in the cluster topography are reasonable despite low numbers. Figure
3a shows the maximum single-hop single-flow performance to be about 4.1 Mbps. After review
routing tables on each STA, we observed that all STAs were using a single hop route to connect
to the gateway. With that in mind the best expected performance for each STA is roughly 1/5th of
the maximum single-hop, single-flow speed (i.e. 0.82 Mbps). The throughput values in Table 2 are
near 0.82 Mbps.

Table 2: Iperf3 TCP Results

STA Distance from the Gateway (m) Throughput (bits/s) Retries
2 27.5 1.10 M 202
3 25 966 K 159
4 15 902 K 141
5 19 756 K 142
6 12 748 K 179
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Figure 3: TCP results when operated the network with interference from other network

Plots from Figures 3 and 4 show similar trends across multiple hops. Maximum throughput was
achieved in the park scenario in contrast to the campus scenario. The primary difference between
these two scenarios was that there was no WiFi activity on channel 1 in the park whereas there was
a campus network active on channel 1. The campus network likely introduced additional channel
contention that reduced performance of the mesh. The number of retires in both scenarios show a
peak at two hops. There are multiple factors that may have contributed to this trend including but
no limited to the distance covered, the hop number, the topography, and/or WiFi’s physical layer
configuration.
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Figure 4: TCP results when operated the network with no interference from other network
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During our testing, we found IPerf3 to be an unreliable tool for measuring UDP performance in
a wireless mesh network. IPerf3 does not throttle UDP data generation automatically like TCP.
This would require the user to manually identify the throughput maximum throughput by trial-
and-error. An overestimation resulted in IPerf3 crashing whereas a underestimated value did not
result in the maximum throughput. The trial-and-error result was not reliable across multiple
trials. Additionally, IPerf3 failed to establish a link with the server when throughputs dipped
below approximately 200 Kbps which is why there are data points missing in Figure 3b.

CONCLUSIONS

In this paper we evaluated the performance of a small demo mesh network built using 802.11s. Our
goal for this paper was to provide context for such performance figures. The maximum throughput
in our multi-flow scenario comprised of five flows of data was 1.10 Mbps and the minimum was
745 Kbps. The maximum throughput achieved in a single-flow, single-hop, activity-free, WiFi
channel was 12.2 Mbps whereas 4.2 Mbps was achieved in an active WiFi channel. When com-
pared against our single flow metric we found the multi-flow results to be reasonable. We believe
802.11s a network has place in telemetry systems.

In our paper we found IPerf3 to be an inadequate tool for measuring UDP performance in a mesh
network. In future work, we hope to incorporate better tools. Due to the small size of our network,
we did not observe any multi-hop routing. We would also like to increase the scale of the network
so that we may make observations related to routing and routing techniques.
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