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Abstract Hydrological models are used for a wide variety of engineering purposes, including streamﬂow
forecasting and ﬂood-risk estimation. To develop such models, it is common to allocate the available data
to calibration and evaluation data subsets. Surprisingly, the issue of how this allocation can affect model
evaluation performance has been largely ignored in the research literature. This paper discusses the
evaluation performance bias that can arise from how available data are allocated to calibration and evaluation subsets. As a ﬁrst step to assessing this issue in a statistically rigorous fashion, we present a comprehensive investigation of the inﬂuence of data allocation on the development of data-driven artiﬁcial neural
network (ANN) models of streamﬂow. Four well-known formal data splitting methods are applied to 754
catchments from Australia and the U.S. to develop 902,483 ANN models. Results clearly show that the
choice of the method used for data allocation has a signiﬁcant impact on model performance, particularly
for runoff data that are more highly skewed, highlighting the importance of considering the impact of data
splitting when developing hydrological models. The statistical behavior of the data splitting methods investigated is discussed and guidance is offered on the selection of the most appropriate data splitting methods
to achieve representative evaluation performance for streamﬂow data with different statistical properties.
Although our results are obtained for data-driven models, they highlight the fact that this issue is likely to
have a signiﬁcant impact on all types of hydrological models, especially conceptual rainfall-runoff models.

1. Introduction
Traditionally, hydrological models have been classiﬁed as either black box, physical or conceptual models
(Beven, 2006; Li et al., 2015). More recently, Mount et al. (2016) have argued that it would be beneﬁcial to
think of different model types in terms of a continuum from strongly hypothesis based to almost entirely
data based, rather than belonging to distinct categories. For example, in data-driven artiﬁcial neural network (ANN) models, the degree of data inﬂuence is high, with the available data being used to infer both
model structure and values for the model parameters, while the role of scientiﬁc hypotheses is conﬁned
mainly to the selection of candidate model inputs. In contrast, fully coupled surface water-groundwater
models tend to be strongly hypothesis based, with model structures established based on a combination
of assumptions and physical knowledge regarding the nature of the hydrological processes to be represented, while data are used mainly for estimating values for the model parameters. However, even in
these models, the process parameterization equations employed are often empirical generalizations
based on the analysis of observational data (Mendoza et al., 2015). A variety of model types fall between
these extremes. For example, in classical conceptual rainfall-runoff (CRR) models, the structural representations serve as hypotheses regarding how key processes can be represented in a conceptual manner,
and available data are used primarily for parameter estimation. In the recent class of CRR models
designed to provide ﬂexibility in structure selection (Clark et al., 2015; Fenicia et al., 2008, 2011), data are
used both to evaluate alternative model structures (from a set of predeﬁned alternatives) and to estimate
parameter values.
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Regardless of which model type is used, it is generally considered good practice to conduct an independent
assessment of the performance of a model, using data that were not used for model development (e.g., Biondi
et al., 2012; Humphrey et al., 2017; Power, 1993). This practice is also commonly used to perform comparative
evaluations of the performance of different types of models (i.e., performance on the independent evaluation
data is used to infer whether the performance of a particular model can be considered to be superior to that
of another; e.g., Dibike & Coulibaly, 2005; Humphrey et al., 2016; Li et al., 2015; Valipour et al., 2013).
Evaluation of model performance on an independent data set requires the available data to be split into
model calibration and evaluation subsets (Klemes, 1986). Consequently, the results of both model calibration and evaluation depend on which subset of the available data is used for the former and which is used
for the latter. It follows that the method used to decide which data subset is used for calibration and evaluation can have a signiﬁcant impact on the results—inﬂuencing both the nature of the model obtained and
also the conclusions regarding model adequacy/performance arrived at through the out-of-sample assessment. For example, if a signiﬁcant number of ‘‘extreme’’ events are included in the calibration data, the
model development process will be inﬂuenced by the information that is contained in those data about system behavior under such conditions. However, if such events are not included in the evaluation data, the
evaluation process will be unable to provide an independent assessment of how well the model is likely to
perform under similar conditions in the future. In addition, given that models generally tend to perform
worse under more extreme conditions than under normal conditions, the metric used to quantify simulation error during the evaluation period is likely to indicate better model performance than if the evaluation
data contained more extreme events, thereby providing an optimistic assessment of the magnitude of the
errors that can be expected once the model is deployed in practice. Conversely, if extreme events are not
included in the calibration data, the evaluation period errors are likely to provide a pessimistic assessment of
the magnitude of the errors that could be expected in practice.
The impact of which subset of the available data is used for calibration and evaluation is likely to be dependent on the modeling approach used. Take, for example, CRR models that have prespeciﬁed structures.
Model calibration, in this case, will cater to any model structural inadequacies by producing a particular
(conditional) set of parameter estimates, and these will then result in correspondingly biased simulations
(that are particular to the speciﬁc nature of the structural inadequacy) during both the calibration and evaluation periods. During the calibration period the metrics used will typically act to minimize such biases ‘‘on
average’’; but of course, this does not guarantee that such biases will remain minimized for out-of-sample
periods (Gupta et al., 2009). Further, state errors that accumulate during normal periods will also inﬂuence
performance during extreme events. One should also remember that the model parameterization equations
may not actually contain information about system behavior under extreme conditions, since the theory
may not be robust under such conditions.
Conversely, with ﬂexible data-based modeling approaches, such as ANNs, the development of the model equations is informed by the nature of the structure in the data. In this case, the main problem is that there may or
may not be sufﬁcient information in the data regarding how the system will behave under out-of-sample conditions. And, since the more recent ﬂexible-structure type CRR models are an attempt to take advantage of the
strengths of both the hypothesis-driven and data-based approaches, one might expect such models to suffer
(to some degree) from both the structural bias and data information content issues (Beven & Smith, 2015).
Intuitively, one would expect the ability of a model to extrapolate outside the range of the data used for calibration to increase with the degree of physical system understanding (scientiﬁc hypotheses) built into the
model, thereby resulting in improved out-of-sample performance. However, our informal survey of many
hydrologists and search of the literature reveals that the validity of this commonly held assumption has not
actually been subject to rigorous testing thus far. Meanwhile, a number of studies using CRR models have
shown that, while such models have parameterization equations and parameters that are conceptually
associated with a variety of physical processes, the degree to which calibrated parameters correspond to
these processes is questionable (e.g., Beven, 1993; Ferket et al., 2010; Gan & Biftu, 1996; Li et al., 2015; Shin
et al., 2013; Sorooshian & Gupta, 1983; Troutman, 1985). In addition, several studies have highlighted that
the evaluation performance of CRR models is worse if the types of events that are present in the calibration
and evaluation data are different (e.g., Chiew et al., 2009; Coron et al., 2012; Fowler et al., 2016; Hartmann &
Bardossy, 2005; Thirel et al., 2015a, 2015b) and that model performance improves if model parameters are
updated over time in nonstationary environments (e.g., Bowden et al., 2012; Brigode et al., 2013; de Vos
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et al., 2010; Gibbs et al., in press; Merz et al., 2011; Luo et al., 2012; Vaze et al., 2010). This further challenges
the perception that the extrapolation ability of more physically based models is superior to that of more
data-driven models.
Overall, it seems clear that the issue of how the available data should be used in the model calibration and
evaluation process is important regardless of the type of hydrological model being considered. It is therefore surprising that there have been such few studies that have investigated this issue in a systematic fashion (e.g., Fowler et al., 2016; May et al., 2010; Wu et al., 2013) and that this issue is generally ignored in the
vast majority of papers on hydrological modeling. There are even fewer studies that have attempted to
develop approaches for addressing this issue. For models for which the time structure of the modeling data
has to be maintained, the use of multiple calibration and evaluation periods has been suggested (e.g.,
Coron et al., 2012, 2014; Ebtehaj et al., 2010; McInerney et al., 2017). In contrast, for models for which the
time structure of the modeling data does not have to be maintained, the use of different sampling
approaches has been suggested (e.g., Bowden et al., 2002; May et al., 2010; Wu et al., 2013). However, there
has been a lack of systematic assessment of the utility of these approaches over a large number of catchments with different properties.
In this paper, we apply a systematic approach to quantifying the potential impact of different data allocation approaches on the robustness of the hydrologic model development process. As a ﬁrst step, we consider hydrological models that do not require continuous inputs, as this enables alterative calibration and
evaluation subsets to be constructed with the aid of sampling techniques, making it easier to test the
impact of different data allocation approaches in a statistically rigorous manner. Speciﬁcally, we develop
ANN runoff models using different data allocation approaches for a large sample of catchments having a
wide variety of runoff skewness values, corresponding to different levels to which similar events can be
included in both the calibration and evaluation subsets. Based on these large sample results, we propose
general guidelines for the application of different data allocation methods to ANN runoff model development. Although these guidelines are speciﬁc to ANN models, the data allocation methods used are applicable to all hydrological models for which continuous inputs are not required (e.g., data-driven models and
event-based models). More broadly, the underlying issue of modeling bias associated with data allocation is
likely to be applicable to all types of hydrological models (including those that are conceptual or physics
based) and therefore deserving of further attention.
Speciﬁc objectives of this paper are as follows:
1. To determine how the robustness of model evaluation performance is affected by the data allocation
method used.
2. To investigate how the performance of different data allocation methods is related to the skewness of
the output data used for model development.
3. To develop guidance regarding the selection of data allocation methods to maximize robustness in
model development.
The paper is organized as follows. The methodology is outlined in section 2, followed by the presentation
and discussion of the results in section 3. A summary and conclusions are presented in section 4.

2. Methodology
To test the impact of different methods for allocating the available data to calibration and evaluation subsets, we use the benchmarking approach of Wu et al. (2013), outlined in section 2.1. Details of the experimental procedure used are given in section 2.2.
2.1. Benchmarking Approach
The benchmarking approach of Wu et al. (2013) is based on the premise that the allocation of any particular
fraction of the available data set to each of the two subsets results in an expected model error, which is the
average model error over all possible splits of the data for the given fractional allocation (e.g., 80% for calibration and 20% for evaluation). So if the model evaluation error is smaller than this benchmark error, the
assessment of model performance can be considered optimistic, because the error over the full range of
data in the available data set is expected to be larger. Conversely, if the model evaluation error is larger
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than this benchmark error, the assessment of model performance can be considered pessimistic, because
the error over the full range of data in the available data set is expected to be lower.
If a large fraction of extreme events is included in the calibration data, and therefore excluded from the
evaluation data, we can (in general) expect that our assessment of evaluation performance will be biased.
Because the resulting model has been calibrated over a wide range of small, medium, and large events, it is
likely that it will perform well in practice, but our expectation regarding its ability to perform well on other
periods (e.g., the future) will tend to be optimistic; i.e., the expected error will be smaller than if the model
had been evaluated over the full range of events in the available data. Another way to think of this is that
the selected data splitting strategy does not facilitate a robust evaluation of model performance, because it
does not allow for model performance to be properly (rigorously) tested on the more extreme types of
events. Conversely, if a smaller fraction of extremes is included in the calibration data and a larger fraction
included in the evaluation data, a pessimistic assessment of expected model performance is likely to occur.
Because the resulting model has not been calibrated on the full range of events (larger events have been
excluded) it is likely that it will not perform quite so well in practice. Nonetheless, our expectation regarding
its ability to perform well on other periods (e.g., the future) will tend to be pessimistic because the expected
error will be larger than if extreme events had been included in the calibration data.
Accordingly, the ideal situation will be when the calibration and evaluation data subsets both contain a
range of independent events of similar magnitudes, so that the model development and evaluation processes can be performed on the full range of events represented in the available data. As discussed above,
when this is not the case, our assessment of expected model performance on the evaluation data is likely to
be misleading. In practice, however, this ideal situation is difﬁcult to attain due to the relatively low frequency with which extreme events occur in hydrological data sets. For runoff data, in particular, this situation arises relatively often because distributions of runoff are typically highly skewed (e.g., Wu et al., 2013),
reﬂecting the rarity of extreme events, which makes it difﬁcult to include representative events in both subsets of a data split. For this reason, it is important to quantify the effect the degree of skewness in the data
has on the strategy used to allocate the available data to calibration and evaluation subsets.
To obtain the true value of a benchmark error for a given data set would require evaluation of the performance of models developed for every possible data split. This is generally computationally infeasible within
practical timeframes due to the large number of possible data split combinations. However, as shown by
Wu et al. (2013), an estimate having a speciﬁed level of accuracy and conﬁdence can be obtained by using
a sufﬁciently large number of random samples, where the required number is a function of the statistical
properties of the available data. In this context, a ‘‘sample’’ corresponds to the result of a speciﬁc allocation
of the available data to calibration and evaluation subsets (i.e., a speciﬁc data split), the calibration of the
corresponding model, and the calculation of the desired evaluation performance metric. The results are
averaged over all samples to determine the benchmark error. It should be noted that the benchmark
method is based on the assumption that the hydrological model does not require continuous data for calibration and evaluation, as is the case for most data-driven models and event-based models. For models
that require continuous data, the number of potential splits can be signiﬁcantly lower, but the benchmark
method can still be used to ensure that representative data are included in both the calibration and evaluation subsets.
2.2. Experimental Procedure
Our overall experimental procedure is illustrated in Figure 1. To obtain catchment data with a wide range of
runoff skewness properties, thereby enabling a rigorous assessment of the impact of different data allocation methods, data from 754 catchments in Australia and the U.S. are used. For each catchment, ANN runoff
models are developed following Maier et al. (2010) and Wu et al. (2014), including input selection, data splitting, model structure selection, model calibration, and model evaluation. Relevant inputs are selected based
on an assessment of partial mutual information. To assess the impact of different data splitting approaches,
SS, DUPLEX, SBSS with Neyman sampling (SBSS-N), and SBSS with proportional sampling (SBSS-P) are used
(Wu et al., 2013). To account for the stochastic nature of different sampling methods, 100 independent trials
of each data splitting method are implemented, producing 100 data splits. ANN models are separately
developed, calibrated, and evaluated for each of the 301,600 data split combinations.
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Figure 1. Outline of overall methodology.

To investigate how the robustness of model evaluation performance is affected by the data allocation
method used (Objective 1), relative bias and variance metrics (over the 100 data splits) are computed for
each of the four data splitting methods for each of the 754 catchments. These metrics are computed based
on differences between ANN evaluation errors and the performance benchmarks (section 2.1). Determination of the performance benchmarks requires the development of 600,833 ANNs to achieve the desired levels of accuracy and conﬁdence, as detailed in section 2.3.1. The development of these performance
benchmarks for the 754 catchments represents a signiﬁcant contribution in itself, as these can be used in
future studies to assess the performance of a range of ANN runoff models for any of these catchments in an
unbiased fashion.
To investigate the relationship between the performance of different data allocation methods and the
skewness of the runoff data (Objective 2), each method is ranked (1–4 from best to worst for each of the
754 catchments) in terms of relative bias, variance, and estimation efﬁciency (an equal balance between relative bias and variance). We then investigate how these ranks vary with different ranges of skewness. These
results are used in the development of guidelines for selecting data allocation methods that will tend to
maximize the representativeness of model evaluation performance. Details of each of these steps are provided in the following subsections.
2.2.1. Rainfall-Runoff Data
Rainfall-runoff data from 754 catchments are used in this study (Figure 2), with 322 of these from Australia
(Zhang & Chiew, 2009) and the remaining 432 from the U.S. (Duan et al., 2006). These catchments represent
a wide diversity in catchment properties, such as precipitation, evaporation, and catchment area (Figure 3).
The Australian catchments (grey dots in Figure 3) are generally smaller in size than those from the U.S.
(black dots in Figure 3), while the relative magnitudes between annual precipitation and annual potential
evaporation of these catchments are generally similar in both countries (Figure 3).

ZHENG ET AL.

1017

Water Resources Research

10.1002/2017WR021470

Figure 2. Catchment locations (red dots) of the 754 rainfall-runoff data from (a) Australia (322) and (b) the U.S. (432).

Daily rainfall and runoff observations are used to develop ANN models at a daily resolution. Rainfall is
recorded in millimeters per day (mm/d). Runoff is recorded in mm/d (based on catchment area) in Australia,
and cubic meters per hour (m3/h) in the U.S. The length of available record varies, ranging from 10 to 40
years. For an unbiased comparison, a time period of 10 years is selected for each catchment. For catchments
with more than 10 years of record, the ﬁrst 10 years of observations are used, as these runoff data are less
likely to be affected by urbanization relative to those from more recent years.
The distribution of skewness of the daily runoff data from the 754 catchments (Figure 4) reveals a wide
range of values from 1.12 to 52.03. This distribution is similar to that of the original (complete) data sets
(not shown), suggesting that the selected data are adequately representative of the entire data sets in terms
of data skewness.
2.2.2. Development of ANN Models
2.2.2.1. Input Selection
For each rainfall-runoff data set, the potential inputs are the rainfall and runoff data at various lagged time
steps (Wu et al., 2013), with the most appropriate lags depending on catchment properties, such as area
and slope. It is noted that only the rainfall and runoff data at previous time steps are considered as the candidate inputs in the present study as they have by far the biggest inﬂuence to the output (runoff predictions) as demonstrated in Li et al. (2015). In this study, a maximum lag of 10 days is used for both rainfall

Figure 3. (left) Areas and (right) annual precipitation (AP)/annual potential evaporation (APE) of the Australian (grey) and U.S. (black) catchments.
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and runoff data, leading to a total of 20 potential inputs for each catchment. A nonlinear input variable selection algorithm based on partial
mutual information (PMI), combined with the Akaike Information Criterion for stopping (May et al., 2008), is used to identify the signiﬁcant
inputs for each catchment (see Galelli et al., 2014; Li et al., 2015). The
results show that the number of the signiﬁcant inputs for each catchment is smaller than 10, suggesting that selection of the 10 day lag is sufﬁcient to account for the relationship between rainfall and runoff data.
2.2.2.2. Data Splitting
For each input-output data set, 80% of the data are used for model
calibration and the remaining 20% for evaluation, a ratio used commonly in previous studies (e.g., May et al., 2010; Wu et al., 2013). Only
brief details of the data splitting methods and their implementation
are given below (see Wu et al., 2013 for details). For each different
data splitting method (SS. DUPLEX, SBSS-N, and SBSS-P), the data
splits are generated as follows.
In the semideterministic SS approach, the data are ordered along the
output variable dimension in increasing order, and the calibration
data are formed by selection of every kth (e.g., k 5 2, 3, or 4) sample
from a random starting point. The remaining data are allocated to the
evaluation subset (Wu et al., 2013). The sampling interval k 5 5 is determined according to the speciﬁed
allocation percentages between the calibration and evaluation subsets in the present study.

Figure 4. Distribution of the skewness of runoff for the 754 catchments
considered.

In the deterministic DUPLEX method, samples are drawn based on Euclidean distances. The two points with
the largest Euclidean distance are assigned to the calibration set, and the next pair of points that are farthest apart in the remaining list is assigned to the evaluation set. This process is repeated until the evaluation set is ﬁlled, with the remaining data allocated to the calibration set (May et al., 2010). Consequently,
the allocation of data to calibration and evaluation subsets is completely deterministic.
In contrast, the SBSS-N and SBSS-P data splitting methods are stochastic. The SBSS approach involves two
steps (Bowden et al., 2002). In the ﬁrst step, the data are partitioned into K strata (clusters) using a selforganizing map (SOM; Kohonen, 1990), which considers the distances between data points. In the second
step, data for the calibration and evaluation subsets are obtained by sampling from each of these strata. For
SBSS-P, the sampling is done in proportion to the number of samples in each stratum. For SBSS-N, the sample allocation is increased for strata that contain a larger number of data points, or where the data points
within a stratum have a larger variance (May et al., 2010).
It is noted that, for the SS (semideterministic) and DUPLEX (deterministic) approaches, we also perform the
splits 100 times for each data set, in order to ensure consistency with the other two approaches in terms of
the number of ANN models used in the calibration of bias and variance.
2.2.2.3. Model Architecture and Structure
Following Wu et al. (2013), the ANN model architecture is a general regression neural network (GRNN, Specht,
1991). GRNNs are akin to kernel regression methods, which have ﬁxed structure and only require a single model
parameter to be estimated—the kernel bandwidth. Because GRNNs have a ﬁxed model structure, variations in
model performance due to choices involved in the ANN model structure selection process are avoided; such
choices include the appropriate number of hidden layers and nodes, their transfer functions, and the degree of
connectivity. This has the desired effect of isolating the effects of the choice of evaluation data (i.e., different
data splitting methods) on model performance. Furthermore, Li et al. (2014) have demonstrated that GRNNs can
provide comparable performance to more complex ANN model architectures.
2.2.2.4. Model Calibration and Evaluation
The ANN model calibration and evaluation approach follows Wu et al. (2013). As GRNNs have only a single
model parameter, the calibrated model parameters are well deﬁned, enabling the impact of the data splitting approach to be better isolated, rather than being confounded by other uncertainties in the ANN model
development process, as mentioned above. Brent’s method (Press et al., 1992) is used for estimation of the
model parameter. The performance metric used for calibration and evaluation is the root-mean-squared
error (RMSE).
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2.2.3. Analysis of Model Outputs
2.2.3.1. Impact of Data Splitting Method on Evaluation
Performance
To objectively assess the impact of different data splitting methods
on model evaluation performance, the evaluation of model performance for each data splitting approach is assessed in terms of bias
and variance relative to the expected benchmark error obtained using
the method of Wu et al. (2013).

Figure 5. Number of random replicates of the data splits for the Australian
(grey) and U.S. (black) catchments determined using the algorithm described in
Wu et al. (2013), which is used to identify the benchmarking performance
values.

Bias refers to the average of the differences between the actual evaluation errors (RMSE) and the benchmark evaluation error for the ANN
models developed using the 100 data splits. A different value of bias
is obtained for each combination of catchment and data splitting
method, resulting in a distribution of bias values over the 754 catchments for each of the four data splitting methods considered. To
enable objective comparison of the results from the 754 catchments
with different skewness values, the relative bias (RB) is used:


M2M
RB5E
3100%
(1)
M

where M is the evaluation performance of the ANN model developed
for a particular catchment in terms of RMSE, and M is the benchmarking RMSE value obtained for that
catchment using the method in Wu et al. (2013), representing the expected evaluation performance over
the entire data set available for model development.
Variance refers to the spread of the differences between the actual evaluation errors and the benchmark evaluation error for the ANN models developed using the 100 data splits. A different value of variance is obtained
for each combination of catchment and data splitting method, resulting in a distribution of variance values
over the 754 catchments for each of the four data splitting methods considered. To enable objective comparison of the results from the 754 differently skewed catchments, the relative variance (RV) is used:


M2M
RV5Var
3100%
(2)
M
Ideally, both RB and RV will be close to zero. The former means that the performance of the evaluated
model is in agreement with the performance that would be expected based on the properties of all of the
data available for model development. The latter means that the same evaluation performance is obtained
for each of the 100 data splits.
If relative bias is positive, the average of the actual evaluation errors obtained is greater than the benchmark
error. This suggests that the evaluation errors of the developed models tend to be greater than expected,
indicating that the model performance as determined by the evaluation error is pessimistic, as discussed in
section 2.1. Conversely, if relative bias is negative, the average of the actual evaluation errors obtained is
less than the benchmark error. This suggests that the evaluation errors
of the developed models tend to be smaller than expected, indicating
Table 1
that model performance as determined by the evaluation error is optiNumber of Catchments Belonging to Categories With Different Skewness Ranges
mistic (see section 2.1). Small values of relative variance indicate that
of Daily Runoff for Assessing the Relative Performance of Different Data
the model performance is reasonably consistent each time a particular
Splitting Methods
data splitting approach is implemented. This is desirable, as it indiSkewness range
Number of
cates that using a single or small number of models with different
of daily runoff
catchments
data splits for model development can provide robust results. Large
<5
226
values of relative variance are undesirable, indicating that a large
[5, 10)
239
number of models with different data splits would need to be devel[10, 15)
150
oped to obtain an unbiased assessment of a model’s predictive
[15, 20)
69
capability.
[20, 25)
33
[25, 30]
>30
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To obtain the required benchmark RMSE values (M) an accuracy level
of 1% and a conﬁdence level of 95% are used, resulting in sample
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Figure 6. (a) Relative bias and (b) relative variance of the four data splitting methods applied to the 754 catchments. The grey vertical line in the left panel indicates zero bias.

sizes ranging from 100 to 9,143 as shown in Figure 5. Overall, this requires the development of 600,883
ANN models and, consequently, a total of 902,483 ANNs are developed in this research—301,600 for determining the M values and 600,883 for estimating the M values.
2.2.3.2. Relationship Between Performance of Data Splitting Methods and Skewness of Runoff Data
To relate the performance of different data splitting methods to the skewness of the runoff data, three performance metrics are used, RB, RV, and REE (relative estimation efﬁciency), where REE is computed based on an equal
balance between RB and RV (Zheng et al., 2014)—this accounts for the fact that there is generally a trade-off
between bias and variance when different data splitting methods are compared (May et al., 2010; Wu et al., 2013):
REE5fRB2 1RVg1=2

(3)

The relative performance of different data splitting methods is determined for each of the 754 catchments
by calculating its rank based on the above three metrics. These ranks are then averaged for catchments
with runoff data that have skewness values within certain predetermined ranges (see Table 1).
Finally, we investigate the relationships between the relative performance
of different data splitting methods, in terms of average rank, using RB, RV,
or REE as the performance measure, and the skewness of the runoff data.
These results are used to develop guidelines regarding which data allocation method to use for model development. Note that May et al. (2010)
and Wu et al. (2013) found that dimensionality of the data (the number
of model inputs) also has an impact on the suitability of different data
splitting methods, and that this is especially the case for the SS approach
where the data are ranked only on the output variable (making it sensitive to dimensionality of data—i.e., the number of model inputs). However, as only rainfall-runoff relationships are considered here, the
dimensionality of the problem is relatively low and so this is not a factor
in our study. In addition, there is a high degree of correlation between
the inputs and the output, making the ranking based on the runoff data
representative of that of the input-output data (Wu et al., 2013).

3. Results and Discussion
Figure 7. Averaged rank of different data splitting methods based on relative
bias versus skewness of runoff (rank 1 is the best and rank 4 is the worst).
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3.1. Impact of Data Splitting Method on Evaluation Performance
The distributions of relative bias and relative variance obtained for the
four data splitting methods are shown in Figure 6. Each distribution
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Figure 8. Relative bias for the four data splitting methods for groupings of catchments with runoff data with different
ranges of skewness. The grey vertical line indicates no bias.

consists of 754 values corresponding to the different catchments considered, where each value is computed
for a particular catchment over 100 different data splits. It is observed that the relative variance of DUPLEX
is zero, indicating that the ANN parameter estimates for the same data splits are identical. This highlights
that the ANN type used in the present study is able to eliminate any variability caused by model parameter
estimation for the same data split and can hence isolate the impacts of different data splits on evaluation
performance.
Overall, the results show that the method by which the data are allocated to calibration and evaluation data
subsets can have a substantial impact on the assessment of model performance, with relative bias values
ranging from approximately 290% (substantial overestimation of model evaluation performance), to approximately 150% (substantial underestimation of model evaluation performance). Clearly, the way the data are
divided into calibration and evaluation subsets can have a substantial impact on the perceived predictive ability of a particular model. For example, two different modelers might develop models using exactly the same
data and model development processes (e.g., same model type and structure, same percentage of data used
for calibration and evaluation, same model calibration methods and procedures, and same error measures),
but the resulting assessments regarding model evaluation performance could be vastly different, depending
on how the available data are allocated between calibration and evaluation subsets.
At a ﬁner level of granularity, we see that (a) while the overall spread of relative bias is quite large, the
degree of spread in the results varies considerably with data splitting method; (b) different data splitting
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methods either result in predominantly optimistic or pessimistic results; and (c) there are substantial differences in relative variance, depending on which data splitting method is used.
In terms of bias, the stochastic SBSS-P method performs extremely well, with a comparatively small range in relative bias values and an expected value of approximately zero over the 754 catchments considered. However,
the variability in performance associated with different randomly selected data split realizations is very high.
This result is in agreement with May et al. (2010) and Wu et al. (2013) and can be explained by the fact that samples in this method are drawn at random from different strata/clusters so that results from individual trials can
be highly variable (even though the average over a sufﬁciently large number of trials, here 100, tends to provide
an unbiased indication of a model’s predictive performance). The ability of SSBS-P to produce unbiased results
if the number of data split realizations is sufﬁciently high is due to the random nature of the sampling approach,
which ensures that even sparse areas of the input-output space can be represented in the evaluation set.
In contrast, the stochastic SBSS-N method results in highly biased, optimistic assessments of model performance. This is again in agreement with Wu et al. (2013) for skewed data sets and is due to the Neyman rule
allocating all of the data in the sparse extreme regions of the input-output space to the calibration set. As a
result, the evaluation set lacks representation of extreme events, so that prediction is relatively easy, causing
evaluation errors to be smaller than expected (introducing a positive bias). Further, allocation of most of the
extreme data points to the calibration set each time means that the sampling variability due to repeated
implementation of the method is relatively low.
For the deterministic DUPLEX method, the results in Figure 6 show that the performance of the models
developed using this approach is quite pessimistic, in agreement with Wu et al. (2013). In DUPLEX, data that
are furthest apart in the input-output space are alternately allocated to the different subsets until only data
in the largest subset remain, which are all allocated to the largest subset (May et al., 2010). Consequently, as
20% of data are allocated to the evaluation data in the present study, 40% of the most extreme data points
are allocated to the calibration and evaluation subsets ﬁrst, with the remaining 60% of less extreme data
allocated to the calibration set. Accordingly, there is a higher proportion of extreme data points in the evaluation set and so the resulting evaluation performance can be expected to be pessimistic.
Finally, the performance of models developed using the semideterministic SS method is slightly optimistic,
in agreement with the rainfall-runoff case study in Wu et al. (2013), mainly because the most extreme
events are placed in the calibration data. Because the number of different starting positions from which the
method can commence is limited, variability is quite low. As mentioned in section 2.3.2, the SS method can
be expected to perform well for runoff modeling, because the dimensionality of the problem is low and the
ordering of the output has strong correlation with that of the inputs.
3.2. Relationship Between Performance of Data Splitting Methods
and Skewness of Runoff Data
3.2.1. Ranking Based on Relative Bias
The relationships between average rank of the different data splitting
methods based on relative bias and skewness of runoff are shown in
Figure 7, and the effects of runoff data skewness on distributions of
relative bias are shown in Figure 8. As can be seen from Figure 7,
SBSS-P clearly performs the best in terms of relative bias and is relatively insensitive to skewness of the runoff data. This is in agreement
with the ﬁnding that the range of relative bias is small and centred on
zero for all catchments (Figure 6a) for this technique. The lack of relative bias sensitivity of SBSS-P to skewness in runoff data is further conﬁrmed by Figure 8d. As discussed previously, this is because the
sampling strategy enables the full distribution of patterns to be
included in the evaluation set, even for highly skewed data, resulting
in good average performance as long as the number of data splits
considered is sufﬁciently large.

Figure 9. Averaged rank of different data splitting methods based on relative
variance versus skewness of runoff (rank 1 is the best and rank 4 is the worst).
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From Figures 7 and 8c, it is clear that SBSS-N performs poorly regardless of the skewness of the runoff data. In contrast to the SBSS-based
methods, the relative bias rankings of the DUPLEX and SS methods
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are strongly affected by the skewness of the runoff data. SS outperforms DUPLEX for skewness values less
than 20, and vice versa. For smaller skewness values, SS results in models having slightly optimistic assessment of performance, whereas the DUPLEX method results in models that are moderately pessimistic. Overall, for lower levels of skewness, SS provides better performance than DUPLEX, due to smaller absolute
values of relative bias.
Interestingly (see Figures 8a and 8b), the optimism of the models developed using both SS and DUPLEX
increases with increasing skewness in the runoff data. The performance (measured by relative bias) of
DUPLEX-based models is pessimistic for lower values of skewness, and relative bias levels decrease with
increasing skewness of the runoff data. In other words, the performance of models developed using
DUPLEX improves with increasing skewness, and for runoff data having skewness of 20–30, the expected
value of the relative bias of DUPLEX-based models is close to zero (Figure 8b). In contrast, SS-based models
are optimistic at low skewness values, and increased skewness in the runoff data results in a deterioration
in model performance, as the resulting bias moves further away from the benchmark value (Figure 8a). This
results in the switch in ranking between SS and DUPLEX observed in Figure 7. Even though DUPLEX and SS
mechanisms used for allocating data to the calibration and evaluation subsets are different, both result in
increasing relative proportions of more extreme data points in the calibration set as skewness increases,
therefore increasing the degree of optimism, for reasons explained in section 3.1.
3.2.2. Ranking Based on Relative Variance
The average ranks of the different data splitting methods based on relative variance and skewness of runoff
are shown in Figure 9 and the effect of runoff data skewness on the distributions of relative variance is

Figure 10. Relative variance for the four data splitting methods for groupings of catchments with runoff data with different ranges of skewness.

ZHENG ET AL.

1024

Water Resources Research

10.1002/2017WR021470

shown in Figure 10. Clearly, the relative average ranking of the data splitting methods is insensitive to relative variance (Figure 9). In all cases, the deterministic DUPLEX performs the best (Figures 6b and 10b) as it
has no variance being a deterministic procedure.
The performance of SS and SBSS-N is very similar, with the SS method performing slightly better (Figure 9).
This is in agreement with Figure 6b, which shows the combined performance over all catchments (i.e., different levels of skewness) and is due to the fact that the performance of neither method is affected substantially by skewness of the runoff data (see Figures 10a and 10c). Being semideterministic, the relative
variance of the SS method is relatively low, being only affected by the starting position of the sampling.
Similarly, for SBSS-N, the degree of variability is also low, because the majority of extreme cases are always
allocated to the calibration data, irrespective of the degree of skewness of the runoff data.
The only data splitting method that is signiﬁcantly affected by the skewness of the runoff data is SBSS-P,
with increasing relative variance as levels of skewness increase (Figure 10d). This is because the increase in
sparse regions in the input-output space associated with higher levels of skewness increases the variability
in the samples drawn at random from the different strata. However, this does not affect the relative ranking
of this method, as it always performs worse, regardless of the skewness of the runoff data (Figure 9).
3.2.3. Ranking Based on Relative Estimation Efficiency
The relationships between average ranks of the different data splitting methods based on relative estimation efﬁciency and skewness of runoff are shown in Figure 11. Even though SBSS-P performs best in terms
of relative bias (Figure 7), it generally performs only third best with regard to relative estimation efﬁciency
(which balances the importance of relative bias and relative variance). In addition, the REE performance of
SBSS-P deteriorates with increasing skewness (Figure 11), due to the rapid increase in relative variance (Figure 10). So while SBSS-P is an excellent data splitting approach if a large number of models with different
data splits is allowed to be developed, it is not suitable when a single data split is used, especially if the runoff data are highly skewed.
The results in Figure 11 conﬁrm that SBSS-N is not a good data splitting approach for skewed data, such as
those used in runoff modeling. This is because it results in highly optimistic evaluation performance for
such data (Figure 8), the effects of which are not able to be offset sufﬁciently by its relatively low relative
variance (Figure 10).
Overall, Figure 11 shows that SS provides the best REE performance for skewness values up to approximately 20, after which the average rank of DUPLEX is lowest. The reasons for this shift were discussed in
sections 3.2.1 and 3.2.2. Overall, the relative bias performance of SS
deteriorates with increasing skewness of the runoff data, while the
variance of both methods is largely insensitive to skewness, so that
relative estimation efﬁciency of models developed using DUPLEX
improves compared to SS for higher skewness levels.
3.2.4. Guidelines for the Selection of Data Splitting Methods
Based on the large-catchment-sample study results reported above,
Figure 12 summarizes our proposed guidelines for the selection of
data splitting methods. If time and computational ability permits
model development using a large number of different data split realizations, the SBSS-P method might be the most appropriate option for
catchments with various degrees of skewness of the runoff data. This
is because this method performs well with close to zero bias for all
catchments investigated when performance is averaged over 100
models. However, given the large relative variance of this method
over models developed with different data splits, it is not applicable
for single or a small number of data splits.

Figure 11. Averaged rank of different data splitting methods based on relative
estimation efﬁciency versus skewness of runoff (rank 1 is the best and rank 4 is
the worst).
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When only a single or limited number of data split realizations is feasible, the best method to be used varies with skewness of the runoff
data. If skewness values are less than 20, the SS method should be
used as its relative bias tends to be close to zero (slightly optimistic)
for lower values of skewness and its relative variance tends to be
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Figure 12. Proposed guidelines for selection of data splitting methods.

relatively small. At skewness values above 20, the DUPLEX method should be used (and it has the advantage of having zero variance).
While the above guidelines are developed using results from a particular type of ANN model, they should
be applicable to other types of models for which the time order of the data does not have to be strictly preserved. As mentioned in section 2, the performance benchmarks for each of the 754 catchments, on which
the development of the above guidelines is based, are applicable to the assessment of the bias and variance of a broad range of runoff models.
An important caveat is that the above guidelines are developed for an 80%/20% (calibration/evaluation)
data split and for 10 years of daily data, and if a different ratio and/or different data length is used then the
range of runoff data skewness for which the SS and DUPLEX methods are preferable could change slightly.
Speciﬁcally, if a greater percentage of the data are used for evaluation and/or a longer period of data are
used for model development, it is likely that the number of extreme values in the evaluation data will
increase, and we might expect somewhat increased pessimism in the resulting evaluation performance.

4. Summary and Conclusion
Hydrological models have been used in a wide context, with typical application examples including streamﬂow forecasting, ﬂood-risk estimation, and water resources planning (Cortes-Hernandez et al., 2016; Westra
et al., 2008; Zheng et al., 2015a, 2015b). Typically, the observed data are partitioned into periods used for
model development/calibration and performance evaluation, with the data allocation determined through
some kind of data splitting approach (either empirical or formal). The similarity (or otherwise) of information
content associated with each of these periods can have a very signiﬁcant impact on both the quality of the
model obtained and the quality of the assessment conducted regarding evaluation period performance.
Clearly, therefore, the manner in which the data are allocated into calibration and evaluation periods is very
important.
The results of this study raise serious concerns regarding the common practice in which data splitting (into
calibration and evaluation periods) is performed only once during model development. Unless the data allocation method can be guaranteed to provide data splits that are robust with regard to the information content required for both model development and for model assessment, one can generally expect that
statistical variability in evaluation period performance will make it difﬁcult (if not impossible) to arrive at
robust conclusions regarding the quality of the model so obtained. The fact that this issue has been largely
ignored in the vast majority of previous studies may be one reason why progress in hydrologic model generalization and improvement has been slow (Gupta et al., 2014).
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The goal of this paper is to contribute to improved understanding of this issue and to advocate for the development of methods that facilitate robust model development. While the issue of information content of data
is arguably quite complex (Gong et al., 2013; Gupta et al., 2014; Nearing et al., 2016; Nearing & Gupta, 2015), it
is intuitively easy to understand the need for data to contain adequate representation of the full range of
behavioral patterns for which the model can be expected to perform (Bowden et al., 2002; Sorooshian et al.,
1983; Wu et al., 2013; Yapo et al., 1996). The important questions to be addressed are (1) how can an assessment of data quality and information content be formalized and (2) how to achieve statistically robust model
development given limitations associated with typically available hydrological data sets.
This study has attempted to contribute to this discussion by focusing on one speciﬁc but important aspect
of the statistical properties of available catchment data—the skewness associated with runoff. We speciﬁcally investigated skewness, because with increasing skewness the probability of representation of extreme
events in a typical catchment data set drops. Although it may be possible to reduce the skewness effect
through transformations of the data (e.g., by transferring the ANN runoff predictions to log space), previous
empirical studies have shown that such transformations were not successful in improving ANN model performance (Bowden et al., 2003). This is therefore an issue that warrants further exploration.
To achieve a relatively comprehensive study that has some degree of generalizability, we investigated the
impact of four different formal data splitting methods on the assessed performance of hydrological ANN
models, using a relative large number of rainfall-runoff data sets representing 754 catchments in Australia
and the U.S. Our approach is further facilitated by application of the benchmarking method of Wu et al.
(2013), requiring the development of a total of 902,483 ANN models, and thereby providing a rigorous
assessment of the statistical behavior associated with the different data splitting methods.
Our major ﬁndings can be summarized as follows:
1. The speciﬁc choice of the data used for model evaluation has a signiﬁcant impact on assessed model
performance. Application of different formal data allocation methods can result in a wide range [–90%
to 150%] of deviations of predictive performance from the benchmark value, which represents expected
achievable evaluation performance over the entire data set. Accordingly, when using a single data split
realization, it becomes virtually impossible to draw robust inferences regarding the adequacy of model
performance (Gupta et al., 2012). This clearly highlights the importance of taking into consideration the
variability caused by the data splitting approach used for model development.
2. Among the four data splitting methods investigated, the stochastic SBSS-P method produced the lowest
statistical tendency to bias in model performance, with the bias being generally insensitive to the skewness properties of the data. However, a large degree of performance variability is obtained using this
approach, particularly for larger values of skewness, which means that application of SBSS-P must be
accompanied by use of a statistically signiﬁcant number of data splits to ensure that performance of the
resulting model is robust. In contrast, the stochastic SBSS-N method consistently gave the worst performance, characterized by an unreliably optimistic assessment of model quality.
3. When circumstances preclude the use of a large number of data split realizations, the semideterministic
SS and deterministic DUPLEX methods may provide the most robust results. SS was found to provide
better performance for data having low skewness. However, as data skewness increases to above 20, the
DUPLEX method tends to provide better results. When using these methods, their particular tendencies
to optimism or pessimism (and the signiﬁcant variability therein) as a function of data skewness must be
kept in mind.
Overall, this study can be considered to be a valuable initial investigation into the broader topic of how
available data should best be used for hydrological model development. Such data are invariably limited in
terms of the quantity and information content relative to the kinds of hydrological behaviors one may hope
that the models are capable of simulating with a respectable degree of accuracy and precision. Accordingly,
it makes sense that a statistical approach should be brought to bear on the problem of optimal data use.
While this study has focused on the single, albeit important, aspect of runoff data, skewness, a more comprehensive investigation into the speciﬁc attributes useful for summarizing the information content (with
regard to model development) of available data sets is sorely needed. Furthermore, while the large sample
approach applied here does help to guarantee some degree of statistical conﬁdence in our results (Gupta
et al., 2014), we acknowledge that large parts of the world are not represented herein and in the future
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such studies should strive to work with a more comprehensive data set (see for example Newman et al.,
2017).
Finally, there are several important and interesting questions regarding how data should best be used for
model development that remain unanswered. First, the results of this study point to the possibility of
designing improved formal data splitting methods that have some of the strengths of each of the four
methods tested here, but are designed to minimize their weaknesses. Second, there remains the issue of
how best to use multiple data split realizations for physical/conceptual hydrological models that require
continuous input. One approach to dealing with this has been suggested by Ebtehaj et al. (2010) based
on the application of moving block bootstrap resampling. This could beneﬁt from a more detailed statistically robust large-catchment-sample investigation. Third, it has been suggested by a number of researchers, including the reviewers of this paper, that having used a split-sample approach for model
development, one can then ‘‘ﬁne tune’’ the model parameters using all of the data. However, we are
unable to ﬁnd any literature which suggests that this is actually done in practice (or even in research studies). One reason may be that doing so is not, in principle, different from ignoring the split-sample
approach and proceeding to a full data calibration, which has the disadvantage of not providing an independent assessment. The paradox of data splitting is that not all of the data are actually used for model
calibration. Therefore, the model prediction uncertainties, which depend on the posterior parameter
uncertainties obtained during calibration, remain larger than the case when all of the data were used for
parameter estimation. A clear beneﬁt of a multi-split-sample approach is that it alerts us to the fact that
the results we develop are unavoidably subject to sampling variability and data information content.
However, the trade-off between the beneﬁts of data splitting and that of using all of the data for parameter estimation are not at all well understood, and the tantalizing possibility that an optimal way of exploiting the information content of the data exists. A more meaningful approach is likely to be to develop
many versions of the model using multiple equally representative splits of the data and to then use the
resulting set of models in ensemble mode.
In closing, it is interesting that we ran into a difference of opinion with the reviewers of this paper regarding
the broader implications of our results. Although the demonstration in this paper is limited to data-driven
ANN models, we believe strongly that the challenges associated with achieving multiple data splits for
physically based hydrological models (see Ebtehaj et al., 2010) does not exempt them from the problems
discussed here, and that creative work is necessary to address this potentially critical issue. To further
advance the understanding of how data allocation impacts model calibration and evaluation, we intend to
pursue this line of research using other types of hydrological models (e.g., process-based models). As
always, we invite discussion and collaboration on these and related issues of dynamical earth systems
model development.
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Erratum
Dataset S1 was originally omitted from the Supporting Information ﬁles published with this article. The article has been updated, and this may be considered the ofﬁcial version of record.
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