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ABSTRACT 
Quantifying terrestrial ecosystem biomass is an essential part of monitoring 

carbon stocks and fluxes within the global carbon cycle and optimizing natural 

resource management. Point cloud data such as from lidar and structure from motion 

can be effective for quantifying biomass over large areas, but significant challenges 

remain in developing effective models that allow for such predictions. Inference 

models that estimate biomass from point clouds are established in many 

environments, yet, are often scale-dependent, needing to be fitted and applied at the 

same spatial scale and grid size at which they were developed. Furthermore, training 

such models typically requires large in situ datasets that are often prohibitively costly 

or time-consuming to obtain. Here, we present a novel scale- and sensor-invariant 

framework for efficiently estimating biomass from point clouds. Central to this 

framework, we present a new algorithm, which we term Assign Points To Existing 

Clusters (APTEC), developed for finding matches between in situ data and clusters in 

remotely-sensed point clouds. This algorithm can be used for assessing canopy 

segmentation accuracy and for training and validating machine learning models for 

predicting biophysical variables. We demonstrate the algorithm's efficacy by using it 

to train a random forest model of aboveground biomass in a shrubland environment in 

Southern Arizona. We show that by learning a nonlinear function to estimate biomass 

from segmented canopy features, we can reduce error, especially in the presence of 

inaccurate clusterings, when compared to a traditional, deterministic technique to 
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estimate biomass from remotely measured canopies. Importantly, our random forest 

on cluster features model extends established methods of training random forest 

regressions to predict biomass of subplots but requires significantly less training data 

and is scale invariant. This model reduced mean absolute error, when evaluated on all 

test data in leave-one-out cross-validation by 41% from deterministic mesquite 

allometry and 36.2% from the inferred ecosystem-state allometric function on 

terrestrial lidar data. Our best performing model reduced mean absolute error across 

all data sources by 22.5%. Our framework should allow for the inference of biomass 

more efficiently than common subplot methods and more accurately than individual 

tree segmentation methods in vegetated environments in which accurate segmentation 

of individual plants is difficult.   
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1. INTRODUCTION 

1.1 Background 
Quantifying terrestrial ecosystem structure in terms of biomass is a necessary 

part of monitoring carbon stocks and fluxes within the global carbon cycle and is, 

therefore, essential to understanding and mitigating anthropogenic climate change. 

Estimates of above ground, woody biomass can also be used as proxies for many 

valuable natural resources such as timber and bioenergy stocks. Improving methods 

to quantify ecosystem-scale biomass can allow more cost-effective and accurate 

carbon accounting, advance knowledge on the interactions between the atmosphere 

and biosphere, and help to optimize natural resource management. Point cloud data 

such as lidar and Structure from Motion (SfM) photogrammetry applied to images 

taken by Unmanned Aerial Vehicles (UAVs) are effective for quantifying biomass 

over large areas (S. G. Zolkos et al., 2013). Point cloud data is vector data that 

represents the physical locations of objects located in three-dimensional space. Each 

point in the point cloud is a sample of a physical objects location in space and time. 

At a minimum, a point cloud (which we can think of as a row) typically contains the 

features X, Y, and Z (which we can think of as columns). However, each point may 

also contain additional descriptors, such as spectral information (Red, Green, Blue 

color bands, for example) or intensity. Models that estimate biomass from point 

clouds have been developed in many environments (S. G. Zolkos et al., 2013), but are 

often scale-dependent, needing to be fitted and applied at the same scale and grid size 
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at which they were developed (Zhao et al., 2009a). This can be a prohibitive 

constraint when a tool is developed at one scale, but estimates of biomass are required 

at a much larger or finer scale. Furthermore, training such models typically requires 

large in situ datasets that are often prohibitively costly and/or impractical to obtain. 

Given the increasing availability of point cloud data from diverse platforms and the 

wide range of research questions that span diverse scales, a scale- and point cloud 

sensor-invariant methodology for inferring plant biomass from point clouds is 

needed. A scale and- and point cloud sensor-invariant methodology is one that would 

be applicable over a wide range of spatial scales and to data produced from different 

sensors and platforms. 

1.2 Objectives 
In this research, we address the fundamental task of estimating some biophysical 

variable of interest, such as biomass, from a point cloud. Specifically, we seek to 

address the following questions: 

1. Can we estimate biomass from point clouds efficiently and at scale? 

a. And, can we do so in a sensor and scale-invariant way? 

2. We have point cloud-generating technologies that produce seemingly accurate 

depictions of three-dimensional vegetation structure. These technologies have 

been applied in conifer ecosystems for the estimation of biomass but have 

been less studied in shrubland environments dominated by angiosperms with 

spherical and interconnected canopies. How can these technologies be used 
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for efficiently and accurately quantifying biomass in shrubland 

environments such as those of the Southwestern U.S.? 

a. What adaptations to these technologies may be necessary for the 

estimation of woody biomass from point clouds in shrubland 

environments? 

There are many motivations to address these tasks in the local U.S. Southwest, 

including the Santa Rita Experimental Range (SRER), including (i) published 

estimates of woody biomass density in the SRER are nearly a decade old (Huang et 

al. 2007); (ii) locally-field-validated biomass density rasters of the SRER do not exist; 

(iii) having accurate estimates of biomass would extend multiple research projects 

focused on resource management and ecosystem-scale carbon flux; and (iv) the 

National Ecology Observatory Network has begun a 30-year campaign to collect 

aerial lidar over the SRER every year starting in 2017, but there is no established 

means of converting the acquired point cloud data into a biomass product. Therefore, 

locally-validated methods for quantifying biomass from lidar data acquired in the 

SRER and the greater SW will be particularly useful for future research projects. 

 Thus, the objective of this study was to develop and test scalable, 

efficient methods for estimating biophysical variables from point clouds. In the 

following appendix, we present methodologies that allow for the estimation of 

biomass more efficiently than previous subplot methods and more accurately than 

previous individual tree delineation methods. These methods can be applied to point 
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clouds of arbitrary size and arbitrary origin and can be used for quantifying biomass 

and carbon density over large areas of land, especially when individual tree 

delineation is difficult. 

2.  PRESENT STUDY 

2.1 Study Site and Related Work in the SRER 
 

The University of Arizona’s Santa Rita Experimental Range (SRER) in 

Southern Arizona is a premier location for studying and applying biomass estimation 

methods in shrubby, dryland ecosystems given a wealth of published and ongoing 

research and a dedicated and interested research community. The SRER is located 

South of Tucson at 31.8214°N, 110.8661°W with an average elevation is 1,116 

meters above mean sea level [amsl]). The SRER is in the Sonoran Desert ecoregion, 

which experiences a bimodal precipitation pattern, receiving heavy monsoons rains in 

the summer and lighter precipitation in the winter. Mean annual temperature and 

precipitation are 19º C and 358 mm yr-1 respectively (McClaran and Wei, 2014). This 

study focused around the Mesquite Savanna eddy covariance tower, described by 

Scott at al. (Scott et al., 2009). Mesquite (Prosopis velutina Woot.) cover at this site 

has been estimated at c. 35%, with vegetation of the intercanopy space dominated by 

a mosaic of perennial C4 bunch grasses, seasonally bare soil (Barron-Gafford et al., 

2017, 2012), and low-lying cactus species: Opuntia sp., Ferocactus wislizeni (fish-

hook barrel cactus), and Cylindropuntia fulgida (cholla). Though P. velutina 
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dominates the site, there are also substantial desert/canyon hackberry (Celtis 

pallida/reticulata). 

To the best of our knowledge, at the time of this writing, the only published 

estimate of biomass density in the SRER was produced by Huang et al. in 2007. To 

predict woody biomass density, Huang et al. (2007) developed regression models 

using woody cover fraction derived from Landsat Thematic Mapper (TM) as the 

independent variable. They used a subplot method to train the models. In subplot 

methods, all vegetation in each subplot is measured to compute the biomass of each 

plant in the subplot using previously established allometric equations (Huang et al. 

2007). The biomass estimates of the individuals within each subplot area are then 

summed to produce one response number per subplot (usually this number is 

expressed as an amount per area, such as kg per square meter). Typically, only the 

location of the subplot is recorded to georeference the subplot and connect it to the 

remote sensing data for model training. Subplot methods require establishing the 

boundaries of each subplot (typically done by belt surveying) and the measurement of 

many individual plants in total over all subplots. This method can be used to train 

models from spatially coarse-grained independent variables (such as Landsat TM 

(Huang et al., 2007)) or from lidar (S. G. Zolkos et al., 2013). 

While effective, the models derived from subplot methods are scale 

dependent, meaning that they can only be applied at the same subplot scale at which 

they were trained. Furthermore, they require the measurement of many individual 
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plants to yield a relatively small number of data points for training the predictive 

algorithm. Huang et al. (2007) also note that the incorporation of a “3-D volumetric 

metric” may effectively represent above ground biomass across a range of ecological 

stress and disturbance histories without requiring a knowledge of those histories. 

2.2 Summary of Methods 
In this section I describe the novel methods utilized and presented in the 

manuscript in Appendix A. These methods include incorporation of previously 

published methods (such as measurement of in situ structural parameters and 

watershed segmentation of rasterized point cloud data) and novel methods. We 

propose methods in the manuscript here targeted on the task of efficiently estimating 

biomass from point clouds in a scalable manner. Terrestrial lidar, aerial lidar, and 

Structure from Motion (SfM) photogrammetry point clouds were utilized. Terrestrial 

lidar was collected during annual peak leaf area in October 2015. Aerial lidar was 

collected in 2011 over the SRER by Sanborn Map Company, Inc. at 7-12 points per 

square meter and pulse footprint of ~13.5 cm (Sanborn Inc., 2011). To produce the 

SfM point cloud, we conducted multiple flights with an unmanned aerial vehicle 

(UAV; DJI Phantom 3 professional) mounted with a 12 megapixel red-green-blue 

(RGB) camera. Flights were conducted in May of 2015 after the mesquites had put on 

their 2015 foliage, but before the perennial grasses had greened up (typically 

following the onset of summer monsoons in August and September). Images taken 

from the UAV during flight were processed by Photoscan version 1.2 (Agisoft, 2014) 
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to produce a SfM point cloud. Photoscan uses proprietary algorithms that are similar 

to the open source Bundler software (which uses bundle adjustment) for estimating 

the 3-dimensional locations of points in the surveyed field (Dandois and Ellis, 2013; 

Snavely et al., 2006). Photoscan was used for its superior computational efficiency 

over existing open-source implementations. 

2.2.1 Proposed Methodology: Random Forest on Cluster Features (RFCF) 

Inference models that estimate biomass from point clouds are established in 

many environments, yet, are often scale-dependent, needing to be fitted and applied at 

the same spatial scale and grid size at which they were developed. Furthermore, 

training such models typically requires large in situ datasets that are often 

prohibitively costly or time-consuming to obtain. We propose a framework that is 

invariant to scale in that it can be applied to any ecosystem area that contains enough 

vegetation “clusters” on which a random forest can be trained. A representative 

sample of these clusters should be measured in the field to estimate each cluster’s 

biomass using traditional allometric equations. The term cluster is used here to refer 

to a clump of vegetation that is likely to be difficult to accurately segment into 

individual plants from the remotely sensed data. By measuring these clusters in the 

field, we can learn a model for the mass of how the cluster of vegetation is 

represented in the remotely sensed data. Central to this framework, we present a new 

algorithm developed for connecting this in situ data to the clusters in the remotely-

sensed point clouds.  
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2.2.2 Establishing Training Data: Assign Points To Existing Clusters (APTEC) 

We present a new algorithm, which we term ‘Assign Points To Existing 

Clusters’ (APTEC), for training and validating machine learning models designed to 

predict biomass from point clouds. Specifically, APTEC establishes the training data 

by assigning none, one, or multiple points in dataset P to each cluster in a dataset of 

many clustered points (such as a segmented point cloud), C. A cluster in a point cloud 

of a forested environment can represent part of one tree, all of one tree, or multiple 

trees. The utility of APTEC is based on the intuition that if we knew the true mass of 

each cluster in a training dataset, whether it is part of, one, or multiple trees in reality, 

we could predict the mass of other clusters that have been produced by the same 

generating process.  

2.2.3 Model Comparison 

Four models were compared for estimating the biomass of clusters. The clusters were 

produced by rasterizing the point clouds and performing watershed segmentation on 

the rasters. Each watershed cluster was then used to label the points in the point cloud 

data. The labeled clusters in the point cloud data were used for model training and 

validation. From each cluster in the point cloud, common point cloud metrics features 

were extracted (such as height percentiles, Northing and Easting width, and other 

statistical descriptors) (Silva et al., 2015). Deterministic allometric models, the PV 

and ESA models, were not refit in each training round because they are meant to map 

individual tree measurements to biomass estimations. In contrast, two ensemble 
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models which incorporate random forests were fit in each round of the cross 

validation to the training data produced by APTEC. The two allometric models, PV 

and ESA, utilized the mean of Northing and Easting width as their sole feature. The 

two ensemble models utilize the complete set of descriptors output from an adapted 

version of rLiDAR’s CrownMetrics function  (Silva et al., 2015). 

2.2.4 Point cloud outliers removed with OPTICS 

All biomass inference models that were analyzed were sensitive to noise 

points in the point cloud. The OPTICS algorithm (Ankerst et al. 1999) was an 

effective method at removing noise points from the input point cloud. 

2.3 Summary of Results 
We show that by incorporating a random forest model into the biomass 

prediction pipeline, the accuracy of predicting biomass from point clouds can be 

improved. In all datasets, by incorporating random forest into the model, the 

prediction error decreased. The RFCF-ESA model outperforms the RFCF model for 

the aerial lidar and SfM by providing more domain information to the predictive 

algorithm. The ecosystem-state allometric equation attempts to account for error in 

the single species model (PV) due to assuming that all plants in the study area are the 

same species. The CHM derived from the terrestrial lidar point cloud had more 

significant under-segmentation (see Additional Figures, Figure 8(a)) than the other 

point cloud sources. This under-segmentation caused the ESA model to produce 

larger overestimates of biomass, thereby increasing the error of the RFCF-ESA model 
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to be larger than the RFCF model when applied to the terrestrial lidar point cloud. 

2.4 Conclusions & Discussion 
In conclusion, we have presented here a framework for quantifying a 

biophysical variable of interest from point clouds by integrating in situ and remote 

sensing datasets to train ensemble models (RFCF and RFCF-ESA). We developed 

algorithms for training and validating machine learning models applied to clustered 

data. We show that by connecting representations of ecosystem structure, accurate 

and scalable models can be developed more efficiently. 

After segmenting the CHMs and connecting the segmentation to the in situ 

data using APTEC, we were able to assess the accuracy of the entire biomass 

estimation pipeline. By removing outlier points in the point cloud data, we directly 

reduce noise and we also reduce the variance of the pipeline by increasing the 

likelihood that the predictive algorithm, such as the RFCF, learns the signal of 

interest by learning the relationships between cluster features and the cluster’s 

biomass (the target variable). Stated in inverse, by removing outliers, we reduce the 

likelihood that the model fits to noise, thereby learning a representation that does not 

actually correspond to the signal. 

2.5 Future Work 
The methodologies we have presented here were tested on a small study area. 

The methods were intentionally developed to be scale invariant and should be tested 
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on larger study areas. Nothing in our methodology is fundamentally inapplicable to 

larger ecological scales given the right training data. Of course, larger remote sensing 

datasets require different computational infrastructure. To apply our methods to larger 

study areas, the areas could be split into smaller contiguous tiles and processed in 

parallel. Furthermore, our proposed methods can exploit the parallelizability of 

random forests to scale to larger areas. This work will be particularly useful to future 

research utilizing point cloud datasets over the SRER. 
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ABSTRACT  
Quantifying terrestrial ecosystem biomass is an essential part of monitoring carbon 

stocks and fluxes within the global carbon cycle. Point cloud data such as those 

from lidar and structure from motion photogrammetry are effective at quantifying 

biomass, but significant challenges remain in developing accurate inference models. 

Here we present a novel scale- and point cloud-sensor-invariant framework for 

efficiently estimating biomass from point clouds by training random forest 

regressions on point cloud cluster features (RFCF). In order to train the RFCF model, 

we also present a novel algorithm which we term ‘Assign Points To Existing 

Clusters’ (APTEC). This algorithm can be used for (1) assessing canopy 

segmentation accuracy and (2) training and validation of machine learning models for 

predicting biophysical variables. We demonstrate the algorithm's efficacy by training 

a model of aboveground biomass in a shrubland ecosystem in Southern Arizona. We 

show that the RFCF model reduces biomass prediction error, especially in the 

presence of inaccurate shrub segmentations, when compared to a traditional 

allometric technique. The RFCF model reduced mean absolute error, when evaluated 

on all test data in leave-one-out cross-validation by 41% from deterministic mesquite 

allometry and 36.2% from the inferred ecosystem-state allometric function on 

terrestrial lidar data. Our best performing ensemble model reduced mean absolute 

error across all data sources by 22.5% and had mean absolute error of 91.6 kg/cluster. 

Our framework should allow for the inference of biomass more efficiently than 
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common subplot methods and more accurately than individual tree segmentation 

methods in vegetated environments in which accurate segmentation of individual 

plants is difficult.   

 

Keywords: lidar, structure from motion, segmentation, random forest, biomass, 

allometry 

 

 

 

1. INTRODUCTION 
Quantifying terrestrial ecosystem biomass is necessary to monitoring carbon 

stocks and fluxes within the global carbon cycle. Improving methods that quantify 

ecosystem-scale biomass to (a) be more cost-effective, (b) be more accurate, (c) 

advance our knowledge of the interactions between the atmosphere and biosphere, 

and (d) optimize natural resource management and decision making processes, are 

important goals of remote sensing. Point cloud data such as manned aircraft lidar 

allow for the quantification of biomass  at ecosystem scale (S G Zolkos et al., 2013). 

Models that estimate biomass from point clouds have been developed in many 

environments (S G Zolkos et al., 2013), but are often scale-dependent, needing to be 

fitted and applied at the same scale and grid size at which they were developed. 

Furthermore, training such models requires large in situ datasets that are often 
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prohibitively expensive and time-consuming to collect. Given the increasing 

availability of point cloud data from diverse platforms, a scale- and sensor-invariant 

model for inferring plant biomass from point clouds is needed.   

While scale-invariant methods for quantifying biomass from aerial lidar point 

clouds have been proposed (Asner et al., 2012; Zhao et al., 2009b), these methods are 

likely to be platform dependent. This is because different remote sensing technologies 

such as Structure from Motion (SfM) photogrammetry and terrestrial lidar produce 

different representations of vegetation structural variables. Due to the nonlinear 

relationship between primary size measures (basal area, height, or canopy diameter) 

and biomass, inaccurate measurements of an individual tree or shrub lead to 

increasingly inaccurate estimates of biomass when allometric equations developed 

from in situ measurements are applied. These points highlight the importance of a 

procedure for connecting in situ and remotely sensed datasets in order to validate 

proposed and train new models that predict biomass from point clouds. 

Here, we are dealing with the fundamental problem of estimating a 

biophysical variable of interest from a point cloud. We present a novel method to 

estimate biomass from point clouds, including techniques to upscale estimates when 

training data is limited. Our main goal is to present an efficient and open-source 

framework for estimating Above Ground Biomass (AGB) from point clouds 

originating from different sources and processed through different segmentation 

pipelines. In order to implement and test this framework, we developed and present 
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an algorithm for connecting digital representation and field reference (in situ) data to 

aid in machine learning model development and validation. While we acknowledge 

the importance and uncertainty of belowground biomass, this study specifically looks 

at aboveground biomass, and we use the terms AGB and biomass interchangeably.  

To the best of our knowledge, at the time of this writing, the only published 

estimate of biomass density in the SRER was produced by Huang et al. in 2007. To 

predict woody biomass density, Huang et al. (2007) developed regression models 

using woody cover fraction derived from Landsat Thematic Mapper (TM) as the 

independent variable. They used a subplot method to train the models. In subplot 

methods, all vegetation in each subplot is measured to compute the biomass of each 

plant in the subplot using previously established allometric equations (C. Huang et al. 

2007). The biomass estimates of the individuals within each subplot area are then 

summed to produce one response number per subplot (usually this number is 

expressed as an amount per area, such as kg per square meter). Typically, only the 

location of the subplot is recorded to georeference the subplot and connect it to the 

remote sensing data for model training. Subplot methods require establishing the 

boundaries of each subplot (typically done by belt surveying) and the measurement of 

many individual plants in total over all subplots. This method can be used to train 

models from spatially coarse-grained independent variables (such as Landsat TM 

(Huang et al., 2007)) or from lidar (S. G. Zolkos et al., 2013). 
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While effective, the models derived from subplot methods are scale 

dependent, meaning that they can only be applied at the same subplot scale at which 

they were trained. Furthermore, they require the measurement of many individual 

plants to yield a relatively small number of data points for training the predictive 

algorithm. Huang et al. (2007) also note that the incorporation of a “3-D volumetric 

metric” may effectively represent above ground biomass across a range of ecological 

stress and disturbance histories without requiring a knowledge of those histories. 

2. METHODS 
2.1 Study Site 

The study was conducted in the University of Arizona’s Santa Rita 

Experimental Range (SRER) in Southern Arizona (31.8214°N, 110.8661°W), average 

elevation is 1,116 meters above mean sea level [amsl]). The SRER is in the Sonoran 

Desert ecoregion, which experiences a bimodal precipitation pattern, receiving heavy 

monsoons rains in the summer and lighter precipitation in the winter. Mean annual 

temperature and precipitation are 19º C and 358 mm yr-1 respectively (McClaran and 

Wei, 2014). This study focused around the Mesquite Savanna eddy covariance tower, 

described by Scott at al. (Scott et al., 2009). Mesquite (Prosopis velutina Woot.) 

cover at this site has been estimated at c. 35%, with vegetation of the intercanopy 

space dominated by a mosaic of perennial C4 bunch grasses, seasonally bare soil 

(Barron-Gafford et al., 2017, 2012), and low-lying cactus species: Opuntia sp., 

Ferocactus wislizeni (fish-hook barrel cactus), and Cylindropuntia fulgida (cholla). 
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Though P. velutina dominates the site, there are also substantial desert/canyon 

hackberry (Celtis pallida/reticulata).  

 

Figure 1. Study area over the Mesquite Savanna eddy covariance tower in the Santa Rita Experimental 
Range in Southern Arizona in the United States. White trapezoid outlines exact footprint within which 
all point cloud datasets were clipped. 

To replicate allometric methods described by McClaran et al. (2013) we 

measured 159 individual plants taller than 1 meter for their: (1) canopy major axis, 

(2) canopy minor axis, (3) height above ground level (agl), and (4) species, in 

December of 2016. In our sampling scheme, we randomly selected individual plants 

spatially distributed throughout the study site. Key to our approach, we also measured 

all plants whose foliage vertically overlapped with the randomly selected individual, 

such that we would have an estimate of the overlapping cluster of individuals should 

the clustering algorithm fail to distinguish between the individuals. We recorded 
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geospatial coordinates of the individual plants with a survey-grade Leica GPS rover 

and GNSS-receiver (Leica, 2012). 

2. 2 Point Cloud Acquisition - Terrestrial Lidar, Aerial Lidar, and Structure from 
Motion 

We collected terrestrial lidar data during annual peak leaf area in October 

2015. We conducted twenty-six station scans with a Leica scan station, and scans 

were stitched together with proprietary Leica Cyclone software (Leica Geosystems, 

2012). We registered all point cloud data in the geodetic datum: NAD 83 UTM Zone 

12N (EPSG:26912) and referenced the ground control, GPS coordinates by Nation 

Geodetic Survey’s Online Positioning User Service (National Geodetic Survey, 

2015). Ground control points were established by driving rebar into the ground. 

Aerial lidar was collected in 2011 over the SRER by Sanborn Map Company, Inc. at 

7-12 points per square meter and pulse footprint of ~13.5 cm(Sanborn Inc., 2011). 

The aerial lidar meets the USGS QL 1 standard (Heidemann, 2012).  

We conducted multiple flights with an unmanned aerial vehicle (UAV; DJI 

Phantom 3 professional) mounted with a 12 megapixel red-green-blue (RGB) camera. 

Flights were conducted in May of 2015 after the mesquites had put on their 2015 

foliage, but before the perennial grasses had greened up (typically following the onset 

of summer monsoons in August and September. The UAV was flown with ~80% 

overlap between consecutive images with the camera situated at multiple angles 

across sequential flights, following methods described in Dandois et al. (2015) and 

James and Robson (2014). The UAV was flown at 10 m agl yielding a ground 
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sampling distance of 0.5 cm.  Altizure flight planning software (Everest Innovation 

Technology, 2015) was used to control the UAV’s flight path and to take images at 

even intervals as it flew over the study site. The UAV was flown over the study site in 

equally spaced transects. The UAV took images with the camera pointed at 45° 

oblique from nadir in the four cardinal directions and during the fifth flight the 

camera was pointed nadir. We established 13 ground control points (GCP) which 

were a subset of the GCPs used for terrestrial lidar collection. Furthermore, to 

increase visibility of the GCP and assess the accuracy of the SfM, orange buckets 

were placed over the permanent GCPs with targets on the top of the buckets (see 

Additional Figures for example UAV image). To assess spatial accuracy of the SfM 

point cloud, we computed cloud-to-cloud distance between the SfM and the terrestrial 

lidar point clouds. MCC-lidar was run on each tile in parallel. 

 The SfM algorithm produced a significant number of points that were far 

below the true ground surface, causing MCC-lidar to fail to converge and producing 

poor classification by Progressive Morphological filter (Zhang et al., 2003), which 

was more lax in convergence. In order to improve ground classification and 

successfully run MCC-lidar on all point cloud tiles, we iteratively (1) removed all 

points that were more than the distance σ λ below the mean elevation of the ground 

classified points (Equation 1) and (2) reran MCC-lidar on the tiles that had not 

converged until MCC-lidar successfully ground-classified all point cloud tiles. 
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Equation 1. Computes the threshold, τ, for removing below ground points.  !" is the mean elevation of 
ground-classified points, σ is the standard deviation of the elevation of ground-classified points, and λ 
is the value multiplied by sigma to tune τ. 

For removing outlier points with OPTICS, points that were greater than or 

equal to 1m Height Above Ground (HAG) were used for OPTICS input. In order to 

normalize the point cloud elevation dimension, points that were classified as ground 

(Classification = 2) were gridded to a 0.1 m-resolution digital terrain model using K 

Nearest Neighbors Inverse Distance Weighting (KNNIDW) in lidR’s grid_terrain 

function (Roussel and Auty, 2017).  

2.4 Canopy Height Modeling & Segmentation 
After the point clouds had been preprocessed to remove outliers and the raster 

surface models were generated, the point clouds were clustered to produce 

segmentations that did not over segment the point cloud (process 1 in Figure 2).  

 

Figure 2. Simplified data flow diagram showing the processes used to estimate the biomass of clusters. 
The rhomboids represent data sets and the rectangles processes. The output of each process is fed into 
the next process.  Processes 2 and 3 differ between the biomass estimation models assessed in this 
paper. The novel random forest models we present here are trained and applied in process 3. 

We tested four algorithms for canopy segmentation: lidR's watershed 

segmentation algorithm lastrees (Roussel and Auty 2017); an adapted version of 

rLiDAR's watershed implementation, FindTreesCHM; (Silva et al., 2015); OPTICS 
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(Ankerst et al., 1999); and Variable Local Maxima (VLM; Swetnam and Falk, 2014). 

Three of these algorithms are raster based, while OPTICS was run on the point cloud 

data. Initial accuracy of the segmentations was qualitatively assessed and lidR’s 

watershed segmentation and OPTICS were selected for further analyses. The adapted 

version of rLiDAR's watershed segmentation, FindTreesCHM, also produced 

qualitatively convincing results though lidR’s watershed segmentation 

implementation, ‘lastrees’, was used for further analyses because the function worked 

well with minimal adjustment of parameters and because the package provided a 

more complete suite of tools for the analyses discussed in this paper. VLM produced 

poor results due to outliers in the terrestrial lidar data. The VLM algorithm was 

shown only for conifers with cone canopy architecture and performs poorly in 

angiosperms with spherical or interconnected canopies (Swetnam and Falk, 2014). 

We used OPTICS implemented in the espg development branch of scikit-learn in the 

Python programming language (Grigsby, 2017; Pedregosa et al., 2011). 

2.5 Biomass Estimation 
Four models for cluster-based biomass estimation are compared: (1) a 

deterministic model (PV) in which cluster dimensions are directly mapped through 

the mesquite (Prosopis velutina Woot) allometric equation developed by McClaran et 

al. (2013), (2) an ecosystem-state allometric (ESA) equation, (3) A random forest 

regression trained on features of each cluster, which we term the ‘Random Forest on 

Cluster Features’ (RFCF) model, and (4) an ensemble model that takes the mean of 
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the ecosystem-state allometric equation and the RFCF model (RFCF-ESA). The PV 

model deterministically maps the measurements of each cluster in the point cloud 

through the mesquite allometric equation (as if assuming that each cluster was exactly 

one individual plant). To help account for error due to uncertain species of clusters, 

an ecosystem-state allometric equation (ESA model) was fit using measured species 

distributions and cross validation on synthesized data to infer the best polynomial 

order of the function: 10-fold cross validation was used on 10,000 synthesized canopy 

area measurements from a uniform distribution. The data were generated from the 

allometric equations established by McClaran et al. (2013) for P. velutina and C. 

pallida, respectively, and following the in situ measured distribution with ~0.83 

probability of P. velutina and ~0.17 probability of C. pallida. These probabilities 

were estimated from the species abundances measured in the field.  

Cross validation was used to infer the polynomial order that minimized the 

mean of the validation losses. Cross-validation and linear regression returned the 3rd 

order polynomial line of best fit: 

 

Equation 2. Ecosystem-state allometric equation obtained through linear regression on 

synthesized data. 

A common method of estimating biomass from point clouds is to segment the 

canopy from the CHM (or less commonly to cluster the point cloud) into individual 

plant canopies, use an algorithm to measure the max height, canopy base height, and 
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diameters of the clusters, and then estimate the biomass using allometric equations 

(Chojnacky et al. 2013; Cunliffe et al., 2016; Zhao et al., 2009). One of the problems 

with this method, especially in environments that do not lend themselves well to 

accurate canopy segmentation, is that multiple individual plants can be clustered into 

a single cluster (error of commission) (synthesized example in Figure 2). In order to 

develop and test models of biomass estimation, we take a novel approach by 

summing the in situ-estimate of mass by cluster.  

 

Figure 3. Top-down view of synthesized data depicting a clustered point cloud. Trees are shown as 
circles and the in situ points are shown as asterisks. The in situ points imitate field-recorded 
coordinates of tree locations. The two trees in bottom left have been given the same cluster label to 
imitate inaccurate clustering segmentation. APTEC assigns	both in situ points t1 and t2 to C1. 

Our proposed RFCF models extends the established method of training a 

random forest regression to predict the biomass of subplots (Fassnacht et al., 2014; 

Latifi and Koch, 2012), by training a random forest regression model on the clusters 
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of the point cloud as opposed to the subplots. To represent the clusters, we used 

standard point cloud descriptor metrics (the same metrics often used in random forest 

subplot methods) as features. We used an adapted version of rLiDAR’s 

CrownMetrics (Silva et al., 2015) function for computing these features. 

CrownMetrics was adapted to accept point clouds originating from arbitrary sources, 

such as SfM. Random forests for regression are an ensemble method in which a forest 

of decision trees are trained and the prediction is taken as the mean of all the 

individual tree’s predictions. During training, each tree gets a bootstrapped sample of 

the training set and each node gets a random subset of the features (Breiman, 2001). 

In implementing RFCF, we used Breiman and Cutler's algorithm implemented in the 

R package randomForest (Liaw and Wiener, 2002). The main difference of RFCF to 

the established random forest-subplot method is that instead of training a random 

forest to predict the biomass (or other response variable) of the subplot from subplot 

point cloud features, the random forest is trained to predict the biomass of the cluster 

from the cluster’s point cloud features. The main advantage of this method is that it 

reduces the amount of in situ measurement data necessary for training the random 

forest. In order to facilitate the training of the RFCF model, we present an algorithm 

that finds correspondences between in situ and remotely sensed data. The RFCF-ESA 

model takes the mean of the RFCF model and the ESA model for predicting the 

biomass of each cluster. These models are available at 
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https://github.com/SMHendryx/quantifyBiomassFromPointClouds (see 

R/crossValidateModelsOnAllDataTypes.R). 

2. 6 APTEC 
We present a new algorithm, which we term ‘Assign Points To Existing 

Clusters’ (APTEC), for training and validating machine learning models designed to 

predict biomass from point clouds. Specifically, APTEC establishes the training data 

by assigning none, one, or multiple points in dataset P to each cluster in a dataset of 

many clustered points (such as a segmented point cloud), C. A cluster in a point cloud 

of a forested environment can represent part of one tree, all of one tree, or multiple 

trees. The utility of APTEC is based on the intuition that if we knew the true mass of 

each cluster in a training dataset, whether it is part of, one, or multiple trees in reality, 

we could predict the mass of other clusters that have been produced by the same 

generating process.  

Formally, we can think of the world, W, as being mapped to a clustered 

dataset, C: 

 

Therefore, C is a function of the world: 

 

While we cannot invert f and we know that f is a noisy process, we should be able to 

approximate f if we have the appropriate data. APTEC allows us to automate the 

acquisition of this data. The algorithm is implemented in the R programming 
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language and is available here: 

https://github.com/SMHendryx/AssignPointsToExistingClusters. See the Appendix 

for the pseudocode of these algorithms. We tested the algorithm on synthesized point 

cloud data for which we specified true cluster membership and predicted point cloud 

membership.

 

Figure 4. Clustered point cloud with in situ points shown as asterisks before (a) and after (b) being 
assigned to clusters using APTEC. The asterisks that have been removed in (b) had correspondence 
distances greater than the threshold, #. 

For each dataset, terrestrial lidar, aerial lidar, and SfM photogrammetry, we 

report error metrics from the results of the leave-one-out cross-validation. We report 

error results using Mean Absolute Error (MAE) as it is intuitively interpretable. 

 

Root Mean Square Error (RMSE) is also reported for the best performing models 
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because it is commonly used for assessing the accuracy of biomass estimation models 

(Fassnacht et al., 2014).   

 

The best performing model, which we define as the model with the lowest MAE, was 

used to estimate the biomass density of the entire study area from all three point cloud 

sources. 

3. RESULTS 
3.1 Point Clouds and Rasters  

After removing statistical outliers using CloudCompare’s SOR filter 

(Girardeau-Montaut, 2011), terrestrial lidar point density in the study area was ~8000 

pulses per square meter, which translates to a spatial sampling frequency (post 

spacing) of 1.12 cm. Though the cloud to cloud differencing between the un-

decimated terrestrial lidar and SfM point clouds appeared to be very small, with most 

non-ground point to point distances between 1.7 and 5.6 cm, this technique under-

represented error because the SfM points were largely contained within the densely 

sampled terrestrial lidar point cloud, causing most SfM points to be close to a 

terrestrial lidar point. Therefore, we also differenced the smoothed CHMs produced 

from SfM and terrestrial lidar. In total, the SfM CHM underestimated canopy volume 

by 3,141.74 m3 over the ~.79 ha study area, which is an approximate 44% reduction 

in estimated canopy volume. While much of this volume resides within the halos, a 
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substantial portion of the error also stems from misclassification of vegetation in the 

SfM point cloud as ground. 

 

Figure 5. (a) Terrestrial lidar CHM with OPTICS outlier points removed, (b) SfM CHM, (c) cross 
section of same tree from Terrestrial lidar point cloud in blue and SfM point cloud in white, (d) 

difference between the two CHMs.  

3.2 Inference Results 
All four biomass prediction models were evaluated in leave-one-out cross-

validation. Across all datasets, incorporating a nonlinear RF produced the lowest 
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errors (Table 1). For SfM and Aerial lidar, the best performing model was RFCF-

ESA and for terrestrial lidar the best performing model was RFCF. On the clustered 

terrestrial lidar data, which has high spatial precision, high point sampling density, 

and which produced CHMs that were not missing large trees (Figure 6), RFCF 

reduced MAE, evaluated across all test folds, by 36.2% from the ESA model. RFCF 

reduced MAE error by 41% from an assumed, deterministic mesquite allometry 

(model PV). Averaging across all point cloud data sources, the RFCF-ESA model had 

the best performance with MAE of 91.6 kg/cluster, which was 22.5% reduction in 

error from the deterministic, PV model. The random forest models reduced large 

under and over estimates of biomass by cluster especially for those clusters that 

contained multiple trees in reality (see Figure 7). 

Table 1. Mean Absolute Errors (kg) from all folds of cross-validation by model (rows) 
and dataset (columns). Best performing model for each dataset is highlited in green. 

 Terrestrial lidar Aerial lidar SfM 

PV 184 85.9 84.5 

ESA 171 86.8 84.7 

RFCF 109 101 83.8 

RFCF-ESA 121 81.5 72.0 
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Figure 6. Scatter plots of errors from cross-validation by data source and inference model type. The 
line in each plot runs to one-to-one. Note differences in scale due to the larger error in the more 
traditional, allometric models. 
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Figure 7. Cumulative errors for all models over cross-validation folds paneled by point cloud data 
source type. Each fold tests the models on the biomass of a held out a cluster. 

Given that the RFCF-ESA model had the lowest error across all data sources, 

it was used to estimate the biomass density of the study area from all three point 

cloud datasets. The biomass density was estimated at 2.92, 2.68, and 2.06 kg/m2 from 

the Terrestrial lidar, A-lidar, and SfM datasets, respectively. 
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4. DISCUSSION 
In comparing ground delineation algorithms, Montealegre et al. (2015) found 

that the algorithm MCC-LiDAR (MCC-lidar) performed best with the smallest Type 

1 error of the evaluated algorithms. In order to run MCC-lidar with best ground 

delineation accuracy, we selected a representative tile from the study area and did an 

exhaustive grid search through a set of parameter settings (see Additional Figures). 

Grid search is a common technique in machine learning for tuning the 

hyperparameters of an algorithm that evaluates all combinations of a manually 

specified subset of the hyperparameter space (for more description see Hsu et al., 

2003). Default parameter settings tended to produce high errors of commission, 

classifying many non-ground points as ground (see Additional Figures). Therefore, 

we grid searched through parameter settings to reduce misclassification of non-

ground points. 

Point clouds from various sources often contain large numbers of points that 

do not represent the objects of interest. For example, sunbeams, dust, and birds in the 

lidar footprint and inaccurate feature matches in the SfM footprint create points that 

are not samples of the objects of interest (namely vegetation and ground). Error in a 

predictive model is the summation of: 

Error(X) = Noise(X) + Bias(X) + Variance(X) (Hastie et al., 2003) 

OPTICS functions by constructing an ordering of the dataset which represents its 

density-based clustering structure (Ankerst et al., 1999). OPTICS has a number of 
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features that make it attractive for segmenting point clouds: it takes as input point 

data, as opposed to raster data; it can produce a density based clustering, similar to 

DBSCAN (Ester et al., 1996); it does not take a number of clusters a priori; it can 

tractably run on very large datasets; and, most notably to our study, it has a notion of 

outliers. While OPTICS did not produce clusterings of the point clouds that usefully 

segmented individual plants (by either 1. making clusters that were too large due to 

overlapping foliage and therefore having density-based connectivity or 2. predicting 

true signal points as noise), we found that it has the useful property of accurately 

labeling noise, given a noise scale. The OPTICS parameter MinPts controls the 

minimum number of “objects” (i.e. points) that must be inside a given radius for each 

object of a non-noise cluster. Therefore, if it is known that noise objects such as dust 

or birds tend to be less than a certain number of points, OPTICS can effectively label 

these objects as noise given an appropriate MinPts setting. 

APTEC is a semi-supervised labeling routine that removes some subjectivity in the 

process of building training datasets. It formalizes the intuition of manual methods by 

connecting each in situ coordinate to its closest remotely sensed clusters. The 

automation of this process potentially reduces bias. The threshold buffer parameter, $, 

is the main parameter that needs to be tuned to get a good correspondence between in 

situ coordinates and the point cloud clusters. The parameter is easily interpretable as 

it is simply the real-valued number multiplied by the dominant mode. All 

correspondences that lie outside that threshold are flagged as false correspondences. 
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To find the best parameter setting, qualitative comparison is used to find the 

correspondences that are most reasonable (see Figure 5).  

APTEC can be also viewed as an extension of k-nearest neighbors (k-NN) 

classification in the special case of k=1 and in which an additional criterion is 

imposed upon the correspondence. K-NN classification assigns to a point the mode of 

the classes of the point’s k-nearest neighbors (Fix and Hodges Jr, 1951). Building 

upon the observation of the similarity between APTEC and k-NN, we also present an 

algorithm, thresholdedKNN, which combines the functionalities from both APTEC 

and k-NN (shown in Figure 10), which will be particularly useful for assigning points 

to clusters when the clustered data is noisy. We meticulously cleaned the point cloud 

datasets using OPTICS and a noise-scale prior to running APTEC, so the use of 

thresholdedKNN was not necessary in our datasets, though its use is worth additional 

experimentation. 

We propose that the RFC and RFCESA models outperform the deterministic 

biomass prediction models by decreasing bias. Due to errors in the point cloud 

representation of the individual plants (Figure 6c) and due to errors in how the plants 

are algorithmically clustered (Figure 2) and then measured, applying predictive 

models developed for field measurements directly to algorithmic measurements 

results in high bias. The representation of vegetation in point clouds depends on the 

measurement device and its settings (Roussel et al., 2017). Therefore, an inference 

model trained on a representation (e.g. in situ) that is inherently different from the 
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representation on which it is applied (e.g. a point cloud) will be systemically biased. 

Of all model-dataset combinations, the estimate of the error was the lowest for 

the RFCF-ESA model on the SfM dataset (Table 1). It should be noted that while this 

combination had the lowest cross-validation errors, there are biomass density 

prediction errors in this dataset that are not represented by the cross-validation error 

metrics because some vegetation was classified as ground due to the “draped” form of 

the vegetation in the SfM point cloud. The MCC-lidar algorithm rolled over some of 

the vegetation that were especially draped in geometry during ground classification. 

This also had the effect of reducing the estimated biomass density from the SfM point 

cloud. This highlights the importance of obtaining an accurate distinction between 

ground and non-ground. One path to solutions to this problem is to use a better 

ground-delineation algorithm or to find better hyperparameter settings of existing 

algorithms. A potentially fruitful area that is worth additional exploration would be to 

incorporate color information in the ground-delineation. Another path to reducing 

error in biomass density estimation from SfM datasets would be using a digital terrain 

model from another point cloud source, such as aerial lidar (Swetnam et al., 

forthcoming).  

SfM and aerial lidar cross-validation error result from under representation of 

canopy architecture in the SfM. The SfM algorithm cannot reconstruct features which 

are obscured by objects, or fail to be matched (paired) in the imagery. Fine branch 

tips of trees are most often not reconstructed, reducing canopy volume and creating 
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an explicit difference between remotely-sensed measurements of canopy structure 

and in situ measurements of canopy structure.  

The cross-validation error from the aerial lidar dataset is due to the sampling 

precision of the sensor: fine branches and herbaceous vegetation are too small to 

register by the lidar detector. It is equally possible that growth in the plants in the five 

years between aerial lidar and in situ data collection.  

Our models include random forests to predict biomass from the representation 

of the vegetation in the clustered point cloud post ground classification and do not 

assume a representation that exactly replicates the true vegetation. This is important 

because the empirically-derived, allometric equations are nonlinear in their mapping 

from the structural measurements to the predicted biomass, such that small changes in 

the structural measurements lead to exponentially larger changes in biomass. 

The RFCF-ESA model outperforms the RFCF model for the aerial lidar and 

SfM by providing more domain information to the predictive algorithm. The 

ecosystem-state allometric equation attempts to account for error in the single species 

model (PV) due to assuming that all plants in the study area are the same species. The 

CHM derived from the terrestrial lidar point cloud had more significant under-

segmentation (see Additional Figures, Figure 8(a)) than the other point cloud sources. 

This under-segmentation caused the ESA model to produce larger overestimates of 

biomass, thereby increasing the error of the RFCF-ESA model to be larger than the 

RFCF model when applied to the terrestrial lidar point cloud. 



 

 46 

APTEC was intentionally designed to assign training data to clusters that have 

been under-segmented. In its current implementation as shown in Figures 3 and 4, it 

will not provide effective training data to a learning algorithm when the clusters have 

been over-segmented. If the true individual plants have been broken down into 

smaller clusters by the clustering process, APTEC will assign each point in P (the in 

situ points) to its closest cluster in C. One potential solution to this problem is to 

incorporate more information from P. Given that we know the dimensions of the 

individual plants from the field measurements, an algorithm could be constructed to 

recursively merge clusters until they are close to the measurements in P. This 

problem is challenging mainly because we do not know how large the plant-objects 

will be in their representation in C. Another way to improve APTEC would be to 

ignore clusters that are too small or large, thereby potentially getting a more accurate 

training dataset. But again, this is problematic because we do not know a priori what 

the size of the objects in C will be. One potential way to estimate the size of the 

objects in C before assigning the in situ points in P to the clusters in C would be to 

use raster differencing as shown in Figure 6 and compute a scaling factor from P to 

C. 

Our estimate of biomass density (2.8 kg/m2 from lidar sources)  is in line with 

the results of Huang et al. (2007), which estimated mean landscape-scale woody, 

AGB-density in unburned areas in the SRER as 1.16 kg/m2 with standard error of .03 

(with 38% of pixels having greater than 1.75 kg/m2). While this research was focused 
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on the development of a methodology for estimating AGB from point clouds in a 

scale and sensor invariant manner, the study area was small at under 1 ha. Future 

work on testing the methodologies presented here could focus on two important tasks. 

First, while we have computed error by cluster (Table 1), it would be useful to have 

spatial estimates of error. By measuring the coordinates and structural dimensions of 

all plants within a plot, the error on AGB density could be empirically estimated. 

Furthermore, by having measurements of all plants within a plot, our methodology 

could be compared more directly with established subplot random forest methods. 

Secondly, future work should investigate applying our proposed methods to larger 

study areas. Given that, at the time of this writing, it has been 10 years since Huang et 

al. (2007) made their estimate of biomass density in the SRER and upcoming aerial 

lidar campaigns over the SRER and the arid SW more broadly, it is important that 

efficient and accurate methods for estimating AGB from point clouds, such as those 

we have presented here, are validated both in their efficiency and predictive power at 

larger scales. Specifically, it would be worth investigating how the RFCF and RFCF-

ESA models perform on unseen data where the distributions of cluster features are 

very different from the distributions on which the models were trained. 

5. CONCLUSIONS 
We have presented a novel framework here for quantifying biomass from 

point clouds that requires less training data than traditional subplot methods and is 

invariant to scale and point cloud source. The framework is based on connecting in 
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situ measurements of individual plants to clustered point clouds. In order to connect 

these representations of ecosystem structure, we have developed a novel algorithm for 

assigning points in one dataset to existing clusters in another dataset (APTEC). Our 

inference model is based on the reality that the representation of an object and the 

object itself are not the same thing. Instead of applying the same inference model, 

such as an allometric equation developed from in situ data, to different 

representations of the same object, we connect the representations of the object and 

learn a new inference model. This separation between an object and its representation 

has not been fully respected in remote sensing research that uses point cloud data. It is 

our hope that by incorporating this idea, future research and applications that use 

point cloud data, and remotely sensed data more generally, can make more accurate 

predictions with better quantifications of error bounds. 
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APPENDIX B 

1. ADDITIONAL FIGURES 
 

 
Figure 8. Grid search through MCC-lidar parameters was used to improve accuracy of ground 
delineation. Terrestrial lidar point cloud before tuning parameters with poor prediction of ground 
points (a) and after tuning parameters with better prediction of ground points (b). Points classified as 
ground are shown in red. To reduce error in prediction of ground points, grid search was used to find 
the scale and threshold parameters that minimized the number of point classified as ground in the 
terrestrial lidar point cloud. 
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Figure 9. Example image taken from UAV SfM dataset. Red arrow points to ground control point. White rectangle 
was the take-off and landing pad. 
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Figure 10. Assigns points in one dataset, P, to clusters in another dataset, C, flagging unlikely correspondences 
that have a translation distance, δ, longer than the threshold, λ. 

 

 
Figure 11. For each point in P, computes the boolean indicating whether the closest cluster is beyond 
the threshold, thereby indicating that it is unlikely that the point corresponds to the cluster. 
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Figure 12. We also present thresholdedKNN. APTEC can be viewed as an extension of the  k-Nearest Neighbors 

classification algorithm constrained to the case when k = 1 and with the functionality to flag unlikely 
correspondences. ThresholdedKNN extends APTEC to assign a point to a cluster based on the mode of 
the classification of the k nearest neighbors. 
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Figure 13. Box plot of errors from cross-validation by data source and inference model type. 

T-lidar A-lidar SfM

RFCF ESA PVRFCFESA RFCF ESA PVRFCFESA RFCF ESA PVRFCFESA

-2500

0

2500

5000

Model

D
iff

er
en

ce
 fr

om
 T

es
t D

at
a 

(k
g)

model
RFCF

ESA

PV

RFCFESA



 

 57 

 
Figure 14. Watershed-segmented CHMs from Terrestrial lidar (a), Aerial lidar(b), and SfM (c). 

 
Figure 15. (Alternate of above without stretched edges due to nonrectangular study area.) Watershed-

segmented CHMs from Terrestrial lidar (a), Aerial lidar(b), and SfM (c). 

 


