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Abstract

Artificial Neural Networks (ANNs) have been used to many application-driven fields

and have been shown to be quite successful, however, some aspects of ANNs are not

well understood. One such area is learning an ANN in the presence of an adversary.

In such a context, it is assumed that the attacker can manipulate the training (also

referred to causative attack or poison) or testing data (also referred to exploratory

attack) to disrupt its normal functionality. In turn, the defender aims at reducing

the impact of such attacks as much as possible. The first part of this thesis focuses

on causative attacks against an Long Short-Term Memory (LSTM) neural network

in a language model. In causative attacks, it is assumed that the attacker can only

change the training text in the language model. We study the behavior of the LSTM

language model under different causative attacks and propose several simple measures

that can reduce the impact of the attacks. Our results show that the poisoning

ratio, the poisoning position and the generation of poisoned text can all influence the

performance the LSTM language model. Furthermore, we show that proper use of

dropout and gradient clipping can reduce the impact of poisoning the training data

to some extent. We also contribute to understanding how to globally learn a Spiking

Neural Network (SNN). SNNs are a type of ANN; however SNNs are much more

biologically realistic than other ANNs. SNNs have not been widely adopted because

of several critical issues of SNNs that are not well studied. One such effect is the

training of SNNs and the encoding/decoding of signals in SNNs. In the second part

of this thesis, we build an SNN based image classifier to study the encoding/decoding

of signals and compare several learning rules for training an SNN. Results reveal that

(i) classical STDP learning windows generally obtain the best performance using

different decoding schemes; (ii) first-spike decoding has worse accuracy than count

decoding classifier does when no normalization rules are applied, although first-spike
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decoding classifier consumes much less time than count decoding classifier; (iii) the

performance of first-spike decoding classifier can be largely enhanced with proper use

of normalization rules.
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Chapter 1

Introduction

Artificial Neural Networks (ANNs) are inspired by the biological structure of brain

that aim to mimic the computation of human’s brain. The computation in brain is

believed to be partly determined by the interaction between neurons and the synapses

connecting those neurons. Likewise, ANNs have neurons and weights that connect

neurons. One of the earliest ANN prototypes is McCulloch-Pitts model [1]. Many

ANN variants have been proposed, including Multilayer Perceptron (MLP) that is

trained using Backpropagation (BP), Convolutional Neural Network (CNN), Recur-

rent Neural Network (RNN) and even Spiking Neural Network (SNN) [2]. ANNs have

been applied to many fields [3, 4, 5] with much success. In some studies more hidden

layers are included in ANNs to gain better performances and the ANNs with many

hidden layers are also referred to Deep Neural Networks (DNNs) [2].

The recurrent weights in RNN make it suitable for modeling sequential data. How-

ever, there are several obstacles regarding the training of a deep neural network such

as RNN. Firstly, DNNs are prone to overfitting. To relieve this problem, techniques

such as dropout are proposed [5]. Secondly, problems such as gradient explosion

and vanishing may happen in a deep RNN. Thus, methods such as gradient clipping

have been proposed to address the gradient explosion problem [6]. The Long Short-

Term Memory (LSTM), a variant of RNN is proposed in order to relieve the gradient

vanishing problem [7].

The LSTM is known for its ability to learn from sequential data [5, 8, 4, 9, 10].

Particularly, LSTM has been applied to language model [5, 8], which aims to learn

the pattern in natural language so that the network can predict the incoming word

or character given the previous words or characters.
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Although ANNs such as RNN and LSTM show good performances on certain

tasks, they are still far from resembling the function of human brain. To understand

human brain better and further develop more advanced intelligent systems, SNN,

a more biologically realistic neural network model is invented. Unlike many ANN

models whose neurons use real-valued inputs and outputs, SNN uses spiking neuron

model whose inputs and outputs are spikes (sudden changes of membrane potential

of a neuron). Thus, SNN resembles biological neural network more than other ANN

models. Spiking neural models have been extensively used in the study of human

brain [11, 12, 13]. Moreover, some research aims at using SNN to finish machine

learning tasks, such as speech recognition [14] and image classification [15]. However,

compared with other ANN models, the function and potential of SNN in machine

learning tasks are largely unexploited.

1.1 Problem Statement

1.1.1 Train LSTM Language Model on Poisoned Text

Adversarial learning investigates attacks against machine learning algorithms. As

more machine learning based services are deployed in reality, research of adversarial

learning has started to gain attention from many communities. Particularly with the

increased popularity of DNNs, research on adversarial attacks against neural networks

has started to raise questions about the security of machine learning. Adversarial

attacks can be divided into two categories: causative and exploratory. Causative at-

tacks assume the attacker can manipulate only training data and exploratory attacks

assume the attacker can manipulate only testing data. Causative attacks are also

referred to training data poisoning.

Recent research on exploratory attacks and causative attacks against neural net-

work based image models has been carried out. However, little work has been done

regarding the causative attacks against neural network based language models. The
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LSTM has been shown to have the state-of-the-art performance on the word-level

language models, and it is worth studying the behavior of LSTM language model

under causative attacks (i.e., poisoning).

1.1.2 Learning of SNN Classifier

Spike-Timing-Dependent Plasticity (STDP) is a biological mechanism found in the

human brain that is responsible for the plasticity of synapses among neurons [16].

STDP states that the potentiation or depression of the synapse between two neurons

is directly related to the relative spike times between the two neurons. Recent research

has been conducted regarding using STDP to train SNN [17, 18, 19]. Since the first

discovery of STDP, multiple learning kernels of STDP have been formulated [20, 21,

22, 23]. How these different learning kernels affect the SNN classifier needs to be

studied so that one can choose the most appropriate STDP kernel to train a certain

SNN classifier.

SNN encode data using spikes and multiple ways of encoding a spike are proposed

[18]. How the encoding/decoding schemes affect the performance of the SNN classifier

is thus worth studying.

Finally, one major problem of STDP is that it only governs the synapse change

between two directly connected neurons while lacking the ability to control the global

properties of a network [24]. Therefore, we propose normalization rules to add some

global properties to the STDP that will improve the performance of the SNN classifier

in certain cases.

1.2 Scope of Thesis

Our work can be roughly divided into two parts. In the first part, we study the poi-

soning against a particular LSTM language model. We analyze the effect of poisoning

data from both an attacker’s perspective and a defender’s perspective. Furthermore,
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we explore the characteristics of the learning process of recurrent neural networks

using the result of the poisoning experiment. In the second part, we study an image

classifier that is an SNN. We study the interaction of different SNN setups and how

the interaction affects the network’s performance.

1.3 Summary of Contributions

We study the impact of several data poisoning schemes on the performance of an

LSTM language model to understand how vulnerable such classifiers are. Firstly, we

study the impact of shuffling training sentences and results show that shuffling sen-

tences can cause an obvious damage to the target LSTM language model. Secondly,

we study three different poisoning positions (i.e., where the malicious text is injected

to the original training text). Results show that appending the malicious text to

the end of the original text causes the largest damage to the performance of LSTM

language model. Thirdly, we study different ways to generate malicious text that

include whether to use repeated patterns and where the malicious text are obtained.

Our results show that the repeated times of the pattern can influence the poisoning

effect significantly and that the malicious text in training data can cause the network

to be unstable. Finally, we study the poisoning effect under different dropout prob-

abilities and gradient clipping conditions. These results show that a relatively low

dropout value and a low gradient clipping value can reduce the impact of poisoned

training text to some extent. From an attacker’s perspective, these findings reveal

what types of strategies are the most effective to attack an LSTM language model.

From a defender’s perspective, these findings provide clues about the strategies an

attacker might use and gives several strategies that can largely reduce the the impact

of these attacks.

We also study the impact of normalization in SNN. To study this impact, we ex-

amine the interaction among encoding durations, decoding schemes, STDP learning
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windows and normalization rules. Several conclusions can be drawn as a result of

this study. Firstly, we show that a count decoding scheme achieves a greater classifi-

cation accuracy, however it consumes more decoding time than first-spike decoding.

Secondly, the accuracy of the classifier under count decoding scheme decreases if

the encoding duration is too long (relative to the length of STDP learning window)

when no normalization rules are applied. Finally, choosing an appropriate normaliza-

tion rule is shown to improve the classification performance of a first-spike decoding

network. The study of the impact of STDP learning kernel and encoding/decoding

scheme provide a guidance to choosing appropriate STDP kernel and coding schemes

for an SNN classifier. Moreover, the proposed SNN classifier using normalization

rules and first-spike decoding needs much less time and spikes than spike-count based

SNN classifiers. Therefore the proposed SNN classifier may be used for fast image

classification or energy-efficient computing (e.g., SNN deployment on chips) in future

works.

1.4 Organization of this Thesis

The thesis is organized as follows: Chapter 2 introduces the background knowledge

of the research carried out. This includes knowledge about the poisoning of LSTM

language model and the knowledge of SNN classifier. Chapter 3 introduces the exper-

iments and results of the poisoning of LSTM language model. Chapter 4 introduces

the experiments and results of SNN model as well as the proposed normalization

rules. In Chapter 5 we list the conclusion we have and some potential directions for

future work.
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Chapter 2

Background

2.1 Long Short-Term Memory

2.1.1 Multilayer Perceptron and Backpropagation

An LSTM is a variation of the classical ANN structure known as the Multilayer

Perceptron (MLP). The MLP has been shown to be successful in many application-

driven fields [25, 26, 27]. Figure 2.1 shows the structure of an MLP that is designed

for classification tasks. The MLP typically has three layers: the input layer, the

hidden layer and the output layer. Fully-connected weights are added to connect all

neurons from adjacent layers. Data are passed through the input neurons to hidden

neurons through weights. Figure 2.1(a) shows the information flow of a single hidden

neuron. The input data {x1, x2, . . . , xI} are weighted by {w(0)
1,j , w

(0)
2,j , . . . , w

(0)
I,j} then

summed up to s
(1)
j where I is the dimensionality of the input data, j is the jth neuron

in the hidden layer, s
(1)
j is the jth weighted summation in layer (1) and w

(0)
i,j is the

weight from the ith neuron in the input layer to the jth neuron in the hidden layer.

After the summation, s
(1)
j is passed through a non-linear activation function φ. For

the classical MLP, this activation function is typically given by a sigmoid function

which maps a real-number with range (−∞,∞) to a number with range (0, 1). This

sigmoid function is formulated as:

φ(s
(1)
j ) =

1

1 + e−s
(1)
j

(2.1.1)

The s
(2)
k of an arbitrary neuron in the output layer (i.e., layer (2)) is calculated

as s
(2)
k =

∑J
j=1wj,k · y

(1)
j =

∑J
j=1wj,k · φ(s

(1)
j ), where y

(1)
j is the output of neuron j in

layer (1) (i.e., the hidden layer) and J is the total number of neurons in the hidden
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(a) Single Hidden Neuron (b) MLP

Figure 2.1. A Single Neuron and Network of MLP

layer.

y
(2)
k = σ(s

(2)
k ) (2.1.2)

=
es

(2)
k

K∑
k=1

es
(2)
k

(2.1.3)

The σ in the output layer in Figure 2.1(b) is the softmax function that is given by

(2.1.3). In (2.1.3), there are K outputs in the output layer since k ∈ K, and each

output y
(2)
k before softmax function (i.e., s

(2)
k ) has a range of (−∞,∞). Softmax

function imposes a normalization operation so that y
(2)
k ∈ [0, 1] and

K∑
k=1

y
(2)
k = 1.

Due to this normalization property, y
(2)
k can be viewed as the probability of event k

among all K events. This property is particularly useful in classification problems.

For example, assume that an image is classified one of K classes. In this example,

each y
(2)
k denotes the probability of the input image being class k. We can simply pick

up the largest y
(2)
k and predict that the image is this class (i.e., follow Bayes decision

rule).

Learning the parameters (i.e., weights) of the MLP is performed by updating

weights according to the difference between the expected output and MLP’s the actual

output. This difference is measured by loss function. In classification, Cross-Entropy
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(CE) serves as the most common loss function, which is given by:

L(w) = −
M∑
m=1

K∑
k=1

tk(m) log y
(2)
k (m) (2.1.4)

(2.1.4) assumes K classes and M samples in the problem. tk(m) ∈ {0, 1} denotes the

actual class in that it is 1 if and only if k is the label of the true class, y
(2)
k (m) ∈ [0, 1]

denotes the prediction of the classifier, with each predicted class k assigned with a

probability. The intuition behind the CE loss function is that if the classifier imposes

more probability on the true class then the loss will be small.

In (2.1.4), y
(2)
k (m) is a function of network weights and inputs. Thus, the loss

function L can be viewed as a function of w and the training of neural network is

formulated as an optimization problem given by:

arg min
w

L(w) (2.1.5)

, where w represents all weights in the MLP. In most cases it is hard to obtain the

analytical solution of (2.1.5). Thus, numerical methods such as Gradient Descent

(GD) are used to solve this optimization problem to obtain w. However, since the

objective function is usually non-convex, gradient-based methods can easily get stuck

in local optima [28]. The weight update expression for gradient descent for an MLP

can be written as:

w(t+ 1) := w(t)− η∇w(t)L(w(t)) (2.1.6)

:= w(t)− η∇w(t)

{
−

M∑
m=1

K∑
k=1

tk(m) log y
(2)
k (m)

}
(2.1.7)

In (2.1.7), all weights at training step t (different from target label indicator t
(n)
c ) are

represented by vector w(t). A positive constant η is introduced to control the step

size in GD, which is often referred as learning rate. At each training step, the weights

w(t) are modified towards the direction which makes the loss L to be smaller (i.e.,

opposite to gradient).
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This method is also called Batch Gradient Descent (BGD) since at each training

step, the calculation of gradient requires all of the samples to perform an update.

One major problem of BGD is that it consumes a lot of computation resources since

the gradient is calculated for all samples to perform one update. One solution to the

computationally burdensome BGD is Stochastic Gradient Descent (SGD) [28], given

by (2.1.9).

w(t+ 1) = w(t)− η∇w(t)L(w(t)) (2.1.8)

= w(t) + η∇w(t)

K∑
k=1

tk(t) log y
(2)
k (t) (2.1.9)

Different from (2.1.7), (2.1.9) uses only one sample to compute the gradient at each

training step (but this sample is different at each training step). SGD method largely

reduces the computation resource problem faced by BGD.

Another solution to reduce the complexity of BGD is Mini-Batch Gradient De-

scent. This approach is a compromise between BGD and SGD [28]. Mini-Batch

Gradient Descent uses neither whole dataset nor a single sample to compute the gra-

dient at each training step, but a small batch of samples to find the gradient updates.

To perform gradient descent more efficiently on ANNs, Backpropagation (BP) is

proposed. Backpropagation is an application of chain-rule of derivatives in ANNs.

The idea is that the derivatives w.r.t the weights of former layers (i.e., the layers that

are close to the input layer) is dependent on the derivatives w.r.t weights of later

layers (i.e., the layers that are close to the output layer). So that if the derivatives of

later layers are computed first then the derivatives of former layers can take advantage

of them, thus significantly reducing computation complexity. As a result, when the

gradient is calculated, we always start from the output layer then propagate the errors

back through the network to update the weights in the network. This is why it’s called
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backpropagation.

∂L

∂w
(p)
i,j

= δ(n
(p+1)
j ) ·

∂s
(p+1)
j

∂w
(p)
i,j

(2.1.10)

= δ(n
(p+1)
j ) · y(p)

i (2.1.11)

(2.1.11) shows the gradient of the loss function L with respect to arbitrary weights

w
(p)
i,j , the weights from neuron i at layer (p) to neuron j at layer (p + 1). s

(p)
i is the

weighted summation of the input which is given by s
(p)
j =

∑I
i=1

(
w

(p−1)
i,j y

(p−1)
i

)
. y

(p−1)
i

is the output of a neuron i at layer (p − 1), and y
(p−1)
i = f(s

(p−1)
i ), where f is the

activation function. δ(n
(p+1)
j ) is the local gradient of n

(p+1)
j , neuron j at layer (p+ 1).

The local gradient is defined as:

δ(n
(p+1)
j ) =

∂L

∂s
(p+1)
j

(2.1.12)

(2.1.11) shows that the gradient w.r.t weights at layer (p) is dependent on the local

gradient at layer (p + 1). Moreover, the local gradient can be calculated recursively,

which is given by:

δ(n
(p)
j ) =


∂L

∂y
(p)
j

· σ′(s(p)
j ), if (p) is output layer;

f ′(s
(p)
j ) ·

∑K
k−1

(
δ(n

(p+1)
k ) · w(p)

i,k

)
, if (p) is hidden layer.

(2.1.13)

Backpropagation starts by using the gradient at the output layer using (2.1.11) then

the local gradient δ(n
(p)
j ) of output layer is calculated using (2.1.13). The gradient

at the output layer is backpropagated through the previous layer, which is a hidden

layer. The local gradient at hidden layer is computed using (2.1.13). Note that in

hidden layer, the local gradient δ(n
(p)
j ) is dependent on δ(n

(p+1)
j ), and that δ(n

(p+1)
j )

has been calculated using the gradient of the last layer.

2.1.2 RNN and Backpropagation through Time

The traditional MLP has been shown to have several disadvantages when dealing

with time series data [29, 30]. For example, it is inconvenient to use an MLP to
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handle sequences with changing lengths. To solve such problems associated with

sequential learning, Recurrent Neural Networks (RNNs) were proposed. The RNN

introduces the aspect of “time” into the network. In the following discussion, we

use boldface characters to represent vectors or matrices. Figure 2.2(a) shows the

structure of an RNN. Different from MLP, the state of hidden neurons h(t) is not

only passed to the output layer, but also passed to itself through weights W . Figure

2.2(b) shows how the network in Figure 2.2(a) can be unfolded through time. In the

beginning, X(0), the input at t = 0 is given, then the state h(0) and output Y (0) are

calculated. When t = 1, a new input X(1) is fed into the network, and new state

h(1) = φ
(
W · h(0) + U ·X(1)

)
, where φ is the activation function hidden layer. Note

that the new state h(1) is not only dependent on the new input X(1), but also on the

old state h(0). This way the influence of time is modeled in RNN in the recurrent

layer. (2.1.14) shows the mathematical formulation of a typical RNN, where U is the

set of weights from the input layer to the hidden layer, V is the set of weights from

the hidden layer to the output layer, W is the set of recurrent weights, and σ is the

softmax function.

h(t) =
(
φ
) [

W U
]
·
[
h(t−1)

X(t)

]
Y (t) =

(
σ
)
V · h(t)

(2.1.14)

(a) RNN (b) RNN Unfolded by Time

Figure 2.2. RNN and RNN Unfolded by Time

As shown in 2.2(b), when RNN is unfolded through time, it can be viewed as a

deep feed-forward neural network with (t+1) hidden layers that have shared weights.
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As a result the unfolded neural network can be trained using BP. More specifically,

the errors need to be backpropagated through time, therefore, a generalization of BP

is proposed, which is Backpropagation Through Time (BPTT) [31, 32]. Theoretically,

the RNN can be unfolded to a neural network with many hidden layers; however, in

practice this causes either gradient explosion or vanishing [32]. Thus, the error is

backpropagated through a fixed number of steps instead of being backpropagated

the beginning of the sequence is reached. This improved BPTT is called truncated

BPTT.

Algorithm 1 shows an implementation of truncated BPTT over a batch of samples.

There are N samples in the batch and each sample has T + 1 time steps (i.e., length

of the sequence). Before BPTT starts, the sample input X(t)(i), sample label D(t)(i)

and network weights W (as shown in Figure 2.2(b), W is the group of recurrent

weights) initialized. There are two loops in the pseudo code: the outer loop deals

with all samples (i.e., all sequences) in the batch, and the inner loop deals with all

time steps in each sequence. At each time step, the network output Y (t)(i) and hidden

state h(t)(i) is firstly calculated. Then the gradient g(t)(i) is calculated in each time

step. Note that this is when truncated BPTT is applied. We use W (t) to denote W

in different layers in the unfolded network, although all W (t)s share the same weights.

Algorithm 1 Implementation of BPTT
1: GB = 0
2: for i in {1..M} do
3: g(t)(i) = 0
4: Y (0)(i),h(0)(i) = F (X(0)(i),W )
5: for t in {1..T} do
6: Y (t)(i),h(t)(i) = F (X(t)(i),h(t−1)(i),W )

7: g(t)(i)+ = −η
t∑
l=1

∇W (l)L(D(t)(i),Y (t)(i))

8: end for
9: GB+ = g(t)(i)

10: end for
11: W+ = GB
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2.1.3 Issues with Training a Deep Recurrent Neural Network

One needs to backpropagate the error long back to the beginning when trying to

use RNN to model the long-term dependencies. Thus, RNN is considered a type of

deep neural network. However, several challenges exist with training of a deep neural

network [29]. Two significant challenges are the gradient explosion/vanishing [30] and

overfitting [5, 33].

Gradient Explosion/Vanishing Traditional RNNs suffer from gradient explosion or

vanishing [7]. Figure 2.3 shows how gradient is backpropagated in a recurrent neural

network. Assume we want to calculate ∂Y (t)

∂h(t−1) then according to chain rule, we obtain:

Unstable Gradient

Figure 2.3. RNN Backpropagation Illustration

∂Y (t)

∂h(t−1)
=
∂Y (t)

∂h(t)
· ∂h(t)

∂h(t−1)
(2.1.15)

If ∂Y (t)

∂h(t) is given then we just need to multiply this value by ∂h(t)

∂h(t−1) . According to

(2.1.14), we obtain:

∂h(t)

∂h(t−1)
= φ′

(
W · h(t−1) + U ·X(t)

)
·W (2.1.16)

(2.1.16) shows that every time the gradient is backpropagated through one more layer,

the previous gradient is multiplied with φ′
(
W · h(t−1) + U ·X(t)

)
·W . Note that
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φ′(x) ≤ 1
4

when φ(x) = 1
1+e−x . If the gradient is backpropagated all the way to the

beginning of a long sequence then we need to multiply the factors in (2.1.16) many

times and this causes the gradient to either explode or vanish. If either explosion

or vanishing occurs the RNN will fail to capture the long-term dependencies in the

sequence.

Overfitting Neural networks are trained using training data and the goal of training

is to learn a network that can generalize on unseen data. Therefore we do not want

the network to memorize the training data, because the network should be able to

deal with slightly different input data. For instance, testing data. However, it may

happen that after training, the neural network loses some generalization ability. The

network may get good result on training data, but obtain a much worse result on

testing data. This loss of generalization during training is called overfitting [34]. Let

h,h′ ∈ X, where X is a set of all possible models, h is the model obtained through

training and h′ is an arbitrary model in X. If êrr(h) < êrr(h′) and err(h) > err(h′)

happen at the same time then h overfits, where êrr is the error on training data and

err is the error on testing data. Studies show that deep neural networks such as RNN

are prone to overfitting [35].

2.1.4 Methods of Training Deep Neural Networks

Gradient Clipping The gradient explosion problem can be addressed by using gradient

clipping [6, 36]. Gradient clipping is used when the gradient exceeds a threshold. If

the threshold is exceeded then all the gradients are capped to a smaller scale. This

scaling prevents the gradient from exploding. For example, let g = ∂L
∂W

be the gradient

of a loss function L with respect to W , then gradient clipping can be formulated as:

ĝ =
gT
||g||
· g, if ||g|| > gT (2.1.17)

where gT > 0 is the threshold of gradient clipping and ĝ is the normalized gradient.
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LSTM LSTMs address gradient vanishing by changing the modules in the path on

which the backpropagation is performed [7, 36]. The central idea of LSTM was first

presented in 1997 [7]. The LSTM cell is very similar to what is broadly used in recent

implementations of an LSTM. After that, some variants of LSTM are proposed [37].

The vanilla LSTM adds a “forget gate” so that the LSTM node allows it to be able to

forget previous states [38]. The mathematical formulation of LSTM can be written

as: 
g(t)

i(t)

f (t)

o(t)

 =


tanh
φ
φ
φ



Wg Ug

Wi Ui

Wf Uf

Wo Uo

 · [h(t−1)

X(t)

]
(2.1.18)

c(t) = g(t) � i(t) + f (t) � c(t−1) (2.1.19)

h(t) = o(t) � tanh(c(t)) (2.1.20)

Y (t) =
(
σ
)
V · h(t) (2.1.21)

In (2.1.19) and (2.1.20), � is the Hadamard Product; g(t), i(t),o(t),f (t) are the

values of squashed inputs, input gates, output gates [7] and forget gates [39] at time

(t). c(t) is the cell state and h(t) is the hidden state [7]. i(t), g(t),o(t),f (t), c(t),h(t)

are all n × 1 vectors where n is the number of LSTM blocks in the hidden layer.

Wg,Wi,Wf ,Wo are the weights from h(t−1) to g(t), i(t),f (t),o(t) and Ug,Ui,Uf ,Uo

are the weights from X(t) to g(t), i(t),f (t),o(t). tanh is the hyperbolic tangent function,

φ is the sigmoid activation function and σ is the softmax function. Our goal is to

backpropagate the error from Y (t) to c(k−1) where k < t, then according to chain rule

we need to compute the derivative as:

∂Y (t)

∂c(k−1)
=
∂Y (t)

∂c(t)
· ∂c(t)

∂c(t−1)
· ... · ∂c(k)

∂c(k−1)
(2.1.22)

=
∂Y (t)

∂c(k)
· ∂c(k)

∂c(k−1)
(2.1.23)

Then according to (2.1.18), (2.1.19) and (2.1.20), the ∂c(k)

∂c(k−1) in 2.1.23 can be formu-
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lated by (2.1.25).

∂c(k)

∂c(k−1)
=
∂
(
g(k) � i(k) + f (k) � c(k−1)

)
∂c(k−1)

(2.1.24)

=
∂g(k)

∂c(k−1)
� i(k) + g(k) � ∂i(k)

∂c(k−1)
+

∂f (k)

∂c(k−1)
� c(k−1)︸ ︷︷ ︸

∇unstable

+f (k) � ∂c(k−1)

∂c(k−1)︸ ︷︷ ︸
∇stable

(2.1.25)

=
∂g(k)

∂c(k−1)
· I(k) + G(k) · ∂i(k)

∂c(k−1)
+

∂f (k)

∂c(k−1)
·C(k−1)︸ ︷︷ ︸

∇unstable

+ F (k)︸︷︷︸
∇stable

(2.1.26)

= ∇unstable +∇stable (2.1.27)

In (2.1.26), i(k), g(k), c(k−1),f (k) are all n×1 vectors, where n is the number of LSTM

blocks in the hidden layer. I(k),G(k),C(k−1),F (k) are the n × n diagonal matrices

generated by i(k), g(k), c(k−1),f (k). (2.1.23) shows that given the gradient ∂Y (t)

∂c(k)
if we

want to backpropagate through one more layer then we multiply the gradient ∂Y (t)

∂c(k)
by

∂c(k)

∂c(k−1) . (2.1.25) shows that the multiplier can be divided into two parts: ∇unstable and

∇stable. ∇unstable has a very similar form as the gradient in classical RNN network. If

∇unstable is multiplied for many times, the network would again be very likely to suffer

from gradient vanishing. However, the “forget gate” f (k) here can largely address this

problem, since we can set the values in f (k) to be very close to one. So that even if

∇unstable will probably suffer from gradient vanishing, the total ∂c(k)

∂c(k−1) will not. This

forces the error to be backpropagated through many layers, thus largely relieving

gradient vanishing problem.

Figure 2.4 shows how gradient is backpropagated in an LSTM network. Unlike

many existing LSTM illustrations, Figure 2.4 only shows the dependencies of variables

during backpropagation while omitting the details of computation. Figure 2.4 is

particularly useful when trying to understand the backpropagation in LSTM. It is

clear that the LSTM largely relieves gradient vanishing by building a separate path

through which the error can be stably backpropagated.

However, an LSTM does not solve gradient explosion problem explicitly. This is
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Stable Gradient
Unstable Gradient

Figure 2.4. LSTM Backpropagation Illustration

because in each layer the ∇unstable part (unstable gradient) of ∂c(k)

∂c(k−1) is still subject to

gradient explosion. The remedy of the exploding gradient is much simpler: clipping

the gradient addresses this problem. That is, every time when ∂c(k)

∂c(k−1) is greater than

a threshold it is capped to a smaller value. Thus, the gradient vanishing/explosion

problems in RNNs can largely be solved by the combination of LSTM and gradient

clipping.

Regularization DNNs have very powerful generalization ability, yet overfitting is a se-

vere problem in DNNs. Several methods have proposed to address overfitting. Firstly,

one can stop training before the test error increases as function of epochs. This is

achieved by choosing some samples from training set as validation samples that are

not used to train and the testing performance of the network on these validation sam-

ples [40]. Monitoring the validation performance can tell us when to stop training if

the validation error starts to increase and thus preventing severe overfitting. Regu-

larization is perhaps the most popular approach to reduce overfitting. Regularization

is achieved by adding in additional terms to the loss function of the neural network.

For example, weight decay changes the loss function to

L(w) = L0(w) +
1

2
λ
∑
i

w2
i (2.1.28)
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where L0(w) is the loss function without regularization [41]. The second term in

the cost function penalizes the neural network from having weights that have a large

value. This Regularization technique can prevent weights from unnecessary increases

in the amplitudes thus reducing overfitting.

In [35], the authors proposed that the DNNs overfitting can be reduced by ran-

domly removing some neurons (as well as relevant connections) in the network during

training. More specifically, at each mini-batch at training stage a neuron is presented

with probability p of being dropped out of the network. This technique is called

dropout. By doing this, we are training a thinned neural network at each mini-batch

and this can prevent the weights in the neural network from co-adapting too much

[35]. At testing time, the network uses all of the neurons and weights so that we

will get a decision that can be viewed as an average of the decisions from all thinned

networks. Later in [5], dropout was applied to RNNs to provide a better performance

than no regularization.

2.1.5 Language Model and LSTM

Language model aims to predict incoming characters or words given the characters or

words at present, which is very useful in speech/handwriting recognition and spelling

correction [42]. For example, the pronunciations of “I am a soldier and I have a

gun” and “I am a soldier and I have a gub” are very similar, which makes it hard

for the speech recognition system to generate accurate text only based on the speech

signal. However, with the help of language model which takes previous words such

as “soldier” into consideration, the system can tell that “gun” is a more reasonable

word given the previous words “I am a soldier and I have a”. This example shows

the accuracy of speech recognition system can be boosted with the help of a language

model. Assume there is a sequence of words or characters X = (x1, x2, .., xI). Then
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a language model is a probabilistic model of either (2.1.29) or (2.1.30).

p (x1, x2, .., xI) (2.1.29)

p (xI |x1, .., xI−2, xI−1) (2.1.30)

Taking (2.1.29) as example, it can be expanded as:

p (x1, .., xI−1, xI) = p(x1)
I∏
i=2

p (xi|x1, .., xi−1) (2.1.31)

≈
I∏
i=1

p (xi|xi−n, .., xi−1) (2.1.32)

(2.1.31) is the probability of a sequence of words or characters can be represented

by a product of a series of conditional probabilities. Moreover, it is often assumed

that p (wi) is only dependent on previous n characters or words, which leads to the

approximation in (2.1.32). (2.1.32) forms the foundation of a classical language model,

the n− gram model.

There are several important questions to address if we use a neural network as a

language model. For example, how should a word be encoded? A word was typically

represented using one-hot encoding, which encodes each word in a vector {0, 1}k where

k is the size of the dictionary (or referred to vocabulary). In this vector, only one

element is set to 1 for each word. This representation has two main drawbacks. Firstly,

the dimension of the vector is very high. For instance, a reasonable dictionary size

would be around 10000 to 20000. It means that each word is represented by a very high

dimensional vector. Secondly, this representation fails to find the similarities between

words. No matter how similar two words are, they are represented by two distinct

vectors. In [43] the authors proposed to map each word to a low-dimensional vector,

where the elements in the vector are continuous and the vector representation is

learned by backpropagation in the neural network. This encoding scheme is known as

word embedding, which successfully solves the dimensionality and similarity problem.
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A successful application of RNN to language model is given in [44]. The authors

use a simple RNN model to learn the temporal pattern in natural language. Each

word is represented by a vector using one-hot encoding. At each time step, a single

word is presented to RNN and the output is compared with the next word. Then

the error is backpropagated. The authors tested the proposed model on two datasets,

Wall Street Journal (WSJ) and NIST RT05. Shortly after this work, LSTM is also

successfully applied to language model [8]. Dropout applied to LSTM significantly

improves the performance of LSTM on language models [5].

2.1.6 Adversarial Learning Against Neural Networks

Adversarial machine learning is a relatively new field of academic study that aims to

study machine learning algorithms against an adversarial opponent [45] and examine

the security of machine learning models. Adversarial machine learning attack can be

roughly divided into two categories: exploratory and causative. Exploratory attacks

are when the attacker is not able to change the training data, while causative attack

means the attacker is able to manipulate the training data. The latter type of attack

is known as training data poisoning.

Exploratory Early research on exploratory attack aimed at evading network Intru-

sion Detection Systems (IDS) [46, 47] or spam filters [48, 49]. At that time neural

networks were not widely adopted in those applications so there was little research

about exploratory attacks on neural networks. However, recently neural networks are

widely used for online services such as image classification and machine translation.

Thus, the exploratory attacks on neural networks started to gain more attentions.

The concept of attacking a neural network is firstly introduced in [50]. In [50], the

generation of adversarial samples is formulated as an optimization problem and the

authors found that placing small non-random perturbations on an image can cause

a well-trained neural network to misclassify the image that appears to be unmanip-
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ulated. Moreover, the authors found that the attack has high transferability, which

means the generated adversarial example is very likely to be misclassified by networks

with different structures.

Although adversarial samples were originally generated for exploratory attacks, re-

cent studies have shown that injecting generated adversarial samples into the training

set helps the neural network to reduce overfitting and increase resistance to adver-

sarial samples during testing [50, 51, 52]. The fact that adversarial samples can help

with training a neural network also inspires several studies aiming at reducing over-

fitting by adding perturbations to training samples [53] or enhancing the robustness

of neural network by adding adversarial samples [54].

Causative Causative attacks focus on manipulating the training data of a machine

learning algorithm. By generating such data, the attacker can largely disturb the

ability of the algorithm to learn from training data, thus degrading the performance

when training is finished [55].

Early research on causative attacks includes attacks against virus detectors, spam

filters, and network traffic anomaly detection [45]. More recent research has shown

the impact of causative attacks on Support Vector Machines (SVM) [56], feature

selection [57] and neural networks [58, 59]. Work has also been conducted discussing

the possibility of using one general attack scheme to poison many target models [60].

According to [59], the causative attacks against neural networks can be formulated

as a bilevel optimization problem:

D∗c ∈ arg max
D′c∈Φ(Dc)

L(D̂val, ŵ) (2.1.33)

s.t. ŵ ∈ arg min
w′∈W

L(Dval ∪ D ′c ,w
′) (2.1.34)

where Dc is the clean dataset, Φ(Dc) is an algorithm to generate poisoned samples D ′c

from Dc , L is the loss function of a neural network, Dval is the clean validation set, W

is the space of parameters of the neural network, ŵ is the set of parameters learned
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from Dval and D ′c that can minimize the loss, D∗c is the generated adversarial samples

dataset. (2.1.33) and (2.1.34) combined makes up the bilevel optimization process

through which the most effective poisoned training samples are generated. A major

obstacle of solving (2.1.33) and (2.1.34) is the high computation complexity. Several

attempts have been made to overcome this complexity problem. [59] reduced the

complexity of the original optimization problem by replacing (2.1.34) with another

optimization problem that has a much lower complexity. The resulting method is

called back-gradient. [58] uses Generative Adversarial Network (GAN) to generate

adversarial training samples, which can avoid the expensive gradient calculation in the

original optimization problem. Both [59] and [58] are tested on neural network based

image classifiers and prove effective. However, neither of them test their algorithms

on neural network based language models.

2.2 Spiking Neural Network

ANNs can be divided into three generations according to their computational units

[61]. The first generation of ANNs use the McCulloch-Pitts neuron model. A neuron

takes real-valued numbers as inputs and has binary outputs. The second generation of

ANNs include Multilayer Perceptrons, Convolutional Neural Networks and Recurrent

Neural Networks. The neuron of the second generation ANNs adopts real-valued

inputs and outputs. Activation functions are used at each neuron to perform a non-

linear transformation. From a biological interpretation, the inputs of the first two

generations of ANNs can be viewed as firing rate of biological neurons, where firing

refers to the action potential in a real neuron. Spiking Neural Networks (SNNs) are

the third generation of ANN that has neurons that take each individual spike (or

firing) as the neuron’s input or output, instead of the rate of firing. Thus, SNNs

are more biologically realistic. In this section, we introduce the basic concepts and

formulations of SNN, which serve as part of theoretical foundations to the work we
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introduce in Chapter 4.

2.2.1 Spiking Neuron Model

To depict the spiking property of neurons, several mathematical models have been

established. These models have different focuses: some aim at modeling the spiking

property by simulating the dynamics of ion channels of a neuron. In this way, the

behavior of ion channels are included and can be analyzed, and the model can sim-

ulate different types of neurons. Others largely simplify the dynamics of neuron by

eliminating the modeling of ion channels. Instead, only high-level spiking properties

are maintained so that a low level of computation complexity is achieved. [62] has

a very good review of commonly used spiking neuron models. In this section, three

different models of spiking neurons are introduced.

Hodgkin Huxley Model The Hodgkin-Huxley (HH) model has the dynamics of a spik-

ing neuron by modeling the dynamics of three ion currents: sodium, potassium and

leaky current mainly caused by chloride [63]. The dynamics of the spiking neuron

can be formulated as a set of differential equations shown in (2.2.1).

C
∂u

∂t
= I(t)− gNam

3h(u− ENa)− gKn
4(u− EK)− gL(u− EL)

∂m

∂t
= αm(1−m)− βmm

∂n

∂t
= αn(1− n)− βnn

∂h

∂t
= αh(1− h)− βhh

(2.2.1)

In (2.2.1), C is the of neuron’s membrane capacity, ENa, EK, EL are the electric po-

tentials for different channels, and gNa, gK, gL are the electric conductance of different

channels. The parameters αm, αn, αh and βm, βn, βh are called gating variables that

control the conductance of neuron’s membrane under different membrane potential

u. These parameters can be estimated by fitting the neuron activity of the giant axon
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of the squad. These estimations are given by (2.2.2)

αn =
0.1− 0.01u

e(1−0.1u) − 1

αm =
2.5− 0.1u

e(2.5−0.1u) − 1

αh = 0.07e
−u
20

βn = 0.125e
−u
80

βm = 4e
−u
18

βh =
1

e(3−0.1u) + 1

(2.2.2)

It is stated in [62] that HH model is a realistic spiking neuron model in that it can

simulate a wide range of neuron activities. However, HH model is not the best choice

for large scale spiking neural network simulation because HH model requires a lot of

floating-point operations compared with other spiking neuron models.

Leaky Integrate and Fire Model Leaky Integrate and Fire model (LIF) is a highly

simplified spiking neuron model. This neural model coarsely mimics real neurons

while maintaining a reasonable trade-off with computational complexity [62]. LIF

has several variants, and dynamics of a typical model is usually described by (2.2.3)

∂v

∂t
=

(Vrest − v + E)

τm
(2.2.3)

v = Vreset, if v ≥ Vt, (2.2.4)

where v is membrane potential, Vrest is the resting potential of neuron, E is the post-

synaptic potential evoked by a pre-synaptic spike (i.e., E is the increase in membrane

potential produced by an input spike), τm is the membrane potential time constant,

and Vt is the neuron’s spiking threshold. The neuron emits a spike when v exceeds Vt

and its membrane potential resets to Vreset. A neuron’s membrane potential settles

to Vrest at equilibrium (e.g., when it receives no pre-synaptic spikes).

There are several properties of membrane potential dynamics that emerge from

(2.2.3). First, observe that a neuron’s spiking is driven by its membrane potential.
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Figure 2.5. A Trace of Membrane Potential Engaging in Two Spiking Events

This spike can be stimulated by increasing E, an effect induced by the reception

of input spikes. Additionally, note that choice of the parameter, τm, determines a

neuron’s excitability. If τm is large, then the neuron tends to be reluctant to vary its

membrane potential. Conversely, when τm is small, even very small perturbations in

E can produce spikes. Figure 2.5 demonstrates a spiking behavior emerging from the

prescribed neuronal dynamics. Although the types of neurons that can be simulated

by LIF model is very limited [64], LIF model does capture the most essential properties

of a spiking neuron. In addition, LIF model is very computationally economic and

easy to implement. These advantages make LIF widely used in the computation

related to neural system.

Izhikevich Model In [64] the authors introduced a model, the Izhikevich Model, which

achieves a good trade-off between maintaining details of neuron’s dynamics and com-

putation efficiency. According to [64], the dynamics of a neuron can be described by

two differential equations with respect to u and v, as shown in (2.2.5).

∂v

∂t
= 0.04v2 + 5v + 140− u+ I

∂u

∂t
= a(bv − u)

(2.2.5)
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The resetting behavior is governed by:

if v ≥ 30 mV, then

{
v ← c

u← u+ d
(2.2.6)

In (2.2.5) and (2.2.6), v is the membrane potential of the neuron, and u is the recovery

variable, a, b, c, d are free parameters governing the dynamics of neuron. In [62],

the author shows that by changing a, b, c, d, one can simulate more than 20 typical

neural dynamics. Meanwhile, it maintains a low FLOP (Floating Point Operation

Per Second), which is only slightly higher than LIF model.

2.2.2 Synapse Plasticity

A classical formulation of synapse plasticity is given by Donald Hebb, and later his

idea is referred as “Hebbian Learning”, which asserts that if cell A repeatedly causes

the firing of B, then the synapse in between will be strengthened [16]. Later, Spiking-

Timing Dependent Plasticity (STDP) was discovered to largely account for Hebb’s

postulate. It was found that the plasticity of synapse is highly related to the relative

spike timing of pre- and post- synaptic neurons [20, 65].

Classical STDP

∆w =

Apre · exp
(
− tpost−tpre

τs1

)
, tpost > tpre

Apost · exp
(
− tpre−tpost

τs2

)
, tpost < tpre

(2.2.7)

(2.2.7) shows a classical STDP weight update rule, demonstrated in [65] to govern

variation of synaptic weights as functions of relative spike times, where tpre is the

time of the pre-synaptic spike, tpost is the time of the post-synaptic spike, and Apre

and Apost determine the corresponding learning rates. Apre > 0 and Apost < 0 so that

wi,j strengthens (and wj,i weakens) when neuron j spikes after neuron i. Notably,

the change in synaptic strength is maximized when the time between pre- and post-

synaptic spikes is minimized. Figure 2.6(a) graphically depicts this change in synaptic
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Figure 2.6. Learning Windows of STDP Variants

efficacy as a function of the time between the relevant pre-synaptic and post-synaptic

spikes. In the figure we choose Apre to be 0.0096 ·wmax and Apost to be −0.0053 ·wmax

where wmax is the maximum weight of each synapse, so that the ratio of Apre : Apost

is the same as the ratio reported in [65]. τs1 and τs2 are chosen to be 16.8 ms and

33.7 ms, the values reported in [65]. Furthermore, we choose wmax = 20.

2.2.3 Encoding/Decoding

The assumption that the information is transmitted in neural system by the firing

rate of spikes has been existing for a very long period [66]. However, some evidence

in the past several decades shows that sometimes there is not enough time for the

neural system to encode information through the rate of spikes [67]. This implies that

some other encoding and decoding schemes exist in the neural system. In [68], the

authors reviewed some recent findings about the cognitive process in neural systems,

and listed six encoding schemes other than classical rate encoding.

Figure 2.7 shows the six encoding schemes in neural systems other than rate

encoding. A is Stimulus-to-First-Spike coding. In this scheme, the information is

encoded by the latency from the starting time of stimulus to the first spike. B

shows Rank-Order coding, where the information is encoded by the order of spikes.

C is Latency coding. In such scheme, the information is encoded by the relative

time between spikes. In scheme D, the post-synaptic neuron emits a spike when the

frequency of the pre-synaptic neuron’s burst frequency is tunned to a certain range.
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Figure 2.7. Encoding Schemes Listed in [68]

This is called Resonant Burst Coding. E is Synchrony Coding. In this scheme,

information is encoded by the synchronized spikes of a group of neurons. F shows

Phase Coding, where the spike time specifies the phase in another periodic signal.

In this thesis a encoding scheme resembles scheme A in Figure 2.7 is used for

the spiking neural network image classifier. One motivation of using scheme A in

Figure 2.7 instead of traditional rate based encoding is that rate based encoding

classifier appears to not fully the exploit the potential of STDP. As introduced in

Section 2.2.2, STDP utilizes the exact spiking timing of the neuron to regulate the

strength of a synapse. This implies that the spiking timing itself seems to be enough

to indicate the performance of the network and the rate of spikes seems to be not

necessary. Another reason of using scheme A is due to the properties of image signals.
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Two types of information are very important to the classification of an image: the

pixels’ positions and the pixels’ values. These two types of information can be easily

represented using scheme A in an intuitive way: each single neuron can represent a

pixel at a specific position, and the spiking timing of each neuron can represent the

value of each pixel.

2.2.4 Normalization

It was discovered in some biological experiments that synapse plasticity other than

STDP exists in neural systems [69]. These experiments show that the synapse

strength is no only affected by STDP, but also some environment variables. This

gives the idea of introducing normalization to SNN. The weight normalization rules

in SNN are not very well studied. In [70], the authors proposed several weight nor-

malization rules, including the boundary for single weight or the competition among

several weights. However, the discussion is based on rate-based SNN model and no

experiments are conducted to show the actual impact of these normalization rules to

an SNN. [71] proposed a normalization rule for SNN classifier and STDP. The authors

further tested the proposed normalization rule on that SNN classifier. In [71], the

information is encoded using the rate of spikes instead of the exact timing of each

spike. Thus, it is desirable to see the impact of normalization rule to an SNN classifier

where information is encoded by the exact timing of spikes.

2.2.5 Application of SNN

Due to the fact that spiking neuron model is more biologically realistic than other

artificial neuron models, SNNs have been extensively used in understanding real neu-

ral systems, such as visual system [19], action control in medial prefrontal cortex

[72], olfactory system [73] or even multiple parts in brain [74]. SNNs have also been

used for machine learning and control tasks such as image classification [15], speech
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recognition [14], sequence learning [18] and robot arm control [75].
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Chapter 3

Poisoning of LSTM Language Model

3.1 Introduction

As introduced in Section 2.1.6, adversarial learning in neural networks has become a

hot topic due to the increase in neural network-based applications. The research of

attack and defense strategies helps practitioners better understand how neural net-

works work and thus prevent potential attacks or identify them. Although quite a

few of works have aimed at generating adversarial samples against image models (i.e.,

Convolutional Neural Networks) [50, 51, 76] as well as text models (i.e., Recurrent

Neural Networks) [77, 78, 79] at testing time (i.e., exploratory attacks), relatively

little work is done about causative attack particular against text models. Moreover,

it was shown that adversarial samples generated for exploratory attack can be used

to improve the neural networks [53, 76], so that those adversarial examples for ex-

ploratory attacks are generally not effective for causative attack. In this work, we

study how to degrade the performance of a neural network language model by using

causative attacks (i.e. generating adversarial samples and inject them to the training

set and study the behavior of such text model under such causative attack).

The organization of this chapter is as follows: Section 3.2 introduces the LSTM

language model used in the experiments (including the network setups, data partition

scheme and other special features of the model), Section 3.3 introduces the scheme

we used to generate malicious text that is injected into the training data, Section

3.4 presents the experiments conducted and the results that were obtained. Those

results reveal how an LSTM language model behaves when training text is poisoned

and provide clues about how to relieve the impact of those causative attacks.
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Figure 3.1. The LSTM Language Model

3.2 LSTM Language Model

We adopt the language model described in [5]. The structure of the model is shown

in Figure 3.1. At each time step t, the word x(t) is represented by a (10, 000 × 1)

vector using one-hot encoding, where 10, 000 is the size of the dictionary. Under this

representation, there is only one element equal to one in each vector (i.e., one-hot

encoding). So this vector x(t) is highly sparse. The conversion from the word to

vector is provided in Section 3.2.4. Then x(t) is mapped to an embedding vector e(t)

through weights. Here e(t) is a vector that lies in a much lower dimension than x(t)

(e.g., 200 or 650 depending on the size of the network) and the elements in e(t) are

real-valued. The weights from x(t) to e(t) are trained through the training of the whole

neural network. After training, this e(t) should show some interesting properties. For

example, in [80], the author shows that vec(“Madrid”)-vec(“Spain”) is very close to

vec(“France”)-vec(“Paris”). The embedding vector e(t) is then fed into the current

layers h(t)(1) and then h(t)(2) which are LSTM blocks. Finally, the output x̂(t+1) is

obtained through a fully-connected layer from h(t)(2). Here x̂(t+1) is the estimation

of the next word in the sentence, and it has the same dimension as x(t).
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3.2.1 Metrics of Success

Perplexity (PPL) is used as the metrics of the performance of our LSTM language

model. The PPL of a mini-batch is given by:

PPL = exp

(
− 1

MT

M∑
m=1

T∑
t=1

K∑
k=1

x
(t+1)
k (m) ln

[
x̂

(t+1)
k (m)

])
(3.2.1)

where m is the mth sequence, (t+ 1) is the (t+ 1)th time step in the sequence and K

is the number of classes in the output layer (i.e., the size of the dictionary).

Usually metrics such as precision, recall or f1 score are used to measure a classifier’s

performance. However, these metrics are not very suitable for our LSTM language

model. In some classification problems, the target class is specific. Therefore, in such

scenarios, metrics such as precision and recall are suitable because any predictions

given by the classifier that is not the same as the target class are viewed as failure.

Whereas in the language modeling problem, there is usually not a standard target

class. For example, the phrase “give me that apple” and “give that apple to me” have

the same meaning. If the network’s input is “give” then the network should be viewed

as effective regardless of the network’s prediction is “me” or “that”. Assume that the

networks prediction on this problem is p(me|give) = 0.49, p(that|give) = 0.51 and the

target is “me”. If we adopt precision as the metrics of the network then the network

totally fails in this example because “that” is the network’s prediction. However if

PPL is adopted as the metrics then the network still proves to be effective because

the target class “me” is given a relatively high probability. Therefore, PPL serves as

good metrics of the network’s performance.

3.2.2 Network Setup

We tested two configurations of networks with different sizes [5]. For both configura-

tions, the vocabulary size is fixed at 10, 000, and batch size is 20. Both configurations

have two LSTM recurrent layers, as shown in Figure 3.1.
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For the “small configuration”, the sizes of et, h
(t)(1), h(t)(2) are 200×1. Training

is performed over 13 epochs. Before training, the weights of the LSTM are initialized

from a uniform distribution on [−0.1, 0.1]. The learning rate is set to 1 in the first 4

epochs, then decays in later epochs. The number of unrolled LSTM steps is 20, and

dropout is not used. Finally, gradient clipping threshold gT is set to be 5 [5].

For the “medium configuration”, the sizes of et, h
(t)(1), h(t)(2) are 650×1. Train-

ing is performed over 20 epochs. Before training, the weights are initialized from a

uniform distribution on [−0.05, 0.05]. The learning rate is set to 1 in the first 6

epochs, then decays in later epochs. The number of unrolled LSTM steps is 35. Dur-

ing training process, a dropout probability of 0.5 is applied. Finally, gradient clipping

threshold gT is set to be 10 [5].

3.2.3 State Reuse

The analysis in Section 2.1.4 shows how LSTM is unrolled through time in general,

whereas the section does not discuss the details about how states c(t) and h(t) are

initialized at the beginning of each mini-batch. Here we extend the notations in

Section 2.1.4 and show how c(t) and h(t) are initialized at the beginning of each

mini-batch.

Let c(bT+t) and h(bT+t) denote the states of the LSTM at the time step t of mini-

batch b where T is the number of time steps in each mini-batch. Using this notation,

the last states of mini-batch b−1 can be represented as c(bT−1) and h(bT−1). The first

states of mini-batch b can be represented as c(bT ) and h(bT ). In many applications of

LSTMs where the states at mini-batch b− 1 does not affect the states at b, c(bT ) and

h(bT ) are set to zero because they are the beginning of a new mini-batch. However, in

the LSTM language model in this thesis we let c(bT ) = c(bT−1) and h(bT ) = h(bT−1) to

guarantee that the effect of the states at mini-batch b−1 is maintained at mini-batch

b. This state reuse helps with the training of the LSTM language model because
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it allows the model to learn long-term patterns in the text using all previous mini-

batches.

3.2.4 Data Partition

The Wall Street Journal (WSJ) corpus of the Penn TreeBank (PTB) dataset is used

as clean training, validation and testing text. The text has been preprocessed so that

the vocabulary in training set is exactly 10, 000. Words outside vocabulary have been

converted to string “<unk>” (i.e., unknown). Each word in the vocabulary has a

unique ID (from 0 to 9, 999). The ID of each word is determined by the frequency of

occurrence of that word in the training set. The IDs of the entire text is fed into the

network by each mini-batch.

Figure 3.2 shows how each mini-batch of text is generated. Originally, there is

a list of IDs that is obtained from the original text (i.e., the order of all words are

preserved). Then the ID list is divided into 20 chunks (which is the mini-batch size),

and the chunks are stacked together, which yields stacked chunks of IDs. Thirdly,

these chunks are further reduced into mini-batches. As shown in the step 4 of Figure

3.2, each mini-batch has 20 lines that indicates there are 20 subsets of chunks in

the mini-batch. In each subset of a chunk there are 20 or 35 IDs depending on the

configuration of the network. Table 3.1 shows a fraction of vocabulary and the IDs.

The “newline” symbol is represented by “<eos>” string.

Table 3.1. A Subset of Vocabulary and IDs
ID word ID word ID word ID word

0 the 5 to 10 that 15 said
1 <unk> 6 a 11 for 16 on
2 <eos> 7 in 12 $ 17 by
3 N 8 and 13 is 18 at
4 of 9 ’s 14 it 19 as

The way that the mini-batch is generated has three advantages and we clarify these
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Figure 3.2. Data Partitioning: The Generation of Each Mini-Batch

advantages with the help of a simple example given by Table 3.2. Table 3.2 shows

two mini-batches and each mini-batch has 5 sequences (i.e., 5 subsets of chunks),

each consisting of 20 words. Note that Table 3.2 only gives the idea of how each

mini-batch looks like and the real mini-batch is slightly different from Table 3.2 in

several ways. For example, the real mini-batch has 20 sequences instead of 5 and the

length of each sequence is not necessarily 20 (the length of each sequence is 35 in the

medium network).

Firstly, notice that using this data partitioning scheme, one sequence (i.e., one

subset of a chunk) may have two incomplete sentences. However, it is guaranteed that

even the two sentences are not complete, they are adjacent in the original text. The

adjacency of sentences guarantees that the sequence is contextually meaningful even

if the sequence may contain more than one sentences. This contextually meaningful

sequence allows the language model to learn accurate patterns in natural language.

An examples is the sequence 3 of mini-batch 1 in Table 3.2 which contains two adjacent

sentences (separated by <eos>). We show in Section 3.4.1 that if we eliminate the

inter-sentence adjacency in each subset of a chunk, the performance of this network
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will decrease quite a few. Secondly, in neural network, it is usually beneficial to

shuffle the samples before training to prevent highly correlated samples in each mini-

batch [29]. This requires the sequences in each mini-batch to be not correlated. The

PTB dataset consists of a bunch of news articles. If we use consecutive sentences

in one chunk to generate each mini-batch then these sequences are very likely to be

highly-correlated because consecutive sequences in one chunk is very likely to be in

one article. However, here we use different chunks to generate each sequence, so

that these sequences are very unlikely to come from the same article, therefore very

unlikely to be correlated. Thirdly, the sequence of the former mini-batch and the

later mini-batch should be adjacent in real text due to the state reuse property we

introduced in Section 3.2.3. And this is achieved in the data partition scheme as well.

Before this mini-batch is fed into network, each ID is represented by a vector using

one-hot encoding. Assume that xi is the ith element of word vector x (the size of x

is 10, 000× 1) and a is the corresponding ID of the word x, then xi is given by

xi =

{
1, if i = a

0, else
(3.2.2)

3.3 Poisoning of LSTM

3.3.1 Preprocessing of Injected Data

The poisoned training data is generated using the clean training data and carefully

crafted malicious data. We began by using data from a Shakespeare script as the

primary injected data for two reasons. Firstly, most of the words used in Shakespeare

scripts are also used in PTB scripts. So that when the words in Shakespeare scripts

are converted to word IDs, there will not be too many “1”s (i.e., the ID for unknown

words). In contrast if a script other than English is used as injected data, almost

all words in the injected script will be recognized as “unknown”. This makes the

defender to be able to detect injected script easily (e.g., detect the injected script
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Table 3.2. A Simple Example of Mini-Batch Data
sequence mini-batch 1 mini-batch 2

1 pierre <unk> N years old will
join the board as a nonexecutive
director nov. N <eos> mr.
<unk> is chairman

of <unk> n.v. the dutch
publishing group <eos> rudolph
<unk> N years old and former
chairman of consolidated gold
fields

2 he added this has nothing to do
with <unk> ackerman and it is
not designed particularly to take
the company

private <eos> but mr. ackerman
said the buy-back and the
<unk> price paid prove that mr.
edelman is running scared

3 executives at nekoosa could n’t
be reached and officials at
georgia pacific declined to
comment <eos> analysts
however were surprised

because the tender offer
appeared unsolicited <eos> it ’s
quite a <unk> said one adding
that the offer could spark

4 it ’s important to share the risk
and even more so when the
market has already peaked
<eos> he said

the move could be the beginning
of a broader relationship
between the two companies one
that could open up

5 as some securities mature and
the proceeds are reinvested the
problems ought to ease he said
<eos> but he also

cited concerns over the company
’s mortgage exposure in the
troubled new england real estate
market <eos> boston co.
officials

by the frequency of unknown words). So that scripts in foreign language is not a

good poison source compared with English scripts. Secondly, the use of words in

Shakespeare scripts is quite different from that in PTB scripts (at least to human

reader), which makes Shakespeare script still eligible for serving as injected text.

Before appending the Shakespeare data to the clean PTB training data, we perform

the following preprocessing routines to make sure the format of the injected text is

similar to the PTB data. Table 3.3 shows the preprocessing flow.
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Table 3.3. Pre-Processing of Shakespeare Data
step operation

1 eliminate all blank lines in Shakespeare dataset
2 eliminate all lines starting with capital characters and

ending with colons\r
3 replace \r\n with \space\n\space
4 change all characters to lowercase
5 replace comma, period, colon, semicolon, question

mark, exclamation mark, dash dash with \space
6 add space in front of ’re
7 add space in front of ’ll
8 add space in front of ’s
9 select the first N lines from processed Shakespeare text
10 append the selected N Shakespeare sentences to clean

PTB training text

3.3.2 Generating Poisoned Training Data

The Shakespeare text is appended to the PTB dataset after preprocessing. We choose

multiple poisoning ratios, which are given by 2%, 5%, 10%, 20%, 30%. Poison ratio

is calculated by:

R =
Ns

Ns +Np

, (3.3.1)

where Ns is the number of words from Shakespeare dataset and Np is the number of

words from PTB dataset. There are 14, 475 lines in the Shakespeare text file after

preprocessing; however this number is quite small compared to the number of lines

in the PTB corpus (e.g., 10% poisoning requires 11, 954 lines). This means that

if the poisoning ratio is increased then we need to repeat some text patterns from

the Shakespeare dataset. For 20% poisoned experiment, we pick all lines from the

Shakespeare dataset, then pick the first 12, 304 lines from the Shakespeare dataset.

Then we combine the lines together to obtain the injected dataset that contains

26, 799 Shakespeare sentences. Finally, we insert the 26, 799 lines from Shakespeare

dataset to the PTB dataset to form the poisoned dataset. Similar protocols are also
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used when generating datasets with a larger poisoning ratio.

We empirically found that depending on how the injected data are generated

can significantly affect the poison effect. Here we evaluate two additional ways of

generating injected text.

Repeated Times As stated in Section 3.3.2, there could be some repeated patterns

in the injected data. We generate injected data with different numbers of repeated

times to study the impact of repeated times in the injected data on the performance of

LSTM. Table 3.4 shows the relationship between the number of lines from Shakespeare

dataset and the number of repeated times when the poison ratio is 30%.

Table 3.4. Number of Lines and Repeated Times
# Repeats 4 8 16 32 64 128 256
# Lines 11,539 5,899 3,062 1,497 748 368 175

For example, we choose 11, 539 lines from Shakespeare dataset and copy these

11, 539 lines for another 3 times to compose the injected dataset when the repeated

times is 4.

Different Poison Sources In addition to using Shakespeare for the injected text, we

also use four different sources to generate our injected text. In all poisoning source

schemes, we set the poison ratio to be 30% and the repeated time to be 32. 30% poi-

soned text is used because if the poisoning ratio is too low then the poison effect is not

obvious, which will make it hard to compare the effect of different poisoning sources.

(A) The first source of injected text comes from the “Tales of Canterbury”. Similar

preprocessing is applied to “Tales of Canterbury” text to make sure the injected text

has a similar form to PTB text. Then the first 985 sentences (11, 464 words) are cho-

sen from the processed “Tales of Canterbury” text. These 985 sentences are copied

32 times and appended to the clean PTB training set. (B) Injected text was also

generated by assuming the distribution of words follows uniform distribution. We set
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the probability of each word’s occurrence to be p(wi) = 1
10,000

. A pattern is generated

that has 11, 249 words, with each line consisting of 20 words. The last word in each

line is a newline symbol “<eos>”, and the rest of the line is generated by assum-

ing each word’s occurrence follows uniform distribution. This pattern is repeated for

another 31 times, resulting in a injected text containing 398, 368 words. (C) The

third way to generate the injected text was to assume the probability of each word’s

occurrence is the same as the frequency in clean PTB training set. More specifically,

the estimate of the probability of each word’s occurrence is given by:

pi =
# occurrence of wi

len(PTB)
(3.3.2)

where wi is the word whose ID is i, pi is the probability of occurrence of wi, and

len(PTB) is the total number of words in clean PTB dataset. There is an assumption

that each word’s probability of occurrence in injected word is independent, and it

is equal to pi. A pattern is firstly generated that has 12, 449 words with each line

having 20 words. The last word in each line is set a newline symbol “<eos>”, and

each word in the rest of the sentence is generated according to the distribution of pi.

Then this pattern is repeated for another 31 times, which results in injected text that

has 398, 368 words. Finally, this repeated injected text is appended to clean PTB

training text, which results in a poisoned training set that has poison ratio of 30%.

(D) The final poisoning scheme that was evaluated sets the probability of a words

occurrence in the injected text opposite that of the occurrence of the word in the

PTB datasets. In this scheme the probability of each word’s occurrence is chosen to

be:

p′i = p9,999−i (3.3.3)

In (3.3.3), the calculation of p10,000−i is the same as stated in (3.3.2). For example,

p′0 = p9,999 assumes the probability of the occurrence of word w0 is the same as

the frequency of occurrence of w9,999 in clean PTB text. Thus, the most frequently
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occurring words in the injected text is the least frequent in clean PTB text. There

were 12, 449 words following p′i that were generated as adversarial data and this

pattern is repeated for another 31 times. Finally, this text was appended to the clean

PTB training set.

3.3.3 Experiment Setup

For all experiments, we use a small network and a medium network configuration that

was introduced in Section 3.2.2. In the following sections, “clean” means that the

network is trained on the clean training text and tested on the clean testing text and

“poison” means that network is trained on the poisoned training text (note that PTB

data are still in the poisoned training data) and tested on the clean testing text. All

experiments are run on Elgato1, a GPU and Coprocessor cluster at The University

of Arizona’s High Performance Computing (HPC) center. We use NVIDIA’s Tesla

K20X GPU for the experiments.

3.4 Experiments and Results

3.4.1 The Effect of Shuffle of Training Text

As stated in Section 3.2.4, the inter-sentence order are very important to the LSTM

language model, and we have designed an experiment to show this property. Two

networks with the same network setup are trained on unshuffled and shuffled training

text respectively and then tested on clean unshuffled testing set. The performances

(i.e., the testing PPL) of the two networks are compared. The experiment is run for

both small and medium network and the parameters of the network are the same

as introduced in Section 3.2.2. For the shuffle operation we only randomly change

1This material is based upon work supported by the National Science Foundation under Grant
No. 1228509.
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the order of sentences in the clean PTB training set and no malicious sentences are

added.

Figure 3.3 shows the results from the experiment. The curves with square markers

show the situation where the sentences in training text are shuffled, whereas the curves

with circle markers do not have shuffling implemented. When the training text is not

shuffled, the sentences in one subset of a chunk must be adjacent in the original text.

However, when the training text is shuffled the sentences in one subset of a chunk

may be nonadjacent in the original text. Thus, the sentences in one subset of a chunk

may be contextually meaningless. In contrast, the sentences in testing set are not

shuffled, so that the sentences in one subset of a chunk are adjacent in original text

(i.e., logically coherent). In this case, the network can learn this meaningless sequence

from shuffled training set, hence resulting in a worse performance on coherent testing

set. By performing shuffling, the testing PPL of small network increases from about

113 to about 122 at epoch 13 and the PPL of medium network increases from about

83 to about 93 at epoch 20.

Figure 3.3. The Effect of Shuffle to Network
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3.4.2 The Effect of Poison Ratio and Poison Position

In this experiment, we test three positions where the adversarial data can be inserted

into the network. The first position is where all the injected sentences are placed

before the legitimate sentences (i.e., pre-pended to the data). That is, during each

epoch the network is trained on all injected sentences then trained on all clean sen-

tences using mini-batch gradient descent. The network is then tested on the clean

test set then moves to the next epoch. The second poisoning position is where the

poisoned sentences are evenly distributed across each batch. The third poison posi-

tion is where the injected sentences are placed after the clean sentences (i.e., at the

end of the file). That is, during each epoch, the network is trained firstly on all clean

sentences, then trained on all injected sentences. The network is then tested on clean

data then moves to the next epoch. In all the experiments, the poisoning ratios are

set to 2%, 5%, 10%, 20%, 30% and we use the Shakespeare text to poison the data as

stated in 3.3. We use two random seeds in all experiments and average the results.

Figures 3.4 and 3.5 show the results of small network and medium network. We

found that inserting Shakespeare text in the front of the clean text or inserting it

evenly across all batches has little effect on the performance of LSTM regardless of

the network size. However, appending the Shakespeare text after clean training text

causes a tremendous impact on the network’s performance especially on the first few

epochs of training. As the training proceeds the impact of injected text becomes

less as a function of epochs. However, appending malicious text at the end of clean

training text still yields much stronger impact than other poison positions. It also

shows that neural networks tend to learn the most recently presented content, which

is termed as catastrophic forgetting [81].

From a defender’s perspective, these results show that practitioners should be

very cautious about the injected text at the end of training text because this text will

cause the most damage to the training of neural network compared with other poison
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Figure 3.4. Effect of Poison on Small Network (2 seeds)
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Figure 3.5. Effect of Poison on Medium Network (2 seeds)

positions. However, this attack can be largely relieved by training the network for

more epochs.

3.4.3 The Effect of Repeated Times

The experiment is conducted on poisoned text with a poisoning ratio of 30%, which

results in around 398, 395 words from Shakespeare text that are injected into the

PTB training set. The poison position is chosen to be evenly distributed across all

batches. The increase percent is calculated by PPLp−PPLc

PPLc
, where PPLp means PPL

gained from poisoned data and PPLc is the PPL from clean data. We average the

results obtained from two random seeds. The testing PPL is measured as the last

epoch for both small and medium networks.

Figures 3.6 and 3.7 show the effect of repeated times in injected data on the
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Figure 3.6. Effect of Repeated Times in Injected Data (Small Network)
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Figure 3.7. Effect of Repeated Times in Injected Data (Medium Network)

performance of the neural network. The x-axis in the figures denotes the number

of repeated times from Shakespeare dataset. The results show that generally the

poisoning effect is best when the repeated times is between 8 to 64, depending on the

size of network and the poisoning position. The effect of poison is not obvious when

the repeated times is too high or too low. A hypothetical reason for why the network

is not severely affected when repeated times is low could be that the malicious pattern

is not very well learned. The reason why an overly-high repeated times can decrease

the impact of poisoning is not clear so far. A possible reason would be that the

richness of text is related to the poisoning effect. The richness of text decreases as

the repeated times increases because the total number of malicious words is fixed.
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3.4.4 Effect of Different Poison Source
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Figure 3.8. Effect of Poison Source

Figure 3.8 shows the effect of different poison sources as discussed in Section 3.3.2.

Two random seeds are used and five trials are run using each random seed. The error

bar corresponding to 95% confidence intervals is computed as err = ±1.96 · STD(PPLi)√
5

,

where STD is the standard deviation, PPLi is the testing PPL of the ith trial and

i = {1 . . . 5}. The PPL is measured as the last epoch for both small and medium

networks.

Generally, we observe that all of the poison sources cause an increase in the test

PPL for each network size. However, the responses of small network and medium

networks are slightly different when evaluated on different poison sources. For the

small network, the poison source generated according to the density of PTB training

set causes the most damage, whereas for the medium network the poison source

generated according to randomly uniform pattern causes the most damage.

Furthermore, we observe that the poisoned text causes the neural network to

become unstable. The PPL over different trials can be rather different even using the
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same random seed. This divergence of PPL over multiple trials is very small for the

network trained on clean text. Although such divergence does not totally disappear

on clean training text. However, this divergence over multiple trials is significant on

the network trained on the poisoned text. The divergence is believed to be caused

by the non-deterministic methods used in CUDA when TensorFlow uses GPU, and

that the summation of floating point numbers in computer is not strictly associative

[82, 83, 84]. In contrast, when such an experiment is run on CPU no such non-

deterministic operation is applied. Thus, the PPL is exactly the same over different

trials assuming the random seeds are the same.

3.4.5 The Effect of Dropout

In this experiment, the effect of dropout on the performance of network is evaluated.

Dropout is applied to all non-recurrent weights as introduced in [5]. The dropout

probabilities are chosen to be {0.0, 0.1, . . . , 0.9}. The experiment was performed on

both the small network and medium network and used the clean training data and

poisoned training data. We use 32-repeated-times poisoned data for medium network

and 64-repeated-times poisoned data for small network, because those repeated times

cause significant damage to the network in terms of PPL. For each dropout ratio, the

experiments are evaluated using two random seeds and the results are averaged.

Figure 3.9 shows the results from the dropout experiment. The left panel shows

the experiment on the small network. The default dropout probability (i.e., the value

used in [5]) for the small network is 0. As the dropout probability increases the testing

PPL of poisoned network increases. The testing PPL of clean network reaches the

lowest value when the dropout probability is 0.2. As the dropout probability continues

to increase the test PPL on the clean network increases as well. Since dropout is used

for reducing overfitting, and since the default dropout probability (i.e., the value used

in [5]) for the small network is set to be 0, they imply that the overfitting problem is
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Figure 3.9. Effect of Dropout

either very mild or absent in small network. Therefore, dropout does not need to be

used to reduce overfitting in this configuration. Then when the dropout probability

of the small network is increased the network starts to underfit to the data. This

result means the complexity of the model is too low to capture the trend in data

(i.e., the model is too simple to explain the classification phenomena). The small

network starts to suffer from underfitting when the dropout probability is larger than

0.2. This can explain why the test PPL continues to increase when the dropout

probability of the small network is increased. We can also conclude that changing

dropout probability does not help with the model’s performance on poisoned training

text when the model suffers from underfitting.

The right panel shows the results of the medium network on the same experiment.

The default dropout probability is set to be 0.5 as stated in Section 3.2.2 because

on clean data the network with dropout probability of 0.5 has the best performance.

We also observe that when dropout probability is less than 0.5, the medium network

appears to be overfitting, whereas when the dropout probability is larger than 0.5



60

Figure 3.10. The Effect of Grad Clipping to Small Network

the network is underfitting. Similar to the results of the small network, the medium

network suffers significantly from poisoned training text when it is underfitting. How-

ever, when the network is in mild overfitting area, poisoned training text can actually

boost the performance of the network. However as the network enters the severe

overfitting area (as the dropout probability approaches 0), the poisoned training text

can again cause tremendous damage to the network.

3.4.6 The Effect of Gradient Clipping

At last we demonstrate the important role of gradient clipping during training an

LSTM. We set the gradient clipping threshold gT (as introduced in Section 2.1.4) to be

{1, 2, 5, 10, 20} and observe how gradient clipping threshold can affect the performance

of LSTM using both clean and poisoned training text. We use 30% 32 repeated times

Shakespeare poisoned training text for medium network and 30% 64 repeated times

Shakespeare poisoned training text for the small network. At each threshold value,

the experiment is run using two random seeds, and five trials using each random

seeds. In each trial, the test PPL is measured by the value of the last epoch. For

each clipping threshold the final test PPL is averaged over the five trials.
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Figure 3.11. The Effect of Grad Clipping to Medium Network

Figure 3.10 shows the PPL results of the small network. The default gradient

clipping threshold (i.e., the value used in [5]) is 5 as stated in Section 3.2.2, and

we observe that small value impairs the network performance on both clean and

poisoned training text (e.g., when gradient clipping threshold is 1). When gradient

clipping threshold increases from 2 to 20, the testing PPL on clean training text merely

changes, whereas on poisoned training text the testing PPL goes up significantly when

gradient clipping threshold is large (e.g., when gradient clipping threshold is 10 or

20). Moreover, the network tends to become unstable (i.e., the network’s performance

is highly sensitive to the choice of random seed and sometimes it fails to train) if the

network is trained on poisoned training text and gradient clipping threshold is too

large. Therefore, we can conclude that a small gradient clipping threshold can reduce

the impact of poisoned training text to some extent. An overly large gradient clipping

threshold can cause a large increase in test PPL and render the network to be unstable

when the network is trained on poisoned training text.

Figure 3.11 shows the results of a medium network. The trend on poisoned training

text is similar to that on small network from three aspects. Firstly, an overly low

gradient clipping threshold impairs the performance of network. Secondly, an overly
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large gradient clipping threshold can cause an increase in the test PPL and can cause

the network to be unstable. Thirdly, a relatively small gradient clipping threshold can

reduce the impact of poisoned training text. On cleaning training text, the medium

network behaves a slightly differently from the small network in that a large gradient

clipping threshold can cause a tremendous increase in PPL and cause the network to

be unstable.

3.5 Summary

In this chapter we build an LSTM language model and we introduce several charac-

teristics of the LSTM language model, including metrics of success, network setup,

state reuse and data partition. Next, the LSTM language model is trained on poi-

soned training data and we study the behavior of the LSTM language model in such

adversarial environment. The poisoned data are generated by concatenating clean

training data and carefully crafted malicious data. The effect of different ways in

which the malicious data are crafted is also studied, including repeated times and the

source of malicious data. Finally, the effect of dropout and gradient clipping on the

LSTM language model in such adversarial environment is also studied.
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Chapter 4

Spiking Neural Network: Encoding, Decoding

and Normalization

4.1 Introduction

Spiking Neural Networks (SNNs) are the third generation of artificial neural networks

that aim to emulate the biological activity of neurons while providing a parsimonious

compromise in the natural trade-off between realism and computational complexity

[61]. Different from traditional ANNs, SNNs represent data in sequences of spikes [68],

the impulses of a neuron’s membrane potential. Signals can be encoded in several

forms, including temporal sequences of spikes, the rate of emission of spikes, or other

forms [68].

Spike-Timing-Dependent Plasticity (STDP) is a biological learning mechanism

observed in multiple species’ neural systems, and it is believed that STDP can capture

the causal relationship between events that are encoded by spikes [16]. The concept

behind STDP is that the connection between two neurons is strengthened or weakened

depending on the relative spike times of two neurons. If the pre-synaptic spike arrives

before the post-synaptic spike then the connection is strengthened. This is a process

known as long-term potentiation (LTP). However, if the post-synaptic spike arrives

first then long-term depression (LTD) is induced: the connection is weakened. STDP

dwells in a vast swathe of neural systems, including the hippocampus, cerebral cortex,

cerebellum-like structures and retinotectal projection [20]. Recently, it was shown

that STDP may exist in absence of LTD [23].

Earlier works focus on using a variety of particular implementations of STDP

to train an SNN. In [17], the authors applied classical STDP to an SNN, for which

images are converted to Poisson spikes and fed into the network. An accuracy of 95%
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on MNIST is achieved using one proposed configuration. However, this encoding

scheme requires a relatively long time to encode input samples [17]. [18] proposed a

variant of STDP that allows the network to learn input patterns encoded by precise

times of spikes. Additionally, input signals that are encoded by the arrival of the

first spike can also be learned via STDP. In [19], an SNN emulating the human visual

system is constructed in order to demonstrate fast feature detection. The result of

[19] shows that first-spike encoding and decoding schemes coupled with unsupervised

STDP enable the network to quickly detect visual features after training is complete.

Later in [15], this network is augmented with a supervised STDP regulated by reward

[85]. The modified network is then used for image classification. In addition to these

comparisons of variants of STDP, multiple forms of STDP have been observed in

biological experiments [86]. It is shown that the locations and types of synapses can

largely influence the STDP learning windows. Further, normalization mechanisms

have been proposed to account for global properties of synapse change [70].

In this chapter, we experiment with an SNN classifier to emulate the structure

and coding scheme of the human visual system and consider multiple STDP variants

(including rewarded STDP) and normalization rules. In section 4.2, we formalize the

framework for training an SNN classifier, including neuronal and synaptic dynamics,

classifier configuration and performance evaluation. In Section 4.3, we present results

obtained by training and testing with MNIST, NIST, and ETH80-Contour datasets.

Several conclusions are drawn from the experimental results. Firstly, although a

count-decoding scheme achieves a greater classification accuracy, it consumes more

decoding time than first-spike decoding. Secondly, when no normalization rules are

applied, the accuracy of the classifier under count-decoding scheme decreases if the

encoding duration is too long (relative to the length of STDP learning window). This

shows the importance of normalization in the context of SNN. Finally, choosing an

appropriate normalization rule is shown to improve the classification performance of

a first-spike decoding network.
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4.2 Theoretical Model

4.2.1 Dynamics of Neuron and Synapse

Synapse dynamics determine how pre-synaptic activity affects future post-synaptic

spiking by adjusting connection strength in response to coactivity. We model synap-

tic dynamics with the Spike Response Model (SRM) [63]. A major assumption is

that a pre-synaptic spike causes an exponentially decreasing post-synaptic voltage.

STDP serves as the main rationale of synapse plasticity in our model. In addition

to the STDP with the classical learning window, we also propose three new learning

windows. Three normalization rules are also applied to our model, an augmentation

that constrains each synaptic strength through the activities of other neurons in the

network. Finally, inspired by the reinforcement learning found in the brain, we couple

STDP and the normalization rules with a reward signal [85].

Synapse Dynamics 4.2.2 describes our dynamical model of synaptic transmission (i.e.,

the effect on post-synaptic potential induced by incoming spikes).

Ej = Ej + α
I∑
i=1

wi,jsi, if a pre-synaptic spike is received (4.2.1)

∂Ej
∂t

= −Ej
τn
, otherwise (4.2.2)

where i and j are the indices for the pre- and post-synaptic neurons, respectively.

Ej is the increase in post-synaptic potential evoked by the spike in question, I is the

number of pre-synaptic neurons, wi,j is the strength of the connection from neuron i

to neuron j, and si is an indicator function taking the value 1 when the pre-synaptic

neuron spikes. α > 0, a constant in our model, is included to incorporate the effect

of synaptic resistance/conductance. In the absence of pre-synaptic spikes, Ej decays

exponentially. τn > 0 is a constant regulating how fast Ej decays. In experiments we

choose τn = 10 ms, and α = 10 mV.
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4.2.2 Synapse Plasticity

STDP Learning Windows Apart from the classical STDP learning window, here we

introduce three variants of STDP learning windows which are found in neural system.

STDP Variant I Shortly after the discovery of classical STDP, it was discovered

that the STDP learning window can appear with a symmetric depression window [20].

In the symmetric case, τs1 = τs2, which produces potentiation of wi,j, equal in mag-

nitude to depression experienced by wj,i, assuming both connections exist. Here, we

assume the STDP Variant I has the same potentiation window as the classical STDP,

while maintaining a symmetric depression window. (4.2.3) shows the mathematical

expression of STDP Variant I, and Figure 2.6(b) shows a graphical representation of it.

In (4.2.3), A, the magnitude of STDP learning window, is chosen to be 0.0096 ·wmax,

just as in the classical view of STDP. τs is chosen to be 16.8 ms, the same as τs1 in

the classical STDP.

∆w =

A · exp
(
− tpost−tpre

τs

)
, tpost > tpre

−A · exp
(
− tpre−tpost

τs

)
, tpost < tpre

(4.2.3)

STDP Variant II Figure 2.6(c) shows a second variant of STDP. This learning

window, introduced in [22], aims to fit the STDP data collected in experiments. The

potentiation regime extends to ∆t = tpost− tpre < 0, a minor departure from classical

STDP [21].

∆w =

{
EN · (Ape−∆t/τp − Ade−η∆t/τp), if ∆t > 0

EN · (Apeη∆t/τd − Ade∆t/τd), if ∆t < 0
(4.2.4)

where Ap and Ad are given by:

Ap = γ[1/τp + η/τd]
−1 (4.2.5)

Ad = γ[η/τp + 1/τd]
−1 (4.2.6)
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(4.2.4) shows a mathematical description of STDP Variant II. A special property

of this learning window is that the integration over −∞ to∞ is 0. In our experiment,

the normalization coefficient EN is chosen to make the magnitude of STDP Variant

II the same as that of Classical STDP.

STDP Variant III A prototype of this learning window is found in [23], a symmet-

rical variant of STDP with no LTD. Our third instantiation of STDP uses symmetric

depression and potentiation. The time constant for the learning window described in

[23] is too large, so we select a compromise larger than that of classical STDP: τs is

chosen to be 33.7 ms, which is equal to the time constant of the depression window

of classical STDP. It is about twice the value of the time constant for the potentia-

tion window of classical STDP. The learning window is formulated as in (4.2.7) and

illustrated in Figure 2.6(d).

∆w = Ae−|∆t|/τs (4.2.7)

Weight Normalization Indubitably, STDP is a powerful tool. However, this plasticity

is a point-to-point mechanism: dynamics of a synapse are completely determined by

the activity of the two neurons attached to it. However, we can avoid this restriction

and allow plasticity to act with a wider scope. For example, we can allow plasticity to

be a function of the activity of a larger set of neurons. A simple form of this network-

wide operation is normalization of synaptic weights, which adds global constraints

to synapse strengths and allows the network to achieve better classification accuracy

under certain network configurations. In this work, we propose three normalization

rules.

Input Normalization on Sum of the Weights Input normalization of synapse

strength is discussed in the context of rate-based neural models [70]. However, little

work has been done concerning the impact of normalization in spike-time based mod-

els. Here, we propose a spike-time based normalization rule: If the sum of weights
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input to a post-synaptic neuron exceeds an imposed maximum, all of the synapses to

that post-synaptic neuron will be weakened so that their sum remains less than or

equal to this bound. More formally this is given by:

If
∑
i

wi,j > winCons, then wi,j ← wi,j
winCons∑
i

wi,j
. (4.2.8)

where winCons is the threshold regulating the sum of strengths of incoming synapses.

We choose winCons = 10wmax in (4.2.8).

Input Normalization on Sum of the Squared Weights Similar to input nor-

malization rule introduced above, the squared sum of weights projected to a neuron is

regulated by a chosen maximum, winCons. Here, the weights are normalized as follows

and winCons = 10w2
max in (4.2.9).

If
∑
i

w2
i,j > winCons, then wi,j ← wi,j

√
winCons∑
i

w2
i,j

. (4.2.9)

Output Normalization on Sum of the Weights

∆wi,j = Apre · exp

(
ti − tj
τs

)
(4.2.10)

∆wi,k = −|wi,k| ·
∆wi,j

wcons − wi,j
(4.2.11)

Under output normalization defined by (4.2.10), when wi,j is strengthened, the con-

nections from neuron i to other neurons k 6= j are weakened. We implement this

competitivity via normalization of output synapses to the summed strengths of out-

puts of each input neuron at each synaptic update operation. The normalization rule

here has a similar effect to post-synaptic competition in neural systems, which has

been discussed in several works [87, 88]. To accomplish this, we impose a constraint,

wcons, which bounds from above the strength of connections departing a neuron. The

value of wcons in this thesis is chosen by a rough grid search (i.e., try multiple values
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of wcons and use the value which achieves the highest classification accuracy). Tradi-

tionally (e.g. as discussed in [70]) synaptic competition is considered as implemented

by normalization of weights. This competitive spike time based learning differs from

examples discussed in [70, 89] in that their approaches implement competition as

normalization of synaptic strengths to the summed strengths of common inputs (i.e.,

they consider competition among synapses projecting to a common post-synaptic

neuron) while we consider competition among synapses originating from a common

pre-synaptic neuron. Our approach follows from an intuitionistic argument: A neuron

projecting synapses are burdened by physics with a strict upper bound on the energy

it may expend on communicating a spike to its post-synaptic neighbors. Additionally,

physics limits a neuron’s neurotransmitter1 budget. It follows that if the neuron is

driven to invest more energy in a particular channel, it must divest of others.

Our competitive learning rule has three important features. Firstly, it imposes

an upper bound on the sum of efficacies of synapses departing a neuron. Secondly,

this learning rule allows this sum to increase slowly and more stably. Finally, the

learning rule ramps up competitivity (i.e., increases the impact of this normalization)

as strength approaches a hypothetical maximum, wcons.

We first analyze the situation in which all synapses have a non-negative strength.

In this case, we can remove the absolute value symbol from wi,k in (4.2.10). Then,

we obtain (4.2.12), where we assume that neuron i emits a spike shortly before j. In

response, synapse wi,j is strengthened, and all other synapses wi,k are weakened. We

know that

K∑
k=1,k 6=j

∆wi,k =
K∑

k=1,k 6=j

(
− wi,k∆wi,j
wcons − wi,j

)
, (4.2.12)

where K is the number of synapses projected by the neuron in question. We divide

the analysis into two cases. First, if the sum of outgoing synaptic efficacies, Ψ =

1Neurotransmitters are molecules released at a synapse, and communicated to dendrites of post-
synaptic neurons via diffusion across a gap [90].
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wi,j +
K∑

k=1,k 6=j
wi,k hits wcons, then we have

wcons = wi,j +
K∑

k=1,k 6=j

wi,k. (4.2.13)

Combining (4.2.12) and (4.2.13) we have:

K∑
k=1,k 6=j

∆wi,k =
K∑

k=1,k 6=j

− wi,k∆wi,j
K∑

k=1,k 6=j
wi,k

 = −∆wi,j (4.2.14)

(4.2.14) shows that when Ψ reaches wcons, the increase in wi,j is equal to the sum of

decreases in wi,k over k 6= j, due to competition among synapses.

If Ψ remains much smaller than wcons, then

wcons = B + wi,j +
K∑

k=1,k 6=j

wi,k, (4.2.15)

where B defines competitivity equal to the difference between wcons and Ψ (Ψ is the

quantity of synaptic efficacy already invested after the potentiation induced by the

most recent pair of spikes). When 1
B

is small, ample synaptic efficacy is still available

for synapses to be strengthened. Thus, when one synapse is strengthened, other

synapses will only be weakened mildly (a low-competitivity situation). On the other

hand, if 1
B

is large, there is little efficacy available for the synapse in question to be

strengthened, thus there is greater competitivity. Combining (4.2.15) and (4.2.12),

we have

K∑
k=1,k 6=j

∆wi,k =
K∑

k=1,k 6=j

− wi,k∆wi,j

B +
K∑

k=1,k 6=j
wi,k

 = −∆wi,j


K∑

k=1,k 6=j
wi,k

B +
K∑

k=1,k 6=j
wi,k

 (4.2.16)

As before, when B is relatively large, the decrease, ∆wi,k is small. Conversely, when Ψ

is sufficiently close to wcons, B is nearly zero. 4.2.16 also shows that in this case, total
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synaptic depression (i.e. depression summed over all outgoing synapses, wi,k where

k 6= i) is equal to potentiation, wi,j. If a negative weight is allowed then we place an

absolute value operation on wi,k, to obtain (4.2.10). Thus wi,k always decreases when

wi,j increases. In this work we choose wcons = 1.5wmax.

Reward STDP The weight change of reward STDP is not only affected by the relative

spiking time of pre- and post-synaptic neurons but also modulated by the reward

signal. The reward is given by the output of classifier and the target (the label of

each image). If a classifier’s output matches the target then the reward given to

network is a normal application of the STDP learning rule; however, if a classifier’s

output differs from the target then a punishment is supplied. In our model, we

apply this rule whenever a post-synaptic spike occurs. A more detailed treatment of

rewarded STDP is discussed in section 4.2.3.

STDP Trace The modification of a single synapse caused by STDP is expressed using

(4.2.17), where pre means all pre-synaptic spikes, post means all post-synaptic spikes

and K is the STDP learning window. (4.2.17) shows that total modification caused

by STDP is the summation of modifications over all combinations of pre-synaptic

spikes and post-synaptic spikes.

∆W =
∑
tpre

∑
tpost

K(tpre − tpost) (4.2.17)

In practice, recording and processing of all previous spikes is computationally

expensive. Therefore, we use an alternative representation of this relationship. Since,

in our classifier each pre-synaptic neuron is allowed to emit only one spike during the

simulation of each image then (4.2.17) can be simplified as (4.2.18).

∆W =
∑
tpost

K(tpre − tpost) (4.2.18)

When tpost is larger than tpre, this equation does not need to be written since there

is only one pre-synaptic spike. However, when every tpost is less than tpre, (4.2.18)
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implies that all post-synaptic spikes that arrive before the pre-synaptic spike will

contribute to depression of the synapse. If we assume the depression window of

STDP is an exponentially-decaying function and that tpost > tpre then (4.2.18) can

be reformulated as (4.2.19).

∆W =
∑
tpost

A · exp

(
−tpre − tpost

τ

)
(4.2.19)

= Aj · exp

(
−tpre − tj

τ

)
(4.2.20)

where tpre is the time of pre-synaptic spike, tj is the time of the jth post-synaptic

spike and A is the amplitude of the STDP depression learning window. Consider j

as the latest post-synaptic spike, and j − 1 as the post-synaptic spike arriving earlier

than j. Aj is the ”trace” of STDP, defined with the following recursive formula:

Aj =

{
A, if j = 1

Aj−1 · exp
(
− tj−tj−1

τ

)
+ A, if j > 1.

(4.2.21)

The expression in (4.2.21) accounts for all of the previous post-synaptic spikes,

which allows us to compute Aj in an efficient way because we only need to store the

value of Aj−1 to make the next calculation. We exploit this in our implementations

of classical STDP, STDP Variant I and STDP Variant III, because it is assumed that

the depression window of STDP decays exponentially with increases in inter-spike

interval [91]. However, we omit this assumption for STDP Variant II by ignoring the

impact of previous post-synaptic spikes except the latest one.

4.2.3 Spiking Classifiers

We implemented a network of leaky integrate and fire (LIF) neurons with plastic

synapses with the dynamics described in Section 2.2.1 to construct a 4-layer feedfor-

ward SNN. The image preprocessing protocols and network properties are adapted

from [15]. As compared to [15], where the network has an additional hidden layer
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Figure 4.1. Structure of our SNN Classifier

between the input neurons and output neurons, we considered input neurons directly

mapping to output neurons in our network. The structure of our proposed network

is illustrated in Figure 4.1.

We now describe preprocessing of the data. The images are fed into a receptive

field layer of four orientations, Gabor filters of 0, 45, 90, and 135 degrees. After this

filtering operation, the original image, of size 28× 28 pixels, is projected to a higher

dimensional space of 32×32 pixels by four orientations. The output of this first layer

processing is then sent through a layer of max-pooling and winner-takes-all circuitry

(WTA). The max-pooling and WTA operations impose a dimensionality reduction on

the input in order to remove noise and speed up the simulation. After max-pooling,

the image is 16 × 16 pixels by four orientations; then the image is converted to a

sequence of spikes. Each pixel is converted to a single spike of a corresponding neuron

in the input layer. That is, during the simulation of every single image each input

neuron may only spike once. The latency of each spike is determined by the intensity

of the corresponding pixel. We evaluated three conversion rules each with a different

latency scale for the mapping of image to spike pattern. Spikes are generated within

a duration of either 10 ms, 17 ms or 34 ms, chosen deliberately in that 10 ms is about
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half of the time constant of classical STDP, 17 ms is the time constant of classical

STDP, and 34 ms is twice of the time constant of classical STDP. Finally, spikes are

propagated from the input neurons to the output layer. The number of neurons in the

output layer equals the number of classes of the classification problem. The output

layer is trained using supervised reinforcement learning with a teaching signal realized

at the epilogue of each simulation (1 ms before the end of simulation). Weights are

updated whenever a spike occurs. If a spiking output neuron is the target neuron, a

reward is supplied to the network, and punishment is given otherwise. After weights

adjust, normalization rules are applied to weights. Every individual weight is clipped

to a range from −0.3wmax to wmax, where wmax is the upper bound of the strength of

every individual synapse. wmax is set to 20 in the thesis because this value ensures

a single pre-synaptic could not evoke a post-synaptic spike even with the strongest

weights. At least 8 pre-synaptic spikes at the same time are needed to evoke a post-

synaptic spike assuming the wmax is reached. This constraint prevents the network

from classifying the image only using a single pixel. More detailed description of the

whole process is presented in the following content of Section 4.2.3.

Encoding Any natural (i.e., biologically implemented) spiking neural classifier – es-

pecially those receptive to visual information – should take advantage of the efficient

coding employed by the mammalian brain. For example, humans typically have ≈ 4.6

million cone cells and ≈ 92 million rod cells, for a total of ≈ 96.6 million photorecep-

tors in each eye [92]. The output of the human eye typically has between 0.71 and

1.54 million retinal ganglion cells though this is highly variable across eyes surveyed

[93]. This observation means there is an encoding process that reduces the dimen-

sionality of the visual data by between eight and nine orders of magnitude before any

neurons located in the brain perceive the visual signal. Visual information flows from

retinal ganglion cells to V1, the mammalian primary visual cortex. V1 preprocesses

the visual information for higher layers of processing by performing edge detection



75

(and probably other computations) [94, 95].

We emulate this natural visual structure as shown in Figure 4.1. The input image

is passed through a receptive field layer, achieved by implementing Gabor filters of

four orientations. (4.2.22) is a mathematical description of the Gabor filters we use.

g(x, y;λ, θ, ψ, σ, γ) = exp

(
−x

′2 + γ2y′2

2σ2

)
cos

(
2π
x′

λ
+ ψ

)
(4.2.22)

x′ = x cos(θ) + y sin(θ) (4.2.23)

y′ = −x sin(θ) + y cos(θ) (4.2.24)

where x and y are coordinates of pixels, θ is the orientation applied, ψ is the phase

offset, λ is the wavelength, σ is the standard deviation of Gaussian factor and γ is

aspect ratio which specifies the ellipticity of the support of the Gabor function [96].

In this step, the original picture is projected to a higher dimension, and the edges

of the four orientations are extracted. These receptive fields, in essence, project the

images to a higher dimensional space, producing a more separable (and thus more

tractable) classification problem in a manner similar to kernel tricks commonly used

to preprocess data for classification with support vector machines [97]. Furthermore,

this edge detection process emulates the functionality of the receptive fields in human

V1.

The second class of encoding methods considered consists of sequential max-

pooling and winner-take-all. In this procedure, the input is passed through a 2×2

max-pooling operation with stride 2. Subsequently, a winner-takes-all (WTA) rule is

applied to the max-pooled image. Algorithm 2 shows the flow of these operations. As

stated above, orientations are of four values, 0, 45, 90, and 135 degrees. The ”max

orientation” function at line 1 in Algorithm 2 returns the orientation corresponding to

the largest value of the pixel at position (x, y). The pixel value at (x, y) in orientation

j is left unchanged and p(x, y) at other orientations are set to 0. Consider a pixel

with coordinates (x0, y0) in orientation i, denoted by pi(x0, y0). If pixel p1(x0, y0) has

the largest intensity, then the value of pixel p2(x0, y0), p3(x0, y0), p4(x0, y0) will be
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set to 0, while p1(x0, y0) maintains the original value. After max-pooling and WTA,

the dimension of input is reduced from 4096 to 1024, a procedure that also emulates

the dimensionality reduction in the human visual cortex. In addition, this operation

significantly reduces required learning time.

Algorithm 2 WTA Encoding
Require: Orientation i; Pixel Position x,y; Pixel value pi(x, y)
Ensure: Updated pixel value, p′i(x, y)

1: j = max orientation(pi(x, y))
2: for i in orientations do
3: if i 6= j then
4: pi(x, y) = 0
5: end if
6: end for

The final stage of encoding converts preprocessed pixel intensity to spike time.

The work in [15] proposed that the latency of encoded spike should be inversely

proportional to its intensity; however, their work did not produce a convenient math-

ematical expression. We propose to follow this idea about the proportionality but

provide such an expression. Our proposed encoding scheme, which transforms pixels

values into latencies, is given by

tx,y =
(D − 3)

Ix,y
−D + 4, if Ix,y > 0.5 (4.2.25)

where Ix,y is the intensity of pixel at position (x, y), taking a value between 0 and 1,

and D is the simulation duration. Under this rule, pixels with intensities below 0.5

are discarded and pixels with larger intensities are converted to spikes with smaller

latencies. All spikes are mapped to a latency between 1 ms and D − 2 ms, 1 ms

before the teaching signal is presented. we consider three encoding durations: 10 ms,

17 ms and 34 ms to study the interactions between the STDP learning window and

simulation duration.

Decoding We evaluated two decoding schemes, first-spike decoding, and count-decoding

[15]. We choose the number of output neurons to be the same as the number of classes
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Figure 4.2. Encoding Duration and Intensity

in the classification problem. First-spike decoding selects the class with the output

neuron that is the first to emit a spike and count-decoding examines the number of

spikes at each output neuron and returns the label of the neuron with the most spikes.

Learning Process and Weight Update The network uses the proposed weight normal-

ization approach paired with a rewarded STDP mechanism, a supervised learning

algorithm that is used in [15] (see Algorithm 3). This algorithm takes in Xtrain, a list

of images, and Ytrain, a list of targets (i.e., the label of each training image). A single

image from the list is converted to spikes, X, then fed into the network by inducing

spikes in input neurons according to the encoded image. At time step t denote these

spikes by Xt. The spikes emitted by the SNN classifier, St, the spikes of output neu-

rons at time step t, are then determined by simulating the propagation of Xt through

the network (see line 6). At the epilogue of the previous step, a teaching signal (line 4)

is provided to the network: the induction of a single post-synaptic spike on the target

neuron. Then St is compared to Y to determine reward or punishment and STDP

rules are applied to the network to update the synaptic weights (see lines 9 and 12,

respectively). After the STDP update, we apply our proposed weight normalization

rule to the network (line 14). There are two types of normalization rules considered

in our simulations: (1) normalization of each individual synapse; and (2) normaliza-

tion of a cluster of synapses. Normalization for an individual synapse is implemented

by constraining strength to the range [−0.3 · wmax, wmax]. Cluster normalization is
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implemented by the rules in Section 4.2.2 (see line 14 in algorithm 3).

Algorithm 3 Learning Process in Training Session (Count Decoding)
Require: A list of images, Xtrain; A list of targets, Ytrain, A Network N
Ensure: A trained network, Nc

1: for each image, X ∈ Xtrain, Y ∈ Ytrain do
2: for t in Ts do
3: if t = D − 1 then
4: N ←Teach(N ,Y )
5: end if
6: St =Update(N,Xt)
7: if St 6= Yt then
8: reward = −1
9: N ←STDP(N ,reward)

10: else if St = Yt then
11: reward = 1
12: N ←STDP(N ,reward)
13: end if
14: N ←Norm(N)
15: end for
16: N ←Reset(N)
17: end for
18: Nc ← N
19: Return Nc

The training process for the first-spike decoding SNN classifier follows a similar

approach to that of the count decoding classifier (see Algorithm 4). The outer loop

handles all images in the dataset (line 1). Decoding is complete when the first post-

synaptic spike occurs, however, in the first-spike decoding scheme. The first spike is

detected by the spike flag, Fs, which is set to 1 when the first spike in the output

layer occurs.

In Algorithm 4, each image X is represented by a series of spikes and Xt is the

spikes of image X at time step t. At each time step, St, the post-synaptic spikes of

the network N , is computed by function “Update()” based on the network’s previous

state and the current input spikes (line 6). Then, according to the network’s post-

synaptic spikes St, either a positive reward or a negative reward is given and the

weights of the network are modified through STDP (lines 11&12, lines 8&9). Next,
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the weights normalization rules are applied (line 17). The spike flag Fs is set to one

when the first post-synaptic spike occurs (lines 11&15) and the network is reset to get

ready for processing the next image (line 19). If no post-synaptic spike occurs until

the last millisecond of the simulation of one image, a teach signal will be imposed on

the network which will cause an immediate post-synaptic spike of the target neuron

(lines 4&5).

Algorithm 4 Learning Process in Training Session (First-Spike Decoding)
Require: A list of images, Xtrain; A list of targets, Ytrain, A Network N
Ensure: A trained network, Nc

1: for each image, X ∈ Xtrain, Y ∈ Ytrain do
2: Fs = 0
3: while t in Ts and Fs == 0 do
4: if t = D − 1 then
5: N ←Teach(N ,Y )
6: end if
7: St =Update(N,Xt)
8: if St 6= Y then
9: reward = −1

10: N ←STDP(N ,reward)
11: Fs = 1
12: else if St = Y then
13: reward = 1
14: N ←STDP(N ,reward)
15: Fs = 1
16: end if
17: N ←Norm(N)
18: end while
19: N ←Reset(N)
20: end for
21: Nc ← N
22: return Nc
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4.3 Experiment Results

4.3.1 Performance Testing Methods and Data

We present an empirical analysis of the impacts of varying encoding/decoding schemes

and normalization of the synaptic weights on SNN classification performance. We

benchmarked the performance of our SNN classifiers on three datasets: MNIST [98],

NIST [99], and ETH80-Contour [100]. MNIST contains 70, 000 hand-written digits

(60, 000 training and 10, 000 testing samples) belonging to 10 classes. In our exper-

iment, we randomly pick 5, 000 training samples and 900 testing samples from each

class of the MNIST dataset. NIST is a hand-written character and digit dataset.

We choose 10 classes from the original NIST dataset to evaluate the performance of

our proposed normalization scheme. ETH80-Contour contains eight classes of objects

that include fruits, animals and cars, and this dataset is often used for 3-D image

reconstruction. We learn a classifier for each dataset. On each particular dataset,

the classifier is trained consecutively on each batch then the classifier is evaluated

on testing samples of the corresponding dataset and the accuracy is reported. The

samples within each dataset are shuffled before encoding and simulation. The same

training protocols are employed on MNIST and NIST as well as ETH80-Contour,

except that the batch size, number of batches and testing size are different.

4.3.2 No Normalization Experiment

In this section, we evaluated a series of experiments without the use of normalization

rules. We studied the influence of STDP learning window and encoding/decoding

on the performance of the proposed SNN classifier. The STDP learning windows

implemented are formulated in Section 2.2.2 and 4.2.2. Simulation durations are

chosen to be 10 ms, 17 ms, and 34 ms. Under each simulation duration, the latency

of each input spike is scaled to range from 1 ms to (D − 2) ms, as stated in Sections
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4.2.3.

Accuracy Comparison w.r.t. STDP Kernel and Decoding Scheme We plot the mean

accuracy and error bar for each STDP learning window on each dataset under different

decoding schemes in Figure 4.3 to compare the performance of classifiers under count

decoding and first-spike decoding schemes. The x-axis of Figure 4.3 lists the datasets

combined with the decoding scheme used (C denotes count decoding and F denotes

first-spike decoding). Different STDP learning windows are tested, where STDP-

C denotes the classical learning window, and STDP-I means STDP variant I. Each

single bar in Figure 4.3 is computed as pd,sm = (
NE∑
j=1

NB∑
i=1

pd,si,j )/(NE · NB), where pd,sm is

the mean accuracy using STDP learning window s on dataset d, NE is the number

of choices of encoding durations, NB is the number of batches under each encoding

duration, and pd,si,j is the testing accuracy of batch i under encoding option j using

STDP s on dataset d. For example, for STDP-I on MNIST tasks, we have 50 batches,

and the encoding durations are 10 ms, 17 ms and 34 ms, so that d = MNIST,

s = STDP-I, NB = 50 and NE = 3. In addition, we also compute the standard

deviation and plot the error bar in the figure. Standard deviation is given by: sd,s =√
[
NE∑
j=1

NB∑
i=1

(pd,si,j − p
d,s
m )2]/(NB ·NE), and the error bar corresponding to 95% confidence

intervals is computed as err = ±1.96 sd,s

(NB ·NE)0.5
. Results in Figure 4.3 show that

under count decoding scheme, classical STDP performs significantly better than other

STDP variants on MNIST dataset, and it performs significantly better than STDP-

II & III on NIST dataset. However, this phenomenon does not appear on ETH-80

Contour dataset. As for first-spike decoding, since decoding stops as soon as the first

post-synaptic spike is emitted, the depression window of STDP never takes effect.

Thus only the shape of the potentiation window affects classification performance.

Since STDP-C and STDP-I have the same potentiation window, their performances

are identical under first-spike decoding scheme. The shape of potentiation window

of STDP-III is very similar to that of STDP-C and STDP-I, except that the time
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Figure 4.3. Average Accuracy of STDP without Normalization

constant of potentiation window of STDP-III is about twice as that of the other

two, resulting in a slight performance difference from that of STDP-C and STDP-

I. STDP-II performs poorly on MNIST and NIST dataset under the first-decoding

scheme. Figure 4.3 also shows that on MNIST and NIST datasets, count decoding

performs significantly better than first-spike decoding.

Comparison of Simulation Time Testing accuracy of the classifier using count decod-

ing is significantly better than that of first-spike decoding, an improvement achieved

at the expense of decoding time. Figure 4.4 shows the simulated time per image

under count decoding scheme and first-spike decoding scheme. Simulated time is not

the execution time of the program. Instead, it refers to the duration of simulated

neural activity of our classifier. For example, if we use 34 ms encoding duration

scheme, the simulated neural activity for classifying each image is from 0 ms to 33.8

ms. Currently, we use a time step of 0.2 ms, so that there are 170 steps to simulate.

After 170 steps, the classifier’s state is reset to initial state (except the weight), and

next simulation will start. The top three panels of Figure 4.4 show the simulated

time per image for classifiers using different encoding durations. The simulated time

for both training session and testing sessions are recorded. Under count decoding,
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Figure 4.4. Simulation Time using Count Decoding and First Decoding Scheme

the simulated time for processing each image is constant. If we use D to denote the

encoding duration, then the simulated time for processing each image is D− 0.2 ms.

These results show that on MNIST and NIST datasets, the simulated time for both

training and testing sessions under first-spike decoding is significantly less than that

using count-decoding. On ETH80 dataset, this phenomenon is not as apparent as

on the other two datasets. The bottom three panels of Figure 4.4 show the ratio of

simulated time per image using first-spike decoding and count decoding (Assume the

time using first-spike decoding is TF , and the time using count decoding is TC , then

the ratio is calculated as R = TF/TC). On MNIST and NIST, the ratio is less than

25%. As the encoding duration increases from 10 to 34 ms so does the ratio decreases.

Notably, this ratio is even lower in testing session than in training session. Figures

4.3 and 4.4 together show that although using the first-spike decoding may produce a

decrease in classification accuracy, the reduction in simulated time is significant. The

neural classifier using the first-spike decoding scheme needs much less time to train
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Figure 4.5. The Effect of Encoding Duration on Classification Accuracy

and test.

Accuracy Comparison w.r.t. Encoding Duration Figure 4.5 shows the testing accuracy

of the classifier with different encoding schemes. The four sub-figures in the first

row of Figure 4.5 show the performance of four STDP learning windows under the

count decoding scheme. The bottom four figures show the performance of STDP

learning windows under first-spike decoding. Each point in the figure denotes the

average testing accuracy under particular encoding duration and decoding scheme.

Under count-decoding scheme on MNIST and NIST dataset the accuracy drops as the

encoding duration increases from 10 ms to 34 ms. This trend is particularly obvious

for STDP-II. The accuracy drops to as low as 30% using an encoding duration of

34 ms. Under the first-spike decoding scheme, there is not such a consistent trend

across all STDP learning windows. Since STDP-C, STDP-I, and STDP-III have

very similar potentiation windows, it is not surprising that they have very similar

performance. For these three learning windows, the increase in encoding duration

will lead to an increase in classification accuracy on MNIST dataset. However, this is

not the case for NIST and ETH80 dataset. There is a peak of classification accuracy

which emerges when the encoding duration is 17 ms. For STDP-II, the trend is a little
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different. Again, classification accuracy on MNIST dataset increases as the encoding

duration increases, and there is a peak on NIST dataset. However, there is no peak in

classification accuracy for ETH80 task. Instead, classification accuracy only decreases

as the encoding duration increases.

4.3.3 Normalization Experiment

In this section, we evaluate the performance of the proposed normalization rules.

For these experiments, the encoding duration of the SNN classifier is fixed to 10 ms,

and there are several reasons for this choice. The experiments using count-decoding

scheme in Section 4.3.2 demonstrated that 10 ms encoding typically provides the

best accuracies compared to the other encoding durations. Second, the influence of

encoding duration on the classifier’s performance under first-spike decoding scheme

is not obvious, but to compare the performance of classifier under different decoding

schemes we need to set the encoding duration of all SNN classifiers to be the same.

Performance Enhancement using Output Normalization Figure 4.6 shows the perfor-

mance of classical STDP combined with different normalization rules as introduced

in Section 2.2.2 and 4.2. For ETH80 dataset, normalization rules do not make sig-

nificant difference either using count decoding scheme or using first-spike decoding

scheme. Input normalization improves performance in most cases, but a larger im-

provement of accuracy is achieved with output normalization. Under count decoding,

the output normalization rule undermines the classification accuracy. Whereas under

the first-spike decoding, the output normalization rule can significantly enhance the

performance. When no normalization rule is applied, the average classification accu-

racy of classical STDP under count decoding on MNIST and NIST reaches ≈ 70%,

while the accuracy of classical STDP under first-spike decoding on these two datasets

are only around 40%. However, if our output normalization rule is applied then

the classification accuracy reaches around 60%, just 10% shy of that achieved with
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Figure 4.6. Performance of STDP with Normalization Rules

count decoding. Meanwhile, first-spike decoding outperforms count decoding in re-

quired simulation time. The right bottom panel of Figure 4.6 shows the comparison

of time consumption. Under count decoding scheme, all normalization rules use the

same amount of time. On the MNIST dataset, the classifier with first-spike decoding

scheme consumes only about 15% of the time consumed under count decoding. On the

NIST dataset, first-spike decoding classifier takes about 20% of the time required by

count decoding. Although the first-spike decoding scheme with normalization takes

slightly more time than merely using first-spike decoding without normalization, it

maintains a small required simulation time.

Early Exit To investigate how output normalization boosts the performance of our

proposed classifier, we record and plot the training and testing accuracy of each

batch on all three datasets with and without output normalization. Figure 4.7 shows

a plot of training and testing accuracy for each configuration. Training accuracy is
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reported by testing the classifier using all samples in current training batch. The

three figures in the first row show the performance of classical STDP/STDP Variant

I on the three datasets. Since classical STDP and STDP Variant I perform identically

under the first-spike decoding scheme, we merged their figures into one. On MNIST

dataset and NIST dataset, no-normalization classifier performs well in the first few

batches, which implies that it could reach an accuracy very close to that using output

normalization rule. However, after the first few batches, both training and testing

accuracy of no-normalization classifier decreases until the end of training session.

The same phenomenon appears in the experiments with STDP Variant III. This

result shows that although first-spike decoding classifier without normalization can

successfully extract some image features at the beginning of training session, it fails to

maintain what it learns. For STDP Variant II, this trend shows itself only subtly on

NIST dataset but is absent on the MNIST dataset. In fact, this trend does not appear

for any STDP learning windows on the ETH80 dataset, regardless of normalization

rule (or lack thereof).

To further investigate how an output normalization rule can prevent decreases in

accuracy in later batches of the training process, we plot the time consumption of

classical STDP with and without normalization rule in each training batch. Figure

4.8 shows time consumption as a function of the batch number. On MNIST dataset,

each image takes about 2.6 ms to train for both the no-normalization classifier and

output-normalization classifier. As the training process continues, the training time

for both no-normalization classifier and normalized classifier decreases. At the end of

the training process, each image takes about 1.5 ms for the no-normalization classifier

and 1.8 ms for the output-normalization classifier to train. The time consumption

of input- and input-square-normalization classifier is between output-normalization

classifier and no-normalization classifier. Similar trends appear on the NIST dataset.

Both training and testing time for output-normalization classifier are larger than

those of no-normalization classifier. Combined with the results from previous ex-
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periments on MNIST and NIST, we have the following observations. Recall that in

previous experiments, we showed that output-normalized classifier under first-spike

decoding scheme performs better than a no-normalization classifier on MNIST and

NIST dataset, especially in the later phase of the training process. Meanwhile, a

no-normalization classifier consumes less time than a comparable output-normalized

classifier, especially in the later phase of the training process. This means that al-

though no-normalization classifiers make their judgments earlier, this selection is more

likely to include error. In contrast, output-normalized classifier tends to make its judg-

ment at a later stage of the simulation for each image boosting the performance of

the classifier with this delay of judgment. This hypothesis also fits our results when

we consider the decision process of a classifier. Under first-spike decoding scheme,

the classification result is given by the post-synaptic neuron which emits the first

post-synaptic spike. For example, according to Figure 4.8, on MNIST, it takes about

1.5 ms for the no-normalization classifier to make the judgment on average in the

last few batches. Recall that under 10 ms encoding duration, the input spikes are

encoded to a latency ranging from 1 ms to 8 ms. Thus, the first-spike of each image

cannot arrive earlier than t = 1 ms. This means that the classifier tends to make its

judgment using the spikes whose latencies range from 1 ms to 1.5 ms. This implies

that the classifier tends to classify the image using only the most salient features of

each image, as other features are encoded with latencies ranging from 1.5 ms to 8

ms. In contrast, an output-normalized classifier tends to require more time to settle

on a decision, using this time to process more features of each image, thus reducing

misclassification. On the ETH80 dataset, the differences between time consumption

of the no-normalization classifier and output-normalized classifier are subtle if they

exist. Similarly, the performance difference between the no-normalization classifier

and output-normalized classifier is also not apparent on ETH80 dataset. Finally, we

investigated the influence of output normalization on the classifier’s weight. Mean

weight is calculated using the weight after the last batch of training process. The left
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Figure 4.9. Weight Comparison

panel of Figure 4.9 shows that after using an output-normalization rule, the mean

weight on MNIST and NIST tasks is less than that of no-normalization classifier. In

the right panel of Figure 4.9, the max output sum is reported using the following

expression:

Wmax,S = max
i

(
J∑
j=1

wi,j) (4.3.1)

where wi,j is the synapse weight from neuron i to neuron j. There is only our imposed

minimum and maximum bounding of the strength of each individual synapse when

no output normalization rule is configured. The maximum strength of any synapse

wmax is chosen to be 20. Since there are 10 classes in MNIST/NIST dataset, each pre-

synaptic neuron has 10 output synapses. Thus, the maximum value of the summed
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output strength is 20 · 10 = 200, which occurs when each of the output synapses

departing from one neuron reaches wmax = 20. When an output normalization rule

is applied, the output sum of strength is constrained to be less than or equal to

30. Figure 4.9 illustrates this comparison. On both MNIST and NIST datasets,

both the mean weight and the maximum output sum of weights are larger when no

normalization rule is applied.

The left panel of figure 4.9 partly explains why output normalization reduces early

exit. Generally speaking, the post-synaptic neuron in the network is more likely to

emit early spikes if the weights to it are stronger. The weights have a higher mean

value before output normalization rule is applied, so the post-synaptic neurons are

more likely to spike early. The mean values of weights are reduced when output

normalization rule is applied, so that the post-synaptic neurons tend to spike later.

The right panel of Figure 4.9 shows that output normalization successfully constrains

the sum of output weights from a neuron. Take the MNIST experiment as an example,

ideally a pre-synaptic neuron should have one strong output weight and nine weak

output weights because there is only one true class for the input image and we want

the weights to be discriminative about the true class. However, this is very hard

to achieve because some properties are common among all classes. As the result,

one pre-synaptic neuron may have several strong weights and several weak weights.

In some extreme cases all of the weights from one pre-synaptic neurons reaches the

maximum value (i.e.,
J∑
j=1

wi,j = 200). Then neuron i is not a good indicator of class

because it imposes equal probability on all classes. Moreover, this unreliable neuron

i has very strong weights so that these weights are very likely to excite the false post-

synaptic neurons. The output normalization prevents this by forcing the pre-synaptic

neuron to either have a few strong weights or a bunch of weak weights. If neuron i has

a few strong weights, it means neuron i is certain about the true class of the image;

if neuron i has a bunch of weak weights, it means neuron i is not certain about the

true class of the input image so the weights are weakened to prevent neuron i from
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exciting the false post-synaptic neuron.

4.4 Summary

In this chapter we build an SNN image classifier and test the performance of the

SNN classifier on multiple datasets. Reward STDP is used to train the SNN classifier

and several STDP learning windows are formulated and tested. Furthermore, we

study the performance of the SNN classifier using different encoding durations and

decoding schemes. Our analysis shows that count decoding provides better accuracy

but it consumes more time. In contrast, first-spike decoding needs much less time

to classify images, whereas the accuracy is not that satisfactory. Most importantly,

several weight normalization rules of the SNN are experimented, including the output

normalization rule which is a novel normalization rule proposed by us. Results show

that the SNN with output normalization rule and first-spike decoding can achieve low

time consumption and relatively high accuracy at the same time.
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Chapter 5

Conclusion

In this thesis two topics in neural network field are studied: the learning of an LSTM

language model in an adversarial environment and the impact of weight normalization

on an SNN image classifier.

In the first part of the thesis, we build an LSTM language model and study the

behavior of this model under causative attacks (i.e., training data poisoning). Several

poisoning schemes as well as network setups are experimented. The results inform

practitioners of potential ways of attacking such an LSTM language model and give

clues of possible measures to reduce the impact of such attacks.

In the second part of the thesis we build an SNN image classifier trained by STDP.

Several STDP learning windows and encoding/decoding schemes are also studied.

Most importantly, the impact of weight normalization on the SNN classifier is studied.

Results show that the normalization rule we proposed can enhance the performance

of the network under certain circumstances.

5.1 Summary of Findings from Poisoning an LSTM

As more and more ANN-based applications are deployed, the performance of ANNs

under an adversary has gained increasing attention. Several works has been done

to study the learning of ANN-based image classifiers under an adversary and these

works have shown the vulnerability of the ANN-based image classifiers. However,

little works has been done to study the learning of an ANN-based language model

under an adversary, especially under causative attacks.

In this thesis, we build an LSTM language model and study the learning process

of the language model under causative attacks. Through the experiments, we show



94

the impact of several poisoning setups on the LSTM language model. Firstly, we show

that the target LSTM language model is sensitive to the inter-sentence relationship.

We show by experiments that if this inter-sentence relationship is disturbed (i.e.,

the sentences in the training set is shuffled) the network’s performance decreases.

Secondly, we tested the impact of poisoning ratio and poisoning position. It is shown

that higher poisoning ratio causes a worse network performance and that appending

malicious text to the end of the original training text causes larger impact than the

other two poisoning positions. Thirdly, we show that how malicious text is generated

can also largely affect the network’s performance. We show that poisoning effect is

more obvious when the malicious text is repeated for certain times. Results also show

that where the malicious text are digested from (i.e., the poisoning source) matters.

Some poisoning sources can cause the network to be very unstable on a GPU with

CUDA. Fourthly, we study the interaction between poisoning and dropout. Our

results show that in a network where overfitting does not show up, dropout could

not help to the training on the poisoned text, whereas in a larger network where

overfitting is a problem, keeping the network in mild overfitting region by setting

the dropout probability can help to relieve the impact of poisoned training text.

Finally, we evaluate the influence of gradient clipping threshold. It is shown that

gradient clipping is crucial to the network’s training on the poisoned text. A low

but appropriate gradient clipping threshold can largely relieve the impact of poisoned

training text.

5.2 Summary of Findings from Weight Normalization in an
SNN

In the SNN chapter we learn an SNN classifier trained with STDP for image classi-

fication problems. The proposed classifier is tested on the ubiquitous MNIST, NIST

and ETH80 datasets. A spike latency encoding system is applied to the images and
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several configurations of the proposed classifiers are tested, including different STDP

learning windows, decoding schemes, encoding durations and normalization rules. A

summary of the main findings in this work is given in Tables 5.1 and 5.2.

Table 5.1. A List of Main Findings of SNN Weight Normalization (1)
W/O Normalization

Count
Decod-
ing

(i) Classical STDP yields better accuracy compared
with other STDP variants on the MNIST and NIST
datasets.
(ii) The accuracy of classifier decreases if the encoding
duration is too long.

First-
Spike
Decod-
ing

(i) STDP variant II has the worst accuracy on the
MNIST and NIST datasets.
(ii) The accuracy of classifier is hardly affected as the
encoding duration increases.

Table 5.2. A List of Main Findings of SNN Weight Normalization (2)
W/O Normalization W/ Normalization

Count Decoding Time:
high

Accuracy:
high

Time:
high

Accuracy:
high

First-Spike
Decoding

Time:
low

Accuracy:
low

Time:
low

Accuracy:
fairly high

In the no-normalization experiments, we test the performance of the SNN classi-

fier using four different STDP learning windows, three encoding durations, and two

decoding schemes. Results show that on MNIST and NIST, the classification accu-

racy using count decoding is significantly improved over first-spike decoding. Further,

under the count decoding scheme, classical STDP achieves the highest average accu-

racy on both MNIST and NIST dataset. Although first-spike decoding scheme tends

to have a lower classification accuracy, it tends to use much less time than count de-

coding. On MNIST and NIST dataset, the time consumption of first-spike decoding

is no more than 25% of that of count decoding. Finally, under the count decoding

scheme, as the encoding duration increases from 10 ms to 34 ms, the classification
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accuracy decreases (on MNIST and NIST data, but notably not ETH80).

In the normalization experiments, we test performance of our SNN classifiers using

four different STDP learning windows, three normalization rules, and two decoding

schemes. These results show that normalization rules could not significantly enhance

the classifier’s accuracy under the count decoding scheme. However, under a first-

spike decoding scheme, output normalization can significantly improve the classifier’s

accuracy. Further investigation shows that this is because output normalization pre-

vents the classifier from spiking too early. This result holds for MNIST and NIST

datasets.

5.3 Future Work

5.3.1 Future Work for Poisoning of LSTM

From current research, we know that some poisoning schemes cause the performance

of LSTM language model to degrade. However, for some of these schemes, we do not

know why such results are observed. For example, in one experiment we observe that

when malicious text is repeated for certain times, the poison effect is the most obvious.

For both small and medium network, the repeated times is about between 8 and 64.

The repeated times below 8 or higher than 64 will not produce such obvious damage

to the network. However, the mechanism behind this has not been fully revealed.

Future work should focus on investigating the reason behind the relationship between

poison effect and repeated times.

Another work that could be done in the future is to investigate the effect of poi-

soning on the embedding vector. In our current LSTM model, the embedding vector

is formed during the training of the network. More specifically, the embedding vector

is calculated using the weights of the LSTM model. It is undoubted that poisoning

of training text can cause the change in weights thus affecting the embedding vector.

However, what the poisoned training text can do to the embedding vector is nor clear.
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Furthermore, current poisoning schemes could not guarantee the optimality (i.e.,

make the most damage to the neural network at a given poisoning ratio). In the

research about the exploratory attacks on neural network based image models, the

generation of adversarial images is formulated as an optimization problem. The attack

strategy is found by optimizing the proposed optimization problem. In this way, a very

effective adversarial image can be generated with the mildest perturbation imposed on

original images. In comparison, no such formulation has been proposed for causative

attacks against neural network based language models. In the future investigation

can be done to study whether such attacks against neural network based language

model can be formulated as an optimization problem as well. Furthermore, it can be

investigated how to utilize those optimized poisoning strategies to generate poisoned

training text which can hardly be detected.

Finally, more work can be done to study the possible measures that could be taken

by the defender to tell whether the training text is poisoned. The best way to eliminate

the impact of the causative attack is to detect the attack and get rid of those injected

text. For instance, [101] builds an neural network-based image classifier and studies

how to detect the poisoned samples to eliminate their impact on the classier. The

training set of the classifier is divided into many subsets and these subsets are further

divided into several clusters according to their distributions. Then, the subsets with

abnormal distributions are viewed as poisoned sets and discarded. In the future, work

can be done to study whether it is possible to transplant such poisoning detection

method to a language model.

5.3.2 Future Work for SNN Classifier

One unexpected outcome of this work is that although the results from the MNIST

and NIST are mostly consistent; however, these results are not always consistent with

those obtained from ETH80-Contour dataset. In the experiments without normal-
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ization presented in Section 4.3.2, we compared the performance of multiple STDP

learning windows with different encoding and decoding schemes without normaliza-

tion rule. On MNIST and NIST dataset, the performances of different STDPs are

discernible. However, we did not observe such a difference with the ETH80-Contour

dataset. Secondly, the encoding duration of the SNN has a different influence on

ETH80 in comparison with MNIST and NIST, especially with count-based decoding.

The output normalization rule can significantly boost the performance of the

classifier under first-spike decoding scheme on MNIST and NIST dataset, whereas

this trend does not appear on the ETH80-Contour dataset. Combined with the fact

that ETH80 experiments showed a different trend in the no-normalization experiment

as well, we propose several explanations to account for this outcome. First, this

deviation could result from the relatively small number of samples in ETH80 dataset.

It is possible that the number of samples in ETH80 is insufficient for the classifier to

learn a trend obtainable from a larger dataset. Secondly, this could be a result of the

differences of the dimensionality of MNIST/NIST and ETH80 data. MNIST/NIST

consist of images that are converted to a size of 16× 16 pixels after convolution and

max-pooling, whereas the input dimension of ETH80 is 32×32 after these operations.

This difference is because of the initial size of the images in ETH80, whose image sizes

range from 377×377 to 825×825 . Finally, the differences could be due to the innate

characteristics of the images in ETH80 dataset. More experiments can be executed to

investigate the dependence of the classifier’s performance on different datasets. None

of the normalization rules tested in this work significantly boost the performance

of the classifier under count decoding scheme. One possible reason could be that

standard STDP in count decoding classifier has some self-normalization property.

Particularly, output normalization rule harms the performance of the count decoding

classifier on MNIST and NIST dataset. The underlying mechanism of the interaction

between count decoding and normalization can be further studied in the future.

A complex system, the neural classifier proposed here has many hyper-parameters,
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including the time constants of neuronal membrane potential, the time constants

associated with post-synaptic current, the maximum strength for each synapse, the

overall maximum strength of the synapses departing from one neuron, etc. These

parameters affect the dynamics of the whole system and are thus likely to influence

the performance of classifier as they are varied. As a result, the optimization of these

hyper-parameters is to be the subject of future research. The optimization of hyper-

parameters in Deep Neural Networks (DNNs) have been studied in several works.

Typical methods of hyper-parameter optimization in DNNs include manual search,

grid search and random search [102]. Recently new methods such as population based

training [103] and particle swarm optimization [104] have been proposed to optimize

the hyper-parameters in DNNs. The optimization of hyper-parameters in SNNs is

even more complex than in DNNs [15]. However, relatively few works have been

done to this field. In many works of SNNs, the fine-tuning of hyper-parameters is

done by setting up experiments manually and usually only one hyper-parameter is

studied at one time instead of a collection of all hyper-parameters [96, 105]. It is

mentioned in [105] that evolutionary computation or gene regulatory network model

may be suitable for the optimization of hyper-parameters in SNN. It is also worth

testing whether random search and grid search work on SNNs because they prove

effective on DNNs. But overall, an sophisticated and automated method to optimize

hyper-parameters in SNN is still an open problem. Furthermore, more experiments

would study the effectiveness of the normalization rules on networks with different

neuron models. Here, we implemented the network based on Leaky Integrate and Fire

(LIF) model of a neuron’s activity. However, this is a highly simplified model that

mimics real dynamics very coarsely. In later experiments, the impacts of including

more realistic neuron models can be investigated (e.g., Izhikevich’s model in [64] is

popular in neural modeling for the compromise between complexity and realism it

affords).

Another interesting avenue for further research is analysis of different decoding
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mechanisms. As stated in our work, first-spike decoding tends to consume much less

time than count decoding classifier. On the other hand, first-spike decoding attains a

lower classification accuracy. However, this does not imply that first-spike decoding

is inferior to count decoding. Instead, classifiers with different decoding rules may

compensate for each other’s shortcomings. In scenarios where classification speed is

extremely important, first-spike decoding may be beneficial. Furthermore, first-spike

decoding classifier also emits less spikes, which means first-spike classifier needs less

energy in computation (assuming the energy consumed by a single spike is constant).

Therefore, first-spike decoding classifier can be applied to energy-efficient computa-

tion (e.g., energy-efficient neural network deployed on chip [106]). In other situations

where classification accuracy is important or computation energy is abundant, a count

decoding scheme may prevail. Furthermore, as reported in this work, normalization

can collude differently with different decoding rules, significantly improving accuracy

of first-spike decoding.

The overall accuracy of the classifier in this work is not very satisfactory, espe-

cially when using first-spike decoding. Two measures may be taken in the future

to reduce this problem. Firstly, a better design of preprocessing protocol (including

Gabor filter) may yield a better performance of the classifier. As shown in this work,

the classification decision is totally based on the preprocessed images. Current ex-

periments show that the features in 45 degrees and 135 degrees of the images are not

very well extracted after preprocessing. The intensities of pixels in 45 degrees and

135 degrees features are less than those in 0 degree and 90 degrees. This is especially

important for the first-spike decoding classifier because first-spike decoding classifier

tends to use the very first several spikes to classify the image. Under current prepro-

cessing scheme, these early spikes are usually from 0 degree and 90 degrees features,

whereas the spikes in 45 degrees and 135 degrees are very rare and not fully utilized.

So a more effective design of preprocessing protocol may enable the classifier to use

more information to make decision thus enhancing the performance. Secondly, more
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configurations of the network can be tested to improve the accuracy of the classi-

fier. For example, one configuration that can be tested in the future is the network

proposed in [15], where the authors add an additional hidden layer to the network.

That hidden layer is believed to be able to extract more features of the images thus

improving the accuracy of the classifier.

Previous works have applied SNN with rank-order encoding to some pattern recog-

nition tasks and these works give some future directions of our work [96, 105]. Firstly,

the proposed reward STDP with normalization learning rule can be tested on more

SNN architectures. For instance, in [96] the authors build an SNN with a visual sys-

tem and an auditory system and train the network using a spike-order based learning

rule. Experiments can be conducted to train the SNN in [96] using the learning rule

in our work. Secondly, it is desirable to test our learning rule on more pattern recog-

nition tasks, such as moving object detection [105] and audiovisual processing [96].

These types of future work can test whether our proposed learning rule is universally

valid to train SNN.
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