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A BSTRACT

In an increasingly congested and contested spectral environment, it is absolutely
critical for a radio to both sense and discern its spectral environment and to make
intelligent decisions based on this sensing to achieve various design requirements.
In the field of cognitive radio (CR), the direction for decades has been in developing sensing techniques and intelligent agents for the purpose of increasing spectral
efficiency, particularly in the context of dynamic spectrum access (DSA) networks
where secondary users attempt to fill “spectral holes” left by the primary, licensed
users [1]. However, with the scale, scope, and frequency of cybercrime reaching
the level of making worldwide news several times per year, many of the existing
designs are now being re-examined in the face of such a prominent threat. The
cyberattacks that typically make headlines tend to involve an exploitation of vulnerabilities that are specific to particular applications, whereas, for wireless networks, more attention is recently placed on developing security in the physical
layer, where both the intended receiver and other radios have unrestricted access
to the same wireless medium. In the interest of fulfilling the design requirements
of secure systems, engineers are using existing technologies in wireless communications, such as beamforming [2], in a novel way to analyze the capabilities of
malicious users.
Much of the research conducted on the efficacy of a malicious eavesdropper or
jammer is performed in specific contexts in which the eavesdropper or jammer has
capabilities similar to those of the radios participating in a network. However, at
a time when it is relatively easy to deploy custom radios due to the proliferation
of software-defined radios (SDR), understanding the threat of radios that have different capabilities is critical to the security of future wireless networks. With this
aim, several stand-alone works, when combined, present a more holistic frame-

12
work through which all the challenges that malicious users may face in fulfilling
their objectives can be understood.
Starting with a receiver that can digitize a bandwidth that is an order of magnitude larger than incumbent signals and has no a-priori knowledge, many novel
techniques are presented to isolate, classify, and characterize all the activity in a
spectrum from the physical layer and beyond. Without a-priori knowledge, it can
be said that the eavesdropper is operating in a blind fashion. The first stage of the
system tackles the problem of isolating several signals that may exist together in
a large digitized bandwidth. This problem is not generally handled blindly, but
is performed by exploiting the properties of waveforms that are designed for specific purposes of enabling a receiver to separate signals, such as spreading codes,
instead. It is shown here that signals can be separated, using a combination of
spectral estimation techniques, polyphase filter banks, and independent component analysis, under the relatively loose assumption that the data carried by each
signal are statistically independent of each other and channel conditions are not
overly severe. This particular part of the system is generally ignored in the works
that are associated with understanding the capabilities of malicious users, but is
critical for understanding under what conditions malicious users can even detect
a signal that is meant to be protected.
After detection and isolation, another challenge is that of identifying the type of
signal that has been detected so tht further appropriate analysis can be done. For
example, prior to examining the data present in a signal it is necessary to discern
how data is being conveyed through this signal, often called modulation, is being
used. For many decades, research that examined the problem of modulation classification was dominated by likelihood approaches, as they are statistically optimal
in performance but are difficult, if not impossible, to implement in a blind system
due to their inability to handle large sets of modulations or rich channel models.
Classifying signals based on theoretically derived features is long seen as a more
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viable alternative for implementation as opposed to the likelihood approaches, but
these techniques have also faced a limitation in regards to the richness of the channel models in which they can be applied. In that vein, this dissertation demonstrates the usage of a few common expert features in combination with modern
machine learning techniques that can be used to classify a set of 10 entirely different modulations in channel models, which include common radio impairments
that are often left out of both of the two previously mentioned approaches. In addition, along with the recent development of deep-learning techniques developed in
the computer-vision community, it is shown how a set of 29 different modulations
can be classified using only 128 complex samples.
A subsequent problem after classification is related to decision-making based
on the actual data present in the signals. Jamming (also called denial of service
attacks) and eavesdropping have been studied extensively in the context of wired
networks but have recently received more attention as a result of several works
that demonstrate how encryption techniques can be bypassed by eavesdroppers,
capturing the so-called side-channel information (SCI) [2]. The limitation of most
current research in intelligent jamming and eavesdropping lies in their dependence on being able to accurately read the information in a physical layer frame.
This work is justified in many cases because the physical layer headers, which contain the modulation being used in a frame, are often not encrypted. However, this
practice of keeping the headers unencrypted may stand to change in the interest
of security [3]. Therefore, in this section, a technique is demonstrated that can be
used to accomplish intelligent jamming while assuming that the bits in a packet
are encrypted and/or obfuscated to the point that their meaning is useless. This
technique represents the beginning of an exploration of how even layers above the
physical layer may need to be adjusted in order to prevent attacks from malicious
users.
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1.

1.1.

I NTRODUCTION

Challenges in Wireless Security

Due to the fundamental nature of wireless communications, both legitimate and
malicious users have essentially unrestricted access to the same interface. This is
in contrast to wired systems in which users must physically be attached to the network in some way. Hence, the security of wireless networks faces difficulties that
are unique and challenging in comparison to their wired counterparts. Additionally, the number and scale of cybercrime incidents in the wireless realm have risen
along with the rapid increase in the usage of commercial wireless access technologies such as long-term evolution (LTE) and Wi-Fi (formally defined by the IEEE
802.11 standards). Consequently, wireless security represents an urgent and relevant field of research.
Nearly all large-scale communication systems, including the Internet, adopt
the open systems interconnection (OSI) model, which separates the transfer of information bits from one machine to another into several layers, including the application, transport, network, medium access control (MAC), and physical layers.
Although the defining feature of wireless systems is their physical layer, in which
the bits from higher layers are relayed using an arbitrary physical medium, wireless networks are more vulnerable throughout the OSI protocol stack [2]. Historically, each layer handles security threats separately and attempts to guarantee the
authenticity, confidentiality, and integrity of transmitted data.
Wireless networks are subject to some of the same attacks as wired networks.
These attacks include eavesdropping, denial of service (DoS), spoofing, man-inthe-middle, and message injection. Eavesdropping, in particular, is a more difficult attack to prevent in wireless networks and, hence, other attacks are even more
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threatening, as well as a consequence. For example, in a wired network, a common
DoS attack simply overwhelms a server with various types of requests. This overloads the server, which makes offering services to clients much more difficult or
causes clients to lose access to services entirely. Such an attack is executed without
malicious users knowing what may currently be happening to other clients. In a
wireless network, malicious users can eavesdrop on the various conversations that
servers are having with clients. Hence, malicious users can make more intelligent
decisions about how to perform a DoS attack, such as preventing services only for
a particular client instead of all clients.
The scope and scale of cyber-security research in the context of wireless communications has only broadened with the advancement of new fields such as the
internet of things (IoT) and fifth generation (5G) wireless networks. However,
much of the existing work in the area of wireless security predominantly remains
focused on encryption and anti-jamming techniques that are necessary for achieving crucial security requirements of authenticity, confidentiality, integrity, and availability. Recent work shows that even the otherwise practically impenetrable encryption techniques can be compromised by exploiting what is called side-channel
information (SCI). The SCI refers to any information outside of the transmitted
bits themselves (encrypted or otherwise) and can include waveform parameters
that can be difficult or impossible to hide from an eavesdropper, such as the signal
bandwidth, bit-rate, and modulation scheme.
1.1.1.

Enhanced Capability and Availability of SDRs

Cognitive radio (CR) and software defined radio (SDR) are new, 21st-century technologies. The concept of cognitive radio, in which an intelligent agent is embedded
in an otherwise statically configured radio, began with Joseph Mitola in the 1990s
[4]. Mitola envisioned a radio that would not be statically designed to achieve a
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specific purpose but would be able to adapt and learn as it became aware of its
immediate and global environments. From its inception, the research in CR has
tended to heavily overlap with dynamic spectrum access (DSA) networks, where
secondary users attempt to find the unused spectrum, called “spectrum holes,” in
the presence of primary or licensed users, but CR has applications far beyond this.
However, the presence of an intelligent agent is useless without a radio that can
adapt. This is where the SDR comes in. It allows a radio to have its transmission
parameters adapted through software. This technology has developed over the
last 20 years and has become a technology that is necessary for the development of
wireless communications. The advent and proliferation of CR and SDR technology
has brought about a substantial increase in the amount of data that can be provided
per unit of spectrum, but it has also made many threats to existing technologies
more urgent and real.
Cognitive radio represents a vision and concept for the development of wireless
technologies in which a radio makes intelligent decisions about its operation by exploiting its knowledge about the radio environment [4]. The vision of CR could not
be practically realized with the statically configured radios in the era of their inception. It is only with the development of the software defined radio, which allows
the otherwise statically configured properties of a radio to be changed via software, that embedding intelligence in a wireless device was made practical. Adapting transmission parameters, such as power, bandwidth, and waveform, is shown
both theoretically and practically to have substantial gains in throughput, power
efficiency, link reliability, and other important metrics. With the artificial spectrum
crunch that has governments, industry, and academia working together to solve
the exponentially increasing demand for data, leading to an increase in the use of
a crowded spectrum, both SDR and CR have only seen an increase in interest since
their inception. A key hurdle to achieving the vision of CR and enabling the increasingly more flexible use of spectrum is the ability of a radio to discern “who” is

17
using the spectrum and “how” it is being used. This ability is sometimes referred
to as a radio’s spectral awareness. Modern wireless systems generally achieve a
high level of spectral awareness by adding flag bits to every transmitted piece of
packetized data. These bits inform other radios about things such as whom the
packet is intended for and how the packet should be decoded, allowing them to
adapt accordingly.
This is in contrast to one aspect of the original vision for the CR technology
according to which each radio can operate as a completely independent agent,
without needing to rely on pre-negotiated protocols to communicate with other
radios. Although achieving this level of intelligence and functionality may be both
impractical and unnecessary for many scenarios, there are many usages for a radio that can process, interpret, and classify signals blindly without the need for
detailed knowledge of the protocol(s) in use. The original purpose of this ability
to process signals blindly was to increase the spectral utility through the coexistence and collaboration of various types of radios, but, like any new technology, it
can also be used, intentionally or otherwise, for more aggressive purposes such as
smart jamming and advancing signals intelligence (SIGINT). Therefore, the wireless communication systems designers in both military and commercial domains
must concern themselves with protecting users from security threats and simple
misconfigurations.
1.1.2.

Deep Learning Architectures

The recent development of deep neural network architectures, optimization algorithms for training, and user-friendly development tools has led to unprecedented
performance gains in the fields of computer vision, language processing, speech
processing, and others. This advancement has also found its way into the arena of
wireless communications and is set to make similar disruptive performance leaps.
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Since the inception of cognitive radio, a key aspect of all wireless systems is the
ability of a radio to filter a constant stream of millions or billions of bytes per second into a compact representation upon which an embedded agent can take action.
This is challenging for several reasons outlined below. Since the inception of cognitive radio, a key aspect of all wireless systems is the ability of a radio to filter a
constant stream of millions or billions of bytes per second into a compact representation upon which an embedded agent can take action. This is challenging for
several reasons outlined below.
Computational Complexity

A typical radio may need to process a 20 MHz band-

width. This requires around 40 million samples per second. At this rate, a simple
5-tap filter can require hundreds of millions of floating-point operations (FLOPs)
per second. Many modern desktop CPUs, without further optimization, can barely
provide support for this kind of computational load. Hence, custom applicationspecific integrated circuits (ASICs) are often necessary to fabricate to sustain the
bandwidths seen in common wireless protocols. However, CPUs, which are often
coupled with SDRs because they are more flexible that DSP chips and ASICs in the
kinds of computation they support, can have their entire computational capacity
consumed by using a simple filter to detect the presence of signals.
Situational Diversity A situation, in terms of the radio environment, can be constituted by the resources available to the receiver, the signal(s) of interest, and the
physical environment. Traditional approaches to situational awareness are carefully designed for very specific scenarios and, unfortunately, either do not apply
or completely break down when the scenario changes. Hence, most systems that
currently employ some kind of situational awareness actually heavily restrict that
system’s functionality. Both of these challenges stymie the further development of
more flexible spectrum usages. Machine learning stands to change all of this, pre-
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cisely because it is good at solving the problem of determining, with optimized dimensional reduction, what features characterize a given signal across many kinds
of environments simultaneously. This can be applied to classification, as well as to
the general problem of link adaptation.

1.2.

Summary of Research Contributions

The contributions of this work are organized into the three categories shown below.
1.2.1.

Computationally Efficient Wideband Signal Isolation

First, detecting and isolating a signal is attempted. This is a difficult problem because it is not immediately clear whether zero or more signals are present when
the spectrum is viewed. The initial work in this area strives to detect a signal with
very few samples. A signal is relatively easy to detect when there are millions of
samples to work with. However, when the number of samples is few, statistically
speaking, it is difficult to discern whether a signal is present or not. Furthermore,
with fewer samples, it is also difficult to identify whether one or more signals exist in the spectrum. Section 3.2.1 focuses on using spectral estimation techniques
to detect the signals and identify the boundaries in the frequency domain. Subsequent to such identification, the polyphase filter-banks are used to separate the
signal of interest. This is detailed in Section 3.3.
The second area of work entails detailing the separation of several unknown
signals that were mixed. This is often the case for a receiver that exists as a passive observer among a network of nodes. Using independent component analysis
(ICA), it is possible to separate these unknown signals by assuming that they are
statistically independent from each other. This is detailed in Section 3.4.
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1.2.2.

Cyclostationary-based Signal Classification

A primary difficulty in attempting to classify signals is the lack of synchronization.
The vast majority of research in signal classification assumes that signals are synchronized in frequency and time, which is true in the case of cooperative scenarios.
Although this formulation of the problem can lead to some benefits, it is unlikely
that it represents the primary usage. Without signal synchronization, many features that are used to classify signals no longer perform well.
Cyclostationary features are the features that characterize the periodicities that
are often found in man-made signals and these tend not to break down when
there is a lack of synchronization. The spectral correlation density (SCD) is one
such feature which contains peaks at predictable locations that are even used in
some orthogonal frequency division multiplexing (OFDM)-based systems in order
to perform synchronization. The primary issue with the SCD is that it is a computationally complex relative to many of the other existing approaches and has,
consequently, not received as much attention.
In this dissertation, it is shown how the SCD can be calculated efficiently and
used in tandem with support vector machines (SVMs) to classify large and diverse
sets of signals that are collected over the air. This is detailed in Section 4.4. In
addition, a more simple cyclostationary feature is called the cumulant, which is
related to the statistical moments is presented in Section 4.6.
1.2.3.

Raw IQ Signal Classification using Deep Learning Architectures

Many of the existing signal classification techniques are relegated to a few welldefined scenarios in which some key features allow a support vector machine,
decision tree, or multi-layer perceptron to perform classification However, deep
learning can also be used to perform classification on a large set of signals using
only raw IQ samples. This is revolutionary in the sense that it implies that it may
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no longer be necessary to derive features from a set of signals in an attempt to perform classification. Rather, it is possible to accumulate a set of signals of interest
and to train a particular network architecture to classify them over a channel of
interest. Furthermore, such trained architectures can be generalized to new environments by using transfer learning techniques or by breaking up the classification
problem into smaller problems.
This paper shows how a neural network can be used to classify the signals hierarchically. The concept of hierarchical classification allows a classification algorithm to be broken down into a set of smaller ones. For example, in a hierarchical
structure, it is possible to classify whether a signal is a multi-carrier or not and then
to hand the signal over to a different architecture to be further classified. Thus, the
work conducted here sheds some light on how this might be best done. This is
detailed in Section 5.
1.2.4.

Intelligent Jamming using Deep Reinforcement Learning

Several existing works show that the amount of bits transferred between a client
and a server can be used to classify even such detailed information as the current
website being browsed [5]. Although the meaning of the bits and even the amount
of bits can be hidden, protocols are fundamentally stateful, implying that they have
well-defined state transitions that appear as patterns on the physical layer. For example, a typical transfer control protocol (TCP) connection contains several types
of signals including ACK, SYN, FIN, and RST. These signals occur at particular
times relative to each other. An acknowledgement always comes after the data is
transferred and never before. Due to the existence of this designed, patterned behavior, a machine can potentially learn identify a TCP data stream among many
other protocols that it may observe. Since this is the case, it may also be possible
to disrupt these communications selectively.
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The focus of this dissertation is on developing techniques to analyze wireless
signals without being fixed to a particular set of parameters or protocols and with
the purpose of further advancing wireless security. First, Section 3 shows how
a signal can be detected and isolated from its environment, while the receiver remains agnostic to normally fixed parameters, such as bandwidth, center frequency,
modulation scheme, spreading technique, transmission power, or multiple-input
multiple-output (MIMO) technique. Then, in Sections 4 and 5, signal classification is carried out using modern machine learning techniques. Finally, Section 6
proposes techniques to combine smart jamming with signal processing and classification.
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2.

2.1.

B ACKGROUND AND P ROBLEM F ORMULATION

Network Security

The majority of wireless networks break up the task of transporting information
within a network into several interacting layers that resemble the standard OSI
protocol stack. The protocol stack, depicted in Figure 2.1, allows for engineers to
design the many different aspects of a network in a more modular fashion. The
stack is called a stack because of the fact that when information travels between
two nodes, starting with the application layer, each layer is sequentially “popped”
off the stack as it is prepared to be transmitted through the medium of choice and
is then “stacked” again onto the receiving node. On the application layer, each application communicates with the other applications while abstracting all the layers
below itself as the way in which it communicates with other applications. In other
words, an application does not typically concern itself with how the data is transferred between it and another application, but rather only with the data that it
needs to send and the other application that it needs to be sent to. Conversely, the
lower layers concern themselves only with how to efficiently transport information
between nodes but not with what information is being sent from the application.
Designing a secure system is typically performed while also being aware of
the general adoption of the OSI stack, in the sense that security requirements are
fulfilled by deploying appropriate defenses for each layer. A system that is considered secure must fulfill some common requirements that are laid out by security
researchers and briefly summarized in Table 2.1. Some of these security requirements overlap so that one tool may fulfill more than one requirement.
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Figure 2.1: Typical OSI Protocol Stack Architecture
Authenticity A system must be able to confirm the true identity of a user requesting a given resource. On the application layer, this is most typically carried
out with a password or some form of biometric indication that shows that the user
is truly the one it claims to be. On other layers, such as the transport layer, the
nodes are often identified by internet protocol (IP) addresses that are four or six
octets in length. It is just as simple for a programmer to use a different IP address
as it is for a person to put a different return address on a mailing envelope. To
authenticate whether or not a node is truly from the IP address it claims to be, it
is possible to designate a node in the network as a “trusted” source of information
and to request that it performs authentication.
Confidentiality A system must be able to prevent the unintentional leakage of
information to unauthorized users. This is slightly different from the requirement
of authenticity, in that it is possible for a node to send information to an authorized user but still have the information leak to an eavesdropper. To prevent an
unintended recipient of information, a common tool used in secure systems, called
symmetric key encryption, can be leveraged. Symmetric key encryption requires a
user to already have a “key” to the data received from the sending node. If a user
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does not have the “key”, then the data received will be completely obfuscated.
Integrity A system must be able to ensure that all information received has not
been tampered with or falsified in transit. Information can be changed in transit both unintentionally or intentionally. A common concern in secure systems is
the existence of a compromised node that was designated as trusted by the network.
While such nodes may not be able to gain access to resources on the network outside of their own permissions, they may nevertheless be able to alter the traffic they
carry from other trusted nodes. Thus, the infamous man-in-the-middle (MITM) attack, where a node places itself between two communicating nodes by falsifying
information, can be used to break other security requirements rather easily.
Availability A system must be able to provide access to network resources as
much as possible. Violating the requirement of availability is generally called a
denial of service and this type of violation has been most famously carried out on
the Internet through distributed denial of service (DDoS) attacks, which prevent a
server from responding to requests from legitimate users by flooding it with illegitimate requests from several distributed nodes all at once. Jamming is another
commonly studied form of denial of service and is more specific to wireless networks.
A failure to keep any one of these security requirements generally results in the
ability for a malicious user to break all of them and, hence, they must all be equally
considered when designing a secure system. Since the OSI protocol stack makes
it possible to design each layer while abstracting the functionalities of the lower
layers, the security is consequently handled in a similar way in wired systems as
they are in wireless systems with the exception of medium access control (MAC)
and physical layers. This is a natural result of a wireless system providing essentially unrestricted access to the medium over which bits are transferred, whereas in
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wired systems a user must physically be connected somewhere to the path along
which information flows in order to carry out attacks.
2.1.1.

Types of Attacks

Generally speaking, the application layer is always the target of an attack, as a malicious user is always attempting to prevent the proper function of an application
or to eavesdrop on information related to a particular application, but this is done
by exploiting vulnerabilities that present themselves on lower layers. There are
several kinds of attacks that can be carried out by malicious users and it is important to understand the gist of how each of these function on various layers, because
the techniques presented in further chapters, revolving more around digital signal
processing and machine learning, can ultimately be used to help carry out these
attacks.
Application-Layer Attacks Application layer attacks typically involve exploiting vulnerabilities in application-layer protocols, of which the hypertext transfer protocol (HTTP), the file transfer protocol (FTP), and the simple mail transfer protocol
(SMTP) are the most widely used. On the world wide web (WWW), web services
are accessed using the HTTP when a user accesses websites using a browser. When
Table 2.1: Security Requirement Descriptions
Security Requirement
Authenticity
Confidentiality
Integrity
Availability

Objective
Differentiate between authorized users and unauthorized users.
Limit access to data to only the intended user.
Received data is not tampered with.
Resources are made available within the limits of the
system design.
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a web address is typed into the browser address bar, an HTTP request packet is
generated by the browser and is ultimately sent to the web server on which the resource lies. If the resource being requested exists and can be accessed by the user,
then the resource is returned to the user using the same protocol. A malicious user
can make various kinds of legitimate requests in an attempt to manipulate the web
service that responds to requests. For example, a SQL injection attack sends a legitimate request to the web server that the user knows will ultimately be provided
to the database to which the web server has access. If suitable protective measures
are not in place, the HTTP request can be carefully crafted in such a way as to force
the web server to request information from the database that the user should not
have access to. These kinds of attacks cannot generally be carried out by simply
clicking around on a website, because the HTTP requests that are generated as a
result of clicking on hyperlinks on a web page are designed only to provide the
users with information to which they should have access. However, the SQL injection attacks, similar to other attacks carried out using the HTTP, are carried out by
reverse-engineering what an HTTP request should look like in order to force the
web server to interact with an underlying resource in a particular way.
Other attacks carried out on this layer involve fooling a user to request a resource from a web server that contains malware, such as viruses, worms, and keyTable 2.2: Application-Layer Attacks
Name

Protocol

Description

SQL Injection

HTTP

Forging SQL statements to gain unauthorized access to information.

Cross-Site
Scripting (XSS)

HTTP

Injecting malicious scripts into otherwise benign
web pages.

Spear-phishing

SMTP

Spoofing e-mails from legitimate users to fool a user
into requesting a malicious script.
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loggers. Malware, which is a general term for a program that is written to carry out
malicious activity on a user’s machine, can then be used to gain access to confidential information or to prevent communication. These types of attacks, in today’s
world, commonly appear in the form of “spear-phishing.” Here, a user is sent an
e-mail from what appears to be a legitimate source, requesting that the user clicks
on a hyperlink to solve the issue. When the user clicks on the hyperlink, for which
the real address is visually hidden from the user, then malware is downloaded and
executed on the user’s machine.
Transport-Layer Attacks On the transport layer, the transfer control protocol (TCP)
and the user datagram protocol (UDP) are used to efficiently transfer data between
nodes in a network. The primary difference between the two protocols is that
the TCP attempts to guarantee the delivery of all data through a retransmission
mechanism upon a packet error, while UDP contains no mechanism to determine
whether a packet error has occurred and hence does not re-transmit lost data.
A common attack using the TCP is called the TCP SYN flood attack. In this type
of attack, an attacker sends a TCP SYN message to the receiving node, signaling
that they would like to open a connection for data transfer. The receiving node
responds with a SYN-ACK message, acknowledging that it received the initial SYN
message sent by the attacker and is allowing the connection to take place. The
Table 2.3: Transport-Layer Attacks
Name

Protocol

Description

SYN/ACK Flooding

TCP

Sending a gratuitous amount of SYN or ACK
packets causing a node to overuse resources as
it maintains memory of open sessions

Packet Flooding

UDP

Sending a gratutious amount of packets causing a node to attempt to process them all
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attacker never responds with a final ACK message to let the receiver know that
they are ready to begin transferring data. The receiving node is left waiting for the
final ACK message for a predetermined timeout while holding information about
the pending transfer in memory. An attacking node can send a gratuitous amount
of SYN messages from spoofed IP addresses so that the receiving node cannot
discern the legitimacy of the request as easily as it would if they were all from a
single IP address. The UDP flood attacks are more simple, in that they attempt to
overwhelm the server with incoming information rather than to use small packets,
such as the TCP SYN messages, to create an undue burden on a node. For this kind
of attack to be successful, an attacker must be able to generate enough traffic as the
receiving node can handle, which can be very difficult for large servers.
Network-Layer Attacks The network layer concerns itself mostly with routing information from one node to the next. The internet protocol (IP) works by assigning
addresses in the form of 4 to 6 octets to all nodes in a network. Then, through
various discovery protocols built on top of IP, nodes discover ideal routes to any
destination in the network. An issue with the standard IP packet, is that an address
can be easily forged by a user – essentially bypassing authentication. A common
network utility that comes pre-installed on almost all operating systems is called
ping. The ping utility creates an IP packet that requests a response from another IP
address. With this utiltiy, it is possible to discover whether or not a node is reachable and hence connectivity of other protocols is likely to be possible to establish
as well. This simple utility can be used to carry out DoS attacks to any machine
that is configured to respond to these packets.
MAC-Layer Attacks The MAC layer concerns itself with preventing collisions and
assigning slots of time or portions of the available bandwidth to specific users. In
a wired network, every physical connection between two nodes is unique, but it is
not clear which of the many potential wires a node must use to connect to another
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Table 2.4: Network-Layer Attacks
Name

Protocol

Description

IP Spoofing

IP

Impersonating an IP address to gain access to a node’s
resources.

Ping Flood

ICMP

Sending a gratuitous amount of SYN or ACK packets, causing a node to overuse resources as it maintains
memory of open sessions.

node when packets are passed down from higher layers. The MAC layer must be
able to translate an IP address to a physical interface on a router in wired networks.
All physical interfaces have a unique MAC address that is much longer than a
typical IP address so that all physical interfaces can be unique. The protocol that is
used to translate an IP address into a MAC address is called the address resolution
protocol (ARP). In this protocol, a node that wishes to route traffic to a particular
IP address first broadcasts to its adjacent nodes a request for the mapping of the
IP address to a MAC address. Since the request is broadcast to many nodes, it is
possible for any one of them to respond to it and masquerade as that particular
MAC address—effectively carrying out a spoofing attack. If a node masquerades
as another node on the MAC layer, it is possible for it to spoof any activity of
the node in question. Furthermore, it is also possible for that node to emulate the
activity of multiple nodes and carry out a man-in-the-middle attack. A man-in-themiddle attack is a difficult attack to detect and address because a node essentially
acts as a transparent passthrough of information between two nodes.

2.2.

Physical Layer Security

In the realm of wireless security, the interest in physical layer security has substantially increased because it is shown that encryption alone is not enough to achieve
security requirements. The physical layer of wireless systems is exposed to both
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Table 2.5: MAC-Layer Attacks
Name

Protocol

Description

MAC Spoofing

ARP

Impersonating a MAC address to gain access to a
node’s resources.

MITM Attack

ARP

Impersonating communicating nodes to intercept
traffic between them.

the legitimate and malicious users and this presents two major threats to security: eavesdropping and jamming. In this section, both attacks and their countermeasures are covered in detail for eavesdropping and jamming since they can be
considered as relevant background of this research.
2.2.1.

Eavesdropping

Eavesdropping presents a threat to information confidentiality and is combatted
using encryption. The success of encryption lies entirely in the assumption that
an eavesdropper does not have enough computational capacity to “break” the encryption scheme in comparison to the intended receiver that has additional information about the incoming message. Much work has been done about the efficacy
of using brute force type attempts to breaking encryption methods. However, the
more imminent threat to the efficacy of encryption is the leakage of side channel information (SCI). Side channel information refers to any information that is
neither the encrypted payload data (bits) nor the unencrypted payload data (also
bits). For example, almost every protocol prepends a header to the data payload.
This header has a known format and sometimes contains fields that are common
or have predictable values. If such a field is encrypted and is known to the eavesdropper, then it may be possible to reverse-engineer the encryption key in a short
time. This is called a known plain-text attack. Other types of SCI that have been exploited include the signal strength, bandwidth, data rate, and modulation scheme.
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These parameters are generally relayed through the PHY-layer headers in transmitted frames, but they can also be inferred without the use of these bits using
various digital signal processing (DSP) or statistical techniques. Hence, the obfuscation of SCI or the prevention of SCI leakage has become an important topic in
wireless physical layer security.
The most highly cited approach to physical layer security is that of informationtheoretic security, which aims to spell out the fundamental limits of what can be
accomplished on the physical layer. It is of utmost importance to first understand
the simple model that is used to motivate this research direction so that later it is
apparent where its limitations lie. This simple model is based on an abstracted
channel between the sending node (SN), often called Alice, and the destination
node (DN), often called Bob. An eavesdropper, called Eve, also has a channel
between herself and Alice. This model is shown in Figure 2.2. These channels
are typically referred to, in an information theoretic sense, as a means by which
information gets relayed from one place to another with some loss in-between.
In this formulation of physical layer security, the level of security that a system can provide is described in terms of its secrecy capacity. The secrecy capacity
refers to the number of bits that can be transferred from Alice to Bob without Eve
having an certainty about what is actually transferred. An important result in this

Alice

Bob

Eve

Figure 2.2: A commonly used model in physical layer security
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field, which motivates the research in this area, is that if the signal to noise ratio
(SNR) between Alice and Bob is better than the SNR between Alice and Eve, then
a non-zero secrecy capacity exists. Much like the information theoretic approaches
to calculating capacity of wireless channels, this result guarantees that a method
exists to achieve a particular secrecy capacity, but it does not dictate how this capacity can be achieved.
There are several important limitations to this result pointed out here. First, the
information theoretic approach typically assumes that the channel between Alice
and Eve can be modeled perfectly using the well-known and even validated channel models of the systems of interest. However, it is difficult to model the SCI leaks
from Alice into such a model with respect to information flow. For example, it is
well known that many 802.11n network interface cards (NIC) have a unique signature when transmitting, which is uniquely identifiable—sometimes even down
to the particular chip model that lies on the card. The facts that this information
can be leaked and the unique way in which it is leaked by each card are difficult
to model in a typical communications channel. This leak of information can be
considered to reveal information that Eve did not have access to while eavesdropping on a typical wireless signal. Hence, although a system could be designed
around the premise that Alice and Bob must have a better channel than a typical
Eve, there are still ways around these fundamentally derived limits that need to be
considered and studied in order to create robustly secure systems.
Second, a secrecy capacity can be guaranteed if the Alice-Bob channel has a
greater SNR than the Alice-Eve channel, but it is difficult to know deterministically
when exactly the Alice-Eve channel has a smaller SNR than the Alice-Bob channel.
One practical way to attempt to guarantee this is to simply design a system so that
the Alice-Eve channel must have some minimum amount of degradation relative
to the channel between Alice and Bob. In other words, a designer can attempt
to design a physical layer protocol or waveform to follow the rule that unless the
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Alice-Eve channel has a 20 dB higher SNR than the Alice-Bob channel, then no
effective information can get across. How can such a degradation be guaranteed?
Alice and Bob can leverage a-priori knowledge to gain and guarantee an SNR advantage over Alice and Eve using techniques developed over several decades in
the realm of radar and other communication systems.
Artificial-Noise Generation Communications waveforms are typically designed in a
network where multiple users must share the same spectrum in some way. To
share the same spectrum, users must ultimately be orthogonal to one another in
some way so that the receiver(s) can separate the transmitted signals without too
much interference from one another. The most simple orthogonality is accomplished when users are orthogonal in time by not transmitting in different time
slots or after checking that no other node is accessing that spectrum. Multiplying
transmitted bits by spreading codes, which are sequences of +1’s and -1’s that are
mutually orthogonal, is another form of orthogonality in time.
In order for a node to protect itself against eavesdroppers, it transmits noise in
the unused part of the spectrum in the hopes that Eve will receive a smaller SNR
than Bob as a consequence of Bob existing in a different space than Eve. This does
not work particularly well if Bob transmits noise whenever he is not transmitting
data, as Eve can likely identify quite well between when a signal is being transmitted as opposed to noise. On the other hand, Eve does not know the spreading
code that is used by Bob to recover the original message sent from Alice. Thus,
in addition to transmitting a message using a spreading code to Bob, Alice can
simultaneously transmit noise using another, orthogonal, spreading sequence so
that Eve would not be able to tell the difference between what she is currently
observing and regular noise.
This technique is more commonly used in MIMO systems, where users are orthogonal in space rather than time or frequency. In this case, one way in which
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the Alice-Eve channel can be degraded over the Alice-Bob channel is for Alice to
transmit a beamformed message in the direction of Bob while transmitting noise
in the direction of Eve. If Alice does not know where Eve is, in other words, if
Alice does not have the channel state information (CSI) for the Alice-Eve channel,
she can then elect to use spatial multiplexing instead of beamforming. In spatial
multiplexing, Alice has a number of spatial streams that are available to her to
transmit on. She can choose to transmit a message on a subset of these spatial
streams and to transmit noise on the others. Although spatial multiplexing is not
typically viewed from a spatial point of view, it is clear that noise is likely to be
transmitted in most directions other than toward Bob.
Key limitations to artificial noise generation can be separated based on the type
of artificial noise generation. For orthogonality based in time or frequency spread
waveforms, it is possible for Eve to intelligently guess the sequence that is used
to spread a message using statistical analysis and sufficiently capable hardware.
In the case of systems that are based on spatial orthogonality, both Alice and Bob
do not know the Alice-Eve channel and hence cannot necessarily guarantee an
SNR advantage of a particular magnitude for the Alice-Bob channel since Eve can
search, using beamforming, for a direction that maximized her SNR to Alice.
2.2.2.

Jamming

Jamming refers to the intentional interference of malicious users for the purpose of
denying communication between radios in a network. A jamming attack can generally be categorized as a type of a DoS attack that is carried out on the physical
layer. Different types of jamming attacks range from a simple always-on transmitter to a highly intelligent scheme in which only critical packets are jammed. The
defenses against these kinds of threats naturally overlap with the techniques used
to defend against eavesdropping.
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An always-on or constant jammer, if its transmissions are appropriately limited
in frequency, can be avoided by changing the center frequency on which communications are carried out. This is called channel-hopping. If a jammer can change
center frequencies faster than the communicating radios it can still deny communications. In this case, spreading techniques are often used. Spreading techniques
not only offer a spreading gain, but allow a receiver to recover a signal even when
portions of it have been corrupted through a jamming signal. The limitations of
always-on jammers is that they can be easily located through well-known techniques since their RF signals are always present.
More advanced jammers, on the other hand, are only active during the transmissions of the communicating radios in order to hide their presence. This is
proven to be a very difficult threat to deal with and current research to detect the
presence of such jammers is ongoing. These jamming detection techniques rely on
the fact the intended receiver knows how much power it should approximately expect to see from the transmitter. If the received signal has significantly more power
than expected, the receiver can discern whether it is currently being jammed and
employ available counter-measures.

2.3.

Open Problems in Physical layer Security

As previously mentioned, protection against the threat of eavesdropping already
has several proposed approaches that are shown to work well both theoretically
and in many practical scenarios. A common and critical assumption of the existing research addressing the threat of eavesdropping is that the eavesdropper has
similar capabilities as the intended receiver. These results are relevant for common
scenarios in which commercially available receivers are used in malicious ways,
such as one cell phone eavesdropping on another. In scenarios where a receiver
is specifically designed for surveillance purposes, it is unlikely to be so restricted.
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There are very few, if any, existing approaches to the issue of eavesdropping that
can guarantee an SNR advantage for the intended receiver in the presence of an
eavesdropper with sufficiently capable hardware. Although this may be intuitively
understood, some of the work presented here attempts to show how many existing anti-eavesdropping techniques can be overcome using the DSP.

2.4.

System Overview

As mentioned in previous sections, the focus of this study is on the general problem of blindly characterizing the activity in a large digitized bandwidth. This
problem is generally tackled in literature by focusing on a single task required to
accomplish this at a time, but this dissertation attempts to present a more holistic
understanding of the problem. Throughout this paper, a common signal model is
used as a baseline with variations mentioned in each section where appropriate.
Signal Models

A noiseless complex baseband signal received by the nth antenna

can be expressed as
M

xn (t) =

∑

m

hmn e j2π f0 t e jθm sk g(t − (k − 1) T − em T ).

m =1

Figure 2.3: Blind signal analysis system model

(2.1)
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with f 0m , θ m , and em , and hmn being the carrier frequency offset, the timeinvariant carrier phase, and timing offset of the nth users with respect to the receiver’s reference clock, and the channel state information between the mth transmitting antenna and the nth receiving antenna respectively. Each of the equiprobable complex data symbols sk have symbol period T for the modulation of
order P. The channel response to the transmitted pulse shape p TX is the convolution between h(t) and p TX and is denoted by g(t). The nature of channel impulse
response h(t) and the p TX is assumed to be such that frequency-flat, slow Rayleigh
fading takes place. Each signal xm (t) is digitized at the receiver forming the digital sequence xm [n]. These sequences can be arranged column-wise to form the
matrix X = [ x1 [n], . . . , xm [n]] T . Between each of the N users and M receiving antennas multi-path fading occurs such that a linear mixture of the signals arrives at
each receiving antenna. This linear mixture is determined by the channel matrix
H ∈ C M× N with hij ∼ CN (0, 1) modeling a rich-scattering environment. Each
antenna also observes spatially white additive Gaussian noise N ∈ C M×K such
that nij ∼ CN (0, σn2 ).
System Overview

In Figure 2.4, each portion of this work is placed into an over-

all system to perform blind signal analysis.

Figure 2.4: Signal processing chain referred to in order to carry out blind signal
analysis
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3.

3.1.

B LIND S IGNAL I SOLATION T ECHNIQUES

Introduction

In Sections 2.2 and 2.3, the existing threats and counter-measures for wireless security are briefly described. Furthermore, in Section 2.4, the overall system that
all the subsequent work in the paper is based upon is shown. In this chapter, the
task of detecting and isolating many signals within a relatively wideband capture,
whose fundamental signal characteristics are not known a-priori, are detailed. The
approach this chapter takes toward isolating several signals that may exist in such
a wide bandwidth is to first isolate the signals in frequency and then to attempt
to separate them in space. To isolate signals in frequency, it is necessary to first
identify the center frequency and bandwidths of all the signals that exist within
the bandwidth. This problem is not well studied and, hence, the approach that is
presented here is preliminary to many other approaches that have trade-offs in accuracy and computational complexity. Subsequent to the estimation of the center
frequencies and bandwidths, it is possible to separate signals through filtering. A
naive approach to filtering out the hundreds of potential signals that may exist in
such a wide bandwidth would be far too computationally complex, thus an approach that is based on previously developed oversampled polyphase filter banks
in [6] is adapted to the problem at hand and presented to facilitate the simultaneous filtering, downversion, and downsampling of hundreds of signals. Finally,
classic algorithms that are used in other contexts for blind source separation (BSS)
are shown to be well-suited to the problem of several signals overlapping in frequency but being separable in space.
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3.2.

(New Results) Center Frequency and Bandwidth Estimation

In [7], it is pointed out that many students who learn about communication systems do not possess detailed knowledge about the processing necessary to receive
digital signals in practical wireless systems, which leads to algorithms, techniques,
and results that are not mindful of how an actual wireless system works. More
specifically, it is emphasized that many papers about the physical layer of communication assume that the system is synchronized despite the fact that synchronization often depends on some properties of the incoming signal being known.
For example, due to imperfections in local oscillators, radios regularly transmit
at a center frequency with some small error yielding a non-zero f0. This is corrected by exploiting the fact that the bandwidth of the signal is known or can be
readily estimated. In a blind case, assuming that the center frequency is known
dismisses an important part of the process of performing other types of signal
processing. Indeed, many papers, including those that talk about modulation classification, simply forget about synchronization or decide that synchronization is
already conducted and does not need to be considered in the problem. Synchronization is absolutely necessary in order to perform some very fundamental signal
processing techniques such as equalization, demodulation, and detection. Since
synchronization tends to be assumed, it is also usually assumed that there is a single signal in the spectrum being analyzed. This study analyzes a scenario in which
a very wide spectrum is observed and where several signals exist, such as those
seen in Figure 3.1. In this case, not only has synchronization not been performed,
but the necessary preprocessing must also be done in order to properly isolate multiple signals from one another. Studying this scenario thus opens the door to many
additional research questions and practical applications for blind signal analysis
that have yet to be discussed thoroughly. In the future, with the presence of many
cognitive radios that can adapt their use of the spectrum and fluidly use it, it will
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no longer be so simple to isolate a signal and then analyze it. Other factors, such as
the utility of multiple antennas at the receiver or transmitter and the limitation of
the receiver’s dynamic range, are not analyzed in detail in this work but definitely
play a role in the future of blind signal analysis.
In the context of non-cooperative scenarios, such as the one shown in Figure
3.1, the necessary first step is to separate signals of interest using linear filtering
and to be able to estimate the center frequency and bandwidth of a signal. Generally speaking, much of the work done toward center frequency and bandwidth
estimation is performed in the context of a signal whose properties are known
a-priori. For example, center frequency estimation is regularly performed in communications systems to correct the center frequency offset (CFO). This is especially
important in the case of the OFDM-based systems, where a small CFO can completely corrupt a data packet without adjustments. Not much work has previously
been done to estimate the center frequency and bandwidth in a scenario in which
center frequencies are pre-determined by policy and hardware limitations.
3.2.1.

Spectral Estimation Techniques

To perform center frequency and bandwidth estimation on a waveform whose
structure is not known a-priori, the analysis can be conducted in the frequency
domain, which typically involves spectral estimation.
Much research has been done in the field of spectral estimation and many popular techniques are summarized in [8].
The aim of spectral estimation is to estimate the amount of energy or power at
a particular frequency in a signal x(t). In other words, we attempt to estimate the
energy or power spectral density (PSD) | X ( f )|2 at each frequency f , where X ( f ) is
the Fourier Transform of x (t). In the SDR, | X ( f )|2 is estimated from the digitized
version of x (t). The continuous signal x (t) is transformed into the discrete signal

42

10
0
−10

Po er [dB]

−20
−30
−40
−50
−60
−70

−0.4

−0.2

0.0

0.2

0.4

Normalized Frequency [f/f_s]

Figure 3.1: Example wideband capture of multiple signals
x [n], where x [n] = x (nTs ) through the sampling process. In other words, each
x [n] represents a sample of the original signal x (t) that is taken at multiples of the
sampling period Ts .
The most common form of spectral estimation for a discrete signal is the periodogram, which estimates the power at the kth multiple of the fundamental frequency

1
NT ,

where N is the number of discrete samples of the time series x (t) over

a total duration T. The periodogram S[k ] is computed from the Discrete Fourier
Transform as
2
N

S[k] =

∑ x [n]e

j2πkn
N

.

(3.1)

n =0

|

{z

DFT

}

Periodogram-based spectral estimation is known to contain an estimation bias
and a relatively high estimation variance and is, thus, unacceptable as an estimator
for some applications [8].
For instance, a quadrature phase shift-keying (QPSK) signal is generated with
a root-raised cosine filter and is upsampled to have four samples for each complex
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Figure 3.2: 3.2a) Random binary data 3.2b) Root-raised cosing pulse-shaping filter of length 11 symbols 3.2c) Transmit and receive waveform after undergoing
AWGN with 20 dB SNR
symbol from the QPSK constellation.
Random data is fed into this modulator and passed through a complex additive
white Gaussian noise (AWGN) channel to be received without processing by the
receiver.
The results of these operations can be seen in Figure 3.2.
This same signal is used throughout this section of the paper.
Now, in order to attempt to estimate the center frequency and bandwidth,
which are exactly 0 and f s /4 respectively, a threshold can be applied to the resulting discrete Fourier transform (DFT). Looking at Figure 3.3, a periodogram of
this signal is plotted and a potential threshold is presented. A line is presented on
this graph that shows the potential threshold that can be selected to estimate the
center frequency and bandwidth of the signal. All points above this threshold can
be considered a part of one signal using the naive approach. Using this paradigm
and exploiting no other knowledge, this scheme would label this DFT as having
several signals that are separated by points below the threshold instead of a single
signal. Overcoming this issue is non-trivial in many practical scenarios. Even if
the number of samples by which the periodogram is calculated are increased, this
would only further increase the variance of the estimate at each frequency.
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Figure 3.3: DFT-based spectral estimate of 1024 points using a simple threshold
Instead of increasing the number of points in the DFT, it is possible to break
the original signal x [n] into smaller sections on which to perform the DFT. This
is how the Bartlett method achieves a reduced variance at the cost of losing some
frequency resolution. The Welch method further improves on this by overlapping
these segments in order to include information that is lost with the application of
the window function. To illustrate the Welch method, several different DFT sizes
are plotted in Figure 3.4. For the lowest size of the DFT-based estimate of 16 points,
the spectral estimate is the smoothest. This is expected since there is a smaller
number of points and hence the variance is minimized. However, the bandwidth
of the signal appears wider than it actually is as a result of the reduction in the
frequency resolution. On the other hand, the estimate with the highest number of
points contains the highest variance but also best represents the true bandwidth
of the signal. Based on these results, the best way to estimate the frequency and
bandwidth of the signal is to find the ideal segment length for the signal of interest.
The ideal segment length naturally depends on the signal’s relative bandwidth
B/ f s , because wider bandwidths can still be discerned with a higher frequency
resolution than more narrow signals. It is possible to only optimize the segment
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length if the relative bandwidth of the signal is known beforehand.
Despite the improvement of the Welch method over a simple periodogram in
reducing the variance in the spectral estimate, the trade-off between the frequency
resolution and variance does not work well for blindly attempting to find a signal within a spectrum. Instead of ensemble averaging of the DFT over several
data segments, it is possible to reduce the variance by creating independent estimates of the power at a given frequency using the same samples. This is accomplished through the multi-taper method (MTM) by weighting the DFT by prolate spheroidal sequences, which are designed to be pairwise orthogonal and have
good spectral characteristics. Since they are orthogonal, several statistically independent estimates at each frequency are combined to create an estimate that has a
significantly reduced variance [9].
In Figure 3.5, the MTM is compared with the original periodogram and the
Welch method. During the comparison to the Welch method using a DFT size
of 16, the MTM method shows more variance but does not lose any frequency
resolution in relation to the original periodogram. It is clear from these results that
among these methods, the MTM is a better choice for attempting to find the center
frequency and bandwidth using spectral estimation techniques.
3.2.2.

Minimum Mean-Square Error Estimation

A Single Signal Using the MTM spectral estimation technique discussed in 3.2.1,
it is possible to ultimately obtain an estimate of the signal bandwidth and center
frequency. Given the power spectral density estimate, the center frequency and
bandwidth can be found by locating a contiguous section of the spectral estimates
that contains more than 95% of the total energy. If it is assumed that there is a
single signal within the bandwidth of interest, then this can be accomplished by
graphing the portion of the total energy contained in the spectral estimate, starting
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Figure 3.4: Welch method of spectral estimation on 1024 points of with 50% overlap
between sections
from the left-most frequency bin. This is depicted in Figure 3.6a. Taking the index
of this function, where the value is closest to .05 and .95, yields the left and right
edge of the signal, respectively. These two edges are combined together to obtain
an estimate of the center frequency and bandwidth as seen in Figure 3.6b. In this
case, the MTM and Welch methods produce similar results and performance.
Multiple Signals

This method of estimating the center frequency and bandwidth

does not work if multiple signals exist in the received bandwidth. If it is assumed
that each point in the spectral estimate is Gaussian distributed with variance σ2
and a mean µ that is the value of the true spectrum, it is possible to formulate a
maximum-likelhood approach to the problem. For each of the K signals, the value
of the spectral estimate k X̂ [k]k2 is a function of the unity power and normalized
bandwidth spectral mask of each signal Sk [k ], the power in the signal Pk , the center
frequency f ck , and the bandwidth BK . In the case of maximum-likelihood estimation, it is assumed that all possible values for each unknown are equally likely.
These can all be combined into a vector of unknowns θ. If each of the points in

47

Periodogram
Welch
MTM

10
0

Power [dB]

−10
−20
−30
−40
−50
−60
−0.4

−0.2

0.0

0.2

Normalized Fre uency [f/f_s]

0.4

Figure 3.5: Welch method with segment size of 16 with 50% overlap between sections compared with MTM on 1024 points

Portion of Total Energy

1.0

MTM
Welch

0.8
0.6
0.4
0.2
0.0

−0.4

−0.2

0.0

0.2

Normalized Frequency [f/f_s]

(a)

0.4

(b)

Figure 3.6: 3.6a) Cumulative sum of the portion of total energy 3.6b) Center frequency and bandwidth estimation
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k X̂ [k]k2 are Gaussian distributed, the maximum likelihood estimate for θ is
θ̂ = arg min ∑
θ

k

k X̂ [k]k2 − ∑ e

− j2π f ck k
N

!2
Pk SkB [k ]

(3.2)

k

where SkB is the DFT of the spectral mask of the signal adjusted to be of bandwidth
B. This essentially finds the set of parameters that minimizes the mean square error between the theoretical PSD and the measured PSD. This approach can quickly
become computationally intractable or even unusable if the frequency-selective
multi-path channels or signals that do not have well-defined spectral masks over
such short collects are taken into account. However, to simplify the problem for
the purposes of demonstration, it is possible to assume that exactly three signals
exist in the spectrum so that it is only necessary to find their center frequencies
and bandwidths. The spectral mask of each signal can be approximated by a rectangular function in the spectral domain with an adjusted bandwidth B. The result
of this experiment is shown in Figure 3.7. It is apparent from these results that the
maximum-likelihood approach can work reasonably well under the assumptions
outlined previously, but it is not clear how accurate these estimates can be under
different channel conditions.
To analyze this, three signals are placed in the same three locations in the spectrum with varying SNR. In this case, the SNR is calculated considering only the
noise that lies within the same bandwidth of the signal. Through 100 trials, the
center frequency and bandwidth are estimated for the three signals and averaged
together to yield an estimation error. For the center frequency, it is common to
express error as a percentage of the signal bandwidth, but here the signal bandwidth is not known a-priori so the error is expressed in absolute terms. The result
for the center frequency error is shown in Figure 3.8a. At 0 dB SNR, an error of
.12 is quite large, considering that the bandwidth of the signal is .125 on a normalized scale. Intuitively, this result makes sense since, at 0 dB SNR, the noise floor
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Figure 3.7: Center frequency and bandwidth estimation using the MTM spectral
estimate for three signals
is nearly the same level as the signal itself. At around 3 dB, the error plateaus at
around .012 and does not decrease any further. The reason it does not do so is
because, in an attempt to solve (3.2), a discrete set of center frequencies is chosen
to evaluate its value and the closest center frequency to the actual one is precisely
.012 away in value. The reason behind the similar behavior observed in Figure 3.8b
for the bandwidth estimation error is the same. The bandwidth estimation error is
expressed as a percentage of the actual bandwidth. In all cases, the bandwidth is
over-estimated.
Final Remarks here are many techniques that exist to estimate the center frequency and bandwidth of a signal using some kind of substantial a-priori information, such as that leveraged in synchronization techniques. Without a-priori information or the luxury of substantially long data records, the task of center frequency
and bandwidth estimation becomes substantially more difficult. A maximumlikelihood approach, based on the assumption that the spectral estimate produced
from the MTM is Gaussian distributed with a mean equal to the true value of

50

10

0.14
0.12

8

Error [absolute]

0.10

Error %

0.08
0.06

6
4

0.04
2

0.02
0

1

2

3

4

5

SNR [dB]

6

7

8

9

0

0

(a)

1

2

3

4

5

SNR [dB]

6

7

8

9

(b)

Figure 3.8: 3.8a) Normalized center frequency estimation error as SNR varies 3.8b)
Bandwidth estimation percentage error as SNR varies
the spectrum, is validated on a simplified case in which the number of signals
is known and a relatively simple AWGN channel is used.. In reality, the MTM
produces a biased estimate that comes from the power in adjacency frequencies
“leaking” into each other, but these results suggest a reasonable performance for
detection purposes.

3.3.
3.3.1.

(New Results) Wideband Signal Isolation
Simple Signal Isolation

After the center frequency and bandwidth are estimated, the signal of interest can
be isolated in the frequency domain by filtering, downconverting, and downsampling. First, the signal can be filtered by designing an appropriate filter. Assuming
that the signal of interest is digitized to a complex baseband, has a single-sided
h
i
fs
bandwidth B ∈ 0, 2 , and center frequency f c ∈ [− f s /2, f s /2], a filter based on
the ideal cut-off frequency response would be:
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N/2−1

h(n) =

∑

w(n)

n=− N/2

Bsin(πBn) −πjn ffcs
e
,
πBn

(3.3)

where N is the filter order and w(n) is the window function.
This is often referred to as the window method of digital filter design which attempts to closely approximate the ideal “box” filter
(
Hideal (e2πj f ) =

1,
0,

f ∈ [ f c − B/2, f c + B/2]
otherwise

(3.4)

To achieve this idealized filter response, an infinite number of filter taps are required. The window method approximates this by truncating the response to N
filter taps and multiplying by the window function. Hence, this family of filters
are called the finite impulse response (FIR) filters. This simple filter design can
be used to isolate a signal in the frequency domain, given an arbitrary center frequency and bandwidth, but the filter must be “sharp” enough to properly separate
it from other signals. A digital FIR filter specification is generally given through
four properties
1. f p : Pass band edge frequency
2. f s : Stop band edge frequency
3. δp : Maximum pass band ripple
4. δs : Maximum stop band ripple
These can be described pictorially through Figure 3.9. The transition bandwidth determines how “sharp” the filter is, defined mathematically as | f p − f s |.
Other FIR design algorithms not detailed here, such as the Remez algorithm, aim
to optimize the trade-offs in these properties while minimizing the number of taps
N in the filter.
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Second, the digital downconversion
is performed by a multiplication of the
entire sequence by a complex exponential. Finally, the signal can be downsampled by simply keeping only 1 of
so many samples.
Computationally speaking, the method Figure 3.9: FIR Filter Specifications
of separating a signal using the window method design for filtering is inefficient. This is the case because a signal
can be extremely narrow relative to the sample rate. In a scenario where a signal
has a bandwidth of f s /100 a 1,000 or even 10,000 tap filter may be necessary to
isolate the signal properly. A 1,000 tap filter, at a sample rate of 1 GHz, necessitates
a computing platform that can achieve 1 tera-floating point operations per second
(TFLOP/s). At the time of this writing, only state-of-the-art end FPGAs and GPUs
can achieve this rate and this is only for one signal.
3.3.2.

Polyphase Filters and Filter Banks

Using multi-rate digital signal processing it is possible to significantly reduce the
computational complexity from the simple design outlined in the previous section. A multi-rate filter is called that because the effective sample rate is changed
through the decimation or zero-padding in the internal design of the filter. This
approach allows the simultaneous removal of samples that are redundant in terms
of information and also filter. There are many techniques to design multi-rate filters that are well understood. A polyphase filter is one such multi-rate filter that
allows for the accomplishment of the goals presented here and, with a simple extension, allows for the separation of multiple signals simultaneously to with only
a slight increase in computational complexity.
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A digital filter can be expressed pictorially as a tapped delay line and mathematically with its impulse response h[n] and its corresponding z-transform H (z−1 )
defined as
H ( z −1 ) =

∞

∑

h(n)zn ,

n=−∞

n ∈ Z.

(3.5)

The entire system is depicted both in Figure 3.6 and mathematically (except for
downsampling) as:
y[n] = e−2πjn f d

N −1

∑

x [n − k ]e−2πjk f d h[k ].

(3.6)

k =0

Now, since downsampling effectively only acts on the Mth and discards the rest,
this is equivalent to downsampling and then downconverting with e−2πjnM f d . Furthermore, it possible to entirely eliminate the downconversion step by restricting
the signal center frequency f d to lie exactly at one of the aliased versions of the
signal
fd =

k
M that arises
k
k ∈ Z.
M,

from the downsampling process. This adds the restriction that
Up to this point, the need for the digital downconversion is

eliminated but, with the downsampler being at the end of the process, this means
that the calculated samples are still being discarded. Therefore, it is possible to
downsample before the filter if the filter can be described by how it acts on the Mth
sample. The filter H (z−1 ) is expanded as:
H (z−1 ) = h(0) + h(1)z1 + h(2)z2 + ... + h( N − 1)z N −1 .

(3.7)

This can be further be broken down into an M-path partition, where the filter
output is described as the sum of the M filters Hi (z−1 ) that are delayed by the zi
that operate on every Mth sample. For example, H0 (z−1 ) = h(0) + h( M )z M + ... +
h(2M)z2M . Thus, the filter can be expressed using its constituent filters as:
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H (z

−1

M

)=

∑ zi Hi (z−1 ).

(3.8)

i =0

Finally, since H (z−1 ) is expressed as filters that operate on every Mth sample,
the noble identity can be invoked. The noble identity states that a filter, which can
be expressed as H (z− M ) when followed by a M to 1 downsampler, is equivalent to
1

the same filter evaluated at z = z M with the downsampler coming before the filter.
In other words, a filter that operates on every Mth sample, which is followed by an
M to 1 downsampler, is the same as the downsampling by M and using the filter
to operate on every sample. Note here that the first sample from the signal x[n] is
sent to the Mth path first.
Computationally speaking, the polyphase filter is much more efficient than the
standard window-based design. Using a polyphase filter, a signal that is 1/1,000
of the bandwidth can be downconverted, filtered, and downsampled simultaneously with a 10,000 tap filter at only 10 multiplies per sample that is 1/1,000 of the
original design. This gain comes mainly from the fact that only the samples that
are to be kept after downsampling are directly calculated
Signal Isolation by Polyphase Filter Banks Polyphase filters have innumerable applications in communications systems, but it is their extension, the polyphase filter
banks, that are used extensively in this study. The design presented in this section is not a unique contribution of the author but a simplified explanation of the
design shown in [6] as it pertains to this problem.
The filter designed in Section 3.3.2 is assumed to be a complex bandpass filter.
The polyphase filter can be equivalently derived, assuming that the prototype filter
H (z−1 ) is a baseband filter with an addition of phase rotators to the outputs of the
constituent filters Hi (z−1 ). Note that since a baseband filter can be transformed
into a bandpass filter by letting z = ze− jθ , the complex phase rotators evaluated at
k

every Mth sample can be added to the output of each filter of the form: e− j2π M .
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Note that

k
M

came from the constraint that the signal must be made to lie at one

of locations of the aliased versions that come from downsampling. This leads to
the fact that the output y[n] can be familiarly expressed as a sum the output of each
branch yi [n] as
M −1

y[n] =

∑

2π

yi [n]e− j M ki .

(3.9)

i =1

which, summarily, is the equation for the kth branch of the DFT. Therefore, the
polyphase filter can be readily extended to a polyphase filter bank (PFB), which
separates the spectrum into M equally spaced sections, according to a single filter specified by H (z−1 ) by using all the branches of the DFT. The DFT is implemented using the fast-Fourier transform (FFT) algorithm in practice for increasing
efficiency. By using the PFB, it is possible to filter the M equally spaced channels of
the spectrum, thus having nearly the same computational complexity of filtering
only one portion of the spectrum using a simple “box” filter design.
A PFB of this type allows for the isolation of several signals all at once, with
some constraints. A signal must not span the boundaries of the filters and only one
signal can be contained in each filter. These constraints are bearable for systems
that are rigorously channelized, such as the IEEE 802.11n, Long-Term Evolution
(LTE), and others. In other words, this technique can be used to separate in cases
where a fixed band-plan for the spectrum of interest is known. This is still not a
completely blind signal processing, but represents one step further to achieving a
real-time implementation.
3.3.3.

Flexible Signal Isolation by Near Perfect Reconstruction PFB

Near Perfect Reconstruction (NPR) polyphase filter banks are a class of the PFBs
that can separate a signal in frequency, as described in Section 3.3.2, and then recombine the signal using a similar formulation with minimal error between the
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original signal and the reconstructed signal. Such PFBs are useful because they
allow for a direct processing of a signal in the frequency domain rather than the
time domain. The (OFDM) systems are an example of an area where this technique is most used. An OFDM system transmits information at discrete frequencies that are warped by frequency-selective fading and compensated by multiplying each frequency by a scalar. The transmission at discrete frequencies effectively
changes one wide channel that is undergoing frequency-selective fading into several smaller channels that are undergoing frequency-flat fading. It may seem that
an OFDM system does not use the same PFB that is described previously, but it is
in fact the same if the prototype filter is H (z−1 ) = 1. In fact, the next evolution of
the OFDM systems will use the PFBs heavily to overcome some very well-known
disadvantages of the OFDM systems, such as the need for a cyclic prefix to overcome inter-symbol interference. An OFDM system transmits a time-domain signal
by multiplexing it into different frequencies and it is demultiplexed back into the
time-domain at the receiver by running a DFT on the signal. It is a similar process
for the PFBs described previously, in that there is a PFB that can essentially be the
inverse. These PFB pairs are called the “analysis” and “synthesis” filter banks.
Using these NPR filter banks, it is possible to separate a signal into many narrow filters and then to selectively combine some of the outputs of these filters. This
effectively creates a bank of filters with an arbitrary set of center frequencies and
bandwidths. Thus, by estimating the center frequency and bandwidths of multiple
existing signals in the spectrum, all of them can be isolated simultaneously. This
is entire process is talked about in detail in [6]. As an example we begin with two
signals in the spectrum as before.
Signal one is a binary phase-shift keying (BPSK) and signal two is a quadrature
phase-shift keying (QPSK). To isolate them, the first step is to separate the entire
spectrum into several narrow channels relative to the signal sizes. In this case, the
number of channels M is chosen to be 16. The spectrum can be separated using a
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PFB, with a prototype filter H (z−1 ) being designed as a box filter with 8 × M taps
with a Kaiser window. Here, the frequency response in all 16 channels is the same
as that of the prototype filter. The results of this separation into 16 channels are
shown in Figure 3.11. The periodogram PSD estimate demonstrates for each of the
16 channels how the PFB essentially slices the spectrum into 16 pieces. Channel 8
in this figure corresponds to a filter centered at the baseband with a bandwidth of
f s /16. It is noticeable that, in many cases, the signal is cut into pieces as shown in
channel 4 and channel 12.
Now, each signal can be combined
using a synthesis filter bank of an appropriate size.

For signal one, four

Periodogram Power Spectral Density Estimate

20

Signal One
10

Signal Two

0
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Figure 3.10: Wideband Capture Example

number of channels to combine.
Figure 3.12 shows the real part of the reconstructed signals overlaid with the
original signals and with the filter delay taken into account. The outputs of the
synthesis PFBs are nearly identical to the original signals and have an error of less
than 1%. With this level of error, the only constraint on arbitrarily separating signals in the frequency domain, assuming that the signal has a long enough lifetime
Te , is determined by the number of channels in the analysis PFB M.
In contrast to the method of separating signals using a single-rate windowbased filter design, which can also be used to isolate signals with arbitrary center
frequency and bandwidth, this method reduces the computational complexity con-
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Figure 3.11: Separation of spectrum into 16 channels by PFB
siderably. Revisiting the former method, if 100 signals are present in the spectrum,
each being a bandwidth of fs/1000, a filter with a transition width of f p − f s of
3 ∗ f s /1000 and a stop-band attenuation of δs would be required.
Using a standard design tool to create a filter with such specifications yields a
nearly 1,000-tap filter. To isolate 100 signals of this kind would require approximately 100,000 complex multiplies per input sample. With the latter method presented here, the spectrum can be split into 1,000 channels simultaneously for approximately as many taps in the prototype filter H (z−1 ) divided by the number of
channels M. Therefore, each channel can be separated by an 8,000-tap filter for the
cost of 8000/M = 8 complex multiplies per input sample. If the channels need to
be combined through a synthesis PFB afterwards, the sample rate has already been
reduced to one thousandth of the original rate, so any necessary processing would
be trivial in comparison with the original analysis PFB.
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3.4.

Blind Source Separation

Much of the research in modulation classification, which is covered later in Sections 4 and 5, focuses on scenarios with a single observed signal and a single receiving antenna [10]. However, in many cases, the observing radio is placed within a
network of nodes that have protocols designed to minimize the interference within
themselves. Since the observing radio is not a part of this network, it often has to
receive one or more signals simultaneously. This creates a scenario that closely
resembles that of the multi-user detection problem requiring urgent attention by
researchers in the early 1990s in order to make the code-division multiple-access
(CDMA) networks, which dominate the cellular market today, more practical. In
early CDMA networks, multiple users transmitted to the same base station, but
the transmitted signals arrived at different times, had different frequency offsets
relative to each other, and also had different time offsets relative to each other.
This allowed many substantially difficult and interesting research problems to
arise.
At that time, many methods were proposed to solve the issue of receiving multiple interfering users, with the successive interference cancellation (SIC) technique
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being among the more commonly implemented techniques, attempting to iteratively isolate, demodulate, re-modulate, and subtract each signal from the original
received signal until nothing was left.
This kind of technique makes sense when some information about the signal,
namely its spreading sequence or arrival time, are known beforehand.
Blind source separation (BSS) algorithms offer an alternative to the other approaches used to solve the multi-user detection problem that attempt to remain as
agnostic as possible to the signals that need to be separated. The most popular
among these algorithms is the independent component analysis (ICA) algorithm,
which makes only the weak assumption that the mixed signals are statistically independent. Using the ICA, it is possible that much of the previous research in
modulation classification can be extended to multiple observed signals and multiple receiving antennas. For the general scenario of multiple transmitting users
being received by an observing radio equipped with multiple receiving antennas,
Figure 2.3 can be used as a model.
Limitations of BSS Every BSS algorithm introduces an ambiguity in the phase,
amplitude, and order in which they are produced from the separation process.
This occurs in the general formulation of the BSS, which is given by: X = AS,
because the unknown mixing matrix, A, can still satisfy separation requirements
if the order of the rows are permuted or the magnitude of the rows is changed. If
necessary, it is possible to resolve these ambiguities by associating the separated
signals with other signatures that are apparent in the separation. The details of the
ICA algorithm are highlighted in more detail later, in Section 3.4, but it is important to highlight this particular limitation here. To demonstrate it, the real part of
the three QPSK signals are mixed with a random channel and separated using the
ICA, and the results are shown in Figure 3.13. In this example, the three original
source signals are shown separately on the three leftmost figures. In the middle
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three figures, they are shown as mixed together in different proportions, thus representing what is received at the three different antennas. Finally, in the right-most
three figures, the signals are unmixed using the ICA. The signal labelled “Recovered 1” is not a reconstruction of the “True Source 1” but rather of “True Source 2.”
This is the result of the ambiguity of the order induced from the ICA and, more
generally, from the BSS techniques. Furthermore, the signal labeled “Recovered 0”
is the negative of the “True Source 0,” which can be thought of as being 180 degrees
out of phase with the original signal. This limitation does not often prevent its usage, especially in the context of modulation classification where, in many cases,
it is not necessary to identify the source by the data held within the modulated
signal.
Prior to jumping into the ICA, it is only fair to point out that there are many
ways to use multiple antennas to increase the performance for a variety of tasks in
telecommunications, including modulation classification. These benefits are made
clear through previous studies that demonstrate an increase in classification performance, an ability to classify multiple signals simultaneously, and an ability to
implement distributed classification techniques [11, 12, 13]. However, the work
contained in this section differs in its assumptions. First, it is both possible and
likely that each user is using a different modulation. Second, the number of users
that are transmitting is not known a-priori but only that this number is less than
the number of the receiving antennas available to the observing radio (M < N).
fastICA Algorithm

The fastICA algorithm is used for many applications and its

ability to separate the Gaussian signals is documented [14]. The details of the ICA
algorithm can be found in [14], but a summary of the pertinent details is provided
here. The ICA model assumes a set of K-dimensional random variables that form
a matrix of observations X = ( x1 , . . . , x M ) T . The problem of separation requires
finding a weight matrix W ∈ C M× N that minimizes the mutual information in
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Figure 3.13: Three signals mixed with a random channel and separated using ICA
the produced signals S = (s1 , . . . , s N ) T . In an equation this can be expressed as
X = AS, where A = W −1 . Each column of the weighting matrix wi can be estimated, one-by-one, by maximizing the entropy in wT x using a stochastic gradient
descent algorithm. Calculating the entropy directly is computationally complex,
which is why a host of the so-called contrast functions are proposed that are maximized when the entropy of the separated signals is also maximized. Many contrast
functions provide comparable levels of performance for the generic ICA problems,
with any difference arising from signals that have particular distributions converging fastest for a particular contrast function. Without knowing the distribution of
the incoming signal, choosing a generic contrast function suffices.
Although the necessity of the BSS is shown here for the contexts of modulation
classification and blind signal analysis in general, the evaluation and analysis of
the usefulness of this technique is conducted in Chapter 4, where it is evaluated in
terms of its ability to allow modulation classification techniques to be performed
after separation.
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3.5.

Limitations

This section presents a method by which several signals that may exist in a large
digitized spectrum without discarding any samples can be separated. The work
presented in Section 3.2.1, regarding the estimation of the center frequency and
bandwidth of multiple signals simultaneously using a minimum mean-square approach, is novel and can be further improved, analyzed, and streamlined depending on particular application. The algorithms presented in both Sections 3.4 and 3.4
do not present entirely novel algorithms in themselves but rather place the existing algorithms into a holistic framework for what is likely to be necessary in order
to achieve proper signal classification results that are presented in subsequent sections.
The approach of first separating signals in frequency prior to separating them
in space using BSS techniques has the downside of not being able to fully utilize the
dynamic range of the receiver. This is commonly referred to as the near-far problem in other wireless systems. The near-far problem occurs when the receiver attempts to digitize both a strong, presumably nearby signal as well as a very weak,
presumably far away signal. In this case, the receiver may be saturated by the
strong signal and hence would not be able to properly observe the weak signal
that may now be under the quantization noise floor. A common way around this
issue is to attempt to first spatially separate both the near and far signals so that
they can be properly processed. The disadvantage to using the BSS before filtering is that the BSS algorithm would have to separate perhaps hundreds of signals
instead of only a few that remain after initially separating the signals in frequency.
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4.

4.1.

S IGNAL C LASSIFICATION BY C YCLOSTATIONARITY

Introduction

This section presents several novel modulation classification algorithms and analyzes those that particularly focus on a feature not commonly used, called the
spectral correlation density (SCD). The SCD is a particularly useful feature in classifying a diverse set of signals, even in the presence of a relatively harsh channel
that includes common radio impairments. Its major downside is the fact that it
is much more computationally complex than the other existing features. Consequently, a novel algorithm for reducing the computational complexity to a mere 3%
of the original computational load is presented and analyzed. The performance of
using the SCD as a feature in classification is lacking for some types of signals that
appear particularly similar, such as the higher-order quadrature-amplitude modulation (QAM) and phase-shift keying (PSK)-type signals. For this reason, it is proposed that the SCD is used in conjunction with other features and post-processing
techniques, such as averaging, to boost the classification performance.

4.2.

Existing Work in Blind Modulation Classification

The task of determining the modulation of an incoming signal is named modulation classification (MC), recognition, or identification [15] and has a variety of
applications in both the military and commercial domains [16]. Sometimes this
is called automatic modulation classification (AMC), meaning that the classification decision is made automatically by a computer rather than a human being.
Much of the existing work in this area focuses on MC applications that involve
non-cooperative communications. Non-cooperative communications is when the
signal of interest is coming from a transmitter that does not intend for its data to
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be interpreted by the observing radio. This is opposed to the normal wireless system that is designed to relay the modulation through the use of bits in the physical
layer header that are from a known modulation. Non-cooperative communications is, in general, a more challenging scheme than cooperative communications
since it is possible to exploit other known properties of the incoming signal.
The term blind MC is used in the literature in many cases, although varying
levels of assumptions are made. For example, it is common to assume that a signal
of interest is within a small set of all possible modulation schemes. In the scenarios to be described in later sections, this term is used to indicate any signal that
has already been detected and is sufficiently isolated from other signals by similar
techniques as those presented in Chapter 3.
Signal Model After a signal undergoes the necessary preprocessing steps, the
model mentioned in Section 2.4 can be slightly simplified to include only a single
signal at the complex baseband:

x (t) =

∑ e j2π f0 t e jθ αsk g(t − (k − 1)T − eT )

0 ≤ t ≤ KT

(4.1)

k

with f 0 , θ, and e, and α being the carrier frequency offset, the time-invariant
carrier phase, and the timing offset of the signal with respect to the receiver’s reference clock and the amplitude of the signal, respectively. Each of the equiprobable
complex data symbols sk have a symbol period T for the modulation of the order
P. The channel response to the transmitted pulse shape p TX is the convolution
between the h(t) and p TX and is denoted by g(t). The nature of the channel impulse response h(t) and the p TX is assumed to be such that the frequency-flat, slow
Rayleigh fading takes place.
Attempting to classify the modulation of the signal can be broken down into
three stages with each having its own challenges. First, a signal goes through a
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preprocessing stage in which the common signal parameters, such as the center
frequency offset f 0 or the symbol rate that can be estimated, and the channel effects, such as multi-path fading, can be compensated for through equalization.
This is done to maximize the effectiveness of the second stage, the feature extraction stage, in which a set of features is extracted from the signal using a variety
of algorithms. Choosing a set of features that can most effectively describe the
incoming signal is the primary MC research subject. Last, the classification stage
implements a decision structure to best differentiate the incoming signals based on
extracted features. A few common decision structures include a decision tree, an
artificial neural network, or a support vector machine.
These three stages are not always treated as disjointed from one another, but
the details about the preprocessing stage are often omitted or lacking in detail the
literature in this area. For this reason, much of the existing MC work can be summarized while focusing on the feature extraction and classification stages.
4.2.1.

Likelihood Techniques in Modulation Classification

Feature extraction methods in the MC can be largely separated into two types:
likelihood-based and feature-based. The likelihood-based methods can be loosely
described as feature extraction methods in which the feature being extracted is a
likelihood. However, work with likelihood-based methods is rarely formulated as
a feature extraction method and thus it is more practical to think that these methods simply combine feature extraction and classification into one step. Likelihoodbased methods can be considered optimal in the sense that they achieve the least
probability of misclassification [17]. Nevertheless, this comes at the cost of a computational complexity that eludes real-time implementation in many cases [10].
Likelihood-based methods come in three categories, including the Average Likelihood Ratio Test (ALRT), the Generalized Likelihood Ratio Test (GLRT), and the
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Hybrid Likelihood Ratio Test (HLRT).
The ALRT is called thus because it attempts to look at the averaged distribution
of the unknown parameters vi with the known probability density functions (PDF)
conditioned on the ith modulation of Hi [18, 19, 20, 21]. The likelihood function Λ
of the noisy received signal r (t) under the hypothesis Hi is
(i )
Λ A [r (t)]

=

Z

Λ[r (t)|vi , Hi ] p(vi | Hi )dvi .

(4.2)

The known PDFs are represented by p(vi | Hi ) and are effectively averaged through
integration. The conditional likelihood function of a complex baseband signal in
additive white Gaussian noise (AWGN) is

(i )
Λ A [r (t)|vi , Hi ]



= exp

2N0−1 Re

KT

Z
0

∗



r (t)s (t; ui )dt −

N0−1

Z KT
0

2



|s(t; ui )| dt .
(4.3)

where N0 is the two-sided PSD of Gaussian noise and the unknown parameters
vi include signal parameters ui and the noise PSD N0 .
This is the most accurate of the likelihood-based approaches and is often used
as a theoretical upper bound for the probability of correct classification for other
methods, but it is also the most computationally complex. The reason that the
ALRT is the most computationally complex lies mainly in the fact that it attempts
to classify by determining which set of PDFs for the unknown variable is most
likely to explain the data. Therefore, if 10 complex modulation symbols sk are
collected, then the modulation is determined as the one whose sum of individual likelihoods of each received symbol given that one of M modulations were
sent is the highest. However, as is pointed out in Section 3, the symbols sk are
not available directly without proper synchronization. To compensate for this, the
ALRT-based methods attempt to estimate other important unknown parameters,
which synchronization tends to estimate and compensate for, such as the f 0 , e,
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and θ [22]. Although f 0 ∈ [0, 2π ], it is not practical to use the ALRT to ascertain
which of the infinitely many values in this interval does the observed data support
in the most-likely sense. The question then arises, “to what resolution should the
carrier frequency offset be estimated?” Increasing the resolution is accomplished
by allowing the carrier frequency offset to take on more values in the interval, but
doing so also increases the amount of computation that the ALRT needs to accomplish.
Every unknown parameter and each potential modulation that the ALRT attempts to estimate increases the dimensionality of the computation, causing an
exponential increase in computation. Thus, although the ALRT can potentially
handle signals that are not synchronized theoretically, unless the search space for
the unknown parameters f 0 , e, and θ is narrowed through other preprocessing
techniques or a-priori knowledge, it is largely impractical for real-time implementations.
The GLRT uses the maximum-likelihood estimates for unknown quantities instead of treating them as random variables with a known PDF [23, 24]]. This is
less computationally complex than the ALRT, but it is also less accurate than the
ALRT and suffers from being unable to differentiate nested constellations, such as
16-QAM and 64-QAM, entirely. These two algorithms can be combined to create
the HLRT. The GLRT and the HLRT are computationally more tractable than the
ALRT by design, but generally still find themselves too computationally complex
for real-time operation. The variants of the HLRT are the closest to real-time implementation, with the Discrete Likelihood-Ratio Test (DLRT) being the only variant
that has been implemented in a more practical scenario [25].
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4.2.2.

Feature-based Techniques in Modulation Classification

A feature-based method extracts a set of descriptive values from the signal that
differentiates each signal from one another. This approach is sub-optimal in terms
of correct classification probability, but it substantially reduces the computational
complexity for real-time applications. These features can include cumulants [12,
26, 27, 28], time and frequency domain statistics [29, 30], wavelet transform coefficients [31], or a combination of these features [32]. Finding the best set of features
to accurately identify modulation schemes is the subject of the bulk of research in
the MC area. However, it is not uncommon for the same set of features (cumulants
in particular) to be discussed in numerous papers with the differentiation coming in through the classification stage. The classification stage employs a variety
of machine learning techniques to various degrees of success. The most prominent of these techniques include the artificial neural networks, the support vector
machines, and the decision trees. The details of these, along with some commonfeature preprocessing techniques, are discussed further in Section 4.2.3.
The same assumptions tend to exist with the feature-based MC techniques as
do with the likelihood-based techniques regarding synchronization. In the papers
cited, and to the best of the author’s knowledge, the vast majority of the work in
the area of system synchronization is assumed explicitly or implicitly. This would
not be so surprising if the features in question are not sensitive to system synchronization or have some level of immunity to the smaller values of f 0 , e, and
θ. However, certain features are especially sensitive to the f 0 , e, and θ such as
cumulants, and these are the ones most prominently discussed in the literature.
After a signal is isolated from other signals, downconverted to the baseband,
and with its bandwidth roughly normalized, the feature extraction stage can begin. However, although the signal has gone through this much processing, the f 0 ,
θ, and e are still non-zero, implying that the system is still not fully synchronized.

70
However, the feature discussed in this section is immune enough to the non-zero
f 0 , θ, and e that synchronization is essentially unnecessary. Based on cyclostationarity, this feature does not need to discern a modulation based on symbols but
rather a general pattern of periodicity that remains largely intact without synchronization and is unique to a broad set of modulations.
4.2.3.

Preprocessing and Classification Tools

To extract characteristic features from a signal, the signal often requires many signal processing steps that are already covered in this paper in detail, such as center frequency and bandwidth estimation and wideband filtering. These steps are
sometimes referred to as preprocessing, but it can be confusing that the transformations performed on the extracted features are also called preprocessing. Hence,
this is referred to as feature preprocessing in this dissertation in order to avoid ambiguity. There is a substantial body of research for feature preprocessing in the classification community that focuses on algorithms that can make decision-making
tools, such as support vector machines and neural networks, perform better or
help make the results of a classifier more readily interpreted. In this section, a brief
introduction to and description of some of the many tools that exist to optimize
classification accuracy after feature extraction has been performed are presented.
Feature Selection The objective of feature selection algorithms is to reduce a larger
set of features to a smaller subset by removing the features that are determined to
be either redundant or irrelevant. This approach differs slightly from the so-called
dimensionality reduction techniques, which first attempt to transform the features
into a new set of features, in a way that only a few of the new features can account
for most of the differences observed between the classes. There are three major
types of feature selection algorithms:wrappers, embedded methods, and filters.
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The wrappers use the performance of the classifiers to score the importance of
features in a feature space. The embedded methods are similar to the wrapper
methods as they both utilize the classifier when ranking features, but they “incorporate[s] variable selection as part of the training process” [33]. The filter methods
function differently than the embedded and wrapper methods by determining the
importance of a feature using a classifier-independent scoring function [33]. The
filter and wrapper methods are used and discussed later in Section 4.4.1.
Score-based Feature Selection

Score-based feature selection techniques are an

example of filter feature selection algorithms. These algorithms reduce an initial
feature space of the M features to a set of K features (where K ¡ M) by passing
all M features to an appropriate scoring function and selecting the K best-scoring
features. This scoring function is independent of the classifier being used on the
features which makes this technique a filtering algorithm. There are various scoring functions that can be used, but this project implements the analysis of variance
(ANOVA) and the mutual information feature selection techniques. The ANOVA
scoring function determines the importance of each feature by comparing 1) the
variance of a set of features X within the samples of a common label (group) and
2) the variance of the set of features Y across all groups. The ANOVA test takes
the ratio of these two values to produce a score known as the F-value, as shown
below [34]:

Frat

MSbn
=
=
MSwn

∑(X −X̄ )2
N −1
∑(Y −Ȳ )2
N −1

=

∑(X − X̄ )2
∑(Y − Ȳ )2

(4.4)

If Frat is closer to 1, then the variances are similar, implying that the groups are
similar looking only at one feature. The farther it is from 1, the more likely that this
feature can be used to differentiate between the classes. For a more detailed discussion on such experiments and on one-way ANOVA, the reader is encouraged to
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refer to [34]. Another scoring function that can be used is based on mutual information. Mutual information is another statistic based on entropy that attempts
to describe how much information is gained about one variable when another
is known. The mutual information between several variables requires knowing
the joint probability density functions (PDFs) for each pair of variables and consequently requires a substantial amount of samples. Instead, the joint PDF can also
be estimated using the provided samples with the k-nearest neighbors density estimation technique. An expression for this implementation of mutual information
is provided in equation (4.5) [35]:

I ( X, Y ) ≈ φ( N ) − φ(m) + log(Vm;y ) − φ( Nx ) + φ(k) − log(Vk;y| x ),

(4.5)

where X and Y are random variables, V is the volume, φ(n) is the digamma function, and k and m denote different neighbors.
Recursive Feature Elimination Recursive feature elimination (RFE) is an example of a wrapper feature selection algorithm. The RFE determines a feature’s measure of importance by observing how the incorporation of certain features affects
the classifier’s performance. At each iteration of the RFE, a certain number of features are removed. This new space is then used to train and test the classifier.
Based on the classifier’s performance on the testing data, a new set of features are
removed from the feature space, and the procedure repeats until the desired number of features is obtained [36]. The advantage of this algorithm is that it weights
the features based on performance rather than a statistical measure of redundancy.
However, this algorithm has a large computational cost, as it requires a substantial
amount of time to be completed for high-dimensional data sets.
Classification Tools
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SVM Support vector machines (SVMs) are generally used to classify between
two classes that are linearly separable. If the classes are linearly separable, then a
hyper-plane can be chosen so that the points that are at a negative distance to the
hyper-plane are of one class and those that are at a positive distance are of another
[37]. Finding such an optimal hyper-plane involves solving an optimization problem using quadratic programming for which there are many tools available. Most
datasets are not linearly separable and often contain noise. In order to counteract this, the SVMs use a linear transformation with a chosen kernel to transform a
low-dimensional problem into a high-dimensional space where data is more likely
to be separable.
Boosting Boosting is an algorithm for training an ensemble of classifiers. Ensemble classifiers are used widely in machine learning and are based on the principle
that it is easier to generate weakly performing classifiers than to create one strong
classifier. A boosting algorithm can be implemented in several ways but, in general, an ensemble is first trained on an initial data-set. Subsequently, the samples
that are classified incorrectly are given heavier penalties in the training algorithm
in the hopes that the next time it is trained these samples will be correctly classified. This algorithm is repeated iteratively until a chosen condition (perhaps performance related) is met [38].
Bagging Bagging stands for bootstrap aggregating. Bagging stands for bootstrap
aggregating. Bagging is also an algorithm for training the ensemble classifiers. It
is known that an ensemble classifier performs well when the constituent classifiers
are diverse in terms of their classifications. Bagging aims to create a diverse set of
classifiers by training the constituent classifiers on different subsets of the original
training set [38].
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Multi-layer Perception The multi-layer perceptron (MLP) is essentially a feedforward neural network. It is a machine learning technique that attempts to model
the human brain in order to make classification decisions. Its structure consists
of connections between neurons with each connection having an assigned weight.
A standard neural network contains an input, output, and hidden layer. When
training the MLP, the objective is to update the weights of each connection after
calculating the error. A common method of training the MLP is called the backpropagation algorithm, which provides a method of updating the weights by estimating the local gradient of a neuron that can be accomplished using the stochastic
gradient descent (SGD).

4.3.

Cyclostationary Features for Signal Classification

he search for features that can distinguish between a large set of modulations and
remain robust to many common channel impairments ranges from simple timedomain statistics that lend themselves to hypothesis testing to more computationally intensive techniques developed for the time-frequency analysis of signals.
Finding such a feature is naturally difficult, because the more diverse a set of signals becomes the less apparent is the set of features that should be used. For example, there are many papers that classify modulations based on a constellation
diagram. However, the concept of a constellation only applies to the single-carrier
digital communication signals, which excludes the OFDM, radar, and analog modulated signals. The key to being able to determine the features that can classify
such a broad class of signals is to be able to describe them all under a common
framework. This is one of the ways in which the study of what is called cyclostationary processes has made progress in the field of signal classification. By formulating
wireless signals as cyclostationary processes, it is easier to more precisely extract
the nature of the periodic structures that are often unique to different signals and
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are also robust to common radio impairments.
Many signals and systems are modelled as wide-sense stationary stochastic
processes in which the second-order statistics of the signal remain constant with
time. However, many man-made signals exhibit a periodic or an almost-periodic
autocorrelation function because they contain various periodic structures in time.
From a practical perspective, if a received signal is considered to be a stochastic
process that is a sum of both the additive white Gaussian noise (AWGN) and the
signals of interest, then they each fall into the category of almost-cyclostationary
processes (ACS). The distinction between the cyclostationary (CS) and the almostcyclostationary (ACS) is an important distinction made in the literature and more
details can be found in [39]. Such signals can be said to be cyclostationary or periodically correlated and the analysis of this class of processes has been ongoing
for decades [40]. Over the years, cyclostationarity has been studied rigorously in
the continuous and discrete, the real and complex, and the stochastic and nonstochastic contexts [39].
For example, let x (t) be a continuous-time real-valued stochastic process. The
process x (t) can be considered wide-sense cyclostationary if its autocorrelation
R∞
function, R x (t, τ ) = −∞ x (t − τ2 ) x (t + τ2 )dt, is periodic with respect to the time
parameter t. Due to this periodicity, the autocorrelation function R x (t, τ ) can be
expanded in a Fourier series so that

R x (t, τ ) =

∑

Rαx (τ )e j2παt ,

(4.6)

α∈ A

and

Rαx (τ )

1
, lim
T →∞ T

Z T/2
− T/2

R x (t, τ )e− j2παt dt

(4.7)

where τ is the lag parameter and A is the set of cycle frequencies α so that Rαx (τ ) 6=
0. Assuming that the period for the autocorrelation function is finite, set A con-

76
tains a set of discrete frequencies at integer multiples of the fundamental period of
the autocorrelation function. The coefficients Rαx (τ ) and their Fourier transforms,
which are called the cyclic spectra of the process x (t), are useful in the analysis and
classification of signals and processes. The cyclic spectrum at cycle frequency α of
the process x (t) can be written as:

Sαx ( f )

=

Z ∞
−∞

Rαx (τ )e− j2π f τ dτ,

(4.8)

which can be interpreted as the time-averaged statistical correlation of two spectral components separated by the cycle frequency α. as the bandwidth of each
spectral component approaches zero. The cyclic spectra is especially important
for the analysis, as it has a convenient interpretation that represents the correlation between the two spectral components of a process that are separated by α.
For this reason, the cyclic spectrum can also be called the spectral correlation density (SCD). This property is especially useful for detection, because a process that
produces the additive white Gaussian noise (AWGN) contains no correlation between spectral components, thus making it readily discernible from many signals.
According to the definition in equation (4.8), the S0 ( f ) is actually the traditional
power spectral density (PSD) of the process x (t). The SCD is used in a variety
of signal processing and classification tasks in communications, radar, and other
fields [41, 42, 43, 44]. This primarily stems from its ability to detect and characterize the presence of cyclic features, such as the cyclic prefix length, symbol period,
or carrier frequency, even in the presence of noise and other channel effects. For
example, a complex baseband signal can be represented by
r (t) = [ I (t) + jQ(t)]e− j2π f0 t .

(4.9)

where I (t), Q(t), and f 0 are the in-phase component, the quadrature component,
and the center frequency of the received signal, respectively. It is shown that the
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SCD of this general form of signal is
1 α
α −2 f
α +2 f
α
[S I ( f − f 0 ) + SQ
( f + f 0 ) + S IQ 0 + SQI 0 ].
4

(4.10)

For a traditional BPSK signal, Q(t) = 0, only the first term is non-zero. This is not
the case for a QPSK signal and other higher-order QAM modulations and, hence,
it is possible to classify easily from other signals. This is shown in further detail in
Section 4.3.1.
4.3.1.

Efficient Estimation of the SCD

The difficulty with using the SCD as a feature is that it is relatively more computationally complex to use to estimate digital signals than other features. A single estimate of the SCD of a reasonable resolution can require the computation of 65,536
small FFTs. Estimating the SCD has two commonly-used methods that are optimized for computational efficiency—the FFT Accumulation Method (FAM) [45]
and the Spectral Strip Correlation Algorithm (SSCA) [46]. The FAM offers opportunities for exploiting parallelism [47], particularly on hardware architectures that
allow fine-grained parallelism. The FAM is the most efficient computationally and
is mathematically expressed as:
0

r = N /2−1

X N 0 (n, k ) =

∑0

a [r ] x [ n − r ] e

− j2πk(n−r )
P

.

(4.11)

r =− N /2

with

Sαx (n, k) =

1
N

N −1

∑

n =0


1
α
α ∗ 
0
X
n,
k
+
X
n,
k
−
.
0
0
N
2
2
N N

(4.12)

To further understand how the SCD estimate is computed, it can be broken down
into several sequentially calculated steps.

78
Step 1: Segmententation

First, the signal of interest must be divided into P seg-

0

0

ments of size N that are equally spaced by the N /L sample points. These seg0

ments can be organized into a matrix that has N columns and P rows.
Step 2: Windowed DFT To calculate the spectral components in each segment,
the windowed DFT is calculated on each of the P rows. For convenience or computational efficiency, it can be beneficial to create two matrices from this data, one
that is the conjugated output of the windowed DFT and another that is the nonconjugated output of the windowed DFT.
Step 3: Frequency-Shift Now the frequency-shift for each X N 0 (n, k) in α/2 is
done by multiplying the

mt h

row and

kth

column by e

− j2πkmL
0
N

.

Each pair of rows in X and X ∗ are now multi-

Step 4: Pair-wise Multiplication

plied in preparation for the final step.
The value of Sαx (n, k) is the DFT of the product of

Step 5: Second Windowed DFT

the two rows from the previous step, which can also be implemented with the FFT
algorithm. Not all points in the result of the FFT are used, but only the points near
the center of the resulting spectrum, resulting from the variance of the estimates of
the points at the edge of the spectrum. These points are then placed in the correct
location in the corresponding spectral correlation density estimate. To summarize
the number of computations required to estimate the SCD see Table 4.1.
0

Both N and N are important parameters that can be chosen to leverage several
0

design trade-offs. For instance, N leverages a trade-off in frequency resolution
and estimator variance in the way that is discussed in Section 3.2.1.
0

The correlation between all N points in the sliding window DFT must be calculated so that the number of total multiplications necessary to estimate the SCD
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Table 4.1: FFT Accumulation Method SCD Estimation Steps
Step

Complex Multiplications

0

0

0

PN + P N2 log2 N

N -point Windowed FFT

PN

Downconversion

0

0

0

P ( N )2

Pair-Wise Multiplication

0

0

( N )2 ( P log2 P + N )

P-point Windowed FFT
0

scales with the square of N . The parameter N is the total length of the segment of
a signal used to estimate the SCD.
This parameter can be further broken down into two other parameters, called
P and L.
The parameter P is the number of sliding window DFTs that are ultimately
needed to estimate the correlation between the two frequency components in the
0

original N -point DFT over time.
Finally, the sliding window DFTs are typically chosen to be in equation (4.11)
overlap with each other in order to compensate for the tapered data window a[n].
0

This overlap parameter L, is commonly chosen to be N /4 in which case N =
0

PN /4.
To accurately estimate the SCD, it is important to have both a proper frequency
0

resolution (a high enough N ) as well as enough samples to estimate the correlation
between the frequency components properly (a high enough P). This condition to
0

properly estimate the SCD is well-known and is generally expressed as N  N .
The difficulties in satisfying this condition in practical scenarios are similar to the
conditions mentioned in Section 3.2.1. It is especially difficult for some practical
scenarios to increase the N as it requires the signal of interest to remain present for
many samples. In the case of radar signals, where a chirp signal can last for only
tens of microseconds, increasing the N may not be possible.
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As an example, the SCD for a pulse-shaped BPSK and QPSK with eight samples
0

per symbol is estimated in Figure 4.1 with N = 32, P = 2048, L = 4. In this figure,
only half of the SCD is plotted because the amplitude of the SCD has some notable
symmetries that are explained in [48], namely

α
∗
Ŝαx ( f ) = Ŝ−
x (f)

(4.13)

Ŝαx ( f ) = Ŝαx (− f ).

(4.14)

Additionally, although only some slices of the SCD are plotted in this figure, it can
be assumed that the portions not plotted are essentially asymptotically approaching zero and can be ignored. At the slice of the SCD, where α = 0, the traditional
PSDs of both signals are visible and are essentially indistinguishable, as expected.
Also as expected, the largest peaks away from the α = 0 appear at the symbol
rate of α = −1/8. This implies that all frequencies in both signals are roughly
correlated every eight samples, which makes intuitive sense. What distinguishes
the BPSK from the QPSK are the slices at α ∈ [−1/16, −3/16, −5/16], which come
from the fact that occasionally, with random data, the BPSK is correlated every 16
samples as well when the two consecutive symbols are the same. With the QPSK,
the two consecutive symbols are the same, with a smaller chance than with BPSK,
and the slices at these alphas are, therefore, smaller.
The SCD itself contains enough information to determine the particular properties of each signal, however it contains far too many points to be used directly for
classification. The number of points used to classify a signal can be significantly
reduced by using dimensional reduction techniques, such as principle component
analysis (PCA), and other techniques that are discussed in further detail in Section
4.4. A simpler technique that is commonly used is to take the maximum along
the α axis, which is then used to create an α-profile. Additionally, with the magnitude of the SCD, examined in the previous example, only one quadrant of the SCD
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(a)

(b)

Figure 4.1: 4.1a) SCD of RRC Pulse-Shaped BPSK 8 samples per symbol 4.1b) SCD
of RRC Pulse-Shaped QPSK 8 samples per symbol and with π/4 phase offset.
needs to be calculated according to the identities in equation (4.13).

4.4.

(New Results) Classification of Communications Signals

In leveraging the SCD as a principle feature to classify signals, 10 modulations are
chosen to represent a broad array of possible modulations. The 10 chosen modulations represent a unique challenge in classification on its own, because most
of the literature in modulation classification generally deals with several modulations that are within the same family, such as the FSK, PSK, or analog. Since
this set is so diverse, many of the features, including constellation-based features,
do not apply to this problem and their classification performances also cannot be
compared. The modulations are roughly normalized in bandwidth and set at zero
center frequency in order to focus on the ability of the SCD to classify the signals
and not the general bandwidth or center frequency of the observed signals. These
modulations are represented in Figure 4.2, undergoing an AWGN channel with a
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10 dB SNR.
For testing purposes, each of the modulations undergo an AWGN channel of
0

varying SNR and the SCD is estimated with N = 32, P = 512, and L = 4, which
implies at least 4096 complex samples of the signal are required to produce an SCD
estimate. The SCD is flattened by taking the maximum along the frequency axis
for every value of α to create an appropriate α-profile. Since it is established that
the magnitude of the SCD is symmetric across the α axis, only half of the α-profile,
plus the middle point, is used for classification purposes to make a total of 2,049
features. A total of 250 signal exemplars are produced for every modulation and a
unique SNR within the range of -10 to 10 (inclusive), obtaining a total of 2,750 exemplars for each modulation. These exemplars are then split into a training and a
test set, with the training set including 30% of the original 2,750 exemplars and the
test set containing the remaining exemplars. An SVM that uses a linear kernel is
trained using the training set and then its performance is evaluated. In Figure 4.3a,
a confusion matrix of the results across all SNRs is included. A confusion matrix
helps to visualize how one signal is confused with another through the classification process. In this figure, it is clear that the BPSK, 8-QAM, and 16-QAM are often
confused with each other, suggesting that the SCD may not be a good feature to
classify between these signals and other features may need to be considered.
In Figure 4.3b, the overall classification performance is plotted as a function of
the SNR. As expected, the classification accuracy generally increases as the SNR
increases. However, above 0 dB SNR, the accuracy decreases and levels off at 80%
correct classification. This is actually a relatively common occurrence in the results
of signal classification, although it may be counter-intuitive since, generally speaking, some features of signals should become monotonically more discernible as the
SNR increases. The challenge that is presented to the classifier is to find a feature
that classifies well between signals at both low and high SNRs simultaneously. It is
entirely possible that the feature(s) that the SVM uses to discern signals is distorted
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Figure 4.2: 4.2a) In-phase portion of several modulations 4.2b) Frequency-domain
of several modulations
differently for each signal in the lower SNRs but that at higher SNRs the feature
becomes the same between two signals.
To further the investigation into the utility of the SCD as a feature for classification, the same procedure is performed with a channel undergoing frequencyselective fading and includes common radio impairments such as time-varying frequency and timing offsets. Furthermore, these radio impairments vary with time
according to a random walk. This channel is particularly challenging, as most results in modulation classification do not include these radio impairments that are
inevitably present in a received signal and for which little a-priori information is
known. Each signal undergoes the exact same channel conditions so that the classifier does not attempt to classify the signals based on the unique characteristics of
the channel as opposed to the signal itself. It is expected of the SCD to continue to
contain the features discernible for this type of channel, because it highlights the
inherent periodicities in the signal that are not fundamentally destroyed through
selecting the fading or radio impairments. This is really where the SCD shows its
strength as a general feature for discerning among a large family of signals. In Fig-
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Figure 4.3: 4.3a) Confusion matrix across all SNRs in AWGN 4.3b) Overall percent
correct classification in AWGN
ure 4.4, the results of classification in this channel are shown. From these results,
it is apparent that the highest classification accuracy, now just under 80% as opposed to 80% in the highest SNR in AWGN, and the confusion results are similar
as before. Unlike other features used for classification, the SCD is robust even in a
relatively harsh channel that includes realistic radio impairments.
As mentioned in Section 4.3.1, a downside of the SCD is that it is computationally complex and that, for some parameters used in estimation, it requires thousands of complex samples to be accurate. To put this into context, a small packet in
802.11g networks contains 40 bytes of information, which at 64-QAM modulation
and no coding contains 160 complex samples. If the BPSK is used together with
a 1/2-rate code, 640 complex samples are available for classification. Therefore,
for the SCD to be estimated with these parameters, longer packets need to be captured in order to classify correctly. Furthermore, not much time is given to react
to a classification result if jamming or other aggressive measures are employed.
Therefore, it is useful to spend time attempting to make the SCD as computationally simple as possible, requiring as few samples as possible. Some work is done to
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Figure 4.4: Rayleigh frequency-selective fading and time-varying radio impairments. 4.4a) Confusion matrix across all SNRs 4.4b) Overall percent correct classification
parallelize the computation of the SCD using modern GPUs, but for a more simple
approach, perhaps, it may be possible to only calculate certain portions of the SCD
for classification purposes.
4.4.1. (New Results) Feature Selection for SCD-based Classification
Given the results of classification performance using a frequency-selective channel
with time-varying radio impairments, the possibility of reducing the number of
features that are used in classification at the cost of some performance is explored.
The purpose of attempting to reduce the number of features is ultimately to reduce
the computational complexity of the SCD estimation so that it is more appropriate
for real-time classification. For this reason, dimensionality reduction techniques
are not considered as they do not reduce the number of features that need to be
0

calculated. If the parameters are chosen to be N = 32, P = 256, L = 4, this yields
an SCD estimate of 214 = 16,384 unique, non-zero features to be used in classification. Examining Figure 4.1, that shows examples of the SCD estimate for common

86
signals, it is clear that many of these features should be irrelevant, although this
may differ from signal to signal. Using two feature selection techniques mentioned
in Section 4.2.3, namely the mutual information and the ANOVA-based feature
selections, the number of relevant features can be reduced to 500 features while
retaining much of the same classification performance.
The same procedure as before is used to evaluate the performance of the SCD
as an evaluation tool, except that the parameter P is reduced to 256 instead of 512.
The results of using 500 features are shown in Figure 4.5. The best classification
performance is just above 60%, which is a significant reduction to the original 80%
classification without feature selection. The results of this classification grant some
insight as to how these signals are discerned from others. For example, Gaussian
frequency-shift keying (2-GFSK) and continuous-phase frequency-shift keying (2CPFSK) are perfectly classified from the rest with only this many features. This
suggests that there are only a few features of the SCD in the 2-GFSK and 2-CPFSK
that are required to classify them and that these features can likely be found using
analytical approaches. For wideband-FM (WBFM), however, it is often confused
with many of the other modulations when only 500 features are used. This implies
that the discerning features of the WBFM are spread throughout the SCD.
It is clear that by including more features into the classification from the original SCD the classification accuracy would improve and ultimately converge to
the same performance seen in Figure 4.4, however, this would defeat the purpose
of feature selection. To further improve on this performance, mutual information
as a means to determine the 500 best features to employ for classification can be
used. The results of using mutual information are found in Figure 4.6. These results are slightly better than those using the ANOVA-based feature-selection, with
the highest classification accuracy at around 70%. This is still approximately a 10%
decrease in classification accuracy over the original classification.
It might be possible to achieve closing the gap between this performance and
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Figure 4.5: The 500 best features from the SCD are selected using ANOVA techniques for feature selection. 4.5a) Confusion matrix across all SNRs 4.5b) Overall
percent correct classification
the original classifier using other classification techniques mentioned in 4.2.3. This
very task is performed using several classifiers and shown in Figure 4.7. Looking
at the results, it is clear that the linear SVM works better, on average, than the other
classification structures. Thus, closing the gap between these performances would
simply require more points to be included.
Reduction in Computational Complexity To satisfy the requirement for an es0

timate of the SCD with a low variance of N = N , the build of the computation
necessarily lies in the pair-wise multiplication of frequencies and the subsequent
FFT operation. In this case, removing the need to calculate any point in the SCD estimate reduces the computational complexity by approximately the same amount
as any other point. Thus, to keep only 512 points of the SCD estimate out of the
total 16,384 represents roughly 3% of the original computational complexity.
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Figure 4.6: The 500 best features from the SCD are selected using mutual information techniques for feature selection. 4.6a) Confusion matrix across all SNRs 4.6b)
Overall percent correct classification
4.5.

(New Results) Classification of Radar Signals

Modulation classification receives more attention in the existing literature than
radar signal classification, but much of the work done in communication signals
can also be extended to radar signals even though their objectives are markedly different [49]. In [50], several different methods are used to classify the so-called low
probability of intercept (LPI) radar waveforms. These methods generally involve
time-frequency analysis using the Wigner-Ville distribution, the Choi-Williams distribution, or the quadrature mirror filter banks. Each of the [51, 52, 53] studies employs one or more of these analysis tools used together with neural networks to
achieve classification. As outlined in the previous chapter, spectral correlation and
support vector machines can also be used to classify a broad set of signals and, consequently, approaches that use spectral correlation and support vector machines
are applied in some of these studies too [54, 55].
The purpose of classifying radar signals is generally different than that behind
classifying the modulation of a communication signal. When classifying modula-
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Figure 4.7: Overall percent correct classification using the 500 best features from
the SCD 4.7a) Using ANOVA techniques 4.7b) Using mutual information
tion, a number of actions or responses may be appropriate in terms of jamming
or avoidance, however, when classifying radar, a waveform classification generally provides information about the device that is emitting the waveform, which
is more similar to the so-called target classification problem. In target classification,
identifying the specific type of plane, vehicle, or other object is the purpose for
classification.
Many different factors go into the design of radar waveforms, but several important aspects must be considered more carefully than others. One major caveat
to the use of radar is that the transmitted pulse can be intercepted by a target and
used to locate the radar source, thus neutralizing the advantage of stealth it would
otherwise have provided. A typical scenario for the use of an LPI radar system
is seen in Figure 4.8, where the LPI radar has a range Rt . at which a target can be
detected. The intercepting receiver has a range at which a transmitted pulse can be
intercepted of Ri . Rt is typically an order of magnitude larger than Ri so that targets can be detected without interception. The LPI waveforms accomplish this by
using wide bandwidths, continuous waveforms instead of pulsed waveforms, fre-
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quency hopping patterns, and narrow radiation patterns. All of these contribute to
viable waveforms that are difficult to intercept [50]. The LPI signals provide other
benefits, in addition to being difficult to detect, and so their use is not limited to
military applications only. These benefits include a high range resolution detection for short range applications, a low transmission power, and a lower cost in
comparison to solid state components.
Radar Signal Models There are many types of radar waveforms that leverage tradeoffs in detectability, side-lobe levels, and so on. In this section, signal and channel
models are provided in more detail. It is assumed that the incoming signal’s center
frequency and bandwidth is already adjusted for and ascertained. This assumption implies a structure of a classifying receiver that captures larger bandwidths
than those of the incoming signals and does the necessary processing, such as filtering and downsampling, to isolate the signal of interest to complex baseband at
an appropriate sample rate. Determining the bandwidth and center frequency of
the incoming signal is a difficult problem on its own and is beyond the scope of
this study.
Of the many existing different types of radar waveforms, the scope of signals to
be classified is purposely narrowed to those that are particularly difficult to classify. For example, radar waveforms are often described as codes in the same sense
of being used for spreading sequences in communication signals. Classifying two
different radar codes would likely be a trivial problem, which would simplify classification to creating a bank of matched filters. Additionally, the bandwidth, center frequency, and pulse-repetition interval are all carefully designed parameters
of any radar system and naturally identify many systems uniquely. Therefore,
the bandwidth, center frequency, and pulse-repetition interval are forced to be the
same between waveforms to avoid a trivial classification problem.
Three different families of signals are considered. First, there is the traditional
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Figure 4.8: LPI Radar Scenario

linear frequency modulated continuous wave (FMCW) that is based on modulating the frequency of the transmitted signal in either a linear or non-linear fashion.
The remaining signals appear as approximations to the FMCW signal even though
they belong to a broader set of signals than is shown here. Next, polyphase signals are a type of radar waveform that restricts a design to a discrete number of
phases in which equal time is spent. While the polytime signals are similar to the
polyphase signals, in that they are generated by the modulation of a sinusoid’s
phase, they do this by varying the time spent at each phase state.
Frequency Modulated Continuous Wave The first type of radar waveforms are
the Frequency Modulated Continuous Waves (FMCW). There are two types of
FMCW signals that are generated, the more basic of the two being the sawtooth
wave.
Sawtooth The sawtooth waveform is a repetitious linear frequency modulated
(LFM) signal that can be described by

.s1 (t) = sin 2π

B
fc −
2




B 2
t+
t ,
2Tp

(4.15)
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where f c is the carrier frequency, B is the bandwidth, and Tp is the pulse duration. This signal can be generated to have very large bandwidths while remaining
easy for the radar to process.
Polyphase Codes

The polyphase signal is generated from a sequence of discrete

phase values that represent the signal’s polyphase code. The polyphase code is
derived by approximating a stepped frequency or LFM waveform. The number of
phase steps is determined by the waveform they are trying to approximate. Once
the polyphase code is determined, it is used to modulate the phase of a sinusoidal
continuous wave signal by incrementing the phase state for each time step. The
codes implemented are the Frank, P1, P2, P3, and P4 codes described in the following paragraphs.
Frank The Frank code is a first type polyphase code that is derived from a step
approximation to an LFM waveform using the M frequency steps and samples
per frequency. The number of phases in the Frank code are Nc = M2 with each
phase based on the ith sample from i = 1, 2, . . . , M of the jth frequency from j =
1, 2, . . . , M. This is expressed as:

φk = φi,j =

2π
(i − 1)( j − 1).
M

(4.16)

P1 The P1 code is similar to the Frank code in that its length is Nc = M2 , but
it derives the phases differently from the stepped approximation to the LFM by
using double sideband detection. This is expressed as:

φk = φi,j =

−π
[ M − (2j − 1)][( j − 1) M + (i − 1)].
M

(4.17)

P2 The P2 code has the same phase increment within each phase group as the
P1 code but its starting phase is different.
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For the P2 code M must be even M = 2, 4, 6, . . . , this is because the code was
derived with the desire for low autocorrelation sidelobes. This is expressed

φk = φi,j =

−π
[2i − 1 − M][2j − 1 − M].
2M

(4.18)

P3 The P3 code differs from the previous polyphase codes by not approximating the LFM waveform from a stepped frequency but instead converting it to baseband using single sideband detection.
The phase for the kth sample is shown by equation (4.19) where k = 1, 2, . . . , Nc .

φk =

π
( k − 1)2
Nc

(4.19)

P4 The P4 code is derived similarly to the P3 code but uses coherent double
sideband detection to determine the phase states. The phase for the kth sample is
shown by equation (4.20) where k = 1, 2, . . . , Nc .
φk =
Polytime Codes

π
( k − 1)2 − π ( k − 1)
Nc

(4.20)

The polytime signals are similar to the polyphase signals as they

are generated from a code that approximates a stepped or LFM waveform. In the
case of polytime codes, there are a fixed number of phase states and the time spent
at each state is varied over the duration of the code period. The codes implemented
are the T1(n), T2(n), T3(n), and T4(n) described below.
T1(n) The T1(n) code is generated through the approximation of the stepped
frequency waveform in which the leading segment is zero. Equation (4.21) describes the wrapped phase versus time of the T1(n) code as:

φT1 (t) = mod




2π
jn
(kt − jt)
, 2π ,
n
T

(4.21)

where k is the number of segments in the T1(n) code, n is the number of phase
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states, j = 0, 1, 2, . . . , k − 1 is the segment number in the stepped frequency waveform, T is the code period, t is time, and b. . . c is the floor operator.
T2(n) The T2(n) code is generated similarly to the T1(n) code through approximating the stepped frequency waveform, but it approximates a stepped frequency
waveform that is zero at its center frequency. When using an odd number of segments k, the zero frequency is the center segment and, when k is even, the zero
frequency is between the two segments at the center. Equation (4.22) describes the
wrapped phase of the T2(n) code as:



2π
2j − k + 1 n
φT2 (t) = mod
(kt − jt)
, 2π ..
(4.22)
n
T
2
T3(n) The T3(n) code is generated differently than the previous two polytime


codes. The T3(n) code is generated through approximating an LFM waveform that
is zero beat at its leading edge instead of using the stepped frequency waveform.
This is mathematically expressed as:



2π nBt2
φT3 (t) = mod
, 2π .
(4.23)
n
2Tp
Equation (4.23) describes the wrapped phase of the T3(n) code, where B is the


modulation bandwidth and Tp is the modulation period.
T4(n) The T4(n) code is generated conceptually similar to the T3(n) code, however, it approximates an LFM waveform, which is zero at its center frequency. This
can be expressed as:



2π nBt2 nBt
φT4 (t) = mod
−
, 2π .
n
2Tp
2
All of the previously mentioned signals are shown in Figure 4.9.


(4.24)

Classification Results To classify the radar signals visualized in Figure 4.9, all the
waveforms of interest are passed through the same channel as those for the communication signals in Section 4.4. In addition, every waveform sees the same exact
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Figure 4.9: 4.9a) In-phase portion of several modulations 4.9b) Frequency-domain
of several modulations
channel over time so that the classifier does not learn the unique channel that each
signal is passed through. The signals used to classify all have the same number
of samples and approximate the same type of FMCW signal but simply do so in
different ways. All waveforms sweep at a frequency (relative to the sample rate)
of -.125 and end at .125 for a total relative bandwidth of .25. When the SCD is
estimated for all of these waveforms, only one quadrant is ultimately used for
classification and all the associated points are flattened. These flattened features
are shown in Figure 4.10.
Each of the flattened features are then normalized in terms of their variance
across all classes and an SVM with a linear kernel is used to classify between all the
radar waveforms, with the results visualized in Figure 4.11. These results suggest
that the SCD is a good feature to use for the classification of these waveforms as
they have a classification accuracy greater than 90% in high SNR. Unfortunately,
their classification accuracy plummets to around 20% when the SNR is low. This
is perhaps to be expected as all the signals approximate each other in some way
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Figure 4.10: Radar SCD-based Feature Vectors

and the addition of Gaussian noise, Rayleigh frequency-selective fading, and other
radio impairments makes them essentially indistinguishable from each other.

4.6.

(New Results) Classification with Blind Signal Separation and Higher-Order
Cumulants

In this section, the problem formulation for signal classification differs from those
in previous sections in two ways. First, it is assumed that multiple interfering signals are received by the observing node and must be separated before classification. Second, it is assumed that the signal of interest represents only one of several
possible modulations that belong to the same family. This scenario is not completely blind as the scenarios previously mentioned are, but these assumptions do
not prevent the inclusion of techniques mentioned hereafter in an overall system
that makes no assumptions about the incoming signal.
Until now, the SCD is presented as a potential feature to classify a broad set
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Figure 4.11: 4.11a) Radar classifification confusion matrix 4.11b) Radar percent correct classification across SNR
of signals, even in harsh channel environments, with its major drawback being
the computational complexity, and several methods are presented to significantly
reduce the computational load. However, it is easy to imagine systems in which
the number and type of signals to classify is either limited or reduced through
some estimation mechanism that may or may not include the estimation of the
SCD. For example, a system could detect that a signal’s bandwidth is 20 MHz in
the 2.4 GHz ISM band with relative ease.
This most likely means that the signal of interest is actually one of the possible modulations used in the ubiquitous 802.11 b/g/n/ac-type (Wi-Fi) systems.
The system can then leverage this information to perform classification between
the BPSK, QPSK, 16-QAM, or 64-QAM, which represent the only modulations in
use by these systems. In this scenario, there are more simple features that can be
considered for classification purposes.
Extending on the example in which it is detected that the signal of interest is
part of an 802.11 system, it is assumed that the modulations of interest are those
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mentioned earlier namely, the BPSK, QPSK, 16-QAM, and 64-QAM. There are
many different kinds of features, relatively easy to implement, that can distinguish
between these modulations. For instance, each of these modulations has a different
number of possible amplitudes and classification can consequently be performed
simply by estimating the probability density function (PDF) that is associated with
the amplitude and phase of the received signal and by then matching this to the
theoretical PDF for each modulation. This approach is very similar to the likelihood approaches mentioned in Section 4.2. The common issue with likelihood
approaches, as mentioned earlier, is the generalizability of its results and its computational complexity. The theoretical PDF for each of these signals again depends
strongly on the nature of the channel and the more complicated the model for
the channel is, the more computationally complex the likelihood-based approach
becomes. Hence, the ideal features for the classification of a reduced set of modulations should still remain robust to common radio impairments and harsh channel
conditions.
Sticking with the general theme of blind modulation classification even though
it is assumed that an 802.11 signal is received, the problem of first isolating several
signals and then classifying each of them is examined in this section. This scenario
is particularly important, because an observing radio in a non-cooperative environment can easily receive multiple interfering signals simultaneously. In most
radio networks, the radios collaborate to avoid interfering with one another. Here,
it is assumed that the radio is not a part of a network and hence the nodes do not
attempt to avoid creating interfering emissions at the observing radio’s location.
The problem and potential solutions for isolating signals are initially covered in
Section 3.4 and are assumed to have already been performed in this section.
Moments and Cumulants In order to remain robust toward common radio impairments, the search for appropriate classification features remains in the realm of
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cyclostationary features. One class of descriptive statistics for cyclostationary signals that has been used extensive in signal classification is called cumulants, and
they are closely related to moments. Cumulants are quantities, just like moments,
that serve the purpose of describing probability distributions. One key feature of
cumulants that is helpful in classification is that the cumulant of the sum of two
independent variables is the sum of their individual cumulants. For example, if
a received signal is the sum of two independent processes, such as a noise process and a transmitted signal, then the cumulant of the transmitted signal can be
completely isolated from the cumulant of the noise signal—so that, consequently,
classification performance should theoretically be independent of the noise level.
Now, in order to expose the theoretical underpinnings of cumulants, it is easier to
start with a second-order moment of x (t) that can be written as:

R x (t, τ ) = E[ x (t − τ/2) x (t + τ/2)]

(4.25)

where E(·) denotes the expectation operator. For complex time-series, there are, in
fact, two kinds of second-order moments that can be differentiated by the number
of conjugations used in each term. The 1-conjugate second-order moment of a
complex time-series x (t) is just E[ x (t − τ/2) x ∗ (t + τ/2)] and the 0-conjugate is the
same as equation (4.25). The mth -order q-conjugate moment of x (t) can be more
generally written as:
"
R x (t, τ ; q, m) = E

m

∏x

#
(∗) j

(t + τj ) .

(4.26)

j =1

When estimating the R x , it is common to assume that τ = 0 as other values
are typically not interesting for most communication signals. For cyclostationary
signals, the R x is expected to be periodic and hence the estimation of R x can be
performed by averaging the segments of size T of x (t). It is important to note that
the estimates of R x are trivial if T is not chosen to be the inverse of an existing cycle
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frequency of x (t) When attempting to blindly classify, an appropriate value of T
can be estimated using a few different methods that are beyond the scope of this
discussion. The estimate can be expressed as:
1
R̂ x (τ ; q, m) =
N

N

"

m

∑ ∏ x(∗) j (t + nT )

n =1

#
.

(4.27)

j =1

As an example, two complex baseband signals are plotted in Figure 4.12. With
a symbol rate of 8 samples per symbol, it is expected that if T = 8 samples or some
integer multiple thereof, then an estimate of R x should be obtainable.
In Figure 4.13, the 2nd -order 0-conjugate moment functions for both signals are
plotted for T = 32. It is clear here that the BPSK has a cycle frequency but that the
QPSK does not, which is one potential feature that could be used to differentiate
the BPSK and QPSK from one another. The cyclic moment of these signals can be
easily calculated using the DFT and, as one would expect, a peak appears for the
BPSK but not for the QPSK. The 2nd -order 1-conjugate moments for both the BPSK
and QPSK, which is actually a complex envelope, are actually similar to each other
as expected and it is therefore not likely to be a good candidate on its own for
classification.
Lower-order moments do not typically contain enough information for classifying a more diverse set of signals, but they are shown here as a simple example.
Instead, for classification purposes, higher-order moments and cumulants are considered for their unique properties instead. The cumulants of a stochastic process
x (t) can be expressed directly as the weighted sum of several lower-order moments using the moment-to-cumulant function:
P

Cx (t, τ ; q, m) =

∑(−1) p−1 ( p − 1)! ∏ Rx (t, τ ; q, m j ),
P

(4.28)

j =1

where P is the set of all possible partitions of the set [1, . . . , m]. Although this
becomes quite complicated for higher-order cumulants, the cumulants belonging
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Figure 4.12: RRC Pulse-shaped, 8 samples per symbol, 15 dB AWGN, .01% time
offset 4.12a) BPSK 4.12b) QPSK
to order two or lower are generally the same as the moments for communication
signals. Since a method to estimate moments is provided, using the moment to cumulant function also provides a way to estimate the cumulants of different orders.
Classification using Higher-Order Cumulants The classification of digital communication signals using cumulants is not new [26]. However, it is much more common
to see a more simple usage of cumulants than what is presented here. Rather than
using time-varying cumulants, such as those shown in equation (4.28), it is common to use the t = 0 value of Cx (t; q, m). This simplifies the analysis for finding
the theoretical values for cumulants in many common digital modulations, but it
ultimately requires that a constellation can be produced. Producing a constellation
requires other preprocessing techniques, such as those mentioned in Section 2.4, or
guesses must be made about the incoming signal, causing the features suffer from
the mismatch. To better relate to the existing work in the area that uses cumulants
and also to further understand how cumulants are affected by a channel, it is easier
to start with a constellation and add more effects. First, to estimate the cumulants
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Figure 4.13: 2nd -order 0-conjugate moment function estimated using overlapped
averaging for 4.13a) BPSK 4.13b) QPSK
that are relevant to classification, equations (4.29 - 4.34) are used.
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By creating each of the signals of interest without pulse shaping but including
an AWGN channel, the cumulants are distributed as shown in Figure 4.14. It is
clear from these pictures that these signals are quite separable using these features
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in an AWGN channel. When pulse-shaping is added to constellation-based signals,
these cumulant values also change but not to the point that these signals are no
longer separable. Additionally, with the inclusion of more symbols in the estimate
of these cumulants, the effect of the AWGN theoretically vanishes.
These theoretical values provide a basis for classification using the feature of
cumulants, however, there are many cases in which preprocessing techniques can
distort these values. To demonstrate this, the cumulant values of each of these
four common digital modulations are plotted in Figure 4.14. Only Ĉ40 and Ĉ63 are
plotted for visual simplicity. It is clear that these feature values tend to remain close
to their theoretical values but are distorted when the fastICA algorithm does not
correctly converge. This problem remains for several different formulations of the
ICA functions and is an obstacle for more sophisticated uses of the BSS techniques
in MC.
Results with SVM The distribution of the cumulant estimates is not provided here
in closed form due to this distortion. Thus, using a type of pattern recognition for
the classification stage is more appropriate for this application than the likelihoodbased approaches. Support vector machines (SVMs) can be used for this type of
data instead.
Many ICA algorithms have limitations for the sets of signals they can resolve.
This is especially highlighted in a single user case. The set of possible modulations
are those previously mentioned: the BPSK, QPSK, 8-PSK, and 16-QAM. One thousand symbols are received by three receiving antennas and equalization takes place
using the fastICA algorithm. As a basis of comparison, two other methods are included: the linear-squares equalization method and the ALRT likelihood-based
classification algorithm. The linear-squares method assumes perfect knowledge
of the CSI and is calculated by X̂ = H −1 Y , where H −1 is the pseudo-inverse of
H. The ALRT serves as a theoretical upper-bound on classification performance,
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Figure 4.14: Distributions of three commonly used cumulant values estimated
when 64 symbols are included and a signal constellation is used in an AWGN
channel with 5 dB SNR
assuming knowledge of the noise variance σn , the carrier phase offset θ, and the
normalized signal energy. The results in Figure 4.15 show that the fastICA performs nearly as well as the LS algorithm even in a low SNR. However, at 0 dB SNR,
the performance of both the fastICA and LS algorithms significantly decreases in
comparison to the ALRT algorithm. From these results, it is clear that the best algorithm for the SNRs between 0 and 5 dB for a single user is the ALRT. Although the
ALRT is computationally complex and since only one user exists and three copies
of the signal are received, it performs better than performing the BSS or LS with
perfect CSI would.
Multi-User In a multi-user scenario, the data is sent independently by three transmitters. The data is simultaneously received by each antenna with spatially white
additive Gaussian noise (AWGN). The signal to noise ratio is measured by the
overall power received for each signal according to ∑nN=1

k h i k2
.
σn2

The three receiving

antennas receive a total of 1,000 symbols and then the MC algorithm is applied.
The set of possible modulations remains the same as in previous experiments. The
results are shown in Figure 4.16. According to these results, the fastICA algorithm
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Figure 4.15: Percent correct classification for the single user case.
performs just as well as having perfect CSI with LS. Additionally, even at 0 dB
SNR, the classification algorithm achieves a classification accuracy greater than
50%. This is still a worse result than the one obtained using ALRT with only 100
symbols, showing that there is room for improvement in classification accuracy for
a given number of symbols.

4.7.

Conclusion

The interest in the problem of modulation classification has been renewed in the
past several years as a result of the development of modern machine learning tools,
some of which are used in this chapter. Using feature selection techniques that are
capable of identifying the features that are the most important for classification
accuracy, over 30,000 features from the output of an SCD estimate are reduced to
around 300, while very little is sacrificed in terms of classification accuracy. The
use of the SCD to classify signals allows for the classification of 10 modulations in
channel conditions that are not generally considered but are fundamental to realtime classification of actual over-the-air signals.
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J. Breckenridge, T. Bose, Hierarchical Modulation Classification using Deep Learning, 2018, Nov 2018.
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Recent work in modulation classification using deep learning produces promising results in classifying a diverse set of signals with only 128 IQ samples undergoing common radio impairments and frequency selective fading. Using deep learning as an approach differs significantly from the established methods in classification, where typically a set of expert features are derived and justified for specific
channel conditions and computational resources. Instead, deep learning provides
a way to efficiently identify features that are best suited for any set modulations,
channel conditions, or available resources that may be of interest. However, the
deep learning approach is only recently being used in this area and many questions about its limitations still exist. In this work, an expanded set of signals that
include radar signals, multi-carrier signals, and higher-order modulations are used
with architectures presented in previous work to gain further insight into the flexibility of this approach. With a total of 29 signals to classify, it is shown how previous approaches can be augmented by training the network to classify signals on
several hierarchical levels simultaneously, improving classification accuracy and
network architecture flexibility. Branch convolutional neural networks (B-CNN),
which are used to identify the subject of a body of text within a large hierarchy of
subjects, are adapted to the problem of modulation classification to improve classification accuracy and facilitate the development of networks that can classify an
even more diverse set of signals.

5.1.

Introduction

Deep learning is used to make great improvements in the technical state-of-the-art
domains such as computer vision, speech processing, and text classification. Recent applications of deep learning to problems in wireless communications show
substantial promise for similar progress in obtaining state-of-the-art solutions for
many problems that are relevant to spectrum sharing, including modulation classi-
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fication [56, 57], interference identification [58], and traffic classification [59]. With
respect to modulation classification, it is shown that even relatively simple forms
of deep learning can outperform the current state-of-the-art methods in terms of
the number of samples needed to classify, the types of preprocessing necessary,
the types of channels supported, the number and diversity of signals that can be
classified, and overall performance.
Building upon this foundation, this study aims to demonstrate the performance
of existing methods against an even larger and more diverse set of signals than
previously tested and to ultimately provide insight on how a hierarchical approach
to modulation classification may represent a method to handle this. At the time
of this writing, much of the existing research in this area uses a dataset or some
superset thereof [60]. The existence of such sets is an excellent start and follow
up works on the subject suggest possible extensions. However, it is evident that a
broader conversation about what kinds of signals should be included in standard
signal classification datasets needs to take place. It is likely that many standard
datasets can help represent the different applications for modulation classification
because even some common waveforms, such as multi-carrier waveforms found
in the IEEE 802.11 and LTE, are not present in the set of classifiable signals. The
dataset that is used in this work includes all the signals used in [60], with the
same type of channel impairments but with the addition of several types of OFDM
signals, radar signals, and higher-order modulations.
The inclusion of these new modulation orders and families sometimes requires
more than just using a more complicated network architecture, as well as a different approach to network training. The usage of a hierarchical structure is proposed
here to assist a neural network first in learning the features that differentiate the
broader classes of signals, such as analog and digital, and then in learning features
to gradually differentiate the finer-grained classes. The first such attempt using
the deep learning approach is found in [61] and the concept is further expanded
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on in this study using branch convolutional neural networks [62], which allow for
training classification at several hierarchical levels simultaneously.
5.1.1.

Foundations of Deep Learning

One concept at the core of deep learning is that a complicated function or system
can be approximated by a large complex network of very simple functions and systems. In deep neural networks, the simple functions are represented by “neurons”
that take in a weighted sum of several inputs and are then fed into an activation
function.
Classic Neural Network Classic artificial neural networks are based on the model of
actual neurons in the brain. All the inputs i into each node (neuron) are weighted
by wi , summed, and then ultimately passed through an activation function ϕ(n) to
get output yi . These activation functions are typically sigmoidal in shape and their
outputs take on values between 0 and 1. An activation function that is commonly
used in all networks presented in this paper is a rectified linear unit or ReLU. The
ReLU’s differ from other activation functions because they do not take on values
between 0 and 1. This helps to mitigate the effect of vanishing gradients observed
in the training of deep networks.
To train a network to produce a desired set of outputs for a set of inputs, an
error e j for each neuron j can be calculated as the difference between the desired
and actual output summed across an entire layer to produce E = ∑ j e2j . The ith
input from the previous layer to each neuron produces what is called an induced
local field from a weighted sum of the inputs ∑ j w ji yi . To minimize the error e j
at each node, it is necessary to effectively update the weights iteratively in the
direction of

∂E
∂w ji .

This is ultimately calculated as:
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∂E
= −e j (n) ϕ0j (Vj (n)yi (n))
∂w ji (n)

(5.1)

This optimization process is commonly known as back-propagation, because it
requires propagating errors found at the network output back through the network
to each layer.
Convolutional Neural Networks Convolutional neural networks (CNNs) use filters,
which is a common construct found in communication systems, to learn features
that can help them distinguish between classes. Each CNN can have several filters
of fixed length that are convolved with the input signal and fed into an activation
to produce an output for the next layer. As shown in Figure 5.1, a convolutional
layer uses a filter that has a length of 2 values and a width of 2 values to transform an input vector that has two channels into an output vector that has a single
channel. The output of one convolutional layer is a new set of feature maps and,
by cascading these layers together, the network acts as a filter. The mathematical
output maps for each convolutional layer are shown in equation 5.2:

Xn = f

∑ Wmn ∗ X m + bn

!
,

(5.2)

m

where Xn is the feature map output, with Wm
n being the total number of filters
convolved with feature map X m , and the bias term being bn. These convolutional
layers are commonly used in image classification because they allow a network
to learn features more readily, which come from patterns observed by looking at
input values that are close to each other and are likely to also work well with
wireless signals for the same reason they work well with images.
Deep Learning Approaches Much of the innovation in deep learning lies in using
novel architectures and network training methods that allow for the use of networks that may even have tens or hundreds of layers. Convolutional networks, re-
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Sequence 128x2
Filter 2x2
Output 128x1
Figure 5.1: Example Convolution in a Convolutional Neural Network
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Figure 5.2: 128 Raw IQ Samples of Included Modulations at 2 dB SNR in Rayleigh
Frequency Selective Fading with Radio Impairments
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current networks, and multi-layer perceptrons are all commonly seen in the fields
of voice recognition, image classification, and text processing. Although each of
these network types can be trained to operate as a complicated function approximator, their performance varies depending on the application itself and the different architectures they adopt for a specific application. For the classification of
wireless signals, the most effective approaches use convolutional neural networks
[63, 61, 58], recurrent neural networks [64], or a combination of these [57].
Hierarchical Classification using B-CNN Classifying modulations by grouping them
into a hierarchical structure is not a new concept [26] and it is also a burgeoning one that is used in the broader machine learning community [62] to perform
text classification. This study focuses on adapting the branch convolutional neural network (B-CNN) to the problem at hand. The B-CNN adds additional output
layers to an existing network, which are used to classify a different granularity of
classes for each output layer. The extra output layers can be placed anywhere in
an existing network but are generally added to successively deeper layers. This
results in earlier layers learning features to classify the coarser-grained classes and
in later layers learning features to classify the most fine-grained classes. The results here focus on demonstrating that using this branch-like structure in tandem
with existing architectures, such as those mentioned in Section 5.1.1, can serve as a
training method to stabilize gradients and ultimately improve accuracy. However,
there are many questions about this hierarchical classification structure that can be
expanded upon in future research regarding the method of constructing a good
hierarchical structure, the placement of various branches, and the combination of
different network types.
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5.1.2.

The Expanded Dataset

Included Signals All the waveforms included for classification can be seen in Figure 5.2. The orthogonal frequency division multiplexing (OFDM) signals or, more
generally, the multi-carrier signals are a common waveform that is used in protocols such as the IEEE 802.11n and LTE. These waveforms transmit data by splitting
large bandwidth channels into several more narrow channels in the frequency domain. This splitting is facilitated by using an FFT of a size that is at least as big as
the number of channels that a stream can be divided into, including a cyclic prefix.
The dataset seen here includes six OFDM signals, each with different numbers of
sub-channels and sub-carrier modulations to emulate the waveforms such as LTE
and Wi-Fi.
Additionally, common radar signals are also included. Although they seldom
coexist with communication signals in the same frequency band, there are several
applications where this stands to change. There are many different types of radar
waveforms, some of which are indistinguishable from their communication waveform counterparts after the signal power and bandwidth are normalized. Due to
this, two commonly linear frequency modulated signals are included.
Lastly, the higher orders of M-ary CPFSK and GMSK, as well as the higherorder pulse amplitude modulations (PAM) and QAM, are added. Both the 4-ary
and 8-ary versions of these signals are included in the dataset to further explore
whether or not deep learning can be used to classify these and other types of signals. Channel impairments used in this dataset are the same as those in [60].

115
5.2.
5.2.1.

Deep Learning for Signal Classification
Baseline Approach

For the purposes of comparison, a relatively simple deep convolutional neural network architecture is employed. This network has two convolutional layers, each
with 20 filters of length 8 samples. The output of the second convolutional layer
is fed into a dense (fully connected) layer of 32 neurons with a ReLU activation
function. The subsequent output is connected to a dense layer of 20 neurons with
a softmax activation function, which essentially chooses the highest value coming
from the weighted sum of inputs. The hyperparameters of this network are chosen according to what several recent works corroborate to be adequate in order to
obtain good performance out of this architecture.
5.2.2.

Existing Network Architectures

To leverage the existing research in the broader machine learning community, an
inception module is also included in the types of architectures that are tested. An
inception module is a type of layer that is based on concatenated convolutional
layers with different filter lengths. This layer structure allows for a network to
learn features at different temporal scales simultaneously. The winner of one of
the famous image classification tasks uses this inception module for a deep network in 2015 [65]. In this case, three inception modules are cascaded, each with an
architecture that is shown in Figure 5.3.
Furthermore, while several architectures were proposed for this modulation
classification task, only a few that are found to be relevant to the formulation are
employed. The convolutional long short-term deep neural network (CLDNN) architecture is shown to consistently outperform other architectures in modulation
classification [56]. This architecture, portrayed in Figure 5.3, also employs con-
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Figure 5.3: Inception Module and CLDNN

volutional layers, a skip connection, and a type of recurrent layer that is called a
long short-term memory (LSTM) module. Google has employed this architecture
with its audio processing features, because the LSTM is shown to work well with
time-series applications.
5.2.3. (New Results) Hierarchical Classification using B-CNN
The B-CNN’s were initially developed for text classification but are adaptable for
the problem at hand. However, where the branches can be attached is ambiguous.
Since one purpose of making branches in a network is to force earlier layers to learn
features in order to classify the coarser-grained classes, the branches are made after
each layer in the proposed networks. For example, the baseline approach uses
three convolutional layers followed by two fully connected layers. When applying
the hierarchical approach, a branch is made after each layer for the successively
finer-grained classes. This pattern is repeated for the inception network but is
different for the CLDNN, where all three branches are placed at the end of the
network instead.
To effectively train a B-CNN, the loss function must be adapted after every
training epoch so that the successively finer-grained classes can contribute more
to the overall loss. This forces the network training to initially focus on classifying
the most coarse-grained classes first because a mis-classification at this level would
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necessarily result in worse classifications later.
Choosing the Hierarchy The hierarchy chosen for the approach examined here is
shown in Figure 5.4. This hierarchy is chosen according to how a typical textbook
on communications signals may separate them, but the results suggest that improvements are possible when this is chosen properly. It is important to note here
that all of the OFDM signals, CPFSK signals, and GMSK signals are grouped together, because it has previously been shown that these are not classifiable with
any of the mentioned networks. This is further detailed in Section 5.3.1.
Each of the network architectures previously mentioned in Section 5.2 are implemented using the Keras framework for the implementation of deep learning
on a P2 instance on Amazon AWS. One thousand exemplars are generated for every SNR between -20 dB and 18 dB for a total of 20,000 signal exemplars. One
third of the exemplars are used to train the network, while the other two thirds
are used to validate the network performance after every training epoch. Each
network is trained using both a hierarchical approach based on the B-CNN and a
non-hierarchical approach for comparison and the overall classification accuracy
for all 20 classes is presented in Figure 5.5.
The results are consistent with those found in [56], because the CLDNN outperforms both the baseline architecture and the other architectures. The hierarchical approach appears not to have a significant effect on the performance of the
baseline approach or the network inception, but it has a marked increase on the
performance of the CLDNN.
Using the CLDNN architecture with a hierarchical structure, the classification
performance over SNR is plotted in Figure 5.6. It is apparent from these results
that many of these modulations approach perfect classification as the SNR increases, but many modulations also do not; therefore, the network architecture
cannot learn the features that separate these classes even in high SNR. For exam-
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Figure 5.4: Hierarchy for Classifying 29 Modulations
ple, signals that have M-ary values higher than 8 never exceed classification accuracies of 30%. Looking at the confusion matrix in Figure 5.7, which represents
the confusion at 0 dB SNR, it is clear that the higher-order modulations are often
confused for each other. Intuitively, it makes sense for these higher-order modulations to often be confused with one another and difficult to classify for a sample
size of 128 because all the possible transitions between symbols may not be observed. It is expected that the classification accuracy of all of these modulations
would significantly improve with the increase in the sample size, as is observed in
[57].

5.3.
5.3.1.

Limitations of Deep Learning
Classification of M-ary Signals

One advantage of using a hierarchical structure for classification is the ability to
use different network structures for different families of modulations. When attempting to classify the different types of OFDM, CPFSK, and GMSK signals, none
of the existing architectures could do any better than guess. For OFDM, each of
the OFDM signals have a distinct feature that can at least be used to identify the
number of sub-carriers based on how the signal repeats in time; with proper pro-
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cessing, these sub-carriers can be separated even in frequency-selective fading. Future work that includes the sub-types of the OFDM signals would likely need more
complex network architectures that can detect signal periodicities, which are typically used to synchronize these signals in existing systems.
For the CPFSK and GFSK-type signals, it is less clear why it is impossible to
classify between these signals given the current network architectures. Even when
the sample size is expanded to 1,024, where more transitions between symbols
can be observed, the classification does not improve. These results suggest that
future work toward expanding the set of possible classifiable modulations does not
necessarily need to focus on being able to classify all the presented modulations
simultaneously but rather on the distinction between the modulations within the
same family.
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5.3.2.

Other Hierarchical Structures

There may be many ways to choose a hierarchical structure and the results may be
better when chosen using more sophisticated methods. This study demonstrates
how a hierarchy can be used to improve a convolutional classifier; however, thus
far the hierarchy is determined solely using expert understanding of modulations.
This assumes that the hierarchy identified by an expert coincides with the optimal hierarchy for classification by a neural network, which may not be true. It is
possible to avoid this assumption and to create a procedure for determining a hierarchy that is optimal for the classifier. One possible way to accomplish this is to
use a convolutional autoencoder with a similar architecture to the classifier to extract features from the modulations and to encode them into a lower dimensional
vector space. Then, a clustering algorithm, such as k-means, can be used to cluster
similar vectors into groups. These groups can then be clustered further and a hierarchy can be constructed. If the convolutional autoencoder has a similar structure
to that of the classifier and uses similar filters, then the vector embeddings it produces should indicate which modulations it can easily distinguish between and
those it cannot. Thus, an optimal hierarchy for a given network architecture can be
produced. However, the viability of this procedural approach for determining an
optimal hierarchy is left for future studies.
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6.

6.1.

B LIND I NTELLIGENT J AMMING

Introduction

Wireless communication systems are always designed to be resilient to unintentional interference from other users in the same network as well as other radios
that are using the same spectrum. However, designing a wireless communication
system to be resilient against the threat of malicious users intentionally interfering with network traffic is a much more challenging problem because malicious
users have the flexibility to create arbitrary waveforms. Since it is practically impossible to design a wireless communication system that is resilient to any kind
of intentional interference that may be encountered, it is common for designers to
identify the specifications for potential malicious users that the system can withstand. Foremost among these specifications is the range at which malicious users
can detect wireless network traffic for a given level of sensitivity. This design approach separates potential threats into those that need to be within close physical
proximity to detect network traffic and those that can remain at a farther distance.
Jammers that remain at farther distances can intentionally interfere with network
traffic by overwhelming radios in the network with energy by transmitting at very
high power and always remaining on. The downside to this approach is that the
jammer’s location can be clearly identified using basic geolocation techniques. On
the other hand, jammers that need to be in close physical proximity have the advantage of being able to detect network traffic, but must be much more stealthy
in their operations to avoid the danger of detection. Intelligent jammers instead
use their knowledge of the protocol(s) that are in use to maximize its effectiveness
while minimizing its detectability. For example, if malicious users know that after
every three frames it observes, there is a short frame that, if jammed, would com-
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pletely cut off communications, then malicious users can predict the time of these
frames and time their transmissions to jam only these frames. The most effective
protection against intelligent jammers is to prevent the malicious users from ever
knowing the details of the protocol(s) and this is why for some systems, the fine
details of protocol(s) are not made readily accessible by just anyone. Every protocol using in communication system are fundamentally stateful and can often be
represented as finite state machines (FSMs). It can be conceived, then, that it may
be possible for a jammer to selectively jam some frames and observe the resulting
behavior of the network traffic to learn a reasonably effective jamming pattern.
In this chapter, the concept of a blind intelligent jammer is introduced that
can represent a fundamentally new type of threat to wireless networks. By using state-of-the-art reinforcement learning techniques, it is demonstrated how the
same program (intelligent agent) can learn to effectively jam several different protocols with higher effectiveness than a random jammer and without the need for
any a-priori knowledge of the underlying protocol(s). Reinforcement learning has
already been successfully applied to jamming in [66, 67, 68], but these approaches
still resemble an intelligent jammer in that they each attempt to find an effective
jamming pattern while knowing the effective protocol state machine. The design
of this system is based on recently-published techniques that demonstrate the ability for the same agent to learn to play several different video games by using raw
video input from the video game screen [69]. The proposed approach does not
use raw complex samples, which would closely resemble the application of deep
Q-learning to video games. Instead, the approach will operate on the output of
a detection algorithm, which determines whether a signal is present or not. This
is notably different from previous approaches which effectively ignore silence between frames.
A few challenges exist to extend existing applications of reinforcement learning
techniques to video games to this scenario. First, in the application of reinforce-
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ment learning to video games, the reward function, which is what the intelligent
agent uses to optimize its behavior, comes from the video game score. The challenge that is unique to this application of reinforcement learning is that it is not
clear how the agent should be rewarded so as to maximize its effectiveness across
several different protocols. In this proposed approach, the intelligent agent will
attempt to maximize the amount of time that Alice is transmitting, which likely
corresponds to substantially reduced throughput. It is likely the case that more
effective reward functions exist, but this is beyond the scope of this initial investigation. Second, in video games, there is always a way for a user to discern what
will happen based on the current visual display. For example, in games where a
ball moves around the screen, a user can usually predict where the ball will go. In
comparison, a jammer cannot easily project when Alice will transmit. Hence, an
intelligent jammer will have to gradually learn to predict, instead of react, when
Alice will transmit.
This chapter is laid out as follows. In Section 6.2, the background in regards to
existing state of the art intelligent jamming techniques as well as relevant applications to reinforcement learning to jamming are explained. In Section 6.3, the models used to simulate various fundamental behaviors of common protocols such as
LTE and Wi-Fi are outlined. The performance of the intelligent agent with highly
simplified protocols are shown in Section 6.4 Finally, a discussion about these results is in Section 6.5.

6.2.

Background

The current literature regarding jammers generally sort them into one of five different categories; constant, intermittent, reactive, adaptive, and intelligent [2]. Each
type of jammer varies in its complexity and effectiveness.
Constant jammers are the most simple type of jammer in that they constantly
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Figure 6.1: A constant jammer is always on, even when frames are not being sent.
A reactive jammer jams all frames with a short burst after a frame is detected. An
intelligent jammer only jams a small set of frames while still preventing effective
data transfer. A blind intelligent jammer identifies frames that are likely to be
critical for communications, but still occasionally jams non-critical frames.

transmit a high power, high bandwidth signal. These jammers continuously prevent access to network resources for all radios within a large range and for the
entire transmission bandwidth. The disadvantage of this type of jammer is that it
can be be easily discerned as an intentional jammer and geolocated. Intermittent
jammers are almost as simple as their constant counterparts, but produce signals
at random or predetermined intervals and for generally smaller bandwidths. The
intermittency can substantially reduce the necessary output power compared to
a constant jammer, but can occasionally allow for sporadic access to network resources for legitmate users. Since the jamming pattern of an intermittent jammer
is still substantially different from unintentional jammers, it can still be easily detected through examining the statistics of received signal strength (RSS). A key
advantage of these two jammers over other jammers is the fact they do not need to
eavesdrop on network traffic and hence can potentially perform its operation from
a substantial range of the target network.
Reactive, adaptive, and intelligent jammers need to eavesdrop on network traffic to be successful and hence their effectiveness is limited by the quality of the
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sensing they can produce between themselves and the legitimate users through
use of appropriate beamforming, tuning programmable gain amplifiers (PGA), etc.
Reactive jammers improve on intermittent jammers by only transmitting after detecting a frame of a legitimate user. This is typically much more difficult to detect
than an intermittent jammer which exposes itself even during times when the network is idle. Surprisingly, a reactive jammer is not as simple to implement as it
sounds. The duration of a physical layer frame can vary from tens of microseconds to a millisecond and this gives the hardware of the reactive jammer a very
short time to react. Without getting into the fine details of general-purpose SDR
hardware, it generally takes several milliseconds to perform detection on collection
of digitized samples, turn on the transmitter, and emit a jamming signal, making
it difficult to impossible to do unless specialized hardware is used. An adaptive
jammer improves slightly upon a reactive jammer in that it attempts to use the
least amount of power necessary to successfully jam a frame, even if the channel
between itself and the target user is changing. This further decreases the likelihood it can be discerned as an intentional jammer by the target user than with the
reactive jammer.
Intelligent jammers differ from reactive and adaptive jammers in that they require detailed knowledge of the protocol(s) in use as well as be able to eavesdrop
on network traffic. Intelligent jammers further reduce its potential for being detected by target users by selectively jamming particularly important frames or
portions of frames that are necessary to relay data between users in a network.
This is often accomplished by instead jamming control frames at the MAC layer
instead of frames that carry bulk data. This has been shown to be effective when
exploiting the IEEE 802.11 standard, commonly known as Wi-Fi, by disrupting the
transmission of request to send (RTS) and clear to send (CTS) frames. These packets are often much shorter than the proceeding payloads, but by jamming these
control frames the jammer can ensure that the payloads will not even be sent. The
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strength of this intelligent approach is that much less energy is used because small
control packets are targeted instead of much longer data payload frames. They are
also unlikely to be detected by analysis of RSS, but could be found when observing
changes in channel state information (CSI) and/or packet error rate (PER). Furthermore, as suggested by the name, these jammers are much more complex than the
constant and intermittent designs and require knowledge of the protocol(s) being
used beyond the physical layer.
The current research that leverages machine learning to jam wireless systems
revolves around the network layer. This involves observing, classifying, and attacking the packets when the attacker believes that the corruption of those packets
in particular is going to be more detrimental to the transmission of data than others. Often, it is because these packets are heavy in control information that sync
transceivers in the network and work to setup communication before the payload
is sent.
For example, almost every protocol implements a method for inteference mitigation at the MAC layer. In Wi-Fi, the MAC layer can be configured to prevent
interference between users using carrier-sense multiple-access with carrier avoidance (CSMA/CA), which requires each user to sense whether the medium is busy
Channel
Idle

NAV = 0
Idle

DIFS

Consistent
Length

CW=0
Back
-off

Tx
RTS

Variable
Length

Rx ACK
SIFS

EIFS

Tx
Data

SIFS
CTS

Wait
CTS

SIFS
CW=0

Figure 6.2: A finite state machine description of an IEEE 802.11 virtual carrier sensing MAC layer protocol
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before transmitting. The MAC layer in Wi-Fi can also be configured to perform
virtual carrier sensing through the exchange of ready-to-send (RTS) and clear-tosend (CTS) packets before data from the upper layers are transferred. The state
machine for this configuration of the MAC layer can be seen in Figure 6.2. This
MAC layer protocol, similar to other protocols, use standard durations for control
mechanisms such as the shortest interframe spacing (SIFS), DCF interframe spacing (DIFS), and extended interframe spacing (EIFS) that can be exploiting to more
easily discern the current state of the MAC layer finite state machine.
This network layer focus is demonstrated in [66], where they model and attack
the ready-to-send (RTS) and clear-to-send (CTS) handshake system of an 802.11type wireless network. This is done by framing the problem as a Markov decision
process, and using the current state of the network to determine the best action
to be taken. This simulation is useful to see the effects the time delay has on the
attacker’s ability to learn, but it relies on the assumption that the protocol used by
the transmitter-receiver pair is known. It also depends on the use of ACK/NACK
packets, which may not be used by a given protocol, or may not be available to
jammers in certain situations.
In [67], a similar approach is taken in which the packets are jammed and the
ACK/NACK packets are monitored for feedback. However, the entire target packet
is not jammed. Instead, a pulse jamming ratio ρ is used to stochastically raise and
lower the strength of the jamming signal. The benefit of this approach is that the
jammers can operate more efficiently and decrease their likelihood of being detected.
The “Greedy Bandit“ algorithm is proposed by ZhuanSun et. al. to improve
upon the ”Jamming Bandits” algorithm [68]. They address the need to learn without the ACK/NACK packets and propose two possible behaviors that can be observed in their place: changes in power and enduring time. This approach takes
advantage of the concept that if the jammer is successful in interfering with the
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communication of the sender-receiver pair, then the power of the signals transmitted will increase and the pair will change their communication parameters quickly.
This line of thinking is elaborated upon in this study and modulation encoding
changes are used as a way to detect whether or not jamming is successful.
Such past studies succeed in using machine learning to jam packet level network communications. They demonstrate how the Markov decision processes
are useful for determining optimal actions using state information. However, the
behavior of wireless networks is not only dependent on the current state of the
network but also on its previous states. One example of this behavior is when
the transmitter-receiver pairs are determining the modulation encoding scheme to
be used during transmission—a modulation is chosen so that bits per symbol are
maximized without the transmission failing regularly due to channel noise. And
if the channel deteriorates during transmission so that many packets are failing,
then a lower modulation can be chosen to decrease the number of failing packets.
This behavior is just one example of how the network’s actions are dependent
on the data from many time steps in the past and not solely based on the current
state of the network. Furthermore, this paper seeks to demonstrate how an agent
who wishes to optimally disrupt the communications between a sender-receiver
pair must be able to leverage the past state of information in their decision making. This study shows that this can be accomplished using deep Q-learning with
relatively simple neural network architectures.
6.2.1.

Reinforcement-Based Intelligent Jamming

The blind intelligent jammer that is proposed in this chapter is different from each
of the existing types of jammers in that the hardware implementation can be potentially much more simple than reactive, adaptive or intelligent jammers since reinforcement learning algorithms instead learn to predict when critical control frames
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will appear as opposed to reacting in a short time to every frame as it is detected.
Additionally, since it attempts to learn an effective jamming technique, it does not
need any prior knowledge of the protocol(s) in use. It is important to note that the
effectiveness of the blind intelligent jammer will always be upper-bounded by the
best intelligent jammer. The shorter time a blind intelligent jammer has to train
against a particular protocol the more likely it will attempt to jam some frames
unnecessarily. The conceptual performance of this kind of jammer relative to other
jammers can be seen in Figure 6.1.
At the core of the proposed blind intelligent jammer is a reinforcement learning
algorithm. Every reinforcement learning algorithms use the same general formulation of an evironment E which has a set of observable states s ∈ S , a set of possible
actions a ∈ A that the agent can take, and a reward R that the agent receives for
its action given the current state of the environment. The agent learns to to maximize the reward it receives through an iterative process of interacting with the
environment.
When the environment has only one state, an agent is given the task of identifying the action that maximizes its total reward among many possible actions.
Environments like this lend themselves to what is generally referred to as multiarmed bandit algorithms. With multi-armed bandit algorithms, each action of the
bandit is referred to as an “arm” of the bandit. The bandit, by keeping track of
statistics associated with each arm, attempts to choose the ideal action at each time
step while also allowing itself to occasionally explore other possible arms. The
most simple of these multi-armed bandit algorithms is referred to as e-greedy. The
e-greedy algorithm explores its environment with probability e, by taking a random
action among those available and recording its reward. With probability 1 − e the
learning agent exploits previously gathered information about its environment to
gain the highest reward. More commonly used reinforcement learning algorithms,
such as simulated annealing, attempt to optimize the reward the agent receives at
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each time step by gradually decreasing e as the agent has sufficiently explored its
environment.
Single state environments can be further generalized by modeling environment
as a markov decision processes. Markov decision processes were first described by
Richard Bellman in 1950s [70]. When each action is taken, there is a probability T
that the environment will move to a new state s0 . Each transition from one state to
another results in some reward for the agent. To maximize the reward, the value
V (s) of each state is assigned recursively as a function of future statesas seein in
(6.1). Shown below, the bellman optimality equation assigns the value of each state
as a function of the reward earned by taking the best action in the current state plus
the discounted value of the state transitioned to:
V ∗ (s) = arg max Σs0 T (s, a, s0 )[ R(s, a, s0 ) + γ · V ∗ (s0 )].

(6.1)

a

• T (s, a, s0 ) is the probability that the transition from state s to s’ occurs given
action a is taken.
• R(s, a, s0 ) is the reward the agent receives as it transitions from s to s’ given
action a is taken.
• γ ∈ [0, 1] is the discount rate that decreases the value of future rewards.
However, the value for a particular state V (s) is not known a-priori in practice
and must be learned through trial and error. To learn V (s), many reinforcement
learning algorithms instead learn the so-called Q-value, the value of taking a particular action in a state Q(s, a). Hence, these Q-learning algorithms allow for an
agent to eventually discover the Q-values of all state-action pairs through experimentation, without knowing the transition probabilities or the rewards beforehand. The experimentation happens through several episodes of the environment.
After the kth episode, the Q-values are updated according to (6.2).
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Qk+1 (s, a) ← (1 − α) Qk (s, a) + α(r + γ · max a0 Q(s0 , a0 ))

(6.2)

• α ∈ (0, 1) is the learning rate.
• r is the reward earned when leaving state s after taking action a.
6.2.2.

Deep Architectures for Approximate Q-Learning

The Q-learning algorithm works well with small state spaces, but can become intractable as the number of possible states and actions grow. In environments such
as video games or board games, the number of possible states the game can be in
are innumerable. Hence, the learning agent needs to be able to generalize from
states that it has experienced to states that it has never experienced Another possibility is for the agent to learn a more compact representation of the state space so as
to be able to generalize better. This is the goal of approximate Q-Learning. Instead
of finding Q directly, which make be a function of a large number of parameters,
it may be easier to find a function with a manageable number of parameters either
with information about the state or with expert features. This is where neural network architectures can be used. It has been shown that neural networks perform
well in representing these functions to estimate Q-values, a technique called Deep
Q-learning [69].
Deep Q-learning is accomplished by creating a neural network whose input is
the current state and whose output is the Q-values of all possible actions that can
be taken at the current state. Training is conducted by having a neural network that
is labeled as “actor” interact with the environment by calculating the Q-values of
each action at a particular state and then either picking the optimal action with a
probability of 1 − e or exploring the non-optimal actions with a probability of e,
where e ∈ [0, 1].
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These Q-value estimations, the actions taken, and the resulting rewards are
recorded into a replay memory. Then, after a set of actions is stored in the replay
memory, a “critic” neural network is used to estimate the Q-values of each state
visited. Using this data, the deep Q-learning cost function is used to determine the
degree to which the critic is incorrect in estimating the Q-values of each state.

J (θcritic ) =

1
Σ a (y − Q(s, a, θcritic ))2
n

(Deep Q-learning Cost Function)

• θcritic and θ actor are the parameters of the critic and actor neural networks,
respectively.
• y = r + max a0 Q(s0 , a0 , θ actor ) is the targeted Q-value prediction as made by the
actor.
• Q(s, a, θcritic ) is the critic’s prediction of the Q-values.
• n is the number of possible actions.
Here it should be noted that the cost function is the mean squared error of the
target Q-values that are calculated by the actor and the predicted Q-values that
are calculated by the critic. This error is used to optimize the critic neural network
and the parameters of the improved critic network are copied to the actor at regular
intervals

6.3.

Models

By using existing network simulators such as network simulator 3 (ns3) to model
all layers of the OSI stack, it is possible to rigorously test the viability of the blind
intelligent jammer in more realistic scenarios. However, given the innumerable
amount of possible applications, possible different implementations of each layer,
and possible different physical environments that can be modelled using these
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tools, it is necessary to start with more simplified models that can properly highlight the potential benefits of this approach. Instead, common and fundamental
behaviors that can be observed across the majority of protocols will remain the
focus for this study.
We will instead focus on modelling one specific behavior that is commonly
observed in protocols. In order to achieve the highest possible rate of throughput that may be possible given the quality of the channel between Alice and Bob,
many protocols adapt their modulation and coding schemes (MCS), which represent different rates of throughput. The quality of the channel can be estimated by
Bob when Alice transmits a known sequence and Bob transmits this information
back to Alice so that she can adjust the MCS appropriately. There are at least 64
available combinations of MCSs in Wi-Fi which each represent different rates of
throughput. If Bob detects a high-quality channel, then Alice will transmit at a
high rate of throughput and if Bob detects a low quality channel, the Alice will
transmit at a low rate of throughput. If a high throughput MCS is chosen, then the
amount of time that Alice needs to transmit is smaller in duration in comparison
to low throughput MCS. This is behavior is generally observed wireless protocols.
To compare the performance of the blind intelligent jammer with other approaches, this fundamental behavior can be modelled in two different ways. First,
using the modulation classification techniques that have been detailed in earlier
sections, Eve can observe a stream of classification results that come from these
techniques. In this case, Eve will attempt to force Alice to use the lowest available modulation. Second, by using energy detection techniques, Eve can observe a
stream of detection results where longer streams of detections correspond to longer
frames which can be seen in Figure 6.6.
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6.4.

(New Results) Adaptive Modulation and Coding Environment

In this environment, the fundamental dynamics of Alice employing adaptive MCSs
are modelled in two ways. First, by leveraging the similar approaches to modulation classification presented in previous sections, each modulation is described as
a finite set of observable states. In both models, Eve decides to jam using a finite
set of jamming powers which determine the success of each jamming action.
6.4.1.

MC-based MCS Environment

The modulation and coding scheme chosen by Alice and Bob can take on values
between zero and three, with three representing the highest possible throughput
waveform. At each time step, a single packet is sent across the channel and Eve
observes the modulation and the coding scheme, deciding among the four levels of jamming power also using values between zero and three, with three being
the highest power. Note that Eve does make a decision about jamming based on
the modulation and coding scheme currently in use, but rather the previously observed modulation and coding scheme. This is consistent with how a jammer observes its environment and is also consistent with how the reinforcement learning
algorithms learn the approximate Q function.
To model Eve’s attempt to jam communications, four states are chosen to represent the four possible outcomes of a typical jammer. A jamming power of zero
represents the case in which Eve does not attempt to jam at all and remains silent.
A jamming power of one represents Eve’s unsuccessful attempt to jam Alice and
Bob. Jamming with power two or greater results in Alice and Bob being successfully jammed, but a jamming power of three exposes Eve as a jammer more so than
with a power of two and, hence, receives less reward.
To model Alice and Bob’s attempt to achieve the greatest throughput, the modulation and coding scheme adapts based on a simplified form of packet success
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rate. If four consecutive packets fail to be received by Bob, Alice reduces her modulation and coding scheme by one. If four consecutive packets are received successfully, Alice then increases her modulation and coding scheme by one. This
is similar to how many modern protocols actually implement a frame-by-frame
adaptation of the modulation and coding scheme. This model can definitely be
more detailed but some of its fundamental dynamics are captured here and it can
consequently still be used for insight into how deep Q-learning can be applied to
the problem of intelligent jamming.
The ideal behavior of Eve in this environment is to jam Alice and Bob until they
are stuck using the slowest modulation and coding scheme available to them, thus
also reducing the probability that Eve can be detected through jamming power. To
reinforce Eve to learn this behavior, she is given a reward for keeping the modulation and coding scheme less than one for as long as possible. Additionally, to
reinforce Eve to minimize her jamming power, the reward is reduced when larger
jamming power is used. Mathematically, after each action is taken by Eve, she is
rewarded using the following reward equation:

r ( a) =

4−a : s ≤ 1
0
:s>1

(Reward Equation)

As shown, Eve is rewarded solely for keeping the modulation (known as state
s) at zero or one and not for the effectiveness of her jamming. Eve does, however,
receive a lower reward for jamming (taking action a) with high power and is thus
motivated to keep the modulation below the threshold with as little jamming and
as low a jamming power as possible.
In order to more fully understand how deep Q-learning can be applied to problem at hand, the performance of two basic agents will serve as a baseline. These
two agents are the random jammer and the epsilon-greedy jammer. Each of these
agents can represent the pros and cons of simple jammers and the more recent
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forms of intelligent jammers in the results.
The remaining agents will consist of deep Q-learning based agents with different hyperparameters and architectures that will be explained in detail per each
result. The purpose of these simulations is to serve as a proof of concept in applying deep Q-learning reinforcement learning algorithms to the general scenario
of degrading throughput without knowledge of the underlying protocol and give
designers understanding as to which architecture and set of hyperparameters may
serve their purposes the best.
In Figures 6.3 and 6.4 the outcome of four different agents being trained on
the environment described in 6.3. Several things can be observed. Starting with
Figure 6.3, it is clear that the deep Q-learning agents can outperform a simple epsilon greedy algorithm and a random jammer. This makes intuitive sense since
the epsilon greedy jammer does not try to model the dynamics of Alice-Bob communication protocol, but instead sees the environment as always been in one state
that may change probabilistically over time. Looking at Figure 6.4, it is clear that
the epsilon greedy algorithm eventually settles on jamming at a power of two the
entire episode. Since the epsilon greedy algorithm tries to maximize the average
reward over the entire episode, it makes sense that the best approach, without discerning which MCS is being used, is to always jam and occasionally receive reward
for this.
Both deep Q-networks decide on strategies that are closer to optimal than the
epsilon-greedy by resisting jamming at all times. The difference between the two
Q-networks is that one of them receives the previous action it took as part of its
observations. These two networks take in the current set of observations, as well
as the last 16 sets of observations, as input and attempt to produce an output.
As a result of being able to consider the current state as a combination of all the
previous states, the network can make a better attempt to learn the dynamics of the
system. The architecture that does not receive its own action as feedback settles on
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Figure 6.3: Average Reward for Each Agent
a strategy that is close to an average reward of three. This implies that it always
jams for four packets and then remains silent for three. The network that does
receive its own action as feedback only jams once during four packets, giving the
highest possible average reward of 3.5. The first network, which does not observe
its previous action, is closer to learning the general value of a state but perhaps not
necessarily the best action to take in that state.
The success of the approach that includes the previous action as part of the
observation is apparently unique to this environment, because it is uncommon to
include it in other existing applications of this deep-learning approach. This is perhaps because in the typical environments in which such reinforcement algorithms
are generally employed the actual Q-function that the network attempts to approximate depends more on the current state instead of on actions in previous states.
For example, in a video game, the best action to take at any point during the game
mostly depends on the current state of the game and not on the actions taken to
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Figure 6.4: Agent Actions by Episode
reach the current state. In the environment at hand, the reward that the agent receives depends on the actions that are taken in previous steps so it is imperative
that it takes this into account.
The success of the approach of including the previous action as part of the observation is apparently unique to this environment as it is uncommon to include it
in other existing applications of this deep-learning approach. This is perhaps because typical environments in which reinforcement algorithms like this have been
employed are such that the actual Q-function that the network attempts to approximate depends more on the current state as opposed to actions in previous states.
For example, in a video game, the best action to take at any point in the game
mostly depends on the current state of the game and not on the actions taken to
get to the current state. In the environment at hand, the reward that the agent receives depends on the previous actions that were taken in previous steps so it is
imperative that it take this into account.
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6.4.2.

Hyperparameter Analysis

In general, machine learning algorithms carry with them a host of hyperparameters that can be tuned to get the best performance for a given application. The
purpose here is not necessarily to get the best performance for this environment
as it is an oversimplified version of reality, but to gain further insight as to the
role each of the hyperparameters play in enabling Q-learning to take place and
generalize this understanding to more detailed models of the environment.
The first hyperparameter of interest is that of the depth of the network. The
depth of the network used to approximate the Q function should grow with the
complexity of the environment. In Figure 6.5, the reward of several agents with
different network depths are plotted. Although the result would be more clear if
several training runs were averaged, it is clear that the depth of the network does
not have a notable effect on the average reward of the agent. This implies that for a
relatively simple model such as this, which does not include any stochastic behaviors and does not have many possible actions to choose from, a simple network is
sufficient for learning.
The second hyperparameter of interest is that of the training interval, or the
number of steps before the actor network will re-train itself given its previous experiences and the new ones its has gained.
6.4.3.

Energy-Detection based MCS Environment

In order to contrast with the previous environment, which models the same behavior of Alice employing adaptive MCS, a model that requires less functionality
is created. In this environment, instead of Eve receiving a stream of classification
results, Eve receives detection results. The detection result comes from a standard
energy detection algorithm, whose output is 1 if the sum ∑nN=1 | xn |2 for N samples
exceeds a threshold τ and is 0 otherwise. To illustrate what Eve observes for this
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Figure 6.5: Average Reward vs Depth
environment, Figure 6.6 shows several frames of BPSK-modulated data. Eve employs energy detection across 20 samples for every complex sample received and
outputs an energy detection result.
It appears that less information is available to Eve in this scenario than the
scenario outline in Section 6.4.1, however; Eve attempts to discern the modulation
available by observing the duration of the frames. In this case, the observable
states will only have two values – on and off. Additionally, Eve will only have
two possible actions – jam or not jam. Since Eve does not have as many choices
in this environment as the previous one, Eve will not attempt to simultaneously
minimize her power output while impeding network traffic.
The reward function for Eve in this case will instead be related to how long the
the medium is detected to be busy. For every time slot that Eve detects the presence
of a signal, she received a reward of one. This is regardless of the jamming level
that Eve employs. If Eve jams during a time that Alice is not actively transmitting,
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Figure 6.6: Eve performs energy detection in order to transform a received waveform into a stream of detection results

then Eve receives a reward of negative one. This emphasizes to the intelligent
agent the necessity to predict when the next transmission will occur and wait until
enough information has been collected to have a high probability of transmitting
during Alice transmission.
To illustrate how this environment appears to Eve, Figure 6.7 shows the obsevation, action, and reward at each episode step. Examining the action and observation over time from time slots 15-19, it appears that Alice was not jammed
during a four-slot transmission period. As a result of the successful transmission,
Alice is idle for four time slots. The long idle period after a successful transmission
is representative of how many protocols force nodes to allow for other nodes in
the network to transmit. Then, after the long idle period, Alice transmits for two
time slots in time slots 22-24. The transmission period for two time slots could be
interpretted as Alice deciding to increase the throughput as a result of a successful
transmission. In time slot 24, Eve decides to jam Alice and does so successfully. As
a result, Alice has a short idle period of two time slots. The short idle represents
the typical behavior of having a relatively short idle period before re-transmission
when a frame fails to be received. Additionally, the longer transmit time that follows the short idle can be interpretted as Alice deciding to lower the throughput
as a result of the unsuccessful transmission of a frame.
Now, since Eve does not know if transmissions are successful or not, she is
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Figure 6.7: An example simulation of the energy detection environment with a
random jammer

rewarded for as long as Alice is transmitting. To incentivize Eve to force Alice
to have longer transmissions, Eve is rewarded more the more consecutive time
slots that Alice transmits. In time slots 8-11, the reward linearly increases from
.25 to 1.0 representing this reward increasing for each consecutive time slot. Eve
receives a negative reward when jamming during the time Alice is idle. In time
slots 20 and 21, Eve receives a reward of -1 for transmitting during these times.
With this reward function, Eve should learn to predict when Alive will transmit
and when Alice will be idle. However, since Eve’s reward does not diminish for
using more transmission power as in the previous environment, there are several
ideal solutions that Eve may converge towards.
Now, the performance of the same intelligent agent used in Section 6.4.1 is evaluated in this new environment. The agent is trained over 200 episodes and the
reward that the agent receives across all of these episodes can be seen in Figure
6.8. Looking at these results, it appears the agent learns a nearly-optimal jamming
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strategy in 125 episodes. The actual observations and actions can be seen in Figure
6.9. What is apparent from the actions that Eve has chosen, is that the intelligent
agent has memorized Alice’s transmission pattern after it has been jammed. One
potential issue with this result is that Eve may have simply memorized the steps
that it needs to take from the beginning of the simulation.
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This is a problem that is also a concern in the application of reinforcement learning to video games. Although video games may be randomized, the beginning
state is often not randomized. Therefore, this environment was also made to have
a random state in the beginning and this can be observed by carefully examining
the first few observations for each episode shown in Figure 6.9.

6.5.

Conclusions

Jamming continues to be a threat to the security of wireless communications and
mitigation techniques must evolve together with the complexity of threats. Currently described intelligent jammers work to exploit upper layer protocols to decrease sender-receiver throughput, but are difficult to implement in practice. We’ve
demonstrated using modern machine learning techniques that common adaptive
MCSs can be exploited in a predictive manner rather than a reactive manner.
The results of this work admittedly only scratch the surface of what an intelligent jammer equipped with modern machine learning techniques can potentially accomplish. Since many wireless protocols obey a common set of rules, they
can potentially be learned through reinforcement learning techniques over a short
enough time. Dynamic modulation and coding is only one such example, but it’s
logical to see how other practices such as handshakes, ACK/NACK packets, and
static packet structures are predictable and possibly open for exploitation. The
defense against this attack being that radios need to constantly change their behavior in order to deny an intelligent attacker the time to learn the pattern they are
following.
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7.

7.1.

C ONCLUDING R EMARKS AND O PEN P ROBLEMS

Summary of Contributions

With the rapid development of hardware to digitize the increasingly wider bandwidths, of efficient algorithms to narrow down the amount of information present
in such high throughput data streams, and of sophisticated machine learning tools
to make intelligent decisions with increasingly less information, it is important to
consider how this will ultimately affect the security of the next generation wireless
systems and beyond. Much of the existing literature on wireless physical layer
security considers the scenario in which Eve has similar capabilities to Alice and
Bob. In this dissertation, a wide range of existing literature in the areas of signal
processing and machine learning is compiled and novel algorithms are proposed
to provide a holistic picture of what a future can look like in which ubiquitous
SDRs become as accessible as the personal computer. The contributions of this
dissertation can be summarized into the following three categories.
Blind Signal Isolation

An approach is presented to efficiently identify and iso-

late potentially hundreds of signals present in a wide bandwidth. Here, a novel
but preliminary approach to estimating the center frequency and bandwidth of
several signals simultaneously in a wide bandwidth is proposed and analyzed.
Additionally, existing algorithms in digital signal processing involving polyphase
filter banks and blind source separation are cast into this new context. Much of the
existing literature in modulation classification in which non-cooperative scenarios
are considered can use the performance of this system as a starting point to analyze
the performance of different algorithms in more a realistic light. A difficult problem in this area that requires further work is that of isolating wideband, short-lived
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signals and very narrowband, long-lived signals. This problem is difficult because
of the trade-offs between frequency resolution and estimation variance mentioned
in Section 3.2.1
Signal Classification

Several algorithms are presented based on cyclostationary

features, primarily the SCD, to classify a large set of diverse signals in a channel
that is very close to the real, over-the-air channels observed in the SDRs. The primary downside of the SCD, namely is computational complexity, is compensated
for using feature selection techniques without sacrificing significant performance
in the classifier. In addition, an extension to recent results using deep learning,
which trains a deep network in a hierarchical fashion, is shown to marginally improve upon the existing approaches. Extensions to this work can go in many directions. Deep architectures that have been developed for classification are mostly
suited to images and video, but further progress in this area may require fundamentally new types of layers that can handle complex signals and produce results
that make intutive sense to experts in the field. Additionally, classification algorithms that take into account multiple layers of the OSI model will further take
advantage of the deep architectures in a way that previous approaches could not
do in a generalizable way.
Intelligent Jamming Finally, it was demonstrated that when using deep Q-learning,
a reinforcement learning agent can learn an efficient way to jam a simplistic protocol without knowing anything about it a-priori. Much of the research in the area
of intelligent jamming, namely selective jamming, requires an SDR process and a
quick reaction in a way that may only be obtainable through an FPGA implementation. These results demonstrate that it is possible, even with delayed information,
for a reinforcement learning agent to jam a stream of packets while reducing the
probability of exposing itself. This formulation of the jamming problem is novel
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and possible directions for research in this area are extensive. Extending this work
will likely begin with more realistic Alice-Bob models that leverage existing tools
in network simulation software and a thorough study of possible reward functions
that a blind jammer may use to effectively find a jamming pattern.
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