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MENTAL LANDSCAPES: VIRTUAL REALITY FOR NEUROSCIENCE
OUTREACH

Devin Bayly

Abstract
The impact of technology in our lives is often overestimated in the short term,
and underestimated in the long term. The cutting edge technology known as 
Virtual Reality (VR) is one of these technologies. VR is overwhelmingly in use 
for entertainment, but that is not the limit of its potential. Within the domain 
of education VR has a wide range of possibility. The purpose of this honors 
thesis is to investigate various VR visualization techniques in the domain of 
neuroscience outreach. The goal of the project is to create virtual reality 
exhibits featuring content from the macro, meso, and micro scales of 
neuroscience research, and prototype my outreach in the Tucson community. 
Upon completion of this thesis project, the collected virtual scenes will be 
assembled to form a curated set of neuroscience exhibits referred to in its 
entirety as the Mental Landscapes museum. This document includes 
summaries of these best practices, as well as details about the subsequent 
changes to the Mental Landscapes project. I then provide comments on 
significant outreach events which this project was tested. Lastly a discussion 
of directions for the project following this thesis are provided as closing 
remarks.

Introduction

Motivation

The struggle to communicate science to the public is as old as the institution of 
research. When discoveries are made, a few fall far-apart from the main stream. This
is actually the definition of a discovery in one sense. The task of disseminating 
knowledge is critical, but it is inevitable that some amount of gap will remain 
between the frontier of a field and the public. This is largely due to the pace of 
developments within a field. Thanks to this dynamic researchers and the public have
become well used to the gap, but the public's opinion of science is far from static. In 
the United States an anti science movement has made itself known, and according to 
surgeon and staff writer for The New Yorker Atul Gawande this movement is 
growing (Weiner ,2016). What fuels this movement is a complex question, but many 
point to the inaccessibility of most research results, and the perceived elitism of 
those in research by those who are not (Fiske and Dupree ,2014). 

There are numerous new technologies with which scientists may overturn these 
trends. Chief Communications officer for the Southern Arizona March for Science 
Ansel Andrews believes that we can address this issue through the use of existing 
social media technology. In a recent science communication talk delivered to 
undergraduate researchers at the University of Arizona's Medical Research Building 



he pointed to examples like the global movement "This is what a Scientist looks like" 
that battles the stereotypical perceptions of who scientists are (Van Eperen et al. ,
2011). He also emphasized that using one’s own social media platforms to talk about
one’s own work helps personify research, and makes it less strictly about published 
articles that some members of the public struggle to understand. In this way science 
can regain the critical element of humanity that allows the public to place more trust
in it.

Technologies like social media aren't the only technologies we can use for the 
purposes of science outreach. A newcomer to the realm of knowledge dissemination 
is the electronic media of Virtual Reality (VR), and its abilities in this domain are 
largely unexplored due to its primary use for entertainment. Participants using VR 
tools can learn more about an educational subject than from conventional two 
dimensional textual resources due to VR's strengths in educational accessibility, 
immersion, and interactivity. It is the purpose of this project to explore this idea 
within the domain of neuroscience outreach.

General educational content delivered through VR allows participants to save both 
time and money with virtual hands-on material. First, experiential learning can take 
place without location restrictions, or certain issues related to the purchase of 
expensive tools for each individual beyond what is required to experience the scene 
(Dede et al. ,2017). Secondly, within biological fields individuals get hands on access 
to anatomical models which might have limited supply, or prohibitive costs (Jang et 
al. ,2017).

Retention of information, and general interest are influenced by the interactivity 
offered by VR. Within certain arenas similar to this project it has been shown that 
simply interacting with the VR content through spatial manipulation can 
significantly improve the understanding of the material presented (Jang et al. ,2017).
In addition, a unique side of VR for education comes from the leveraging of what is 
known as immersive embodiment (Slater ,2017). By manipulating this aspect of VR, 
participants unfamiliar with the work may still engage in critical socialized learning 
without feeling vulnerable or exposed. This is critical in promoting interest and self 
motivated learning within the context of these the Mental Landscapes exhibits.

Document Road map

The technology involved in the generation of the above depends on several factors. 
First and foremost, it depends on specific types of hardware. This will include the 
devices targeted, and the VR Googles chosen for experiencing the content created in 
this project. Second, it depends on the software used to deliver educational content. 
This will cover the full spectrum of model provenance, from the databases or 
research groups which have made the data available all the way through to the 
software used to make content hosting and presentation in VR possible.



Models and Methods

Hardware Choices

Given the tremendously open ended nature of this project a clear design process is 
necessary. The production pipeline for new educational content moves between two 
distinct parts: generation and presentation. These processes form an end to end 
development process that is then repeated several times within a semester cycle to 
assemble new educational scenes to add to the collection. The generation process 
takes 3 weeks and occurs two times during the semester. This process starts with 
procuring experimental data of interest from databases, or individual research labs. 
A work flow of preprocessing steps converts this data into appropriate 3D models or
data visualizations. The final step of this half of the pipeline uploads the results into 
static hosting directories on the Mental Landscapes server for access during 
presentation.

The presentation phase is not only a delineation in the software sense, but in terms 
of sharing drafts of educational scenes with the public. This phase occurs in two 
week revision cycles starting with model and visualization inclusion as components 
in VR scenes using the WebVR library described in detail later in this report. This 
revision cycle allows for changes to parameters affecting the aesthetics of each scene
using input from public presentations of the material. Lastly, at the end of each 
semester cycle there is typically an informal showcasing of the new and old models.

Leaving aside the design road mapping process, it is worthwhile to discuss the 
hardware which supports this project, and the factors related to its selection. At its 
core, this project is about neuroscience outreach, and about making material and 
models from the field accessible. For this reason it should come as no surprise that 
accessibility is a guiding principle with regards to hardware selection. Many of the 
consumer products that provide a VR experience are perhaps the antithesis of 
accessibility: Oculus rift, and HTC Vive's highly immersive experiences are out of the 
cost range of many individuals both for the VR hardware, and the computer systems 
that operate it; the measures taken to make this experience possible, also prevent 
the Oculus or Vive from being suitable choices for the mobile nature of my 
presentations at schools and community events.

Fortunately, VR hardware exists upon a spectrum and ubiquitous devices like cell 
phones and tablets can provide VR experiences as well. In order to view content in 
VR on one of these devices a specific headset is required. Economy headsets used in 
this project can be found on the Google Cardboard page, with particular 
recommendations for the Homido mini, the Veer bulk pack, and the classic Google 
Cardboard. These headsets all contain stereoscopic lenses that can superimpose 
images placed at the correct distance from them. Rendering tools well within the 
phone's hardware capabilities can be used, and provide realistic head tracking while 
viewing a scene with artificial depth. Ultimately, the combination of these elements 
allows a participant of a VR scene to use their system as a 3 degrees of freedom 
camera. Since vision is relied upon heavily for making sense one's surroundings, 



looking around a virtual scene from a fixed position still presents an opportunity to 
create immersive experiences. By targeting the most available device for VR content 
it is possible to increase accessibility without significantly diminishing the potential 
to create meaningful immersive educational VR experiences.

Having a reliable source of wifi for presentations is critical. Given the variable nature
of  each event it became a priority to be able to generate a local network that  
devices could join to access VR scenes. For this purpose a router was purchased 
from Office Depot, and a static ip address was assigned to the laptop which would 
host each Mental Landscapes scene. In this way all additional devices with wifi 
capability could join this network and send their requests for content over a reliably 
provided connection.

For several of the hardware choices supporting this project the University of Arizona
Libraries became a major supporter. After reaching out with initial questions about 
borrowing technology and fabrication, a particular arrangement was reached 
allowing for batch rentals of iPad Pro tablets, and financially unrestricted use of the 
supplies and machines at the University's Maker space known as the iSpace. 
Assistance in reaching this arrangement is entirely due to support from Anthony 
Sanchez of the iSpace.

Some amount of modification is required to make the iPad Pro a device compatible 
with the accessible VR used in this project. Unfortunately, there are no existing mass 
produced headset equivalents of the Google cardboard for the iPad. Rendering 
within a fraction of the total device screen width was a presentation challenge that 
will be described in the Presentation Software section. A design was drafted with the
on line autoCAD software known as OnShape that would work as both a visual field 
divide, as well as a lens holder. Technical specification documents were necessary to 
get access to all the measurements required for this task. Lastly, these designs were 
fabricated out of cardboard using the laser cutting facilities available at the Science 
and Engineering Library's iSpace. When necessary the open source scalar vector 
document program known as Inkscape was used to output files compatible with the 
laser cutting software. The designs and final prototypes are shown within the 
figures below (Figure 1, Figure 2, Figure 3).



  

  

Figure 1: Headset Model

Figure 2: iPad Pro fabricated headset

Figure 3: Headset on iPad Pro



Each holder  requires a pair of lenses in order to make a functional VR headset. 
Unfortunately there is no middle ground when it comes to purchasing amounts of 
these lenses. If you are a hobbyist, a set of lenses may cost you about five dollars, but
unless you are ordering hundreds it becomes costly to purchase in bulk. For the 
number of headsets laser cut approximately 20 lenses would need to be purchased. 
Since this project aims to support cellular devices that audience members bring with
them as well as the library's iPad tablets it made the most sense to purchase 20 of 
the cheapest prefabricated headsets. This means 10 can be used for cellular devices, 
and 10 can have lenses extracted for use in custom iPad headsets. The VeeR VR Mini 
Goggles 10 Packs are a great fit for this with easily removable lenses, and a holder 
that separately can attach to a cellphone screen.

For events making use of the mixed reality presentation style, a set of additional 
supplies were fabricated. The entire Mental Landscapes project is meant to model 
itself after a museum in virtual space, and in this way,it is important to have a clear 
demarcation of content within spaces. Museums use pedestals of many types to 
display actual models to viewers, and so does the Mental Landscapes museum. Each 
of these pedestals is fashioned after the structure of a neuron with its supporting 
surface styled to resemble a cell body with several dendritic branches. The supports 
for the surface are the axon and three terminals which provide lateral stability 
(Figure 4). Initial hand drawings were converted into, Blender, Onshape, and 
Inkscape for 3D conceptualization, dimensioning, and laser cutter export 
respectively. Prototypes for a set of 6 model pedestals were fabricated at the iSpace 
out of corrugated cardboard in three separate pieces to fit within the dimensions of 
the cutting bed (400mmx600mm) (Figure 5).

 

Figure 4: Pedestal model



 

It was also apparent that having something like a business card would be helpful in 
this project, and so the Mental Landscape stickers were designed (Figure 6). Sticker 
design was hand made within the Xournal note taking tool, and 50 circular stickers 
on a roll were fabricated by the Sticker Mule Company. This purchase was made 
during a sale of theirs of 50 circular stickers for 19$, so Spirit of Inquiry grant funds 
were used. The sticker was chosen instead of a business card at the time for its use 
in audience surveys as an incentive, as well as something to give to younger 
audience members who found the presentation material interesting. The surveys 
consisted of two open answer questions and a set of yes/no/I don't know questions 
relating to a wide variety of neuroscience concepts (Figure 7). The results of these 
surveys are for private consumption relating to the content creation steps of the 
Mental Landscapes project and therefore no IRB applications were needed prior to 
engaging the public.

 

Figure 5: Pedestal after laser cutting

Figure 6: Mental Landscapes sticker



 

For several events it was necessary to have a poster in addition to the browser 
content. A conventional poster might have sufficed for a presentation of content that
was static, but much of the content in this project is under regular development and 
extension. A poster for this kind of project also must be able to suit multiple diverse 
audiences: professional audiences at conferences, university events, and community 
outreach events (Figure 8). These demands for flexibility were best served by a 
design with minimal amounts of static and/or cluttering content, and six separate 
QR code URLs. These codes each directed the participant to a separate page (1.html-
6.html) served by the laptop using the router brought to each event. This enabled 
flexible reassignment of presentation material to each QR code to suit each up 
coming event.

Figure 7: Survey questions



 

Model origins and Data

The first item in the larger subject of software is the origins of the models used in 
the existing scenes in Mental Landscapes. The extent of the raw data lies between 
the morphology database (NeuroMorpho Ascoli et al. 2007), and the Plante 
laboratory directed by Dr. Elena Plante at the University of Arizona (Plante et al. ,
2017). The raw neuron morphology data of many different species and brain regions
is retrievable in bulk from neuromorpho.org. The actual file format is known as .swc 
which is an ASCII encoded text file where each line represents a neuron sample data 
entry with seven fields (refer to the specification in the references for full 
description of these fields). At the other end of the neuroscience model spectrum 
lies the imaging data taken from the Plante Lab study "an fMRI study of implicit 
languag learning in developmental language impairment" (Plante et al. ,2017). The 
structural data was available after their work was published.

The raw data used to create neuron morphology models requires text to binary 
conversion and extensive up sampling. An .swc file from NeuroMorpho treats sample
points for the neurons as separate, and visualization of samples renders as sparse 
point clouds rather than solid objects. Unfortunately these points when treated as a 
Scalable Vector Graphic description of a line (pairwise sequence of line segments) 

Figure 8: Mental Landscapes poster



led to somewhat disjointed axons and dendrites with little indication of the 
variability of branch diameter. To address this a non-linear interpolation technique 
known as Catmull-Rom was applied to generate a formulae for a spline passing 
between two points while constrained by the points on either end. This formula 
could then be sampled to provide greater resolution at points in between those 
provided in the .swc file. Python's Numpy package facilitates this kind of 
manipulation of data, and can export the data in the binary format used in 
presentation of these models.

The process for preprocessing imaging data is quite different from the morphology 
process, but makes use of existing Python tools to convert raw structural imaging 
data into mesh based 3D models. The raw data provided by the Plante Lab comes 
in .nifti format. For an extensive treatment of the range of imaging formats, and 
specifics of the .nifti format refer to (Larobina et al. ,2014). Luckily, this is a fairly 
standard format that works quite well with the Python neuroimaging package 
(Nipype Gorgolewski et al. ,2011). Nipype is a Python wrapper around many of the 
existing neuroimaging software tools that each have their own strengths. This 
wrapper lets researchers script together complex processing pipelines calling upon 
specific capabilities. For those interested in working with Nipype it is highly 
recommended that a researcher make use of a pre configured container. The task of 
installing and integrating each of the separate neuroimaging programs is complex 
and there exists an alternative. One may construct a neurodocker container 
complete with Nipype and the imaging interfaces already setup using Docker and 
the kaczmarj/neurodocker github repository. The specific Python code which 
utilizes the Nipype package to generate the LH pial matter cortical mesh used in 
several Mental Landscapes VR scenes can be found at mesh_extraction.ipynb in the 
gitlab repo listed in the resources.

A more direct approach can be taken when constructing volumetric rendering data 
from raw structural MRI data. Again, the scripting language Python, Nipype, and the 
Numpy package are used to facilitate this conversion. Nipype comes packaged with a
tool for converting between imaging formats known as Nibabel. The code in 
volumetric_pseudo_code starts with using Nibabel to load a .nii file (related format 
to nifti slightly different specification) and convert it to a numpy raw binary .npy 
named skulled_still.npy to indicate the lack of preprocessing performed on the scan 
data. The goal of the following steps in the code is to create a 2D flat image of 
sequential slices from the 3D numpy object. This flat image will be used as a texture 
in volumetric rendering during model presentation. The specific orientation of the 
slices depends on algorithm used to parse the texture. In this project's case 
flattening collapsed the Y dimension which produced slices in the sagittal plane.

The last type of raw data used in the Mental Landscapes scenes was that of the body 
scan data. This data was created using one of the 3D scanners available for use at the
iSpace. This device was used to construct a digital representation of the author's 
upper body and head. The scanned model was exported in the .stl file format which 
is compatible with the open source modeling tool known as Blender. The conversion 
of the .stl to .obj format was based off the tutorial "Baking vertex color to a Texture 



Map". The .obj format is widely used and makes importing the upper body model 
into Mental Landscapes scenes much easier.

Only a few modifications were made to the project at the level of model origins and 
data. The changes specific to model data included the incorporation of a new dataset
for the meso/circuit scale scene from the Cell Image Library. Modifications to 
existing raw data processing were made in the cases of the MRI scene, and the single
cell morphology scenes. Along the lines of project thematic models vs neuroscience 
models, a new scene known as the atrium was designed. Each of these developments
will be discussed over the course of this section.

It has been an important goal to have a scene showing how brain cells might look in 
proximity to each other. Another consideration was to create a scene that would 
spark the conversation about different types of brain cells which members of the 
public may know as grey and white matter. The data that the 3D content was 
generated was hosted on the Cell Image Library which is a large database of 2D and 
3D microbiology images . Selected from this database was an experiment to 
investigate "Astrocyte domains and morphology within the hippocampus" (Eric 
Bushong ,1999). The coloration here serves to illustrate the amount of overlap 
between these each of the pairs of astrocytes (red vs green, yellow being overlap). 
An example of the full 2D set, and the 3D VR models are shown below (Figure 9, 
Figure 10).

 

Figure 9: Microscopy 
data Cell Image 
Library



  

The modifications made to each of the two existing scenes were in the interest of 
shifting the data to a uniform type, namely the .gltf file type. First a discussion of 
what motivated the shift is necessary. Both the MRI texture based volumetric 
rendering, as well as the Catmull-Rom point cloud rendering made use of a WebGL 
primitive known as the Point type. This type has been found to trigger visual 
distortions on certain browser and device platforms. In particular, on iOS devices 
either in the native Safari browser or one installed after the fact (Firefox & Chrome) 
there is a threshold point size beyond which the swells beyond its specified size and 
transparently adds color with any of the other points it overlaps with. The result is a 
large distorted white pixel instead of the content that was being rendered. To avoid 
this, several processing modifications were investigated.

In the case of morphology data, a conversion to a mesh type was attempted, and in 
the case of the MRI volumetric data storage a point cloud was attempted using the 
.gltf format. The algorithm for converting morphology data in the .swc format is as 
follows

 for each pair of points generate a line between the starting point and the ending
point: this vector is p

 normalize the vector representing the line between them
 add a set of random numbers, and re-normalize
 perform a cross product between the initial normalized point line and the 

normalized random shift (rand X initial)
 take the result and then do the cross product of the initial line with this result to

get a third perpendicular vector
 the results of these two cross products form a basis for the plane that is normal 

to the initial vector line between neuron data points. Label these v 1  and
v 2

 let θ  be in the set {0,60,120,180,240,300 }  used to define points
(cos (θ ) , sin (θ ) )  of a hexagon in the xy plane

Figure 10: Microscopy data in VR



 use the transformation v 1cos (θ )+v2sin (θ )+ p  to project the hexagonal 
points from the XY plane to the plane normal to p

 store each of these points as vertices, and index over them to construct sections 
of 6-sided cylinders around the original neuron data points

 use the transformation v 1co s (θ )+v2 s in (θ )+ p  to project the hexagonal 
points from the xy plane to the plane normal to p

 store each of these points as vertices, and index over them to construct sections 
of 6 sided cylinder around the original neuron data points

The result can be seen for one sample piece of data (Figure: single neuron mesh). 
The results of this workflow have not been used to replace the previous point cloud 
neuron renderings in all scenes that use it.

  

The modification used for the MRI is of a much simpler nature. As mentioned the 
MRI data set is stored as a raw numpy int8 data type of dimension 176x240x256. 
The specific voxels can therefore be Boolean-masked to indicate which indices are 
between a range of values. Using the indices returned between values of 20 and 50 it
is possible to generate a .gltf file where each of these indices correspond to a point 
value in 3D space, with slight transparency. When viewing these all together in a 
scene, the effect is similar to the result of the texture based volumetric rendering 
method which required separate fragment and vertex shaders (Figure 12).

Figure 11: Neuron mesh model



  

A whole new scene called the atrium was also added to the collection. The atrium 
was designed to live up to the name of this project, and glancing around within the 
scene, it should be evident why this is so. On a more functional level the atrium 
exists to serve as the central hub for exploring the museum and its exhibits. 
Additionally, each scene has a redirection tool which returns the user to this room. 
The atrium's data is minimally making use of a sky rendering panorama technique 
which will be described in the following section. The left hemisphere pial matter 
which is scaled up to mountain size was taken from the personal data provided after 
participation in Dr. Elena Plante's Language acquisition study (mentioned above).

  

Figure 12: gltf volumetric data

Figure 13: Atrium scene panoramic image



Presentation software

The presentation software represents the lion's share of the work done on this 
project, the section will begin with a description of the hosting methods employed. 
The public facing URL of this project is mental-landscapes.cs.arizona.edu and 
requests to this URL are handled by a devoted server connected on the University of 
Arizona's Computer Science network. The server is currently running Ubuntu Server
version 16.04  and makes use of a Node.js Docker container listening on port 80 to 
handle requests and serve static assets (model data etc). Presently, there are three 
publicly accessible VR scenes on this page and they are the "MRI VR", "Cell Types", 
and "Cell Circuits" scenes. In addition to these, two scenes under development can 
be accessed by appending their names to the landing page URL: such as mental-
landscapes.cs.arizona.edu/... . The scenes under development are 
"neuron_scene.html" and "normal.html". To trigger the stereoscopic view with 
mobile devices simply click on the glasses icon in the bottom left corner of these 
scenes.

The creation of these scenes, and the incorporation of interactivity and educational 
models is accomplished with the Mozilla Foundation Aframe WebVR javasrcipt 
library. This library is built on top of the Three.js javascript library for creating 
WebGL visualizations. Unlike Three.js, Aframe treats scenes as a collection of 
components with configurable parameters affecting their interoperability and 
visible features in the scene. In this way, a sky component may have attributes 
related to color, brightness, or even texture applied to it, and a tree component will 
have attributes relating to scale and position in XYZ. Many of the technical aspects 
such as head tracking for camera components are implemented by default but are 
easily accessible for augmentation provided an understanding of Three.js and/or 
GLSL for advanced shader customization. The component system lends itself to the 
straightforward extension of existing components as configuration of one's own. In 
this way, the models and data produced in the generation pipeline can likewise be 
configured as components in those scenes that already support immersive 
capabilities like head tracking and stereoscoping rendering for perception of depth. 
The Mental Landscapes Aframe source code can be inspected in any one of the 
scenes by right-clicking within the page and selecting "view source."

Another software category to touch upon encompasses the programs written to 
enhance interactivity in Mental Landscapes scenes. This category's inclusion in the 
project is a direct result of the decisions made about hardware which emphasizes 
accessibility. The move away from products like the HTC Vive and the Oculus Rift 
imposes a restriction on the degrees of freedom a participant may take advantage of 
within a VR scene to translate the camera's XYZ position. Reflection of real world 
translation is a significant contributor to the impression of embodiment according 
to Slater (Slater ,2017) and is therefore a desirable feature to implement for mobile 
device based VR. Here another design choice was made not to expand the hardware 
dependencies for this project when considering methods to implement translation 
in Mental Landscapes scenes. This meant that possible translational motion 



detection implementations were limited to the sensors present across the spectrum 
of mobile devices: the gyroscope, accelerometer, and camera. This is not a significant
handicap, to the extent that the field of computer vision provides well-known tools 
to discern unknowns in a camera's environment.

To provide Mental Landscapes camera updates, a bi-directional communication from
the mobile device camera to the server is required. A camera position can be 
calculated from objects within its view if their world coordinates are known. This 
particular problem is described in the literature as the Camera Pose estimation, and 
the open source computer vision library OpenCV has a specific function to perform 
this estimation known as SolvePnp. The arguments to this function are four 
positions of objects in world coordinates, those four objects image coordinate 
positions, the camera's intrinsic parameters matrix (optical center, XY focal length), 
and the radial distortion coefficient matrix which is set to zero if fish eye lenses are 
not used. Landscape marker objects can be placed at known positions in the physical
environment where the participant will experience the Mental Landscapes as 
indicated in the image. A WebAssembly module compiled from the Rust systems 
programming language can then detect these marker objects image coordinates in a 
live stream taken from the mobile device's camera. These known quantities are then 
packaged in a GET request to Mental Landscapes server which then runs the 
OpenCV function SolvePnp(). This returns a translation vector approximating the 
distance traveled by the user, which is sent back as a JSON object in the body of the 
server response. This vector is subsequently used to update the position of the 
camera in the Mental Landscapes scene providing the user with an impression of 
moving through virtual space.

Much of the presentation software work flow remained unchanged from the spring, 
with the exception of using Mozilla's Iodide tool for scientific communication. The 
Iodide tool is much like the Jupyter notebook tool in that it allows for the creation of 
narrative along side code. For the purposes of this project, it is also useful for its 
browser technology support. Iodide allows for absolute presentation customization 
under the traditional browser markup language, but also enables javascript and 
javascript libraries to generate visual content. Therefore, the creation of 
supplemental educational material can be accomplished within the realm of familiar
browser based visualization technologies.

These supplemental pages, in combination with the gaze navigation structure 
described below, allows for user driven exploration of the Mental Landscapes 
museum. The WebVR framework known as Aframe makes it easy to trigger events 
because of its component system. This means that particular objects that are 
generated in scenes may also redirect the user to a new page. This may be achieved 
through the creation of new custom Aframe components that call window.location = 
nextSceneURL. These redirections can be one of three destinations: from the atrium 
to an immersive model scene; from the atrium or a model scene to a static 
supplemental info page; from either a model scene or a static page back to the 
atrium. It should be mentioned that in the case of a user returning to the atrium 
from a static page it is expected that they will be reading the page as one would a 



normal web page without the stereoscopic glasses, and the redirection wouldn't be 
gazed based but touch screen generated through a page link (Figure 14).



Figure 14: Peering into Unknown example, Iodide tool for narrative coding



In order to use the tablets as presentation devices slight modifications to the source 
of the Aframe.min.js file are required to set the stereo rendering dimensions on 
screen. These source file modifications are minimal, only providing a URL to a 
modified json file known as the dpdb file specifying the resolution (dpi) for each 
device capable of WebVR. To shrink the stereo rendered view to the size of a 
cellphone screen on a tablet, an entry must be added with this text:

{ "type":

        "ios",

  "rules":

        [ { "res": [ 640, 1136 ] } ],

  "dpi":

        [ 317.1, 320.2 ],

 }

With this modification, a centered and shrunk pair of renderings are placed on the 
tablet screen at the bottom within the effective range for the headset lenses. This 
slight software modification is all that is necessary to turn a tablet into a VR device 
without needing extra wide field of view lenses.

Another significant development was the creation of the atrium scene. This scene 
evokes the sense of standing in a much larger outdoor desert environment by 
making use of a panoramically rendered model wrapped on the Aframe Sky element.
To do this the sky tag must have src="atriumimage.png", but nothing more. In 
Blender, this accomplished using the cycles render and the panoramic 
equirectangular camera type. This considerably minimizes the model size of the 
atrium scene while keeping the immersive quality of the scene high. Such a 
technique will be used in the future to create landscape backdrops to each of the 
separate scenes appropriate to their content.

Discussion

Generation

The modifications made to the MRI and morphology data processing steps have 
uncovered other lingering issues. The switch to a mesh data type for the neuron 
itself is still an algorithm in development. Presently the algorithm is vulnerable to 
distortion at moments when the neuron coordinates change direction suddenly 
within a small distance. In addition, there is still an implementation to test whether 
rendering cylinders capped with spheres of similar diameter may be better for these
directional changes, but also for issues with points involved in branching structures 
of the neuron. Lastly, upon rendering actual datasets, it appears that the uniform 



.swc file is anything but that. Ascoli's lab put a warning on their webpage that 
certain features may be well represented in the original data, but missing in the .swc.
What is more puzzling is that the thumbnail preview files present in each dataset 
provided includes data from outside the swc specification regardless of the original 
supplied data (Figure 15).  This suggests perhaps a need to reach out and get in 
touch to retrieve a subset of complete neuron morphology files for mesh algorithm 
development. 

Again, the MRI data conversion story and its subsequent issue are more 
straightforward. It appears that regardless of the file format being uploaded, the 
graphics used to render it will remain constant on a platform. What is meant here is 
that the .gltf rendering of volumetric data still suffered from the same point 
rendering issue that the texture based volumetric rendering method did. This 
sounds perhaps obvious after the fact, but most of the excitement over .gltf is that it 
is supposed to become a new universal model format much like how .mp3 became 
the standard for audio files. Using this analogy, it would be shocking to open an .mp3
on an iOS system and have it suddenly become full of static. The last option for true 
cross platform rendering support may be the generation of transparent planes 
normal to the camera featuring image data sampled at the time of camera 
repositioning.

Presentation Outcomes

In several public presentations, it has been reported that the neuron models are 
difficult to see. Another issue plaguing the morphology scenes both in the "Cell 

Figure 15: NeuroMorpho Thumbnail, downloaded data 
accounts for only gray Dendrite structural Domain



Types" and "Cell Circuit" examples is the rendering of information as point clouds, 
which has an unintended distance effect; If the viewer attempts to inspect a neuron 
close up, the transparent points will be spaced further apart with less overlap which 
ultimately leads to a less visible shape. From far away, many neuron sample points 
are overlaid onto one another and due to the additive process of light, the respective 
colors exceed 255 (white) in each channel and the separately colored structures of 
the neuron become bright white. This suggests a need to move entirely away from a 
point cloud representation. A more appropriate approach may be to generate a 
variable width polygon tube between defined neuron sample points. This way, a 
material assigned to the mesh will no longer have distance dependent distorting 
characteristics.

Along these lines of self-specific learning, the gaze-based method for navigation has 
strong potential but needs adjustment. Presently users require a test drive around 
several of the scenes to get an idea of how to use the redirects, so time should be 
spent looking into how to make this stage as self-apparent as links within a web 
page. Secondly, a time delay needs to be added to the redirection. As they are, it is 
easy to get locked into a chain of redirects where a device is gazing at a redirect 
square at the time of the scene loading and the user is immediately sent to a new 
page. Both of these changes should be fairly straightforward and will be conducted 
in future developments.

Debrief

Each of the public outreach events I attended provided useful insight towards what 
works for communicating neuroscience to the public and what does not. It was 
learned early on that the translation detection needed more work than it could be 
given to reduce the nausea created from movement errors, and as a result it was 
shelved. At the Tucson Festival of Books Mental Landscapes, I was able to partner 
with the Brain Bus to share several scenes with individuals that came on board. It 
had previously been very apparent that it was not wise to rely on a local Universities
wifi network, and so a router was setup in the bus. This successfully enabled others 
to connect their phones to the network to view scenes, but there was a large fraction
of the android phones in the audience that exhibited incredibly over sensitive 
gyroscopes or accelerometers. Defaulting to the demo devices provided was 
required in these cases. At certain times there would be over a dozen people on the 
bus and it became critical to use a second device to display the scene that the person
using the VR device was in. It would be ideal to have the second device's display 
connected to what the immersed individual was seeing, but that work is left for 
future developments.

These outreach events also provided the lessons to avoid the deficit model when 
possible. This model describes educators approach to teaching in which they seek to
provide what is missing for their student/audience to understand [Van Eperen and 
Marincola (2011)]. Metaphorically, this is as if only a single puzzle piece was missing
and the educator has come to provide it. The clear issue here is that after one the 
piece of information has been provided, it is entirely up to the recipient to decide 



where to place it. Their puzzle may look completely different from what the 
educator expects, and often when the piece has no immediate fit, it is discarded. The 
Festival of Books presentation ultimately avoided the deficit model for different 
reasons altogether. The style used largely resembled a short-hands on lecture in 
which participants would experience several neuroscience scenes while information
was given to them. Because text doesn't lend itself easily to rendering in the variable 
distance scenes of VR, many scenes are clear of this visual clutter. This allows for 
audiences to take away unique lessons and memorable material from their 
experiences. Future development of scenes should strive to repeat this success, and 
where possible, audience analysis should be done prior to each event so that specific
preparations can be made.

Future considerations

Presently there is also a dichotomy between educational presentation styles used in 
the project and more time is needed to discern which is best.  The three public 
scenes and the two developed for presentation at the INCF 2018 Congress in 
Montreal follow decidedly different paradigms of immersive education. The public 
scenes are solely concerned with representing the neuroscience models within a VR 
environment, and are mostly for use in conjunction with in person explanations of 
the scene's respective educational material. The more recent scenes represent a shift
towards methods of presenting information in VR which is independent of a 
demonstrator being present. In the long run these scenes are more accessible, 
because participants need only access the educational scenes through a link on their
devices. It is a reasonable thing to ask why one would go to lengths to create a 
virtual scene to have someone simply read information. One argument for this is the 
power of contextualized information. Think about the way a museum includes 
textual information with objects in exhibits to make both parts more meaningful in 
concert than independently. The goal of Mental Landscapes is to be a virtual 
museum of neuroscience, but arrangement and rendering of text upon surfaces in 
these scenes is much more time demanding than the estimates of the original design
process. The neuron_types.html and the normal.html scenes are likely to become the
standard on Mental Landscapes, but only after a mechanism for efficient canvas 
placement and text rendering is struck upon.

Another area of future developments lies in the Augmented Reality (AR) vs VR 
differences. Upon researching and implementing the SolvePnp translational motion 
detection software, this project has stepped into the waters of AR. Position and 
projection methods are typically employed to ensure that a 3D model is updated 
correctly based on where the camera is moved as proposed by Alexander 
Mordvintsev (2018). Certain immersive aspects of the project that are attractive, 
such as complete visual environmental control, will not translate well but the price 
comes with an upshot. Large group experiences of the Mental Landscapes project 
would be more feasible using an AR approach. Having enough headsets would not be
a concern, and individuals moving around in the environment would no longer pose 
collision risks to one another as they would have unrestricted peripheral vision. 



Presently, AR and VR can be implemented in parallel using Aframe, but it appears 
that certain experiences in Mental Landscapes museum may only exist in one of 
these realities and not the other.

An essential feature of the group AR Mental Landscapes experience is the 
opportunity for socialized learning, and a slightly different version of this is possible 
in VR. Much of this project already utilizes emerging technology from the Mozilla 
Foundation so it is appropriate to imagine incorporating Mozilla's Social VR "Hubs"  
as well. Advertised as "A new way to get together online" Hubs are ostensibly an 
effort to create "Social Mixed Reality." This initiative is worth consideration for 
different reasons. Firs, because it is built on Aframe, existing Mental Landscapes 
components are transferable into Hubs scenes. Second, social contexts for learning 
are incredibly important subconscious motivators to engage with the educational 
content in both the short and the long term (Faulconer et al. ,2018). Finally, and 
most importantly, Hubs would better suit the central goal of accessible neuroscience
by allowing anyone regardless of physical location or device to participate in Mental 
Landscapes learning.

In a longer term, this project appears capable of spotlighting neuroscience research 
by team outreach residencies. To better define this idea, imagine first the idea of an 
institutional artist in residence. This is a person who travels to work closely with 
members of an organization over a period of time to the benefit of all parties 
involved. With the open-ended goal of using accessible VR/AR scenes to educate 
members of the public about neuroscience it would be judicious to engage in short 
term collaborations and incorporate cutting edge research results into educational 
scenes. This is the motivation for the Fulbright application that was submitted in 
early October Fall 2018, to secure funding for a nine month partnership with the 
Montreal Center for Integrative Neuroscience directed by Dr. Alan Evans at McGill 
University. Time spent at McGill would allow for efforts to be undertaken in person 
to incorporate the unique Ultrahigh-Resolution 3D Model known as the Big Brain 
into Mental Landscapes. In this way, the thesis project represents only the 
beginnings of a much larger initiative to establish neuroscience literacy through 
VR/AR education.

As this project continues into the future, there are possibilities for its growth with 
one particular interest. As a result of partnerships in the past, there has been talk 
about working with the Brain Bus during their commission by the Tucson Children's 
Museum to generate interactive neuroscience content similar to the scenes that have
been designed for this project. The work fabricating certain supplies for 
presentations already heads in the direction of creating true installations from the 
Mental Landscapes content, so this is not an entirely foreign venture to proceed 
with. In addition to this, efforts to expand this work into the realm of Social VR will 
resume with the goal to have support built for this at the time of the Galileo Circle 
Patrons event in the fall of 2019.
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