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ALGORITHMIC ANALYSIS & VISUALIZATION OF BOTS’ 
INFLUENCE ON US ELECTIONS & YOUR VOTE   

Andras Szep |  University of Arizona, Tucson, AZ, USA | April 30, 2019 
 

Abstract 
Through analyzing large corpora of Twitter data collected during the 2016 US Primaries, we map 
the online debate surrounding elections via a force-directed algorithm – creating novel 
visualizations of the election-related debate. Moreover, using machine learning & statistical 
approaches,  we identify bot accounts and assess their characteristics and impact on sentiment. 
Concerning bot characteristics, we find a correlation between a user’s avg. sentiment and bot-
likeness and show that bots primarily target influencers with 300k-1M followers. Moreover, we 
find that bots impact sentiment as effectively as humans over single interaction, contribute to 
sentiment silos, and preserve hostility more than their human counterparts when sharing content. 
 
Introduction 

Ender’s Game(1a) is a blockbuster movie 
by Gavin Hood, which was released in 2013. 
The film was a fairly accurate adoption of the 
science fiction book(1b) by the same name 
with the difference that it left out the – rather 
alarming – story of Ender’s siblings, Peter 
and Valentine Wiggin. Namely, in the book, 
Peter and Valentine set up aliases online, 
which they use to gain influence in Earth’s 
political and economic domains. Most 
notably, Valentine and Peter manage to sway 
the public’s opinion on important topics 
without revealing their true identities to the 
public. 

While the Wiggin siblings’ anonymous 
rise to power was the product of Orson Scott 
Card’s imagination, it appears that a much 
more sophisticated form of anonymous 
influence is gaining popularity in our real 
world. As highlighted by Alexander Nix(2), 
CEO of Cambridge Analytica, at 2016’s 
Concordia Summit, the combination of Data 
Analytics, Personalized Advertising, and Big 
Data that includes Demographic, 
Geographic, and Psychographic (or 
sentiment-related) information can 
significantly reduce the cost of advertising 
while improving its efficiency. More 
specifically, Big Data Analytics enables 
audience-led marketing/influencing where 
the content is increasingly individualized to a 

given person’s behavior and sentiment to 
increase the message’s resonance(3a),(3b); thus, 
achieving surgical precision in influencing 
people. 

The anonymous nature of such an 
advertisement campaign is further enhanced 
when content aimed to persuade one’s beliefs 
is distributed by one’s fellow social media 
users. Unfortunately, such user-shared 
content is increasingly popularized through 
the use of bots according to a recent 
University of Oxford study(4). In fact, 
studies(4),(5) have shown that in elections in 
Brazil, Canada, Germany, Poland, Taiwan, 
Ukraine, and Russia, bots were used to 
like/share content; and therefore, drowned 
out real debate and created an illusion of 
popularity – or bandwagon effect – for 
constructed advertising content. It’s notable 
that such bots massively multiply the ability 
of one person to manipulate many, while 
simultaneously increasing the anonymity of 
the content’s original producer. 

As people’s voting tendencies are 
increasingly motivated by the feelings (or 
sentiment) that they develop towards political 
candidates & ideas through interactions on 
social media(6a)(6b), the effect of bots’ 
influence on elections cannot be understated. 
Alarmingly, recent studies(7) identified that 
up to 45% of highly active accounts on 
Facebook and Twitter  are bot accounts that 
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push curated content – aiming to manipulate 
public opinion. In line with such findings, 
popular media outlets reported concern over 
bots’ influence in Mexican elections(8), 
African elections(9), and the US midterms(10) 
just within the last year. Moreover, among 
other sources, newspapers such as MIT 
Technology Review, Scientific American, and 
Recode argued that intelligent, weaponized 
bots could amplify hoaxes(11), fuel political 
feuds(12), and augment the spread of 
propaganda(13).  

While bots’ limited social capital(14) and 
lack of sophistication(14) does put a cap on 
their ability to influence, they are effective at 
rebroadcasting(16) polarized content and pose 
a threat to social media users who judge 
content based on their anchors(6b)(16). Thus, 
gaining a better understanding of bots’ 
behavior, the extent to which they influence 
sentiment, and the role they play in elections- 
related discussions online is paramount. 
Moreover, generating more impactful 
visualizations of bots’ influence could help 
raise further awareness to the threat that bots 
pose in influencing public opinion. 

Our overall goal in this paper is to 
explore Social Media bots’ characteristics 
and impact on sentiment via employing an 
algorithmic approach to analyzing a large 
corpus (N ≈ 800,000) of Twitter data 
collected during the 2016 US Primaries. We 
identify bots via a Decision-Tree based 
approach and perform snapshot and time-
series analysis of sentiment change due to 
human-human and human-bot interactions. 
To better visualize bots’ influence, we create 
relational maps of the Social Media debate 
that surrounded the 2016 US Primaries and 
visually depict the role that bots played in the 
discussion. Through our findings, we show 
why detecting bots can be a difficult task, 
analyze the target audience of Social Media 
bots, argue that bots fuel polarization online, 
and demonstrate the massive reach that bots 
possess. 

Methodology 
Raw Data Collection 

 From popular micro-blogging and 
social media sites (i.e., Facebook, Instagram, 
WhatsApp, Twitter, and Reddit), Twitter is 
the one that makes the streaming of publicly 
shared tweets via their Twitter API most 
accessible. Thus, for our analysis, we opted 
to collect tweets via a Python-based 
algorithm using the Twitter API. 

Tweets were collected for the time 
period encompassing the Super Tuesday for 
both Republican and Democratic parties 
during the 2016 US Primaries (i.e., from Feb 
27th to March 1st, 2016). These dates were 
selected based on the assumption that human 
and bot accounts would be especially active 
during Super Tuesday; thus, allowing for a 
large amount of relevant data to be collected 
within a short window. Moreover, during this 
time period, Republican primaries and 
caucuses were held in 14 states while 
Democratic elections took place in 13 
states/territories; hence, ensuring a wide 
spatial distribution of tweets and limiting the 
effects of geography-based differences (i.e., 
certain states seeing higher engagement/voter 
participation for one party than another). 
Figure 1 depicts the states and territories 
where Democratic and Republican elections 
were held during our sampling period. 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Map of  states/territories of 
Democratic (blue) and Republican (red) 

elections during our sampling period. 
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Tweets were collected based on 
keywords relevant to the four major (i.e., 
leading) candidates: Vermont Senator Bernie 
Sanders, Secretary of State and New York 
Senator Hillary Clinton, Texas Senator Ted 
Cruz, and Donald Trump (see Figure 2). 
Relevant keywords were selected from a 
manual/visual inspection of tweets shared on 
Twitter based on the following criteria: 
Keywords had to be unique to the respective 
candidate, keywords had to be frequently 
reappearing, and keywords had to include 
Twitter screen name of the corresponding 
candidate to capture all tweets that they were 
“tagged” in. For example, the following 
keywords were used to collect tweets 
relevant to Bernie Sanders: 'berniesanders', 
'bernie sanders', 'sanders', 'bernie2016', 
'feelthebern', 'bernie', and 'sensanders'.  

 
  

  

Figure 2: Tweets were collected based 
on keywords associated with the above-

depicted four major candidates. 
 
Altogether, a total of 800k tweets were 

collected over our sampling period from 
300k users. For visualization and analysis 
purposes, stratified random samples of these 
800k tweets were utilized. 
 
Data Processing 

When streaming tweets via the Twitter 
API, we collected information ranging from 
a tweet’s text through the number of favorites 
a tweet received to what background color a 
user’s Twitter account was set to. For our 

purpose, we were concerned with how people 
interacted on Twitter. Therefore, we were 
interested in who replied to whom, who 
retweeted whom, and who quoted (i.e., 
retweeted with modification) whom. Hence, 
we built a Python algorithm to clear up the 
data and only keep relevant information. 
Figure 3 demonstrates this process as we 
progressed from raw data to a relational 
database that contained the following 
information regarding users’ interactions: 
User IDs, the type of interaction, tweet(s)’s 
text, and relevant user metadata (such as, 
number of friends/followers). 

 
 Raw Data 

{"created_at":"Sun Feb 27 23:19:25 +0000 
2016","id":701546797420965888,"id_str":"701546797420965888","text":"RT @kwingfieldajc: 
Rubio naming leaders of the 21st-century conservative movement: Tim Scott, Nikki Haley, 
himself. Not your father's GOP.","source":"\u003ca 
href=\"http:\/\/twitter.com\/download\/android\" rel=\"nofollow\"\u003eTwitter for 
Android\u003c\/a\u003e","truncated":false,"in_reply_to_status_id":null,"in_reply_to_status_id_
str":null,"in_reply_to_user_id":null,"in_reply_to_user_id_str":null,"in_reply_to_screen_name":n
ull,"user":{"id":3927572 774,"id_str":"3927572774","name":"Nancy 
Hale","screen_name":"hale4jesus","location":null,"url":null,"description":"Trump Supporter-
ChristianJesusmySavior-Constitutionalist-2A-USA-NoShariaLaw-Borders- StandWithIsrael-
WillNOtVote4Bush-GodGunsTexas-MSdegreeMedicine- 
Happy","protected":false,"verified":false,"followers_count":4611,"friends_count":5073,"listed_c
ount":178,"favourites_count":5115,"statuses_count":79649,"created_at":"Sat Oct 17 18:31:44 + 
lse,"retweeted":false,"filter_level":"low","lang":"en","timestamp_ms":"1456096765271"} 

Processed Data 
From: John_Fillips 
User ID: 701546797420965888 
Text: RT @kwingfieldajc: Rubio naming leaders of 
the 21st-century conservative movement: Tim Scott, 
Nikki Haley, himself. Not your father's GOP 
Retweet: YES 
Reply: NO 
Retweeted from: kwingfieldajc 

Relational Dataset 

 
Figure 3: The Data Processing process: 

Going from Raw Data to a Relational 
Dataset. 

 
Bot Identification & Classification 

Following the approach of other 
studies(17),(18), we employed the open API 
algorithm titled Botometer(19) for calculating 
bot scores. More specifically, for each 
account, we downloaded the account’s recent 
tweet history using the Twitter API and used 
this data as input for the Botometer classifier, 
which evaluated the extent to which an 
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account portrayed bot-like characteristics. 
Botometer’s Python-based classifier uses a 
supervised machine learning algorithm that 
assesses 1,200 features ranging from user 
metadata to temporal pattern analysis to 
determine the likelihood that an account is a 
bot. Note that Botometer’s machine learning 
algorithm is trained using large corpora that’s 
publicly available and contains humans as 
well as various types of bots. 

Since Botomoter outputs a probability 
value ranging from 0 to 1, we further 
classified Botometer’s output into three 
categories: “Bot” for scores ranging from 
[0.75,1], “Maybe Bot” for scores ranging 
from [0.5-0.75), and “Not Bot” for [0, 0.5). 
This additional classification allowed us to 
successfully increase N for our analysis and 
more effectively distinguish between humans 
and bots. Note that Botomoter-based 
studies(17), often employ 0.5 as the cutoff 
value for the human/bot distinction, but we 
added the “Maybe Bot” category to introduce 
additional granularity into our analysis. 
 
Sentiment Analysis 

For sentiment analysis, in line with other 
recent Twitter-based studies(20),(21), we 
utilized the open source TextBlob(22) Python 
library. Similarly to Botometer, TextBlob 
relies on a machine learning approach for 
sentiment analysis. For our purposes, we 
trained its learning algorithm on publicly 
available IMDb dataset that contained 
thousands of user-written movie reviews and 
ratings – thus, providing an effective link 
between textual sentiment (i.e., the written 
review) and quantitative sentiment (i.e., the 
given quantitative score from 0 to 5). Please 
note that for natural language processing, 
TextBlob relies on the leading Python 
platform for human language data: NLTK(23). 

After successfully training TextBlob’s 
machine learning algorithm, we utilized the 
classifier to rate each tweet’s sentiment. For 
each tweet, TextBlob returned a polarity score 

of [-1, 1] where negative numbers denoted 
hostile sentiment while positive numbers 
represented friendly sentiment. Table 1 
depicts example tweets as well as associated 
sentiments scores. 

 
Tweet Score 
You're a stupid RW troll! You can't 
stand it when B-Bros hear truth 

-0.85 

#GoodNight #BernieOrBust 
#FeelTheBern supporterz. May more 
peopLe feeL #Light #Love and 
#Education for ALL 

0.47 

DON'T BE FOOLED by propaganda 
surrounding @BernieSanders' tax 
plan. 

-0.10 

Table 1: Example Bernie Sanders related 
tweets and their respective sentiments scores 
that were generated by TextBlob’s classifier. 

 
In addition to the sentiment scores per 

tweet generated by TextBlob, we also stored 
sentiment scores calculated per user by 
Botometer for comparison. The key 
difference between the two scores is that 
Botometer calculates user sentiment based on 
various factors and based on a user’s all 
recent tweets while TextBlob returns a 
sentiment score per tweet that is solely 
calculated from the given tweet’s text. Thus, 
while the Botometer score will always be the 
same for a user (as long as his/her recent 
tweets don’t change drastically), TextBlob’s 
sentiment score varies from tweet to tweet. In 
essence, TextBlob  measures a tweet’s 
sentiment while Botometer  measures a user’s 
avg. sentiment over a longer time period. 

 
Visualization (Mapping)  

Utilizing our relational database – see 
section titled “Data Processing,” – we 
mapped the online debate surrounding 
elections via a force-directed Python 
algorithm named Force Atlas II. More 
specifically, we assigned a “mass” and a 
corresponding “gravitational pull” to each 
user based on the number of connections (i.e., 
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retweets, replies, and quotes) s/he had and 
created a map by solving the resulting n-body 
problem. We sped up our n-body simulation 
via a Barnes-Hut approximation(24); hence, 
creating an image of the election-related 
Twitter debate in O(N*log(N)) time.  

For our Barnes-Hut approximation, we 
recursively divided our n-bodies (i.e., the n 
users) into groups by storing them in a quad-
tree. (See Figure 4 for illustration of the 
divided space.) Next, for a particular user, we 
calculated the “gravitational force” exerted 
on it by other users the following way: Forces 
due to close by users were calculated 
individually; but, for users in a section of the 
quad-tree that was sufficiently far, the users 
were treated as a single body and their center 
of mass and total mass were used as variables 
of position and mass for calculating the net 
“gravitational force” as shown of Figure 4.  

 
A)                                 B)    
 
 
 
 
 
 
C) 
 
 
 
 
 
 
 
 
 
 
 

Figure 4(25): Illustration of the Barnes-Hut-powered 
visualization method. A) Users shown as nodes 

whose “mass” is assigned based on the number of 
connections they have. B) Nodes are organized into a 
quad-tree. C) Force on the node in blue due to nodes 

sufficiently far is calculated using the position of 
their “center of mas” (in red) and “total mass.”  

Note that setting the cut-off value for 
what nodes were “sufficiently close” 
essentially dictated our runtime as well as our 
accuracy – i.e., the larger the cut-off value, 
the lower our runtime and accuracy. Thus, we 
experimented with different cut-off values to 
find a happy medium where our resulting 
maps looked similar to what we expected but 
didn’t take O(N*N) time to generate. 

The final visualizations were generated 
via the publicly available, Python-based 
graphing platform, Gephi(26). 

 
Findings 
Detecting Bots 

In our exploratory analysis of bot 
characteristics and bot impact on sentiment, 
our first aim was to evaluate whether there 
was a correlation between a tweet’s 
sentiment and a user’s bot score. For a 
stratified random sample of N = 18,000 
tweets, we found a correlation between how 
emotionally charged an account’s tweets 
were on average and how likely that account 
was a bot – as shown in Graph 1. However, 
for the same users’ individual (or distinct) 
election-related tweets, we didn’t see a 
correlation between sentiment and bot-
likeness. (Please refer to Graph 2.)  

The differences between Graphs 1 and 2 
suggest that – during an active election period 
– it’s harder to distinguish bots from real 
users just based on how emotionally charged 
their tweets are. From manually inspecting 
some of the collected human and bot tweets, 
we hypothesize that two critical factors can 
explain this characteristic. First, we note that 
bots share a large number of tweets that 
contain a link (see Table 2) and minimal or 
no text. Thus, while the link might itself lead 
to an emotionally charged website/content, 
the minimal to no text accompanying it 
complicates the task of predicting the tweets’ 
sentiment and leads to a neutral sentiment 
score of [-0.2,0.2] on a scale of [-1,1] 67.5% 
of the time. Second, we note that during an 



ANDRAS SZEP HONORS THESIS  APRIL 30, 2019 
 

 
ALGORITHMIC ANALYSIS & VISUALIZATION OF BOTS’ INFLUENCE 

-6- 

election period, real users’ tweets are also 
more emotionally charged(27); thus, making 
bots less distinguishable. 

 
       Graph 1) 
 
 
 
 
 
 
 
 
        Graph 2)                                                
    
 
 
 
 
 
 
 
 

Graphs 1 & 2: We see correlation between 
sentiment and bot-likeness for tweets in 
general (Graph 1) but no correlation for 

distinct election-related tweets (Graph 2). 
 
The additional difficulty of detecting bot 

accounts during election period further raises 
the importance of exploring bot’s 
characteristics and reach. Moreover, it 
underlines why further public awareness of 
bot’s influence would be welcome. 

 
Example Bot Tweets (with links redacted) 
A little bit of perspective... We're just getting 
started, folks. #FeelTheBern #People4Bernie 
https://… 
When I saw the preface "Some of my best 
friends are black", I knew this was gon be bad. 
https://... 
I am Bernie's target demographic: male, white, 
millennial. But his campaign's destructive 
maneuvering pushed me to vote for Hillary 
Clinton. https://... 

Table 2: Example bot tweets showcasing 
how bot accounts impact online discussion by 

often sharing links to websites accompanied by 
provocative or clickbait tweets whose shortness 

makes sentiment evaluation cumbersome. 
 
Mapping the Debate & Visualizing Bots’ 
Influence  

To better understand bots’ impact on the 
social media debate surrounding elections, 
we mapped users’ interactions via a force-
directed algorithm – see section titled 
“Visualization (Mapping)”.  

To get an overview of the characteristics 
of the social media debate that took place 
during Super Tuesday, we first chose a large 
sample size (N = 640k tweets among 280k 
users) and generated the map seen in Figure 
5. Note that each black dot in Figure 5 is a 
“real” Twitter user and each black line 
between them is a real connection (i.e., a 
genuine reply, retweet, or quote).  

In Figure 5, we see a blob of users 
towards the center of the figure. These are 
Twitter users who shared a lot of connections 
– hence, getting pulled together by our node-
dependent repulsion-based algorithm – and 
were very actively involved in the debate. 
Such users usually got their information from 
a variety of other users and were not impacted 
by a silo (or echo-chamber) effect.  

In Figure 5, we also see thousands of 
shapes that resemble the form of elongated 
triangles or slices of a circle. Using the slices-
of-a-circle analogy, we note that the arc of 
such slices is made up of users who only 
interacted with a single user at the focal point 
of their slice. (In some slices, we see 
interactions among users on the arc, but 
interactions with users outside the slice are 
still limited to a couple of users at most.) 
Thus, users in a slice-shape appear to have 
learned elections-related information from a 
very limited number of sources and were 
effectively in a silo. (For more details 
regarding the silo effect, please refer to the 
“Sentiment & Silos” section.) 

Looking at the users at the focal points 
of silos (i.e., slices), we can discover who 
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Figures 5-7:  Figure 5 (top) depicts a snapshot of the 280k users (black dots/nodes) who participated in the 

elections-related discussion on Twitter during our sampling period. The 640k connections among them are 

shown as black lines. Figure 6 (bottom left) shows a similar map of the 15k most active users and the 

connections among them. Figure 7 (bottom right) depicts the same information as Figure 6 with bots being 

color coded in red; thus, visually showing bots’ impact/reach. 

A 

were some of the key influencers in the 
elections-related debate during our sampling 
period. At the center of more massive silos, 
which are usually located closer to the central 
blob of users as there are more  interactions 
among users inside and outside the silo, we 
see recognizable screen names such as Bernie 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 

Sanders, Hillary Clinton, Donald Trump, or 
or the WSJ, CNN, Fox News, MSNBC,   
Sunday Futures, Jake Tapper and Marco 
Rubio. However, at the center of silos that are 
further separated from  the   central   blob,  we   
often  find unknown – or hidden – influencers 
such  as  Debbie  G.,  Jason  Rosenbaum, Ant 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5) 

Figure 6) Figure 7) 
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Ortiz, Cindy Reed, Jane O'Meara Sanders, 
Amanda Koski, Women4Bernie, and Joan 
Walsh among others. We see that such 
hidden influencers can significantly affect 
what users in their respective silos hear/think 
about issues as they essentially serve as the 
sole link between users in their silo and the 
larger discussion. 

Next, to get a visual understanding of 
how prominent roles bots play in the online 
discussion surrounding elections, we selected 
a smaller sample size of the 500 most active 
accounts (where we defined activity as the 
total number of tweets within our sampling 
period), and we created a map of their 
interactions – see Figure 6. Note that we 
depicted all users with whom our 500 most 
active accounts interacted with; thus, the total 
number of users (or nodes) shown in Figure 
6 is ~15,000. As we expected, these active 
accounts had a large degree of interaction 
among themselves – essentially confining 
them into a single blob in our visualization.   

Using the Botometer classifier (see 
section titled “Bot Identification & 
Classification”), we classified 23% of the 
accounts as bots (i.e., as ‘Bots’ & ‘Maybe 
Bots’) and color-coded their nodes as well as 
their interaction lines in red (as shown in 
Figure 7). Comparing Figure 6 and 7, we can 
visually see the significant role that bots play 
in the Twitter debate that surrounded the 
2016 US Primaries. We also note that bots are 
mostly located at the center of the blob and 
share many connections with significant real 
users.  

To quantify the impact of bots on the 
most active real users, we looked at how 
often bot & human accounts retweeted each 
other – see Graph 3. We note that within three 
days, the 500 most active accounts 
exchanged 27k retweets; and – from Graph 3, 
– we can see that the majority of such 
retweets were human users retweeting 
humans. From comparing the top left and 
bottom right corners of Graph 3, we also note 

that bot users were eager to retweet their 
human counterparts while humans were less 
likely to do so. Nevertheless, we see that bot 
accounts whose bot likeness is ~75% (thus, 
are at the edge of the Bot/Maybe Bot 
categorization) were often successful in 
getting their tweets shared by the most active 
users. Overall, the most active real users, who 
had a <50%  probability of being bots, 
retweeted accounts that had a ³50% bot-
likeness over a thousand times in 3 days.  

 
Graph 3: Heat map of the number of retweets  
among the 500 most active users. From a total 

of 27k retweets, yellow triangles represent 
between 1k-10k retweets, silver are 100-1k 
retweets, orange are 100-10 retweets, and 

blue are 0-10 retweets. 
  
While Graph 3 provides a look at how 

successful active bots are at reaching the 
most active users, it doesn’t completely 
showcase the reach of a bot account as the 
majority (i.e., over 99%) of a bot’s audience 
are people with a total of fewer than 10 tweets 
within our sampling period. Thus, to better 
understand an active bot’s reach, we again 
rely on a modified version of the 
visualization shown in Figure 6. This time, 
instead of color coding all active bot 
interactions as on Figure 7, we randomly 
selected one of the most active bot accounts 
and colored all nodes (i.e., users) it reached 
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Figure 8:  Visualization of the massive reach of a single bot account within 3 days. Similarly to Figures 5-

7, black dots are users and lines between them are interactions. The randomly selected bot account is 

circled in light-blue and all the users it reached are colored orange 

within three days in orange. We mapped the 
result in Figure 8, which visually showcases 
the sheer number of accounts a randomly 
selected bot reached.  

 
Bot’s Target Audience 

From Figure 8, it is clear that bots’ 
content reaches a large number of users; 
however, one might wonder which users see 
the most bot-written tweets and which the 
least. From Table 2, we have seen that bots 
often aim to share outside content and 
generate clicks for articles. Thus, we 
hypothesize that bots – similarly to 
advertisers – primarily target users with a 
large follower base with the aim that a greater 
number of people would see content that’s 
written in response to or at an influencer.  

To verify our hypothesis, we utilized the 
user metadata that we collected and graphed 
the distribution of bot, maybe bot, non-bot 
interactions that users were a part of as a 
function   of  the   number  of  followers  they  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

had. To simplify the resulting graph, we 
grouped users based on their follower count 
into five categories (see Graph 4). 
 
 
 
 
 
 
 
 
 
 
 
Graph 4: Distribution of bot (in orange), maybe 
bot (in yellow), human (in blue) interactions per 

number of followers for N = 18k users. 
  

From Graph 4, we can tell that the 
percent of bot content that users see is larger 
for accounts that have a higher follower 
count. Moreover, influencers, who have 
300k-1M followers, see the peak percent of 
tweets    from    bots.   Thus,   these   findings   
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Figures 9-11:  Macro scale look at the map of social media debate on Twitter. Figure 9 (top left) 

demonstrates the applied sentiment-based color coding where accounts that are sympathetic based 

on their tweet are colored blue, while accounts that aren’t, are colored red. Figure 10 (bottom left) 

shows how nodes’ size represents their bot-likeness: The larger a node, the more likely that the user is 

a bot. Figure 11 (right) shows the sentiment silos that appear on a macro scale and often contain bot 

account in their agglomeration. 

reaffirm our hypothesis that bots target users 
with a large following in their aim to find an 
audience for their message and rebroadcast 
content. 
 
Sentiment & Silos 

Having a better understanding of bots’ 
reach, it’s important to explore what impact 
bots have on user sentiment. To get a 
qualitative understanding of sentiment, we 
again rely on our force-directed visualization 
and build a map of N = 15,000 interactions 
where we color code users and their 
respective interaction lines according to their 
tweets’ sentiment scores. 

Looking at the resulting maps on a macro 
scale (Figures 9-11), we note that sentiment 
silos appear where users in small groups 
share a similar attitude towards a topic. For 
the maps shown in Figures 9-11, we 
randomly selected Bernie   Sanders related   
interactions.  Thus,   after  color  coding   the 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

nodes according to their sentiment, we can 
clearly distinguish silos where users have 
positive sentiment and silos where users have 
negative sentiment towards Bernie Sanders. 

To visually show what role bots play in 
such sentiment silos, we ranked our nodes 
according to their Botometer bot score and 
assigned node-sizes based on their rank. 
(Figures 9 & 10 demonstrate the process of 
how we color-coded and size-adjusted the 
nodes to distinguish real users from bots and 
depict sentiment.) 

From Figure 11, we see that sentiment 
silos often contain bot accounts in their 
agglomeration – implying that bots are part 
of the segregation problem that often(28) 
describes people’s online experience when it 
comes to discussing politics related topics. 

Figures 9-11 provide a qualitative look at 
sentiment, but to understand how user 
sentiment shifts over time, it is important to 
perform  a  time series analysis. In particular, 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 9) 

Figure 10) 

Figure 11) 
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contrasting how sentiment changes as a 
consequence of human-human vs. human-bot 
interactions might provide an insight into the 
effectiveness of bots when it comes to 
influencing online opinion. Thus, for our 
analysis, we looked at how response tweets’ 
sentiment compared to that of the original 
tweets and whether it made a difference that 
the tweets originated from humans or bots. 
More specifically, using a random sample of 
N = 11k accounts, we graphed sentiment of 
the original tweet vs. sentiment of the 
response tweet for both when the original 
tweet’s author was a bot (with bot likeness of 
³50%) or a human (with bot likeness of 
<50%) on Graph 5. 
 
 
 
 
 
 
 
 
 
 
 
 

Graph 5: Original tweets’ avg. sentiment vs. 
response tweets’ avg. sentiment for when 

original tweets’ authors are human (in blue) or 
bot (in orange). (Note that error bars show 

standard deviation instead of standard deviation 
of the mean as data points often repeated 

themselves due to retweets – decreasing true N.) 
 
 From Graph 5, we see that sentiment 
change was the same independent of whether 
the original author was a bot or a human. On 
average, we note that for human authors, the 
sentiment change was |0.18| while for bot 
authors, it was |0.10| on a 0 to |1| scale. While 
the average change suggests that bots were 
less effective at changing sentiment, Graph 3 
and a two-tail t-test result of p=0.135 
provides evidence that we saw no statistically 
significant difference between how bots and 

humans change sentiment. This lack of 
difference is alarming as it suggests that bots 
are as good at impacting sentiment as humans 
over a single interaction. 

Another aspect of impacting sentiment 
online is how users change sentiment when 
responding to or sharing content – i.e., how 
sentiment changes when a bot or a human 
retweet, reply, or quote another tweet. To 
compare humans vs. bots, we depicted in 
Graphs 6 & 7 the original tweets’ avg. 
sentiment by type of interaction as well as the 
avg. change in sentiment that bot and human 
accounts caused by responding to or sharing 
the tweets. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
Graphs 6 & 7: The average change in sentiment 

(in orange) that human (bottom) and bot 
accounts (top) cause as consequence of 

responding to or sharing a tweet. Also shown 
are avg. original sentiment values by interaction 

type in blue. 
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From Graphs 6 & 7, we don’t see a 
statistically significant difference between 
bots and humans when it comes to average 
change in sentiment for replies and retweets. 
(We calculate two-sample t-test scores of p = 
0.893 for replies and p = 0.984 for retweets.) 
Note that retweets essentially serve as a 
control since we don’t expect sentiment 
change when the same content is re-
distributed. Concerning quotes, we note that 
bots and humans do change sentiment 
somewhat differently as we calculate a two-
sample t-test p-value of 0.011. Looking at 
tweets, we see that the difference is likely 
explained by bots’ tendency to tweet about a 
seemingly unrelated topic when quoting an 
original tweet (see Figure 12). However, we 
note that unique N for quotes is relatively low 
compared to other categories; thus, further 
analysis might be needed. 
                                          
 
 
 
 
 
 
               
    
 
 
 
 
 
 
 
 
Figure 12: Screenshot of three quotes from a 
bot account  named “ContraryClub” that all 
have the exact same content but quote three 

entirely different original tweets. 
 

Graph 6 & 7 also shows that through 
diffusion, i.e., through re-sharing of content, 
sentiment tends to return to neutral. We 
hypothesize that this phenomenon can be 
explained by the fact that a large number of 

tweets are too short to be classified anything 
other than neutral and by the theory that 
polarized content invites reactions of 
opposite polarization.  

In addition to the analysis in Graphs 6 & 
7, which looked at how sentiment changed by 
interaction type for all tweets, we also 
explored how differentially humans and bots 
changed sentiment when they interacted with 
polarized content. Graphs 8 & 9 show the 
avg. sentiment for shared tweets for humans 
and bots respectively as a function of the 
original tweets’ sentiment.  

From Graphs 8 & 9, for both bots and 
humans, we see that the shared tweets’ 
sentiment range is narrower than that of the 
original tweets. Therefore, we note that 
Graphs 8 and 9 verify what we have seen 
from Graphs 6 & 7: Sentiment tends to 
neutralize through diffusion. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Graphs 8 & 9: Avg. sentiment of the shared 
tweets (shown on the right side of each graph) 
as a function of the original tweets’ sentiment 
(shown on the left side) from -1 (i.e., hostile 
or negatively polarized) to +1 (i.e., friendly 

or positively polarized) for both humans 
(Graph 8) and bots (Graph 9). 

 
Based on Graphs 8 & 9, one aspect in 

which humans and bots differ is how they 
share tweets with a negative original 
sentiment. Namely, for hostile tweets, we see 

Graph 8) Human Users Graph 9) Bot Accounts 
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that – on average – humans tend to respond 
more neutrally while bots ten to preserve the 
negativity. In fact, with a sample size of N = 
1.3k accounts, we note that the avg. shared 
tweet sentiment for tweets that originally had 
a negative sentiment is statistically different 
for humans and bots (p = 0.001). (With 
neutral or positively polarized tweets, there is 
no statistically significant difference.) Thus, 
we can conclude that bots seem to fuel 
negative polarization as they share negatively 
charged tweets without neutralizing them as 
much as their human counterparts.  
 
Discussion & Conclusion 

Through visualization- and statistics-
based analysis of a large Twitter-based 
corpus, we presented an exploratory 
examination of bots’ characteristics and 
impact on sentiment during the 2016 US 
Primaries.  

By generating novel maps of the 
elections-related debate (see Figures 5-11), 
we created effective visualizations of bots’ 
influence (as shown in Figure 7) as well as a 
single active bots’ reach (as depicted in 
Figure 8). Through such visualizations, we 
aimed to create a tool for raising awareness 
for bots’ influence while simultaneously 
developing a better understanding of bots’ 
behavior. For instance, we noted that bots 
often play a role in sentiment silos that are 
present in election-related discussions. In 
such silos, we also identified key and hidden 
influencers who often serve as the sole link 
between users in their agglomeration and the 
greater online debate.  

Concerning bot characteristics, we found 
that bots are harder to identify based on their 
distinct elections-related tweets’ sentiment 
(see Graphs 1 & 2) since they often share 
short tweets with links and since humans also 
write more emotionally charged tweets 
during elections. Additionally, we found that 
bots primarily target influencers with 300k to 

1M followers as they aim to reach a broader 
audience with their content (see Graph 4).  

 Comparing humans’ and bots’ impact 
on sentiment, we saw no difference between 
how sentiment changed as a consequence of 
a bot’s or a human’s tweet (see Graph 5). 
However,  we have shown that bots preserve 
negative sentiment more than humans when 
they rebroadcast content (see Graph 8 & 9). 
Finally, we found that – through re-sharing of 
tweets, – both humans and bots tend the 
reduce sentiment over time. We hypothesize 
that this phenomenon is the consequence of 
the fact that polarized content invites 
reactions of opposite polarization and that a 
large number of elections-related tweets have 
a neutral sentiment.  

To avoid the issue of having a large 
number of neutral tweets, more accurate 
sentiment scores could be generated via 
contextual sentiment analysis. Moreover, 
sentiment analysis could be further improved 
by including analysis of emoji use as well as 
analysis of sentiment on shared webpages. 
The latter would be a welcome extension as 
we have shown that bots often share links 
(see Table 2 & Figure 12) that point to 
content outside of Twitter. We should also 
note that we primarily focused on sentiment 
change over a single interaction; thus, it 
would be worthwhile to extend our analysis 
to a series of interactions to see how 
permanent sentiment changes are. 
Concerning other future expansions, it would 
be interesting to implement further 
categorizations of bot and human accounts as 
such classifications might provide insight 
into what type of bots were successful at 
getting their content shared by significant 
real users – as shown in Graph 3. 

Overall, we hope our analysis of 
sentiment and our novel visualization of the 
election’s related debate and bots’ influence 
can simplify the mystery that surrounds bot 
characteristics and can help grasp the 
significance of bots’ impact on our elections.
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