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ABSTRACT
In this dissertation we aim to further investigate the factors affecting explore-exploit decision
making in humans. Exploratory behaviour refers to a very broad category of behaviors engag-
ing in gathering information about environment and there are so many factors at play. Factors
from specifics of situation and stimuli to social features. In the current work, we studied a
few of these factors using a version of bandit task, called the Horizon Task. These factors are
temporal discounting, social influence and being active versus passive in receiving information.
The explore-exploit dilemma describes the trade off that occurs any time we must choose be-
tween exploring unknown options and exploiting options we know well. Implicit in this trade
off is how we value future rewards. In theory there should be a tight connection between how
people discount future rewards - ‘temporal discounting’ - and how likely they are to explore,
with less temporal discounting associated with more exploration. In the first study, we tested
whether this theoretical prediction holds in practice. We used the 27-item Delay-Discounting
Questionnaire to estimate temporal discounting and the Horizon Task to quantify two strate-
gies of explore-exploit behavior: directed exploration, where information drives exploration by
choice, and random exploration, where behavioral variability drives exploration by chance. We
found a clear negative correlation between temporal discounting and directed exploration and
no relationship between temporal discounting and random exploration. In the second study, we
investigated the effect of social information on explore-exploit decisions. Social information
was shown in the form of choices that (participants were led to believe) were made by another
person. Given this social information there are three ways for subjects to behave: to copy what
the other person did (herding), to do the opposite (diversification), or to ignore the other per-
son’s response completely. We found the social effect depends crucially on the interaction of
two factors: the number of choices that subjects would make in the future (the horizon) and
whether the outcome of the other person’s choice would ultimately be revealed or not. In the
third study, we took a closer look at a failed replication from our lab. In particular, we examined
our failure to detect evidence for horizon-dependent changes in directed and random exploration
in a passive version of the Horizon Task which was also used in the second study here. We hy-
pothesized that this failure to replicate may have been due to the change between active and
passive versions of the task. In both a between-subjects and within-subjects design we found
that participants showed increased ambiguity aversion and reduced horizon-dependent directed
and random exploration in the passive version of the task. This clearly demonstrates how behav-
ior in the Horizon Task is critically dependent on the nature of the forced-choice trials, and that
our failed replication was caused by the seemingly minor shift from active to passive versions
of the task.
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INTRODUCTION

DEFINITION AND A HISTORICAL OVERVIEW
“Exploration” widely refers to all the activities engaged in some sort of gathering information
about the environment. Merriam-Webster dictionary (“Explore [Def. 1]”, n.d.) defines the term
“explore” as:

a. to investigate, study, or analyze
b. to become familiar with by testing or experimenting

At the basic level, exploratory behavior could be seen as a primary process in any perceptual
learning like Visual exploration which is defined as the systematic scanning of a visual field
or of an object. At the higher cognitive level, it could be "exploring" potential mates, jobs,
investments, etc.

The pioneer primate biologist, Nissen (1930) defined exploration as a fundamental tendency
inherent in all living tissues (cells, limbs, the whole organism) towards the expression of its
characteristic activity. Hebb (1955) formulated an “exploratory-curiosity-manipulatory” drive
as a tendency to seek varied stimulation. This refers to the positive attraction of risk-taking,
moderate fear, problem solving, or mild frustration.

One of the traditional approaches to exploration arose within behaviorism, in the so-called
“Drive” theories. A drive theory explain behaviors with regard to needs and motivation. From
a drive point of view, curiosity produces an unpleasant sensation (arousal) and exploratory be-
havior arise to reduce the unpleasantness (Voss & Keller, 1983). Exploratory behavior serves
to maintain a medium to optimal activation level. A novel stimulus can instantly produce a
great increase in exploratory activity. Exploratory activity can be maintained for a long period
of time without any external reinforcement. The exploration of new stimuli serves to maintain
an optimal activation level and this is reinforcing. Stimulation that is either too weak or too in-
tense can cause activation levels that prevent exploratory behavior. Some researchers postulate
exploration as an independent drive. Mainly this postulation is based upon the ubiquitous obser-
vation that exploratory activities arise in many situations where there isn’t an external stimulus
to satisfy a homeostatic need (Voss & Keller, 1983).

Berlyne (1954) also defines exploratory behavior in terms of a drive concept and classifies
it according to three forms of behavior:

1. “Receptor-adaptation” behavior (changes in the orientation of the sense organs and physio-
chemical processes that influence their sensitivity).

2. “Locomoting” responses: changes of coarse motor actions (movements that evoke a
change in body position).

3. “Investigating” responses (manipulations of the individual directed toward change of the
stimulus source).

Berlyne (1954) divides exploration into two categories: “specific” exploration (determined
by certain stimulus features) in which exploration is employed for goal reaching and “diver-
sive” exploration (a global nonspecific exploring) when an object with which the person can
adequately interact is absent, and therefore the person tries to make new sources of infor-
mation available. It deals with changes that the individual makes in a familiar environment.
They are more spontaneously fluctuating than goal oriented. Berlyne (1978) also differentiated
“intrinsically-motivated exploration” (motivated as a behavioral system with its own end.) and
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“extrinsically-motivated exploration” (constitutes the appetitive phase of many goal-directed
behaviors).

Welker (1957) distinguished between “free exploration” in which withdrawal from the new
environment into the familiar one is possible and “forced exploration” in which there is no possi-
bility to withdraw, based on the idea that there are two general kinds of exploration: exploration
for the purpose of avoiding new situations and exploration to get to know new situations. Under
the free condition, rats explored to get to know their cage, whereas under the forced condition,
rats explored to find ways to escape.

Some researchers object to a drive theory of exploration with this observation that explo-
ration mostly result in enhancing (reinforcement) the exploratory drive or in increasing stim-
ulation. But drive theories predict that exploration would result in a reduction of exploratory
drive which is not what we observe. Curiosity also could be defined in terms of fear and fear-
reduction. Visual exploration of a potentially dangerous environment would lead to a reduction
of fear. But we may object that in theory, exploration cannot be derived from fear, because
inducing fear promotes avoidance behavior, while exploration implies approaching (Voss &
Keller, 1983).

McReynolds (1971) distinguishes between three types of exploratory behavior as a function
of motivational factors:

1. Novelty-adjusting behavior,

2. Novelty-seeking behavior, and

3. Goal-oriented novelty-seeking behavior.

In a more "cognitive" point-of-view, Hunt (1963) describes curiosity as a "motivation inher-
ent in information processing". This description links curiosity to a mixture of cognition and
motivation. In cognitive terms, exploratory action serves to maintain and enhance the rate of
cognitive structuring, and this can be best understood in terms of Piaget’s theory of cognitive
equilibration. The equivalent concept for arousal (in drive theories) in cognitive theories is “in-
congruence”. So organisms seek to establish and maintain an optimal amount of incongruence.
In terms of information we can talk about reduction of information conflict or “uncertainty”.
One problem with defining exploration in these terms is overgeneralizing, i.e. if the defining
function of the exploratory behavior is maintaining an optimal level of incongruence, that could
apply to almost any behavior except for a few behaviors dealing with satisfying the primary
needs.

A famous classic experiment by Montgomery (1953) demonstrated the exploratory behavior
in rats in situations in which the only incentive to run through a maze was the possibility of
exploring it. It shows that the opportunity to explore has reward characteristics. This result led
Nissen (1953) to call exploration a “primary drive” for the organ of brain to accomplish its basic
functioning: perception. Information input leads to a temporary decrease of the organism’s
tendency to seek further stimulation (but only in the same context; if the context changes, rat
would resume exploration instantly).

Exploratory behavior has obvious adaptive consequences and seems necessary for survival
for many species. The immediate consequence of exploratory behavior is information which
is used to satisfy a need or reduce uncertainty or conflict, and adapting cognitive structures to
environmental events by optimizing rules, motivational basis for exploration is acquiring infor-
mation to reduce uncertainty, which in turn eliminates the source of anxiety. Adaptational value
provides the basis for the "ultimate cause" of exploratory behaviors. For the "proximate causes",
we should look into the environment and the stimuli. Those features of the environment that
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have been most likely eliciting exploratory behaviors fall into a category that (Berlyne, 1978)
calls “collative variables” such as novelty, complexity, uncertainty and conflict. In other words,
the probability, strength, and direction of exploratory reactions are controlled by a number of
factors inside the organism as well as features of the environment. All these variables induce
uncertainty through processes of comparison.

EXPLORE-EXPLOIT DILEMMA AND BANDIT PROBLEM
As mentioned earlier, "exploratory behavior" is a very broad term that widely applies to any sort
of behavior that leads to getting information from the environment. One specific formulation of
this behavior is to contrast it to "exploitation", i.e. in the framework of choosing between a well-
known option (exploit) and an uncertain option (explore). This problem is called the “explore-
exploit dilemma” and has been extensively studied both theoretically and experimentally in the
framework of reinforcement learning theories by psychologists and computer scientists (Sutton
& Barto, 1998; Wilson, Geana, White, Ludvig, & Cohen, 2014).

The typical framework to study the explore-exploit dilemma has been the so-called “bandit
problem”. The problem presents different virtual slot machines (bandits) and the subject should
choose between them at each step to earn rewards. The goal is to maximize the overall reward,
i.e. the sum of all rewards earned through a sequence of choices (lever pulls) between different
bandits, but the exact amount of reward at each step is unknown. For each bandit, the reward
at each step is randomly selected from a probability distribution specific to that bandit. The
main trade-off the subject faces at each step is choosing between "exploitation" of the bandit
with the highest expected reward so far and "exploration" of lesser-known bandits to get more
information about the expected reward from them.

There is a rich literature on the normative solutions to the bandit problem. Among the earli-
est, Thompson (1933) published an article describing the likelihood that one unknown probabil-
ity exceeds another. Then in 1950’s, major efforts by pioneers like Herbert Robins introduced
empirical Bayes methods (Robbins, 1956), stochastic approximation algorithms (Robbins &
Monro, 1951), and sequential design of experiments (Robbins, 1952). In 1985, in the paper
"Asymptotically efficient adaptive allocation rules", Lai and Robbins introduced some popula-
tion selection policies for a specific bandit problem which had the fastest convergence rate to
the highest mean population, which was a breakthrough in stochastic bandits (Lai & Robbins,
1985). Another breakthrough was in Bayesian bandits computations; Gittins (1979) introduced
a theorem called the “Gittins Index” which offers an optimal policy to maximize the expected
discounted reward.

While the normative solutions give us a logical/mathematical framework to achieve optimal
strategies in solving the explore-exploit dilemma, the question of how humans actually solve
this problem remains an experimental one, although the normative approaches have been giving
us great insights in understanding the real-world strategies in exploration-exploitation employed
by humans and animals. In a recent study, Wilson et al. (2014) showed that, humans use two
different strategies in exploration, called “directed” and “random” exploration which is compa-
rable to the different optimal strategies yielded in normative theories, often called "noisy" and
"directed" exploration (Averbeck, 2015). In directed exploration, we actively look for informa-
tion by choosing more uncertain options and in random or noisy exploration, the choice is made
completely randomly.

It seems that studies on the neural substrates of exploration-exploitation back up the dif-
ferentiation between random and directed exploration. A number of studies showed relations
between exploration and frontopolar cortex and intraparietal sulcus (Daw, O’Doherty, Dayan,
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Seymour, & Dolan, 2006). Both of these regions showed increased activity when the sub-
ject was exploring. These findings from neuroimaging are consistent with some electroen-
cephalographic (EEG) experiments that point to the same location of signal source (Cavanagh,
Figueroa, Cohen, & Frank, 2012). In some experiments it has been found that two areas in
rostrolateral prefrontal cortex increase their activity in proportion to the amount of information
available (Frank, Scheres, & Sherman, 2007; Badre, Doll, Long, & Frank, 2012). In addition,
this signal scales with the extent to which participants seek uncertainty. Those participants
with higher uncertainty-seeking demonstrated increased sensitivity to information in this re-
gion. This is consistent with another EEG study in which the power of theta oscillations in
frontal and parietal regions was correlated with uncertainty seeking (Cavanagh et al., 2012).
Recently Zajkowski, Kossut, and Wilson (2017) found a causal role for right frontopolar cortex
in directed, but not random exploration.

In terms of neurotransmitters, studies indicate the role of dopamine in regulating different
aspects of directed and random exploration (Daw et al., 2006). It has been found that increasing
prefrontal dopamine also increases the directed exploration. An interesting finding shows that
subjects with a gene variant associated to high prefrontal dopamine also show high information
bonuses (DeYoung et al., 2011). Increased dopamine has been also connected to directed ex-
ploration by studies which showed increased novelty seeking in monkeys who were given drugs
to elevate their dopamine in brain (Costa, Tran, Turchi, & Averbeck, 2014). Liang et al. (2012)
showed that the exploratory behavior in honeybees is modulated by dopaminergic agonists. The
involvement of dopaminergic agonists and genes in exploration was also observed in humans
(Daw et al., 2006) and mice (Dulawa, Grandy, Low, Paulus, & Geyer, 1999).

Norepinephrine, specifically in locus coeruleus, has also been implicated in exploratory be-
haviors (Frank et al., 2007). Monkeys show increased distractibility (maybe exploration) when
baseline firing in locus coeruleus is high (Aston-Jones & Cohen, 2005). The proposal is that
increased tonic level of norepinephrine increases decision noise and random exploration. There
is both neuroimaging and physiological evidence for this proposal like the findings that show
both increased pupil diameter and increased skin conductance are associated with increased
exploration (Jepma & Nieuwenhuis, 2011).

CURRENT STUDIES
This dissertation consists of three separate studies on different aspects of exploration-exploitation
using a version of the bandit task, called the “Horizon Task” (Wilson et al., 2014). In this task,
participants are presented with over a hundred (120-160) explore-exploit decisions in the form
of two one-armed bandits games. There are two different kinds of games: “short horizon” in
which participants only have one shot in making a choice between two bandits in a game and the
“long horizon” in which they make sequential choices (here it’s 6 trials) at each game. Another
manipulation in the task is the amount of "uncertainty" for each bandit by changing the infor-
mation available to participants. Through these manipulations we are able to measure directed
and random exploration. More details are provided in the Methods section of each manuscript.

STUDY 1: TEMPORAL DISCOUNTING AND EXPLORATION

The first study investigates the relationship between temporal discounting and exploration. Di-
rected exploration is to choose the more uncertain option to get useful information in order to
make better decisions in the future. Therefore, at the core of the explore-exploit dilemma, there
seems to be an element of one willingness to delay satisfaction. “Temporal discounting” refers
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to the process of subjectively discounting the expected value of a future reward. For example,
a $100 bill in one month might be subjectively equal to $100 today for person A (no temporal
discounting), $70 today for person B (moderate discounting), or $20 for person C (high rate
of temporal discounting). It seems intuitive to imagine a direct relationship between temporal
discounting and exploration: the more discounted a future reward is for you, the less likely you
are to delay satisfaction and the more likely to exploit the immediate rewards. This prediction
can also be concluded from normative theories of the explore-exploit dilemma (Gittins, 1979).

The decision between delayed larger rewards and immediate smaller rewards (intertemporal
decision) has shown to be linked to a variety of important life outcomes including education,
income, wealth and health (Frederick, Loewenstein, & O’donoghue, 2002; Lukinova, Wang,
Lehrer, & Erlich, 2019. Willing to wait for a better option (less temporal discounting of a
future reward) has been shown to be positively correlated with general intelligence (Shamosh &
Gray, 2008). In a neuroimaging study using fMRI, Shamosh et al. (2008) reported the strongest
activity during a delay discounting task in a region of left anterior prefrontal cortex (aPFC),
lateral frontopolar cortex (Brodmann’s area 10). The more frontopolar activity the greater the
preference for delayed options (Luhmann, Chun, Yi, Lee, & Wang, 2008). On the other hand,
directed exploration requires an assessment of relative uncertainty of options and it has been
shown that uncertainty estimates and uncertainty-driven exploration are related to the neural
activities in dorsolateral prefrontal cortex (DLPFC) (Badre et al., 2012) which in turn has been
shown to be broadly associated with higher cognitive function (Gilbert, King, Pettigrew, &
Wilson, 2016).

More interesting, it seems that directed, but not random, exploration is associated with neu-
ral activity in frontpolar cortex (Zajkowski et al., 2017). In several other studies, frontopolar
activity also has been widely elicited in a variety of higher order cognitive functions includ-
ing planning (Baker et al., 1996), problem solving and reasoning (Green, Fugelsang, Kraemer,
Shamosh, & Dunbar, 2006), episodic memory retrieval, and subgoal procession in working
memory (Braver & Bongiolatti, 2002). Overall, the involvement of anterior PFC or the fron-
topolar cortex, in both temporal discounting and directed exploration is another source of evi-
dence pointing to a direct correlation between directed exploration and temporal discounting. In
this experiment, the goal was to test these predictions and investigate correlations between tem-
poral discounting and two kinds of exploration by using the Horizon Task to measure directed
and random explorations and a 27-item Delay-Discounting questionnaire (Kirby & Maraković,
1996) to measure temporal discounting.

STUDY 2: SOCIAL INFLUENCE ON EXPLORATION

Social influence occurs at many levels. At an extensive level, we may cooperate and/or compete
with others to gain mutual benefits. Schulze and Newell (2015) performed an experiment inves-
tigating how social interaction would modify the competition and cooperation patterns between
two players in order to maximize their reward both against nature and the other player. At the
minimal level, we may not compete or cooperate with others and the rewards we get may not
be shared, but still our decision may be under the influence of others’ behaviors. In the second
study, we focused on the minimal social influence on the Horizon Task, which is information
about the choice of another participant in the same situation. We din not attribute any traits
to that imaginary person to avoid intermediate variables like source credibility (Pornpitakpan,
2004).

In the study by Tomlin, Nedic, Prentice, Holmes, and Cohen (2013) the experimental setting
is similar to ours (also the study by Camille et al. (2004)). In their study, participants were
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given trial-by-trial information of another participant’s performance while playing the same
task (two-alternative forced choice game). Their experimental design differs from ours mainly
in the social factor presented to the participants. In their study, participants were given the actual
performance of other participants in the group while all the members of group were playing the
task. But in our study, there was no real feedback for other participants, the social factor was
just a randomized choice generated by a computer, which we made participants believe was the
choice of a real person. In doing so, we aimed to eliminate possible intervening variables like the
accuracy of the source, and focus on the effect of the mere presence of social information. The
goal is to see how that social information changes the pattern of exploration-exploitation in the
Horizon Task. More specifically, under what circumstances do participants tend to follow the
other person and how does this change regarding the two specific kinds (directed and random)
of exploration.

STUDY 3: ACTIVE-PASSIVE GAP IN EXPLORATION

The third study was designed to test for a peculiar phenomena we have observed in our exper-
iments with the Horizon Task, like the experiment 1 in this dissertation. In the default version
of the Horizon Task, like the one used in (Wilson et al., 2014), the preliminary information on
bandits is presented to participants in an “Active” way, i.e. participants need to respond in each
step (press an appropriate key) to receive the information. However, in some of our experiments,
like the first experiment here (Social Influence) we used a “Passive” version of the task in which
all preliminary data on bandits were shown at once to participants and with no requirement of
a motor response from them. As will be explained, we have found that the typical directed and
random exploratory behaviors observed in previous studies using the Active version are absent
in the Passive versions. Since this seemed a consistent finding through multiple experiments,
we designed a within-subject experiment in which a participant plays both Active and Passive
versions of the task to see whether the lack of typical exploratory behavior is actually due to
that task difference. With a within-subject design, we would be able to control for other vari-
ables and just test for the effect of one variable, the Active versus Passive presentation of the
preliminary data, on directed and random exploration.
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Abstract

explore-exploit dilemma describes the trade off that occurs any time we must choose
between exploring unknown options and exploiting options we know well. Implicit in this
trade off is how we value future rewards — exploiting is usually better in the short term,
but in the longer term the benefits of exploration can rapidly accrue. Thus, in theory there
should be a tight connection between how people discount future rewards - ‘temporal dis-
counting’ - and how likely they are to explore, with less temporal discounting associated
with more exploration. By measuring individual differences in temporal discounting and
correlating them with explore-exploit behavior, we tested whether this theoretical predic-
tion holds in practice. In particular, we used the 27-item Delay-Discounting Questionnaire
(Kirby et al., 1999) to estimate temporal discounting and the Horizon Task (Wilson et al.
2014) to quantify two strategies of explore-exploit behavior: directed exploration, where
information drives exploration by choice, and random exploration, where behavioral vari-
ability drives exploration by chance. We find a clear correlation between temporal dis-
counting and directed exploration, with more temporal discounting leading to less directed
exploration. Conversely, we find no relationship between temporal discounting and random
exploration. Unexpectedly, we find that the relationship with directed exploration appears
to be driven by a correlation between temporal discounting and uncertainty seeking at short
time horizons, rather than information seeking at long horizons. Taken together our results
suggest a nuanced relationship between temporal discounting and explore-exploit behavior
that may be mediated by multiple factors.

Keywords— exploration; exploitation; explore-exploit dilemma; temporal discounting; delay; time

INTRODUCTION
The explore-exploit dilemma refers to the ubiquitous problem of choosing between exploring options
whose rewards are unknown and exploiting options whose rewards are well-known. For example, when
ordering dinner at a favorite restaurant, we can explore a new item on the menu, which is riskier but
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may turn out to be very rewarding, or we can exploit the usual item we always get, which is safer but
won’t be rewarding beyond a known level. In a recent study (Wilson, Geana, White, Ludvig, & Cohen,
2014) we showed that when exploring, humans use at least two types of strategy: random and directed.
In the former, choices are biased toward information while in the latter, exploration is driven by noise.
Further studies (Zajkowski, Kossut, & Wilson, 2017) show that these two types of exploration also rely
on dissociable neural systems. Specifically, it seems there is a causal role for front-polar cortex in the
directed but not in the random exploration.

The benefits of exploration over exploitation lies in the possibility of larger future rewards, compar-
ing to smaller immediate rewards. Research on decision-making in uncertainty have repeatedly shown
that people usually avoid uncertainty when they choose between options associated with probable and
sure outcomes (Tversky & Kahneman, 1973). What makes exploration a valuable strategy is in getting
information about uncertain aspects of environment and use that information to make better decisions in
the future. So a willingness to wait for the future reward seems to be inherently tied into the exploratory
behavior, and more specifically to the directed exploration.

Normative models of exploration-exploitation (Gittins, 1979) also suggest that directed exploration
should be directly related to temporal discounting. In these theories, the probability of choosing an op-
tion is formulated as a function of "expected value" (of that and other options) and expected value is
formulated as a function of a time-based or step-wise discounted rate. So in those mathematical formu-
lations, the probability of exploring an option is directly related to the temporal discounting parameter.
However, theoretical relationship between temporal discounting and random exploration is much less
clear from available theoretical formulations.

Despite clear theoretical predictions, experimental findings suggest a more complicated relationship
between temporal discounting and explore-exploit behavior. Specifically, individuals with an impulsive
behavioral pattern have a higher temporal discounting, i.e. their subjective value of a delayed reward is
much less than those of normal people (Wittmann & Paulus, 2008). On the other hand, there are plenty if
data showing a strong relation between impulsivity and risk-seeking behaviors (Zuckerman & Kuhlman,
2000). So it seems both high and low temporal discounting could be correlated with exploratory behavior.

In the current study, we investigated the correlation between temporal discounting and two kinds of
exploration (directed and random exploration). We utilized the 27-item Delay Discounting Questionnaire
(Kirby & Maraković, 1996) to measure the amount of temporal discounting each participant has in
choosing between a small but immediate amount of money and a larger but delayed amount of money;
like choosing between $11 now or $30 in two weeks. Based on participants’ pattern of choosing between
immediate and delayed options, a parameter k (Kaplan et al., 2016) is calculated for each participant
which estimates their average discounting rate for delayed rewards. Exploration is assessed through a
version of bandit task (a simple virtual slot machine) that has been used in our lab called the Horizon
task (Wilson et al., 2014). Participants choose between two bandits and earn points. By manipulating the
key task parameters (distribution of rewards, time horizon, the amount of uncertainty for each bandit) we
calculate two measures for directed and random explorations. The results show that there is a significant
correlation between temporal discounting and directed exploration but no correlation was found between
temporal discounting and random exploration.

METHODS

PARTICIPANTS
We collected data from a total of 82 participants (ages 18-25, average = 19.10; Females = 47, Males =
35). Participants were recruited through the Psychology subject pool at the University of Arizona and
received course credit for their participation. All participants gave informed consent and the study was
approved by the Institutional Review Board at the University of Arizona.
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TEMPORAL DISCOUNTING MEASURE
To measure temporal discounting we used the Delay Discounting Questionnaire developed by (Kirby,
Petry, & Bickel, 1999). In this instrument there are 27 questions asking participants’ preferences between
two hypothetical monetary rewards: one of which pays immediately but is smaller, and the other pays
more but is delayed. For example, one item asks: Do you prefer $11 now or $30 in 7 days? The amount
of sooner-immediate reward (SIR), later-delayed reward (LDR) and the delay (in terms of days) vary in
those 27 questions (SIR between $11 - $80; LDR between $25 - $85; Delay between 7 - 186 days). The
exact values are reported in Kirby et al. (1999)-Table 3.

To quantify temporal discounting we used a number of different measures. The simplest was just
the number of sooner items chosen, with greater temporal discounting associated with larger number of
sooner choices.

More sophisticated measures of temporal discounting were obtained by fitting a hyperbolic discount
factors to the data. In particular, we assume that future reward, A, arriving after a delay D, is discounted
according to a hyperbolic discount function (Mazur, 1987)

V = A/(1 + kD) (1)

where k is the discount factor. Fitting k was done using the spreadsheet provided by (Kaplan, Lemley,
Reed, & Jarmolowicz, 2014) based on the method described in (Kaplan et al., 2016). In addition to
computing an overall k using all 27 items, this approach also computes separate discount factors for
small, medium and large reward items, based on the idea that delay discounting may be different for
different range of rewards, and the geometric mean of the small, medium and large ks. Thus we have
six measures of temporal discounting for each subject: the fraction of sooner choices, overall k, small
k, medium k, large k, and the geometric mean of small, medium and large ks. Importantly, as shown
below, the correlations with explore-exploit behavior are almost identical for all of these measures.

HORIZON TASK
The Horizon Task (Wilson et al., 2014) is a recently developed task that allows for the measurement
of directed and random exploration. The key manipulation in the Horizon Task is the time horizon,
the number of trials participants will make in the future. The idea being, that in a long time horizon,
people should explore, while in a short time horizon, people should exploit. Thus the change in behavior
between short and long horizons can be used to quantify directed and random exploration.

More specifically, in the Horizon Task participants choose between two one-armed bandits. When
chosen, the bandits pay out rewards sampled from a Gaussian distribution whose standard deviation is
always fixed at 8 points, but whose mean is different for each bandit and can change from game to game.
Each game lasts for 5 or 10 trials and participants job is to make multiple choices between the two bandits
to try to maximize their reward. Because they know nothing about the mean of each bandit at the start of
each game, they can only find out which option is best by exploring.

To control the amount of information, the first four trials of each game are predetermined. Partici-
pants are instructed to pick either left or right bandit during these four "forced trials". By changing the
number of forced choices for each bandit, we manipulate the amount of "uncertainty" or information for
each bandit. In our task it would be either 3 known instances for one bandit and 1 for the other ([1 3]
condition = unequal uncertainty) or 2 known instances for each ([2 2] condition = equal uncertainty).
The rest of trials are "free trials" in which participants make their own choice. It would be 1 free trial in
short horizons, thereby "horizon 1" condition or game, or 6 free trials for long horizons, thereby "horizon
6" condition or game.

The dependent variable in our study is the choice on first free trial. We ignore later trials’ since there
could be a confound between reward and information (Hertwig & Erev, 2009; Wilson et al., 2014). The
confound arises because participants only receive information for the options they choose and presum-
ably seek reward for.
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Figure 1: A)Horizon task: the four forced trials set up one of two information conditions (unequal [1 3]
and equal [2 2] information) and two horizon conditions (1 vs 6) before participants make their first free
choice. B) Active version of the horizon task

Two main parameters measured in the horizon task are p(high info) and p(low mean). P(high info) is
defined as the probability of choosing the more uncertain bandit (the one with only 1 known instance) on
[1 3] conditions and p(low mean) is defined as the probability of choosing the bandit with lower mean on
[2 2] conditions. So p(high info) is a measure of explicitly seeking information by choosing the uncertain
option and p(low mean) is a measure of random choice since the expected normative response in [2 2]
conditions is always the higher mean bandit. Then based on these two parameters, we define directed
and random exploration. We use p(high info) and p(low mean) as the baseline and define the directed
exploration as the change in p(high info) from horizon 1 to horizon 6 games, and random exploration as
the change in p(low mean) from horizon 1 to horizon 6:

directed exploration = p(high info) h6 - p(high info) h1

random exploration = p(low mean) h6 - p(low mean) h1

We expect to see an increase in both p(high info) and p(low mean) in horizon 6 comparing to horizon
1, assuming that both directed and random explorations arise when there is a "future" to be able to benefit
from the information obtained by exploration.
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RESULTS

BEHAVIOR ON HORIZON TASK
Behavior on the Horizon Task was consistent with that previously reported in (Wilson et al., 2014).
Specifically we see a significant increase in p(low mean) with horizon (p(low mean)h1_average = 0.2883;
p(low mean)h6_average = 0.3554; t = 3.87; p < 0.001) and we see a clear trend (but not significant) in
p(high info) with horizon (p(high info)h1_average = 0.5146; p(high info)h6_average = 0.5486; t = 1.75;
p = 0.084), consistent with participants using both types of exploration in this paradigm.

Figure 2: The average of p(high info) (left side) and p(low mean) (right side) for 82 participants on each
horizon condition. The increase in p(high info) and p(low mean) from horizon 1 to horizon 6 follows
the typical pattern observed in our previous studies and shows the use of both directed and random
exploration.

BEHAVIOR ON TEMPORAL DISCOUNTING TASK
For the temporal discounting measure we obtained 5 different k values for each participant as a measure
of how much they discount a future reward, i.e. how much they don’t like delay. We also can simply
estimate that measure just by summing up the number of items participants chose today versus later. In
our research, it turned out that all of these indices are highly correlated with each other and all have
very similar relationship with directed and random exploration. Table 1 shows the range and average of
temporal discounting indices (k’s and # today items) in 82 participants of our study which is similar to
previous studies using the smae measure (Kirby et al., 1999; Kirby & Maraković, 1996).

CORRELATION BETWEEN TEMPORAL DISCOUNTING AND EXPLORE-
EXPLOIT BEHAVIOR
Table 2 shows the correlation between measures of temporal discounting and the horizon task parame-
ters: directed and random exploration, p(high info) & p(low mean) at horizons 1 & 6, reaction times and
accuracy (the percentage of times the "accurate" option (the higher mean option) was chosen for each
horizon (1 & 6) conditions. As it can be seen from the table, there is a clear and significant correla-
tion between temporal discounting and directed exploration: the more you choose the sooner option in
Delay-Discounting questionnaires, the less you utilize a directed exploration strategy in the horizon task.



Temporal discounting & exploration 21

Although there is a similar trend in correlation between temporal discounting and random exploration,
but it’s not significant.

Table 1: Minimum, maximum and the linear average of different k values and # today items for 82
participants

min max average
Overall k 0.0004 0.2494 0.0303
Small k 0.0016 0.2468 0.0476
Medium k 0.0002 0.25 0.0297
Large k 0.0002 0.2488 0.0201
Geomean k 0.0004 0.2485 0.0276
# today items 4 27 15.85

A closer look shows that the negative correlation between temporal discounting and directed explo-
ration is surprisingly driven by a positive correlation between temporal discounting and p(high info) at
horizon 1 and a zero correlation between temporal discounting and p(high info) at horizon 6. For ran-
dom exploration, there is a positive correlation between temporal discounting and p(low mean) at both
horizons and therefore they balance out each other into a zero correlation between temporal discounting
and random exploration. Figure 3 demonstrate the scatter plots for each of these task parameters and the
temporal discounting measure (# today items).

DISCUSSION
In this study we investigated the correlation between temporal discounting measured by a monetary
choice questionnaire (Kirby et al., 1999) and two types of exploration (directed and random) conceptu-
alized by the Horizon Task (Wilson et al., 2014). We found a negative correlation between temporal dis-
counting and directed exploration that was driven by a positive correlation between temporal discounting
and uncertainty seeking in horizon 1. Conversely, we found no correlation between temporal discounting
and random exploration, although we did see a positive correlation between temporal discounting and
overall behavioral variability.

While the correlation between temporal discounting and directed exploration is in direction predicted
by theory, the correlation between its elements (p(high info) at horizon 1 and 6) are not. The normative
theories of explore-exploit dilemma predict that the effect should be driven by horizon 6 not 1, i.e. there
should be almost the same correlation between p(high info) h6 and temporal discounting as there is be-
tween directed exploration and temporal discounting. The reason is that in normative formulations, the
choice on first trial doesn’t include ant time-based discount rate but as we proceed, each step calculate a
discount rate base on time or steps into the calculation of expected values and therefore the probability
of directed exploration. The fact that we don’t see a negative correlation between temporal discounting
and p(high info) h6 is possibly due to two effects: one is the normative prediction of a negative corre-
lation between temporal discounting and p(high info) h6 and the other is a positive correlation between
temporal discounting and p(high info) h6 mediated by a positive correlation between temporal discount-
ing and impulsively (Wittmann & Paulus, 2008) which leads to more risk-taking behaviors and directed
exploration (Zuckerman & Kuhlman, 2000). So these two effects may cancel each out and lead to a zero
correlation between temporal discounting and p(high info) h6. A follow-up experiment where risk and
ambiguity preference are explicitly measured could test this prediction that risk and ambiguity attitude
have a dissociable effect on directed exploration from temporal discounting.

The fact that random exploration does not correlate with temporal discounting is intriguing and is
consistent with other results showing a dissociation between directed and random exploration. Specif-
ically, directed, but not random, exploration is dependent on frontal pole and increases with age from
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early adolescents to young adulthood. Conversely, random, but not directed, exploration appears to de-
pend on norepinephrine (Warren et al., 2017). Interestingly, temporal discounting has also been related
to frontal circuits (Doya, 2002 ; McClure, Laibson, Loewenstein, & Cohen, 2004; McClure, Ericson,
Laibson, Loewenstein, & Cohen, 2007).

Finally, the relationship between overall variability, as measured by p(low mean) at both horizons,
and temporal discounting might be due to the fact that more impulsive people are not thinking thoroughly
enough about the task which is consistent with a general trend of faster reaction time and lower accuracy
as temporal discounting goes up (negative correlations for accuracy and reaction time at both horizons in
Table 2).

Table 2: Correlations between task parameters and temporal discounting indices

task parameter temp index r p task parameter temp index r p
directed exploration Overall k -0.30 0.006 accuracy h1 Overall k -0.28 0.010

Small k -0.31 0.004 Small k -0.25 0.022
Medium k -0.24 0.030 Medium k -0.26 0.020
Large k -0.27 0.013 Large k -0.27 0.014
Geomean k -0.29 0.008 Geomean k -0.27 0.013
# today items -0.29 0.008 # today items -0.23 0.042

random exploration Overall k -0.11 0.335 accuracy h6 Overall k -0.20 0.076
Small k -0.15 0.156 Small k -0.16 0.160
Medium k -0.07 0.548 Medium k -0.06 0.565
Large k -0.13 0.234 Large k -0.13 0.244
Geomean k -0.12 0.274 Geomean k -0.12 0.287
# today items 0.02 0.858 # today items -0.08 0.470

p(high info) h1 Overall k 0.32 0.004 reaction time h1 Overall k -0.19 0.095
Small k 0.34 0.002 Small k -0.04 0.705
Medium k 0.31 0.004 Medium k -0.20 0.065
Large k 0.29 0.007 Large k -0.21 0.058
Geomean k 0.33 0.002 Geomean k -0.19 0.095
# today items 0.32 0.004 # today items -0.05 0.652

p(high info) h6 Overall k -0.05 0.656 reaction time h6 Overall k -0.21 0.053
Small k -0.04 0.726 Small k -0.10 0.387
Medium k 0.02 0.848 Medium k -0.23 0.042
Large k -0.04 0.744 Large k -0.24 0.027
Geomean k -0.02 0.827 Geomean k -0.22 0.052
# today items -0.03 0.764 # today items -0.11 0.316

p(low mean) h1 Overall k 0.31 0.004
Small k 0.28 0.011
Medium k 0.30 0.006
Large k 0.33 0.003
Geomean k 0.32 0.003
# today items 0.21 0.061

p(low mean) h6 Overall k 0.24 0.033
Small k 0.15 0.181
Medium k 0.27 0.016
Large k 0.23 0.039
Geomean k 0.23 0.037
# today items 0.24 0.027
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Figure 3: Scatter plots for p(high info) h1, p(high info) h6, p(low mean) h1, p(low mean) h6, directed
and random exploration over a temporal discounting measure (# today items). It clearly shows that
the negative correlation between temporal discounting and directed exploration is driven by a positive
correlation

Table 3: Correlation between task parameters and log (k overall)

r p
directed exploration -0.30 0.007
random exploration 0.04 0.720
p(high info) h1 0.35 0.001
p(high info) h6 -0.01 0.924
p(low mean) h1 0.22 0.052
p(low mean) h6 0.27 0.013
accuracy h1 -0.26 0.020
accuracy h6 -0.09 0.436
reaction time h1 -0.05 0.669
reaction time h6 -0.12 0.304
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Abstract

The explore-exploit dilemma is a common behavioral dilemma that arises any time
we must choose between exploring unknown options for information and exploiting known
options for reward. While much work has looked at how humans and animals make explore-
exploit decisions in isolation, real world explore-exploit decisions are often made in social
situations, and whether other people explore or exploit may influence our own choice. In
this work we investigated the effect of social information on explore-exploit decisions in the
lab using a social version of a bandit task. In this task, subjects made a series of decisions
between two one-armed bandits that paid out rewards from different Gaussian distributions
whose means were initially unknown. Social information was shown in the form of choices
that (participants were led to believe) were made by another person faced with the same
choice. Given this social information there are three ways for subjects to behave: to copy
what the other person did (herding), to do the opposite (diversification), or to ignore the
other person’s response completely. By computing the effect of social information (social
bonus) in a number of different conditions we found it to depend crucially on the interaction
of two factors: the number of choices that subjects would make in the future (the horizon)
and whether the outcome of the other person’s choice would ultimately be revealed or not.
These findings suggest that people use social information in nontrivial ways to facilitate
explore-exploit decisions.

Keywords— exploration; exploitation; explore-exploit dilemma; social; active; passive

INTRODUCTION
All animals move and take actions in order to interact with their environment and survive. This is the
main reason brains evolved for. In coordinating our movements and taking actions, a ubiquitous problem
is to choose between the different possible course of actions. One way to analyze this problem is to
estimate the value of each action based on its rewards and costs. It is not an easy problem to solve since
there is almost always some uncertainty involved in estimating the potential rewards of our actions.

The actions with high rewards and low uncertainty and the actions with low rewards and high un-
certainty don’t impose a problem; it’s easy to select the former and ignore the latter. The problem arises
when we have to choose between a more certain but lower rewarding option and a less certain but higher
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rewarding option. For example, when ordering dinner at a favorite restaurant, do you explore a new item
on the menu, or do you exploit the pizza you usually get?

This problem is called the explore-exploit dilemma in the literature and has been increasingly studied
over the last decades. A recent study (Wilson, Geana, White, Ludvig, & Cohen, 2014) suggests that when
exploring, humans use at least two types of strategy: directed exploration and random exploration. In
directed exploration, choices are biased toward information while in the latter, exploration is driven by
noise. Further studies (Zajkowski, Kossut, & Wilson, 2017) show that these two types of exploration
also rely on dissociable neural systems. Specifically, it seems there is a causal role for front-polar cortex
in directed but not in the random exploration.

Despite this progress, we are still in the early stages of understanding the parameters behind ex-
ploratory behavior. Especially, little is known about the social factors. Human beings often don’t make
explore-exploit decisions in vacuo and it seems likely that real-world exploratory behavior is a social
behavior: shaped and governed by social parameters from the beginning.

Back to the restaurant example, we often dine in the company of a friend or family member and
many times we take suggestions from the server. The information these people provide, either directly
like the server’s suggestion, or indirectly like watching our friend ordering a specific item, may change
our decision making in a number of different ways.

In the most direct way, the other person could make the decision for us. In this case, we are forced
to explore options we might not otherwise choose. While such an action might encourage us to explore,
it’s not clear that we will learn as much from such "passive" exploratory choice than we would if we had
placed the order ourselves. Indeed, in the navigation literature it has been found that people learn more
about their spatial environment when they make exploratory decisions for themselves than if they are
instructed about where to go (Chrastil & Warren, 2012; Markant, Ruggeri, Gureckis, & Xu, 2016).

In a less direct way, just observing the outcome of another person’s choice could influence our own
explore-exploit decision by effectively "outsourcing" the exploration to the other person. For example,
if your friend orders the intriguing, but slightly scary sounding, Escargots à la Bourguignonne, you
could learn quite a lot about that meal by simply observing your friend’s reaction when eating it, while
avoiding the risk of exploring yourself and chowing down on your safe burger. Such a strategy would be
a kind of ‘diversification,’ whereby you choose something different from your friend to get the benefits of
exploration without the risk. This decision calculus may change, however, if you get to see your friend’s
choice, but not the outcome. In this case you may want to copy your friend because their choice has told
you the the snails might be quite good. Such a strategy would be more like ‘herding.’

In this work, we investigated the effect of different types of social information on explore-exploit
decision making. In particular, inspired by the restaurant example, we investigated whether people would
explore differently when they saw another person’s choice, and further, whether their response to another
person’s choice would change based on whether the outcome of the other person’s choice would be
revealed.

METHODS
PARTICIPANTS
Participants were recruited from University of Arizona subject pool system (SONA) and were com-
pensated by receiving course credits. A total of 186 participants participated in this experiment and
completed the experiment (Demographic for 178 participants: Males = 76; Females = 102; 18-29 years
old; mean = 19.21, SD = 1.48). The majority of our participants were college freshman (120 freshmen,
37 sophomores, 15 juniors, and 6 seniors). All of them, except for four participants who marked mar-
ried/domestic partnership, marked single as their marital status. Participants had been assigned randomly
to two groups. Each group played a different version of the task (94 participants played version 1 and
92 participants played version 2). Participants were recruited through the Psychology subject pool at the
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University of Arizona and received course credit for their participation. All participants gave informed
consent and the study was approved by the Institutional Review Board at the University of Arizona.

BEHAVIORAL TASK
HORIZON TASK

The Horizon Task (Wilson et al., 2014) is a recently developed task that allows for the measurement
of directed and random exploration. The key manipulation in the Horizon Task is the time horizon,
the number of trials participants will make in the future. The idea being, that in a long time horizon,
people should explore, while in a short time horizon, people should exploit. Thus the change in behavior
between short and long horizons can be used to quantify directed and random exploration.

More specifically, in the Horizon Task participants choose between two one-armed bandits. When
chosen, the bandits pay out rewards sampled from a Gaussian distribution whose standard deviation is
always fixed at 8 points, but whose mean is different for each bandit and can change from game to game.
Each game lasts for 5 or 10 trials and participants job is to make multiple choices between the two bandits
to try to maximize their reward. Because they know nothing about the mean of each bandit at the start of
each game, they can only find out which option is best by exploring.

To control the amount of information, the first four trials of each game are predetermined. Partici-
pants don’t respond during these four "forced trials", they just see the information on four instances of
game. By changing the number of forced choices for each bandit, we manipulate the amount of "uncer-
tainty" or information for each bandit. In our task it would be either 3 known instances for one bandit
and 1 for the other ([1 3] condition = unequal uncertainty) or 2 known instances for each ([2 2] condition
= equal uncertainty) (6. The rest of trials are "free trials" in which participants make their own choice.
It would be 1 free trial in short horizons, thereby "horizon 1" condition or game, or 6 free trials for long
horizons, thereby "horizon 6" condition or game.

Figure 1: Horizon task: the four forced trials set up one of two information conditions (unequal[1 3]
and equal [2 2] information) and two horizon conditions (1 vs 6) before participants make their first free
choice.

The dependent variable in our study is the choice on first free trial. We ignore later trials’ since there
could be a confound between reward and information (Hertwig & Erev, 2009; Wilson et al., 2014). The
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confound arises because participants only receive information for the options they choose and presum-
ably seek reward for.

Two main parameters measured in the horizon task are p(high info) and p(low mean). P(high info) is
defined as the probability of choosing the more uncertain bandit (the one with only 1 known instance) on
[1 3] conditions and p(low mean) is defined as the probability of choosing the bandit with lower mean on
[2 2] conditions. So p(high info) is a measure of explicitly seeking information by choosing the uncertain
option and p(low mean) is a measure of random choice since the expected normative response in [2 2]
conditions is always the higher mean bandit. Then based on these two parameters, we define directed
and random exploration. We use p(high info) and p(low mean) as the baseline and define the directed
exploration as the change in p(high info) from horizon 1 to horizon 6 games, and random exploration as
the change in p(low mean) from horizon 1 to horizon 6:

directed exploration = p(high info) h6 - p(high info) h1

random exploration = p(low mean) h6 - p(low mean) h1

We expect to see an increase in both p(high info) and p(low mean) in horizon 6 comparing to horizon
1, assuming that both directed and random explorations arise when there is a "future" to be able to benefit
from the information obtained by exploration.

SOCIAL HORIZON TASK

In the current study, we modified the Horizon Task by adding small version of the bandits on the right
side of the screen (Figure 2). The small version in each game is exactly like the main bandits with the
same example rewards. The only difference was that on the fifth trial of the small bandits (the one which
is empty in the main bandits and is for participant to choose) one of the left or right cells had been high-
lighted. Participants had been told in the instructions that the highlighted option shows that a previous
participant chose that option in the same situation (same game). There were two different conditions in
our social horizon task regarding the small bandits. In condition 1 of the task, the participants are just
shown the choice of a previous participant on the fifth trial, but they would not be informed about the
payoff of that choice (Figure 2-A). In the version 2 of the task, participants would see the outcome of the
other person’s choice, but only after they made their own choice (Figure 2-B). In fact, the choice on the
fifth trial in the small bandits were not associated with any other participant’s performance. It has been
chosen randomly, independent of other factors.

RESULTS
MEASURES OF DIRECTED AND RANDOM EXPLORATION
First we asked whether there was evidence for directed and random exploration in our task. In particular
we compute the fraction of high information choices, p(high info), in the [1 3] condition and the fraction
of low mean reward choices, p(low mean), in the [2 2] condition as a function of horizon. These are
plotted in Figure 2. Surprisingly, we do not see the expected increase in the directed exploration with
horizon, so basically no directed exploration happened (p(high info) h1mean = 0.4450; p(high info)
h6mean = 0.4355; t = -0.95; p = 0.345). The expected increase in random exploration was observed, but
the amount of increase was smaller than what is usually observed (p(low mean) h1mean = 0.3331; p(low
mean) h6mean = 0.3540; t = 2.60; p = 0.010).
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Figure 2: Social Horizon Task

Figure 3: The average of p(high info) (left side) and p(low mean) (right side) for 186 participants on each
horizon condition. Unlike the usual pattern in which both p(high info) and p(low mean) are significantly
higher in horizon 6 than horizon 1, the current data shows no difference between p(high info) in horizon
1 & 6 and for the p(low mean) although it’s higher in horizon 6 than 1 but the difference are smaller than
what we have observed in previous experiments.

Then we did the same analysis for each group (Figure 3 for No-Feedback group and Figure 4 for
Feedback group). For the N0-Feedback group, there was no sign of directed (t = 0.20; p = 0.840) and
random exploration (t = 0.86; p = 0.391). For the Feedback group, there was no directed exploration (t =
-1.55; p = 0.124) but there was a moderate size random exploration (t = 3.20 ; p = 0.002
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Figure 4: The average of p(high info) (left side) and p(low mean) (right side) for 94 participants in
No-Feedback group. There was no trend of directed nor random exploration.

Figure 5: The average of p(high info) (left side) and p(low mean) (right side) for 92 participants in
Feedback group. There is no directed exploration but there is a moderate random exploration.

EFFECT OF SOCIAL CONDITION ON COPYING BEHAVIOR
Next we asked whether social condition altered behavior. In particular we focused on p(copy) the proba-
bility that participants would copy the social information as a function of horizon and feedback condition.
An ANOVA with feedback condition as a between subjects factor and horizon as a within subjects factor
found a main effect for feedback condition (Ffeedback(1, 371) = 4.14; p = 0.043) and an interaction
between horizon and feedback condition (Finteraction(1, 371) = 12.49; p < 0.001).

In the no outcome condition, we found an increase in copying between horizon 1 and horizon 6 (t =
2.00; p = 0.049). This is consistent with people increasing their herding behavior in the more difficult
horizon 6 decision.

In the outcome condition, we found a decrease in copying between horizon 1 and horizon 6 (t = 2.88;
p = 0.005). This is consistent with a diversification strategy in which participants copy less in the long
horizon condition when there is more benefit to diversified information (Figure 5).
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Figure 6: Fraction Copying in horizon 1 and 6 in two groups (No-outcome and Outcome-revealed)

DISCUSSION
In this study we investigated the effect of social information on explore-exploit decisions using a social
version of our previously published Horizon Task (Wilson et al., 2014). The social information was in the
form of choices that (we led them to believe) were made by another person faced with the same game.
The results were analyzed regarding two different behaviors: the copying behavior and the explore-
exploit behavior.

In terms of copying behavior, we found it to depend crucially on the interaction of two factors: the
number of choices that participants would make in the future (the horizon) and whether the outcome
of the other person’s choice would ultimately be revealed. When the other person’s outcome would
remain hidden (No-Feedback condition), participants had a higher probability of copying in long horizon
than short one (more herding) that may reflect the fact that making the right choice is harder in long
horizon. When the other person’s outcome would be revealed (Feedback condition), participants had
a less probability of copying in long horizon than short one (more diversification) which means that
participants preferred to get more information by choosing the opposite option when there were future
opportunities to use them. Overall, with regard to our social findings, participants copied hard decisions
but diversify when it provides them with more information. From this perspective, their behavior sits
well in a normative framework.

In terms of explore-exploit behavior, surprisingly, we found no effect of horizon on information
seeking or behavioral variability, suggesting that people do not exhibit horizon-dependent directed and
random exploration in this task. The reason for this observation is not clear at this point. One possibility
is that the social condition change the setting completely. In the regular horizon task, participants are
confronted with bandits’ parameters like rewards and uncertainty and the typical explore-exploit behavior
is emerged as a function of considering those parameters closely. It might be the case that by introducing
the social information, participants won’t pay enough attention to the bandits’ parameters or maybe the
social information introducing other processes that offset the exploratory processes.

Another possibility has been raised by a recent study in our lab (Sadeghiyeh, Wang, & Wilson, 2018)
that shows there is a big difference between two slightly different versions of the Horizon Task. In the
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"passive" version, the forced trials are presented to participants at the beginning of each game all at once,
but in the "Active" version, participants need to press the appropriate key to see the forced trials one-by-
one. It turned out that the typical horizon-based explore-exploit behavior almost vanishes in the Passive
version which we have used in the current study.

For the future, this experiment needs to be repeated with the Active version of the Horizon Task. Also
other considerations should be made regarding the appropriate way of conveying the social information
to the participants to have the minimal interference with paying attention to the basic features of task.
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Abstract

In recent years, psychology has been rocked by the findings from a series of large scale
studies in which classic, and even textbook, findings have failed to replicate. This ‘repli-
cation crisis,’ has lead to damaged careers and thrown whole subfields of study into doubt.
In part because the stakes are so high, a number of authors have pushed back on the no-
tion that psychology is in fact in crisis, instead suggesting that failed replications may be
due to unknown ‘moderator’ variables that vary between labs. Despite the intuitive appeal
of this argument, relatively few examples exist where a failed replication has been ‘ex-
plained away’ in this manner. Here we present such a case in which a replication failed and
through further analysis and a follow-up experiment we discovered a previously unknown
moderator variable with high impact on the phenomenon we have been studying. More
specifically, the phenomenon is the ‘exploration’: exploring unknown options in search of
information, and the moderator variable is ‘acting’ to obtain information versus passively
receiving it. Moreover, we show that by switching between active and passive versions of
the task during a single session, we can turn on and turn off the effect within subject. While
this single finding hardly settles the replication debate, it illustrates the point that, as with
any experiment, the results of a “failed” replication must be interpreted with care.

Keywords— exploration, exploitation, explore-exploit dilemma, failed replication, active, passive,
learning; attention, description-experience gap, action readiness

INTRODUCTION
The replication crisis has hit psychology hard. In one famous attempt, Nosek et al. (2015) were unable
to replicate findings from over 60% of studies published in high impact journals in 2008. Similarly,
Camerer et al. (2018) failed to replicate findings from 7 of 21 psychology papers published in Science
and Nature between 2011 and 2015. More generally, this lack of reproducibility has led to damaged
careers (e.g. Sayre & Riegelman, 2018), concerns about whole subfields of research (Earp & Trafimow,
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2015; Pashler, Coburn, & Harris, 2012) and has hurt the credibility of psychology in eyes of the public
and experts (Ferguson, 2015).

In part because the stakes of the debate are so high, the notion that there actually is a replication crisis
has received considerable push back (Pashler & Harris, 2012; Maxwell, Lau, & Howard, 2015; Gilbert,
King, Pettigrew, & Wilson, 2016). While these authors raise multiple concerns, the issue we focus on
here is the criticism that the whole process of attempting a replication may end up rewarding bad science.
It seems easy to get an experiment to fail, by simply failing to conduct the experiment in the way in which
it was designed (Stroebe & Strack, 2014; See (xkcd: Negative Results, n.d.) for a comic demonstration
of this concern). That is, even when a replication is attempted in good faith, a failure to replicate could
be down to minor differences in implementation that dramatically change the results. Despite the appeal
of this argument in theory, in practice there are relatively few examples in the literature in which a failed
replication can be ‘explained away’ by a previously unknown, moderator variable (Simons, 2014). In
this paper we present one such example where a seemingly minor change in the task led to a profound
change in the results.

The particular behavior we focus on is a type of decision problem known as the explore-exploit
dilemma. In explore-exploit decisions, we must choose between exploring actions whose reward is
unknown and exploiting actions whose reward is well defined. For example, when dining at a restaurant,
do you choose a familiar item with guaranteed satisfaction (exploit) or do you pick a new item on the
menu which might be more delicious, but you don’t know until you try it once (explore)?

Recently we presented evidence that humans use at least two distinct strategies to solve the explore-
exploit dilemma: directed exploration and random exploration (Wilson, Geana, White, Ludvig, & Co-
hen, 2014). In directed exploration, exploratory choices are driven by information whereby people prefer
more informative options over less informative options with the same (immediate) expected value. Con-
versely, in random exploration, exploratory choices are driven by random decision noise which causes
lower value (and often more informative) options to be chosen by chance.

Our evidence for making this claim came from behavior on a newly designed gambling task, known
as the ‘Horizon Task’. In this task participants choose between two simple gambling machines (one-
armed bandits), receiving a reward from the bandit they have chosen. The rewards vary from trial to trial
around a fixed average, which is different for each bandit, and with a fixed variance, which is the same
for both bandits. In every game, one of the bandits has a higher average payoff than the other, but the
subject can only learn which option has the highest average, and hence is best to exploit, by exploring
first.

The Horizon Task has two key manipulations. The first is the time horizon, the number of trials
participants will make in the future. The idea behind the horizon manipulation is that it should affect
how likely people are to explore: long horizons should favor exploration, as people seek out information
that can be useful in the future, and short horizons should favor exploitation, as people maximize their
immediate reward.

The second manipulation was the use of forced-choice trials, or example plays, in which participants
were forced to play the bandits in a particular order for the first four trials of each game (Figure 1). This
manipulation allowed us to carefully control the information participants had before making their first
free choice. The key finding in this work was that both information seeking and behavioral variability
increased with horizon, which we interpreted as evidence for people using both directed and random
exploration in the task.

In the original version of the Horizon Task, which we refer to as hereafter as the ‘active’ version of the
task, the forced-choice trials were actually played. That is, during the forced-choice trials, participants
were instructed which side to choose, pressed a button to choose that side and then saw the outcome
from the forced choice. Shortly after the senior author started his new lab at the University of Arizona,
we attempted to replicate the experiment in this new population. In order to reduce the duration of the
experiment, we removed the constraint that the forced trials actually be played and instead designed a
‘passive’ version of the task in which forced-trial information was presented all at once to participants.
We assumed that behavior in this passive version of the task would be no different from the active version
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of the task because participants would have exactly the same information when they made their first free
choice. The only difference in this new design would be in how they got the information from the forced
trials: one at a time in response to a button press, in the active version, or all at once, in the passive
replication. To our horror, when we analyzed data we found that the replication had failed and that the
horizon effects on both directed and random exploration had almost completely disappeared.

At the same time as we were failing to replicate the Horizon Task results in our own lab, our collab-
orators were successfully replicating and extending our original findings in their own labs at Princeton
(Krueger, Wilson, & Cohen, 2017), Harvard (Somerville et al., 2017) and the Nencki institute in Poland
(Zajkowski, Kossut, & Wilson, 2017). In light of these robust replications, we realized that there must
be something in the new task design that significantly changed behavior and our suspicion fell on the
passive nature of the replication task. To test this suspicion, we thus sought to replicate the behavior in
the active version of our task at the University of Arizona and, if this active replication was successful,
to more fully explore the effects of passive forced trials within subject.

METHODS
In the current study, we performed two experiments to measure difference in behavior between the active
and passive versions of the Horizon Task in a between- (Experiment 1) and within- (Experiment 2)
subjects manner.

BEHAVIORAL TASKS
Both experiments used active and passive versions of the ‘Horizon Task’ (Wilson et al., 2014). The active
version of the task replicates the original experiment precisely, while the passive version had a seemingly
minor modification.

ACTIVE HORIZON TASK

The Active Horizon Task is a precise replication of the experiment performed in Wilson et al. (2014),
albeit in a different location (the University of Arizona vs Princeton).

In the Active Horizon Task, participants play a series of games in which they make between 5 and
10 choices between two slot machines, or ‘one-armed bandits.’ When played each bandit pays-out a
reward between 1 and 100 points which is sampled from a Gaussian distribution. This mean of this
reward distribution is different for each bandit, but the standard deviation is the same (8 points). In each
game, the mean of one bandit is set to either 40 or 60 points and the mean of the other bandit is set in a
way that the difference between the two bandits’ means is either 4, 8, 12, 20, or 30. Because the means
are different, one of the bandits is always better on average, but, because participants never see the true
mean, they must infer which option is best from the observed noisy rewards. This ambiguity about the
true mean of each bandit sets up an explore-exploit dilemma in this task as participants must explore
both options in order to discover which bandit is best to exploit.

In addition to manipulating the mean of each bandit, the Horizon Task has two other manipulations
that are crucial for studying directed and random exploration. The first of these manipulations is the time
horizon, the number of trials that the subject will play in each game. The idea behind this manipulation
is that when the horizon is short (1 trial), participants should be more likely to exploit, and when the
the horizon is long (6 trials) they should be more likely to explore. Thus by measuring the change in
behavior between horizon conditions, we can say something about directed and random exploration.

The second key manipulation in Horizon Task is the use of four forced-choice trials at the start of
each game. In these forced trials, participants are instructed which option to play (by a green square
appearing inside the respective slot in each bandit Figure 1A). Once they choose the instructed option,
by physically pressing the left or right key, the outcome is revealed inside the bandit they chose, which an
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XX is revealed inside the bandit they did not choose. After they have completed the four forced-choice
trials, they make either 1 or 6 free choices in which they are free to choose whichever option they like.

By controlling which options participants play at the start of the game, the forced-choice trials allow
us to precisely control the amount of information participants have about each option before the make
their first free choice. In particular we use these trials to set up one of two information conditions: an
unequal (or [1 3]) condition, in which participants play one option once and the other three times, and an
equal (or [2 2]) condition, in which participants play both options twice.

In turn, the two uncertainty conditions allow us to quantify directed and random exploration in a
model-free manner by looking at behavior on the first free choice. In particular, the [1 3] condition
allows us to quantify information seeking as the probability of choosing the more uncertain, and hence
more informative, option (i.e. the option played once in the forced choice trials, Figure 1A). We term
this model-free measure of information seeking p(high info), and the change in p(high info) between
horizon 1 and 6 is our measure of directed exploration

directed = p(high info, horizon 6)� p(high info, horizon 1) (1)

Conversely, the [2 2] condition allows us to quantify behavioral variability as the probability of choosing
the low mean reward option on the first free choice. The higher p(low mean) the higher the behavioral
variability, and the change in p(low mean) between horizon 1 and 6 is our measure of random exploration

random = p(low mean, horizon 6)� p(low mean, horizon 1) (2)

PASSIVE HORIZON TASK

The only difference between the Active and Passive versions of the Horizon Task is in the way the
instructed trials are presented. In particular, in the Passive version of the task, participants do not actually
play the forced-trials, instead they simply see the outcomes of these trials all at once at the start of each
game (Figure 1B). After this information is presented the game continues as before, with participants
making active free choices for the rest of the game.

EXPERIMENT 1: BETWEEN-SUBJECTS EXPERIMENTS
In Experiment 1, we investigated the difference in exploration and task parameters between Active and
Passive versions of Horizon Task in a between subject design. Each subject in this experiment either
played Active version of Horizon Task or its Passive version. In each version of the task, participants
received instruction on how to perform the task via a set of illustrated onscreen instructions (see Supple-
mentary Material), after which they performed the task for around 30-50 minutes.

We collected data from a total of 371 participants (ages 18-25, average = 19.25; Females = 210,
Males = 158; one subject identified as transgender and two subjects did not respond to the gender ques-
tion) who took part in various versions of the Horizon Task in our lab between 2015 and 2016. Par-
ticipants were recruited through the Psychology subject pool at the University of Arizona and received
course credit for their participation. The experiments were not explicitly designed to evaluate the effects
of active exploration versus passive exploration. However, in some of them (79 participants) the passive
version of Horizon Task was used, while in others (292 participants), the active version was used. All
participants gave informed consent and the study was approved by the Institutional Review Board at the
University of Arizona.

EXPERIMENT 2: WITHIN-SUBJECTS EXPERIMENT
In Experiment 2, we followed up the results of Experiment 1 in a within-subject design in which each
subject played both Active and Passive versions of the Horizon Task in two consecutive counterbalanced
parts (half of the subjects first played 80 Active Horizon games in 4 blocks (each 20 games) and then
they played 80 Passive Horizon games in 4 blocks. The other half did the reverse).
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A total of 89 participants were recruited for this experiment from the Psychology subject pool at the
University of Arizona and were compensated by receiving course credits. Of those 89 participants, 68
participants completed both conditions and were included in the final analysis (ages 18-22, average =
18.37; Females = 41, Males = 27). All participants gave informed consent and the study was approved
by the Institutional Review Board at the University of Arizona.

RESULTS
Here we report the results from our initial failed replication in the passive version of the Horizon Task
(Experiment 1) and our follow up study that included both active and passive versions of the task within
subject (Experiment 2).

Both experiments are based on the Horizon Task (Figure 1, see Methods for full details). In brief,
in this task participants play a series of Games lasting either 5 or 10 trials in which they must choose
between two one-armed bandits. When played, each bandit pays out a reward sampled from a Gaussian
distribution. The mean of the Gaussian is different for each bandit, but the variance is the same for both.

To control the amount of information people have before making a free choice between the options,
the first 4 trials of each game are instructed trials in which outcomes from specific bandits are shown to
the subject. In the active version of the task from our original paper (Wilson et al., 2014), participants
actually play the instructed trials, pressing the left and right buttons on the keyboard to reveal the outcome
of the instructed plays one by one (Figure 1A). In the passive version of the task, participants are simply
presented with the outcomes of the four instructed trials all at once (Figure 1B).

The instructed trials are used to set up one of two information conditions (Figure 1C): an unequal
(or [1 3]) information condition in which one bandit is played once and the other three times, and an
equal (or [2 2]) information condition in which both bandits are played twice. These information condi-
tions allow us to easily quantify information seeking and behavioral variability in a model-free manner.
Specifically, information seeking is quantified as the probability of choosing the more informative option
in the [1 3] condition, p(high info), and behavioral variability is computed as choosing the low mean re-
ward option in the [2 2] condition, p(low mean) (Figure 1C). Crucially, by measuring how p(high info)
and p(low mean) change between the long and short games (i.e. long and short horizon conditions), we
can quantify directed exploration as

directed = p(high info,horizon 6)� p(high info,horizon 1) (3)

and random exploration as

random = p(low mean,horizon 6)� p(low mean,horizon 1) (4)

Using these measures, we find that both information seeking and behavioral variability increase with
horizon consistent with the idea that people use both directed and random exploration in this task. In our
initial replication attempt we tried to replicate these findings in the passive version of the task.

EXPERIMENT 1: FAILURE TO REPLICATE IN THE PASSIVE VER-
SION OF THE TASK
We analyzed the Horizon Task data from a total of 371 participants (292 of which were in the active
condition and 79 in the passive condition) in a between-subjects design.

OVERALL PERFORMANCE

Overall performance in the two conditions is shown in Figure 2. In Figure 2A, we plot the subjects’
accuracy as the fraction of trials in which the participants chose the objectively more rewarding option
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Figure 1: Active and passive versions of the Horizon Task. In the active version of the Horizon
Task (A), participants actually play the four forced trials at the start of each game. In contrast, in
the passive version of the Horizon Task (B), the outcomes of the four forced trials are presented
all at once at the start of the game. In both active and passive versions of the task (C), the four
forced trials set up one of two information conditions ([1 3] and equal [2 2] information) and
two horizon conditions (1 vs 6) before participants make their first free choice.

(i.e. the option whose generative mean reward was higher). In general, accuracy was above chance in
both active and passive conditions (t-tests vs 0.5, passive, horizon 1: t(78) = 11.71; p < .001; passive
horizon 6 t(78) = 9.60, p < .001; active horizon 1: t(291) = 24.78, p < .001; active horizon 6: (291)
= 19.93, p < .001). In the horizon 1 games there was no difference in accuracy between the active and
passive conditions (two-sided t-test, t (369) = 2.25; p = .02). In the horizon 6 games, an ANOVA with
trial number and active-passive condition as factors showed a main effect of trial on the accuracy, as
accuracy increased over the course of each game (F(5, 1845) = 62.15; p < .001), but no main effect
for the active-passive condition (F(1, 1845) = .21; p = .65), and no significant interaction between the
active-passive condition and trial (F(5, 1845) = 1.49; p = .19).

In Figure 2B, we show the reaction time over the course of each game. In horizon 1 games, reaction
times were slower in the active than the passive condition (t(369) = -2.42; p = .02). Similarly, in horizon
6 games reaction times were slower in the active than the passive condition as well (F(1, 1845) = 7.66; p
= .006). Consistent with our earlier work (Wilson et al., 2014), we see that participants responded more
quickly as the game progressed (F(5, 1845) = 271.62; p < .001). In addition, this change over the course
of the game was more gradual in the active than the passive condition (as indicated by an interaction in
the ANOVA: F(1, 1845) = 16.31; p < .001).
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Figure 2: Basic performance in the between-subjects design (Experiment 1). Accuracy (A),
defined as the fraction of trials in which the participants chose the objectively more rewarding
option and reaction time (B), the interval between onset of a trial and subject’s response, through
the free-choice trials in horizon-6 games.

DIRECTED AND RANDOM EXPLORATION ARE ABSENT IN THE PASSIVE CON-
DITION

To allow fair comparison between the horizon conditions, our main analysis is focused on the first free-
choice trial (the fifth trial) in each game. We used the model-free measures p(high info) and p(low mean)
as indicators of directed and random exploration (Figure 1C). In both cases, we used a mixed-design
repeated-measures ANOVA with condition (active vs passive) as a between-subjects factor and horizon
(1 vs 6) as a within-subject factor.

For p(high info), we found significant main effects for active vs passive (F(1, 369) = 58.03; p < .001)
and horizon (F(1, 369) = 19.47; p < .001) and a significant interaction between horizon and active/passive
(F(1, 369) = 3.94; p = .048) (Figure 2A). Post-hoc t-tests showed that the main effect of active-passive
condition was due to a reduction in p(high info) in the passive case in both horizon conditions (for
horizon 1: t(369) = 5.59; p < .001; for horizon 6: t(369) = 7.26; p < .001). Meanwhile, the interaction
effect was caused by a reduction in the horizon-based change in p(high info) in the active condition
(t(291) = 6.67, p < .001), while this horizon-based change was absent in the passive condition (t(78) =
1.64; p = .10).

For p(low mean), we found a significant main effect for horizon (F(1, 369) = 33.15; p < .001) but not
for the active-passive factor (F(1, 369) = 1.31; p = .25). Also there was a significant interaction between
horizon and the active-passive condition (F(1, 369) = 14.68; p < .001). Post-hoc t-tests showed that this
interaction was driven by a selective decrease in p(low mean) in horizon 1 in the active condition (t(369)
= 2.26; p = .02). In addition, as with p(high info), the horizon-based change in p(low mean) that was
present in the active condition (t(291) = 10.12; p < .001) was absent in the passive condition (t(78) =
1.21; p = .228).

As noted earlier, the increase in p(high info) in horizon 6 games compared to horizon 1 ones, is used
as an indicator of directed exploration and the increase in p(low mean) in horizon 6 games comparing
to horizon 1 games, is an indicator of random exploration. Taken together these results suggest that
both directed and random exploration are absent in the passive condition (Figure 3), and the horizon-
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Figure 3: Behavior on the first free-choice trial in the between subjects design (Experiment 1).
Both directed (A) and random (B) exploration increase between horizon 1 and horizon 6 in the
active condition, but not the passive condition. In addition, participants in the passive condition
are more ambiguity averse in both horizon conditions (A) and more variable in their behavior
in horizon 1 (B). ⇤ denotes p < 0.05, ⇤ ⇤ ⇤ denotes p < 0.001.

dependent behavior does not replicate in the passive condition.

BEHAVIOR ON LATER TRIALS CONVERGES BETWEEN ACTIVE AND PASSIVE
CONDITIONS

Figure 4 shows p(high info) and p(low mean) through the later trials in horizon 6 games. For p(high info)
(Figure 4A), it is significantly larger in the active condition than in the passive one at trials 1 and 2. How-
ever, when it goes further, there are no significant differences in p(high info) between active and passive
conditions and the non-significant difference becomes less and less as the games go on until it is literally
the same in two conditions on trial 6. For p(low mean) (Figure 4B), the difference between active and
passive conditions never reached significance level in all trials

EXPERIMENT 2: ACTIVE-PASSIVE MANIPULATION WITHIN SUB-
JECT
Experiment 2 was designed specifically to investigate the effect of the active versus passive factor within-
subject. Overall, a total of 68 subjects participated in the experiment.
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Figure 4: Model-free measures of directed (A) and random (B) exploration over the course of
the games in Experiment 1. The difference in directed exploration (A) between active and pas-
sive conditions persists into the second trial of the game, where after behavior of the two groups
is similar. Conversely for random exploration, the only difference is the increased variability in
horizon 1 in the passive condition — behavior in the horizon 6 games is almost identical in the
two groups.

OVERALL PERFORMANCE

Overall performance for the active and passive conditions is shown in Figure 5. This pattern of behavior
is very similar to the pattern we had observed in Experiment 1 in the between-subjects design (Figure 2).

For accuracy, there was no difference between the active and passive groups in horizon 1 games (t
(67) = .48; p = .636). In the horizon 6 games, an ANOVA with trials and active-passive condition as
within-subject factors showed a main effect of trials (F(5, 737) = 22.96; p < .001), no main effect for
the active-passive condition (F(1, 737) = .05; p = .818) and an interaction between two factors (F(5, 737)
= 2.74; p = .018). This interaction was caused by increased accuracy in the passive condition on the
first free-choice trial (t (67) = 2.74; p = .008) that was not carried over to the later trials, as shown in
the ANOVA on trials 2-6 in which the interaction between trials and active-passive condition is no more
significant: F(4, 603) = .7; p = .594, while there is still a significant main effect for trials: F(4, 603) =
22.25; p < .001 and no significant main effect for active-passive condition: F(1, 603) = 1.41; p = .24.

Reaction times were also similar to those observed in Experiment 1. Here, the resemblance to the
reaction time plot in the between-subjects design is almost identical: a gradual reduction in reaction time
in the active condition versus its abrupt reduction in the passive condition. The ANOVA analysis with
trials and active-passive condition as within-subject factors obtained a significant main effect for trials
(F(5, 737) = 103.31; p < .001) but not for the active-passive condition (F(1, 737) = 2.22; p = .14) and a
significant interaction between them (F(5, 737) = 13.13; p < .001).

In horizon 1 games, the reaction time for the passive condition was significantly slower than the
active condition (t(67) = 2.53; p = .01). In horizon 6 games, for the trial 1, similar to the between-
subjects experiment, in within-subject experiment, reaction times for the passive condition was much
slower than the active condition (t(67) = 3.14; p = .002).

As in experiment 1, in both conditions, participants responded faster over time as they get more
familiar with each game; but the changes are smoother in active condition as they gradually respond
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Figure 5: Basic performance in the within-subjects design (Experiment 2). As with the between-
subjects design, accuracy (A) increases and reaction time (B) decreases over the course of the
horizon 6 games.

faster in trial 2 versus trial 1 and in trial 3 versus trial 2 until they almost respond at a fixed rate in trials
3-6 (similar to the pattern saw in experiment 1). The same similarity goes in passive condition: the
participants took about a second to respond in trial 1, but then they responded to the later trials (2-6)
much faster and approximately at the same rate.

DIRECTED AND RANDOM EXPLORATION ARE ABSENT IN THE PASSIVE CON-
DITION

Like Experiment 1, our main analysis is focused on the first free-choice trial. For both p(high info) and
p(low mean), we used a repeated-measures ANOVA with condition (active vs passive), horizon (1 vs 6)
and order (active first vs passive first) as three within-subject factors. The results were similar to those
we had found in Experiment 1.

For p(high info), the ANOVA showed significant main effects for active vs passive (F(1, 198) =
45.02; p < .001) and horizon (F(1, 198) = 4.05; p = .046) and a significant interaction between horizon
and active/passive (F(1, 198) = 3.99; p = .047). We found no significant main (F(1, 198) = 2.36, p = .129)
nor interaction effects of order (order*horizon: F(1, 198) = .61; p = .437; order*active-passive: F(1, 198)
= .14; p = .704; order*horizon*active-passive: F(1, 198) = .11; p = .740). Post-hoc t-tests showed that
the main effect of active-passive condition was due to a reduction in p(high info) in the passive condition
in both horizon conditions (for horizon 1: t(67) = 3.55; p < .001; for horizon 6: t(67) = 5.67; p < .001).
Similarly, the interaction effect was due to a decrease in the change in p(high info) with horizon (t-test
on change in p(high info) between horizon 1 and horizon 6: active condition, t(67) = 2.69, p = .009;
passive condition t(67) = .002; p = .99).

For p(low mean), the ANOVA showed significant main effect for horizon factor (F(1, 198) = 4.82; p
= .03) but not for the active-passive condition factor (F(1, 198) = 1.52; p = .22). In addition we found a
significant interaction between the two factors (F(1, 198) = 7.66; p = .006). As with p(high info) there
was no main (F(1, 198) = .35; p = .56) nor interaction effects of order (order*horizon: F(1, 198) = .13; p
= .72; order*active-passive: F(1, 198) = .52; p = .47; order*horizon*active-passive: F(1, 198) = .0001; p
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= .99). Post-hoc t-tests showed that this interaction was due to a non-significant increase in p(low mean)
in horizon 1 (t(67) = 1.12; p = .27) and a decrease in p(low mean) in horizon 6 in the passive condition
(t(67) = 2.74; p = .008). In line with these results, the horizon-based change in p(low mean) that was
present in the active condition (t(67) = 3.45; p < .001) was absent in the passive condition (t(67) = -.42;
p = .68).

Taken together with the findings of Experiment 1, results in Experiment 2 suggest that both directed
and random exploration are absent in the passive version of the task ((Figure 6)

Figure 6: Behavior on the first free-choice trial in the within-subjects design (Experiment 2).
As with Experiment 1, both directed (A) and random (B) exploration increase with horizon in
the active condition, but not the passive condition.

CORRELATIONS BETWEEN BEHAVIOR ON THE ACTIVE AND PASSIVE VER-
SIONS OF THE TASK

Next we asked whether the different measures of behavior were correlated between passive and active
versions of the task. These correlations are shown in Table 1. Each row in this table shows the Pearson
correlation coefficient and associated p-value for each of the behavioral measures. As is clear from this
table, most measures (accuracy, reaction times, p(high info) in horizon 1 and p(low mean) are highly
correlated across active and passive versions of the task. However, the correlations for all variables are
stronger in horizon 1 than in horizon 6 games and p(high info) in horizon 6 is not significantly correlated
across versions of the task. Most striking, however, is the total lack of correlation between the measures
of directed and random exploration, i.e. the change in p(high info) and p(low mean) with horizon. This
suggests that directed and random exploration are completely absent in the passive version of the task.

Despite the high correlations of task parameters between two active and passive conditions (except
for the p(high info) in h6), the directed and random explorations (which are the difference between
p(high info) in two horizons and the difference between p(low mean) in two horizons, respectively)
didn’t correlate between active and passive conditions at all (low r values of .05 and .03, respectively).
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Table 1: Task Parameters Correlations

Task Parameter r p
p(high info)_h1 .38 .001
p(high info)_h6 .13 .308
p(low mean)_h1 .66 < .001
p(low mean)_h6 .48 < .001
directed exploration -.05 .665
random exploration -.03 .788
accuracy_h1 .68 < .001
accuracy_h6 .38 .002
reaction time_h1 .63 < .001
reaction time_h6 .48 < .001

BEHAVIOR ON LATER TRIALS CONVERGES BETWEEN ACTIVE AND PASSIVE
CONDITIONS

Similar to the Experiment 1, in the Experiment 2 we also observe a converging pattern of p(high info)
and p(low mean) in the active and passive conditions through the trials in horizon 6 games (Figure 7).
As indicated in the Figure, p(high info) and p(low mean) in the active condition are significantly higher
than in the passive condition in trial 1. However, for the later trials, the difference in p(high info) and
p(low mean) between active and passive conditions are no more significant and they getting close to each
other, except for the p(high info) in trial 4.

Figure 7: Measures of directed (A) and random (B) exploration over the course of the games in
Experiment 2. Unlike the between-subjects design, behavior in the active and passive conditions
quickly converges after the first free choice trial for both directed and random exploration.
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DISCUSSION
In this paper, we took a closer look at a failed replication from our lab. In particular, we examined
our failure to detect evidence for horizon-dependent changes in directed and random exploration in a
passive version of the Horizon Task. Because we had previously found this behavioral effect in multiple
studies using an active version of the task (Wilson et al., 2014; Zajkowski et al., 2017; Somerville et
al., 2017; Warren et al., 2017), we hypothesized that this failure to replicate may have been due to
the change between active and passive versions of the task. In both a between-subjects (Experiment
1) and within-subjects (Experiment 2) design we found that participants showed increased ambiguity
aversion and reduced horizon-dependent directed and random exploration in the passive version of the
task. This clearly demonstrates how behavior in the Horizon Task is critically dependent on the nature
of the forced-choice trials, and that our failed replication was caused by the seemingly minor shift from
active to passive versions of the task.

With regard to explore-exploit behavior, the obvious question is why do we see such profound dif-
ferences in behavior between the passive and active versions of the task? Why exactly are people more
ambiguity averse in the passive condition? And why do the horizon effects on directed and random
exploration disappear?

In some sense, perhaps we should not have been surprised to see some differences between the active
and passive versions of the task. In the education literature, it is widely accepted that active learning,
whereby the learner controls the input of information, is more effective than passive learning (Kolb,
2012; Kuhn, Black, Keselman, & Kaplan, 2000; Bruner, 1961; Boekaerts, 1997). More recently, in psy-
chology, Gureckis and colleagues have demonstrated improved learning and memory in active vs passive
versions of a number of tasks (Gureckis & Markant, 2009; Markant, Ruggeri, Gureckis, & Xu, 2016;
Markant & Gureckis, 2014; Markant & Gureckis, 2010), reviewed in (Gureckis & Markant, 2012). In-
deed, worse learning in the passive case may explain the reduced performance in the passive condition
- at least in the horizon 1 games in Experiment 1 where p(low mean) is increased relative to the active
condition (Figures 4B. However, such an effect on learning does not obviously explain the other changes
in behavior such as increased ambiguity aversion and reduced horizon effect for both directed and ran-
dom exploration. For ambiguity aversion, our results are reminiscent of the difference in risk taking
behavior that occurs between described and experienced versions of the same gambles (Hertwig, Barron,
Weber, & Erev, 2004). In particular, when choosing between gambles that are described (e.g. a 50%
chance of $100 vs a 100% chance of $4) participants are risk averse for gains and risk seeking for losses
(Tversky & Kahneman, 1973). Conversely, however, when the same gambles are not explicitly described
but learned from experience (via sampling of hypothetical outcomes) then this pattern reverses and par-
ticipants are risk seeking for gains and risk averse for losses. Equating the experienced case with the
active condition and the described case with the passive condition, could it be that a difference between
description (passive) and experience (active) is driving the reduced information seeking in horizon 1 via
risk aversion? More work will be needed to test whether this is the case. Of particular interest would
be the case of losses, where, if this hypothesis is correct, we would expect to see increased information
seeking in the passive condition.

For the reduced horizon effect in the passive condition, perhaps the simplest explanation is a dif-
ference in attention between active and passive versions of the task. In the active version, information
arrives sequentially and predictably, immediately after the participants press the button for the forced
trial. Thus, participants are able to allocate attention to each reward in turn and have plenty of time to
consider how the horizon condition (which is presented implicitly in the size of the bandits Figure 1C)
affects their decision. In contrast, in the passive condition, information from the forced-choice trials
arrives all at once after a short time delay from the previous game. In this case, participants must (at
least implicitly) decide how to allocate attention between all of this different information, causing them
to fail to include the horizon as part of their task set for the decision. Clearly more work manipulating
the timing of the passive task (for example using sequentially, but passively presented reward) will be
necessary to test this hypothesis.
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With regard to the replication crisis, our results represent a single data point in which a failed replica-
tion can be ‘explained away’ by a seemingly minor change in task design. While it is obviously important
not to overinterpret a single data point (as anyone who has followed the replication crisis knows only too
well!) our finding does at least offer an existence proof whereby a failed replication can be accounted
for by a moderator variable like this. More generally, to the best of our knowledge, the prevalence of
failed replications that can be explained away like this is unknown. While Cesario (2014) lists some ex-
amples where moderator variables could, in theory, hinder replication, we are not aware of a systematic
accounting of moderator-explained failed replications. Clearly such a list would help determine whether
moderator effects are a major cause of failed replications or simply a theoretical possibility that arises
only in rare cases like ours.
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SUPPLEMENTARY MATERIALS
INSTRUCTIONS FOR ACTIVE VERSION OF HORIZON TASK:

Page 1: ’Welcome! Thank you for volunteering for this experiment.’

Page 2: ’In this experiment you will do four things.
1. Baseline eye measurement. This will take about 5 minutes.
2. Play a gambling task in which you will make choices between two options. This will take

about 20 minutes.
3. Play another gambling task which also takes about 20 minutes.
4. When you”re done with the tasks, there will be a short post-experiment survey.’

Page 3: ’Now we are going to get a baseline measurement of your eyes using the eye tracker. ’

Page 4: ’To do this we need you to stare at the screen for 5 minutes. Feel free to relax and daydream, but
please stay in the chin rest. Press space to continue’

Page 5: ’Press space to start the eye-measurement.’

After 5 minutes baseline eye tracker:

Page 1: ’Welcome! Thank you for volunteering for this experiment.’

Page 2: ’In this experiment - the gambling task - we would like you to choose between two one-armed
bandits of the sort you might find in a casino.’

Page 3: ’The one-armed bandits will be represented like this’

Page 4: ’Every time you choose to play a particular bandit, the lever will be pulled like this ...’

Page 5: ’... and the payoff will be shown like this. For example, in this case, the left bandit has been
played and is paying out 77 points.’
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Page 6: ’During one game, each bandit tends to pay out about the same amount of reward on average,
but there is variability in the reward on any given play.’

Page 7: ’For example, the average reward for the bandit on the right might be 50 points, but on the first
play we might see a reward of 52 points because of the variability ...’

Page 8: ’... on the second play we might get 56 points ... ’

Page 9: ’... if we open a third box on the right we might get 45 points this time ... ’

Page 10: ’... and so on, such that if we were to play the right bandit 10 times in a row we might see these
rewards ...’



Failed replication: Active-Passive gap 50

Page 11: ’Both bandits will have the same kind of variability and this variability will stay constant
throughout the experiment.’

Page 12: ’During one game, one of the bandits will always have a higher average reward and hence is
the better option to choose on average.’

Page 13: ’To make your choice: Press <- to play the left bandit Press -> to play the right bandit’

Page 14: ’On any trial you can only play one bandit and the number of trials in each game is determined
by the height of the bandits. For example, when the bandits are 10 boxes high, there are 10 trials in each
game ... ’

Page 15: ’... when the stacks are 5 boxes high there are only 5 trials in the game.’

Page 16: ’In addition, the first 4 choices in each game are instructed trials where we will choose an
option for you. This will give you some experience with each option before you make your first choice.’
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Page 17: ’These instructed trials will be indicated by a green square inside the box we want you to open
and you must press the button to choose this option in order to move on to see the reward and move on
the next trial. For example, if you are instructed to choose the left box on the first trial, you will see this:’

Page 18: ’If you are instructed to choose the right box on the second trial, you will see this:’

Page 19: ’Once these instructed trials are complete there will be a go-cue and a beep, and then you will
have a free choice between the two stacks that is indicated by two green squares inside the two boxes
you are choosing between.’

Page 20: ’Throughout the task we will be tracking your eyes. To help us better track your eyes, the
timing of the task is quite slow. Each game begins with the presentation of a fixation cross like this ...
please try to stare at this cross while it is displayed.’
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Page 21: ’Then, the fixation cross will disappear and the bandits will appear - like this ... during this
period feel free to look where you want to.’

Page 22: ’Then, a GO cue will appear at which point you need to choose between the two options’

Page 23: ’So ... to be sure that everything makes sense let’s work through an example game ... Press <-
to play the left bandit Press -> to play the right bandit’

Page 25: ’Good job! Now you know how to play this game.’

Page 26: ’Press space when you are ready to begin. Earn as many points as you can! Good luck!
Remember to stay in the chin rest!’

INSTRUCTIONS FOR PASSIVE VERSION OF HORIZON TASK:

Page 1: ’Welcome! Thank you for volunteering for this experiment.’

Page 2: ’In this experiment you will do four things.
1. Baseline eye measurement. This will take about 5 minutes.
2. Play a gambling task in which you will make choices between two options. This will take

about 20 minutes.
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3. Play another gambling task which also takes about 20 minutes.
4. When you”re done with the tasks, there will be a short post-experiment survey.’

Page 3: ’Now we are going to get a baseline measurement of your eyes using the eye tracker. ’

Page 4: ’To do this we need you to stare at the screen for 5 minutes. Feel free to relax and daydream, but
please stay in the chi n rest.’

Page 5: ’Press space to start the eye-measurement.’

After 5 minutes baseline eye tracker:

Page 1: ’Welcome! Thank you for volunteering for this experiment.’

Page 2: ’In this experiment - the gambling task - we would like you to choose between two one-armed
bandits of the sort you might find in a casino.’

Page 3: ’The one-armed bandits will be represented like this’

Page 4: ’Every time you choose to play a particular bandit, the lever will be pulled like this ...’

Page 5: ’... and the payoff will be shown like this. For example, in this case, the left bandit has been
played and is paying out 77 points.’
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Page 6: ’During one game, each bandit tends to pay out about the same amount of reward on average,
but there is variability in the reward on any given play.’

Page 7: ’For example, the average reward for the bandit on the right might be 50 points, but on the first
play we might see a reward of 52 points because of the variability ...’

Page 8: ’... on the second play we might get 56 points ... ’

Page 9: ’... if we open a third box on the right we might get 45 points this time ... ’

Page 10: ’... and so on, such that if we were to play the right bandit 10 times in a row we might see these
rewards ...’
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Page 11: ’Both bandits will have the same kind of variability and this variability will stay constant
throughout the experiment.’

Page 12: ’During one game, one of the bandits will always have a higher average reward and hence is
the better option to choose on average.’

Page 13: ’To make your choice: Press <- to play the left bandit Press -> to play the right bandit’

Page 14: ’On any trial you can only play one bandit and the number of trials in each game is determined
by the height of the bandits. For example, when the bandits are 10 boxes high, there are 10 trials in each
game ... ’

Page 15: ’... when the stacks are 5 boxes high there are only 5 trials in the game.’

Page 16: ’In addition, the first 4 choices in each game are instructed trials where we will choose an
option for you. This will give you some experience with each option before you make your first choice.’

Page 17: ’Throughout the task we will be tracking your eyes. To help us better track your eyes, the
timing of the task is quite slow. Each game begins with the presentation of a fixation cross like this ...
please try to stare at this cross while it is displayed.’
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Page 18: ’Then, the fixation cross will disappear and the bandits will appear along with the outcomes of
the example plays - like this ... during this period feel free to look where you want to.’

Page 19: ’Then, a GO cue will appear at which point you are free to choose between the two options’

Page 20: ’So ... to be sure that everything makes sense let”s work through an example game ... Press <-
to play the left bandit Press -> to play the right bandit’

Page 21: ’Good job! Now you know how to play this game.’

Page 22: ’Press space when you are ready to begin. Earn as many points as you can! Good luck!
Remember to stay in the chin rest!’
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CONCLUSION

This dissertation was aimed to further investigate the factors affecting explore-exploit decision
making in humans. Exploratory behaviour refers to a very broad category of behaviors engaging
in gathering information about environment and there are so many factors at play. Factors from
specifics of situation and stimuli to social features. In the current work, we studied a few of these
factors on explore-exploit decision making in humans. The first factor is the social influence,
the second is temporal discounting and the third is being active versus passive in receiving
information.

In the first study we investigated the correlation between temporal discounting measured by
a monetary choice questionnaire (Kirby, Petry, & Bickel, 1999) and the two types of exploration
(directed and random). We found a negative correlation between temporal discounting and di-
rected exploration that was driven by a positive correlation between temporal discounting and
uncertainty seeking in horizon 1. Conversely, we found no correlation between temporal dis-
counting and random exploration, although we did see a positive correlation between temporal
discounting and overall behavioral variability.

While the correlation between temporal discounting and directed exploration is in direction
predicted by theory, the correlation between its elements (p(high info) at horizon 1 and 6) are
not. The normative theories of explore-exploit dilemma predict that the effect should be driven
by horizon 6 not 1, i.e. there should be almost the same correlation between p(high info) h6 and
temporal discounting as there is between directed exploration and temporal discounting.

The fact that we don’t see a negative correlation between temporal discounting and p(high
info) h6 is possibly due to two effects: one is the normative prediction of a negative correla-
tion between temporal discounting and p(high info) h6 and the other is a positive correlation
between temporal discounting and p(high info) h6 mediated by a positive correlation between
temporal discounting and impulsively (Wittmann & Paulus, 2008) which leads to more risk-
taking behaviors and directed exploration (Zuckerman & Kuhlman, 2000). So these two effects
may cancel each out and lead to a zero correlation between temporal discounting and p(high
info) h6. A follow-up experiment where risk and ambiguity preference are explicitly measured
could test this prediction that risk and ambiguity attitude have a dissociable effect on directed
exploration from temporal discounting.

The fact that random exploration does not correlate with temporal discounting is intriguing
and is consistent with other results showing a dissociation between directed and random ex-
ploration. Specifically, directed, but not random, exploration is dependent on frontal pole and
increases with age from early adolescents to young adulthood. Conversely, random, but not
directed, exploration appears to depend on norepinephrine (Warren et al., 2017). Interestingly,
temporal discounting has also been related to frontal circuits (Doya, 2002 ; McClure, Laibson,
Loewenstein, & Cohen, 2004; McClure, Ericson, Laibson, Loewenstein, & Cohen, 2007).

Finally, the relationship between overall variability, as measured by p(low mean) at both
horizons, and temporal discounting might be due to the fact that more impulsive people are not
thinking thoroughly enough about the task which is consistent with a general trend of faster
reaction time and lower accuracy as temporal discounting goes up (negative correlations for
accuracy and reaction time at both horizons).

In the second study we investigated the effect of social information on explore-exploit de-
cisions using a social version of the Horizon Task (Wilson, Geana, White, Ludvig, & Cohen,
2014). The social information was in the form of choices that (we led them to believe) were
made by another person faced with the same game. The results were analyzed regarding two
different behaviors: the copying behavior and the explore-exploit behavior.
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In terms of copying behavior, we found it to depend crucially on the interaction of two fac-
tors: the number of choices that participants would make in the future (the horizon) and whether
the outcome of the other person’s choice would ultimately be revealed. When the other person’s
outcome would remain hidden (No-Feedback condition), participants had a higher probability
of copying in long horizon than short one (more herding) that may reflect the fact that making
the right choice is harder in long horizon. When the other person’s outcome would be revealed
(Feedback condition), participants had a less probability of copying in long horizon than short
one (more diversification) which means that participants preferred to get more information by
choosing the opposite option when there were future opportunities to use them. Overall, with
regard to our social findings, participants copied hard decisions but diversified when it provides
them with more information. From this perspective, their behavior sits well in a normative
framework.

Surprisingly, however, in terms of explore-exploit behavior we found no effect of horizon
on information seeking or behavioral variability, suggesting that people do not exhibit horizon-
dependent directed and random exploration in this task. The reason for this observation was not
clear and we suggested two possibilities - one of which we went on to test in a followup exper-
iment. One possibility is that the social condition changes the setting completely. In the regular
horizon task, participants are confronted with bandits’ parameters like rewards and uncertainty
and the typical explore-exploit behavior is emerged as a function of considering those parame-
ters closely. It might be the case that by introducing the social information, participants don’t
pay enough attention to the bandits’ parameters or maybe the social information introduces
other processes that offset exploration.

The other possibility we considered was that, in the social version of the task, the forced-
trial information was presented passively. We considered this possibility more carefully in our
second experiment. In particular we replicated the original Horizon Task with two different
conditions. In the "passive" version, the forced trials are presented to participants at the be-
ginning of each game all at once, but in the "active" version, participants need to press the
appropriate key to see the forced trials one-by-one. It turned out that the typical horizon-based
explore-exploit behavior almost vanishes in the Passive version which we have used in the cur-
rent study.

For the future, the social experiment needs to be repeated with the Active version of the
Horizon Task. Also other considerations should be made regarding the appropriate way of con-
veying the social information to the participants to have the minimal interference with paying
attention to the basic features of task.

In the third study, we took a closer look at a failed replication from our lab. In particular, we
examined our failure to detect evidence for horizon-dependent changes in directed and random
exploration in a passive version of the Horizon Task. Because we had previously found this
behavioral effect in multiple studies using an active version of the task (Wilson et al., 2014;
Zajkowski, Kossut, & Wilson, 2017; Somerville et al., 2017; Warren et al., 2017), we hypothe-
sized that this failure to replicate may have been due to the change between active and passive
versions of the task. In both a between-subjects (Experiment 1) and within-subjects (Experi-
ment 2) design we found that participants showed increased ambiguity aversion and reduced
horizon-dependent directed and random exploration in the passive version of the task. This
clearly demonstrates how behavior in the Horizon Task is critically dependent on the nature of
the forced-choice trials, and that our failed replication was caused by the seemingly minor shift
from active to passive versions of the task.

With regard to explore-exploit behavior, the obvious question is why do we see such pro-
found differences in behavior between the passive and active versions of the task? Why exactly
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are people more ambiguity averse in the passive condition? And why do the horizon effects on
directed and random exploration disappear?

In some sense, perhaps we should not have been surprised to see some differences between
the active and passive versions of the task. In the education literature, it is widely accepted
that active learning, whereby the learner controls the input of information, is more effective
than passive learning (Kolb, 2012; Kuhn, Black, Keselman, & Kaplan, 2000; Bruner, 1961;
Boekaerts, 1997). More recently, in psychology, Gureckis and colleagues have demonstrated
improved learning and memory in active vs passive versions of a number of tasks (Gureckis &
Markant, 2009; Markant, Ruggeri, Gureckis, & Xu, 2016; Markant & Gureckis, 2014; Markant
& Gureckis, 2010), reviewed in (Gureckis & Markant, 2012). Indeed, worse learning in the
passive case may explain the reduced performance in the passive condition - at least in the hori-
zon 1 games in Experiment 1 where p(low mean) is increased relative to the active condition.
However, such an effect on learning does not obviously explain the other changes in behavior
such as increased ambiguity aversion and reduced horizon effect for both directed and random
exploration.

For ambiguity aversion, our results are reminiscent of the difference in risk taking behavior
that occurs between described and experienced versions of the same gambles (Hertwig, Bar-
ron, Weber, & Erev, 2004). In particular, when choosing between gambles that are described
(e.g. a 50% chance of $100 vs a 100% chance of $4) participants are risk averse for gains and
risk seeking for losses (Tversky & Kahneman, 1973). Conversely, however, when the same
gambles are not explicitly described but learned from experience (via sampling of hypothetical
outcomes) then this pattern reverses and participants are risk seeking for gains and risk averse
for losses. Equating the experienced case with the active condition and the described case with
the passive condition, could it be that a difference between description (passive) and experience
(active) is driving the reduced information seeking in horizon 1 via risk aversion? More work
will be needed to test whether this is the case. Of particular interest would be the case of losses,
where, if this hypothesis is correct, we would expect to see increased information seeking in
the passive condition.

For the reduced horizon effect in the passive condition, perhaps the simplest explanation is
a difference in attention between active and passive versions of the task. In the active version,
information arrives sequentially and predictably, immediately after the participants press the
button for the forced trial. Thus, participants are able to allocate attention to each reward in turn
and have plenty of time to consider how the horizon condition (which is presented implicitly in
the size of the bandits) affects their decision. In contrast, in the passive condition, information
from the forced-choice trials arrives all at once after a short time delay from the previous game.
In this case, participants must (at least implicitly) decide how to allocate attention between all
of this different information, causing them to fail to include the horizon as part of their task set
for the decision. Clearly more work manipulating the timing of the passive task (for example
using sequentially, but passively presented reward) will be necessary to test this hypothesis.

In this dissertation, we investigated several factors affecting explore-exploit decision mak-
ing in humans. Not surprisingly, we found many factors of the task, the individual, and the
environment affect exploratory behavior. Our first study shows individual differences in tempo-
ral discounting affect different strategies in exploration differently. The second study suggests
exploration may be different in social settings, although the results of our second study must
be interpreted with care based on the results of the third study, where switching from an active
to passive framing of the problem greatly affected the exploratory behavior. Future work will
be necessary to incorporate these findings into mathematical theory of explore-exploit decision
making that captures the effects of task, environmental factors and individual differences on
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explore-exploit behavior.
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