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Abstract
In recent years, heterodyne terahertz observations have gone from fringe
research experiments to becoming a pillar of mainstream of astronomy. However, even
as the underlying receiver technology has undergone rapid development, the challenge
of how best to overcome the absorptive effects of the Earth’s atmosphere remains. In
this dissertation, I will discuss efforts that I have contributed to over the past decade that
seek to address this challenge, including finding the best location on Earth for
observations from the ground; and working to develop a next generation technique for
building giant inflatable dishes for telescopes in the stratosphere and space. Lastly, I
present work on applying our balloon telescope concept towards enabling low weight,
highly compactable, high-gain telecommunications dishes for mobile applications.

Introduction
Practically all astronomy research seeks to answer three big questions. Where
did we come from? What is the nature of the Universe? Are we alone?
A key element in answering all three questions is the interstellar medium (ISM),
the mix of dust and gas that drifts between the stars. As the birthplace of stars and
planets, understanding the nature and behavior of the ISM is vital to understanding
where we came from. How did the Earth and Sun form, and why did they form the way it
did? The ISM’s turbulent physics regulates what stars and planets form where1. The
heavy elements (anything larger than helium, referred to as ‘metals’ by astronomers)
that make up the bulk of the Earth is spent fuel from old stars, and the ISM is the
mechanism through which they are recycled. How did life begin on Earth? The ISM is a
unique chemical factory, where carbon, nitrogen, and oxygen naturally form complex
organic molecules2 that were likely an essential part of the origin of life3. Are there other
planets like Earth that could support life? Are we alone in the Universe? Understanding

1

McKee, Christopher F., and Eve C. Ostriker. "Theory of star formation." Annu. Rev. Astron.
Astrophys. 45 (2007): 565-687.
2
Herbst, Eric, and Ewine F. Van Dishoeck. "Complex organic interstellar molecules." Annual
Review of Astronomy and Astrophysics 47 (2009): 427-480.
3
Ehrenfreund, Pascale, et al. "Astrophysical and astrochemical insights into the origin of life."
Reports on progress in physics 65.10 (2002): 1427.
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how the Earth began, and studying other planet forming systems, will help us
understand whether habitable planets are exceptionally rare or ubiquitous.
At larger scales, the birth and death of stars drives a life cycle of the ISM that is
critical to understanding the evolution of galaxies over cosmological timescales. If we
wish to understand the nature of the universe and answer broad questions about the Big
Bang, Dark Matter and Dark Energy, we need to be able to understand the nature of the
most distant and ancient galaxies. Studying the ISM can provide insight into answering
critical questions on galaxy evolution. How can we determine a galaxy’s star formation
rate, and what are the major factors that control it? What causes dense, prestellar
clumps to form in molecular clouds and how long do they persist?

The Interstellar Medium
The interstellar medium constitutes a significant fraction of the normal matter
contained within a spiral galaxy; in our Milky Way, this fraction is estimated to be roughly
10 percent. Spread throughout the galaxy, the density is extremely low in relation to
terrestrial norms; even the densest regions of the ISM are orders of magnitude more
rarified than the best man-made vacuums. The ISM is far from being a homogenous
soup; spiral density waves, supernova shockwaves, and other forces create relatively
transient dense clouds. Once these dense regions exceed a tipping point, their higher
density will perpetuate their growth as their gravity begins to accumulate matter from
their surroundings. As density increases further, these clouds eventually reach the point
where they begin to form solar systems and stars, whose starlight and stellar winds blast
apart the stellar nursery, sending much of the clump’s material back out into the galaxy.
When finally these stars grow old and die, they spew their fusion products (Helium,
Carbon, Nitrogen, Oxygen, and other elements) back into the ISM, changing the
chemical balance of galaxy. When the most massive stars die in supernova explosions,
their shockwaves precipitate the formation of new star forming regions, and the cycle
goes on.
This cycle, and the complex, interrelated processes that go into regulating it, are
still relatively poorly understood. Some key questions4,5 for those studying the ISM
4

Hennebelle, Patrick, and Edith Falgarone. "Turbulent molecular clouds." The Astronomy and
Astrophysics Review 20.1 (2012): 55.
5
Heyer, Mark, and T. M. Dame. "Molecular clouds in the Milky Way." Annual Review of
Astronomy and Astrophysics 53 (2015): 583-629.
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include: How does turbulence affect dense clouds? Are clumps formed through smallscale accumulation or large-scale galaxy dynamics? What is the evolutionary path from
diffuse to dense? What is the lifetime of a typical dense clump?

Dust
The nature of the ISM dictates how it interacts with light and thus how it is
observable to us. Although dust represents just 1% of the overall mass of the ISM, it is
significant enough overall to block almost all visible and infrared light that must travel
long distances through the disk of the Milky Way. On a clear, Moonless night far away
from city lights, the ‘dark clouds’ in the Milky Way are clearly visible to the naked eye.
The dust grains contained in these clouds are typically extremely small (~0.1 micron),
not much bigger than the wavelength of visible light, meaning that they cannot efficiently
interact with longer wavelengths. As a result, radio waves may pass through the galaxy
relatively undisturbed.
Studies of the ISM using visible and IR extinction have a long heritage. Finding a
star with a known spectral type behind a region of interest allows for an easy comparison
of expected vs. actual brightness, which correlates to the dust mass (and through the
application of a dust to gas ratio, the total mass of the ISM) along that line of sight. In
fact, astronomers will often use a ratio of magnitudes of light extinction for different
colors (since dust preferentially absorbs blue light) to determine the column density of
interstellar material6, although a simple measurement of visible light extinction (Av) is a
decent estimator of material, with NH ~ 2x1021 x Av [ cm-2 ].
Interstellar dust is also a bright source of infrared light. This IR emission is
usually in two forms; far IR from cold dust grains in thermal equilibrium to their
environment and shorter wavelength IR from dust that has been transiently heated by
starlight (or other means, such as collisions with other particles). Although dust is far
more likely to scatter optical light than absorb it, the extremely small size of the dust
grains means that when they absorb a photon, the change in temperature is significant.
In aggregate, the total luminosity of dust in a galaxy is extremely significant in relation to
the overall brightness of spiral galaxies like ours (elliptical and lenticular galaxies are
generally ‘red and dead’, having exhausted their dust and gas forming stars eons ago).
6

Schlegel, David J., Douglas P. Finkbeiner, and Marc Davis. "Maps of dust infrared emission for
use in estimation of reddening and cosmic microwave background radiation foregrounds." The
Astrophysical Journal 500.2 (1998): 525.
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Estimates of the Milky Way suggest that the total luminosity of our galaxy is between 3050% from thermal emission from dust7. This percentage varies significantly among other
galaxies; old elliptical galaxies may have dust emission constitute less than 1% of the
overall brightness, while ultra-luminous IR galaxies (ULIRGs) with extraordinary rates of
star-formation often have the overwhelming majority of their luminosity reprocessed into
the infrared by dust8.
While dust is certainly an extraordinarily bright source and significant player in
the spectral energy budget of a galaxy, there are numerous issues that limit the
effectiveness of using dust at optical wavelengths to answer deeper questions about the
nature of the interstellar medium. Extinction provides an estimate of overall mass, but is
limited to the lines-of-sight of identifiable stars. In addition, dust’s ruthless efficiency at
attenuating starlight makes it quite hard to look at more distant regions of our galaxy or
denser areas deep inside clumps. Most studies focus on broad color trends, for instance
B-V bands to get a measure of dust reddening. When observed against a bright
background star, absorption features in the stellar spectrum can be used to deduce the
nature of intervening dust grains, including the presence and composition of ice mantles.

Gas
To answer questions about the nature of the ISM and star formation, interstellar
gas emission is a powerful tool. Elementally, the gas composition in galaxies is still
predominantly set by the initial conditions of the Big Bang- overwhelmingly hydrogen,
some helium, and little else. Over time however, stellar winds and supernovae have
introduced trace amounts of other elements (‘metals’) into the mix. The exact
proportions (‘metallicity’) in a given area depend on the relative age and history of star
formation. Of these metals, Carbon, Nitrogen, and Oxygen are by far the most common
in the ISM.
Spectroscopically, cold gases at low pressure typically have extremely narrow
emission and absorption features, which is of great value for remote sensing. Since
most objects in space have some velocity relative to the Earth from proper motion,
galactic rotation, or cosmic expansion, the corresponding Doppler shift is typically

7

Draine, Bruce T. "Interstellar Dust Grains." Annual Review of Astronomy and Astrophysics 41.1
(2003): 241-289.
8
Sanders, D. B., and I. F. Mirabel. "Luminous Infrared Galaxies." Annual Review of Astronomy
and Astrophysics 34.1 (1996): 749-792.
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sufficient to spectroscopically separate different regions of gas along the same line of
sight and limiting their ability to contaminate each other’s signal. As a result, it is possible
to differentiate visually superimposed objects. Such overlapping of objects is extremely
common, especially in studies in the plane of our own Galaxy. Furthermore, the high
spectral resolving power of heterodyne radio receivers allows for analysis of the shape
of a spectral line to determine the underlying dynamics of the object. Rotating clouds,
such as those found in protostellar accretion disks, will have a broadened and, in
extreme cases, a ‘double-peaked’ profile. From the degree of the line broadening the
rotational velocity and dynamical mass of an object can be estimated. It is also possible
to directly determine intrinsic properties of the gas from its spectral line width and shape.
The individual particles will each have their own random thermal motion (and resulting
Doppler shift) according to the Maxwell-Boltzmann distribution, leading to a wider
linewidth (with Gaussian shape) than an ideal gas. In the densest regions, it is also
possible for the line to undergo pressure broadening, where an excited particle interacts
with an adjacent particle as it emits a photon of interest, introducing some variation in
photon energy with a Lorentzian distribution. In short, a significant amount of local
properties can be identified using the shape of gas emission lines.

Phases of the ISM
The nature of the ISM varies widely across the Galaxy. In the majority of
interstellar space, particle density (and thus opacity) is low, so that high-energy starlight
is relatively free to interact with the ISM, leading to relatively high temperatures. If the
intensity of the stellar radiation is high enough (likely due to proximity to young,
extremely luminous O and B class stars), this warm gas will be significantly ionized,
forming the warm ionized medium (WIM), also referred to as an HII region (as the
hydrogen is ionized). Otherwise, the ISM will be warm, but not sufficiently irradiated to
prevent hydrogen recombination, so in these regions there will be a warm neutral
medium (WNM). In denser regions in the ISM, the opacity to higher energy starlight
starts to increase significantly. Without this source of energy, far IR emission from dust
and gas can carry away heat, leading to areas with a cold neutral medium (CNM).
Finally, in the densest, coldest regions, the high-energy photon flux is so low and particle
interactions are high enough that molecules start to form. In the densest regions of
these molecular clouds is where stars are born. A significant portion of the galactic
corona is made up of a hot ionized medium (HIM), an extremely hot, rarified plasma;
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however, this is a fairly static situation that is relatively uninvolved with star formation.
Isolated regions of space can also change phases relative to their surroundings as a
result of local phenomena, such as planetary nebulae and supernova remnants.

Photodissociation Regions

Figure 0.1: Schematic overview of photodissociation regions, the boundary area
between ionized, atomic, and molecular states in the interstellar medium. Reproduced
with permission from Hollenbach and Tielens9.

Photodissociation regions (PDRs), sometimes called photon-dominated regions,
exist at the surfaces of dense clouds in the ISM. In these PDRs, the varying degrees of
stellar radiation, density, and temperature lead to a complex stratification in the
interstellar medium. Furthermore, dynamical phenomena like turbulence, jets,
magnetohydrodynamic effects, and other phenomena lead to a complex fractal structure.
The varying abundance and ease of ionizing different atoms and molecules also plays a
role. For instance, hydrogen requires higher energy photons for ionization than neutral
carbon, requiring 13.6 eV vs. 11.3 eV to remove an electron. Since hydrogen is much
9

Hollenbach, David J., and A. G. G. M. Tielens. "Photodissociation regions in the interstellar
medium of galaxies." Reviews of Modern Physics 71.1 (1999): 173.
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more prevalent, it quickly becomes optically thick enough to self-shield against 13.6 eV+
photons, while remaining transparent to photons in the 11.3-13.6 eV range that are
capable of ionizing carbon much deeper into a cloud. As a result, C+ is far more
widespread than H+.
PDR’s are of significant interest for several reasons. A significant fraction of the
molecular mass of the ISM exists in these regions; over 90% exists at relatively low
optical depth10 (Av<10). As PDR’s are inherently regions of transition, understanding
their underlying mechanisms is key to determining how the ISM evolves over time.
PDR’s are also the source of much of the IR radiation produced from galaxies, and so
they are the key to understanding this valuable tool for studying other galaxies.

Star Formation
The stability of a cloud is set by the balance (or imbalance) between outward and
inward forces11. In the densest cores of molecular clouds, gravity becomes an
increasingly significant and self-reinforcing effect. At the same time, far infrared
emission allows the cores to cool, reducing thermal pressure. Provided there is enough
mass, the system will begin to collapse. The first, simplest estimate for the minimum
required mass is the Jeans mass, which is given by the gas temperature, mean particle
mass, and density:
1/2

𝑇 3/2 𝑚𝐻 3/2 106 𝑐𝑚−3
𝑀𝐽 = 0.32 (
) ( ) (
)
10𝐾
𝜇
𝑛𝐻

𝑀⊙

The assumptions going into Jean’s derivation are not entirely accurate, but it
remains relatively accurate and provides a first-order estimation. A more careful analysis
of the gas dynamics came later from Bonnor and Ebert, who’s end result modestly
revised Jean’s estimate of the limit to 𝑀𝐵𝐸 ≈ 1.18𝑀𝐽 . In truth, both the Jeans and
Bonnor-Ebert approximations ignore a significant number of effects. A more accurate
analysis must account for magnetic and cosmic ray pressure, additional particle velocity
from angular momentum and turbulence, and other effects.
Once we determine that a core will collapse, the next question is how long it will
take. An obvious lower limit is the gravitational free-fall time, given by 𝑡𝑓𝑓 =
10

Hollenbach, David J., and A. G. G. M. Tielens. "Photodissociation regions in the interstellar
medium of galaxies." Reviews of Modern Physics 71.1 (1999): 173.
11
This section is largely based on Chapters 41 and 42 of Draine, Bruce T. Physics of the
interstellar and intergalactic medium. Vol. 19. Princeton University Press, 2010.

14
√3𝜋/(32𝜌𝐺), where 𝜌 is the density and 𝐺 is the gravitational constant. In reality,
magnetic field and angular momentum effects extend the time required.
As much of the ISM is at least partially ionized, magnetic fields have a significant
influence on gas dynamics in numerous ways. One particularly important effect is ‘flux
freezing’, where magnetic field lines are ‘frozen’ into a plasma. As a cloud collapses
under gravity, this will naturally cause the magnetic field strength to grow substantially,
producing a magnetic pressure resisting the collapse. In order for collapse to continue in
low mass objects, that pressure must be circumvented through ambipolar diffusion,
where the neutral gas is pulled through the magnetically supported charged particles.
Some degree of rotation is inevitable in pre-stellar cores. As angular momentum
must be conserved, a contracting object must have its angular speed increase, and the
core becomes disk shaped. The resulting kinetic energy quickly matches the
gravitational energy of the system, resisting further contraction; so like magnetic fields,
angular momentum must also be shed for collapse to occur. The exact mechanism is
still largely unknown, but is believed to consist of some combination of magnetic torques,
gravitational torques from disk asymmetry, stellar winds, and supersonic bipolar jets,
which shoot axially out of the accretion disk.
To conserve energy, the collapsing cloud must shed gravitational potential
energy through thermal radiation (as collapsing creates heat). The far-IR light of such
value to astronomers is not just an incidental by-product, but an essential component of
star formation.
As gravitational contraction accelerates, releasing more and more heat (and
supplemented eventually by fusion), increasing radiation pressure will begin to clear out
the remaining dust and gas in its neighborhood. The accretion disk -by now, a relatively
narrow and dense protoplanetary disk- will shield itself from this pressure for a short
while, continuing to increase the mass of the star (an essential part of forming more
massive stars) and coalescing into planets.
The young star quickly begins to affect the surrounding molecular cloud it was
born from. Starlight (especially from more massive stars) heats up surrounding cold
molecular gas, dissociating and ionizing molecules and atoms.
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Terahertz Spectroscopy
Unlike fields like biology or physics, astronomy answers questions by and large
through remote observations. As a result, confirming or disproving a theory in
astronomy boils down to finding a way that theory creates a characteristic pattern in the
way that light is produced or distorted. There is an increasingly broad variety of analysis
techniques and subtle patterns at the disposal of astronomers. In this dissertation I will
focus on emission line spectroscopy, which uses the strength and shape of narrow
bands of emitted light to try to better understand the material that is doing the emitting.
When planning studies of emitted light, it is generally wise to target a region of
the electromagnetic spectrum that is close to the peak of emission, given the
temperature of the material in question. This value is given by Wien’s Displacement
Law, which says that peak emission frequency (𝜈𝑝𝑒𝑎𝑘 )from an object at some
temperature (𝑇) is given by 𝜈𝑝𝑒𝑎𝑘 = 𝑇 × 58.8 GHz/K. Given our goal of observing
relatively cold molecular gas with a temperature somewhere in the range of 10-100K,
this places peak emission in the range of 500-5000 GHz, the submillimeter/terahertz
band.
THz spectroscopy is also a powerful tool to explore the chemistry and dynamics
of planetary systems; recent discoveries have found that gaseous water is surprisingly
ubiquitous on or within planetary bodies in our solar system.

Emission Lines in the Interstellar Medium
Given the relatively cold temperatures typically found in clouds of the ISM, the far
IR is a good place to look for emission since it will be much easier for gas particles to
gain enough energy to emit such low energy photons. A critical requirement for this to
work is finding some sort of available energy level transition of the right magnitude.

Hyperfine Structure Lines
Many atoms and molecules possess small energy level differences resulting from
misalignments of the magnetic fields generated by the nucleus/nuclei and electrons. For
instance, in atomic hydrogen there is a small energy difference between having the spin
of the electron aligned or anti-aligned with the spin of the nucleus. If the atom is excited
through some means (e.g. thermal collisions with neighbors), it may then decay into the
ground state and emit a photon with the exact energy of the shift, in this case 5.9 micro
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eV, which is at 21 cm wavelength or 1.4 GHz. There are many other hyperfine structure
lines worth observing, such as [CII], the 1.9 THz line of singly-ionized carbon12, which is
an extremely bright line in star forming regions and galaxies. Not every atom has useful
hyperfine structure lines. Helium is a notable example; as it has a full electron orbital, its
two electrons are matched spin-up and spin-down, so there is no possibility to have this
sort of energy level splitting.

Molecular Lines
Many molecules also have far-IR emission lines; carbon monoxide (CO) is likely
the most well studied. Since CO has an electrical polarization across the C-O bond, the
quantization of the allowed end-over-end rotational energy levels leads to a linear series
of possible transitions at 115 Ghz, 230 GHz, 345 GHz, etc. Notably, molecular hydrogen
is problematic to observe directly, as it does not have an asymmetric charge, so if we
want to understand dense molecular regions we need to look at other molecular tracers.

Excitation Temperature and Critical Density
For an emission line survey to be useful, we must clearly begin by restricting
ourselves to those atoms, ions, and molecules that are likely to exist in non-trivial
quantity in the region of interest. Of these candidates, we likely want to focus on those
with emission lines with a relatively large likelihood of spontaneous emission, denoted by
the Einstein A coefficient. It is also important to consider the energy level of the excited
state (𝐸𝑢 ), and how it compares with the anticipated gas temperature; it is increasingly
unlikely to populate energy levels higher than ~𝑘𝑏 𝑇. However, in many regions of the
ISM particle collisions can be quite rare. In this situation, it is not uncommon for the
typical time it takes for the particle to spontaneously emit a photon to be much faster
than the typical time it takes the particle in question to collide with another particle. If
this is the case, the energy level populations (and emission rate) will be lower 13 than
would be expected from the gas temperature, i.e. it will be sub-thermally excited, with an

12

In astronomy nomenclature, a neutral carbon line would be referred to as [CI]; singly ionized as
[CII], doubly ionized as [CIII], etc. This can be confusing as HII and H2 - ionized and molecular
hydrogen, respectively - are spoken the same. Furthermore, a term like [NII] technically refers
specifically to the energy transition, but is often used to describe light emitted by it, or even to the
matter (i.e. once-ionized nitrogen) that created it.
13
Here, we are assuming that re-absorbing light of the same wavelength (re-exciting the higher
energy level) is a relatively negligible effect.
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effective excitation temperature less than the true kinetic temperature, 𝑇𝑒𝑥 < 𝑇𝑘 . For a
given radiating particle collision cross section, emission line Einstein A coefficient, and
gas temperature, it is possible to calculate a critical gas density to ensure that the
emitting particle is relatively thermalized.
These restrictions are a double edged sword. They certainly limit the number of
possible lines that might be seen from a target of interest14. However, the silver lining is
that it is possible to use a multi-line study to take advantage of differences in particles’
preferred conditions to determine the intrinsic properties of the emitting cloud.

Radiative Transfer
Understanding the interstellar medium is all about understanding how it affects
the light that passes through it. For a translucent medium with light (at a wavelength
corresponding to an emission/absorption line) passing through it, the amount of light will
change as a function of the likelihood for light to be absorbed and the likelihood for light
to be emitted. Since the former is a function of the input light and the latter is not, this is
a differential equation15:

𝑑𝐼
= −𝑘𝐼 + 𝜖
𝑑𝑠
The emissivity and absorption coefficients (𝜖 and 𝑘) are related to the number of
particles in the upper and lower energy states (which define an effective excitation
temperature), and the relative likelihood they will interact16:

𝑐 2 𝑔2
ℎ𝜈
𝑘=
𝑁
𝐴
−
𝑒𝑥𝑝(−
)]
[1
𝑙
21
8𝜋𝜈 2 𝑔1
𝑘𝑇
𝜖

=

ℎ𝜈
𝑁 𝐴
4𝜋 𝑢 21

The relative lack of usefulness for the H2 emission line can be explained in this context; it’s
quadrupole emission line has Eu/kb =510K, which is much higher than temperatures typically seen
in the cold molecular phase of the ISM. Additionally, it’s A coefficient is very low, less than
1/2000 that of CO, the typical tracer for molecular hydrogen.
15
Here, we are neglecting the effects of scattering, which would be two additional terms for light
scattered out of and into the beam, whose net effect would depend on flux in different directions.
For the conditions considered here, these effects are negligible.
16
Wilson, Thomas L., Kristen Rohlfs, and Susanne Hüttemeister. Tools of Radio Astronomy. Vol.
5. Berlin: Springer, 2009.
14
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It is also typical to discuss path length through the medium not in terms of fiat
units but in terms of a characteristic absorption length, the optical depth (𝜏), given by
𝑑𝜏 = −𝑘𝑑𝑠. If we define light intensities in terms of the corresponding blackbody
temperature (the native scale of radio telescopes) and integrate the differential equation,
and assume the medium is at a single temperature, we arrive at:

𝑇𝑏 (𝑠) = 𝑇𝑏 (0) 𝑒 −𝜏(𝑠) + 𝑇𝑒𝑥 (1 − 𝑒 −𝜏(𝑠) )
Where 𝑇𝑏 is the perceived brightness temperature. If the total optical depth is
relatively low, the medium is relatively transparent, i.e. optically thin. In this case, selfabsorption is relatively negligible; so if we assume 𝑇𝑏 (0) ≈ 0, then 𝑇𝑏 (𝑠) ≈ 𝜏𝑇𝑒𝑥 . At the
other extreme, when 𝜏 ≫ 1, the medium is optically thick and the background emission
𝑇𝑏 (0) is irrelevant; 𝑇𝑏 (𝑠) = 𝑇𝑒𝑥 .
Optical depth plays two main roles for us. First, since 𝜏 is proportional to particle
column density, it provides a means of measuring mass remotely. However, there is a
dark side to optical depth for terahertz spectroscopy; a number of constituents of the
Earth’s atmosphere are significantly absorptive to light across much of this spectrum.
The most significant absorber is water vapor, which makes all but the driest locations on
Earth unsuitable for terahertz astronomy.

Heterodyne Detectors
High spectral resolution is needed to resolve Doppler shifts and emission line
shapes. For instance, to resolve a Doppler shift, we need a frequency resolution factor
𝑅=

𝛥𝑓
𝑓

=

𝛥𝑣
;
𝑐

for velocity resolution less than 1 km/s, we need spectral bin widths nearly a

million times smaller than the frequency of interest. For terahertz telescopes, the best
way to achieve this high resolution is through the heterodyne effect, where an incoming
high frequency (RF) signal is combined with a known local oscillator (LO) tone in a
mixer. The output is a version of the RF signal shifted down in frequency to a more
manageable intermediate frequency (IF), where it can be digitized.
There are several electrical components that produce the heterodyne effect. For
general purposes, a popular device is a diode (often the Schottky variant). In
submillimeter astronomy, where the demand for sensitivity is high, telescopes often use
superconductor-insulator-superconductor (SIS) or hot electron bolometer (HEB) mixers.
Regardless of the device, the basic concept is the same- the mixer device must have a
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nonlinear current-voltage relationship. For instance, when a diode has the right DC bias,
the current flow is proportional to the square of the voltage applied. As such, if we
presume that the voltage on the device is the sum of two sine waves from the RF and
LO signals, then the current must be:
𝐼 = [𝐴𝑅𝐹 𝑠𝑖𝑛(𝑤𝑅𝐹 𝑡) + 𝐴𝐿𝑂 𝑠𝑖𝑛(𝑤𝐿𝑂 𝑡)]2
Expanding the quadratic gives three terms. Of particular interest is that one
contains the product of the two sine terms, which can be expanded using trigonometric
identities as
𝑠𝑖𝑛(𝑤𝑅𝐹 𝑡) × 𝑠𝑖𝑛(𝑤𝐿𝑂 𝑡) =

1
[𝑐𝑜𝑠((𝑤𝑅𝐹 − 𝑤𝐿𝑂 )𝑡) − 𝑐𝑜𝑠((𝑤𝑅𝐹 + 𝑤𝐿𝑂 )𝑡)]
2

As such, the mixer will produce two new tones with frequencies corresponding to
the sum and difference of the RF and LO tones. A telecommunications transmitter
would use the sum term to ‘upconvert’ an outgoing signal to the desired frequency band;
for receivers, we are primarily interested in the ‘downconverted’ signal. Even when
using the largest available telescopes, the terahertz signal associated with astrophysical
sources is quite weak. Since mixers are inherently lossy, we would ideally amplify this
extremely weak signal first, but low noise amplifiers above 100 GHz are not currently
available.

Local Oscillators
For high frequency radio telescopes, the LO is equal in complexity to the mixer
itself. Just as electronics systems are incapable of directly processing an incoming
terahertz signal, they similarly struggle with oscillating fast enough to create one. This is
especially true for local oscillators, as the tone must be ‘clean’, without artifacts,
variations, or a broad spectrum, or else the IF will be compromised.
Millimeter and sub-mm wave detectors are often driven with local oscillators that
function through the use of frequency multipliers- devices designed similarly to mixers,
whose non-linear nature outputs tones of double, triple, or some other integer multiple of
the input frequency. By using a series of such multipliers, an easily-produced initial
frequency of a few tens of GHz can be multiplied into the THz. Unfortunately, this
process is inherently lossy; each step through a multiplier has efficiency of only a few
percent, leading to increasing difficulty to attain enough power for the highest
frequencies.
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A promising alternative for terahertz LO’s is the quantum cascade laser (QCL).
QCLs are carefully engineered, layered semiconductor devices painstakingly tuned to
create a superlattice of identical energy wells with a specific energy level. Unlike regular
semiconductor lasers, which emit individual, relatively high energy photons as electrons
transitions from conduction to valence bands, QCLs can be tuned to emit many lower
energy photons per electron, making them valuable for higher frequency terahertz
observations. As opposed to the frequency multiplying technique, the main difficulty with
QCLs is to design them with small enough energy levels to produce the desired
terahertz waves.

Terahertz Observatories
Besides the technical challenges of building the receiver systems, Terahertz
astronomy is also severely hindered by atmospheric opacity, with background emission
from the sky often swamping out astronomical light by an order of magnitude or more.

Ground Based
Ground-based submillimeter astronomy is bedeviled by broad absorption bands
from the Earth’s atmosphere, especially water vapor. As such, observatories require the
world’s highest, driest, and calmest locations -and often the best possible weather- in
order to make valuable observations. As astronomers have hunted further and wider for
the best locations for astronomy (regardless of observing regime -from optical to radiosimilar environmental conditions are desirable), the High Plateau of Antarctica has
emerged as the premier location. In particular, we believe that a location near the
summit of the plateau that we call Ridge A (along a ridge a short distance grid west of
Dome A) has been determined through satellite data as the presumptive best location.
A pathfinder submillimeter observatory, the High Elevation Antarctic Terahertz (HEAT)
telescope is presented in Chapter 1, along with selected results from its first few years of
observations.

Flight Missions
Unfortunately, even at the best locations with the luckiest weather, ground based
observatories struggle to make sensitive observations above ~1 THz. As such, the only
alternative is to get above as much of the atmosphere as possible. Satellite missions
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from the Infrared Astronomical Satellite17 (IRAS) to the Herschel Space Observatory18
(HSO) have been extremely productive projects. Suborbital stratospheric balloons such
as the Balloon-borne Large Aperture Submillimeter Telescope19 (BLAST) and
Stratospheric Terahertz Observatory20 (STO) offer a faster, more economical alternative
to space missions. However, all flight missions face a common problem: how can a
flying THz observatory achieve resolution comparable to its shorter wavelength analogs,
when the Rayleigh criterion demands extremely large primary aperture sizes? Scaling up
traditional optical designs on such a limited platform would be infeasible. One promising
option is to use an inflatable balloon as a method for forming a light-weight, collapsible
primary mirror that would enable extremely large (>10 meter) apertures that have so far
been only possible on the ground.

Inflatable Balloons
Inflatable optical elements in space have a long heritage, from the early passive
reflectors of Echo I and II21, to later research at JPL and L’Garde22, among many others.
Structures relying simply on skin tension in a pressurized balloon have overwhelming
weight savings versus a more traditional design relying on rigid members. In addition,
balloons can be launched in an un-inflated state and blown up in orbit, thus offering an
enormous savings in payload volume required.
Since the rigidity of a balloon comes entirely from the skin tension of the
membrane, a spherical shape is likely to be the most ideal. After all, any pressurized
balloon will naturally tend to distribute stress evenly, minimizing curvature and surface
area- and a sphere is the optimal shape under those constraints. An inflatable dish
design that would aim for parabolic or other shapes would therefore need to fight the
membrane’s desire to take this different shape.
17
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While the physics of inflatables makes spheres the easiest shapes to accurately
make, the penalty is an increase in optical complexity. Spherical mirrors will not form a
crisp focal point, but rather a focal line- light coming in close to the optical axis will be
focused to a point halfway to the center of the sphere, while light hitting the mirror further
away from the axis will end up farther towards the mirror. The easiest method for
handling this spherical aberration is to ignore it, which can be acceptable especially in
circumstances where the illuminated region of the optic is only a small fraction of the
radius of the parent sphere. In these cases, a parabola is a fairly good fit for the center
of a sphere, so the deviation from ideal is relatively small, and (especially at longer
wavelengths) becomes insignificant. In the world of inflatable dishes, it may be
worthwhile in certain circumstances to simply fly a larger sphere and illuminate a smaller
fraction of the available surface, thereby not having to worry about fancy optics.
To correct for spherical aberration, additional optical elements can be added to
cancel out the primary’s aberration. At lower frequencies, it is also possible to directly
interact with the line focus of the sphere by constructing a line feed that radiates or
absorbs RF energy along the entire length of the line.
While spherical aberration can be a major drawback to spherical optics, they
bring an advantage, as well. Spheres are unique in that they have the exact same
shape regardless of rotation, which can be of value when observing off-axis objects.

Terahertz Astronomy Applications
For high frequency Terahertz and IR telescope applications, an optical system is
the obvious mechanism to correct for the balloon mirror’s spherical aberration. In short,
we add a spherical corrector to cancel out the aberration and bring the focus to a single
point. Given the ubiquity of spherical optics across disciplines, this is not an unusual
arrangement- even in the world of amateur astronomers, where Schmidt-Cassegrain
telescopes (which utilize an aspherical lens in front of an otherwise-conventional
Cassegrain reflecting telescope) are extremely common. For this application, we want
the smallest and simplest system so as not to throw away the weight and volume
savings of using the balloon for the primary.
Without a rigid skeleton to produce a precise shape, using a balloon as a dish for
submillimeter wavelengths presents unique challenges. When sufficient skin tension is
applied to a thin membrane, it is possible to achieve very smooth specular surfaces,
even to visible light. However, issues like seams, thermal expansion and gradients, or
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vibration can cause large scale deformation. In Chapter 2 (originally published in IEEE
Transactions on Terahertz Science and Technology), I will discuss the requirements for
a deformable mirror that could fix these aberrations, and present test results of a lab
prototype.

Communications
In the world of telecommunications, the Shannon-Hartley theorem dictates that
the theoretical maximum achievable data rate of a link scales with the bandwidth of the
signal, and the log of signal to noise ratio. If we wish to maximize the data rate, then
there are three variables to adjust- bandwidth, signal level, and noise level. Bandwidth
can be maximized by going up in operating frequency, since most antenna designs only
operate well within a relatively narrow frequency range (for instance, the basic half-wave
dipole antenna only works well within approximately 10% of the design frequency). So if
the bandwidth is some fraction of the center frequency, then the higher the center
frequency, the better. A certain amount of noise is unavoidable, although the portion
contributed by thermal noise in the receiver can be minimized through careful design
and expense. Of main interest here is working with the power level of the received
signal.
When designing a telecommunications system, the received power can be
computed using a link budget equation, by essentially subtracting all sources of signal
loss from the initial power level transmitted. There are many potential sources of loss,
but the main ones are the distance between the antennas and how narrowly the
antennas’ beams are that point at each other (a.k.a. the gain or directivity). Lastly, the
directivity of an antenna is constrained by its size- the smaller the antenna, the wider its
beam. As such, the received power can be improved (and thereby the data rate) by
increasing the transmitted power or increasing the size of the antennas.
Given these ironclad rules of electromagnetism, the technology of inflatable dish
antennas may be of extraordinary value to satellite (and mobile) telecommunications. In
this setting, large antennas allow high data rates with low power consumption by
directing more of the radiated power towards the target. A small satellite with a compact
volume of just a few liters could deploy a one-meter dish antenna in orbit, enabling a
meager power budget to still allow high data rate applications such as video streaming to
and from terrestrial users using small, portable antennas rather than the large fixed
antennas often associated with satellite communications.
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In Chapter 3, I present the development of a prototype electronically steerable
linefeed for small satellite applications, along with test results from antenna range testing
and a test flight at 40 km altitude aboard a high altitude balloon flown from Ft. Sumner,
NM.
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Chapter 1: [CI] 810 GHz Maps of the Milky Way
with the HEAT Telescope
Introduction
Dense regions of the interstellar medium (ISM) are the homes of star and planet
formation. As such, they are valuable topics of study to understand not only the origins
of stars and planets, but also the lifecycle of their parent galaxies. At the heart of these
dense regions are molecular clouds, where the ISM has become sufficiently cold, dense,
and opaque to high-energy photons that hydrogen can exist in its molecular form.
Although molecular hydrogen constitutes the bulk of a molecular cloud’s mass, its lack of
a dipole moment prevents it from having emission or absorption lines in the far-infrared.
Helium, the next most common element, is similarly dark. Therefore, other trace atoms
and molecules that form in the same conditions as H2 are used to probe the properties
of these clouds.
The varying phases of carbon are extremely valuable tools for studying the
nature of these dense clouds. In the majority of galaxy, carbon exists in its ionic state
(C+) due to ionizing radiation from starlight. However, inside denser clouds the opacity
of dust and gas is high enough to allow carbon to revert back to its neutral state, or form
molecules. In the densest molecular regions of the ISM, carbon monoxide (CO) is the
tracer of molecular mass with perhaps the longest and most established heritage in
millimeter-wave astronomy, thanks to its strong emission, relatively high abundance, and
emission lines that are relatively easy to observe from the ground.
Neutral carbon was at first assumed to be rare in the ISM; given the similarity
between CO bond energy and carbon ionization energy, the likelihood of carbon being
shielded against ionization but not dissociation is relatively low. However, once
observations of the [CI] submillimeter lines became possible, neutral carbon was found
to be significantly brighter and more prevalent than originally believed 23, and subsequent
PDR models24 show that a significant amount of molecular gas exists outside of areas
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where CO forms. To get a complete picture of these regions, searching for C, and C+ is
critical.
There are two major hindrances to studying neutral and ionized carbon via farinfrared emission (492 GHz and 810 GHz for [CI], 1.9 THz for [CII]). First, their relatively
high frequency has -until relatively recently- been difficult to observe spectroscopically.
This is primarily due to the difficulty in producing sufficiently low noise mixers and the
necessary local oscillator tones to drive them. Although building instrumentation for
observing these emission lines is now far easier than it once was, atmospheric opacity
due to strong oxygen and water atmospheric absorption lines throughout the far-infrared
remains a major obstacle. For instance, at the Heinrich Hertz Submillimeter Telescope
(SMT) on Mount Graham, AZ, the sky zenith opacity at 225 GHz (𝜏225 ) is less than 0.3
roughly half the year25. However, empirical measurements26 show 𝜏345 ≈ 2.5 𝜏225 and
𝜏820 ≈ 𝜏690 ≈ 𝜏492 ≈ 20 𝜏225. This means that the median day at the SMT has
transmission of ~75% for the CO J=2-1 at 230 GHz, but less than 1% transmission at
both [CI] lines.
As such, observations of these lines have been limited: made either from satellite
and airborne observatories, or during unusually good weather at the Earth’s highest and
driest locations. To get a more complete understanding of the overall nature of
molecular gas in the Milky Way, large-scale maps are necessary. However, the large
time commitment makes most flying observatories cost-prohibitive, and current groundbased observatories have very limited opportunities to observe [CI] and [CII] lines.
Therefore, there is great value in finding the absolute best locations for future far-infrared
telescopes to maximize efficiency of observing through difficult atmospheric windows.

What Makes a Good Terahertz Observatory Location?
For submillimeter-wave atmospheric transmission, the dominant influence is
water vapor, which has deep, broad absorption lines throughout the band. Besides
absorbing incoming radiation, water vapor is significantly hotter than most objects of
interest, so atmospheric blackbody emission is a major driver of background noise.
Stereotypical deserts, such as the Atacama Desert in Chile or the Sonoran desert in
25
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Arizona are obvious candidates thanks to their low relative humidity. However, a
relatively high ambient temperature means that the air can easily hold much more
moisture, and even minor variability from weather can drastically increase opacity27. The
maximum moisture in the air is given by the vapor pressure of water, which is roughly
exponential with ambient temperature. As such, extremely cold air cannot hold much
moisture and can practically guarantee good atmospheric transmission.
High elevation is also a valuable characteristic for a candidate site. As opacity is
linear with column density, a higher site will have to look through less air. This effect is
especially important for water vapor, which is more concentrated in the lower
atmosphere. The ultimate metric of interest here is precipitable water vapor (PWV), i.e.
the total column density of moisture between the observatory and space.
Lastly, the relative calm and stability of the atmosphere is desirable. In addition
to reducing lost time to clouds, storms, and other weather events, a site with very calm
weather will be better for longer integration times, since the observer can be more
confident that variations in noise and attenuation from the atmosphere will not be as
capricious.

Why Ridge A?
The Antarctic Plateau, a high elevation expanse in East Antarctica, has been
identified by the astronomical community28,29 as an excellent candidate by these criteria.
The highest elevations and coldest temperatures on the Plateau can be found in the
vicinity of Dome A.
In the most difficult frequency bands (such as 1.4 and 1.9 THz), sky opacity is
significant even with the best weather at the best sites, so it is also of great value for
sites to have high stability, aiding scheduling of the telescope and helping ensure that
observations requiring longer integration time can be carried out without conditions
changing midway through. Thanks to the Antarctic polar vortex and katabatic winds,
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weather conditions on the Antarctic Plateau are extremely stable30. This stability is
borne out by site testing by Peterson et al.31 (and later confirmed by Radford et al.32),
who built matching 810 GHz sky opacity instruments to compare stability at different
sites.

Site Testing
Early Satellite observations suggested that the area around Dome A should be of
significant interest33 and follow-up long-term site testing data from the pre-HEAT
instrument at the Chinese Kunlun Station on Dome A34 confirmed the exceptionally low
water vapor. Later review of satellite data suggested that a nearby area, roughly 80
kilometers grid west of the summit, dubbed “Ridge A”, would be an even better location
for a terahertz telescope, with more stable weather and colder average temperatures.
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Figure 1.1: Daily average PWV at Ridge A compared against the APEX/ALMA site on
Llano de Chajnantor in Chile over the first half of 2015. ALMA statistics35 indicate an
annual median PWV of roughly 1.2mm. Not only is Ridge A significantly drier, but the
extremely stable weather rarely prevents observing.

Figure 1.2: Typical atmospheric transmission at Ridge A compared with Mauna Kea
and Chajnantor, two sites considered to be among the best locations on Earth for
astronomy, and home to the two largest submillimeter arrays in the world, SMA and
ALMA. Computed by the am atmospheric model36, based primarily on PWV and
elevation.
“ALMA Cycle 7 Technical Handbook”, Remikan, Anthony ed. 2019. Available online at
https://almascience.nrao.edu/proposing/documents-and-tools/latest/documents-andtools/cycle7/alma-technical-handbook
36
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152 (2004).
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The outstanding dryness (see Figure 1.1) at Ridge A results in exceptional
atmospheric transparency (see Figure 1.2), allowing routine observations at wavelengths
that would only be seldom possible at other sites, as well as a reasonable possibility of
observing at bands such as the 1.9 THz [CII] line that are not typically considered visible
from the ground (see Chart 1.1).

Site

# of days with mean
opacity <1.5 at 1.5 THz

# of days with mean
opacity <1.5 at 2 THz

Ridge A

94

32

South Pole

9

0

Chajnantor

1

0

Mauna Kea

0

0

Chart 1.1: Usable days per year for terahertz observing at Ridge A compared to other
notable sites for radio astronomy. The lower water vapor at Ridge A has the most
dramatic effects at higher frequencies, where other sites have few (if any) usable days.
Although these other sites do have periods of time with relatively good sky opacity,
they are relatively brief and thus much harder to take advantage of.

Logistics
The Amundsen-Scott South Pole station serves as a staging area and ‘base
camp’ for operations at Ridge A. Cargo and personnel travel to the South Pole via
conventional US Antarctic Program (USAP) logistics, typically by LC-130 cargo plane
from New Zealand by way of McMurdo Station. At the South Pole, personnel unpack,
test, and stage equipment for deployment to the field, while acclimating to the cold and
altitude. The South Pole Station’s considerable resources are also a valuable safety net
for last minute issues.
The High Elevation Antarctic Terahertz (HEAT) observatory was delivered to
Ridge A by a series of Twin Otter flights flown from the South Pole (see Figure 1.3).
With a refuelling stop at the AGAP South location (supplied with airdropped fuel by LC130’s out of McMurdo), each flight has an allowable cargo load of between 1500 and
2000 pounds. Total round trip travel time is roughly 10-11 hours, making day trips
relatively impractical without exceeding USAP regulations on air crew working hours per
day.
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The Twin Otter places significant limitations on the scale of projects that can be
supported easily. All cargo must be unloaded on site by hand through the side door
(4’8”x5’3”) of the Twin Otter, which set the overall size and weight of any individual piece
being transported. Additionally, the relatively small number of flights and total weight
allowed per flight limited crew size (4-5 passengers plus field/survival gear maxes out a
flight), total available power (every 100 watts of continuous power needed over the
winter requires roughly one full 400 lb. barrel of fuel) , and creature comforts (a typical
USAP insulated, heated tent weighs >1000 lbs).

Figure 1.3: Logistical path to Ridge A. Travel begins in Christchurch, New Zealand.
Passengers and science cargo fly (typically by LC-130) to the South Pole by way of
McMurdo station. From there, they can fly to Ridge A by Twin Otter, with a refuelling
stop at AGAP South.
Given the hostile environment and lack of resources at Ridge A, fabrication on
site was avoided wherever possible. So the three main components of the observatory engine module, electronics module, and telescope- were designed to be deployed as
almost completely assembled units. A few elements were strategically left out of these
units and installed in the field. Four barrels of fuel were shipped separately and pumped
into the engine module on site; several hundred pounds of lithium batteries were
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similarly installed on location. Lastly, the receiver cryostat, the heaviest part of the
telescope, was installed in the field, both to reduce the weight of the telescope during
shipping and to minimize the time spent warm and disconnected from a vacuum pump.
A larger mission would have soon overwhelmed this logistics chain. Much larger,
heavier loads could be flown direct from McMurdo by LC-130 (see Figure 1.4).
However, at an effective elevation of roughly 4650 meters (15,000 feet), LC-130’s on
skis would be unable to take off without the use of jet-assisted takeoff (JATO) ‘bottles’, a
system of solid rocket boosters developed by the Army to aid short takeoff and landing
and utilize undeveloped runways. As an alternative to landing, relatively sturdy supplies
(such as fuel and building materials) could be airdropped from LC-130 or the larger C-17
cargo jet.

Figure 1.4: Photos of loading the LC-130 “Hercules” (left) and Twin Otter (right)
airplanes, the two main modes of transportation to Ridge A. The LC-130 can carry
much more cargo, faster and further. Although both planes may be fitted with skis, the
Twin Otter is capable of operating at sites with less runway grooming, and can take off
at higher elevation sites.
Instead of using aircraft, Ridge A could be serviced by overland traverse, as is
done for Kunlun Station (the Chinese base at Dome A) roughly 100 km away. A future
international collaboration might see bulk cargo transported by land by the Chinese,
while passengers and critical cargo transported by air, supported by USAP.
Alternatively, the South Pole overland traverse (SPOT), which resupplies the South
Pole, could potentially detour to Ridge A. However, the ~1000 km from the South Pole
to Ridge A is much greater than the distance to Kunlun, and in the wrong direction for
SPOT.
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Infrastructure On-Site
The HEAT telescope receives power and its communications link (via the Iridium
satellite network) from PLATO-R (see Figures 5 and 6), a variant of the PLATeau
Observatory developed at the University of New South Wales and deployed at Dome A
and Dome F37. Smaller than its PLATO-A and PLATO-F siblings, PLATO-R was scaled
down to fit the weight and size limits of the Twin Otter, while providing roughly 150 Watts
of year-round electrical power to HEAT.
The heart of the system is the instrument module (IM), which contains much of
the support electronics. A large 20 kilowatt-hour lithium iron phosphate (LiFePO4)
battery bank provides stable power. The LiFePO4 chemistry (a newer variant of the more
common lithium-ion and lithium-polymer batteries) can withstand many charge cycles,
and operates well in the cold. The IM houses the 24VDC voltage converters and power
distribution bus, switchable by solid state relay. A pair of redundant supervisor
computers run the entire system, with a hardware watchdog to switch over control in
case of a failure. Three paralleled Iridium OpenPort modems and antennas (with ~100
Kbps bandwidth each) provide an internet connection to allow remote operation.
Although raw data is produced at too high a rate to upload, regridded maps produced on
site are much smaller and may be transferred by satellite. The IM is insulated to trap
heat produced by the electronics, ensuring an internal temperature close to +20C during
regular operation, regulated by heaters and fans as needed. However, if power is lost
the system will cool to ambient, so the entire system is designed to survive extreme cold.
The PLATO module produces power over the summer using conventional flat
solar panels. During the winter, PLATO is powered by two redundant ~2kW diesel
generators housed in the engine module (EM, see Figure 1.7). Since the available
power from the generators far exceeds the continuous draw from the observatory, they
run relatively hard and at a low duty cycle, switching on to recharge the battery pack in
the IM. This use case should minimize wear on the engines versus more hours at a
lower power output. The EM was designed to hold roughly 200 gallons of JP-8 jet fuel in
a bladder in its base, which may be slowly replenished from barrels arranged around it.
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Figure 1.5: Photo of the HEAT telescope and the PLATO-R instrument module (IM).
The IM is at center; at right is the four-sided solar panel array; at left, the HEAT
telescope. The engine module is not pictured (see Figure 1.7).

Figure 1.6: Photo of HEAT and the IM under maintenance. The IM unfolds to provide
access; the base holds the battery packs, with electronics mounted in racks above.
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Figure 1.7: Photos of the engine module (EM). At left: sealed up for the year, with
auxiliary fuel barrels for replenishing the internal tank. At right, a view under the cover
of the two Hatz 1B30 diesel generators that power PLATO-R and HEAT over the
winter. To avoid issues caused by diesel exhaust, the EM is located roughly 100
meters downwind of the rest of the system.

HEAT Telescope
The HEAT telescope (see Figures 8 and 9) was designed to survey as much of
the galactic plane and other star-forming regions as possible, with a simple low-cost,
high-reliability design that meshed well with the significant logistical restrictions. It was
important that the system be relatively modular, facilitating installation and servicing in
the field.

Figure 1.8: CAD model of the HEAT Telescope, with nominal beam shapes shown.
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Optical Design
HEAT has an unorthodox optical design, resembling the “Big Ear” telescope
developed by John Kraus for the Ohio State “all-sky” HI survey. Astronomical telescopes
are typically designed to rotate in two axes: modern systems typically point in azimuth
and elevation; older telescopes more frequently used an equatorial mount, aligning the
two rotational axes parallel and perpendicular to the earth’s rotational axis. Either way,
the motion stages are serial, i.e. that the entire structure enabling one degree of freedom
must be moved by the other. Such an arrangement contributes significant weight, cost,
and complexity, while reducing the maximum telescope aperture that may fit within a set
volume. Given HEAT’s purpose of surveying large areas of the sky versus tracking
specific objects, the supremely hostile environment, and logistical constraints
(particularly the size of the airplane cargo door), we decided to simplify to a single axis of
rotation. An electric motor points the telescope beam in declination, and we rely on the
rotation of the earth to provide movement in right ascension. Observations of areas of
interest are scheduled by local hour angle, building up 2D maps out of many 1D strips.
With a beam size of approximately 2.5 arcminutes, the Earth’s rotation moves the beam
across the sky by one beamwidth every 10/cos(dec) seconds, limiting integration time to
the order of seconds (depending on declination angle).
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Figure 1.9: The HEAT Telescope in the field. M1, the flat tipping mirror, is at top right.
At top left, is M2, an off-axis paraboloid. At center right is M3, an off-axis ellipsoid.
The cylindrical cryostat, containing two cooled Schottky diode mixers, is at center.
The RF backend, instrument computer, and other electronics are at lower left.

The primary mirror (M1) is flat, with an effective aperture of 60 cm. M1 is
attached directly to a geared motor with rotational axis aligned east-west. The motor is a
standard NEMA 34 stepper motor driving a 100:1 harmonic drive reducer rated for <9
arcsecond backlash. Light reflects off M1 at 90o and is directed to the stationary M2, an
off-axis paraboloid. M3 is an off-axis ellipsoid, which along with M2 acts similarly to a
Gregorian telescope (see Figure 1.10 and Chart 1.2). After M3, a wire grid polarizing
filter splits the beam into vertical and horizontal polarization components. Vertically
polarized light passes straight through the polarizer, entering the cryostat through a
quartz window and couples directly to the pyramidal feedhorn of a Schottky diode
heterodyne mixer. Horizontally polarized light is reflected at 90o by the filter and is
relayed by a trio of small mirrors two a second mixer. Since the rectangular waveguide
used to construct the mixer blocks is inherently linearly polarized, this polarizing filter
arrangement allows a second receiver to operate simultaneously. However,
manufacturability constraints for terahertz waveguide structures limits the system to use
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simple diagonal pyramid horn38, which introduces a ~10% cross-polarization
component39 that is lost to this filter. The net effect is still positive; if identical receivers
were installed, their combined mapping speed would be roughly 30% faster than a single
receiver without the polarization loss.
To calibrate the receivers, small squares of RF absorber material (with integrated
heater and temperature sensor) can be inserted via linear solenoid actuator into the
signal path just outside the cryostat windows.

Parameter

M2 parent

M3 parent

Radius of curvature at
origin (=1/c)

1908 mm

230 mm

Conic constant (k)

-0.958

-0.085

Offset from conic origin to
physical center of mirror

(Y,Z) = 553.7, 80.4 mm

Offset from conic origin to
edge 1

(Y,Z) = 31, -2 mm

Offset from conic origin to
edge 2

(Y,Z) = -185.9, -91.7 mm

Rotation angle

17.8 deg

23.5 deg

Chart 1.2: Optical prescription for the two large mirrors. M2 is parabolic in shape, M3
is ellipsoidal. The given numbers above assume an expression for conic shape of
𝑧(𝑟) = 𝑐𝑟 2 /[1 + √1 − (1 + 𝑘)𝑐 2 𝑟 2 ]
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The WR-1 rectangular waveguide size appropriate for 810 GHz signals is only 250 x 125 um in
cross section. A more ideal horn would require complex features on this scale: for instance, a
corrugated horn (a popular choice at longer wavelengths) would require transverse corrugated
ribs roughly 20 um wide and 100-200 um deep along the length of the horn.
39
Johansson, Joakim F., and Nicholas D. Whyborn. "The diagonal horn as a sub-millimeter wave
antenna." IEEE Transactions on Microwave Theory and Techniques 40.5 (1992): 795-800.
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Figure 1.10: Diagram of M2 and M3 compared to their parent conic sections.

Receiver System
The most sensitive coherent detectors at submillimeter wavelengths are
receivers constructed using superconductor-insulator-superconductor (SIS) and hot
electron bolometers (HEB) mixers (Walker 2015). Unfortunately, both are made from
type I superconductors (typically Niobium) which requires extremely cold temperatures
to operate, just a few Kelvin above absolute zero. Refrigerators capable of reaching
these temperatures are extremely inefficient, requiring orders of magnitude more power
than budgeted for the entire observatory.
The alternative to superconducting mixers is the Schottky diode, which can
operate at room temperature, at the expense of a significantly higher noise temperature.
To help reduce this hit to sensitivity, the mixers can be cooled; a highly efficient and
reliable Stirling engine cooler reduces the physical temperature of the mixers to
approximately 50K. The effect on sensitivity is significant; the cooled mixers show a
sensitivity increase of nearly 3x, as shown in Figure 1.11.
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Figure 1.11: Sensitivity of our 492 GHz Schottky diode receiver as a function of its
physical temperature. Since the mapping speed increases as the square of sensitivity,
cooling the receivers to ~50K allows mapping at nearly 10x the speed.
Local oscillator (LO) tones are produced by a phase-locked voltage controlled
oscillator fed into a series of frequency multipliers. As an added bonus, cooling the
mixers also cools the multipliers, which causes them to become more efficient. As each
frequency multiplier has an efficiency of just a few percent, this effect was critical to
enable pushing off-the-shelf components to higher frequency operation.
From the mixer, the intermediate frequency (IF) signal goes directly to a cold low
noise amplifier (LNA). Once amplified, the signal leaves the cryostat (see Figure 1.12)
and is routed to the electronics box, where it is further amplified and filtered. Lastly, the
signal is fed into the spectrometer, built around a high speed, 3 giga-sample analog to
digital converter and a powerful FPGA board (the ROACH board from the CASPER
group at Berkeley) that performs a real-time fast fourier transform. The resulting spectra
are written to a file with associated log data.
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Figure 1.12: At left, the sealed cryostat with dual windows visible. At right, the two
Schottky diode receivers mounted inside the cryostat. Light comes in from the left,
coupling by a feedhorn into a mixer in the left-most block. The downconverted signal
is amplified by a cooled amplifier bolted immediately adjacent to the mixer. The other
brass blocks to the right of the mixer contain a series of frequency multipliers, which
boost the LO tone up the required frequency.

Figure 1.13: Block Diagram of the HEAT Telescope.
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Figure 1.14: RF block diagram of the HEAT receiver.

Observing Strategy
The observatory operates in an on-the-fly (OTF) mapping mode, a common
technique for radio telescopes where the beam is continuously swept across the region
of interest. The back-end spectrometer streams short integration time spectra to disk,
with time and position noted. Once enough individual samples have been acquired, the
spectra can be averaged together to ‘regrid’ the data. OTF mapping maximizes
mapping efficiency of telescopes, primarily by minimizing loss of time waiting to damp
out oscillations from abrupt accelerations.
Heterodyne receivers used in astronomy are extremely sensitive, and
correspondingly prone to instability. Subtle variations in temperature, LO power, and
bias voltage, as well as vibration and standing waves, can produce significant changes
in the total gain of the system. Therefore the system must be frequently calibrated40 to
confirm the relationship between the arbitrary ‘counts’ reported by the spectrometer and
the true brightness temperature. This relationship is assumed to be linear, with a
The stability of a heterodyne system is typically characterized by the “Allen time”, which is the
maximum integration time possible before the drift in performance (i.e. correlated error) exceeds
the white noise, rendering further integration pointless. Schottky receivers like those in HEAT are
relatively stable, with stability on the order of ~ a minute. More sensitive SIS and HEB mixers are
much more sensitive and unstable thanks to their superconducting nature, and often must be
recalibrated every 5-10 seconds.
40
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relatively stable slope and fast changing offset. The two fit parameters can be
determined and tracked using the hot calibration load built into the telescope, and
strategic observations of cold, empty space. Roughly every minute, the telescope slews
several degrees off the galactic plane, where prior maps have established that there is
effectively no molecular gas. A reference scan in this location can safely be assumed to
contain nothing but background noise. While the telescope is travelling back and forth to
the reference location, the calibration load is inserted into the beam and a (relatively) hot
scan is taken.
Even at the best of times, the atmosphere is significantly opaque. As such,
calibrating the data requires knowing the brightness temperature of the sky, which is a
function of its opacity and ambient temperature. To measure the sky opacity, a ‘skydip’ is
performed roughly every hour, where the instrument scans through elevation to find a fit
for zenith opacity (𝜏). As the beam must pass through more airmass (A) at lower
angles, the effective opacity along a line of sight will be 𝜏𝜃 = 𝜏𝐴, and so we can fit the
measured data points to solve for 𝑇𝑎𝑡𝑚 and 𝜏:

𝑇𝑆 = 𝑇𝑎𝑡𝑚 (1 − 𝑒 −𝜏𝐴 ) ≈ 𝑇𝑎𝑡𝑚 (1 − 𝑒 −𝑠𝑒𝑐 (𝜃𝑧) 𝜏
An exact formula for 𝐴(𝜃𝑧 ) can be quite complex, but for the overwhelming majority of
zenith angles (𝜃𝑧 < 80o), a flat earth/plane-parallel approximation 𝐴 ≈ 𝑠𝑒𝑐(𝜃𝑧 ) is
sufficient.
As a last level of calibration, the telescope routinely observes several known
bright spectral line sources. These measurements help indicate if the system has any
long-term variability in performance that is not removed by the hot/cold calibration. They
also confirm that the telescope is pointing in the intended direction.

Data Pipeline
Raw “level 0” data direct from the spectrometer must be processed into
calibrated maps for it to have scientific value. This occurs in three steps: initial data
acquisition, calibration of individual spectra, and regridding into 3D data cubes. A block
diagram of this process is depicted in Figure 1.15.

Data Acquisition
Incoming level 0 data from the spectrometer is immediately timestamped and
annotated with relevant data from the observatory housekeeping log, such as the current
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pointing location. Since this step occurs as the spectra arrive, the priority is to keep the
total effort here minimal to ensure the processor is always ready for the next spectrum.
As CPU time allows, the instrument computer automatically performs the subsequent
steps on whatever data is in the queue.

Figure 1.15: A schematic overview of the data reduction pipeline. Incoming raw (level
0) data from the spectrometers is immediately tagged with housekeeping information
like system temperature and time. The resulting level 0.5 data is calibrated to produce
level 1 data, which can then be regridded to form the final level 2 map. All level 0.5
and 1 data is saved in case different calibration methods are desired in the future.
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Calibration
For a radio telescope, the received signal level depends on the properties of the
system and the atmospheric conditions, that must be measured and removed to arrive at
the ‘true’ signal level. When observing an empty region of space, the receiver will
measure a response 𝑉𝑜𝑓𝑓 of:41
𝑉𝑜𝑓𝑓 = 𝑔[𝛼(1 − 𝑒 −𝜏 )𝑇𝑎𝑡𝑚 + (1 − 𝛼)𝑇𝑎𝑚𝑏 + 𝑇𝑅𝑋 ]
Where 𝑔 is the V/K conversion factor the the receiver; 𝜏 is the sky opacity along
the line of sight; 𝛼 is the warm spillover efficiency; 𝑇𝑎𝑡𝑚 and 𝑇𝑎𝑚𝑏 are the atmospheric
and ambient temperatures, respectively (often assumed to be the same); and 𝑇𝑅𝑋 is the
noise temperature of the receiver, a measure of the amount of noise power produced by
the detector. Similarly, a measurement of a source will produce a response 𝑉𝑜𝑛 of:
𝑉𝑜𝑛 = 𝑔[𝛼(1 − 𝑒 −𝜏 )𝑇𝑎𝑡𝑚 + (1 − 𝛼)𝑇𝑎𝑚𝑏 + 𝑇𝑅𝑋 + 𝛼𝛾𝑇𝑆 𝑒 −𝜏 ]
Where 𝑇𝑆 is the effective source temperature, and 𝛾 is the coupling efficiency
between the telescope beam and the source42. Lastly, a local measurement of a
calibration load at ambient temperature produces a signal of 𝑉𝑐𝑎𝑙 = 𝑔[𝑇𝑎𝑚𝑏 + 𝑇𝑅𝑋 ]. If we
assume that 𝑇𝑎𝑚𝑏 = 𝑇𝑠𝑘𝑦 , combining these three measurements removes the
atmospheric contribution:
𝑉𝑜𝑛 −𝑉𝑜𝑓𝑓
𝑉𝑐𝑎𝑙 −𝑉𝑜𝑓𝑓

=

𝛾𝑇𝑠
2𝑇𝑎𝑚𝑏

=

𝑇∗𝐴
2𝑇𝑎𝑚𝑏

.

There is an important distinction between the ‘antenna temperature’ 𝑇 ∗𝐴 , which is
the (corrected) perceived brightness temperature along the line-of-sight and is agnostic
to the actual physical properties of the source, versus 𝑇𝑠 which represents the ‘true’
brightness temperature of the astronomical object, a more scientifically valuable number,
but one that requires understanding of the target’s shape. If we observed an object
smaller than the beam (such as a planet), 𝑇 ∗𝐴 will be less than the true source
temperature (i.e. ‘diluted’) as the system averages the signal with empty space. If we
knew the object shape relative to the beam a priori, this effect could be reversed by
changing 𝛾; but for studies of the ISM, objects are often as big or bigger than the beamand if they are not, their structure is usually unknown and thus impossible to correct.

41

Walker, Christopher K. Terahertz astronomy. Crc Press, 2015.
This parameter, often called the main beam efficiency, is dependent on elements of the
telescope design, including sidelobe levels and cold spillover.
42
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We also gain a factor of 2, since HEAT’s mixers (like many radio telescopes) are
double-sideband mixers. Since our mixer has inherently combined and superimposed
the upper and lower sideband RF signals (with frequencies of 𝑓𝑅𝐹 = 𝑓𝐿𝑂 ± 𝑓𝐼𝐹 ), the
implicit average occuring requires a 2x multiplier to get the ‘true’ signal.
Unfortunately, 𝑇𝑎𝑚𝑏 = 𝑇𝑠𝑘𝑦 is not always a safe assumption, especially in HEAT’s
situation where 𝑇𝑠𝑘𝑦 ≫ 𝑇𝑠 and 𝜏 ≈ 1, where a small error in 𝑇𝑠𝑘𝑦 will produce a very large
discrepancy. Instead, using fits derived from the skydip measurements we can find a
more accurate value for 𝑇𝑠𝑘𝑦 , as well as 𝜏, which allows us to solve the more general
equation,
𝑉𝑜𝑛 −𝑉𝑜𝑓𝑓
𝑉𝑐𝑎𝑙 −𝑉𝑜𝑓𝑓

=

𝛾𝑇𝑠 𝑒 −𝜏
𝑇𝑎𝑚𝑏 −(1−𝑒 −𝜏 )𝑇𝑠𝑘𝑦

⇒ 𝑇𝑠 =

𝑉𝑜𝑛 −𝑉𝑜𝑓𝑓 𝑇𝑎𝑚𝑏 −(1−𝑒 −𝜏 )𝑇𝑠𝑘𝑦
.
𝑉𝑐𝑎𝑙 −𝑉𝑜𝑓𝑓
𝛾𝑒 −𝜏

Assuming that 𝑇𝑎𝑚𝑏 and 𝑇𝑠𝑘𝑦 differ by some value 𝛥 = 𝑇𝑠𝑘𝑦 − 𝑇𝑎𝑚𝑏 , then this
implies a correction factor versus the simple assumption above of

𝑇𝑠,𝑡𝑟𝑢𝑒 = 𝑇𝑠,𝑎𝑚𝑏=𝑠𝑘𝑦

1
1+

𝛥

𝑇𝑎𝑚𝑏

[1 + 𝑒 𝜏 ]

Additionally, we can compute the noise level of the measurement by determining
the system noise temperature (𝑇𝑠𝑦𝑠 ), given by

𝑇𝑠𝑦𝑠 = 𝑇𝑅𝑋 𝛼𝑒 𝜏 + (𝛼𝑒 𝜏 − 1)𝑇𝑠𝑘𝑦 .
𝑇𝑅𝑋 is purely a function of the instrumentation (such as conversion loss in the
mixer or attenuation by the window into the cryostat) so it should be relatively stable.
Nonetheless, it is monitored by periodically heating the RF absorber paddle above
ambient to perform an internal hot/cold measurement that should be dependent only on
𝑇𝑅𝑋 - or at least, the contribution to 𝑇𝑅𝑋 from elements of the system that come after the
paddle in the light path (i.e. excluding the wire grid and radome material).
Even after calibration, spurious signals can be prevalent, and must be removed
or masked. Spectra typically have some residual background noise level, typically
caused by subtle variations in bandpass attenuation levels or standing waves. This
background can vary fairly rapidly with time (or be dependent on telescope position), so
calibration spectra may not completely remove it- each spectrum must be handled
individually. Thankfully, the spectral shape of this residual is typically smooth and broad,
predominantly made up of low order polynomial and sinusoidal terms. Since the
linewidth of astronomical sources is relatively narrow and objects of interest are largely
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confined to known frequency ranges (i.e. spiral arms in the galaxy), we can use
spectrometer channels unlikely to contain any astronomical signal (typically at the high
and low frequency extremes) to fit the baseline, and subtract it. Additionally,
spectrometer glitches or other transients (such as RF interference from the nearby
Iridium modems) occasionally produce large noise spikes in one or two channels; these
are relatively easy to automatically mask, as their power levels are far higher than
astronomical signals.
Raw spectral data is binned by channel number, as produced by the sample rate
and block size of data fed into the spectrometer’s discrete fast fourier transform. Using
the bandwidth43 of the spectrometer and the tuning of the LO, these channel values can
be converted to frequency. Comparing this frequency to the rest frequency of the line
being observed determines the redshift or blueshift of the signal, which corresponds to a
line-of-sight speed. Lastly, the date and target location is used to subtract away offsets
due to the Earth’s rotation and orbit around the Sun.
After all these steps are complete, the original arbitrary values of individual
spectra should now be calibrated in real units; this is our level one data.

Regridding
The RMS variation in brightness temperature (𝜎𝑇 ) for a coherent receiver can be
determined by the system noise temperature (𝑇𝑠𝑦𝑠 ), integration time (𝑡), and spectral
channel width (𝐵)44:
𝜎𝑇 =

𝑇𝑠𝑦𝑠
√𝑡𝐵

Given a typical system temperature of around 2500K and a spectral resolution of
roughly 1 MHz (corresponding to a doppler velocity resolution of around 500 m/s at ~810
GHz), then 𝜎𝑇 =

2.5
.
√𝑡

If our target noise level is approximately 0.1K, then each spatial

point on the sky needs 625 seconds of integration time. Since any given spot in the sky

43

The Nyquist sampling theory states an oscillating signal must be sampled by the analog to
digital converter at least twice per period to be accurately detected, so the maximum frequency is
fmax=fADC/2. A Discrete Fourier transform of N samples will produce a discrete spectrum, with
spectral power divided into N channels with spectral resolution of f adc/2N.
44
Walker, Christopher K. Terahertz astronomy. Crc Press, 2015.
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will be observable for under a minute per day45, each spot of a map must be made up of
dozens of repeated observations.
As a result, we require a considerable accumulation of individual spectra before a
useful map can be made. For a beam size of roughly 2.5 arcminutes, we want a map of
regularly spaced pixels with a half beamwidth between them, or roughly 50 pixels per
degree. The millions of spectra taken for the map are scattered irregularly throughout
the field, so for each point in the grid we perform a weighted average (using the shape of
the beam) of nearby spectra to determine the true spectra along that line of sight.
Spectra are also weighted based on the 𝑇𝑠𝑦𝑠 at the time of collection. The resulting
“level 2” data is a three dimensional cube of brightness temperature measurements.
Two of the axes are angle values (in this case, galactic latitude and longitude), and
velocity relative to the Sun.

Data Quality
The final maps can be statistically analyzed to confirm that they have the
expected noise level, and monitor for systematic error. As with baseline subtraction, a
common method is to examine areas in the spectrum outside of known areas of
emission (in this case, the galactic arms). Assuming that noise levels in each channel
will be roughly equivalent, then the noise in velocity channels of interest can be
extrapolated from empty channels. A 2D map of RMS noise (example plotted in Figure
1.16) shows the overall coverage of collected data points, and indicates areas of
potential transitory noise that may have snuck through the filtering. Additionally,
histograms (plotted in Figure 1.17) of pixel RMS noise value and underlying voxel values
can show the general trend and indicate outlier values.

Given Ridge A’s latitude, many objects never set and could be observed twice per day with
HEAT. However, the compact optical layout forces M3 into a position that vignettes the beam and
prevents full (180o) steering of M1, so not all such objects can be observed more than once.
45
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Figure 1.16: Spatial noise map of [CI] at 810 GHz over a square degree of the Galactic
plane near l=328o. At each pixel location, spectral channels unlikely to contain
astronomical data are analyzed to estimate the expected noise per voxel.

Figure 1.17: Noise distribution of our map of [CI] at 810 GHz over a square degree of
the Galactic plane near l=328o. At left, a histogram of RMS noise values for each
spatial pixel in the map. At right, a histogram of all values in the ‘dark’ areas used in
this analysis.
HEAT’s unusual observing strategy has advantages and disadvantages versus
conventional mapping in terms of systematic error. A typical observatory would break up
an area of interest into subregions, and complete observing each subregion before
moving on to the next. Since observing conditions can change moment-by-moment,
small errors in calibration can lead to discontinuities or other artifacts at the edges
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between these subregions. This leads to a dataset that is somewhat less selfconsistent; however, any uncorrected systematic error is ‘quarantined’ to a specific
region, preserving the trustworthiness of the rest of the map and likely making it easier to
notice (and possibly mask or correct). HEAT’s pseudo-parallelized system, building up
signal-to-noise over numerous scans and many days, means that sources of
uncorrelated, unbiased noise will be averaged out, leading to a more smooth, selfconsistent map. However, systematic errors will distribute evenly throughout much of
the map, making it harder to manually detect them, and biasing the entire data set away
from the ‘true’ values. As a result, HEAT’s maps are likely to be more self-consistent
than maps generated by other telescopes, but less consistent with data from other
telescopes.
To measure uncorrected error in flux calibration, HEAT routinely observes
several known bright sources. In Figure 1.18, it can be seen that HEAT reports a
moderately inconsistent brightness temperature that varies inversely with PWV. This is
likely a result of ice fog or ‘diamond dust’ that accompanies the period of higher
moisture. These airborne ice crystals will have an absorptive effect, increasing the
perceived opacity of the sky. Since the calibration process should largely account for
this added system noise temperature, the data collected will have a higher noise level
but should still be just as accurate. However, ice crystals will also have a scattering
effect, which is a much more difficult effect to measure and subtract. In essence, these
scattered rays are still somewhat likely to be heading out to space, but they are no
longer pointing towards the source, in effect causing a change in the beam coupling
parameter 𝛾 (i.e. broadening the telescope beamwidth or reducing Strehl ratio). Since
this scattering effect will effect 𝑉𝑜𝑛 more than 𝑉𝑜𝑓𝑓 , and have no effect on 𝑉𝑐𝑎𝑙 , it will not
cause much change in 𝑇𝑠𝑦𝑠 or otherwise be corrected in calibration, but nonetheless
cause a reduced brightness temperature to be reported.
To understand this flux calibration error, HEAT can use its observing of the
same bright, compact sources to providing a means of “bootstrapping” the calibration
from one observation to the next.
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Figure 1.18: Measured antenna temperature in the direction of NGC 3576 over a
hundred days in 2014, plotted along side the clear-sky precipitable water vapor, scaled
by a factor of 10. Since 𝑇𝑎 ∗ is produced by subtracting the cold sky signal, it should
not depend on atmospheric conditions; higher PWV should only increase scatter of
individual data points. However, there is a clear negative correlation between 𝑇𝑎 ∗ and
PWV. While major deviations (such as the event around day 160) are easily caught
and accounted for, there remains a residual uncertainty of ~20% in the final data.

Data Products
To date, HEAT has produced nearly ten square degrees of high quality maps of
810 GHz [CI] emission from the inner galaxy, which has been the primary focus of the
instrument and initial data releases. There are two 1x1o maps centered on the galactic
plane at galactic longitude l=328.2o (see Figure 1.19) and l=332o. There are also nine
diagonal strips at constant declination ranging from l=300-343o. Other data products still
being analyzed include observations of the lower energy [CI] line at 492 GHz, the CO
J=7->6 line at 806.5 GHz, the [NII] line at 1461 GHz, and the 12CO J=13-12 line at 1497
GHz. All the data from HEAT is posted online at soral.as.arizona.edu/HEAT/data for
unrestricted use by the astronomy community.
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Figure 1.19: Position-Velocity Maps, showing average brightness temperature over
Galactic latitude |𝑏| < 0. 5𝑜 . At left, [CI] emission at 810 GHz. Center is 12CO J=1->0,
right is 13CO J=1->0, both observed at the Mopra telescope in Australia.46 Mopra data
has been smoothed to match the spatial resolution of the [CI] data.

Data Analysis: C:CO Ratios
Models of the PDR regions on the surface of molecular clouds suggest47 that the
ionized, neutral, and molecular forms of carbon exist in relatively distinct and exclusive
areas at varying depths into the cloud. As such, ratios of C+/C/CO should be a valuable
tracer of depth, often expressed in terms of visual extinction, Av (see Figure 1.20).
However, such an analysis is complicated by the clumpy, fractal nature of PDRs48, which
significantly boosts the surface area of molecular clouds. Analytical theory predicts
neutral carbon exists in a relatively narrow range of Av, so its total abundance is more
dependent on surface area than total mass. The fractal nature helps ensure that specific
observations do not correspond to any single component of the PDR; we must assume
that every voxel is likely averaging over a large variety of conditions. HEAT’s relatively
large ~2.5 arcminute beam at 810 GHz further contributes to an averaging effect. The

46

Burton, Michael G., et al. "The Mopra southern galactic plane CO survey." Publications of the
Astronomical Society of Australia 30 (2013).
47
Hollenbach, David J., and A. G. G. M. Tielens. "Photodissociation regions in the interstellar
medium of galaxies." Reviews of Modern Physics 71.1 (1999): 173.
48
Elmegreen, Bruce G., and Edith Falgarone. "A fractal origin for the mass spectrum of
interstellar clouds." The Astrophysical Journal 471.2 (1996): 816.
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net effect is that to first order, [CI] emission is well correlated to CO emission (see Figure
1.21). However, there are notable exceptions to this trend that are worth exploring.

Figure 1.20: Calculated density, temperature, and luminosity within a modeled
photodissociation region, reproduced with permission from Hollenbach and Tielens
(1999). Illuminated from the left by the interstellar radiation field, increasing opacity
ultimately allows H2 to form at Av ~ 1-2. Once hydrogen becomes molecular, C+ soon
follows; producing a significant fraction of neutral carbon around Av ~3-5. Ultimately,
CO dominates at Av > 5. Since neutral carbon abundance is dwarfed by C+ or CO
outside Av ~4, C should be an effective tracer of this outer shell of molecular clouds.
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Figure 1.21: Correlation between 13CO J=1-0 and [CI] J=2-1 emission per voxel in a
1ox1o map of the plane of the Milky Way centered near b=328o. The ratio is roughly
1.5:1 13CO:[CI], but with a significant number of points with [CI]>13CO. All data points
<0.2K have been masked.

Early Stage Molecular Cloud Formation
A key focus of current ISM studies is to better understand the lifetime of
molecular clouds, and the physical processes that create, sustain, and destroy these
clouds.49 This lifecycle is a critical element to understanding the long-term evolution of
galaxies and is a point of significant contention in the scientific community. There is
considerable uncertainty as to the relative importance of various proposed processes
that create the initial density perturbations that lead to cloud formation50. It is possible
that clouds form from the bottom-up, with collisions of small pockets of HI slowly
accumulating in mass until a gravitational tipping point is reached. This process is
considered to be rather slow, but may be underestimated given the considerable amount
of ‘dark’ gas that is believed to exist at low extinction that is poorly probed51 by CO.
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There are also proposed top-down, galaxy-scale mechanisms for cloud formation, such
as gravitational instabilities driven by spiral arms. Either way, finding and characterizing
molecular clouds as early as possible in their lifetimes should help provide a smokinggun for how they were formed.

C:CO as a Proxy for Cloud Age
While theoretical studies of steady-state molecular clouds show neutral carbon in
a thin shell with typically small overall abundance versus C+ and CO, those that focus on
molecular clouds forming from HI suggest a considerable time period where C is
significantly more prevalent than its final equilibrium fraction. For instance, Goldsmith
and Li52 propose a model for atomic to molecular hydrogen formation that is relatively
slow, requiring at least a million years (and as much as 108 years for lower density gas)
for a dense cloud with 100% HI to reach steady-state H2 content. Crucially, they predict
that the rate-limiting arises primarily from the relative difficulty of producing H2 on the
surface of dust grains, rather than dissociation from the interstellar radiation field. As
such, a relatively diffuse cloud of atomic hydrogen slowly converting to H2 should form
sufficient neutral carbon to be visible in [CI]; and the relatively slow process should imply
a relatively large probability of finding these young clouds in [CI] before they are
observable in molecules requiring the presence of greater H2 column density such as
CO. Similarly, time-domain simulations by Lee et al.53 of clumps in relatively quiescent
space show the same trend, regardless of whether the starting hydrogen was 100%
atomic or molecular. A relevant slice of fractional abundances from one simulation is
shown in Chart 1.3. If the ratio of C to CO truly has such a significant time dependence,
then a large-scale survey of neutral and molecular carbon emission should be a powerful
tool to find early stage molecular clouds.

52

Goldsmith, Paul F., and D. Li. "HI narrow self-absorption in dark clouds: correlations with
molecular gas and implications for cloud evolution and star formation." The Astrophysical Journal
622.2 (2005): 938.
53
Lee, H-H., et al. "Photodissociation of H2 and CO and time dependent chemistry in
inhomogeneous interstellar clouds." Astronomy and Astrophysics 311 (1996): 690-707.

56

Species

104.5 years elapsed

106 years elapsed

Steady state

C

5×10-5

1.8×10-5

2.9×10-6

CO

1.7×10-6

4.4×10-5

6.3×10-5

Chart 1.3: Evolution over time of fractional abundance of C and CO in a quiescent,
initially neutral atomic cloud, reproduced from Lee et al. (1996). Note that C is
predicted to outnumber CO nearly 30:1 in early times, but after ~106 years, CO has
overtaken C by roughly 2.5:1. Long term, CO outnumbers C by more than 20:1.

Searching for Clouds with High [CI]:CO with HEAT
Unlike prior studies of [CI] emission (especially the 2-1 line) that have generally
been highly targeted, our large scale unbiased survey allows statistical analyses of these
objects to get a better sense of their history and other properties.
How many are there, and what are their typical masses? What fraction of the
galaxy’s molecular gas exists in these objects? If all molecular gas must pass through
this phase in its lifecycle, we should be able to estimate the fraction of time spent in
these early clumps from the fraction of the total ISM mass found within them.
Where are they, and what can trends in their locations tell us about where they
like to form? Younger populations will not have had as much of a chance to evolve or
drift from their birth places, so it should be possible to identify if a suspicious number are
located e.g. at the leading edge of spiral arms.
The first step is to identify potential candidates. This can be done visually, using
maps of the [CI]:CO flux ratio to emphasize regions with unusually large amounts of [CI]
emission that may be of interest. The 115 GHz J=1-0 line of CO (observed at the Mopra
telescope, see Burton et al. 2013) is the most spatially extended and universally visible
of the CO lines which is ideal for avoiding false positives, where CO emission is lower
because of e.g. cold temperatures rather than an inherently low prevalence of CO
molecules. Unfortunately, an inherent problem of plotting [CI]/CO is when the line
intensity of [CI] or CO approaches zero, the ratio becomes erratic. One solution to this
problem is to produce hue-saturation ‘Evans’ plots, where data points fade away with
diminishing signal-to-noise, queuing the viewer that those values are of less significance.
An example of such a map is shown in Figure 1.22, where the ratio map emphasizes the
stronger-than-average [CI] emission on the western edge of the cloud.
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Figure 1.22: Comparison of [CI] emission at 810 GHz and 13CO emission at 115 GHz
for a single channel spectral slice (0.5 km/s channel width). The top row shows maps
of [CI] and CO emission. At bottom left is the ratio of [CI] to CO emission, where color
saturation is set by [CI] to indicate trustworthiness. The color and saturation
correspondence to flux ratio and [CI] signal to noise is shown at bottom right. In this
map, it is clear that 13CO is much brighter than [CI] in dense clumps, but [CI] is
stronger at the edges of clouds and in smaller, fainter clumps.

Analyzing Candidate Clouds
Once candidate objects have been found from line ratios, they may be analyzed
in more depth to determine their underlying properties and try to determine the likelihood
they may be one of our target young clouds. One example region of interest is centered
at l=328.61, b=0.36. From its Doppler shift of vlsr= -108 km/s, this relatively isolated
clump is likely to be located in the near side of the Norma spiral (see Figure 1.23) at a
radial distance of roughly 8 kpc. Given this distance and its total extent of roughly 10’, it
is likely to be roughly 25 pc across. It shows a [CI]:CO luminosity ratio that is significantly
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larger than the mean, as well as a relatively large geometric offset in [CI] and CO
emission (see Figure 1.24). To begin, we will analyze the region using two common
methods for converting measured CO flux into estimates of total mass.

Figure 1.23: Graphic of the G328 field versus the Milky Way, with estimates of arm
locations, from Burton et. al (2015)54. The cone is color-coded by Doppler shift,
estimated from galactic rotation curves. The nominal center and edges of four spiral
arms is also shown. At l=328o, our line of sight crosses the Norma arm once, and the
Scutum-Crux and Sagittarius arms twice, each time at slightly different Doppler shifts.
Milky Way arm locations based on work from Vallée55.
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To estimate CO column density, it is typical to use the isotope ratio to solve for
excitation temperature (𝑇𝑒𝑥 ) and opacity that would produce the expected line. Given
that 12CO is frequently optically thick, the 12CO J=1-0 line brightness is often assumed
to be roughly equivalent to 𝑇𝑒𝑥 , the 𝜏 → ∞ limit56. However, given that this is a relatively
small clump with low column density, as well as the significant beam dilution from our
relatively large beam size, this is not a safe assumption. The 12CO luminosity does not
exceed 4K in this area, even though it is generally believed (e.g. see above Figure 1.20
from Hollenbach and Tielens (1999)) that CO, especially at low Av, should be warmer.
Instead, we assume that 𝑇𝑒𝑥 ≈ 10𝐾. Since 12CO is so often opaque, we can use the
luminosity of the 13CO isotopologue, which is sampled with good signal-to-noise and is
far more ideally assumed to be optically thin, and as 𝜏 → 0, received power becomes
linear with column density of radiators so beam dilution and smearing become less of a
problem. Given these assumptions, the opacity of 13CO (𝜏13 ) can be derived from
radiative transfer by using the excitation temperature to determine the relevant energy
level populations. As such, 𝜏13 is given by:
𝜏13 = −𝑙𝑛 [1 −

𝑇𝐵
[(𝑒 5.3/𝑇𝑒𝑥 − 1)−1 − 0.16]−1 ].
5.3

Once we know the opacity of 13CO, it is straightforward to determine the column
density:
𝑇

𝑒𝑥
𝑁13𝐶𝑂 = 3.0 × 1014 × 1−𝑒 −5.3/𝑇
∫ 𝜏13 𝑑𝜈.
𝑒𝑥
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Figure 1.24: Maps of a faint molecular cloud centered at l=328.61, b=0.36. Relatively
isolated from other objects, it has unusually strong [CI] emission.
Now that we have an estimate for the amount of 13CO in the cloud, we can
extrapolate to total CO using a presumed 12C/13C isotope ratio. This is a value that has
a fair amount of scatter, given the various physical and chemical processes in the ISM
that preferentially affect one isotope (such as condensation on dust grains), as well as
the likelihood that 12C and 13C are unevenly produced in different nuclear fusion/fission
processes (triple-alpha stellar fusion prefers 12C, nova explosions produce significant
13C)57. The main trend in Galactic 12C:13C is between the inner and outer galaxy. For
this source given its Galactic radius of ~5kpc, surveys of CO suggest a ratio of 30-4058,
while studies of CN predict a ratio between 25-7559. The last conversion factor is the
CO:H2 particle ratio, which thankfully appears to better behaved, ranging around 1.52.5×10-4 in a variety of environments in the Milky Way with high Av (>10), where the
carbon is predominantly molecular60.
Putting all these factors together yields a mean column density in the region of
roughly 1.1x1015 molecules of 13CO per cm2. Assuming N12CO/N13CO ~ 40, that means
the average column density of total CO in the cloud is ~4.3x1016 cm-2. Given the
projected size of the beam, this corresponds to a total CO mass of 4.9 Msun in the cloud.
Using a H2:CO particle ratio of 5×103 would estimate a total molecular hydrogen mass
of roughly 1750 Msun.
A faster method to estimate the H2 column density across larger regions is to
use XCO, a linear conversion factor which directly converts integrated intensity of the
12CO J=1-0 to H2 column density. Given all the potential variables, one might
pessimistically expect such a simple empirical approach to be largely worthless, but the
‘X-factor’ has proven remarkably accurate, even when applied to distant, poorly resolved
galaxies. A common estimate for XCO is 2×1020 N(H2)/cm2:K×km/s, which is claimed to
be accurate to roughly 30% within the galaxy, and within a factor of two for other, more
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distant galaxies61. This subfield has a mean integrated intensity in 12CO of 5.8 K×km/s,
which would imply average N(H2)~1.2×1021 cm-2 for a total H2 mass of ~9700 Msun. By
comparison, the analysis above predicts a total mass of 1750 Msun from CO emission
alone. It is reasonable for these answers to disagree, since most molecular clouds from
which the factor is derived are more optically thick to CO than our target population.
A similar analysis could be performed using the [CI] line. Assuming that the line
is optically thin, and using the formulation from Romano et al.,62 we have:
𝑁[𝐶𝐼] = 𝛽 [1 −

𝐽(𝑇𝑐𝑚𝑏 ) −1
] 𝑄(𝑇𝑒𝑥 )𝑒 𝑇𝑢 /𝑇𝑒𝑥 ∫ 𝑇𝑆 𝑑𝑣
𝐽(𝑇𝑒𝑥 )

Where 𝛽 is a constant factor of 9.5x1014; Tu =62K is the temperature of the higher
energy level; J(T) is the rayleigh-jeans approximation at temperature T; and Q is the
partition function. Lacking a good in-situ temperature probe, we must again assume a
temperature for the gas. Since we expect C to exist closer to the edge of clouds, it is fair
to assume that the temperature will be higher; we will assume an excitation temperature
of 50K. In this case, we have a total neutral carbon mass of 0.55 Msun. Put another way,
in this area we have (𝑁𝐶 + 𝑁𝐶𝑂 )/𝑁𝐶𝑂 − 1 ≈ 26% more neutral carbon (and therefore
likely 26% more H2) than the CO would lead. On a pixel-by-pixel basis, this ratio varies
significantly, as high as 𝑁𝐶 /𝑁𝐶𝑂 = 2.2 (see Figure 1.25 below).
Like 13CO, [CI] is very likely to be optically thin; however, the excitation
temperature is far more critical, and less well understood. For CO, it is typically fair to
assume that the gas density is high enough for CO to near local thermal equilibrium
(LTE), i.e. that the kinetic and excitation temperatures are equal. Since neutral carbon is
expected to exist in the outer shell of the PDR where density is relatively low, it is very
likely that C is sub-thermally excited, which means that Tex will be dependent on the local
(volume, not column) particle density, which we do not know. Additionally, the CO J=1
excited state that produces the 115 GHz line is relatively easy to excite with cold gas,
since ℎ𝜈/𝑘𝑏 ≈ 5𝐾. The consequence is that all the terms above with exponentials of
ℎ𝜈/𝑘𝑏 𝑇𝑒𝑥 are relatively negligible making 𝑁𝐶𝑂 less dependent on 𝑇𝑒𝑥 . However, for [CI]
at 810 GHz these exponential terms are no longer negligible, so the derived 𝑁𝐶 will vary
far more considerably with changes in 𝑇𝑒𝑥 . Since colder gas emits less, the inferred
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column density must go up in this situation. As such, it is likely fair to view the 𝑁𝐶
derived above as a lower limit: if 𝑇𝑒𝑥 ([𝐶𝐼]) = 30𝐾, then 𝑁𝐶 nearly doubles; if 𝑇𝑒𝑥 ([𝐶𝐼]) <
21𝐾, then 𝑁𝐶 > 𝑁𝐶𝑂 over the region. While 𝑁𝐶𝑂 is also vulnerable to this source of error,
it is far less problematic; if we halve 𝑇𝑒𝑥 (𝐶𝑂) to 5K, the calculated column density only
goes up by ~12%. A small clump early in its lifetime is unlikely to have a cold kinetic (i.e.
H2) temperature, but it is quite likely to have a low density, so 𝑁𝐶 could be much higher
than the lower limit established here.

Figure 1.25: Map and histogram of 𝑁𝐶 / 𝑁𝐶𝑂 per voxel in the l=328.61, b=0.36 region,
assuming 𝑇𝑒𝑥 ([𝐶𝐼]) = 50𝐾, 𝑇𝑒𝑥 (𝐶𝑂) = 10𝐾, and 𝑁𝐶𝑂 = 40 × 𝑁13𝐶𝑂 . While the single
𝑁𝐶 / 𝑁𝐶𝑂 > 2 point may well be somewhat exaggerated by ‘lucky’ noise, it must
nonetheless be quite high: 4 of the other 7 voxels with 𝑁𝐶 / 𝑁𝐶𝑂 > 1border it.
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Figure 1.26: Integrated intensity (in K ×km/s) maps of a CO faint cloud at l=328.61,
b=0.36. The 810 GHz [CI] line is quite bright with relation to 13CO.
Ultimately, perhaps the strangest characteristic of this object is the asymmetric,
double-peaked nature of it. The Southwest peak is relatively bright in [CI], with a peak
line brightness around 0.7K. As would be expected from models and simulations, this
peak in [CI] 2-1 emission is accompanied by a corresponding peak in CO, at ~4K in
12CO and 0.8-0.9K in 13CO. However, the Northeast peak has comparable [CI]
brightness, yet just ⅔ the brightness in both CO lines, meaning that [CI] is actually
brighter in the peak than 13CO, which is quite unusual. This leads to a big difference in
calculated column density: the Southwest peak has a max C+CO column density of
~3×1016 cm-2, and is roughly 16% neutral; while the Northern peak has a max C+CO
column density of ~6×1015 cm-2, and almost parity between C and CO column density.
It would seem difficult for the models to describe such a significant position offset
between the [CI] and CO emission in a single structure; they generally have [CI] J=2-1
and CO emission tightly spatially correlated. What we may be seeing in this region is
two (or even three) small clumps, each with their own physical conditions and historywhich would allow them to have different age related C:CO ratios. They may be entirely
unrelated, or possibly in the process of merging. However, the high [CI]/13CO ratio may
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have other possible explanations. Numerical simulations from Glover et al. (2016)63
studied a range of parameters, including interstellar radiation level, metallicity, and
cosmic ray flux. Given the moderate proximity to the galactic center, a stronger
radiation/cosmic ray background is not unreasonable, and would preferentially suppress
CO formation. Given the candidate clumps’ proximity to each other however, it is hard to
justify a significantly different background radiation level- and a search in the SIMBAD
astronomical database64 does not suggest there are any nearby objects (i.e. O/B stars)
that might be strongly affecting the clumps. Catching the cloud earlier in its life is
perhaps the most interesting solution; Glover (2016) worked several models of clouds
that showed higher XCO ratios and lower XC ratios earlier in their lifecycle, which would
better fit the measured integrated intensity ratio. Similarly, simulation results from
Tachihara65 also show that young molecular clouds have far less total CO.
The best way to confirm this object as a young molecular cloud requires followup observations to determine that the high [CI]:CO intensity is in fact a result of a
corresponding imbalance in NC:NCO rather than being a ‘fluke’ of excitation. Observations
of the 492 [CI] line would probably be ideal, as the ratio of the two [CI] lines is directly
related to the excitation temperature. Additionally, the critical density of [CI]1-0 is much
closer to the CO 1-0 lines66, which will help show if our observations are a result of local
density statistics. Observing a higher J CO line would be a good alternative, as they
have higher critical densities and characteristic temperatures, more closely related to
[CI] 2-1. So, if the higher J line is relatively bright in relation to CO 1-0, then we know
that the local conditions are (at least somewhat) responsible.
Lastly, observing C+ would be an interesting addition to this analysis. The [CII]
line at 1.9 THz is seen throughout the neutral (hydrogen) phases of the ISM, but has a
relatively high critical density (in comparison to typical conditions in the neutral phases).
It is therefore extremely bright in the outer shells of molecular clouds where C and CO
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are rare, providing the last missing piece of the molecular hydrogen puzzle. Like C, C+
is also predicted to be a greater fraction of the total carbon in young clouds.
A catalog of (candidate) young/forming molecular clouds like these, which would
largely go unnoticed in traditional CO surveys (or written off as being far less massive
than they truly are), should be a powerful tool to understand the lifecycle of the ISM. To
confirm the abundance ratio estimates, additional observations are needed at
complimentary lines. However, this is exactly what HEAT was designed to do- by
building large maps and identifying sources for follow up observations, we can maximize
the value of limited time with other telescopes like GUSTO, SOFIA, or ALMA.

Conclusions and Lessons Learned
HEAT was an ambitious project, seeking to develop a robust, self-reliant, and low
cost terahertz observatory in possibly the most remote and inhospitable location on
Earth. It was the second ground-based Terahertz telescope in Antarctica (after the
AST/RO telescope at the South Pole) and among the first telescopes constructed on the
high plateau summits (Dome A, Dome C, and Dome F). HEAT’s results prove these
sites (and Ridge A in particular) as having unparalleled value for the most difficult farinfrared observations. Additionally, the PLATO/HEAT system demonstrated the viability
of deploying an affordable, self-contained system of substantial scientific value without
being tied to an existing field site (as is the case for prior USAP astronomy based at the
South Pole) or requiring major, ongoing logistical commitments from a national Antarctic
program (as is the case at Concordia, Kunlun, and Fuji stations).
Unfortunately, not all went according to plan. Perhaps the greatest issue was
caused by the diesel generators, whose reliability was significantly lower than expected.
As a result, the observatory never managed to make it through the winter without the
engines failing, shutting down the observatory until the sun rose in the spring. The
engines had enormous, as-yet-unexplained variability in lifetime; several failed almost
immediately, while others managed far better. As a result, the overall length of dieselpowered operation over the winter varied significantly, from as little as a couple weeks to
nearly the entire winter. It is perhaps a testament to the high quality of the site that the
mission was relatively successful despite the instrument being powered down for most of
the best observing conditions, deep in the winter. Additionally, despite not being
intended to do so, the observatory survived numerous long, deep freezes. After all but
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one winter, PLATO woke up fully functioning when the Sun rose, running direct off solar
power until enough heat could be generated in the IM to warm the batteries to a safe
charging temperature. HEAT also survived the extreme cold relatively unharmed, and
was able to resume observing in the Spring on several occasions.
Unattended generators in hostile environments will always be a source of risk,
but there are numerous lessons learned for future projects. Field testing in realistic
conditions will be more strongly pursued to ensure the engine designs can handle the
cold and altitude. Wind turbines could reduce the total power required to be produced
from the generators over the winter. Perhaps most critical is thermal management for
the engines. Diesels have a relatively narrow (and hot, relative to Antarctic winters)
acceptable temperature range for intake air, so ambient air must be heated. If the
engine compartment is sealed and insulated, the air is warmed for free by waste heat;
however, the module can quickly overheat. If the compartment is left relatively
uninsulated, overheating is not a problem, but then the facility needs to waste significant
electrical power to keep the generators from freezing, or idle them purely to produce
heat. PLATO-R tried to find a balance point, but frequently erred one way or the other,
contributing to accelerated wear and tear on the machines.
Another issue that arose was the difficulty of ensuring that the cryostat was
properly aligned to the rest of the optics. In particular, the relay optics (that reimage the
beam reflected off the wire grid into the second receiver) required fast optics both
outside and inside the cryostat due to the relatively cramped geometry of the cryostat
and telescope dome. Since a new cryostat was brought from the lab and swapped with
the old one every year, end-to-end optical alignment ahead of time was impossible.
Once in the field, ⅔ of the relay optics were sealed and inaccessible. With an extremely
limited time in the field, and the telescope’s single axis design unable to point
continuously at a bright calibration source, the alignment of this optical path was often
suboptimal. This issue is largely a result of changing the logistical plan for servicing the
observatory. The original intention was to completely swap the observatory with a
(largely identical) duplicate. However, the added costs (both in direct science costs and
logistics) made this plan untenable, so only the cryostat was swapped. When planning
for future projects, this issue is a reminder that the difficulty of performing complex tasks
in the field can rarely be exaggerated.
Lastly, manufacturing difficulties at the mixer manufacturer meant that the 1.4
THz receiver came late, and we never got the 1.9 THz receiver we intended to install.

67
Additionally, a tuning glitch with the phase-locked loop of the 810 GHz LO system
meant that for much of the campaign the 810 GHz mixer could not be tuned to put both
[CI] and the CO 7-6 line in the IF simultaneously, as was intended.
Nonetheless, given the extraordinary difficulty of observing this line at any other
site in the world, the ten square degrees observed by HEAT represents a significant
success- and hopefully just the first of many from Ridge A. However, despite the
unbeatable clarity of the atmosphere above the high Antarctic plateau, there remain
numerous astronomical emission line features that cannot be seen from the ground
anywhere on earth at any time. For observing at these wavelengths, a telescope must
be launched into orbit, or carried into the stratosphere aboard a high-altitude balloon.
Numerous such observatories have been built, but must always content with severe
limitations on mass and volume. In the next chapter, I discuss my work on developing a
deformable mirror design to enable the use of inflatable balloons as large primary optics
for the next generation of airborne observatories.
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Chapter 2: Active Optical Correctors for Large
Inflatable Telescopes67
Introduction
Large apertures are essential for low power, high data-rate radio communications
as well as high-resolution remote sensing. However, monolithic mirrors are heavy and
voluminous: two major issues for spacecraft, given that launch costs scale with mass
and volume. Communications antennas frequently accommodate this issue with folded,
deployable antennas, often with a design similar to a household umbrella. Unfortunately,
these designs are typically mechanically complex (and thereby prone to failure, such as
with the high gain antenna on the Galileo mission), and frequently only collapse well in
one axis, so they still require a relatively large storage compartment. Furthermore, while
these deployable antennas are significantly lighter than a solid mirror, the structural ribs
and mechanisms may still represent a substantial fraction of the weight budget of a
satellite.
At shorter wavelengths, there has also been some exploration of deployable
optics, most notably the James Webb Space Telescope (JWST), which uses
conventional (rigid) mirror panels with a three-part folding mechanism. An inflatable
spherical reflector made from one or more thin dielectric membranes is an attractive
alternative to conventional parabolic systems and represents a significant improvement
in mass, stowed volume, and complexity of deployment. Balloon reflectors offer the
possibility of an order-of-magnitude increases in aperture size at significantly reduced
Cost.
The inflatable spherical reflector could vary from the ideal shape for a number of
reasons. Seams will produce mid to high spatial frequency errors; changes and
gradients in temperature will cause low-spatial-frequency warping; and maneuvering of
the system will cause oscillations that may be slow to damp in a vacuum.
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Figure 2.1: The Large Balloon Reflector concept design in flight. The telescope is itself
a balloon, spherical in shape, metalized on one side and anchored to the top of a
carrier balloon via a rotating azimuth plate.
Relatively long-wavelength applications, such as telecommunications at X or Ka
band, can likely neglect these issues, but terahertz and infrared telescopes must correct
for these errors using active correcting optics.
Such correctors would bear similarities to conventional active and adaptive optics
used on large ground-based telescopes. The most significant differences are associated
with the required range of motion, reaction time, and the control loop. In this paper, we
present an analysis of the requirements for a deformable mirror that would be able to
perform this task, as well as the design, construction, and testing of a lab prototype.

Observatory Overview
In the Large Balloon Reflector concept study68(see Figure 2.1), the telescope is
itself a balloon, spherical in shape, metalized on one side and anchored to the top of a
carrier balloon via a rotating azimuth plate. The carrier balloon can be either a zero
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pressure or super pressure balloon that serves as both a stable mount and a radome for
the inner balloon reflector. Light from space (or the atmosphere or ground) first passes
through the ∼2 mil thick polyethylene skin of the carrier balloon and then through the ∼1
mil thick Mylar side of the inner balloon. Together these layers have less than eight
percent absorption at submillimeter wavelengths, according to lab tests69. The incoming
light encounters the aluminized, spherical, back surface of the inner balloon and is then
focused into an instrument module containing a spherical corrector followed by a
receiver system. To achieve the performance of a 15 meter parabolic reflector, a 20
meter diameter inner balloon can be used with a modest size (∼1 meter) spherical
corrector. For acceptable aperture efficiency, the inner balloon needs to hold its
spherical figure to better than 1/16 of the wavelength of interest. The surface roughness
should be less than 1/30 of the wavelength.
The primary science goal of LBR is to observe the ground state rotational
transition of ortho-water at 557 GHz, which is blocked by atmospheric water vapor even
at the cruising altitude of the SOFIA airborne observatory70. However, at altitudes > 120,
000 ft water absorption lines become sufficiently narrow that small Doppler shifts, such
as those created by the motion of the earth around the Sun, can shift astronomical
signals out of the atmospheric absorption band. Such an observatory would be a
powerful tool for studying the nature of water in the universe. Within our solar system,
LBR would follow up on discoveries from the Herschel Space Observatory71, and enable
significantly better understanding of the prevalence and dynamics of water vapor in
planetary atmospheres, as well as the nature of icy comets. Within our galaxy, maps of
water in molecular clouds would provide great insight into the formation of stars and
planets72; while pointed observations of exoplanets could identify those potentially
capable of supporting life.
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Due to the lack of both residual water vapor and the distorting effects of gravity, a
space-based version of LBR (e.g. Terahertz Space Telescope (TST)73) would be even
more sensitive and, in some aspects, easier to realize.
An Off-axis Gregorian corrector design similar to that used in the 300 meter
Arecibo radio telescope has been explored and shown to be a promising option for use
in LBR74. More recently, an on-axis corrector similar to the Hobby-Eberly Telescope has
also been explored75, (see Figure 2.2). Either spherical corrector design would likely be
modified to add a nominally flat deformable mirror at a pupil plane (although we have
explored replacing one of the existing static mirrors as well), that would distort on a oneto-one scale with the primary mirror to cancel whatever error exists in the thin membrane
making up the primary mirror.

Figure 2.2: Schematic of a four-mirror spherical corrector based on the Hobby-Eberly
Telescope. A deformable mirror could be used in place of one of the existing mirrors
as-is, or with a modified system to make the deformable mirror nominally flat.
Alternately, a flat deformable mirror could be added as an additional mirror, for
instance at the exit pupil roughly halfway between M5 and the focal plane.

Prior Work
In astronomy, active subreflectors are perhaps most frequently associated with
near-infrared telescopes seeking to correct for atmospheric seeing. However, they are
73

Walket, Christopher K., et al. "Spherical reflectors for space based telescopes." 2017 IEEE
MTT-S International Microwave Symposium (IMS). IEEE, 2017.
74
Cortes-Medellin, German, et al. "Optical design for the large balloon reflector." SPIE-INT SOC
OPTICAL ENGINEERING, 2016.
75
Burge, James H., et al. "Development of a wide-field spherical aberration corrector for the
Hobby Eberly Telescope." Ground-based and Airborne Telescopes III. Vol. 7733. International
Society for Optics and Photonics, 2010.

72
also found in radio telescopes, sometimes added to large existing telescopes76,77 as part
of an upgrade to improve the high frequency limit of the optics. Such deformable mirrors
are typically used primarily to correct for varying gravitational distortion of the primary at
different elevation angles. However, a system of correcting optics very similar to the LBR
concept was proposed for the Large Deployable Reflector (LDR) telescope concept78,
which proposed a similar mission as LBR, except using a more conventional primary
design assembled manually by astronauts in space. Spherical correcting optics are also
not new to radio astronomy, with the aforementioned Arecibo corrector being a notable
example. There have also been recent efforts to develop practical refracting correctors79.

Deformable Mirror Requirements
The purpose of the deformable mirror is to compensate for non-spherical
aberrations that may occur in the inflated reflector’s surface. Such aberrations could
arise for a number of reasons, e.g. due to manufacturing errors, unexpected stresses in
the reflector’s structure, or resonant oscillations. The most significant aberrations can be
reasonably approximated to provide estimates of the deformable mirror’s needed speed
and range of motion.

Update Speed
Whether in the stratosphere or in space, resonant oscillations in the balloon
forming the reflector are likely to be long-lived, given the low gas density. As such, a
deformable mirror could serve to compensate for such vibrations and reduce lost time
after a transient distortion, such as when the observatory is pointed towards a new
object. It is likely that these vibrations are the shortest time scale events, and thus set
the requirement for the deformable mirror’s response time. While the resonant modes of
the mirror balloon are highly dependent on as-yet-undetermined details of its
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construction (and in particular the nature of the reinforcing dielectric sheets within), we
can look to prior stratospheric balloon flights to get a rough estimate for resonant mode
frequency. In particular, a test flight in 1994 collected valuable data on the dynamics at
the top of a large stratospheric balloon in preparation for TopHat, a scientific payload
that flew on the top of the balloon (rather than hanging in a gondola like most others).
This test flight used small thrusters to induce vibrations in the balloon, along with
accelerometers and gyros to measure the resulting dynamics. The dominant mode they
found was at approximately 3-3.5 Hz80.

Range of Motion
When it comes to the needed range of motion, a distinction must be made
between deformations that involve a one-dimensional fold and those that require the
mirror to stretch or compress to form a different local curvature. For a flat sheet, the
latter of these two deformations is much more difficult to create without distortion or
damage, so it is our primary focus. It is likely that the greatest amount of variability of
balloon dimensions would be a result of temperature variations, either due to day/night
cycles for terrestrial or near-Earth applications or variations in gross pointing (relative to
the Sun) for space missions further from the earth, e.g. at the 2nd Lagrange point, a
popular destination for astronomy telescopes like JWST and Herschel. Since the balloon
is inflated with a gas, a temperature shift would lead to a variation in the volume of the
gas, changing the shape and positioning of optics which would need to be corrected.
The typical diurnal variability of stratospheric air temperature is approximately
3%81, although accounting for radiative transfer with the Sun and dark sky suggest a
thermal variation closer to 13% for the balloon surface82. A thermal model of JWST
anticipates a temperature variation of the primary mirror of approximately 3% as the
observatory slews between targets, depending on the efficiency of the Sun shield in that
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orientation83 The temperature variation in low earth orbit is much worse, where shifting
from day to night leads to extreme shifts in temperature. For instance, it is not unusual
for solar panels in LEO to experience temperature ranging from 150 to 390 Kelvin 84.
To first order (using the ideal gas law), an increase in temperature should lead to
a commensurate increase in the product of pressure and volume. Due to extra skin
tension, the internal pressure will likely increase somewhat, but as a worst case scenario
where this effect is minimal, a 3% increase in temperature leads to a 3% increase in
volume, or a 1% increase in the diameter of the balloon. This would lead to a change in
the focal length of the primary, as well as some shift in optical element separation
distances. The magnitude and direction of this distance shift would be highly dependent
on the structure of the system itself (in essence, whether the optics assembly is more
rigidly connected to the front or back of the balloon), but again taking the worst-case
scenario where the optics assembly does not change distance from the primary, then an
expansion of the balloon will lead to a sizeable shift in beam shape going into the
corrector. This change would lead to a change in back focal distance of the optical
corrector, moving the focus off the detectors unless the system can adjust to return the
focus to its intended location.
A CodeV simulation of the Hobby-Eberly spherical corrector (slightly modified to
suit the LBR concept) shows that a 1.5% shift in primary focal length (without any
changes to mirror spacings) leads to extreme degradation in performance. An increased
radius of curvature leads to significant vignetting of the beam; a shift in the opposite
direction leads to the focal plane shifting by over 60 cm. As a result, it will likely be
necessary for the spherical correcting optics to be mounted to a positioning system (e.g.
a hexapod mount) to track the primary mirror’s focus, at least to accommodate the
largest, coarse variation. Such an arrangement would also improve the observatory’s
ability to make fine pointing adjustments without repositioning the balloon.
Moving the entire set of secondary mirrors can compensate for a moving primary
mirror paraxial focal point, but a changing radius of curvature will also change the
amount of spherical aberration in the system from what the fixed mirrors are designed to
correct. The degree of additional spherical aberration that can be accommodated by the
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deformable mirror is determined by the elastic limit of the mirror material, beyond which
additional distortion would cause damage.
The needed amount of elastic deformation can be estimated by calculating
change in path length between relaxed and deformed states. For instance, in the case of
forming a paraboloid from a flat sheet, the center will stretch and the edges will shrink
such that the path length L along the mirror surface from the center of the mirror to a
circle of a specific radius will increase as the parabola becomes more pronounced.
Given the slope of an arbitrary surface, the path length is given by
𝑥
𝑥
𝑑𝑦 2
𝐿 = ∫ √𝑑𝑥 2 + 𝑑𝑦 2 = ∫ √1 + ( ) 𝑑𝑥
𝑑𝑥
0
0
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Plugging in the formula for a parabola with a given focal length 𝑦 = 4𝑓, we can
𝐿
𝑥

express the relative pathlength change solely as a function of the F-number (N). The
relationship between F-number and relative path length change (or equivalently, the
amount of elastic deformation the mirror must be able to handle) is plotted in Figure 2.3:
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Figure 2.3: Approximate degree of elasticity needed for a flat sheet to be distorted into
a parabola of a given focal ratio. Computed from a one-dimensional path integral,
effects from thin sheet buckling and two-axis deformation effects such as Poisson’s
Ratio are ignored.
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A similar analysis can be done for the scenario stated above, in which the
primary mirror of nominal radius 𝑅 has changed size by some fraction 𝑑, leading to a
change in mirror surface location 𝛥𝑧 = √𝑅 2 − 𝑥 2 − √(𝑅𝑑)2 − 𝑥 2 . Assuming our
deformable mirror is at the pupil plane, it will have to distort by an exactly equal and
opposite amount. If the first order effect (i.e. shifting of the paraxial focus off its intended
location) is assumed to be accommodated by shifting the location of the secondary
optics, then the next most significant term of the series is the change in the primary
spherical aberration term (of the form 𝛥𝑧 = 𝐴𝑟 4 ). If a size ratio between primary and
deformable mirrors is assumed, then required mirror elasticity can be determined as a
function of 𝑑, plotted in Figure 2.4.

Figure 2.4: Deformable mirror elasticity required to correct a given change in primary
mirror size. We assume a primary aperture equal to the radius of the sphere, an active
corrector 1/15 the size of the primary, which seeks to track the primary error at a oneto-one scale.
Since the deformable mirror is much smaller than the primary, yet the variation in
one must be equal to the variation in the other to maintain optical path length, the
deformable mirror will be much more distorted proportionally than the primary. The
fraction of the primary sphere being illuminated must also be taken into account here;
using a larger proportion of the parent sphere is increasingly difficult.
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Mirror Surface Materials
In order to correct errors in an imperfect primary mirror surface, an adaptive
mirror needs to deform on a one-to-one scale with any aberrations of the primary. As
such, a balloon corrector must accommodate aberration at levels significantly greater
than typical adaptive optics systems, which often have just tens of microns of range-ofmotion85. The required flexibility led us to first explore rubber materials. Two-part silicone
rubber mixed with aluminum powder is a cheap and easy option that may be cast into an
arbitrary shape. However, this composite was found to be only roughly 50% reflective at
1.9 THz. A much better solution is using silicone with a thin surface metallization. Our
testing of the Metal Rubber product from Nanosonic Inc. using a broadband Fourier
transform spectrometer showed reflectance of 93 ± 4% at the target frequency of 557
GHz, and similar performance up to 2.5 THz, the maximum operating frequency of the
instrument (see Figure 2.5). However, rubber materials may be problematic in space
applications due to issues with outgassing, temperature extremes, and aging.

Figure 2.5: Reflectivity of ‘Metal Rubber’ Sample with 1σ confidence interval.
The instrument has deconstructive interference nulls at multiples of 900 GHz,
leading to increased noise levels. At 557 GHz, the reflectivity is 93 ± 4%.
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Metals are much more resilient against chemical degradation than rubber or
plastic materials. Unfortunately, metals require much greater force to distort, and will not
elastically stretch or shrink as far before permanently distorting.
In our use case of needing significant distortions to the shape of the mirror,
perhaps the largest concern with mirror material choice is changing the local curvature of
the surface; a bend in two axes -such as turning a flat sheet into a paraboloid- requires
that the material either stretch (get thinner) or shrink (get thicker). Stretching requires a
material with sufficient elasticity to be strained significantly without plastic deformation or
failure while also requiring a small enough force achievable by the actuators. Shrinking
is particularly problematic, as the easiest way to do so is likely by buckling, causing large
surface errors. Thus, the ideal system of material choice, mirror thickness, and actuatorto-mirror attachment would maximize the tendency of the mirror to stretch, while
discouraging the material from buckling.
According to classical statics theory, the stiffness of a beam is determined by the
second moment of area, which increases with the cube of the thickness in the axis of a
deflecting force. However, axial stress decreases only linearly with the thickness of a
beam. As a result, making a beam thicker will preferentially discourage buckling versus
elastic compression. Therefore, the ideal mirror to resist buckling is relatively thick, yet
with a low Young's modulus to enable the material to still be deformed relatively easily
despite the greater thickness.
Conventional metal spring materials will all plastically yield well before they are
strained just 1% beyond their normal shape. This is a major obstacle toward their use in
this application; a mirror that must change its shape in relatively large amounts will easily
hit this limit in one or more ways, leading to material fatigue and failure. For this
prototype, we chose phosphor bronze (alloy 510), as it is a common choice for springs
that must remain compliant at cryogenic temperatures. The prototype used commercially
available 0.2 mm hard/spring tempered flat sheet stock to produce a round, flat mirror 20
centimeters in diameter.
For the purposes of testing, the bronze mirror surface was lightly polished to
satisfy the low -but non zero- optical reflectivity requirements for the metrology system to
perform properly. A future version destined for an astronomical application could easily
be plated with a thin layer of gold to provide a more reflective surface without affecting
the overall mechanical behavior.
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Actuators
Conventional infrared adaptive optics often use magnetic voice coils (similar to
conventional audio speakers) or piezo-electric elements. These are cheap, easy to
operate, and offer very fine control of the mirror surface, albeit without inherent position
feedback. Unfortunately, they are unable to produce the sorts of large variations we
require. Instead, linear actuators are used to push and pull on the mirror surface to
create the desired shape.
For our prototype, we chose off the shelf linear stepper motors manufactured by
Portescap with a 1.5 cm full range of motion and a step size of 0.05 mm, which
corresponds to roughly a tenth of a wave at 557 GHz. A total of 45 were used in a 7x7
square grid missing the corners, packed with a 3 cm spacing.
Given the large variations in curvature the mirror is intended to experience, we
found that a rigid connection between the actuator and mirror created significant local
distortions where the connection was made. To alleviate this issue, we used
compression springs to more loosely couple the mirror surface to the actuators (see
Figure 2.6), allowing the anchor point to pivot and adjust to mitigate high stress points.
While providing a much smoother surface, this significantly increases the difficulty of
predicting the mirror shape from a given set of actuator positions (or vise-versa); the
more a given actuator position deviates from its neighbors, the more the corresponding
spring will compress and the less the mirror will change at that location, while
simultaneously distorting the surrounding area significantly. This is not, however, an
unusual compromise in the world of deformable mirrors; adaptive optics systems using
voice coils also apply a force on the mirror, rather than force the surface to a specific
location. In effect, the spring is simply converting a linear position actuator to a force
actuator through Hooke’s law.
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Figure 2.6: Schematic of the spring system used to attach actuators to the mirror
surface, allowing the mirror to form a more natural shape without distortions at the
anchor points.

Control Loop
Typical adaptive optics systems rely on directly measuring wavefront aberrations
using Shack-Hartmann sensors86 after both aberration and correction, enabling a
relatively straight-forward control loop that deforms the optics until the measured error is
eliminated. Unfortunately, these wavefront error sensors require high resolution
cameras, which are impractical at far-IR/terahertz frequencies. Furthermore, the
aberration of the balloon surface is likely to far exceed the observing wavelength of the
telescope, rendering phase-only measurements inadequate.
To determine the required aberrations of the corrector, the primary and corrector
mirrors are precisely monitored using a phase shifting deflectometry system87, a
technique often used88 for the manufacturing of large optical mirrors. Using a camera
and computer monitor, this deflectometry system can determine the shape of a reflective
surface by displaying known test patterns on the screen and analyzing how those
patterns are distorted by the optic under test (see Figure 2.7). Knowing the nominal
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position of camera, mirror, and screen, if a correspondence can be found between
individual pixels of the camera and screen then the trigonometry of the system can be
solved, thereby measuring the local slopes of the optical surface. With the results of
these measurements, the complete arrangement and shape of the optics is known, and
an updated corrector shape can be analytically determined.

Backend Electronics
The system was built around low cost off the shelf electronics. A Raspberry Pi
computer serves as the main controller, which receives position commands from an
external source over WiFi through a secure shell connection. When moves are needed,
the Pi commands two Arduino Mega microcontrollers through their internal USB/serial
converters. The Arduinos act as motor controllers and bus expanders to interface to 45
Allegro A4988 stepper motor drivers, which take step pulses and direction signals on two
TTL digital lines. The Pi is flexible in how it can be commanded with the new target
shape; for the purposes of testing the capabilities of our deformable mirror we use a
laptop running the MATLAB-based SAGUARO platform. The camera and monitor used
for the deflectometry are a generic USB webcam and 1080p flat screen TV, respectively.

Figure 2.7: The experimental setup for using deflectometry to measure and fine-tune
the shape of the prototype deformable mirror.
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Prototype Testing and Results
The shape of the prototype mirror (see Figure 2.8) was measured using our
deflectometry system, and the results used to fine-tune actuator positions until the result
matched the desired shape. A flat mirror was used to calibrate for systematic error. To
determine residual error, a mirror of known shape was scanned repeatedly as it was
rotated about its axis of symmetry, showing consistency better than one micrometer. For
the purposes of testing, a parabola was chosen as the target shape for the adaptive
mirror (see Figure 2.9).

Figure 2.8: A photograph of the prototype corrector as built.
The final result holds to the target shape with an RMS variation of δ = 36μm, or
roughly 𝜆/15 for the 557 GHz emission line of interest. The error map is plotted in Figure
2.10.
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Figure 2.9. The measured shape of the prototype deformable mirror trying to take the
shape of a parabola. Approximate locations of actuators (spaced on a 1.125 inch grid,
6.75 inches on a side) are marked with red circles.

Figure 2.10: Measured deviation from ideal parabola. Approximate locations of
actuators are marked with red circles. Root mean squared error is 36 μm.
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To determine the efficiency of an imperfectly constructed optic, it is necessary to
determine how the varying surface will cause phase mismatching when light rays have
different path lengths through the optical system. The Ruze equation89 allows for an
estimation of efficiency (𝜂) given the RMS surface error versus wavelength, where 𝜂 =
2

𝑒 −(4𝜋𝛿/𝜆) . Plugging in the above numbers gives a surface efficiency of roughly 51%. In
a more careful analysis, the efficiency can be calculated by taking a vector sum over the
surface of the mirror, where each spot is represented by a vector whose magnitude is
weighted by the relative intensity of illumination and whose angle is given by the phase
shift caused by surface error at that location. In the case of this deformable mirror, the
majority of the error is likely to be found at the edge of the mirror, where illumination will
be lower. Assuming the beam is Gaussian with a typical 10 dB edge taper increases the
expected efficiency in this test case to 61%.
In this system, it is likely that the primary surface itself will contribute a significant
degree of additional loss, so improving the efficiency of this deformable mirror would be
highly valuable to the overall performance of the observatory. Nonetheless, the
extraordinarily large collecting area possible using large balloon reflectors means that a
telescope constructed with this technique will still be capable of performing exciting
science even if the overall antenna efficiency is significantly lower than traditional
designs. For instance, a ten meter aperture telescope as envisioned in the LBR concept
study would still collect over four times more photons than the 3.5 meter primary of the
Herschel satellite, even if operating at half the optical efficiency.
Since the majority of the peaks and valleys fall between the actuator positions, it
would appear that the bulk of the residual error is a result of small scale buckling and
defects in the surface of the bronze sheet, rather than coarseness in the commanding of
the motors. Visual inspection of the quality of the mirror’s reflection also suggests that
over the course of extensive lab testing, the actuators have introduced small kinks or
other irregularities, likely by exceeding the mirror’s elastic limit. The bronze sheet also
had an unknown surface flatness specification, commercially manufactured for shim
stock rather than radio optics. With a precision-machined mirror and greater caution
taken to avoid damaging the surface, it should be possible to achieve significantly better
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accuracy. Increasing the packing density of actuators would also help prevent undesired
buckling, but at the cost of increasing weight and power requirements.
The mirror could not be deformed into a deeper parabola than that shown in
Figure 2.9 without introducing significant error around the edges of the mirror. This is a
clear indication of thin sheet buckling where the bronze is resisting compression. With an
elastic limit of approximately 0.1%, 510 phosphor bronze should be capable of safely
creating a parabola with an F-number of around 4; so as discussed above, it would have
been better to use a thicker sheet, perhaps from a softer material.
The edges of the mirror beyond the actuators was heavily deformed, and is
omitted from the above analysis. In the example case of creating a parabola, it is the
edge that experiences the greatest distortion; and without the stabilization of the
actuators, the mirror is free to buckle dramatically.

Future Work
The choices of components used in the fabrication of this prototype were driven
heavily by cost. Depending on the nature of a future large balloon reflector project, the
deformable mirror prototype presented here may or may not be sufficient to correct
balloon deformations. However, there are several areas for improvement that would lead
to significant improvement in performance and reliability for a flight mission.

Alternate Mirror Materials
Conventional spring materials -including the phosphor bronze used in this
prototype- will all plastically yield well before they are stretched just 1% beyond their
normal shape. This presents a major obstacle to their use in this application; a mirror
that must change its shape in relatively large amounts will easily hit this limit in one or
more ways, leading to material fatigue and failure. For a flight version however, the likely
best metallic candidate would be one that exhibits superelasticity, such as Nitinol (an
alloy of Nickel and Titanium). Within a certain temperature range, such materials exhibit
a stress-induced phase change when stretched, changing crystalline structure
temporarily, yet reverting back when the stress is released. As a result, these materials
are capable of undergoing order-of-magnitude greater strain than typical spring materials
without damage. A major drawback for Nitinol is that this behavior is only exhibited within
a relatively small temperature range (roughly 20 Celsius, adjustable depending on Ni/Ti
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ratio), although there are more exotic formulations of superelastic metal with wider
temperature bounds90. Another potential option is amorphous metal (otherwise known as
metal glasses), which typically exhibit an elastic limit of approximately 2%91.
Comparing the elastic limit of available materials to the results of Figure 2.4, it is
possible to say that a suborbital balloon (subject to day/night volumetric thermal
expansion on the order of 13%) could be accommodated by a deformable mirror made
of one of the aforementioned exotic metal alloys capable of 1-1.5% elastic deformation.
A more conventional spring material would likely be sufficient for a satellite at the second
Lagrange point given the more stable thermal environment to be found there.

Actuator Options
The likely best candidate for flight would be some form of piezoelectric actuator.
Piezo elements have extremely fine granularity of motion; high speed with relatively
large force capacity; high electrical efficiency with no power consumed to hold position;
and no reliance on bearings, grease, or sliding motion like conventional motors which
can be prone to failure in space. While piezo crystals on their own exhibit far too little
range of motion to be practical, there exist several piezo assemblies that are interesting
options. Amplified piezo actuators use levers to mechanically amplify the motion of a
piezo crystal, while retaining their benefits. These actuators increase available range by
several orders of magnitude, from tens of micrometers to millimeters. However, longer
throws require increasingly large and heavy actuators, making for a heavier payload with
a coarser grid of actuators. For the longest ranges, the best choice is likely piezoelectric
inertia actuators, devices which use one or more piezoelectric elements to ‘walk’ a
moving element along a linear or rotary path in many small grab-push-release cycles.
These systems have effectively limitless range, while maintaining extremely fine
resolution.92
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Control Loop Improvements
In its current configuration, the time constant of the feedback loop is too long. A
single deflectometry scan requires roughly 15 seconds to perform, and given the
unpredictable nature of the spring-coupled actuators, tens of scans are necessary to
converge on the final desired shape. However, the concept itself should be able to be
sped up, as the protocol we used essentially re-scans the mirror from scratch on each
iteration. The system could be vastly improved by assuming that the overall shape does
not change significantly, and instead look for relatively small deviations from the nominal
shape over time. This would allow a significant reduction in required patterns to display
on the monitor, thus dropping the cycle time. The software itself can also be optimized
for speed.

Conclusion
We present a proof-of-concept prototype of a deformable mirror to correct for
nonspherical aberrations for a future orbital or balloon-borne telescope utilizing a
partially metallized, inflatable sphere as the primary optic. Our prototype exhibits surface
accuracy of ≈ 𝜆/15 at the planned frequency of 557 GHz while being capable of
relatively large variation in overall shape, varying from a flat geometry to an ≈ f /16
parabola without significant distortion, and demonstrating a range of motion an order of
magnitude beyond the norm for conventional astronomical adaptive optics systems. In
addition, we show that a similar system built with existing technologies should be
capable of correcting known deformations in a large balloon reflector telescope that
could provide exciting insight into the nature of water in the Universe.
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Chapter 3: High Gain Electrically Steerable
Antennas with Inflatable Spherical Balloons and
Phased-Array Linefeeds

Figure 3.1: A one-meter spherical antenna prototype at 159,000 feet during a test flight
on board a NASA CSBF high altitude balloon payload.

Large dish antennas are a popular choice in many regimes of
telecommunications. The extremely high gain and efficiency possible with large dishes
help ensure a radio link can function as intended, perhaps even if compromises must be
made elsewhere in the system - such as operating with less power, at a greater
distance, or communicating with an inferior receiver93 system (such as one with a lower
gain antenna). In circumstances where the benefits of a large dish are needed, but a
typical rigid design would be unwieldy, a promising alternative is to apply our inflatable
balloon mirror technology to form the reflector.
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For the purposes of rhetorical clarity, I may talk about antennas as being a transmitter or
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The application we focus on is high-bandwidth communications for the exploding
field of small satellites. Small satellites such as ‘cube-sats’ (a common standard of
satellite designed to fit within the volume of one or more 10cm3 standardized cubes)
typically do not have the space for a conventional large antenna, often making due with
a fixed patch antennas or basic deployable monopole wire antennas. Furthermore, their
small size and weight severely limits the amount of solar panels (and batteries) that can
be included in the system, placing a severe limit on power available for the radio.
CubeSats have proven their capability over interplanetary distances. Utilizing
narrow field of view (FOV), flat panel antennas, two JPL Cubesats were able to provide
a data link between Mars and Earth. However, after a month of operation, they fell silent,
most likely due to spacecraft attitude control problems that caused them to lose their
pointing with Earth. If these spacecraft were outfitted with the wide FOV, electronically
steerable spherical reflector technology described here, it may have been possible for
the spacecraft to perform a spiral search, find Earth, and re-establish communications.
An early prototype of such a system was demonstrated by our team on a stratospheric
balloon testflight a year ago (see Figure 3.1). More recently, NASA selected our
University of Arizona led team to demonstrate this technology in orbit on CatSat I, with a
tentative launch late in 2020. CatSat will pave the way for low-cost smallsats to provide
high bandwidth links for the remote sensing of planetary objects, navigation, and
telecommunications.

Spheres and Correcting Optics
Pressurized balloons naturally want to adopt a spherical shape. Rather than fight
this tendency, we embrace it. As a result, a real-world balloon surface should match a
sphere more precisely than any other target intended shape. Spheres also are
advantageous in that they uniquely have the same shape regardless of rotation,
meaning an antenna with a spherical dish antenna can be repointed without aberration
by illuminating a different area of the sphere’s surface. Changing this illumination
pattern may be a far easier task than mechanically reorienting the entire system,
particularly for large dishes.
Unlike in the case of a parabola, parallel rays incident on a spherical reflector do
not form a single focus point, but rather a focal line. Light rays coming in along the
optical axis are focused to a spot halfway between the edge and the center of the
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sphere; rays coming in further away from the axis will focus closer to the reflector’s
surface. It is possible to optically correct for this spherical aberration using lenses or
mirrors. This approach has great value, especially at shorter wavelengths and/or
circumstances where sensitivity is of paramount concern. However, at longer radio
wavelengths there is value to performing the spherical correction electrically, by using a
feed design that radiates along the entire length of the line focus of the sphere.
Linefeeds are likely to be smaller, cheaper, and lighter than optical correctors. As radio
feeds, they are also potential candidates for electronic beam steering, allowing some
measure of pointing adjustment without mechanical motion.
A well documented example of this linefeed approach was built for the Arecibo
radio telescope94 (see Figure 3.2). Since the main dish of the telescope cannot move, it
was essential to use a spherical primary, with a feed that physically moved to change
the telescope’s target. For that application, a linefeed was developed that essentially
consisted of a long piece of perforated waveguide.
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Figure 3.2: The Arecibo telescope. A 300 meter diameter spherical primary dish is
partially illuminated by a moveable feed positioned overhead. The linefeed described
in Love and Gustincic (1968) can be seen on the right side of the azimuth arm; to its
right is the newer ‘Gregorian’ optical corrector. Image courtesy of the NAIC - Arecibo
Observatory, a facility of the NSF.

Arecibo Observatory
The Arecibo Telescope was constructed in the early 1960’s as an extremely
large aperture telescope to maximize collecting area and angular resolution. At the
relatively long operating wavelengths of the telescope (on the order of a meter),
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constructing a diffraction-limited surface of arbitrary size is not particularly difficult.
However, to have any sort of useful angular resolving power requires an extremely large
𝜆
𝐷

aperture; from the Rayleigh criterion 𝜃 = 1.22 , a radio telescope operating at one meter
wavelength requires a dish over 150 meters across just to get a beam size smaller than
the moon. Building a conventional dish antenna structure capable of just supporting -let
alone maneuvering- an aperture hundreds of meters across on Earth is infeasible. As a
result, the telescope was simply built into the ground itself in a fixed position, taking
advantage of the geology of Puerto Rico which is home to sinkhole valleys whose
shapes require relatively little modification to become dishes.
The Arecibo Observatory could have been built with a parabolic primary, but
would then be limited only to pointing at a fixed spot on the sky. The feed is mounted to
a rotatable, curved truss located above the reflector. By changing the position of the
linefeed different sections of the reflector are illuminated. As a result, the telescope
can point at objects within twenty degrees of the zenith, making observations much
easier, especially those requiring long ‘exposures’ such as radar measurements of solar
system objects.

Linefeeds

Figure 3.3: A schematic representation of the ‘leaky waveguide’ style linefeed
designed for the Arecibo Telescope, reproduced from Love and Gustincic; © 1968
IEEE.

A good linefeed is carefully tuned so that each section illuminates the appropriate
part of the dish, and emits the right amount of energy to provide even, in-phase
illumination of the primary.
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Geometry Overview
Given a spherical reflector with center at the origin, we can define the x axis to be
parallel to an incoming (or outgoing) light ray offset by some length y. The ray will hit the
mirror at some position (xr , y) and cross the optical axis at (xf , 0). For simplicity, we
define the length units such that the radius is one. The laws of reflection dictate that the
incoming and outgoing rays must have the same angle with respect to the surface,
which here is called θ.

Figure 3.4: The geometry of a concave spherical mirror, showing how an incoming ray
offset from the optical axis by some length y will be reflected to a point some distance
xf from the center of the sphere.

Linefeeds have numerous concerns rising from this geometry95, which must be
satisfied to achieve a well-behaved system.

Focal Point
Using the law of sines on the triangle defined by the center of the circle, the point
of reflection, and the focal point, it can be shown that
1
𝑠𝑖𝑛(2𝜃)

=

𝑥𝑓
𝜋
2

,

𝑠𝑖𝑛( −𝜃)

1

which reduces to 𝑥𝑓 = 2𝑠𝑖𝑛(𝜃). Furthermore, since 𝑠𝑖𝑛(𝜃) = 𝑥𝑟 and 𝑥𝑟 = √1 − 𝑦 2 ,
the focal point xf can be expressed solely as a function of y:
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𝑥𝑓 (𝑦) =

1
2√1−𝑦 2

.

When y = 0, this simplifies to the paraxial approximation, where the focal length
is half the radius. As the beam goes farther off-axis, the focus moves further from the
center; slowly at first, but increasingly significantly. This relationship is plotted in Figure
3.4. When y2 exceeds ¾, the focal point passes behind the mirror surface (i.e.𝑥𝑓 ≥ 1). In
this work, we will generally assume that the center half of the sphere (i.e. |y| < 0.5) can
be used without producing too much aberration. For such an application, the length of a
linefeed is approximately 4% the diameter of the sphere.

Figure 3.5: Graph of 𝑥𝑓 (𝑦), which describes the length of linefeed required to couple to
a given fraction of the diameter of a reflecting sphere. For telescope apertures
relatively small in comparison to the parent sphere, spherical aberration is small and
the mirror may be assumed to have a point focus in many cases. However, as more
of the sphere is illuminated, the length of the focal line begins to increase significantly.
The geometric optics approach taken here is not exactly accurate; on scales
where the wavelength of light is not significantly smaller than the optical elements, a
more careful analysis requires a consideration of the system from the approach of
diffraction theory, using Maxwell’s equations instead of ray-tracing. This is certainly
required for design and modelling of the feed itself; however, for analyzing the primary
mirror the error is acceptable. Schell’s diffraction analysis 96 shows that for spheres with
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radii 𝑅 ≥ 16𝜆, the error in field strength near the paraxial focus is less than 0.5%. Some
of our prototype implementations venture slightly past this limit (such as the balloon in
Figure 3.1, with 𝑅/𝜆 ≈ 13), but are close enough that the inaccuracy is still minimal.

Coupling Angle
Since each section of the linefeed must couple to a specific region on the dish,
the angle at which it transmits or receives energy must vary. From Figure 3.4, the angle
between the reflected ray and the optical axis is simply 𝜋 − 2𝜃. The variation in this
angle as a function of 𝑥𝑓 is given in Figure 3.6.

Figure 3.6: The angle at which locations on a linefeed must radiate to illuminate the
correct section of the sphere. The base of the linefeed couples to the center of the
dish, meaning the angle will start at zero, increasing up to approximately 60 degrees
1
off axis for an antenna with 𝑦 ≤ 2.

Optical Path Length
For a telescope to efficiently collect light, it is essential that any variation in
pathlength of rays passing through the system be significantly smaller than the operating
wavelength of the system. Otherwise, these rays will not add up in phase with each
other, and the overall efficiency of the system will be compromised. For this system, the
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path length (l) of a ray starting at x = 0 and ending at the linefeed (i.e. where y = 0) is
plotted in Figure 3.7, and given by

𝑙(𝑦) = 𝑥𝑟 + √𝑦 2 + (𝑥𝑟 − 𝑥𝑓 )2 =

3−2𝑦 2
2√1−𝑦 2

.

Figure 3.7: Variation in optical path length to line focus intercept, all units are in radii of
the sphere. At left, the pathlength is plotted as a function of incoming ray offset; at
right, as a function of intersection point with the linefeed.

Rays coming in near the optical axis of a spherical reflector travel the farthest
through the air; at y = 0, the pathlength is 1.5 radii. As y increases, the pathlength
continuously decreases within the region of interest, to ~1.44 at y=½. However, the
signal must not just hit the feed, but also travel along it to get to the radio; so while rays
entering at the edge of the aperture will hit the feed first, they have the longest to travel
along it, if we assume the feed connects to the radio at its end furthest from the dish.
Signal speeds through transmission lines vary widely depending on their construction
(waveguide, coax cable, etc.). If we assume that this speed is effectively equal to the
speed of light, then the total path length will be

𝑙𝑡𝑜𝑡 (𝑦) =

2−𝑦 2
√1−𝑦 2

,
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Such that a ray coming in at y = ½ will have a total path length of 1.52 times the
radius97.

Gaussian Beams
Radio antennas typically operate in a regime where optical elements are not
extremely large in relation to the operating wavelength, a typical condition for visible light
systems. As such, it is not acceptable to consider a beam as having a sharp edge, but
rather an appreciable taper in intensity (frequently assumed to be gaussian in shape)
away from the center. For radio dish antennas, the design must match the size of the
gaussian to the size of the main dish in order to maximize gain. A relatively narrow
beam illuminating the dish will minimize ‘spillover’, i.e. the flux that misses the edge of
the dish; however, by illuminating less of the area, the effective aperture is reduced,
making for a broader beam with less directivity. A wider gaussian will utilize the area of
the dish more effectively for good directivity, but waste more energy in spillover. The
total efficiency of a given ‘edge taper’ (the intensity ratio of the beam at the edge of the
dish versus the center) is the product of these two effects. The ideal efficiency for a
gaussian beam is approximately 80% when a parabolic dish is illuminated with an edge
taper of approximately 10 dB98, such that the intensity of the beam at the edge of the
aperture is 10% of what is present at the center.
It is possible to do an accounting of how much power needs to be emitted from
each portion of the linefeed. There are three effects that influence this value: The
desired aperture illumination pattern, the increasing annular surface area at larger
distances from the axis, and the rate of growth of the linefeed with increasing value of 𝑦
(i.e. 𝑑𝑥𝑓 /𝑑𝑦). The results of such an analysis for a dish with 𝑦𝑚𝑎𝑥 = 0.5 is plotted in
Figure 3.8.
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Figure 3.8: Power radiated per unit length of a linefeed in order to illuminate the
sphere with a gaussian pattern with a 10dB edge taper (defining the edge of the
aperture) at 𝑦𝑚𝑎𝑥 = 0.5. Even though the base of the linefeed couples to the center of
the dish where there is relatively little area, the edge taper de-emphasizes the outer
areas. Furthermore, since the length of linefeed rapidly grows with increasing 𝑦, the
radiated power is increasingly stretched out. The net effect is a significant bias
towards the base of the linefeed; if the energy was binned into five sections of equal
length, then the distribution would be roughly 47%, 25%, 14%, 9%, and 5%.
As a side effect of this taper, the ‘ideal’ shape of the beam is changed. A ‘tophat’
illumination, i.e. a beam with a flat intensity and sharp edges, will have a beam pattern
on the sky that is of a sinc2 form, sin2(x)/x2, creating ringing and sidelobes that may be
problematic. On the other hand, a gaussian illumination pattern has a gaussian shaped
farfield pattern, providing a more well behaved beam pattern at the expense of a
somewhat broader beam.
A linefeed is almost certainly going to have a toroidal beam, since the base of
the linefeed (i.e. the part furthest from the dish), which is supposed to couple to the
center of the dish, will be blocked by the rest of the feed. Since the Fourier transform of
an aperture distribution yields the far-field pattern of an antenna, a toroidal aperture
distribution still yields a centrally peaked beam, with slightly higher sidelobe levels. As a
result, assuming the linefeed is correctly positioned, this “donut-shaped” illumination
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pattern on the spherical reflector will only minorly reduce the effective aperture of the
dish.

Phase Error Efficiency
If the path length varies by approximately 2% of the radius (from a total of 1.5 to
1.52 radii), then it’s imperative that this be kept to a relatively small fraction of the
wavelength. Vector analysis can be used to characterize phase efficiency (𝜂𝑝 ) as a
function of wavelength (𝜆), sphere radius, and sphere illumination fraction (𝑦𝑚𝑎𝑥 ). We
perform a surface integral over the illuminated aperture, at each location dA summing up
a vector with orientation 𝜙given by
𝜙(𝑦) =

2𝜋(𝑙 + 𝑥𝑓 )
𝜆

Additionally, the length of the vector is given by the relative intensity of
illumination at that spot. As such, the intensity (𝑓) at a given location on the sphere a
distance (𝑦) from the center relative to the edge of the aperture (𝑦𝑚𝑎𝑥 ), assuming a 10
dB edge taper, is given by:

𝑓(𝑦) =

(𝑦/𝑦𝑚𝑎𝑥 )2
−
𝑒 0.434

A classic text on understanding real-world, imperfect dish antenna efficiency is
John Ruze’s 1966 paper99, in which he gives a general formula for the gain of an
aperture with some phase error as

𝐺=

4𝜋 |∮ 𝑓×𝑒 𝑖𝜙 𝑑𝐴|
𝜆2

2

∮ 𝑓2 𝑑𝐴

,

such that the phase efficiency of the system will simply be the ratio of the real
world gain divided by the ideal gain assuming that all the phases line up perfectly, i.e.
where 𝑒 𝑖𝜙 = 1:
2

𝜂𝑝

=

|∮ 𝑓×𝑒 𝑖𝜙 𝑑𝐴|
|∮ 𝑓𝑑𝐴|2

.

This integral can be numerically calculated, and geometrically represented as a
series of small vectors lined up end-to-end on polar axes. An example is plotted in
Figure 3.9, using values similar to our lab prototypes.
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Figure 3.9: The geometrical interpretation of phase efficiency. Each location on the
dish is represented as a vector with angle equal to the phase shift at that location, and
length equal to the illumination at that location. When summed, the resulting net
vector length (when normalized versus the ideal) gives the efficiency. In this case, the
theoretical efficiency is 93.7%. The vectors are color coded by 𝑦 value, evenly divided
into five groups where green is 𝑦 < 0.1𝑟, red is 0.1𝑟 < 𝑦 < 0.2𝑟, and so forth. For
small values of 𝑦, the area is relatively small; for large values of 𝑦 the edge taper
begins to take serious effect. As a result, the dominant contribution is between the two
extremes.

In this geometrical framework, a phase difference between different sections of
the dish manifests as summing vectors which do not exactly align with each other,
leading to a shorter final vector length. As such, the phase efficiency is simply the ratio
of the magnitude of the sum of the individual vectors (𝑑𝐴)divided by the sum of the
magnitudes of the individual vectors, i.e. that 𝜂𝑝 = |𝛴 𝑑𝐴| / 𝛴|𝑑𝐴|. Intuitively, it becomes
apparent that as the phase error increases, the end of the line will begin to double back
on itself, ultimately spiraling around.
Additionally, it is possible to determine a critical value for 𝑦𝑚𝑎𝑥 beyond which
further increasing the illuminated fraction of the sphere is counter productive, i.e. where
the phase error is so significant that the light begins to destructively interfere. A
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relatively easy analytical estimate for this point is when the pathlength at the edge of the
aperture is a quarter wave off from the center: when 𝑙𝑡𝑜𝑡 (𝑦𝑐𝑟𝑖𝑡 ) − 𝑙𝑡𝑜𝑡 (0) = 𝜆/4, or
2−𝑦𝑐𝑟𝑖𝑡 2
√1−𝑦𝑐𝑟𝑖𝑡 2

𝜆

− 2 = 4,

Which can be solved as
1

1

𝑦𝑐𝑟𝑖𝑡 = 4 √2 𝜆3/2 √𝜆 + 16 −

𝜆2
2

− 8𝜆 + 4√𝜆(𝜆 + 16).

For our example case of a 1 meter sphere operating at 8 GHz, then 𝜆 = .075radii
and so 𝑦𝑐𝑟𝑖𝑡 = 0.49. In truth, this estimate for 𝑦𝑐𝑟𝑖𝑡 is somewhat conservative since edge
photons are not ineffective when the net phase shift relative to zero becomes 𝜋/2, but
rather when the phase shift at 𝑦𝑐𝑟𝑖𝑡 is 𝜋/2 relative to the sum of preceding vectors. For
this example case, the net shift is approximately 14o, meaning that at 𝑦 = 0.49 photons
are still making a positive contribution, albeit at less than 25% efficiency.
Phase efficiency can be calculated for a variety of wavelength and illumination
fractions, and the results are plotted in Figure 3.10. It can be seen that arbitrarily high
gain can be achieved with good efficiency, although in many cases it may be necessary
to illuminate only a small portion of the overall sphere. Without correcting for phase
errors, useful phase efficiencies (> 50%) can typically only be achieved with highly
(~50%) illuminated spheres when the operating wavelength is no less than one percent
of the sphere’s radius.
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Figure 3.10: Pathlength efficiency of a line-fed spherical antenna as a function of
wavelength and proportion (in diameter) of the sphere illuminated. The directivity of a
dish antenna can be derived directly from its size and operating wavelength. Lines of
constant directivity at 20, 30, 40, and 50 dB (top to bottom) are overplotted. A black
‘X’ marks the parameters of our test system, using a 1 meter diameter sphere with a
50 cm aperture operating at 8 GHz, which has a phase efficiency of nearly 94%.

Phase Velocity Tuning
In the preceding section, we assumed that the speed of signals through the
linefeed were equal to the vacuum speed of light. As a direct consequence, energy
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hitting the dish towards the edge of the aperture were delayed more than those hitting
the center. However, this equality is far from certain. Under the right circumstances it is
possible for phase velocity within a transmission line to exceed the speed of light100,
which could help correct the pathlength variation. If we allow the linefeed phase velocity
to vary along its length, then the ideal phase velocity at a given point is given by the
change in linefeed position versus free air path length, such that
𝑣𝑝ℎ𝑎𝑠𝑒
𝑐

=

𝑑𝑥𝑓
𝑑𝑙

=

𝑑𝑥𝑓
𝑑𝑦

𝑑𝑙

1

2𝑥 2

/ 𝑑𝑦 = 1−2𝑦2 = 1−𝑥𝑓 2,
𝑓

which is plotted in Figure 3.11. For an aperture with 𝑦𝑚𝑎𝑥 = 0.5, then the
maximum phase velocity required is twice the speed of light. As 𝑦 approaches 1/√2, the
free-air optical path to the linefeed (𝑙) stops decreasing, while the linefeed length
continues to increase rapidly, leading to a need for an effectively infinite speed.

Figure 3.11: A graph of phase velocity along a spherical linefeed required to perfectly
cancel out variation in optical path length through the air from a source to the linefeed.
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Although the laws of relativity forbid exceeding the speed of light, phase velocity is not bound
by this rule. A packet of light will travel through space at a group velocity, which is its true
‘speed’; the phase velocity is simply the speed at which peaks and troughs move within that
packet. Since nothing physical is actually travelling at this phase velocity, it is not restricted to be
less than c.
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A relatively well known example of this faster-than-light phase velocity is
observed in waveguide. For a given size of waveguide and operating mode, there exists
some cutoff frequency 𝑓𝑐 below which photons are effectively too large to fit down the
guide. The phase velocity can be derived from the ratio of this cutoff frequency and the
operating frequency by101

𝑣𝑝ℎ𝑎𝑠𝑒 =

𝑐
2
√1−𝑓𝑐2
𝑓

.

At an operating frequency of 𝑓 = 1.25 𝑓𝑐 , the phase velocity will be 167% of c. If
the waveguide were to be reduced in width (or diameter) along its length, 𝑓𝑐 would rise,
increasing 𝑣𝑝ℎ𝑎𝑠𝑒 . This does come at a cost, however; as 𝑓𝑐 → 𝑓, attenuation in the
waveguide rises, putting a practical limit on the amount above c we can go.
Another possible means to correct phase error would be to abandon the
assumption that each section of the linefeed directly feeds into the next. If sections were
fed by their own transmission lines, then those paths could be designed to incorporate
the precise phase shift necessary to provide good phase matching. However, such a
system -containing dozens or possibly hundreds of parallel transmission lines- would be
significantly more complicated and difficult to fabricate..

Arecibo Telescope Linefeed
Since their invention in the 1950’s, there has been relatively little work to develop
spherical correcting linefeeds into practical systems. To date, the Arecibo telescope
linefeed is likely the only implementation of this technology, and as such merits an indepth review.

Linefeed Development
The Arecibo Telescope was originally operated at very long wavelengths, where
acceptable sensitivity could be achieved simply by treating the dish like a parabolic dish.
A relatively conventional feed was used, and an effective focal point was calculated so
as to minimize the phase error (effectively in the middle of the true line focus). As
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demands pushed for higher frequencies, early efforts at phase correcting feeds simply
added a second focal point, using two feeds to illuminate the center and edge of the
sphere from their respective foci102.
The first ‘true’ linefeed was developed at Cornell and installed at Arecibo in
December 1968103. Designed to operate at 327 MHz, it was constructed as a leaky
rectangular waveguide with transverse slots milled in the wider faces every quarter-wave
along its length. The waveguide’s minor dimension was fixed at 𝜆/9 (not 𝜆/4, like typical
waveguide) to keep the radiating elements close to the optical axis. To avoid phase
error, the major dimension of the waveguide tapered along its length from 167 cm at the
base (i.e. the paraxial focus) to 61 cm at the end. The overall length was 12.2 meters, to
couple to an aperture of approximately 220 meters from the parent sphere with a radius
of 270 meters. The results were promising, with a reported efficiency of over 80%,
comparable to an ideal parabola of the same aperture. However, subsequent users
found much room for improvement.
Later work from Love and Gustincic104 (building on theoretical work by
McCormick105) elaborated on the theory of linefeeds for Arecibo. They found that a
rectangular waveguide was not ideal; the polarization is fixed and linear, potentially
leading to significant polarization mismatch with a target. Additionally, the propagating
modes in a rectangular waveguide will not couple out through the slots properly,
producing significant power in higher spatial harmonics. Instead, they proposed using a
circular waveguide operating in the TE11 mode. In this mode currents flow along the
waveguide surface in both longitudinal and circumferential directions, producing external
fields in both directions. For maximum aperture efficiency, it is important to eliminate the
longitudinal component of the fields that would otherwise be incident on the primary. For
a linefeed, Love and Gustincic determined that this situation occurs when the
longitudinal and circumferential components of the electric field at the cylindrical surface
of the feed (𝑒𝑧 and 𝑒𝜙 , respectively) are related by 𝑒𝑧 / 𝑒𝜙 ≈ 𝑠𝑖𝑛 𝜃. However, in the TE11
waveguide mode these two components are a quarter-wave out of phase with each102
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other, and must be shifted into phase. For this reason, they added metal disks between
the holes in the waveguide, effectively creating short sections of parallel-plate
waveguide. In this area, 𝑒𝑧 and 𝑒𝜙 will propagate in different modes with different phase
velocities. Choosing the right spacing and size of those disks can ensure that the feed
produces these two fields in-phase at the edge of these disks. They analytically
predicted spacing of disks slightly greater than 𝜆/2, and disk diameter 𝜆/2 larger than
the OD of the waveguide, and built an assortment of small scale prototypes to finetune
the values. Love et al. built a ⅙ scale prototype and ultimately a full-size 430 MHz
linefeed that achieved an efficiency of nearly 90% relative to an ideal parabolic dish. To
match the required phase velocity, the linefeed tapered along its length; the size of holes
in the waveguide also varied to ensure appropriate radiation direction and intensity106.
Given the success of the system, several additional linefeeds were ultimately
constructed at other frequencies using the approach outlined by Love et al.

Gregorian Corrector Upgrade
In 1997, the Arecibo telescope was upgraded to include an optical spherical
corrector, which uses a pair of off axis mirrors, dubbed the ‘Gregorian’ system for its
similarity to the classic telescope design. The linefeeds remained until 2017, when the
last, Love’s original 430 MHz feed, was destroyed by a hurricane. Optical correcting has
several advantages for the Arecibo telescope. The Gregorian corrector is agnostic to
wavelength, meaning that new bands are easily added by installing a new receiver at the
focus rather than needing to construct a whole new feed. In addition, the linefeed is
more lossy than free space, and less ideally illuminates the primary, so the optical
system is more sensitive107. Lastly, since linefeeds struggle to illuminate the center of
the aperture, they have more pronounced sidelobes versus the new optical system.
More recent and future telescopes utilizing spherical reflectors (such as the large
balloon reflector (LBR) project discussed in chapter two) will likely continue to use
optical-type correctors. However, other applications such as telecommunications and
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interplanetary radar have different priorities, such as the ability to rapidly retarget the
beam and power handling capability which make linefeeds worthy of continued research.

Beam Steering
Although high gain has great value to improving a system’s link budget, this
benefit does come with a penalty: the narrower the beam emerging from the antenna,
the more essential and difficult it becomes to ensure that the beam is pointed correctly at
its target. For some fixed applications this is not a major issue outside of original setup,
for instance with tower-to-tower dedicated links or satellite TV distribution (since the
satellite is in geosynchronous orbit, it does not move significantly from the perspective of
the ground). For mobile applications however, it becomes essential to be able to
dynamically adjust where the dish is pointing. In the case of a multi-target system such
as a cell phone tower, it is of even greater importance that the antenna be able to repoint
extremely quickly. While a mechanical gimbal could satisfy some use cases, the latency
required for repointing could be quite painful. Even if the latency were tolerable, the
mechanical elements would subject to fatigue and, ultimately, failure over time. One
solution is to electrically steer the beam.

Phased Arrays
The concept of electrically steering an antenna’s beam was first demonstrated
around 1905 by Carl Braun. In essence, the signal to be transmitted is fed into an array
of adjacent (typically identical) sub-antennas, whose beams combine to form a single
effective beam. By introducing a varying phase shift (and ideally, varying power levels)
in the otherwise-identical signals that drive individual elements in the array, it is possible
to alter how the beams combine. Although early examples implemented this behavior
using basic switching methods, phased arrays in the modern era use a variety of
electronically controllable means, from basic binary switch methods (where different
static delays could be switched in or out of the signal path) to more complex methods
using voltage-controlled capacitors (varactors), PIN diodes, or other analog methods.
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Figure 3.12: A schematic representation of a modern phased-array antenna. A
common signal is sent to several sub-antennas, each line having a variable delay.
Knowing how the individual beams combine allows the nature of the overall beam to
be changed electrically, usually to point at a new target.

Common practical examples of phased array antennas can be found on military
and larger commercial aircraft. Here, an array of (often 2D planar) antennas is mounted
onto (or hidden just beneath) the fuselage of an airplane, enabling high-gain links to
satellites (and other uses) with an antenna whose beam can be kept locked on target no
matter which way the plane is oriented.
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Figure 3.13. An example of a phased array antenna. The AN/APG-81 phased array
radar system was designed for the F-35 Lightning. Mounted inside the nose of the
aircraft, this antenna can quickly scan a wide field of view to map the terrain and find
targets.
Phased arrays can take many forms, but are most commonly made into planar
(2d) arrays of end firing antennas (see Figure 3.13). Arrays can have narrow beams,
since the effective area of the antenna is based on the size of the entire array, not the
individual elements. Planar arrays can be steered in elevation and azimuth, and placing
antennas side-by-side means that an individual sub-antennas behavior (such as beam
pattern or return loss) is largely unaffected.

Pattern Multiplication
The farfield pattern of an array will simply be the sum of the fields from the
individual elements. Assuming that the antennas are identical, then ⃗⃗⃗⃗⃗⃗⃗
𝐸𝑡𝑜𝑡 can be
separated into the product of two terms; the farfield of an individual element (𝐸⃗ ), and the
array factor (𝐴𝐹), which is a sum over all the elements and describes how the elements
interact:
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⃗⃗⃗⃗⃗⃗⃗
𝐸𝑡𝑜𝑡 = ∑ ⃗⃗⃗
𝐸𝑖 = n 𝐸⃗ × AF.
𝑖

The scalar value 𝐴𝐹 describes the physical and electrical setup of the array,
including terms for the excitation amplitude (𝑎) and phase (𝛽) of the elements. The
phase shift caused by the varying path lengths traveled from different elements is
determined by the dot product of the location of the element in space (𝑟) and a unit
vector in the direction of the target (𝑡̂). Putting it all together, we find that

𝐴𝐹 = ∑𝑖 𝑎𝑖 𝑒 𝑗[𝛽𝑖 +𝑘(r⃗ ∙ 𝑡̂ )] ,
Where 𝑗 is the imaginary unit and 𝑘 is the wavenumber of the antenna. Critically,
the array factor is only dependent on parameters we can control on-the-fly (𝑎 and 𝛽) and
the layout of the elements, which may be chosen freely by the designer. Describing the
system in this way shows how a typical array antenna can be engineered with less
difficulty, as the performance of the system should be well known through testing or
modelling the behavior of just one element, rather than needing to build the entire
system.
However, for some close packed arrays, where the separation between elements
is less than the wavelength, the mutual coupling between array elements need also to
be considered. In such situations a more sophisticated electromagnetic simulation
package (e.g. HFSS or CST) can be employed.

Electrically Steerable Linefeeds
The development of an electronically steerable linefeed would make a spherical
antenna valuable in many applications. For instance, in the cubesat high-gain antenna
application we focus on objects in low earth orbit have fairly fast orbital periods (usually
less than two hours) and are within line-of-sight of a relatively small portion of the earth
at any one time. Therefore they must constantly re-point at new targets (e.g. ground
relay stations). However, given their small weight budget, cubesats generally have
relatively poor attitude control systems and often take several orbits just to settle at a
single desired orientation.
The Arecibo telescope linefeed is an interesting place to start, but the leaky
waveguide design is not easily changed into a phased array since it has only one
excitation port. As opposed to a linefeed formed from waveguide, a linefeed can be
formed from simple wire antennas to make beam steering possible. Here the leaky
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waveguide is replaced with a set of closely spaced (~𝜆/4) parallel wires. When
symmetrically driven, such an array produces a largely identical pattern as a single
monopole antenna. If a phase shift is introduced between the driven wires, the photons
emitted from the wires will either constructively or destructively interfere (depending on
direction), causing the system to preferentially radiate in one direction or another. An
example of this effect using a ¼𝜆 monopole antenna is illustrated in Figure 3.14.

Figure 3.14: Top row: at left, a standard ¼𝜆 single element monopole antenna; at right,
a phase-shiftable replacement using three identical elements spaced a quarterwavelength apart. Bottom row: predicted beam patterns in azimuth and elevation (grid
lines at 30 degrees). At left, the pattern from the single antenna. When only one of
three of the antennas of the array is fed, its pattern is severely distorted (as the other
two act like reflectors in a Yagi-Uda antenna), resulting in the middle pattern.
However, if all three are fed with uniform amplitude and phase, the resulting pattern (at
right) very closely resembles the original.
Although we can think of a long wire (or set of wires) as being a leaky
transmission line similar to the Arecibo design, a basic monopole antenna design would
be problematic as a linefeed. Since the overall length of the feed is set by the geometry
of the dish, it is likely that the needed length is significantly longer than typical ¼ wave
monopoles; for instance in our X-band prototype the needed length is approximately
2.5𝜆. As the length of a monopole increases, its pattern become more directive 108,
which would not couple properly to the primary dish. To help solve these issues, we
reintroduce the isolating disks from Love’s Arecibo design. These disks serve to
decouple portions of the wire from each other, isolating their reactive nearfields and
causing them to act more as individual monopoles and less like a single long wire.
108
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Varying the size, spacing, and shape of the disks also enables tuning of the individual
elements to radiate in a specific direction and with a specific efficiency as needed.
Putting all this together, we settled on a design for a phased array linefeed
consisting of three or more long, rotationally symmetric wires passing through a
sequence of conductive, isolated disks. As in the case of the Arecibo linefeed, the
addition of disks, together with the geometric spacing of the monopoles, make the
phased array linefeed a tuned structure, with a bandwidth between ~5 and 10%.
Additionally, this antenna design will have significant near-field coupling between
different elements of the array (both between wires in one section, and between
adjacent sections, so the structure must be numerically simulated to optimize design
parameters.

Design and Testing
Developing a functional antenna involves a workflow of computationally
modelling the structure, fabricating a prototype, and testing the resulting prototype to
against the model results.

Design
Numerical simulations were done using CST studio, a commercial
electromagnetic solver software often used in industry to design antennas. The feeds
themselves are relatively small and complex, necessitating a high resolution grid
spacing. For such structures, CST’s time domain (transient pulse) algorithm is best;
input ports are defined at the coaxial terminals, a broadband energy pulse is injected at
one of those ports, and the simulation ran until a majority (typically >99%) of the energy
has left the system, either through the coax ports or radiating beyond the edge of the
simulation area. Once this analysis is complete, the nearfield and farfield of the feed is
known, as well as the return loss and crosstalk between inputs. From there, the beam
patterns of the individual elements can be combined with arbitrary phase shifts to
determine how the summed beam may be steered. Since the primary mirror is a very
large structure (while the feed is small and complex), the near field data from the feed is
first computed and then imported into a separate model containing only the dish, and
simulated again using an integral field solver.
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Manufacturing
The first linefeed prototypes were manufactured largely manually. Aluminum
disks were cut, drilled, and sanded to match a paper template. Wire elements were
made using cannibalized semi-rigid coax cables (at higher frequencies, common coax
connectors would not fit at ¼ wave spacings), with the outer jacket stripped off to allow
radiation. Later designs used copper-plated steel wire109 (commercially manufactured as
filler rod for TIG welding) soldered directly to SMC terminals with machined Teflon
spacers between wire and disks. Given the relative fragility of the structure, a 3d printed
clamshell was incorporated into later designs, encapsulating the entire structure and
locking the disks into their appropriate places.

Testing
Initial testing of the feeds was performed in an anechoic chamber roughly three
meters square, framed in wood and lined with pyramidal anechoic dampening foam.
Mounted to a gimbal, a linefeed under test could be scanned in altitude and azimuth to
determine how well it coupled to a fixed antenna on the opposite corner of the room (see
Figures 3.15 and 3.16). Feeds were later incorporated into rigid hemispherical dishes
and scanned outside (the Fraunhofer distance -the threshold between nearfield and
farfield- of a 50 cm dish at 8 GHz is over 50 meters). A function generator was used to
generate a stable X band tone, which was amplified, split, passed through a system of
phase shifters, and sent to the antennas. The receiver system was a high sensitivity
power meter.
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At X-band, the skin depth of copper is well under a micron, so a steel core does not affect the
RF behavior, although it does add significant mechanical strength overall versus copper.
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Figure 3.15: The anechoic chamber under construction. A cubical box 10 feet on a
side was constructed from plywood and dimensional lumber framing similar to the
method used for making homes. In addition to a basic man-door, one wall was hinged
to provide some anechoic benefits to longer range observations. Commercial RF
absorbing panels were tiled along all six sides, held in place with velcro. A fixed
antenna was mounted in one corner, while the antenna under test was mounted to an
electronically controllable altitude-azimuth mount on the opposing corner.

Testing Validity
The first step of any test is confirming the validity of its results. Is the software
producing accurate simulation results? Is the manufacturing process capable of
producing antennas that match the design? Is the testing setup properly measuring the
antennas behavior? A relatively simple antenna was chosen as a test of the workflow: a
long (5𝜆) monopole antenna. Basic dipole antennas are one of the few antenna designs
that can be analytically solved, and monopole antennas behave identically through the
principle of field equivalence (although the analytical solution must assume an infinite
ground plane, which skews the behavior slightly).
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Figure 3.16: at left, the 5𝜆 monopole antenna mounted to a servo driven tip/tilt stage
inside the chamber. At right, the resulting beam map (in dB down relative to the
maximum). The true pattern should appear as concentric rings, but does not since the
fixed, transmitting antenna used was a linearly polarized rectangular waveguide horn,
leading to a horizontal/vertical polarization mismatch when the monopole is tilted up
and down (rather than left and right).
From this test, it appeared that the workflow was working as expected. The
anechoic chamber testing appears to provide good signal-to-noise for confirming main
beam characteristics110. Experimental results match closely with the predictions from the
CST simulation (see Figure 3.17). Additionally, an analytic solution for such long wire
travelling wave antennas can be found in Balanis (2005) pp. 551-560, which quite
accurately predicts the number, location, and relative height of lobes in the beampattern,
even without accounting for the (finite) ground plane. For instance, equations 10-7 and
10-8 predict peaks to occur at 𝜃𝑚𝑎𝑥 = 𝑎𝑐𝑜𝑠 ( 1 − 𝑛𝜆/2𝑙) given the antennas length and
operating wavelength. Here, n is one in a series of values that can be approximated as
an infinite series of odd integers, but more accurately represented as n = (0.742, 2.93,
4.96, 6.97,…) where higher order values rapidly approach the integer approximation. In
the case of our specific antenna length, this predicts peaks at 22.2, 45, 59.7, 72.4, and
84.2 degrees, which agrees well with the measured values.

110

The noise floor, as well as stray reflections, appear to be at least 20 dB below the peak, which
is sufficient to establish basic parameters like gain and beamwidth with reasonable certainty.
However, lower level sidelobes can still be important concerns for some applications, such as to
prevent eavesdropping of sensitive information, or to avoid interference (intentional or
unintentional) from third-party transmitters. For a more precise understanding of these antennas,
future work would likely require the use of a more sophisticated anechoic chamber.
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Figure 3.17: A comparison of the predicted beam pattern from CST versus a horizontal
slice through the measured data of a monopole antenna with a length of five times that
of the operating wavelength. As an added measure of confirmation, a simulation of
the same antenna was performed in HFSS, a competing antenna
design/electromagnetic solver software.

Antenna Design Iteration
The ideal linefeed antenna must satisfy a variety of requirements. The feed must
be efficient, coupling well to free space. The antenna must fairly evenly illuminate the
desired area of the dish, and that illumination pattern must be controllable significantly
with the aid of phase shifting. All of the above characteristics are frequency dependent,
so the antenna must be tuned for the specific frequency desired, with a bandwidth wide
enough to satisfy the data rate requirements of the system.
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Figure 3.18: The first functional prototype of a phased array linefeed, designed for 10
GHz. The ¼ wave spacing between elements prevented terminating the antennas
directly at a conventional coax connector. Later antennas at slightly longer
wavelengths had a larger spacing, allowing for the use of SMC bulkhead connectors
mounted at the base of the ground plane. To minimize transmission loss, the bottom
disk could be replaced with a printed circuit board containing some fraction of the radio
components, such as the critical first-stage low noise amplifiers for the receiver side.
The most straightforward method for measuring how well energy couples into
and out of each monopole is through measuring the S-parameters111, which essentially
describes where energy input into one port of a system leaves. These values can be
predicted by the simulation software as well as measured by a network analyser (see
Figure 3.19) to confirm ballpark behavior of the antenna, such as resonant frequencies.
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A given S-parameter SXY gives the ratio (usually in dB) of power output on port X that entered
the system on port Y. For a passive system like the antennas described here, all S parameters
will be negative.
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Figure 3.19: Above, the predicted S11 of an X-band linefeed. Below, the measured S11
(from DC to 10 GHz) of a physical antenna of the same design. The two agree in
broad strokes, especially in the desired region from 8-10 GHz. It is not unusual for the
detailed characteristics (e.g. specific frequency cutoffs) to be slightly different between
predicted and actual results. For instance, if a receiver designed for a center frequency
of 8 GHz turns out to actually work better closer to 8.2 GHz, then a new antenna with
every dimension scaled up by 2.5% should work as intended. The dip to
approximately -10dB at around 8.5GHz means that at this frequency power couples
into the monopole fairly well, since only 10% of the signal is reflected.
An important factor in determining 𝑆11 is the input impedance of the antenna. To
avoid reflection losses from an impedance mismatch, it is important to ensure that the
antenna inputs match the input transmission line, which is typically a 50 Ohm coax
cable. The input impedance of coaxial cable can be computed from

𝑍=

138𝛺
√𝜖

𝑙𝑜𝑔10

𝐷
𝑑

Where 𝜖 is the relative permittivity of the insulator and D and d are the outer and
inner diameters of the cable conductor and shield. Given teflon has a permittivity of 2.1,
this means that for an impedance of 50 ohms (the most common standard for coax
𝐷

cables), the ratio of 𝑑 must be approximately 3.4. For simplicity, in our initial linefeed
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designs we also targeted 50 ohms for the input impedance of our monopoles. Further
investigation showed the optimum input impedance was ~100 Ohms. The resulting
impedance mismatch between the coax and monopoles yields a reflection coefficient of
~0.5, leading to a ~25% loss in power being available for the monopoles to radiate.
While this mismatch did not impact our primary goal of demonstrating electronic beam
steering, it did reduce the efficiency of these early systems.
Ensuring that the feed properly illuminates the dish is a complex task. Since
different sections of the linefeed couple to different areas of the dish, each section has a
specific direction it must emit, and a specific fraction of energy it must radiate, allowing
the rest to pass along to the next section. These characteristics can be affected primarily
by changing the size and spacing of the isolating disks. Varying the distance between
disks effectively changes the length of the individual monopole antenna elements. Since
a half-wave monopole has an enormous radiation resistance, small changes in length
can massively affect radiation efficiency, as well as somewhat affecting the overall beam
shape. Additionally, varying the relative sizes of the disks can help to direct the beam in
a specific direction. It is likely that changing the overall shape of the disks would also
have a significant effect (for instance, by designing them as cones of varying angles).

Reducing Search Space
Unfortunately, optimizing such a design would require a broad search throughout
parameter space. Electromagnetic simulations are computationally intensive. As such,
assumptions need to be made to shrink the search space to a manageable size; after all,
the goal is to do a proof-of-concept, not to perfect the system. We start with an initial
guess at dimensions similar to the Arecibo linefeed, with 0.53𝜆 spacing between discs,
and diameters stepping down with a form of order 1/x so that earlier sections would have
greater variation between disc diameters and thus have their beams directed more
forward, while later disks would be directed more laterally.

Final Design Performance
As a result of numerous simulations, the best set of parameters were
determined. Given the depth of parameter space and the complexity of (possible)
fitness functions in that space, it is practically certain that there exist significantly better
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designs. However, limited time and resources required a design to be chosen for further
testing.
Tuned to operate at 7.6 GHz, S11 measurements indicated the bandwidth of the
feed is ~300 MHz, or ~4% (Figure 3.20).

Figure 3.20: Simulated S Parameters of final linefeed design. At the design frequency
of 7.6 GHz, The expected S11 and S21 are approximately -7.8 dB and -9.0 dB
respectively. The half-power bandwidth is approximately 300 MHz (roughly 4%), a
result of the highly tuned structure of the feed.
The beam pattern is less than ideal, with a significant null falling roughly between
30 and 45 degrees off axis. On the positive side, shifting phases allows for significant
control of which portion of the dish is illuminated by the feed, although larger shifts
produce significant backwards-facing sidelobes. Anechoic chamber testing of a
prototype feed built to these specifications was promising, showing similar behavior as
seen in the CST simulations (see Figures 21 and 22).
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Figure 3.21: Simulated far-field patterns produced by prototype linefeed at 7.6 GHz.
At top left, all three elements are driven in phase. Additional plots show resulting
pattern as one element is driven increasingly out of phase with the other two. A null
on-axis is probably unavoidable, although the second null at 30-45 degrees could
hopefully be eliminated in a later version.
The third and fourth lobes at 100-130 and 160-170 degrees are a mirror image of the
first two lobes, likely produced by the signal reflecting off the end of the feed and
travelling backwards through the antenna.
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Figure 3.22: Measured beam pattern of phased array linefeed. Exact phase
combination unknown, but roughly equal. As before, linear polarization of the fixed
antenna reduces signal strength when the feed is tipped vertically. Nonetheless, a
bright ring from 10 to 30 degrees off center and a slightly dimmer ring from 40 to 60
degrees is exactly as predicted by CST.
Due to difficulties with the simulation software, we were unable at the time to
satisfactorily model the interaction of the feed with the dish, so proceeded onwards with
integration testing using this antenna. The feed was attached to a boom cantilevered
from the center of a rigid hemispherical reflector dish. By slewing the dish azimuthally
and rotating the boom about the optical axis, we could measure the beam pattern as a
function of both elevation and azimuth angle using a receiver in a fixed location in the
farfield. For each pointing position, the phase shifts of the system could be swept
through parameter space to maximize gain, experimentally producing a lookup table for
future operation. The measured peak gain curve is shown in Figure 3.23. The on-axis
gain peak width matches a parabolic reflector of the same aperture size. However,
unlike a parabola whose gain quickly drops to zero off axis, the spherical reflector
continues to operate many degrees off-axis, albeit with less gain. The reduction in gain
is partially the result of utilizing (i.e. illuminating) less of the reflector the further one goes
off-axis.
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Figure 3.23: Off-axis performance of the linefeed antenna installed in a one meter rigid
sphere. At each angle, phase shifts were adjusted to maximize power transmitted in
that direction. The center area is roughly Gaussian with a FWHM of approximately
4.5o. Further off axis, the maximum possible gain decreases slowly, with a roughly
linear slope of approximately 2.7 dB per ten degrees.

Test Flight
The best means of testing the system’s performance is in flight. Besides the RF
performance, it is also of great value to confirm the effectiveness of the system’s other
critical elements, such as balloon inflation. On August 17, 2018, we flew a test prototype
of the spherical dish and linefeed as a piggyback on a NASA/CSBF engineering test
flight launched from Ft Sumner, New Mexico.

Test Goals
Flying a transmitter using a prototype of our antenna aboard a high altitude
balloon allows us to test the performance of the system in a real-world environment quite
similar to the intended orbital applications. Using both a rigid sphere and a balloon, we
can compare the performance of the balloon material versus the hypothetical ideal.
Long-range measurements can be made between locations on the ground, but introduce
uncertainties from multipath error and ground bounce; putting transmitter or detector
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high in the sky ensures a better-behaved system. Ground stations positioned beneath
the payload can track the antennas as they pass by, measuring the received power
level. From this power level and an understanding of the behavior of the rest of the
system, it is possible to estimate antenna gain.
Maximum achievable gain is the most critical parameter, as greater gain means
better directivity and link bandwidth. Proof of beam steering is also valuable, as it
indicates that the phase shifting system can actually scan the beam around to different
places rather than being stuck staring at one spot. Lastly, for certain applications it can
be valuable to be able to produce deep nulls in the beam, which can help prevent
unwanted interference.

Flight Payload

Figure 3.24: The complete gondola in transit to launch site. In the center are the RF
electronics and NASA electronics systems, as well as several other small science
payloads. At left is the inflated balloon. At right is the rigid acrylic sphere.
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The Flight payload consisted of two identical phased array linefeeds, one
installed in a rigid acrylic hemisphere (made reflective with aluminum tape), and one
within a Mylar balloon, half silvered, half clear. Both reflectors were hemispherical, with
a diameter of one meter (see Figure 3.24).
The antennas were fed with a pure tone at 7.78 GHz, fed through a splitter to
produce three identical signals. Each signal was passed through a solid-state phase
shifting module and amplified. A trio of RF switches enable the system to alternate
between feeding the rigid or inflated mirror. A flight computer was programmed to
operate in ‘lighthouse’ mode, where the phase was varied through a wide variety of
settings over the course of approximately 40 seconds. Once a scan was complete, the
system switched to the other antenna and the loop was repeated. A block diagram of the
flight system is provided in Figure 3.25.

Figure 3.25: A schematic of the flight electronics. A 7.78 GHz tone is split into
separate channels, phase shifted, and amplified. RF switches switch between the two
antennas: rigid and inflatable. A small single board computer controls the system.

Ground Stations
Two largely identical ground stations were constructed, using a 0.5 meter
diameter dish fed by a helical antenna. The entire system was mounted on an altitude-
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azimuth mount designed to automatically track the balloon’s position from live telemetry
provided by NASA. Ground station #1 (GS1) was positioned at the Ft. Sumner airport,
near the launchpad. GS2 was positioned approximately 50 miles downrange as best as
could be estimated by the meteorologist on site.
Received signals were filtered and amplified by a low noise amplifier mounted
directly to the feed. From there, a long cable lead the signal into the RF electronics box
where it was further amplified and mixed down to 800-1000 MHz. Lastly, a USRP N210
software defined radio recorded the spectra (see Figure 3.26).
Unfortunately, due to changing wind patterns, the estimated location for GS2
turned out to be inaccurate, so useful data was only acquired from GS1. Additionally, low
altitude winds took the ascent path of the balloon east and south almost directly away
from GS1, before circling back around as the balloon ascended into the westward
direction projected. While GS1 was able to observe the flight of the balloon, it never flew
close to directly overhead.

Figure 3.26: A block diagram of the ground station RF electronics. At the end of the
chain, the signal is amplified by 50 dB, filtered, and mixed down to 800-1000 MHz so
that the software-defined radio can capture a spectra.
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Results
At the end of the day, we want to determine the highest gain achievable from the
spherical dish as a function of elevation angle. From the Friss transmission equation,
we know that the received power (𝑃𝑟𝑥 , in dBm) must be equal to the sum of the
transmitted power (𝑃𝑡𝑥 , in dBm), the gain of the two antennas (𝐺𝑡𝑥 and 𝐺𝑟𝑥 , in dB), the
free space path loss (𝐿𝑝𝑎𝑡ℎ ), and the polarization mismatch (𝐿𝑝𝑜𝑙 ). In other words,
𝑃𝑟𝑥 = 𝑃𝑡𝑥 + 𝐺𝑡𝑥 + 𝐺𝑟𝑥 + 𝐿𝑝𝑎𝑡ℎ + 𝐿𝑝𝑜𝑙 .
As the transmitter varies phase shifts, we track the received power and cherry-pick the
highest received power. Knowing the characteristics of the rest of the system allows us
to solve for 𝐺𝑡𝑥 .

Receiver Data Calibration
After all the amplification, attenuation, and filtering, it’s necessary to determine
the true y axis scale of the spectra from the USRP radio if we want to understand the
system efficiency. In order to do so, a test tone with a known power was injected into
the ground station receiver box (see Figure 3.27). In addition, a variable attenuator was
used to measure the linearity of the system. Spectra were taken with input signal levels
of -80, -70, -60, and -50 dBm. Since this signal bypassed the LNA, filter, and cabling on
the receiver dish itself, our sky signal receives an additional 31 dB of gain. The linear
correlation is very good (r=0.9999), so we can determine the true received power 𝑃𝑟𝑥
from the spectrometer power 𝑃𝑠𝑝𝑒𝑐 by:
𝑃𝑟𝑥 = 1.056 × 𝑃𝑠𝑝𝑒𝑐 − 173.
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Figure 3.27: USRP radio spectra produced by test tones injected into the ground
station RF electronics box, used to calibrate the scale of the flight data. X axis is
channel number (each roughly 10 MHz wide), and the Y axis is logarithmic in arbitrary
units. These four spectra correspond to power levels directly out of the receiver
antenna of -111, -101, -91, and -81 dBm.
Error in this number is relatively small, and is driven by two uncertainties; the
exact amount of amplification and attenuation between the feed and RF electronics box,
and the precise amount of attenuation introduced in the calibration data. In total, the
error is likely within +/- 2dB.

Receiver Antenna Gain
Of the input parameters, 𝐺𝑟𝑥 is the least certain. A dish size of 18x20” should
have a directivity of approximately 31 dB. An ideal feed would have an efficiency of 7080%; however, our feed is a handmade helical antenna whose performance and optimal
positioning are uncertain and likely non-ideal. As such, we estimate an efficiency of
approximately 10%, and an ultimate gain of 20 dB. The uncertainty of this value is itself
uncertain, but is likely to be at least 3 dB.
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Path Length Loss Factor
The path length between transmitter and receiver is easily determined from GPS
locations (see Figure 3.28 and 3.29). Unfortunately, the cadence of position data from
the gondola is somewhat sparse, at 61 seconds. At the regions of greatest interest
roughly 20 minutes after the launch, the total distance varies by no more than 6% from
point to point. Since the loss factor is given by 𝐿𝑝𝑎𝑡ℎ = 20 𝑙𝑜𝑔10 [𝜆 / 4𝜋𝑑], this translates
to an uncertainty in 𝐿𝑝𝑎𝑡ℎ of 0.5 dB. With the transmitter starting 1.3 km from the
receiver and travelling to a distance of 20.8 km after an hour, 𝐿𝑝𝑎𝑡ℎ starts at around -112
dB and drops to -136 dB.

Figure 3.28: The distance between the transmitter and GS1 immediately after flight.
The elevation angle ranges from approximately 45o to 60o.
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Figure 3.29: The path taken by the gondola following launch. The approximate
location of GS1 is marked.

Cross Polarization
If the polarization of the antennas is mismatched, there will be a reduction in
efficiency. For the transmitter, the polarization is effectively linear, with a significant
amount of cross-polarization. The helical feed for the ground station receiver is circularly
polarized, meaning it will couple to one of the linear polarizations from the transmitter
with 50% efficiency. As such, the total cross-polarization loss will vary between 3 and 6
dB depending on the degree to which the transmitter contains both polarizations. From
Love and Gustincic112, it is likely that the loss is at the higher end of this range, so we
take 𝐿𝑝𝑜𝑙 = 5 ± 1dB.

112

Love, A., and J. Gustincic. "Line source feed for a spherical reflector." IEEE Transactions on
Antennas and Propagation16.1 (1968): 132-134.
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Transmitter Gain
The transmitted power (𝑃𝑡𝑥 ) was determined using a power meter shortly before
flight. The system was delivering 400 mW to each of the three antennas, yielding a total
transmitted power of 30.8 dBm. Given that this measurement was directly taken, the
uncertainty is presumed to be negligible.

Calculated Transmitter Gain
Putting all of these values together, the errors (when expressed in dB) will add in
quadrature, such that
𝜎𝑡𝑜𝑡 2 = ∑ 𝜎𝑖 2 .
Given the uncertainties from above, the uncertainty in the final answer should be
approximately +/- 4dB. The resulting maximum recorded gain is approximately -5 +/- 4
dBi. An overview of measured gain with ground station 1 for the most useful portion of
the flight (the first hour after launch) is plotted in Figure 3.30.

Figure 3.30: Calculated gain of the spherical antennas during flight, as seen by ground
station 1.
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Antenna Gain as a Function of Angle
The likely explanation for this result is that the transmitter was never sufficiently
directly overhead so that the main beam of the phased array antenna could hit the
receiver on the ground. Unfortunately, the balloon never got close enough to being
directly overhead to enter our expected working area of +/- 15 degrees. Nonetheless,
searching over the period of interest for the local maxima per ~70 second chunk (the
repetition rate for the lighthouse mode) allows us to determine the maximum possible
gain that the phased array system can produce in that direction; a graph of gain
measured from the rigid hemisphere versus angle is shown in Figure 3.31.

Figure 3.31: Maximum antenna gain observed from the rigid dish for each cycle of the
‘lighthouse’. Due to various issues beyond our control (such as uncontrolled swinging
and potential vignetting of the beam due to gondola elements) it is plausible that a
cycle’s gain never achieves the peak it ought to. As a result, we believe these points
can be interpreted as lower limits of the ‘true’ performance of the antenna.
Since the gondola has no attitude control, the transmitter did not know its
bearing, nor can we determine it after the fact. As a result of the gondola’s twisting and
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swinging, coupled with the transmitter’s blind stepping through phase combinations, it is
likely that during some sweeps the transmitter never managed to produce the ideal
phase combination at the right time to produce a stronger gain. For larger, more oblique
angles, it is also possible that some cycles occurred when the rotation was such that the
dish was somewhat vignetted by the structure of the gondola or CSBF antennas hanging
below. As a result, it is likely fair to lend more credence to the higher power values as
being more representative of the true performance of the system.
Viewing the points in the above Figure 3.31 as a lower limit of the antenna’s true
performance, and assuming the maximum antenna gain is roughly linear, then the ‘true’
gain likely varies from approximately -12 dBi at 50 degrees to between -4 and 0 dBi
depending on the assumptions. When comparing this performance to the ground test
observations, the behavior is consistent with a peak on axis gain of approximately +1520 dBi, but is relatively difficult to accurately determine.

Maximum Versus Minimum Gain
The ability of the antenna to produce gain minima and/or a large variation
between maximum and minimum can be a valuable property. Here, the system had
relatively good performance, producing a difference of approximately 25-30 dB between
maxima and minima, and roughly 10 dB difference between the maximum and median
values (see Figure 3.32).
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Figure 3.32: Maximum, minimum and median gain of the rigid dish per sweep of the
lighthouse. The system demonstrates reasonably good ability to produce significant
variation in gain by shifting phase.

Inflatable Sphere Performance versus Rigid Dish
All the analysis above has focused on the behavior of the rigid sphere, which we
assume to be effectively ‘ideal’ as far as primary shape accuracy goes. When
comparing performance between rigid and inflatable dishes, a significant amount of
variation can be seen. At times the difference is as little as ~3 dB; at others, as great as
20 dB (see Figures 3.33 and 3.34). A static difference is expected, as the aluminized
mylar material used in construction of the balloon is believed to be significantly less
reflective than the ~100% reflectivity of the aluminum used on the rigid dish113, perhaps
closer to 50%. A significant amount of variability in this difference is likely a result of the

113

Aluminized plastic films are generally created using some sort of physical vapor deposition
process, which typically produces extremely thin coatings, often less than one micron. Since the
skin depth of aluminum at X band is roughly one micron, the metallization cannot be assumed to
be a perfect reflector. At higher operating frequencies the skin depth drops, but future balloon
implementations at or below 10GHz may require custom-coated, extra thick films to be produced.
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gondola rotating in azimuth, preferentially favoring one dish or the other because of
vignetting from the gondola structure.

Figure 3.33: Zoom of gain variation over time, with periods of balloon vs. rigid dish use
highlighted. The difference between the two varies significantly, from as little as 6 dB
to over 20 dB.
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Figure 3.34: Comparison of maximum gain values per cycle for rigid and inflated
dishes.

Testflight Summary
The testflight, and the modeling and experiments leading up to it, provided a
great deal of insight into how to optimize the performance of the linefeed for future
flights. The single greatest improvement in performance would be to feed the linefeed
from the bottom, instead of the top. This was deemed necessary for the testflight given
the geometry of the system, as the dishes were pointing straight down, held from above.
As such, holding the feeds by clamping them to a vertical tube descending from the dish
anchor point above was by far the easiest and least invasive manner of installing,
especially for the balloon. However, this approach produces two issues for efficiency.
First, the path length phase error is significantly increased, since now the two signal path
length variations (in air and through the feed) add, rather than cancel. This drops the
path length efficiency from roughly 93% to 24% (see Figure 3.35). Additionally, since
the feed acts as a travelling wave antenna, sending the tone down the ‘wrong’ way
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changes the relative strength of the lobes, making the backwards-oriented lobes
preferred.

Figure 3.35: Path length efficiency of a ~8 GHz, 50 cm dish using a top (left) and
bottom (right) fed linefeed. The resulting efficiencies are 93% and 24%, respectively.
As discussed earlier, the feed pattern is practically certain to contain a null onaxis, given that the base of the feed at the paraxial focus will presumably be blocked by
the rest of the feed. However, the additional null at around 40o seems avoidable with a
better feed design, particularly with regard to the size, shape, and spacing of the disks to
better distribute energy on the dish as needed. By imperfectly illuminating the dish, the
effective aperture is reduced.

Path Forward
Increasing Performance
Although phase shifting clearly makes a big difference in the beam pattern of the
feed, our prototype system appeared to demonstrate less than ideal gain off-axis once
integrated into the dish. A likely cause of this is the relatively small physical size of the
feed. After all, a spherical dish will focus light from different directions onto different
locations along a spherical surface halfway between the dish and the center. From
Gaussian beam optics, the beam waist produced by our primary (with a collimated input
beam) should be approximately
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2𝑤0 =

4𝜆 𝐹
,
𝜋 𝐷

𝐹

Which in our case (𝜆 ≈ 4cm, 𝐷 ≈0.5) is roughly 2.5 cm across. However, the
paraxial focus surface is relatively large; with a circumference of 157 cm, the beamwaist
must shift laterally over 4mm for each degree we wish to skew off axis. Since the
linefeed prototype examined here is relatively small, varying in diameter from the
baseplate at ~9 cm to the last disk at ~4 cm, our feed will struggle to couple well to line
foci that it does not overlap. As such, off-axis gain could likely be improved if the feed
𝑅

antenna were duplicated to more fully span the focal surface at 𝑟 = 2 . If we assume that
linefeeds are likely to contain an on-axis null of roughly the same size as the prototypes
we have explored, then feeds could span roughly ±15o without contributing significantly
to the central obscuration. Work is ongoing toward integrating multiple feeds into the
same dish to increase effective angular coverage (see Figure 3.36).
Building on the work discussed here, more recent modelling and laboratory
measurements indicate improved performance from “Mark II” designs, which use six
driven elements instead of three, and control both phase and amplitude. Research is
already underway towards creating dual polarization linefeeds that use orthogonal “X”
elements instead of single wires. With proper phasing, a phased array line feed utilizing
“X” elements can send or receive horizontal, vertical, or circularly polarized signals, all of
which are used in 5G communication systems.

Figure 3.36: Photo of prototype multi-feed antenna, currently in development.
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Portability and Stowability
Our prototype systems have utilized rigid antenna feeds and mounts which would
be highly non-ideal for a system that ultimately needs to be packed into the smallest
possible volume. To that end, we are exploring how a ‘soft’ version of the linefeed could
be produced. Topics of interest include using metalized plastic film instead of solid
aluminum for the isolating disks; holding the linefeed in position by attaching to interior
dielectric support sheets; and feeding the array using coplanar waveguide on metalized
film instead of conventional coaxial cables.

CatSat

Figure 3.37: Concept image of the CatSat mission. The primary payload would be a
1.5 meter balloon, with corresponding phased array linefeed. When stowed, the entire
spacecraft would fit within a ‘6U’ (20x30x10 cm) volume.
The culmination of the test flight and followup improvements is a flight of a
prototype satellite, dubbed ‘CatSat’, developed as a project at the University of Arizona,
including representatives from Steward Observatory, the Lunar and Planetary Lab, and
the Aerospace and Mechanical Engineering Department (see Figure 3.37). The project
is funded internally by the University and has been accepted by NASA for launch in late
2020 as a payload in their Cubesat Launch Initiative (CLI) program, which provides free
launches for student small satellite projects.
The primary payload would be an improved version of the phased array linefeed
presented here. Using a spring-loaded ‘jack in the box’ design, the entire balloon and
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feed payload would be ejected from the side of the 20x30x10 cm ‘6U’ cubesat. With a
possible gain as high as 40 dBi at X-band, CatSat should be able to stream HD video
from an onboard camera down to earth at up to 50Mbps with only a few watts of RF
power.
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Summary/Closing Words
Astronomy
In the first part of this work [CI] J=2-1 emission line observations of diffuse
molecular clouds in the Milky Way made with the HEAT telescope are presented. This is
an exceptionally difficult line to observe from all but high elevation sites in the Atacama
desert and the interior of Antarctica. Being located on the highest, coldest site in
Antarctica, the HEAT telescope was uniquely capable of producing large, unbiased
maps of the southern sky. Numerous theoretical and numerical models of
photodissociation regions suggest that young clumps of molecular gas should take a
relatively long time to form CO versus C, suggesting the CO:C ratio should be a powerful
tool for understanding the lifecycle of the interstellar medium by discovering early stage,
small clumps of molecular gas. As CO is relatively easy to observe, existing analyses
are likely biased towards older clumps that have formed considerable amounts of CO.
Therefore, the maps produced by HEAT are critical to achieve a more complete picture
of this dynamic system.
I presented an overview of one such map, a 1x1o map of the galactic plane near
G328 and zoomed in on one particular cloud at l = 328.61o, b = 0.36o, v = -108 km/s.
The map presents an intriguing mismatch between the observed neutral carbon
emission observed with HEAT and CO J=1-0 emission observed from the Mopra
telescope in Australia. In the surveyed region there appear to be two or three clumps in
neutral carbon, but only one visible clump in CO. This morphology could indicate a
potential merger of two small clouds, possibly of different origins or age. This region
exemplifies the value of the [CI] data, as it unveils a far more complex, dynamic system
than would be surmised from observing CO alone.

Instrumentation
Terahertz technology continues to grow cheaper, more powerful, and ubiquitous
across technical domains. For our part, astronomers will surely continue to turn to this
regime to answer questions about the cosmos; and as demand grows, it falls to
instrument builders to create ever more capable observatories. In this dissertation, two
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promising methods for realizing next generation far-infrared observatories were
discussed.
For ground-based telescopes, a location like Ridge A offers order-of-magnitude
improvements in performance over more established sites. Thanks to Ridge A’s
exceptional atmospheric transmission in the far-infrared, the extent and quality of the
maps produced by HEAT could not be readily achieved utilizing existing ground-based
sites, including the South Pole. This is true despite HEAT’s utilization of relatively
insensitive Schottky diode based receivers. For instance, a cutting-edge SIS/HEB
receiver might have an intrinsic sensitivity ~10x that of HEAT’s Schottky diode system,
but the increased atmospheric opacity associated with other sites largely obviates this
advantage. A flight mission like Herschel or SOFIA offers much better observing
conditions versus any ground site, but their high cost renders large-scale surveys
prohibitive. While high-altitude balloons (such as the upcoming GUSTO mission) offer a
significantly lower cost alternative to aircraft or satellite missions, the operating cost is
still relatively high in comparison to ground-based observatories and, therefore, should
target observations not routinely possible from the ground, even from a remote site like
Ridge A (e.g., [CII], [NII], and [OI]).
As Hubble, SOFIA, and JWST have shown, the cost and difficulty of building
airborne and space based observatories utilizing conventional technologies may put the
next generation of such telescopes out of reach. Conventional rigid optics have high
heritage with relatively limited room for improvement; if astronomers want significant
increases in resolving power, then outside-the-box solutions must be explored. With this
need in mind, the large balloon reflector concept is a promising approach for significantly
increasing telescope aperture, while still fitting within the cost envelope expected for
future missions. Although thin film reflector surfaces will lack the accuracy and stability
of conventional optics, the deformable mirror presented in Chapter 2 should be able to
manage large-scale aberrations to acceptable levels.
Lastly, I presented an effort to apply this large balloon reflector technique to
lower frequency applications such as mobile and space telecommunications. In this
environment, small-scale deformations of the primary are negligible, so no active optics
are needed. Additionally, at longer wavelengths spherical aberration does not need to
be corrected using optical elements, but can be accommodated by using a line feed
designed to couple efficiently to a hemispherical reflector’s focal line. Such a line feed
can be designed with a phased array system, enabling near-instantaneous beam
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steering with no moving parts, a highly valuable property for telecommunications
systems with numerous (potentially simultaneous) users.
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