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ABSTRACT 

Specialist test establishments have historically placed significant reliance on “security through 

obscurity”. With increasing “always on” connectivity and the drive to leverage commercial 

products, the threat space has widened significantly while the sophistication of attack vectors has 

evolved. Access through vulnerabilities embedded within a platform’s communications, flight 

controls, or other on-board access points leave organizations vulnerable to attack, exploitation, 

and loss of revenue or property. Cyber and operational security associated with all aspects of 

aircraft technologies is becoming increasingly critical. This paper investigates techniques and 

procedures by which aircraft and space vehicles can be compromised by and protected against 

cyber-attacks. 

INTRODUCTION 

In 2015 a Chris Roberts claimed he gained access to flight control systems on a Boeing 777 

aircraft through the inflight entertainment system[1]. And in 2017, Ruben Santamarta established 

a shell presence on a real in-flight airborne commercial airplane internet modem [22], which also 

allowed him to spy on cargo ships and detect military installations that were otherwise hidden. 

The significance of these two events is not what they actually may have achieved (and indeed it 

seems probable that Roberts did not actually accomplish what he claimed), but that they 

demonstrate that frontier in the battle against cyber-attacks has definitively shifted. 

Formerly, aircraft in flight (and indeed just about any moving vehicle) were presumed to be 

isolated, mostly self-contained systems, with only a handful of well defined, narrow and well-

controlled communications interfaces. 

That is no longer true – if it ever was!  

In some respects, the much of the aviation / space test and evaluation community – particularly 

on the commercial side -- has enjoyed a level of mutual respect and trust supported in no small 

part by the mutual interest in accident investigation and safety improvements. There is a risk, 

however, that this fosters a mindset that is inconsistent with that needed to build defenses against 

cyber-attacks.  On the military/government side, the combination of maintaining the 

confidentiality of the data coupled with the institutional expectations of physical security has 

tended to mask cyber-security issues, although that is now changing. 

DEFINING THE PROBLEM SPACE 



 

 

All assessments of data protection (or lack thereof) have to begin with characterizing what, 
precisely, it is that needs protection and from what threats. 

For the most part, when cyber-security is discussed, the emphasis is on the loss or damage 
to an intangible entity, that is to say, data. However, it should always be recognized that 
cyber-attacks can be used to instigate actual physical damage, either by actively 
commanding systems to act in a manner that will result in a catastrophic failure, or by 
passively preventing a system from responding correctly to external events. 

Threats to data security may be broken down into four broad categories described below. 

Tailored Espionage Efforts. When data protection is discussed, it is usually this sort of 
threat that people consider: the exfiltration of data, particularly test data, for competitive 
advantage. 

The typical perpetrator of such an attack could be seeking a commercial or military 
competitive advantage. Or, as is frequently the case with individuals who develop and 
conduct cyber-attacks, the perpetrator may be seeking data that could be sold to competing 
interests. 

With the general consolidation of the aerospace industry, the line between military and 
civilian vehicles is far less distinct than it once was. This has the net effect of focusing 
attacks; for example, an unfriendly nation state may design an attack against what they 
perceive as a military program, but which is actually seen as a civilian platform by its 
developer. 

For example, all three of the largest commercial airframers also make tanker/transport 
aircraft for military applications. Thus the malicious development of an attack against, say, 
the avionics of a civilian aircraft may be fundamentally motivated by a desire to interfere 
with the military derivative. 

Tailored Sabotage Efforts. Exfiltration of useful data is frequently a very difficult task for 
malicious actors to achieve, not least because the volume of data involved in even a 
relatively small test program is enormous. 

But for a competitor, a valuable advantage can also be attained by suppressing or 
invalidating data, slowing the progress of the program and increasing the costs of the test 
operations. 

Unlike with a data exfiltration attempt, these sorts of sabotage efforts can “shotgun” the 
target: rather than specifically try to infiltrate the victim’s program, the attacker can 
attempt to spread their malware as broadly as possible, in the hope that the intended 
target will be infected among the multitude. 

Again, these sorts of attacks might be inspired by either a commercial opponent or a state-
sponsored actor. Unlike a data exfiltration effort, purely mercenary efforts are less likely, as 
there is no commodity to sell. (Of course, tools may be developed for mercenary reasons, 
and acquired by an attacker for other nefarious purposes). 

Accidental Infestation. This may be the most common variety of attack, in that it is not 
actually targeted at the victim. The archetypical example would be malware intended for 
regular PCs that infect parts of an avionics or flight test installation that happen to “look 



 

 

like” a PC – a fairly common state of affairs because the cost of developing a processor is 
high, and using well-proven “PC-like” designs saves time, money and reduces risk. 

So the sort of software virus that attempt to ransom a system by encrypting the hard drive 
and demanding payment for the decryption key can easily execute on a system that’s 
embedded in a test article. Of course, unlike many commercial office PCs, “re-imaging” the 
infected system (overwriting the suspect storage with a “known good” copy) and starting 
again is likely a reasonable course of action, as the probability of there being irreplaceable 
data on a test component is much smaller than in an office, but nonetheless the process of 
cleaning up the results of a virus may be non-negligible. 

Accidental Data Leakage. This is also a common type of data vulnerability, although it’s not 
technically a type of attack. 

In this situation, data is inadvertently disclosed and a malicious actor takes advantage of 
that disclosure. Common examples of this sort of incident is data being made available via a 
website, or data being recovered from “lost” or indeed physically stolen storage media. 

As noted previously, lost data, however obtained, can then become a competitive advantage 
to malicious adversaries and/or competitors. 

But a secondary concern is that there exists a population of individuals who launch cyber-
attacks “for the thrill of it”, i.e. just for the challenge of penetrating a system. These 
individuals can represent as much of a threat as those with ulterior motives, in that lost 
flight time and corrupted data represents real costs to the program regardless of the 
motive behind the attack.  

 

ATTACK MECHANISMS AND VECTORS 

While there is a near infinite number of ways that the security of test and evaluation data 
can be compromised, these may be summarized as occurring in one of three “windows of 
opportunity”. 

During Manufacture. This type of attack vector is also one of the hardest to protect against, 
because it does not involve the infection of the systems: the compromised part or system is 
delivered and assumed to be pristine, and the victim is unaware of a malicious capability 
embedded in the physical device. 

The fundamental issue here is that if a supply chain is compromised, then it is virtually 
impossible to detect tampering with components without exhaustive, and probably 
destructive, forensic analysis. 

An October 2018 report by Bloomberg Businessweek alleged that server motherboards 
made in Asia for a US company were tampered with during manufacture to insert a 
“hardware hack” that supposedly would allow an attacker to take control of the system in 
which the motherboard was installed. 

[Note that it appears that this report was unsubstantiated, no actual evidence of such an 
attack has been identified, and the report has been repudiated by all the alleged victims, 
several intelligence agencies on both sides of the Atlantic, no security researchers 



 

 

anywhere around the world have been unable to confirm or replicate any of the allegations. 
However, even if the Bloomberg article was ill-founded, it describes a type of attack that 
could theoretically exist.] 

During Pre- or Post-test Support Operations. No aerospace test instrumentation system 
exists in isolation. The simplest means for malware to move from outside the test vehicle 
onto the test article is via the data transfer portals that are architected into the 
instrumentation. 

The role of test support equipment includes loading and offloading data to and from the 
test article, so provides a straightforward route onto the vehicle. Other functions such as 
configuring the instrumentation system also requires a “touch point” that could potentially 
be a point of intrusion. 

 [Note that the test support equipment is also a target in its own right, as malicious damage 
to acquired test data can be achieved both on the vehicle and while it’s being processed; 
however, for this paper, only attacks “on the flightline” are considered, with the 
demarcation being the ground support equipment.] 

During Test Operations. Traditionally, air and space vehicles have been perceived as 
isolated islands, safe from intrusion once in operation. 

However, the (literal) “air gap” is not a universal panacea: The threats are not new, for over 
a decade, there has been research into this problem set.  Malware specifically designed to 
defeat air gaps in multiple critical infrastructures have been developed and are still being 
developed.  A recent Israeli research effort dubbed the “MOSQUITO Attack” has 
demonstrated an exchange of data air-gapped PCs via ultrasonic waves; it’s hard to see how 
this could be directly exploited in an aviation context, but post-collection the data may be 
vulnerable. 

Other attack vectors that defeats air gaps include manipulation of external signals and 
sensors. For instance, manipulating (“spoofing”) the GPS signals which can corrupt the time 
reference of a test data set. Or deliberately stimulating (over-stimulating) external sensors 
may disrupt readings leading to either compromised data or missing information; for 
example, optical sensors can be “dazzled” by an appropriately aimed laser. 

But probably the simplest attack vector against vehicles in flight are the deliberate 
communication links. Society is growing used to an “always accessible” internet, and the 
aerospace and FTI community is no different. Modern maintenance concepts may use WiFi 
to allow the ground team access to the on-board systems immediately on arrival and 
without needing personnel in physical proximity to the (potentially hazardous) vehicle. 
And since commercial airliners offer in-flight internet access to their customers throughout 
the world, it is inevitable that test programs will advantage of an established  connectivity 
solution for all or part of their requirements, such as the SATCOM in-flight WiFi solution 
discussed in Ruben Santamarta’s paper mentioned above (reference [22]), or LTE cellular 
data service. 

Attack Types. Regardless of how the malware is introduced, there are three main types of 
attack: code injection and manipulation, data injection, and physical tampering. Simply put, 
the first is what most of us think of as viruses and cyber-attacks: exploits that cause the 



 

 

attacked system to do something unintended, such as allow the attacker to control the 
machine. The second type is exemplified by conventional “denial of service” attacks: a 
system is overloaded by so much data coming across “proper” channels that it becomes 
unable to function as intended; many other forms of data injection attack also exist e.g. 
corrupting calibration data. Finally, physical tampering (or mishandling) is obvious: if 
someone has the ability to insert or remove “something” from a system, all bets are off! 

Depending on the circumstances surrounding an attack, the perpetrator may be assumed to 
have the ability to execute at least one of these attack vectors during the life cycle of the 
system (e.g., development, supply chain, deployment, or maintenance stages). 

DEFENSES 

The most obvious front line against cyber-attacks is a robust set of policies and procedures. 

However, humans are fallible, and policies and procedures are repeatedly shown to be 
inadequate in the face of carelessness, training inadequacy, and well-intentioned efforts to 
streamline burdensome tasks. 

It is, therefore, nearly axiomatic that cyber-defenses need to be crafted to be as unobtrusive 
as possible in operation, so that the user base doesn’t perceive the “remedy as worse than 
the disease” and circumvent the protections designed to guard the data. A firewall, for 
example, is of little use if users routinely disable it. 

Standard Tools. It is perhaps easy to overlook, but a first line of defense is whatever toolset 
already comes with the components being used. 

So if part of a flight-test instrumentation system uses, say, a Linux-based operating system, 
then the firewall capabilities of the OS should be properly enabled. Likewise tools like anti-
virus scanners should not be omitted or discarded simply because the platform is being 
used as part of a flight test instrumentation system. 

The greatest challenge with the use of these tools is usually ensuring that they aren’t 
invoked inappropriately: it would be unfortunate if data were lost because part of the 
system collecting the data started to scan for malware. The positive aspect of this is that it 
encourages beneficial procedures: to avoid anti-virus scanning mid-test, scans should be 
invoked prior to flight, which is more useful anyway. In the context of the test community, 
these tests should become part of the CBIT functionality, and procedurally CBIT should be 
regularly invoked. 

Data Encryption. As the old saying goes, “Build not your house on sand”. Techniques known 
as “root kits” have been developed that conceal malware from detection by simply 
intercepting efforts to investigate areas of the host platform and returning an “all good!” 
status instead of revealing the malicious code. 

Architecturally, one needs a trusted ‘rock’ to stand on, before confidence can be gained that 
monitoring the environment provides accurate and high fidelity platform situational 
awareness. 

By encrypting storage, the system architect can prevent surreptitious access to media 
except through authenticated channels. With an encrypting device, the data “flows 
through” a symmetric encryption module, so that plaintext (unencrypted data) becomes 



 

 

ciphertext (encrypted data), and vice versa. Any malware thus embedded on the device 
would be scrambled as it passed through the encryption system, rendering it harmless. 

However, not all encryption solutions are equally trustworthy. First, care if the encryptor is 
incorporated into the storage device, then care needs to be taken in the supply chain to 
ensure that “backdoors” are not included that would bypass the encryption system (or 
secret a copy of the cipher key within a hidden, internal non-volatile memory location) so 
that the data can be retrieved without reference to the data’s legitimate owner. 

Even without compromised supply chains, self-encrypting devices may only provide a thin 
veneer of security. A study by Dutch researcher Carlo Meijer [3] showed that reputable 
“name brand” devices from both US and Korean manufacturers were vulnerable to various 
attack methodologies that allowed the supposedly encrypted data to be retrieved. 

There are, then, three distinct levels of certification that are required to validate an 
encryption device. The first level is simply the confirmation that the algorithm is sound; 
that is, that there are no “shortcuts” to decryption or technical vulnerabilities such as a 
design that no symbol would ever be encrypted as itself. Reputable algorithms will have 
been subjected to mathematical analysis by a diverse group of cryptanalysts. 

The second level is validation that the algorithm is actually properly implemented as 
defined by the algorithm. 

And thirdly, the ancillary functions, such as the key handling logic (sometimes known as 
“Authentication Activation”, or “AA”) and random number sources has to be validated to 
ensure that they also conform to expectations. 

Historically, the “gold standard” for encryption systems was of course the collection of 
various devices and subsystems used to secure national security information. However, the 
increase in cyber-awareness, particularly in the health care industry for protecting 
patients’ medical records, has resulted in certification standards for commercial products. 

Ampex, for example, uses the encryption standard developed by the Belgian 
cryptographers Vincent Rijmen and Joan Daemen, which was adopted by the US National 
Institute for Science and Technology (NIST) in 2001 [4] as the “Advanced Encryption 
Standard”, AES. This has been codified as Federal Information Processing Standard 197 
(FIPS 197) [5]. 

The first level of validation is the global community’s scrutiny of the mathematical 
underpinnings of the algorithm; the second level is that a given implementation is certified 
to FIPS 197 and is therefore “correct”. While certification to FIPS 197 is an arduous 
process, once a particular design has achieved conformance with the standard, the 
implementation can be reused. So a software library, or an FPGA or ASIC implementation 
can be certified once and reused in a variety of different products. 

The third level is achieved by certifying to a separate standard, FIPS 140-3 “Security 
Requirements for Cryptographic Modules” 1 [6] which is achieved by a process known as the 

                                                        

1 The standard is generally known as FIPS 140. The number after the dash is the edition number. FIPS 140-3 superseded 
FIPS 140-2 in March 2019. 



 

 

Cryptographic Module Validation Program (CMVP), which is a joint US/Canadian effort. 
Ampex is actively engaged in obtaining this level of certification. 

A critical advantage of using commercial solutions over government ones is that the key 
management system can be tailored to the application. For instance, in a typical operational 
military encryption system, keys are handled using mechanisms already in place for 
communications security and so on. But in the commercial and unclassified spheres, there 
is no existing infrastructure, and even when there is a system upon which a mechanism 
could be built, the CONOPS of a test establishment is usually quite different from that of an 
operational one, and the threat space is also significantly different (test aircraft don’t 
generally fly in hostile airspace, for example). 

So in place of cumbersome “Crypto Ignition Keys” (CIKs), designers have the option of 
producing tailored key management solutions, such as systems delivering data encrypting 
keys (DEKs) using “wrappers” made from a separate public key encryption infrastructure, 
so that “anyone” having the public key of an on-board system could “wrap” a DEK in such a 
way that only the system itself could unwrap it using a trusted device that renders it 
impossible to extract the private key that matched the public one. 

Related to key management is the need for complementary “ground systems” capable of 
decrypting encrypted data modules. While a need for dedicated ground stations is 
sometimes operationally unpopular, in this context the ground system is ideally placed to 
act as both a “cyber kiosk” as well as the encryption/decryption tasks. Cyber kiosks provide 
additional gatekeeper functionality, for example by performing malware scanning, 
implementing firewalls against inappropriate content types (e.g. prohibiting executable 
files), etc. 

Real-Time Monitoring Systems. Bus-type interfaces with multiple nodes represent a 
particular challenge. In modern avionics systems, there are generally two dominant multi-
source, multi-sink interface types: Ethernet-type buses (including AFDX/ARINC-664 Part 
7) and MIL-STD-1553 (and by loose extension, ARINC-629).  These systems support total 
platform integration and are the backbone of military and aerospace avionic platforms. 

Both avionic interface types are used for a wide range of different applications, including 
mission-critical systems that may require a high level of fault tolerance/resilience, or be 
deterministic and/or redundant; both connect devices on a single bus in a multipoint 
topology, as opposed to point-to-point topologies (like ARINC-429 or PCM).  This type of 
network is not unique to just the avionic world, ground based critical infrastructures also 
employ a similar network topologies and applications.   Specifically, this type of 
communication of commands and instrumentation data are very similar to that used for 
industrial control systems (ICS) that run critical infrastructures such as electric power 
grids, pipelines and so on. 

The typical approach to securing these sorts of interfaces is to treat them as having the 
same sort of problem as faced by Information Technology (IT) professionals. Ampex has 
approached this problem from a different view point.  While an FTI system might have IT 
components, in use it’s more closely aligned with a power plant control system than with 
an IT architecture; for example, most IT environments have a network of a large number of 
nodes making requests of a small number of servers, while ICS systems have a small 



 

 

number of central systems making requests of a large number of nodes. As with the ICS 
world where SCADA protocols are used, avionics buses were developed long before 
concern over cyber security was mainstream, and even basic types of cyber-attack, such as 
denial-of-service (DoS) attacks, had not yet been introduced. 

It is neither cost effective nor realistic for cyber-security concerns to force changes to 
existing, well known and widely deployed bus architectures.  

Ampex has a portfolio of software tools specifically designed for use with industrial control 
systems.  The software system monitors and detects anomalous traffic transmitted over 
communication buses. 

In contrast to common “rules based” malware detection, Ampex uses “behavior based” 
detection. This approach is better suited for the relatively static configurations exemplified 
by ICS and FTI architectures. For example, if the hardware address used with a particular 
network address changes, this would be unremarkable in a coffee shop, but very, very 
strange behavior in a power plant or on an aircraft. 

Two other forms of “anomaly detection” can be used by Ampex software: “Expected Result 
Discrepancy” and “Traffic Pattern Analysis”. 

“Expected Result Discrepancy” detection works by passively monitoring traffic on a 
network and parsing the command / response high-level protocol dialog; the better the 
high-level protocol is understood, the more comprehensive the monitor. 

The technique may be best illustrated with an example. Consider a twin engine aircraft 
with four fuel tanks: a supply tank for each engine, a main tank, and an auxiliary tank. Fuel 
is drawn from the respective supply tank into each engine, and a set of pumps feed the 
supply tanks from the main tank, and another set transfers fuel between the main and the 
auxiliary tank. 

In normal operation, fuel is moved predictably and with attention to the trim and attitude 
of the aircraft. However, a hypothetical cyber-attack could be crafted that would disturb 
the aircraft’s handling slightly by shifting the aircraft center of gravity by moving the 
weight of fuel around the various tanks. 

Suppose also that this hypothetical attack software was embedded in the flight 
management computer. 

In this situation, the malicious code would issue the commands to turn on (and off) the fuel 
transfer pumps, and conceal from the pilot that anything untoward was happening. As far 
as the instruments are concerned, everything is acting as expected. 

But by monitoring the data interfaces between the flight computer and the pumps, the 
problematic traffic can be observed. The challenge, here, is in recognizing that the observed 
traffic is abnormal. 

However, for example, if the monitoring system “knew” that the duty cycle of the fuel 
pumps should be (say) 10% or less, then noticing them running much of the time would be 
an indication of something anomalous. An alert would then draw attention to the fuel 
transfer system. 



 

 

Another strategy for detecting malicious activity involves traffic pattern monitoring: if the 
traffic nominally involves a series of command/response transactions between a central 
node and a series of remote devices, then a sudden burst of activity between two remote 
nodes would be worthy of investigation – although obviously there are benign events (such 
as extending the landing gear of an aircraft) that happen “occasionally”, and so would have 
to be “whitelisted” i.e. identified and cleared of suspicion. 

The challenge for aerospace flight test systems is, of course, that it may be hard to quantify 
that “correct” or “benign” behavior in advance. After all, prior to the first test, the whole 
system represents a purely theoretical model of what is expected to occur. 

Fortunately, the culture of test and evaluation organizations is steeped in the principle of 
building verification procedures alongside systems. It is therefore not a huge stretch to 
incorporate cyber-security validation methods as part of the design methodology, in 
parallel with the aeronautical and avionics validation strategy. 

What is certain, though, is that cyber-security should be incorporated into system designs 
as early as possible – preferably from the very beginning. But even without this level of 
forethought, it is almost always possible to harden existing systems to some extent. 

CONCLUSION 

The overall Ampex approach to addressing current and emergence cybersecurity threats is 
built upon the National Institute of Standards and Technology cybersecurity framework, 
with additional recommended best practices: Identify, Protect, Detect, Respond, Recover. 

Identify: "Develop the organizational understanding to manage cybersecurity risk to 
systems, assets, data, and capabilities." 

Protect: "Develop and implement the appropriate safeguards to ensure delivery of critical 
services." 

Detect: "Develop and implement the appropriate activities to identify the occurrence of a 
cybersecurity event." 

Respond: "Develop and implement the appropriate activities to take action regarding a 
detected cybersecurity event." 

Recover: "Develop and implement the appropriate activities to maintain plans for resilience and to restore any 

capabilities or services that were impaired due to a cybersecurity event."  
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GLOSSARY 

AA: Authentication Acquisition 
AES: Advanced Encryption Standard 
ARINC: Aeronautical Radio, Inc. 
ASIC: Application Specific Integrated Circuit 
CBIT: Commanded Built-In Test 
CIK: Crypto Ignition Key 
CMVP: Cryptographic Module Verification Program 
DEK: Data Encrypting Key 
FIPS: Federal Information Processing Standard 
FPGA: Field Programmable Gate Array 
FTI: Flight Test Instrumentation 
IA: Information Assurance 
ICS: Industrial Control System 
IT: Information Technology 
NIST: National Institute for Science and Technology 
PCM: Pulse-Code Modulation 
SCADA: Supervisory Control and Data Acquisition 
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