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ABSTRACT

To participate in the 2019 SUAS competition, an Unmanned Aerial System (UAS), was built.
Unfortunately, several critical failures occurred, including an unwanted circling behavior, and an
unnecessary self-crash. The analysis of both behaviors revealed surface level errors in the scripts
and devices that were used, but also a deeper flaw in the architecture of state based behaviors and
conditional state transitions. To address these failures, an alternative architecture based around
stateless controls was designed and tested. It successfully resolved the issues, and seems to hold
promise as an alternative control system architecture, especially in non-linear environments.

INTRODUCTION

The UAS discussed in this paper was designed and built by the University of Arizona Autonomous
Vehicles Club (AZA) to compete in the 17th Annual Student Unmanned Aerial Systems Compe-
tition (SUAS) [1], which is run by the Association for Unmanned Vehicle Systems International
(AUVSI) Seafarer chapter. The full contest consists of several elements, including a technical
design paper and a flight readiness test. However, this particular UAS is built to perform in the
mission demonstration section of the competition. Mission demonstration consists of obstacle
avoidance, waypoint capture, computer vision, and air delivery. Obstacle avoidance tests the abil-
ity of the UAS to avoid static and dynamic obstacles while flying autonomously. Waypoint capture
tests the ability of the UAS to navigate quickly and accurately between points. Computer vi-
sion measures the ability of the UAS to autonomously identify alphanumeric ground signs and an
emergent object. Finally, air delivery demonstrates the ability of the UAS to autonomously drop a
payload at a given target location.

SYSTEM OVERVIEW

To successfully perform the mission demonstration, AZA designed and built a UAS consisting of
a plane, a computer ground station, and a connection to a Judging/Interoperability system, which
interacts with the ground station to judge and facilitate the contest. To complete the obstacle
avoidance portion of the competition, the UAS relied on an avionics subsystem consisting of servo
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controls, sensors, a radio link to the ground station, and a Pixhawk flight controller. The Pixhawk
is an open source autopilot module capable of managing the on board supervisory control and
data acquisition (SCADA) and communications with the ground station. It contains basic ports
for sensor and servo connections and runs a simple autopilot software that, when paired with an
onboard GPS, can navigate to a given series of coordinate points.

INFORMATION FLOW AND BEHAVIOR

Like many robotics systems, the UAS built for the competition has three main types of components.
Those categories of components are information input, information processing, and information
outputs. For information inputs, the two main component types are sensors and communications
devices. The sensors gather various data points on the orientation and behavior of the plane, as
well as of the surrounding environment. The communications devices consist of a computer fo-
cused transmission antenna, a Pixhawk ground antennae, and a direct RC control antennae. For
information processing, the main components are a Pixhawk flight controller and an onboard com-
puter for computer vision. The output components consist of servo motors to control the plane’s
movement and the communications antennaes to transmit data to the ground station. During op-
eration, the information flow resembles Figure 1. The plane, having received inputs, conducts its
computational processes and makes behavior changes which, in turn, changes the inputs that will
be received during the next computational cycle.

Figure 1: Information, Computation, Behavior.

CIRCLING OF WAYPOINTS ERROR: GETTING STUCK IN A STATE

For the majority of its tasks, this system worked well. However, several problems cropped up
during the development and testing of the system. The first problem was the issue of the plane
circling waypoints that it was meant to hit. The behavior observed is replicated in Figure 2.

ORIGINS OF THE CIRCLING ISSUE

The problem arises in the flight controller of the plane. Pixhawk, like many other flight controllers,
uses a Position Integral Derivative (PID) controller. A PID controller is a type of controller de-
signed to drive a system to a set point by controlling process variables. When navigating the plane
between waypoints, the set point is the heading of the plane and the process variables are the inputs
to the servo motors moving the plane’s ailerons and rudder.

The basic equation for the PID controller can be seen below:

u(t) = kp e(t) + ki

∫ t

0

e(t) dt+ kd
de

dt

2



Figure 2: Circling Behavior.

Each of the terms in the equation is a function of the error, which in this case is the difference be-
tween where the plane is currently headed and the heading facing the waypoint. Each has a slightly
different role. The position term kp e(t) operates directly in proportion to the distance between the
current and set points, driving the system towards the goal. The integral term ki

∫ t

0
e(t) dt attempts

to correct for when the system has failed to fully reach the set point. It integrates the function
of error between the start of the control process and the current time. As time goes on without
achieving the desired set point, this term increases to drive behavior towards the setpoint. Finally,
the derivative term kd

de
dt

operates in proportion to the velocity that the error is being changed. It
can help smooth the movement and reduce overshoot beyond the set point.
A properly configured PID controller will eventually achieve desired behavior in linear situations,
and effectively achieves behavior in many linearly decomposable two dimensional ones. However,
this case shows one potential issue in its use. The issue arises when, seeing that it needs to turn
quickly to hit the waypoint, the PID controller requests a turn angle beyond what the plane can, or
is allowed to, carry out. This causes the actual control equation to be the following one.

u(t) = min( kp e(t) + ki

∫ t

0

e(t) dt+ kd
de

dt
, maxTurnAngle)

When restricted in this way, the plane will turn only at the maximum allowed angle leading to an
overshoot of the target. The plane will then continue to attempt to turn towards the target at that
angle, caught between upward pushing PID terms and the limiting constraint. This traps the plane
in an unending circular motion around the waypoint.
Although the PID controller-constraint combination causes the plane to get stuck in a loop, it is
also a failure of the wider system design to fail to jump out of that loop. As can be seen in Figure
3, the system proceeds between states of behavior, first attempting to reach one waypoint, then
the next. Because the plane never reaches the waypoint, the condition required to make the state
transition is not met, and the plane cannot move to the next waypoint.

TRADITIONAL SOLUTIONS

While retaining the state/transition architecture, there are several traditional correction areas. A
first class of fixes focuses on the states. For example, knowing that this issue is likely to emerge,
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Figure 3: Stuck State.

a script could be written to navigate the plane to a location in which the regular PID controller
would be effective. This would likely take the form of a temporary waypoint, inserted to get the
plane far enough away from the waypoint that its turning radius could reach it. A second class
of fixes focuses on the transitions. For example, to avoid remaining in the state for too long, a
time-out counter could be set to break out of the state after a certain number of misses. Another
option would be to increase the acceptance region around the waypoint to increase the likelihood
that there would be an escape from the state the first time.

Unfortunately, these fixes also cause issues. By adding new states and scripts to correct for each
new error and eventuality, the code base can swell, with each new state adding the potential for its
own looping or transition failure. Monitoring the state transitions is a better solution, but it too has
weaknesses. Each transition must be carefully and exactly designed. Additionally, situations such
as wind or varying gps accuracy must be reflected in the state transitions, so that the plane knows
when to decide that its performance is good enough to move on.

As a result of these weaknesses in the traditional fixes, the state/transition control model continues
to fail to achieve its purpose. This is because the failures are a result the architecture itself. In
software, infinite loops are a common and well known issue, so it is no surprise that the same issue
emerges in real world situations with unpredictable conditions. In these situations, it can be very
difficult to build a flexible system out of strictly defined transitions and inflexible control scripts.

DYNAMICS ONLY SOLUTION

To attempt to correct the circling issue, without the problems inherent in the tradition fixes, a new
control mechanism was designed and tested in simulation. The crux of the new design was the addi-
tion of two new dynamics, and the removal of all state/transition architecture. In the state/transition
based control mechanism, the behavior was unable to escape the state cycle due to the fact that its
dynamics had pushed it against a limit, and maintained a behavioral condition that did not converge
to the waypoint.
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The goal of the new control mechanism was to add dynamics to the PID control mechanism so that
the plane would always converge to the waypoint. To design those dynamics, the basic problem
of the situation was reviewed. As can be seen in Figure 4, there are two potential scenarios that
can occur when a plane is attempting to hit a waypoint. The first is the simple scenario, when the
waypoint is within range of the plane with a single turn. The second is the scenario which triggered
the circling in the original control mechanism. It occurs when the waypoint is within the region
that the plane cannot hit in one turn while abiding by its turn constraints.

Figure 4: The Two Potential States of the Plane When Attempting a Waypoint.

To address both of these scenarios, a dynamic was needed that would not be active when the plane is
in scenario one, but would be active and drive the system successfully when the plane is in scenario
two. To achieve this, two forces were added, as shown in Figure 5, one force emanating from each
of the centers of the areas that the plane cannot reach directly when turning at its maximum turn
radius. These forces push against the PID forces so that the turn angle is less than the maximum.
This temporarily pushes the plane further from the desired waypoint, until the waypoint is within
the reachable region of the plane. Each force equation takes as input the distance between the
target waypoint and one of the two centers, defined as the points located a turn radius length
perpendicular to the direction of movement in both directions.

A formulation of these forces is shown below:

TargetWaypoint = Rw

PlaneV elocity = Vp = cos(θ), sin(θ)

turnRadius = radiusturn

leftPoint = Rl = Rp +
Vp
‖|Vp||

−1( 0 1
−1 0

)
∗ radiusturn

rightPoint = Rr = Rp +
Vp
‖|Vp||

−1(0 −1
1 0

)
∗ radiusturn

enacted angle = anglePID + 1.03−||Rw−Rl|| − 1.03−||Rw−Rr||

To ensure that the forces are active at the appropriate times, an offset exponential equation begins
increasing when the distance between the waypoint and the left/right points is less than the turn
radius, as shown in Figure 6.
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Figure 5: Additional Forces added to Plane Control Dynamic.

Figure 6: Push Out Function.

To test the effectiveness of this type of design, and to calibrate the strength of the forces, a computer
model of the situation was built. The mathematical model was built in Python and visualized using
the PyGame library. To begin the model, the plane and the waypoint were placed so that the
waypoint was not able to be reached in one turn. Next, a PID control system was implemented,
and the circling behavior reproduced. Finally, the forces outlined above were included, and the
behavior observed. The plane in the simulation was able to successfully correct its path to reach
the waypoint. A representative example of its path can be seen in Figure 7.

SELF-CRASHING ERROR: CATASTROPHIC STATE PROGRESSION

During a test flight three weeks before the competition was to be held, a second major error oc-
curred and resulted in the self-crash of the plane. An early analysis of the crash indicated that
radio interference was likely to blame. As the plane flew further away from the safety pilot, the
interference drowned out the signal, which triggered an emergency script required by the SUAS
competition. The script transitions the plane to a state of circling in place until communications
are resumed. Unfortunately, in the case of the interference error, the error was not one that cor-
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Figure 7: Behavior of the Plane under Modified Controls

rected itself when the plane circled. As a result, a second required script was triggered. This script
downed the plane if radio communications are lost for a certain amount of time. As can be seen in
Figure 8 the plane transitioned to a state from which it could not return, and was destroyed.

Figure 8: State Progression Leading to Crash.

POTENTIAL TRADITIONAL SOLUTIONS

As in the case of the circling error, there are several corrections that could be put into place while
still using the state/transition architecture. As a state modification, the plane could have been
programmed to return to base and circle there, where the radio signal was more likely to overcome
interference and regain control. The crash script could also have been changed to some extent, to
execute a less damaging crash such as a downward spiral. The transitions could also have been
improved by, for example, increasing the time until the crash script is triggered. However, as
before, these fixes are limited. It would not be desirable in some conditions to do these behaviors,
and the circling behavior might be sufficient in most cases.
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STATE FREE SOLUTION

Having developed a stateless control mechanism to address the waypoint circling error, we decided
to investigate a similarly state free approach to this controls problem. The goal of the new design
was to add dynamics that would gradually edge the system back towards a safe state as it began
to stray from it, and would prevent becoming trapped in a certain script. First, an approach that
simply added a dynamic was tried. In this attempt, a force was added proportional to the strength
of radio communications which, when signal strength became too low, would dominate and nudge
the plane back towards the home base. In practice, this solution was only partially effective. Al-
though it prevented the plane from leaving radio range, it often got caught between going towards
the waypoint and returning home. In this situation, it seems that once started, the behavior must
continue for a certain amount of time. In a conventional system, this would likely be achieved by
adding an ”if” statement to transition to a new radio recovery state. However, there are state free
alternatives to this solution that avoid the weaknesses of this state model.

The alternative that was settled upon draws inspiration from natural systems. Natural systems,
especially animals, often have to decide between conflicting desires for safety and achievement
of goals. One way that they decide is using a gated decision process [2]. In this type of decision
making process, two levels continuously build until one reaches a trigger level, at which point it
fires. To use this for switching behaviors, the importance of two potentially conflicting goals, such
as plane safety and goal achievement could be represented by a summarizing value. Then, each
time step, this value would be added to the overall level until a trigger was reached, at which time
both would return to zero, and the winning goal behavior would be enacted.

Figure 9: Competing Rates.

To mathematically enact the behavior of the winning decision, a formula like the one below was
used.

Let DV be a decision variable {0, 1}

Active Forces = DVsafety ∗ (Safety Forces) +DVgoal ∗ (Goal Forces)

In this equation, all terms are present at all times, but only the terms of the winning decision are
enacted.

The main benefit of this type of control is the ability of the system to always escape from a loop.
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For example, instead of getting stuck in a goal achieving script while the plane becomes less safe,
the increasing value of the safety measure would cause the trigger level to be reached more quickly,
and the safety achieving dynamics would take over. Another benefit is the ability of many different
desires to compete at once. In a traditional control system, each of these desires would have to
be strictly quantified and put through a logical switch. However, in this architecture, each aspect
of the planes goals can simply be fed into the decision system as is, and the competing rates can
arrive at a decision with few specifications needed.

WEAKNESSES IN THE STATE/TRANSITION CONTROL MODEL

In both of the primary failures that occurred during this year’s UAS testing and operation, a com-
mon thread can be seen. Both failures shared the commonality of being caused by failures of the
state/transition control architecture. In the circling failure, the control system began looping back
to a single state, and in the crash, the state transitions led down a path of increasing risk to the
plane without the ability to a regular state. Essentially, both failures can be traced to a failure of
the system to transition between states, or of the state to lead to improved conditions for the system.
Unfortunately, these failures are often encountered when designing within the current controls and
coding paradigm.

GENERAL ARCHITECTURE

The combination of stateless transitions on both a system wide and an individual behavioral scale
leads generally to the idea of an alternate architecture for systems, especially those systems operat-
ing in non-linear or complex environments. In this general architecture, the behavior of the system
is not governed by a set of scripted states with conditional transitions between them. Rather,
the system’s behavior is defined by a number of dynamics, put into place with different weights,
ranges, and timescales. The dynamics could be put into general categories based on their relation
to some function of the system, as seen in figure 10:

Figure 10: Tiered Dynamics.

As seen in the circling prevention section above, a single dynamic can often take the place of sev-
eral conditions and states. When combined, carefully constructed dynamics of this type can achieve
complex behaviors without being extensively scripted. Additionally, and even more importantly,
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by designing systems in this way, the system will be drawn towards safe ranges of behavior, and
will be significantly less likely to follow a state path to disaster or to get caught in a permanent
unproductive loop.

CONCLUSIONS

The lessons learned from this year’s designing, building and testing processes have been important,
if unfortunately hard won. The design of the plane, described in the beginning of the paper, was
strong, but in the end, it fell victim to failures typical to state based behavior systems. From
the analysis of these failures, it became clear that errors like this were likely to continue if the
same engineering paradigm was used. To address this, a promising alternative architecture was
developed. Smooth stateless transitions, and the governance of systems by carefully architected
tiered dynamics, enable systems to work natively with nonlinear complex systems, and are able to
prioritize certain behaviors and outcomes without explicitly defining transitions between scripts.
The partial or full use of these types of system architectures holds promise for safely controlling
behavior in environments in which traditional control mechanisms do poorly.
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