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Randomization Procedures in Single-Case Intervention Research Contexts: 

(Some of) “The Rest of the Story” 

 

Abstract 

Following up on articles recently published in this journal, the present contribution tells (some 

of) “the rest of the story” about the value of randomization in single-case intervention research 

investigations. Invoking principles of internal, statistical-conclusion, and external validity, we 

begin by emphasizing the critical distinction between design randomization and analysis 

randomization, along with the necessary correspondence between the two. Four different 

types of single-case design-and-analysis randomization are then discussed. The persistent 

negative influence of serially dependent single-case outcome observations is highlighted, 

accompanied by examples of inappropriate applications of parametric and nonparametric tests 

that have appeared in the literature. We conclude by presenting valid applications of single-

case randomization procedures in various single-case intervention contexts, with specific 

reference to a freely available Excel-based software package that can be accessed to 

incorporate the present randomization schemes into a wide variety of single-case intervention 

designs and analyses. 

Key words: single-case intervention research; design and analysis; randomization procedures 
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Randomization Procedures in Single-Case Intervention Research Contexts: 

(Some of) “The Rest of the Story” 

 In articles that recently appeared in a Special Issue of this journal, Craig and Fisher 

(2019), Jacobs (2019), and Elliffe and Elliffe (2019) illustrated how a class of data-analysis 

strategies, namely, randomization statistical tests, can substantially improve the scientific 

“credibility” (Levin, 1992, 1994) of researchers’ analyses. The authors argued, in text and 

through examples, that because the parametric statistical analyses that have traditionally been 

conducted by experimental analysis of behavior (EAB) researchers — and that continue to be 

conducted to this day — often come up short in their logic and applicability in EAB research 

contexts, they often result in potentially misleading conclusions as well.  

Apart from Craig and Fisher’s (2019), Jacobs’ (2019), and Elliffe and Elliffe’s (2019) 

articles detailing the merits of permutation and randomization tests for analyzing small-sample 

and single-case intervention (SCI) research data, other recent contributions to the literature 

have served a similar purpose (e.g., Ferron & Levin, 2014; Huo, Heyvaert, Van den Noortgate, & 

Onghena, 2013; Michiels & Onghena, 2018). Consequently, we will not persist in extolling those 

virtues in the present article. Rather, here we will focus on selected aspects of SCI designs and 

analyses — aspects that were not detailed in Craig and Fisher’s, Jacobs’, and Elliffe and Elliffe’s 

JEAB essays. So, in that sense then, in this article we purport to provide (some of) “the rest of 

the story” about SCI randomization procedures. Specifically, here we will consider: (1) the 

important distinction between randomized SCI designs and SCI randomization-test analyses; (2) 

a variety of SCI designs for which four different classes of randomization can be incorporated 

into the experimental procedures and analyses; (3) single-case researchers’ inappropriate 
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applications of both parametric and nonparametric single-case statistical tests; and (4) 

appropriate applications of  SCI randomization techniques, accompanied by reference to an 

Excel-based statistical package that effectively manages a wide variety of such techniques.  

Randomized Single-Case Designs and Single-Case Randomization-Test Analyses 

 In recent years, various “Standards” have been developed to improve the 

methodological and evidential character of SCI research, along with the perceived rigor and 

acceptability of SCI investigations by researchers in other scientific disciplines (see, for example, 

Hitchcock et al., 2014; Kratochwill et al., 2013; Tate et al., 2016). These Standards include a 

specification of the minimum number of baseline- and intervention-phase observations that are 

required in all designs, the minimum number of required A and B phases in AB-type phase 

designs, the minimum number of phase alternations required in alternating-treatment designs, 

the minimum number of case replications required in multiple-baseline designs, and so forth. 

Such Standards have undoubtedly served their intended purpose, as reflected by the methods 

and procedures that have been reported in recently published SCI research. Yet, we argue that 

an even greater degree of rigor of SCI research, along with acceptance by the scientific research 

community, can be attained through the implementation of various forms of design-and-

analysis randomization (Edgington, 1996; Kratochwill & Levin, 2010) — a topic about which the 

Standards have remained silent (but see Tate et al., 2016) — as will be detailed in the 

remainder of the present article. 

 Randomized designs and analyses can be incorporated into the most commonly applied 

SCI research models, including AB-type phase designs (e.g., replicated AB, ABAB, single-case 

crossover designs, and extensions), simultaneous and alternating treatment, multiple-baseline 
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and multiple probe, and changing criterion designs — for discussion, see Kratochwill and Levin 

(2010) and Ferron, Rohrer, and Levin (2019). In this section, we begin by adopting Campbell and 

Stanley’s (1966) and Cook and Campbell’s (1979) “internal validity” and “statistical-conclusion 

validity” terminology, respectively, to make the critical distinction between implementing 

randomization in the design of a SCI study and incorporating randomization-test procedures 

into the statistical analysis of the study’s outcome data. These two research validity constructs 

have been updated and extended in Shadish, Cook, and Campbell’s (2002) superb treatise on 

methodological and statistical advances in the behavioral sciences. 

Increasing internal validity through the implementation of randomized single-case 

intervention designs. An intervention research study that is internally valid is one that is 

scientifically credible, in the sense that a compelling argument can be made for establishing a 

direct connection between the introduction of the intervention and the study’s experimental 

outcomes. In other words, the experimental outcomes can be plausibly attributed to the 

intervention per se rather than, in part or wholly, to other competing or contaminating 

“extraneous” variables. In conventional “group” research, such extraneous variables are 

typically controlled for through random assignment of participants to treatment conditions, 

which assures that the conditions have been “equated” on a pre-experimental basis, as best as 

chance allows through the randomization process. Analogously, in SCI research, various design-

randomization schemes (to be discussed in the next section) perform the same type of internal-

validity scientific-credibility enhancement function (Kratochwill & Levin, 2010). It bears 

repeating that “randomization”, a methodological operation that can be implemented in the 
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design of SCI research, is a separate consideration from whether a “randomization test” is 

implemented to examine the outcome data that inform the study’s statistical conclusions. 

Increasing statistical-conclusion validity through the application of appropriate single-

case randomization tests. Do the statistical analyses conducted by the researcher support the 

researcher’s interpretations of, and conclusions about, the data? Augmenting an intervention 

study’s statistical-conclusion validity can be accomplished by performing a statistical analysis on 

data that satisfy the underlying assumptions on which the analysis is based. In conventional 

“group” research where parametric statistical tests are generally the order of the day, the 

assumptions typically include such things as distributional normality (or large-sample 

compensation for non-normality), homogeneity of variance for multiple-condition studies (or 

equal-sample-size compensation for heterogeneous variances), and the independence of 

outcome measures within and between/among samples — see, for example, Keselman et al., 

(1998). In “group” experimental studies, nonindependent within-subjects data can be 

effectively managed by adopting statistical methods such as repeated-measures 

designs/analyses when the necessary “sphericity” assumption is satisfied (e.g., Kirk, 1995).  

Another type of nonindependence that occurs, and that can be extremely problematic 

in that it serves to undermine the validity of the reported statistical analyses, is when there is a 

mismatch between the “units of treatment/intervention administration” and the “units of 

statistical analysis” (e.g., Levin, 2005), something that will be discussed in a later section. As will 

also be discussed throughout the present contribution, similar nonindependence issues that 

negatively impact statistical-conclusion validity occur in SCI research investigations but which, 

fortunately, can be alleviated by adopting appropriate data-analysis strategies. Before 



  Randomization Procedures     7 
 

proceeding, however, we note that although the present focus is on SCI randomization 

statistical tests, alternative logically defensible statistical tests can be similarly applied to the 

analysis of SCI data, such as regression-based analyses and multilevel-modeling procedures. 

(see, for example, Beretvas & Chung, 2008; Kratochwill & Levin, 2014, Chapters 7 and 8; and 

Maggin, Swaminathan, O’Keeffe, Sugai, & Horner, 2011). 

 In SCI research, to provide convincing evidentiary support for functional relationships 

between interventions and outcomes, the fundamental guiding principle is that experimental 

control first be established. In deference to a journal reviewer who commented on the original 

version of this article, we recognize that there are push-pull tensions (in both senses of the 

word) between traditional behavior analysts and interventionists, on the one hand, and 

quantitative methodologists and statisticians, on the other, with respect to our current focus on 

the role and relevance of randomization methods in SCI research, as well as on how they bear 

on the preceding fundamental principle. The journal reviewer, who provides a perspective from 

the behavior analyst tradition, argues forcefully: 

[T]he authors’ broad-brush recommendation to incorporate randomization 

procedures into single-case research designs (SCRDs) to increase internal 

validity…strikes me as a challenging proposal for two major reasons. First, if used 

appropriately, single-case research designs sans randomization do as adequate a 

job as (or may do an even better job than) randomized group designs at 

eliminating threats to internal validity. It is precisely because decision making in 

[single-case research designs] (SCRDs) is not random but instead is informed by 

data and based on sound principles that SCRDs are able to do this. Second, 
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incorporating randomization under some circumstances may actually impede 

clear demonstration of experimental control in SCRDs, which would serve to 

undermine the internal validity of the empirical demonstration. 

We have great respect for the reviewer’s perspective and acknowledge that we are writing this 

article from the quantitative methodologist/statistician perspective. [For details on the tensions 

between the behavior analytic and statistical traditions, readers should refer to the early exchange 

between Edgington (1980a,b) and Kazdin (1980)]. One of the livelier debates between the former and 

latter camps centers on whether interventionists should follow a traditional response-guided approach 

when determining when to switch from baseline to intervention phases or to adhere to a strict 

predetermined intervention start-point protocol. We further believe that a SCI researcher’s decision 

about whether to adopt design randomization is not a willy-nilly process. Rather, it should be 

purposeful in two respects: (1) to control for various threats to the study’s internal validity; and (2) to 

open the door for the researcher to conduct legitimate randomization statistical tests in the data 

analysis. 

Kratochwill and Levin (2010), who provided comprehensive arguments for elevating a SCI 

study’s internal validity through randomized designs, were at the time unaware of Edgington’s (1996) 

cogent essay with the same message. In addition, in an actual SCI investigation, Hwang, Levin, and 

Johnson (2018) include an extensive discussion of these issues. In the limited space allotted us here, 

our primary purpose is not to reiterate and elaborate on those arguments. Rather, given that design-

appropriate randomization has been implemented in a SCI study, we highlight the statistical-conclusion 

validity enhancements that accrue to the intervention researcher from additionally incorporating 

appropriately constructed randomization tests into the data analysis – thereby extending Craig and 



  Randomization Procedures     9 
 

Fisher’s (2019) considerations that recently appeared in this journal. The adjective “appropriate” is 

specifically used here because in a later section we describe probabilistically invalid (and therefore 

“inappropriate”) tests that have surfaced in the SCI literature.  

On the data-analysis side of the coin, we share in EAB researchers’ view that traditional visual 

analysis is an essential decision-making tool when it comes to assessing the establishment of a 

functional relationship between interventions and outcomes. Specifically, we believe that visual and 

statistical analysis should be applied in a complementary fashion, with visual analysis implemented as 

an initial process in examining single-case outcome data and statistical analysis subsequently 

conducted on the data to yield formal probabilistically based conclusions and effect-size estimates. 

Through much experience we have learned that there are times when visual and statistical analyses 

lead to the same conclusions, times when statistical analyses “outperform” visual analyses with respect 

to detecting nonobvious, though entirely credible, patterns in the data as a whole, and times when 

visual analyses “outperform” statistical analyses with respect to piecing together individual parts of the 

“experimental control, functional relationship” puzzle.  

Figure 1 provides what we think is a powerful (though hypothetical) example of the latter 

situation. In this three-case multiple-baseline example based on one fixed staggered intervention start 

point for each case, it may be seen that all three cases exhibit approximately the same A-phase mean 

and standard deviation. A formal statistical analysis of the data produced a statistically significant, 

fairly hefty across-cases bias-corrected effect size g of 2.52, with a 95% confidence interval ranging 

from 1.74 to 3.37 (Pustejovsky & Ferron, 2017, and calculated via Pustejovsky’s ShinyApps effect-size 

calculator at https://jepusto.shinyapps.io/scdhlm/). Impressive as that might sound, a closer visual 

inspection of the data offers a more sobering conclusion. Although Case 1’s response to the 
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intervention was immediate, abrupt, and coincident with his/her intervention start point, Case 2’s 

improved outcomes were on the rise well before his/her intervention was introduced; and Case 3’s 

improved outcomes were substantially delayed, and again not at all coincident with the onset of 

his/her own intervention start point. To claim that the improved outcomes of all three cases were 

under the control of the researcher’s intervention would be a gross misstatement of what a closer look 

at the data reveals. 

The benefits of adopting single-case intervention randomized designs, randomization-

test analyses, or both. Following our distinction between randomized SCI designs and SCI 

randomization-test analyses, we now describe the benefits of implementing either (or both) of 

these procedures in a SCI research investigation. We hasten to emphasize that these “benefits” 

are likely to be seen more clearly through the lenses of quantitative methodologists and 

statisticians rather than through the lenses of traditional behavior analysts and interventionists, 

as was delineated earlier. 

Ideally, if a researcher were to implement appropriate forms of randomization in the 

research design and then incorporate corresponding permutations and/or combinations of the 

outcome data into the randomization-test analysis, then the study’s scientific credibility, with 

its legitimacy of a researcher’s “causal” inferences (i.e., plausible attributions of outcomes to 

interventions), would be strengthened through the study’s both increased internal validity and 

increased statistical-conclusion validity. In conventional “group” intervention research, this dual 

process might be akin to randomly assigning treatments to carefully matched (or “blocked”) 

participants to achieve initial treatment homogeneity and then conducting a “randomized 

blocks” statistical analysis to capitalize on the analysis’ improved precision and power by 
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reducing within-treatment variability (see, for example, Kirk, 1995). At the same time, although 

single-case randomization statistical tests coupled with randomized designs tell us something 

useful, they do not tell us everything we want to know. Supplementing  a randomization test’s a 

posteriori “significance probability” (hereafter referred to as its p-value)  with other types of 

analysis, including behavior analysts’ traditional visual analyses (see, for example, Horner & 

Spaulding, 2010; Kazdin, 2011; and Lane & Gast, 2014) is good practice and helps to combat 

criticisms that researchers rely too heavily on p-values per se – as is discussed in the concluding 

“Postscript” section of this article.  

Next best, from a scientific credibility standpoint, would be for a researcher to 

implement randomization in the research design, so that the study’s internal validity is 

increased, but to apply an appropriate data-analysis procedure other than a corresponding 

randomization statistical test (including a traditional visual analysis). One caveat connected to 

this recommendation, however, is that if a probabilistically invalid statistical test were 

conducted, the statistical-conclusion validity and associated scientific credibility of the study 

would be considerably weakened.1 In conventional “group” intervention research, this process 

might be akin to randomly assigning treatments in blocks of participants to achieve initial 

treatment homogeneity but then conducting a statistical test that ignores the fact that 

participants had been randomly assigned to treatments in blocks (e.g., Kirk’s, 1995, “completely 

randomized design” analysis). 

Unacceptable from a scientific credibility standpoint would be for a researcher not to 

implement randomization in the research design and then to conduct either a statistical test 

that “resembles” a randomization test or an inappropriate statistical test, and then offer 
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“causal” conclusions based on the result of that test. At best, the result of such a test could be 

interpreted more along the lines of conclusions stemming from a nonexperimental, or 

correlational, study. In conventional “group” intervention research, this process might be akin 

to not randomly assigning participants to treatment conditions and then conducting some type 

of analysis with the ill-gotten goal of attributing any detected statistical effects to treatment 

differences.   

External validity considerations. With the two just-discussed SCI statistical applications 

(viz., randomization tests and permutation tests), what is tested is how unlikely the actually 

obtained outcome is within the distribution of all possible outcomes that could have been 

obtained with the given sample, design, and data. The Campbell and Stanley (1966) construct of 

“external validity,” or generalization of a study’s findings beyond the present sample, is not a 

material consideration in a SCI research context, but rather would be reflected by how the 

participant sample or research context was selected (e.g., random or not, and from what 

population) and through the typical replication process (e.g., internally, with respect to the 

number of participants included; and externally, through the number of similarly structured 

studies conducted). In contrast to conventional “group” intervention research, in SCI research, 

replication within and between cases speaks more about the internal validity (i.e., the scientific 

credibility) of the study than it does about the study’s external validity (see also Jacobs, 2019). 

At the same time, it should be acknowledged that even conventional “group” researchers must 

wrestle with justifications of external-validity generalizations in their studies, which are rarely if 

ever based on randomly selected samples and contexts (Shadish et al., 2002). 

Four Types of Single-Case Intervention Design-and-Analysis Randomization 
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 In this section we introduce four different types of randomization that have been 

devised over the years to improve the quality of SCI research. Specifically, and in accord with 

our earlier discussion, incorporating one or more of these randomization types into a study’s 

design and statistical analysis increases the study’s scientific credibility (see Edgington, 1996; 

Ferron & Levin, 2014; Kratochwill & Levin, 2010). 

Within-case intervention (or phase) randomization. As in conventional “group” 

experimental research, this basic form of randomization in AB-type phase designs and 

alternating treatment designs controls for such confounding variables as order, practice, 

fatigue, novelty, and cyclical effects, among others (see, for example, Levin, Marascuilo, & 

Hubert, 1978). In alternating treatment designs, if A and B (or B and C) represent two different 

interventions, single-case researchers have typically randomized the intervention orders. In AB-

type designs (e.g., AB, case-replicated AB, ABAB), however, traditionally the A phase always 

precedes the B phase because A is generally a baseline phase (e.g., Levin, Ferron, & Gafurov, 

2014). With design randomization considerations, if A and B (or B and C) are two different 

interventions, randomizing the phase orders is a simple and logical procedure to control for 

order effects. Alternatively, if A represents a true baseline phase and B is an intervention phase, 

a researcher can provide a series of A' adaptation/warmup baseline observations prior to 

randomizing the A and B phases for the actual study (Kratochwill & Levin, 2010). In each of 

these single-case design applications, phase randomization serves to improve the study’s 

internal validity, along with its statistical-conclusion validity when an appropriate 

randomization statistical test is conducted on the data (e.g., Levin, Ferron, & Kratochwill, 2012).  
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Between-case intervention randomization. In this single-case AB-type phase design, each 

case is independently assigned one of two different interventions (say, X and Y or B and C). As 

with the just-discussed within-case intervention design, the major purpose here is to compare 

the efficacy of the two intervention types, analogous to a between-subjects vs. a within-

subjects treatment comparison in a conventional “group” study. Randomly assigning the cases 

to the two different treatment conditions again elevates the study’s internal validity by 

removing researchers’ intervention-selection biases and by probabilistically equalizing pre-

existing case characteristics in the two intervention conditions. In addition, with the application 

of an appropriate randomization statistical test, the random-assignment process also elevates 

the study’s statistical-conclusion validity. This form of randomization can be applied to “cases” 

defined either as individual participants, as paired participants, or as other aggregates such as 

groups or clusters of various sizes (see, for example, Levin & Wampold, 1999). Levin and 

Wampold’s originally proposed versatile two independent-samples randomization test 

procedure has recently been modified to improve its statistical-conclusion validity (Levin, 

Ferron, & Gafurov, 2019). 

Case randomization. This form of randomization is particularly germane to single-case 

multiple-baseline and multiple-probe designs. Randomly assigning cases to the different tiers of 

the design is essential for removing researcher biases with respect to the order in which cases 

receive the intervention. For example, without randomization, a researcher may elect to assign 

the “neediest” cases to the initial design tiers, thereby assuring that those cases receive the 

longest duration of the intervention. Such selection bias disturbs the study’s internal validity 

and the generalizability associated with the study’s scientific credibility. A valid multiple-
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baseline randomization statistical test relies on the case-randomization process (Koehler & 

Levin, 1999; Levin, Ferron, & Gafurov, 2017ab; Revusky, 1967; Wampold & Worsham, 1986). 

Intervention start-point randomization. A final, uniquely SCI research, type of 

randomization, originally attributable to Edgington (1975), is one in which each case’s actual 

intervention “start point” is randomly selected from a predetermined range of potential 

intervention start points. That is, in advance of the study, the researcher specifies a range of 

“acceptable” intervention start points (e.g., between the 6th and 10th outcome observations 

inclusive, in a 20-observation design) and then randomly selects a start point from within that 

range. The process is repeated for each case in the design. Although this type of “established-

in-advance” intervention start-point process is generally anathema to behavior-analysis 

researchers who are steeped in the “response-guided” intervention start-point tradition, from a 

statistical perspective the former process elevates the study’s internal validity by removing 

researcher subjectivity with respect to deciding upon the specific point at which the 

intervention should be introduced (see, for example, Michiels & Onghena, 2018). For example, 

a researcher electing to intervene when a participant is exhibiting particularly problematic or 

aberrant baseline responses could produce some degree of between-phase “improvement” 

simply as a result of regression-toward-the-mean. In both the within-case and the between-

case intervention randomization models, appropriate randomization-test analyses based on 

only one fixed intervention start point for each of the N cases are equivalent, respectively, to 

one- and two-sample conventional “group” randomization tests of the B-A phase-mean 

difference — for relevant discussion and examples, see Ferron & Levin (2014, pp. 173-175); and 

Levin, Ferron, & Gafurov (2014, pp. 13-15). Several randomization-test applications have been 
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developed to improve the statistical-conclusion validity of intervention-start point intervention 

as well (e.g., Ferron et al., 2019; Koehler & Levin, 1998; Onghena, 1992).  

Combinations of the different randomization types. It is important to note that a SCI 

study that is methodologically and statistically strong owing to the incorporation of the just-

discussed individual types of randomization can be made even stronger by combining two or 

more of those randomization types. Specifically, it has been documented that in many SCI 

contexts, combining two or more randomization types substantially increases the statistical 

power of the randomization tests that are conducted, relative to incorporating a single type of 

statistical randomization (e.g., Ferron & Sentovich, 2002; Koehler & Levin, 1998; Levin, Ferron, 

& Gafurov, 2014, 2017ab). For example, many AB-type phase designs can readily combine 

within-case intervention randomization and intervention start-point randomization (Levin et al., 

2016). As a more extreme example, three different forms of design randomization can be 

combined if two between-case randomly assigned intervention administrators, X and Y (e.g., 

teachers and parents) are to implement two different within-case randomized phase-order 

interventions, A and B, in a single-case randomized crossover design format. Between- and 

within-case (phase) intervention randomization, along with intervention start-point-

randomization, would improve both the experimental control and statistical power of the study 

(Ferron & Levin, 2014). For an actual research application and discussion of a combination of 

these three different randomization types, see the earlier referenced Hwang et al. (2018) study.  

Inappropriate/Invalid Nonparametric Tests 

In this section we follow up on a recurring data-analysis theme that has been promoted 

throughout the present article: namely, that SCI randomization tests can be executed in either 
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an appropriate or an inappropriate manner. We do so here by focusing on SCI researchers’ 

most common misapplications of single-case nonparametric tests, which boil down to a belief 

that they are conducting a statistically valid single-case test when in fact they are not. 

Nonindependence and autocorrelation in single-case research. As was mentioned 

earlier, the validity of all inferential statistical tests is founded on a set of basic underlying 

assumptions. A critical assumption in the statistical analysis of both conventional “group” 

intervention research data and SCI research data is that of mutual independence of the 

outcome observations. In a “group” context, a distinction can be made between between-

subject designs and within-subject designs. With the former, independence can be assured by 

careful treatment administration procedures, such that there is a correspondence between the 

previously mentioned units of treatment administration and the units of analysis (see also 

Barcikowski, 1981; and Levin, 2005). With the latter, statistical analyses that account for the 

correlation between outcome observations (such as repeated-measures analyses and multilevel 

modeling) can be applied rather than standard independent-samples tests. It is well established 

that applying a standard independent-samples test to nonindependent data invariably results in 

unacceptably high Type I error probabilities (or αs), sometimes exceeding more than 4-5 times 

their nominal values (e.g., Cochran, 1947; Peckham, Glass, & Hopkins, 1969; Scheffé, 1959). 

That is, rather than incorrectly rejecting a true hypothesis 5% of the time (based on a nominal α 

of .05), the hypothesis might be falsely rejected an unacceptably high 25% of the time (i.e., an 

actual α of .25). 

With research in which the statistical analysis focuses on a single participant (or on one 

participant at a time) there are two basic forms of nonindependence.  One form is associated 
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with studies in wherein multiple intercorrelated outcome measures produced by an individual 

participant are analyzed as though they are independent entities (e.g., the studies by Bragard, 

Shelstraete, Snyers, & James, 2012; and Wadnerkar, Pirinen, Haines-Bazrafshan, Rodgers, & James, 

2012). The problem with studies such as those of Bragard et al. (2012) and Wadnerkar et al. 

(2012) is that multiple measures collected from a single participant were analyzed by 

parametric inferential statistical procedures that assume the various measures are independent 

of one another. Any degree of intercorrelation among the outcome measures present in the 

data invalidates the statistical p-values and associated conclusions provided by the researcher.  

The second form of nonindependence is inherent in SCI designs, where time-dependent 

correlated observations (“serially” or “autocorrelated”) are present, such that that the within-

case session-to-session outcome measures are unlikely to be independent of one another (cf. 

Busk & Marascuilo, 1988; and Kratochwill et al., 1974).When an autocorrelation situation exists 

and yet the data are analyzed through statistical models for which independence is a 

fundamental assumption, the same grossly inflated α problem that is attributable to 

nonindependence in conventional “group” designs arises (e.g., Crosbie, 1987; Levin, Ferron, & 

Gafurov, 2014; Toothaker, Banz, Noble, Camp, & Davis,1983).  

Examples of this kind of statistical misapplication problem can be found in an earlier SCI 

study by Rose (1978) and in a more recent one by Lancioni et al. (2009). In the latter study, the 

researchers have the impression that they have compensated for the serial dependence of the 

AB portion of their data in an ABABCB design by conducting a “nonparametric” test based on 

the individual A and B outcome observations. However, that impression is a mistaken one 

insofar as the two-sample Kolmogorov-Smirnov test that the researchers applied assumes 
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independence of the constituent outcome observations (see Siegel, 1956, whom Lancioni et al. 

cite; and Bradley, 1968) and so any reported p-values or statistical conclusions are 

questionable. Thus, Lancioni et al.’s stated p-values of less than .001 for each of their three 

cases are misleading at best and meaningless at worst because, as was discussed earlier, with 

autocorrelated observations the Type I error probabilities are grossly inflated. Researchers are 

therefore deluding themselves and their readers by simply conducting a nonparametric analog 

of what amounts to a two independent-samples t-test based on nonrandomized individual 

outcome observations that are autocorrelated, a practice that has been roundly criticized and 

echoed for 45 years in single-case applications (cf. a Special Issue of the Journal of Applied 

Behavior Analysis, 1974, focused on a controversial article by Gentile, Roden, & Klein, 1972).  

In brief, a “nonparametric” test is unlikely to be a valid nonparametric test when applied 

indiscriminately in a SCI research context. Although in some circumstances the outcome data 

may exhibit no autocorrelation, it is difficult to assume that this will generally be the situation 

given Shadish and Sullivan’s (2011) meta-analytic review of SCI studies, in which they reported 

that the average bias-adjusted autocorrelation coefficient was .20. Such a value might not be 

regarded as “large” or material in a single-case context, but it is nonetheless substantial enough 

to invalidate statistical tests that assume outcome-observation independence. In addition, it is 

difficult to make an empirical argument for no autocorrelation in any given SCI study because 

series lengths tend to be short – a situation that leads to interval estimates of the 

autocorrelation coefficient that encompass a wide range of plausible values (Ferron, 2002). 

Appropriate Single-Case Intervention Randomization Tests 
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So, is there a solution to the SCI autocorrelation and randomization-test concern? 

Fortunately, yes. If the researcher implements one or more of the previously described design 

randomizations, a statistically valid randomization test can be conducted by tailoring the 

randomization test to match the design. Specifically, if there is a one-to-one correspondence 

between the data permutations and/or combinations included in the randomization test and all 

assignments allowed through the randomized design, the randomization test is statistically 

valid, regardless of the degree to which the observations are autocorrelated (Edgington, 

1980a). As was succinctly noted by Michiels and Onghena (2018) “…the Type I error of the 

randomization test will always be controlled at the nominal level, because the serial 

dependency is identical for each element of the reference distribution” (Michiels & Onghena, 

2018). Phrased differently, autocorrelation is not an issue in appropriately constructed single-

case randomization tests because in concert with the corresponding randomization scheme, all 

possible data divisions incorporated into the randomization distribution (including the actually 

obtained one) will exhibit the same degree of autocorrelation. In support of this assertion, 

simulation studies conducted over the years have corroborated that the appropriately 

constructed randomization tests consistently maintain proper Type I error control and 

associated statistical conclusion validity (see Ferron & Sentovich, 2002; Ferron & Ware, 1995; 

Levin et al., 2012, 2014, 2017, 2018, 2019).  

In stark contrast, if randomization tests are conducted in the absence of design 

randomization or implemented such that the permutations of the test do not match the 

assignments of the design-randomization scheme, the statistical conclusion validity can be 

compromised, resulting in an invalid randomization test application (Ferron, Foster-Johnson, & 
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Kromrey, 2003). Instances of the latter situation can be identified in which the development of 

new randomization test procedures that do not adhere to this fundamental “matching” 

principle have met with undesirable statistical consequences, as Levin et al. (2019) have noted 

in relation to Lall and Levin’s (2004) empirical assessment of the Levin-Wampold (1999) two 

independent-samples comparative intervention effectiveness test.  

In conventional “group” intervention research, with say, 12 participants randomly and 

independently assigned in equal numbers to two treatment conditions (i.e., with n = 6 

participants in each condition), a valid two-sample randomization test would examine all 

possible ways in which 12 participants can be assigned to two conditions, with 6 participants in 

each condition. From a combinatorial standpoint, this is equal to 12!/(6!6!) = 924 possible 

combinations of equally likely data divisions that would need to be considered in the 

randomization test distribution. In SCI phase designs, with multiple nonrandomized individual 

within-phase observations, such correspondences do not occur. However, the situation can be 

ameliorated by building randomization into the design and the corresponding analysis, such as: 

randomizing treatment phases in alternating treatment designs and in certain AB-type designs; 

randomizing cases in multiple-baseline designs; and randomizing intervention start points in all 

designs with discrete phase-transition points. Examples of how such randomization designs and 

analyses might be constructed for various SCI designs follow, as well as described in the writings 

of Ferron and Levin (2014), Ferron et al. (2019), and Levin et al. (2012, 2014, 2018, 2019). 

We now present a sampling of appropriate randomization-test procedures, which can 

be adopted in a variety of SCI designs. These tests will be accompanied by allusion to Gafurov 

and Levin’s (2019) ExPRT (Excel Package of Randomization Tests) freely available statistical 
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software for each of the to-be-presented designs (for detailed discussion, Levin, Evmenova, & 

Gafurov, 2014). For these designs, ExPRT allows for either single-case or multiple-case 

applications; and in addition to the statistical tests conducted, ExPRT includes both graphical 

representations of the results and effect-size estimates, along with  comprehensive User 

Instructions that provide examples and step-by-step instructions for how to set up and execute 

the variety of randomized SCI designs-and-analyses that it features (specifically, basic AB-type 

and extensions, ABA, ABAB, alternating treatment, multiple-baseline/multiple probe, and two 

independent-samples designs). Other valid randomization-test packages, some based on 

resampling procedures, have been developed for analyzing the data from SCI studies that have 

incorporate appropriate design randomization — see, for example, Dugard, File, and Todman 

(2012), Bulté and Onghena’s (2008) R-based programs, and the Onghena KU Leuven 

Methodology of Educational Sciences Research and Health Psychology Research Groups’ “Shiny 

Apps Single Case Data Analysis” web-based package, accessible from 

https://tamalkd.shinyapps.io/scda/. 

Phase designs. Discussed first are variations of phase designs, which include at least one 

case and at least one pair of AB outcome observations. Simple two-phase AB designs are not 

“acceptable” according to the What Works Clearinghouse (WWC) Standards (Kratochwill et al., 

2013) and are unlikely to be implemented by contemporary EAB researchers. In contrast, four-

phase ABAB reversal designs (and other AB-type designs with at least four phases) do satisfy 

the WWC Standards and are regarded as credible designs among behavior analysis researchers. 

As a hypothetical single-case example of a valid randomization test, suppose that we have a 6-

phase design consisting of 3 A phases and 3 B phases. Randomly assigning the three As and the 

http://ppw.kuleuven.be/home/english/research/mesrg
http://ppw.kuleuven.be/ogp/generalinformation
https://tamalkd.shinyapps.io/scda/
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three Bs to the design’s 6 phases would result in 6!/(3!3!) = 20 possible data divisions (e.g., 

ABABAB, ABBAAB, BBAAAB, etc.) and these 20 different data divisions would all need to be 

included in the randomization test distribution (see, for example, Levin et al., 2012). Moreover, 

if: (1) the B-phase condition mean had been predicted to surpass the A-phase condition mean; 

and (2) the actually implemented random sequence of 3As and 3 Bs (e.g., ABBAAB)  turned out 

to produce the largest B-A mean difference of the 20 possible data divisions, then a statistically 

significant randomization-test result based on a one-tailed α of .05 could be claimed (because 

the obtained p-value would be 1/20 = .05). 

It can be argued that two-phase AB designs have scientific merit when bolstered by: (1) 

the inclusion of multiple cases; (2) incorporating within-case intervention randomization by, for 

example, the addition of the single-case case analog to a conventional “group” crossover 

design-and-analysis; or (3) adopting Levin et al.’s (2018) revision of Marascuilo and Busk’s 

(1988) replicated independent start-point model so that it resembles a multiple-baseline 

design. The ExPRT AB program features all of these enhancements and more, which can be 

implemented to investigate between-phase changes in either mean (level), slope (trend), or 

variability (variance). Also noteworthy about the program is that it is amenable, and sensitive 

to, a researcher’s pre-experimental expectation about the intervention producing either an 

immediate or delayed effect. 

Alternating treatment designs. In these designs, the alternating A and B phases could 

consist of either one outcome observation per phase or multiple outcome observations per 

phase. For the former situation the phase summary measures would be the individual outcome 

observation outcomes, whereas for the latter situation the phase summary measures would be 
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aggregates (e.g., means) of the within-phase individual outcome observations. The design itself 

would include randomly determined orders of A- and B-phase administration, ideally in a paired 

fashion, such as with 6 AB pairs, BA AB AB AB BA AB, because when analyzed by an appropriate 

randomized-pairs test with its 26 = 64 possible AB pair assignments (Levin et al., 2012), and as is 

incorporated into the ExPRT alternating treatment design program, the test will be congruent 

with the paired randomization process. For that situation, 5 AB pairs would be required to 

produce a statistically significant mean-phase result difference based on a one-tailed α of .05 

[because the minimum satisfying p-value would be (1/2)5 = 1/32 = .03125].  Moreover, in the 

presence of autocorrelated data, the test will both preserve the study’s Type I error probability 

and maximize the study’s statistical power (Levin et al., 2012). Other reasonable forms of 

alternating treatment design randomization and appropriate associated randomization tests 

can also be implemented (e.g., Heyvaert & Onghena, 2014; Onghena, 1992). 

As an aside, Craig and Fisher (2019) discuss an alternating treatment design example 

with 5 pairs of alternating treatments (i.e., a total of N = 10 outcome observations) in which the 

design randomization was implemented by essentially randomly assigning one A and one B 

treatment to each of the n = N/2 pairs of outcome observations but the subsequent 

randomization test conducted assumed more simply that 5 A and 5 B observations were 

randomly assigned throughout the 10-observation study. This approach represents a design-

versus-analysis mismatch because, as was just illustrated, the former is based on a binomial 

distribution with 25 = 32 possible outcomes in the randomization distribution whereas the latter 

is based on a hypergeometric distribution with 10!/(5!5!) = 252 possible outcomes, as was 

implemented by Sir R. A. Fisher (1935) in his classic “lady tasting tea” experiment. 
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Multiple-baseline designs. These staggered-case designs require the case- 

randomization process discussed earlier to enhance a study’s internal validity. However, 

applying valid randomization statistical tests (Koehler & Levin, 1999; Levin et al., 2018; 

Wampold & Worsham, 1986) often becomes a prudent choice by increasing its statistical-

conclusion validity as well. As an example of case randomization in this design based on 4 cases, 

randomly assigning the cases to the 4 tiers can be accomplished in 4! = 24 different ways (e.g. 

Case 1 to Tier 1, Case 2 to Tier 2, Case 3 to Tier 3, Case 4 to Tier 4; Case 1 to Tier 3, Case 2 to 

Tier 2, Case 3 to Tier 4, Case 4 to Tier 1; etc.), thereby producing 24 possible outcomes for the 

randomization distribution (Wampold & Worsham, 1986). This multiple-baseline design 

requires a minimum of 4 tiers to produce a mean phase-difference result with a one-tailed p-

value that is less than .05 (specifically, p = .0417). 

 In addition to case randomization, multiple-baseline (and multiple-probe) designs allow 

for between-case intervention randomization (both independent cases and paired cases) and 

intervention start-point randomization. Increasing statistical power by including additional 

cases and more than one potential intervention start point per case are particularly attractive 

design strategies. For the just discussed 4-case multiple-baseline example, randomly selecting 

an intervention start point from one of two “acceptable” start points for each case would 

augment the 24 possible randomization outcomes to 24 x 24 = 384 possible outcomes for the 

randomization distribution (Koehler & Levin, 1999). For this multiple-baseline design with four 

tiers and two potential intervention start points for each tier, including in the randomization 

distribution the .05 x 384 = 19 most extreme mean phase-difference outcomes in the predicted 

direction, would yield a statistically significant result with a one-tailed α of .05 (i.e. p = 19/384 = 
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.049). Alternatively, if only three tiers with two potential intervention start points per tier were 

included in the study, then the two most extreme mean phase-difference outcomes in the 

predicted direction would yield a statistically significant result with p = 2/[(3! x 23)] = 2/48 = 

.0417. 

With respect to between-case intervention randomization, ExPRT’s multiple-baseline 

and AB-type programs currently include Levin and Wampold’s (1999) paired-case model; and as 

was noted earlier, Levin et al. (2019) have developed a statistically powerful and valid two 

independent-samples model that is incorporated into the ExPRT Version 4.0 package. As an 

illustration of the latter model’s randomization distribution, in a two-phase AB design based on 

three cases apiece randomly assigned to two intervention conditions, X and Y, with two 

potential intervention start points per case, there are a total of (6!/3!3!) x 26 = 1,280 possible 

data divisions and associated outcomes.  For this single-case analog to a conventional 

randomized “group” design in which the effectiveness of two independently administered 

treatments are compared, it would be possible to detect a statistically significant mean 

difference between the two intervention conditions, based on a one-tailed α of .05, with only 

two participants randomly assigned to each intervention condition and two potential 

intervention start points per participant. Specifically, if one of the three most extreme mean-

difference outcomes in the predicted direction were obtained, then p = 3/[(4!/2!2!) x 24] = 3/96 

= .03125. 

Postscript. As an important postscript to this statistical-analysis section, we would be 

remiss if we did not acknowledge that randomization tests provide p-values, and a researcher’s 

reliance exclusively on  p-values — particularly when they lead simply to a dichotomization as 
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“statistically significant” or not — is a practice that has come under increased scrutiny (and 

criticism) in the scientific research communities over the past seven decades (e.g., Berkson, 

1942; Cohen, 1994; Harlow, Mulaik, & Steiger, 1997; Rozeboom, 1960). Recently, the 

prestigious American Statistical Association published a special issue of their flagship journal, 

The American Statistician, the theme of which was to clarify how p-values should and should 

not be interpreted, and to bring attention to newly developed inferential statistical procedures 

that could be used to supplement or even replace current statistical hypothesis-testing 

practices with their reporting of p-values (Wasserstein & Lazar, 2016; Wasserstein, Schirm, & 

Lazar, 2019). Whether such proposed statistical reforms are manifested on the future pages of 

the scholarly research literature remains to be seen.  

Summary and Take-Home Messages 

The recommendations of Craig and Fisher (2019), Jacobs (2019), and Elliffe and Elliffe 

(2019) to consider randomization tests in SCI research represents a pathway to improving the 

scientific merit of research initiatives in the EAB. In this article we have emphasized a 

distinction between the use of randomization in a SCI’s design and the use of randomization 

statistical tests in its analysis. Our rationale is conceptually linked to the important distinction in 

intervention research between internal validity (elevated through randomization) and 

statistical-conclusion validity (elevated through application of an appropriate statistical test). 

In the case of improving internal validity, EAB researchers have four viable strategies for 

incorporating randomization into the SCI’s design, namely, within-case intervention (or phase) 

randomization, between-case intervention randomization, case randomization, and 

intervention start-point randomization, along with combinations of these options. Decisions 
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about whether to include randomization in the design are up to the EAB researcher and should 

be balanced by consideration of how these forms of randomization will increase – or as a 

reviewer of the original version of this article opined, could decrease – the scientific credibility 

of the study.  At the same time, statistical-conclusion validity can be improved by researchers 

avoiding the application of invalid parametric statistical tests or their nonparametric analogs 

and instead by conducting randomization tests that are coherent with the design-

randomization procedures selected by the researchers.  

Readily available computer programs that feature randomization tests, such as the 

Excel-based statistical package ExPRT, can also assist researchers by providing an analysis of 

level, trend, and variability in outcome assessments and provide value-added effect-size 

estimates. The recommendations offered in this article and related suggestions in the prior 

series of articles in JEAB’s Special Issue provide SCI researchers with new tools for 

understanding the conceptual and theoretical underpinnings of behavior. Researchers who 

embrace these new tools will advance the science of behavior and make a positive impact well 

beyond the field of experimental behavior analysis. 
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Footnotes 

We wish to thank two anonymous reviewers for their extremely valuable feedback on 

an initial version of this article. Thanks also to Robert Horner for emphasizing the 

importance – and often the necessity – of conducting complementary visual and 

statistical analyses of the same set of single-case data. We are further grateful to 

Andrew Craig for sharing and communicating with us about the hypothetical data 

presented in Figure 5 of the Craig-Fisher (2019) article. Correspondence concerning this 

article should be addressed to Joel R. Levin at jrlevin@u.arizona.edu. 

1. Absent randomization in a SCI’s study methodology, rigorous well-controlled EAB 

designs that adhere to the guidelines elucidated in the earlier mentioned Standards 

documents would afford some degree of “acceptability” along the scientific credibility 

continuum. 
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Figure Caption 

Figure 1. Hypothetical Multiple-Baseline Data Leading to Different Conclusions from Statistical- 

and Visual-Analysis Perspectives 
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