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ABSTRACT 

Chronic conditions, frailty, dementia, and other diseases or symptoms significantly 

affect senior citizens’ health, safety, and quality of life. The insufficient labor supply of the 

home care market requests the involvement of modern information technology such as 

sensors, Internet of Things, and artificial intelligence. Healthcare providers and 

information systems (IS) researchers have sought to develop mobile home care approaches 

that adopt sensing technology to improve their effectiveness and efficiency. However, 

existing economics and behavioral methodologies for Health Information Technology 

(HIT) and health data analytics approaches were not designed for mobile data. Novel 

computational Information Technology (IT) artifacts are required to address significant 

mobile home care needs. 

Given the societal importance of mobile home care, this dissertation presents four 

essays that follow design science guidelines to design IT artifacts for mobile home care 

applications. Essay I employs a Sequence-to-Sequence model to extract high-level ADLs 

(e.g., cooking) from multi-modal smart home sensors (e.g., motion, on/off sensors). Essay 

II develops a hierarchical ADL recognition framework to generate interpretable 

intermediate results as well as a novel interaction kernel for Convolutional Neural 

Networks (CNNs) to extract the interaction semantics. Essay III leverages deep transfer 

learning to address object motion sensor data scarcity and improve human identification 

performance for customized home care. Essay IV designs an attention mechanism-based 

framework to better interpret deep learning-based models for mobile home care. Beyond 

the practical contributions provided to home care practitioners, this dissertation offers 

numerous design principles to guide future mobile health analytics IS research. 
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1. INTRODUCTION 

Thanks to medical advances, recent years have witnessed a growing life expectancy 

(World Health Organization 2016). In 2016, 49.2 million US citizens (15.2% of the 

population) were over 65 years old (i.e., senior citizens) (Census Bureau 2017). Physical 

and mental decline may affect their health, safety, and ultimately, quality of life, as they 

age. However, most senior citizens with physical or cognitive functioning limitations are 

often cared for by informal caregivers at home due to seniors’ desire to live independently 

and a lack of home care industry workers, especially in rural areas (Census Bureau 2018; 

Smith and Trevelyan 2019). Infrequent clinical visits also prevent the provision of timely 

data for preventive care. Society is facing great challenges in providing in-time and 

accessible care for senior citizens. 

Mobile home care (home care using mobile technology) has emerged as a solution 

for collecting timely data and providing customized care. Sensor monitoring-based systems 

have received wide attention for their passive and preventive monitoring potential 

(Maimoon et al. 2016). These systems primarily monitor Activities of Daily Living 

(ADLs), a set of self-caring activities that senior citizens should be able to perform 

independently. ADLs comprise two categories: Basic ADLs for simple tasks that engage 

physical movements (e.g., self-feeding) and Instrumental ADLs for complex tasks that 

require more cognitive resources (e.g., preparing meals) (Hardy 2014). Because physical 

or mental impairment can hinder ADL performances even before ailment onset (Jekel et 

al. 2015), tracking senior citizen’s ADL performance can offer great value for timely care 

and intervention. Sensor-based ADL monitoring systems employ three categories of 

sensors: camera, environment sensors (e.g., force plate, proximity sensor), and motion 
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sensors (Debes et al. 2016). These sensors generate large volume data with high velocity, 

e.g., more than 8 million data points per sensor per day if sampled at 100 Hz, which is 

beyond human cognitive processing capacity and necessitates computation models for 

activity recognition and monitoring. 

In order to analyze these mobile data for home care applications (e.g., ADL 

monitoring), machine learning approaches have been adopted to recognize simple ADLs 

(e.g., locomotion, motion transition, simple gestures). Classical machine learning methods 

(e.g., Support Vector Machine (SVM), Naïve Bayes classifier, decision trees) heavily rely 

on ad hoc and laborious manual feature engineering (Cao et al. 2012). These manually 

extracted features can miss out salient clues from raw sensor data. Deep learning, a novel 

machine learning approach that leverages multiple levels of neural networks with non-

linear operations to automatically learn representation from raw data, has emerged as a 

powerful analytical tool for massive grid-like (e.g., image) and sequential (e.g., text) data. 

Deep learning has great potential for analyzing mobile data and offering value for 

stakeholders. However, it requires a systematic design to adapt deep learning models to 

mobile sensors’ unique data characteristics (e.g., multi-channel time-series). This 

dissertation aims to develop novel deep learning approaches for smart and unobtrusive 

mobile home care applications and contribute to practitioners and information systems (IS) 

knowledge base with practical implications and generalizable design principles. 

The successful dissemination of IT into the healthcare industry has enabled IS 

scholars to make remarkable advances in three broad areas of healthcare information 

technology: health information systems (HIS), medical data use, and health data analytics.  
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Studies in the HIS and medical data usage categories employ behavioral theories 

and econometric models to explore health system adoption, investments, data sharing, and 

security/privacy. Despite their important contributions, the methods used in these studies 

(e.g., theoretical modeling) cannot handle the volume and velocity of sensor data. Instead, 

data analytics procedures are required. To date, however, studies have only adopted the 

design science paradigm in health data analytics for detecting hospital readmission, adverse 

events, and similar patients in social media and EHR contexts. Data analytics in mobile 

health contexts remains an understudied, yet societally relevant, topic. Given that mobile 

IS literature has focused on web design (Adipat et al. 2011), service innovation (Ye and 

Kankanhalli 2018), and online service addiction (Kwon et al. 2016) on mobile devices for 

non-health contexts, novel IT artifacts designed for mobile home care are critically needed. 

Such artifacts would be aligned at the intersection of health and mobile data analytics, and 

potentially spearhead a new and promising area of research inquiry.  

Developing an IT artifact for mobile home care requires a carefully constructed 

approach to analyzing sensor data. The design science paradigm offers guidelines for 

systematically developing novel IT artifacts (e.g., constructs, models, methods, and 

instantiations) to solve salient business issues (Hevner et al. 2004). The breadth of the IS 

discipline has enabled four genres of design science to emerge: computational, 

optimization, representation, and economics (Rai 2017). Among the four, computational 

design science addresses the development of novel algorithms, computational models, and 

systems, all with a heavy emphasis on data analytics. The unique characteristics of sensor 

data firmly position any novel mobile analytics artifacts within the computational genre. 
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The computational design science paradigm offers three key guidelines for IS 

scholars in their artifact development. First, the IT artifact’s design can be inspired by 

domain knowledge or, when available, relevant theories. A recent healthcare IS example 

used key contextual cues from EHRs to create the Bayesian Multi-Task Learning approach 

for predicting adverse events in hospitals (Lin et al. 2017). Second, researchers should 

demonstrate the novelty of their design and its technical superiority over selected baseline 

approaches via quantitative metrics (e.g., accuracy, precision, recall, F1, etc.). Finally, the 

design of the IT artifact should contribute to the IS knowledge base (Rai 2017). These 

contributions can come as situated implementations of the artifact (e.g., software), nascent 

design theory (e.g., design principles), or well-developed design theory about embedded 

phenomena (Gregor and Hevner 2013). Underpinning each of these guidelines, however, 

is a strong understanding of the application (in this dissertation, mobile home care) for 

which the artifact is being developed. 

Given the great value of sensing technologies for timely and unobtrusive home care 

applications, existing HIT and health analytics research necessitates computational models 

to handle unique mobile sensor data. On the one hand, classic machine learning techniques 

rely on heavy manual feature engineering, which is ad hoc and laborious and could 

potentially leave out salient clues from raw data. On the other hand, deep learning-based 

systems are still emerging and have been applied only on simple recognition tasks. The 

limited body of deep learning-based mobile analytics has resulted in the lack of 

systematically developed computational artifacts for effective mobile home care 

applications. Motivated by these gaps, this dissertation aims to address the following four 

questions with carefully designed deep-learning models: (1) How can we recognize 
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residents’ daily activities using smart home sensors? (2) How can we extract activity 

semantics with a minimal, unobtrusive sensor setting? (3) How can we distinguish residents 

in an multi-resident environment to provide personalized care? (4) How can we develop 

more interpretable deep learning frameworks for mobile home care analytics?  
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2. ESSAY I: A SEQUENCE-TO-SEQUENCE MODEL-BASED DEEP LEARNING 

APPROACH FOR RECOGNIZING ACTIVITY OF DAILY LIVING FOR 

SENIOR CARE 

2.1 Introduction 

The rapid advancements of medicine and accessibility of healthcare in the past 

decade has resulted in a steadily increasing aging population in the US and Europe. In 

2016, it was estimated that 49.2 million of US citizens (15.2%) and 98.0 million of EU 

residents (19.2%) were over 65 years old (i.e., senior citizens) (Census Bureau 2017; 

Eurostat 2017). According to the Administration on Aging (Administration on Aging 

2013), 85% of senior US citizens live independently. Chronic conditions and their 

syndromes, such as frailty and dementia, may affect these independent-living senior 

citizens’ health, safety, and quality of life. Ensuring a healthy and safe life for independent-

living senior citizens is a growing societal concern. To evaluate the self-care ability of 

senior citizens, researchers and practitioners have aimed to monitor Activity of Daily 

Living (ADL).  

ADL is a set of self-caring activities needed for independent living senior citizens. 

Two main ADL types exist: Basic and Instrumental. Basic ADLs (BADLs) include tasks 

that engage simple physical movements, such as functional mobility, self-feeding, and 

toilet hygiene. Instrumental ADLs (IADLs) are complex tasks that require more cognitive 

resources, such as preparing meals, taking prescribed medications, shopping, etc. (Hardy 

2014; Katz 1983; Williams 2011). According to the American Occupational Therapy 

Association’s (AOTA) practice framework, BADLs and IADLs are considered two of eight 

broad categories of “areas of occupation” in which people engage (Roley et al. 2008). The 
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independence level of these activities positively correlates with the person’s health and 

wellness (Foti and Koketsu 2013). Past studies have indicated physical and cognitive 

deficits deteriorate senior citizens’ BADL and IADL performance due to aging or disease 

progression (Giebel et al. 2015; Votruba et al. 2015; de Werd et al. 2015). As a result, 44% 

of US senior citizens have difficulties performing one or more Basic or Instrumental ADLs 

(Federal Interagency Forum on Aging-Related Statistics 2016). Furthermore, IADLs rely 

more on cognitive capacity; the performance of IADLs can be impaired before the onset of 

dementia (Jekel et al. 2015). Thus, monitoring and recognizing the decline of IADL 

performance can help diagnose mild cognitive impairment (MCI), an intermediate stage 

between the expected cognitive decline of normal aging and the more-serious decline of 

dementia (Fong et al. 2015; Jekel et al. 2015; Singh et al. 2014).  

To understand aging and disease progression, clinicians and therapists often 

monitor a senior citizen’s ADL performance using various evaluation tools (e.g., Katz ADL 

scale) in clinical settings (Katz 1983) or self-reported activities at home (Chung et al. 

2017). However, the examination during clinic visits cannot provide timely data for early 

intervention or preventive care. Self-reported data (e.g., via activity diary) may not be 

reliable, especially if the senior citizen’s cognitive function is deteriorating. To address 

some of these limitations, clinicians have started turning to remote home ADL monitoring 

systems employing sensor technologies (e.g., wearable motion, environment, cameras) 

(Bravo et al. 2016; Silva et al. 2015). Wearable motion sensors record data such as 

accelerations (i.e., speed changes, shocks, and impacts) of the monitored humans to assess 

their motion (e.g., intensity and stability). Environment sensors are usually attached to 

objects, furniture, and home appliances (e.g., pillbox, cabinet, and fridge door accordingly) 
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to collect environment and object-triggered events’ information. Cameras capture 

image/video data with finer-grained details, including the user’s locomotion during ADLs 

and environment information such as room settings. ADLs are recognized and analyzed 

from the sensor generated data via classic machine learning approaches (e.g., Naive Bayes 

(NB), Support Vector Machine (SVM), and Hidden Markov Models (HMMs)) or deep-

learning-based approaches such as Convolutional Neural Networks (CNNs) or Recurrent 

Neural Networks (RNNs) to help healthcare providers to offer timely patient support and 

closely monitor senior citizen’s health progressions.  

Despite their benefits over traditional clinical visits, current ADL recognition 

(ADLR) systems have several drawbacks. First, prevailing methods use a particular type 

of sensor, which cannot generalize to handle arbitrary sensor combinations. Second, classic 

machine learning techniques rely on heavy manual feature engineering, which is inflexible 

to setting changes. Third, deep-learning-based systems only recognize simple tasks such 

as locomotion and gesture/posture, regardless of the temporal patterns that constitute 

complex ADLs. In light of these limitations, we aim to develop a Sequence-to-Sequence 

model-based deep-learning framework leveraging a generalizable activity state 

representation to recognize complex ADLs with arbitrary sensor combinations and 

configurations.  

The remainder of the essay is structured as follows. Section 2.2 provides a research 

background of prior studies. Section 2.3 describes our proposed research design. Section 

2.4 presents evaluation results and discussions. Section 2.5 concludes this essay. 
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2.2 Related Work 

To form the basis of this research, we examine two areas of literature: (1) general 

ADLR studies to understand ADLR tasks and common sensors used for ADLR and (2) 

machine learning approaches for ADLR. 

2.2.1 ADL Recognition (ADLR) 

As the basis of ADL monitoring systems, ADLR aims to identify ADL events and 

their patterns from system observations. Daily activities are performed sequentially or 

interwoven, which contains temporal patterns. Furthermore, complex activities can be 

imagined as sequential combinations of simple activities. Thus, a temporal and hierarchical 

ADL decomposition approach can potentially help to understand the characteristics and 

semantics of ADLs (Roggen et al. 2010). Three ADL recognition tasks correspond with 

the hierarchy: locomotion, gesture, and complex activity. The complexity of these tasks as 

well as information needed for recognizing the ADLs increase from locomotion to complex 

activity. Locomotion depicts the human’s body motion states, such as walking, standing, 

and sitting. Only body motion information is required to recognize locomotion. Gestures, 

also referred to as middle-level ADLs (ML-ADLs), are comprised of physical reciprocal 

actions between human and objects. One such example is closing a drawer, where a human 

will push and slide in the drawer. Temporal interaction patterns of human and object 

motion information aid in recognizing ML-ADLs. Complex activities, also referred to as 

high-level ADLs (HL-ADLs), consist of temporal-dependent sequences of gestures. One 

such activity is coffee time, where a human will fetch coffee powder and cups, operate the 

coffee maker, pick-up and drink the coffee, and wash the cup. HL-ADL recognition tasks 

are more difficult to identify, as they require motion semantics (i.e., the temporal pattern 
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of ML-ADLs and/or locomotion). Contextual information (i.e., environment information 

of the HL-ADL) such as object locations, room setting, temperature, and luminance is also 

key to recognize HL-ADL. Modern sensing technology provides promising solutions to 

collect these various types of information for ADLR tasks. 

Three types of sensors are used in the past ADLR studies: environment/object, 

motion, and cameras. Environment sensors, such as object triggers, on/off switches, 

infrared door sensor, and pressure sensors, are attached to the objects or placed in the 

environment (e.g., on the floor) to record object states or environment changes (Emi and 

Stankovic 2015; Krishnan and Cook 2014). Environment sensors provide the location or 

object information during the ADL. Motion sensors, such as accelerometer, gyroscope, and 

magnetometer, can be used to record object or human movement. Typically, one object 

motion sensor is sufficient to collect the movement of the object of interest. For humans, 

multiple wearable sensors can be attached to different body locations to collect 

comprehensive human motion data (Gong et al. 2015; Roggen et al. 2010; Safi et al. 2016). 

Cameras capture complete motion semantics required for recognizing all levels of ADLs 

(Flores-Vazquez and Aranda 2016). However, they are often too intrusive to implement in 

real-world settings pervasively (Debes et al. 2016).  

These sensors’ ability to collect detailed activity information also brings several 

challenges. Each sensor can collect a large volume of data with a high velocity. For 

example, a wearable motion sensor can record 20-100 data points per second, result in 1.7-

8.6 million records per day, a rate and an amount beyond human’s cognitive processing 

capability. Beyond the high volume and velocity challenges, data collected by 

environment/object and motion sensors have unique characteristics that must be considered 
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when creating an ADLR system. Most environment sensors generate single-channel data 

(e.g., on/off state and pressure in Figure 2.1) while most wearable and object motion 

sensors collect multi-channel data (e.g., acceleration on x-, y-, and z-axis). The single-

channel data value can be either discrete (e.g., on/off states in Figure 2.1) or continuous 

(e.g., the pressure reading in Figure 2.1). Most multi-channel sensors data are continuous. 

Data on different channels jointly depict the same activity. Due to the differences among 

sensor and data types, past studies focus on developing ADLR systems for a specific sensor 

type and configuration. Thus, such systems are less generalizable to other sensor types and 

configurations. For example, ADLR systems based on counting discrete sensor events 

cannot be applied to multi-channel sensors recording continuous values (e.g., 

accelerometer). 

 
Figure 2.1. Discrete and Continuous Sensor Data Collected from an On/Off Switch and a Force Plate 
 

Irrespective of sensor type or combination, prevailing ADLR studies often rely on 

machine learning algorithms to recognize ADLs. Such methods are preferred as they can 

capture patterns within high volume data that are difficult to detect manually. We next 

review machine learning approaches for ADLR. 
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2.2.2 Machine Learning Approaches for ADLR 

Traditional machine learning approaches for ADLR follow three steps: (1) data 

preprocessing, (2) feature extraction, and (3) pattern recognition. Data preprocessing deals 

with missing value and data segmentation. Data interpolation is a common approach to 

addressing missing value issues (Cao et al. 2012; Ordóñez and Roggen 2016). The length 

of data segments is manually determined to ensure the feature quality in the feature 

extraction step. Four types of features are commonly extracted from the data segments: (1) 

general features such as activity duration and activity location (Emi and Stankovic 2015; 

Krishnan and Cook 2014); (2) motion-specific features such as acceleration, rotation, 

signal amplitude, and motion frequency (Cao et al. 2012; Safi et al. 2016); (3) object-

specific features such as trigger-count and closeness (i.e., signal strength) (Wang et al. 

2009); and (4) camera-specific features such as object position and moving direction 

(Flores-Vazquez and Aranda 2016). Using these features, discriminative models such as 

SVM, NB (Cao et al. 2012; Krishnan and Cook 2014; Reyes-Ortiz et al. 2016) and 

generative models such as HMM (Cao et al. 2012; Safi et al. 2016; Wang et al. 2009) have 

been applied to recognize ADLs patterns. While these approaches can achieve 70%-80% 

accuracy, the feature engineering effort is often ad hoc, labor-intensive, and may not extract 

all salient cues. Consequently, researchers are turning to deep learning for ADLR recently. 

Deep learning is a class of machine learning algorithms using multiple layers of 

networks and non-linear operations to learn network parameters from data. Data is fed 

forward through the layers; the error is evaluated at the output with a predefined function, 

and the layer parameters are often adjusted with some error-correction algorithm (e.g., 

backpropagation). Iterating this learning process, the deep layer structure obtains the 
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important features that minimize output error and the non-linear operations that extract 

such features (LeCun et al. 2015). This process eliminates the need for manual feature 

engineering and significantly reduces the risk of missing salient cues. As a result, deep 

learning approaches have achieved significant performance improvements over classic 

machine learning methods in ADLR (Chen and Xue 2015; Hammerla et al. 2016).  

Recent deep-learning-based ADLR studies often focus on two tasks: locomotion 

recognition (Chen and Xue 2015; Ordóñez and Roggen 2016) and gesture/gait (i.e., ML-

ADL) recognition (Alsheikh et al. 2016; Hammerla et al. 2016; Ordóñez and Roggen 2016; 

Yang et al. 2015; Zeng et al. 2014). Locomotion recognition tasks identify different 

locomotion patterns (e.g., walking, standing, sitting, climbing stairs, etc.) and the 

transitions between these patterns. ML-ADL recognition tasks identify predefined postures 

and gestures labels from the dataset. Driven by the task requirements, these studies mainly 

use wearable motion sensors such as accelerometers, gyroscopes, and magnetometers. 

Among these, the accelerometer is the most widely used sensor to capture body movements 

during activities. CNNs and RNNs extract the temporal patterns from wearable sensors 

(Chen and Xue 2015; Hammerla et al. 2016; Ordóñez and Roggen 2016; Yang et al. 2015; 

Zeng et al. 2014). While locomotion or ML-ADLs provides snapshots of activities, the 

underexplored HL-ADL recognition tasks can set the foundation for more applications. For 

example, evaluating the time of day of the recognized food intake activities can help 

identify irregular eating behaviors for patients with an eating disorder; and deriving the 

duration of the HL-ADLs can help assess the cognitive performance of dementia patients.  
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In the following subsections, we review three state-of-the-art deep learning models 

that help develop a more robust ADLR system to address some of the limitations seen in 

past deep learning ADLR work: CNNs, RNNs, and Sequence-to-Sequence model.  

2.2.2.1 Convolutional Neural Networks (CNNs) for ADLR 

Inspired by the local receptive fields and hierarchical feature extraction of the 

human visual system, CNNs consist of convolutional layers and pooling layers. The 

convolution layer convolves the input with a small-sized matrix (i.e., filter) to extract local 

patterns (e.g., sensor rotation). The pooling layer condenses the pattern representation. 

Combining convolutional and pooling layers hierarchically, CNNs are capable of learning 

feature representations for the input (Goodfellow et al. 2016). Prior studies demonstrate 

successful CNN architectures that can extract temporal patterns from one data channel 

(Yang et al. 2015; Zeng et al. 2014) or between two channels (Chen and Xue 2015). 

However, these CNNs only capture local (i.e., short-term) temporal features (i.e., a specific 

action/gesture in a few seconds). Long-term temporal patterns such as opening and closing 

the bathroom door before and after showering might not be recognized. RNNs, however, 

can model long-term temporal patterns (Hammerla et al. 2016; Ordóñez and Roggen 2016). 

2.2.2.2 Recurrent Neural Networks (RNNs) for ADLR 

RNNs include network edges that connect adjacent time steps, introducing a notion 

of time into the model (Lipton et al. 2015). The recurrent unit’s states vector 𝒉𝒕 at time 𝑡 

are functions (𝑔𝑡(⋅)) of the previous states at time 𝑡 − 1 and the input 𝒙𝒕 at time 𝑡.  

𝒉𝒕 = 𝑔𝑡(𝒉𝒕−𝟏, 𝑥𝑡) = 𝑔𝑡(𝑔𝑡−1(𝒉𝒕−𝟐, 𝒙𝒕−𝟏), 𝒙𝒕) = ⋯ 

The input 𝑥𝑡 and the new state ℎ𝑡 also determine the output 𝑦𝑡 at time 𝑡. 

𝑦𝑡 = 𝑓𝑡(𝒉𝒕, 𝒙𝒕). 
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Long Short-Term Memory (LSTM) (Hochreiter and Schmidhuber 1997) and the Gated 

Recurrent Unit (GRU) (Cho et al. 2014) are two popular recurrent unit implementations. 

They explicitly design 𝑔(⋅) to forget locally unimportant information (e.g., consecutive 

behaviors such as sitting) and retain important information (e.g., opening the fridge) in the 

long-term.  

However, HL-ADLs consist of varied sporadic, interweaved, and temporal-

dependent gesture sequences. Different HL-ADLs share similar gesture and locomotion 

patterns. Therefore, the motion semantics of a sequence can be better recognized if a model 

processes the entire sequence before generating the result. This requires novel deep 

learning architecture instead of a single LSTM (or GRU) RNN. Cho et al. and Sutskever 

et al. introduced the Sequence-to-Sequence model, a state-of-the-art RNN-based machine 

translation model, to learn semantics from an input language and translate it to a target 

language (Cho et al. 2014; Sutskever et al. 2014). HL-ADL recognition is analogous to 

machine translation because the motion semantics link sensor data sequence and HL-ADL 

labels. Therefore, Seq2Seq model has great potential for HL-ADL recognition. We briefly 

introduce this model for ADLR in the ensuing subsection. 

2.2.2.3 Sequence-to-Sequence (Seq2Seq) Model for ADLR 

The Seq2Seq model consists of two varied-length RNNs: encoder and decoder 

(Lipton et al. 2015). The encoder network processes the input sequence 𝑋 = {𝑥𝑡, 𝑡 =

1,2, … , 𝑛}, and the last node state 𝒉𝒏
(𝒆) contains aggregated information of 𝑋. Cho et al. 

obtained an output vector 𝒔 as the encoded semantics at the end of the input (Cho et al. 

2014). The decoder network then generates output sequence 𝑌 = {𝑦𝑡, 𝑡 = 1,2, … , 𝑚} 

based on 𝒔 (Figure 2.2, top). An alternative model was proposed by Sutskever et al. 
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(Sutskever et al. 2014), where the decoder was initialized with the last encoder cell state to 

inherit semantics learned by the encoder (Figure 2.2, bottom). In the ADLR context, the 

encoded semantics is the temporal pattern of the sensor activity. ADL labels can be 

generated for each time step based on this pattern.  

 

 
Figure 2.2. Two Seq2Seq Model Designs to Utilize the Semantics of the Input Sequence. 

Top: Cho et al. input the extracted semantics at each decoding time steps (Cho et al. 2014).  
Bottom: Sutskever et al. used the encoder’s last cell state to initialize the decoder’s first cell state. 

Thus, the semantic is integrated into the cell state (Sutskever et al. 2014). 
 
2.2.3 Research Gaps and Questions 

Several research gaps exist within current literature. First, most prior studies focus 

on developing ADLR systems for a specific sensor type. As a result, these systems cannot 

adjust to other sensor types and configurations. Second, although deep-learning-based 

ADLR studies address manual feature engineering issues, current deep learning 

architectures are not designed to recognize HL-ADLs from sensor activity sequences. 

Based on these research gaps, the following research questions are proposed:  

• How can different sensor types be integrated to model HL-ADLs?  
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• How can the motion semantics be extracted from the sensor data to recognize 

HL-ADLs in a real-world setting? 

2.3 Research Method 

To address the research gaps, we designed a Seq2Seq-based HL-ADL recognition 

framework that can utilize different sensor types (Figure 2.3). The framework consists of 

two steps: Activity Reconstruction and HL-ADL Recognition. We discuss each step in the 

following subsections.  

 
Figure 2.3. The Proposed Research Design: A Seq2Seq-based HL-ADL Recognition Framework 

 
2.3.1 Activity Reconstruction 

The first step of the framework is activity reconstruction. This step creates a 

consistent representation for any combination of environment and motion sensor data that 

can be used by the Seq2Seq model to recognize the HL-ADL. The activity reconstruction 

stage comprises of three components: motion state extraction, data interpolation, and 

activity state sequence. Each component is discussed below. 

2.3.1.1 Motion State Extraction 

Motion state extraction is the first component of the activity reconstruction step that 

extracts motion states from raw motion sensor data to match the environment sensor. 
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Compared with motion sensor data, environment sensor data has more specific 

semantics for interpreting the environment/object states. For example, thermometer 

readings describe the temperature in the area, and door contact sensor data describes the 

“open/close” status of the door. However, motion sensor data (e.g., tri-axial acceleration, 

angular acceleration, etc.) is more detailed and general. Interpretable motion states such as 

locomotion, interactions, and gestures are latent patterns hidden in the data that requires 

preprocessing.  

To fully utilize the fine-grained motion sensor data without manually engineering 

features, we adopted the DeepConvLSTM model, a state-of-the-art deep learning-based 

gesture/locomotion recognition model, to extract the motion states (Ordóñez and Roggen 

2016). The model integrated CNN and RNN to capture the temporal patterns from motion 

sensor data. The model operates with a window size of 500 ms and a step size of 250 ms. 

Thus, the motion sensor data is transformed into a 4 Hz sequence of motion states. In 

motion state extraction component, we do not distinguish wearable motion sensors and 

object motion sensors, since human motion causes object motions, and they represent 

different aspects of the comprehensive motion information during the activity. 

2.3.1.2 Data Interpolation 

In real home monitoring settings, environment sensors and motion sensors can be 

sampled at different time point with different sample rates. Thus, data from different 

sensors might not align properly, which could affect activity recognition (Lockhart and 

Weiss 2014). In this component, we interpolate sensor data with continuous functions for 

each data sequence to approximate and reconstruct the temporal changes of the activities. 
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Three interpolation methods are selected for the following cases: (1) discrete values 

collected by event-based sensors; (2) discrete values collected by sensors with a consistent 

sample rate; and (3) continuous values collected by both types of sensors.  

For discrete values (cases 1 and 2), the interpolation functions are both step 

functions. For event-based sensors, each data point indicates a state change (e.g., on to off 

or off to on). Thus, any sensor value 𝑥𝑇 (𝑡𝑛 < 𝑇 < 𝑡𝑛+1) between two data point 𝑥𝑛 

(sampled at 𝑡𝑛 ) and 𝑥𝑛+1  (sampled at 𝑡𝑛+1 ) follows 𝑥𝑇 = 𝑥𝑛 ≠ 𝑥𝑛+1 . For discrete 

sensor values sampled consistently and the motion states extracted in the previous step, the 

value/state change happens between two consecutive data points. We adopted the nearest 

neighbor interpolation method (Pourazad et al. 2003) for this case, where  

𝑥𝑇 = { 𝑥𝑛,   (𝑇 − 𝑡𝑛 < 𝑡𝑛+1 − 𝑇).
𝑥𝑛+1,   (𝑇 − 𝑡𝑛 ≥ 𝑡𝑛+1 − 𝑇). 

In practice, most continuous values measured by the sensors (e.g., temperature, 

pressure, acceleration, and water flow) change smoothly. Compared with linear 

interpolation, piecewise low degree polynomial interpolation is preferred because it can 

interpolate temporal data with smooth curves and lower error (Wickramasinghe and 

Ranasinghe 2015). Cubic spline and Piecewise Cubic Hermite Interpolating Polynomial 

(PCHIP) are two commonly used piecewise polynomial interpolation methods that have 

continuous first derivatives to ensure curve smoothness (Mishra and Agrawal 2015). Spline 

methods further require continuous second derivatives to generate smoother curves. Figure 

2.4 shows an example of interpolating normalized (data ranges in [0, 1]) faucet water flow 

data using spline and PCHIP. 
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Figure 2.4. Interpolate Normalized Faucet Water Flow Data using Cubic Spline and PCHIP. 

There are five phases of the activity: (1) turned on the faucet to its maximum, (2) paused and waited, 
(3) almost turned off the faucet, (4) paused and waited, and (5) turned off the faucet. 

 
While the PCHIP interpolation (green dashed line) followed the data trend, the 

spline interpolation (orange curve) generated invalid data as well as introduced data 

oscillation (e.g., in Phases 1 and 3) that rarely happens in real life scenarios. Therefore, we 

select PCHIP for interpolating continuous data rather than the cubic spline method to avoid 

out-of-bounds values and data oscillation. 

2.3.1.3 Activity State Representation 

Activity state representation is the third component in the activity reconstruction 

step. With interpolation, we generate continuous functions that approximate the temporal 

changes of the activities for arbitrary sensor types and configurations. At any time point 𝑡, 

the values of each the continuous function constitute a temporally aligned activity state 

representation 𝑆𝑡 = [𝐸1,𝑡, 𝐸2,𝑡, ⋯ , 𝐸𝑛,𝑡, 𝑀𝑡]
𝑇

,where 𝐸𝑛,𝑡  is the environment state of the 

𝑛-th environment sensor data channel and 𝑀𝑡 is the motion state extracted from all motion 
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sensor channels. For discrete 𝐸𝑛,𝑡 and 𝑀𝑡, the state is transformed into one-hot encoding 

for computational purpose. 

Regarding the arbitrariness of sensor combination and arrangement, both 

environment state and motion state can be optional depending on the data availability. 

Finally, by specifying the starting time point 𝑡0, the number of samples needed in the 

activity state sequence 𝑛, and the sampling interval 𝑟, a data matrix 𝑋 is generated for 

the following HL-ADL recognition step where 𝑋 = [𝑆𝑡0, 𝑆𝑡0+𝑟, ⋯ , 𝑆𝑡0+(𝑛−1)×𝑟]. Figure 

2.5 provides an example demonstrating the Activity Reconstruction step. 

 
Figure 2.5. Activity Reconstruction: Generating Activity State Matrix from Different Types of Sensor 

Data 
 

Four sensors are used for activity reconstruction (top left of Figure 2.5): a force 

plate, a door on/off sensor, a human motion sensor, and an object motion sensor attached 

to the fridge. The force plate samples continuous values with consistent sample rate. The 

door sensor collects two discrete states when triggered: open (o) and close (c). The human 
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and fridge motion sensors are multi-channel sensors which sample continuous values 

consistently. In the first step, DeepConvLSTM extracts motion states from both motion 

sensors. In the example (bottom left of Figure 2.5), four types of states are extracted: walk 

(w), open fridge (of), stand (s), and close fridge (cf). Sensor data/states are interpolated 

based on their characteristics in Step 2 (top right of Figure 2.5). Activity state 𝑆𝑖  are 

resampled from the interpolated data (e.g., 𝑆1 = [
0
𝑐
𝑤

]). Discrete states such as c and w are 

then transformed into one-hot encoding (middle right of Figure 2.5). Finally, the activity 

states are concatenated as the data matrix 𝑋 (bottom right of Figure 2.5).  

2.3.2 HL-ADL Recognition 

HL-ADL recognition is the second step in our HL-ADL recognition framework. 

Seq2Seq model has great potential for HL-ADL recognition. We implemented a GRU-

based Seq2Seq (S2S_GRU) model as GRU-based networks have fewer parameters to learn 

than LSTM (leading to faster model convergence) and is less likely to overfit (Cho et al. 

2014). 

Figure 2.6 depicts our proposed S2S_GRU model. Both the encoder and decoder 

networks are GRU RNNs. The encoder network takes the activity state sequence matrix 

𝑋 = [𝒙𝟏, 𝒙𝟐, ⋯ , 𝒙𝒏] as input, where each column vector 𝒙𝒊 is an activity state. Each row 

in 𝑋 is standardized, where the mean of the row is zero and the standard deviation is one. 

Each activity state 𝒙𝒕 is used as the input to the GRU cell at time 𝑡.  
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Figure 2.6. The Proposed S2S_GRU Model for HL-ADL Recognition 

 
Figure 2.7 illustrates the encoder GRU. At time point 𝑡, the encoder GRU cell uses 

a reset gate 𝒓𝒕
(𝒆) to “forget” less important information in the previous cell state 𝒉𝒕−𝟏

(𝒆) .  

 
Figure 2.7. Gated Recurrent Unit (GRU) Illustration (Adopted from (Olah 2015)) 

 
𝒓𝒕

(𝒆) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑾𝒓
(𝒆)𝒙𝒕 + 𝑼𝒓

(𝒆)𝒉𝒕−𝟏
(𝒆) ), 

𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑥) =
1

1 + 𝑒−𝑥, 

where 𝑾𝒓
(𝒆) and 𝑼𝒓

(𝒆) are trainable model weights. The processed cell state 𝒓𝒕
(𝒆) ∘ 𝒉𝒕−𝟏

(𝒆)  

together with the new input 𝒙𝒕  generate an alternative cell state 𝒉𝒕
(𝒆)̃ , where ∘  is 

elementwise multiplication. 

𝒉𝒕
(𝒆)̃ = tanh (𝑾�̃�

(𝒆)𝒙𝒕 + 𝑼�̃�
(𝒆)(𝒓𝒕

(𝒆) ∘ 𝒉𝒕−𝟏
(𝒆) )), 

tanh(𝑥) =
𝑒𝑥 − 𝑒−𝑥

𝑒𝑥 + 𝑒−𝑥, 
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where 𝑾�̃�
(𝒆) and 𝑼�̃�

(𝒆) are trainable weights. If 𝒓𝒕
(𝒆) is close to 0, the alternative cell state 

𝒉𝒕
(𝒆)̃  forgets most of the previous cell state 𝒉𝒕−𝟏

(𝒆) . Then, an update gate 𝒛𝒕
(𝒆) determines 

how the alternative cell state 𝒉𝒕
(𝒆)̃  and the previous cell state 𝒉𝒕−𝟏

(𝒆)  are mixed to form the 

actual cell state 𝒉𝒕
(𝒆).  

𝒛𝒕
(𝒆) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑾𝒛

(𝒆)𝒙𝒕 + 𝑼𝒛
(𝒆)𝒉𝒕−𝟏

(𝒆) ), 

𝒉𝒕
(𝒆) = (1 − 𝒛𝒕

(𝒆)) ∘ 𝒉𝒕−𝟏
(𝒆) + 𝒛𝒕

(𝒆) ∘ 𝒉𝒕
(𝒆)̃ . 

Thus, GRU learns to retain important information for a longer time span. 

The last cell state of the encoder network 𝒉𝒏
(𝒆) is transformed with 𝑡𝑎𝑛ℎ(⋅) to 

represent the semantics 𝒔 (i.e., the temporal patterns of the activity) (Cho et al. 2014). We 

expect 𝒔 to be robust and contain sufficient information to generate HL-ADL labels for 

𝑋. Therefore, we repeat the vector 𝒔 for 𝑛 times as the input of the decoder network. 

Similarly, we have the formula for decoder GRU cell as follows. 

𝒓𝒕
(𝒅) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑾𝒓

(𝒅)𝒔 + 𝑼𝒓
(𝒅)𝒉𝒕−𝟏

(𝒅) ), 

𝒉𝒕
(𝒅)̃ = tanh (𝑾�̃�

(𝒅)𝒔 + 𝑼�̃�
(𝒅)(𝒓𝒕

(𝒅) ∘ 𝒉𝒕−𝟏
(𝒅) )), 

𝒛𝒕
(𝒅) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑾𝒛

(𝒅)𝒔 + 𝑼𝒛
(𝒅)𝒉𝒕−𝟏

(𝒅) ), 

𝒉𝒕
(𝒅) = (1 − 𝒛𝒕

(𝒅)) ∘ 𝒉𝒕−𝟏
(𝒅) + 𝒛𝒕

(𝒅) ∘ 𝒉𝒕
(𝒅)̃ . 

The decoder’s GRU cell states 𝒉𝒕
(𝒅) are transformed by a shared fully connected 

layer to a lower dimension that matches the number of HL-ADL labels; a softmax 

function is applied to generate a label 𝒚�̂�, a probability distribution for all possible labels. 

𝒚�̂� = softmax (𝑾𝒐𝒉𝒕
(𝒅)), 
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softmaxi(𝑾𝒐𝒉𝒕
(𝒅)) =

𝑒𝒘𝑜𝑖
𝑇 𝒉𝒕

(𝒅)

∑ 𝑒𝒘𝑜𝑘
𝑇 ℎ𝑡

(𝑑)𝑲
𝒌=𝟏

 

where 𝑾𝒐 are trainable weights of the fully connected layer and 𝒘𝑜𝑖
𝑇  is the 𝑖-th row of 

𝑾𝒐. Cross-entropy error can measure the distribution divergence between the true label 

𝒚𝑡 and recognized label 𝒚�̂�. Thus, we adopt cross-entropy error as the loss for time 𝑡 as 

follows. 

𝐸𝑡(𝒚𝑡, 𝒚�̂�) =  −𝒚𝒕 log 𝒚�̂�. 

The loss for the entire sequence 𝐸(𝑌, �̂�) = − ∑ 𝒚𝒕 log 𝒚�̂� .𝑡  Once the loss is calculated, we 

adopt ADAM stochastic optimizer to adaptively determine the learning rate of each weight 

during backpropagation (Kingma and Ba 2015). According to (Kingma and Ba 2015), 

adaptive learning rate can speed up network training convergence. Given the adaptively 

adjusted learning rates, all network weights are updated with BackPropagation Through 

Time (BPTT) algorithm (Werbos 1990). 

Compared with prior Seq2Seq models for machine translation (Cho et al. 2014; 

Sutskever et al. 2014), our decoder in the S2S_GRU model has two main novelties. First, 

we match the length of the decoder with the encoder to force a one-to-one correspondence, 

where output 𝑦𝑖 is the HL-ADL label for activity state 𝒙𝒊. Therefore, we can interpret the 

start/end time or the length of each HL-ADL time span by simply locating the HL-ADL 

label changes or counting the number of consecutive HL-ADL labels. Second, without 

using 𝑦𝑖−1 as one of the input, the state 𝒉𝒊
(𝒅) only depends on the semantics 𝒔 guided 

with past information 𝒉𝒊−𝟏
(𝒅) . With this design, 𝑾𝒓

(𝒅)𝒔, 𝑾�̃�
(𝒅)𝒔, and 𝑾𝒛

(𝒅)𝒔 are constants 

shared across different time steps, speeding up the learning process. 
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2.4 Experiment and Results 

2.4.1 Research Testbed 

To test and evaluate our proposed generalizable HL-ADL recognition model, we 

obtained two popular and publicly available datasets “Opportunity” (OPPO) and “CASAS-

Interweave” (CASAS-I). OPPO is a morning activity dataset collected by the Wearable 

Computing Laboratory in ETH Zurich that contains 133 wearable and 109 environment 

sensor channels (Roggen et al. 2010). The sensors include accelerometers, gyroscopes, 

magnetometers, and integrated inertial measurement units. Participants were required to 

accomplish five HL-ADLs sequentially in the environment, and all sensors sampled at 30 

Hz. All data points are labeled with 17 ML-ADL (gesture) labels such as “drinking from 

cup,” and the following five HL-ADL labels: “relaxing,” “coffee time,” “early morning,” 

“cleanup,” and “sandwich time.” On average, each participant spent 17.8 minutes 

(SD=3.59) to finish the entire task. OPPO’s comprehensiveness has led to its widespread 

use for benchmarking novel ADLR approaches (Hammerla et al. 2016; Ordóñez and 

Roggen 2016; Plötz et al. 2011; Yang et al. 2015; Zeng et al. 2014).  

The second dataset, CASAS-I, is a fully-labeled smart home IADL dataset collected 

by the Center for Advanced Studies in Adaptive System at the Washington State University 

(Singla et al. 2009). Three types of environment sensors were deployed in an apartment: 

pressure sensors, contact switch sensor, and analog sensor. 51 pressure sensors were placed 

on the floor as passive motion sensors, recording “on” and “off” states when participants 

walked into and away the area. 21 contact switch sensors were attached to the 

room/cabinet/closet doors and other objects to record doors’ “open/close” event and 

objects’ “presence/absence” states. Three analog sensors were used to monitor water flow 
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and stove burner use. Continuous data were collected with a three-second sampling interval 

from these analog sensors. 20 participants were asked to perform eight HL-ADLs 

interwoven or even in parallel if desired. The eight HL-ADLs were “filling pillbox,” 

“watch DVD,” “water plants,” “answer the phone,” “prepare gift card,” “prepare soup,” 

“cleaning,” and “choose outfit.” Compared with the five activities in the OPPO dataset, 

these activities were shorter. The participants accomplished all eight tasks interwoven in 

15 minutes (SD=2.66). Each sensor event collected or sensor reading sampled was labeled 

with one of the eight HL-ADL labels.  

2.4.2 Experiment Design 

We design three experiments to evaluate the output HL-ADL sequence quality of 

our proposed framework against benchmark methods. The OPPO dataset is used for 

Experiment 1; the CASAS-I dataset is used for Experiments 2 and 3. The experiment 

designs are detailed in the following section.  

2.4.2.1 Experiment 1 – HL-ADL Recognition with Motion Sensors 

Experiment 1 evaluates the framework’s performance when the monitoring system 

only has motion sensors. To simulate a non-intrusive home monitoring configuration, the 

back accelerometer is selected as the wearable motion sensor from the OPPO dataset. 

Compared with locations on the limbs, the location on the back is less noticeable in real 

home settings while providing information of HL-ADLs and locomotion transition (Atallah 

et al. 2011). Also, based on the relevance to the ML-ADL labels available (e.g., “opening 

the fridge”), eight environment accelerometers that are attached to the most representative 

objects are selected. These sensors were placed on two doors, three drawers, the fridge 

door, the dishwasher door, and the cup. In total, our selected dataset contains 27 data 
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channels from nine tri-axial accelerometers. The DeepConvLSTM classifier used in 

motion state extraction is pre-trained with the 27-channel sensor data following Ordóñez 

and Roggen’s method (Ordóñez and Roggen 2016). 1,135 activity state sequences are 

sampled from the preprocessed data. Each sequence is five-minute and contains 300 

activity states, one state per second. On average, each sequence contains 3.4 activities. 

We evaluate our proposed S2S_GRU model against the popular sequence learning 

model HMM (Alsheikh et al. 2016; Singla et al. 2009). We also compared the performance 

of S2S_GRU against one of its alternative S2S_LSTM design in a prior study, which 

replaced the GRU cell in S2S_GRU with LSTM cell (Sutskever et al. 2014).  

2.4.2.2 Experiment 2 – HL-ADL Recognition with Environment Sensors 

Experiment 2 evaluates the framework’s performance when the monitoring system 

only has environment sensors. We adopt the CASAS-I dataset for this experiment. Its HL-

ADLs were performed in the kitchen and living room area. Based on the provided floor 

plan and the sensor placements, we select all the 25 pressure sensors, 15 contact switch 

sensors (including five doors and ten objects) within the area. Two analog sensors in the 

kitchen (excluding an inactive burner sensor) are also included. 1,025 activity state 

sequences are sampled from the preprocessed data. Each sequence is 1.5-minute and 

contains 90 activity states, one state per second. On average, each sequence contains 2.6 

activities. Similar to Experiment 1, we evaluate the S2S_GRU model against HMM and 

the S2S_LSTM model. 

2.4.2.3 Experiment 3 – HL-ADL Event Recognition with Environment Sensors 

Besides the HMM, prior studies used discriminant models such as SVM and NB to 

classify sensor events into different activities (Krishnan and Cook 2014; Reyes-Ortiz et al. 
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2016; Singla et al. 2009). Experiment 3 evaluates the framework’s ability to generate 

correct HL-ADL labels for specific sensor events happened at a particular time. We adopt 

the same testbed as Experiment 2. Our S2S_GRU model and the alternative S2S_LSTM 

model generate HL-ADL sequence for activity states. From the HL-ADL sequence, labels 

corresponding the sensor events are extracted for evaluation. For SVM and NB 

benchmarks, we extract event-related activity states from the activity state sequences as 

input for training and testing. 

2.4.2.4 Evaluation Metrics and Configurations 

We are not aware of any established evaluation metrics for comparing the quality 

of the HL-ADL sequences. To evaluate the quality of Seq2Seq output, literature suggests 

the BLEU score, a modified n-gram precision evaluation metric (Cho et al. 2014; Sutskever 

et al. 2014). However, n-grams in the HL-ADL sequence do not contain sufficient 

semantics (e.g., tri-gram “Food-Food-Food” only indicates that the “Food” HL-ADL has a 

length of three) unlike natural language (e.g., tri-gram “natural language processing” is a 

noun phrase consists of three substantial words). Thus, proper evaluation should focus 

more on the structure of the sequences. Therefore, we propose accuracy and Average Block 

Levenshtein Distance (ABLD) as two metrics to evaluate the correctness of each HL-ADL 

label as well as the temporal order of different HL-ADLs. Accuracy evaluates how well 

the Seq2Seq model recognizes the start and end time for HL-ADLs, and ABLD evaluates 

how well the Seq2Seq recognizes HL-ADLs and captures their orders (Chowdhury et al. 

2013). 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
# 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑧𝑒𝑑 𝑙𝑎𝑏𝑒𝑙𝑠

𝑇𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑙𝑎𝑏𝑒𝑙𝑠
 



41 
 

Our proposed ABLD metric is based on the Levenshtein Distance (LD), which is 

widely used in computer science and linguistics to evaluate the similarity of two sequences. 

LD indicates the number of deletions, insertions, or substitutions required to transform 

sequence A to sequence B (Levenshtein 1966). For example, the LD between the strings 

“kitten” and “sitting” is three. This is because we can use three single-character operations 

(“kitten” → “sitten” → “sittin” → “sitting”) to transform one string to the other. This metric 

is sensitive to sequence order (e.g., LD(“ab”, “ba”) = 2). Following the design by 

Chowdhury et al. (Chowdhury et al. 2013), we aggregate successive HL-ADLs into HL-

ADL blocks to condense the sequence while preserving the order of the HL-ADLs. For 

example, “Food-Non-Med” is the condensed HL-ADL block sequence of “Food-Food-

Food-Non-Med-Med.” A smaller ABLD value indicates a higher output sequence quality 

regarding the recognized HL-ADLs and their order. In addition to accuracy and ABLD that 

evaluate the general sequence quality, we further analyze each HL-ADL label types within 

the sequence. Recall rate was calculated for each HL-ADL label 𝐶𝑖 to understand how 

many HL-ADLs have been correctly recognized within each 𝐶𝑖, where  

𝑟𝑒𝑐𝑎𝑙𝑙𝐶𝑖 =
𝐶𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝐶𝑖

𝑇𝑜𝑡𝑎𝑙 𝑇𝑟𝑢𝑒 𝐶𝑖
. 

We adopt standard performance metrics including accuracy, precision, recall, and 

F1 score for Experiment 3. For each class 𝐶𝑖 of HL-ADLs, the metrics are denoted as 

follows. 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛𝐶𝑖 =
𝐶𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝐶𝑖

𝑇𝑜𝑡𝑎𝑙 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝐶𝑖
 , 

𝐹1
𝐶𝑖 =

2 × 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛𝐶𝑖 × 𝑅𝑒𝑐𝑎𝑙𝑙𝐶𝑖

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛𝐶𝑖 + 𝑅𝑒𝑐𝑎𝑙𝑙𝐶𝑖
 . 
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We average these metrics (accuracy, precision, recall, and F1 score) across all classes to 

better understand the general performance of different activities. In all three experiments, 

we compared the models using 10-fold cross-validation and one-sided paired t-test. For 

each fold, 90% of the testbed (i.e., training set) was used to train the models, and the 

remainder (i.e., test set) was used for evaluation. Neural network based models were trained 

on 90% of the training set, and the remaining 10% was used as the validation set for model 

selection. Following past literature, the number of HMM hidden states equals the number 

of HL-ADL categories (Alsheikh et al. 2016; Singla et al. 2009); thus, HMMs in 

Experiments 1 and 2 have five and eight hidden states correspondingly. 

All experiments were conducted in an Ubuntu 16.04-based Python 3.5 environment 

on a workstation with Intel® i5-4430 CPU and 24.0 GB memory. For Experiments 1 and 

2, we altered the size of training sets and recorded S2S_GRU’s average training time per 

iteration (i.e., epoch) to understand the model’s computational complexity. The deep 

learning models (i.e., DeepConvLSTM, S2S_GRU, and S2S_LSTM) were implemented 

with Keras (Chollet 2015), the HMM with hmmlearn (Lebedev 2016), and the SVM and 

NB classifiers with scikit-learn (Pedregosa et al. 2011); all considered state-of-the-art 

implementations. 

2.4.3 Results and Discussions 

2.4.3.1 Experiment 1 – HL-ADL Recognition with OPPO (S2S_GRU vs. HMM and 

S2S_LSTM) 

Accuracy and ABLD metrics evaluated the quality of the HL-ADL sequence 

generated from motion sensor data. Overall, S2S_GRU models outperformed the 

S2S_LSTM model and HMM in both metrics, which indicated the S2S_GRU generated 
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HL-ADL sequences had higher quality. The results are summarized in Tables 2.1 and 2.2. 

Since a smaller ABLD and a higher accuracy indicate better recognition performance, we 

report the lower bound of ABLD’s one-sided confidence interval (CI) and the upper bound 

of accuracy’s and recall’s one-sided 95% CI. 

Table 2.1. HL-ADL Recognition Performance of S2S_GRU vs. HMM and S2S_LSTM with Motion 
Sensor Data 

 Average # of 
HL-ADL Blocks ABLD Accuracy (%) 

S2S_GRU 2.72 
1.54 

(1.40, +∞) 
71.1 

(-∞, 75.0) 

HMM 24.22 
21.80*** 

(20.42, +∞) 
32.4*** 

(-∞, 33.6) 

S2S_LSTM 2.64 
1.71* 

(1.55, +∞) 
66.4* 

(-∞, 70.7) 
*: p-value<0.05, ***: p-value<0.001, (a, b) denotes the CI 
 

Table 2.2. HL-ADL Recall of S2S_GRU vs. HMM and S2S_LSTM with Motion Sensor Data 

Recall (%) Relaxing Coffee time Early morning Cleanup Sandwich time 

S2S_GRU 61.7 
(-∞, 68.6) 

66.5 
(-∞, 73.5) 

72.1 
(-∞, 74.0) 

82.6 
(-∞, 83.8) 

79.1 
(-∞, 87.3) 

HMM 48.8 
(-∞, 75.6) 

19.5*** 
(-∞, 29.9) 

6.4*** 
(-∞, 9.3) 

17.4*** 
(-∞, 25.8) 

40.9*** 
(-∞, 54.1) 

S2S_LSTM 60.0 
(-∞, 71.5) 

54.9** 
(-∞, 62.1) 

75.9 
(-∞, 81.4) 

83.2 
(-∞, 84.0) 

59.9*** 
(-∞, 62.2) 

*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001, (a, b) denotes the CI 
 

On average, S2S_GRU generate 2.72 blocks of HL-ADLs for the input sequence, 

which on average contains 3.4 HL-ADL blocks. S2S_GRU achieved an accuracy of 71.1%, 

indicating the model can accurately recognize 3.5-minute worth HL-ADLs from the 5-

minutes input. The 1.54 ABLD, suggests that the S2S_GRU failed to recognize one to two 

blocks of HL-ADLs in the remaining 1.5-minutes. According to Table 2.1, the HL-ADL 

that S2S_GRU missed the most in this experiment is the “relaxing” activity that does not 

have a fixed activity pattern. Compared with S2S_GRU, S2S_LSTM model generated less 

varied HL-ADL sequences (2.64 HL-ADL blocks), resulted in higher ABLD (1.71) and 
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lower accuracy (66.4%). Although S2S_LSTM obtain 75.9% and 83.2% recall rates for 

“early morning” and “cleanup” activity, the recall rates for food-related activities (“coffee 

time” and “sandwich time”) are low. 

The HMM generated fast-changing HL-ADL sequences with 24.22 blocks of HL-

ADLs and a large ABLD (21.8). The recall rates for HMM are significantly lower than the 

two Seq2Seq models. We attribute the unstable performance of HMM to the Markovian 

property. Because the input sequence contains long and repeating activity states, it is 

difficult for the HMM to learn the transition probability between adjacent activity states. 

Thus, HMM might generate random sequences with low quality as the output.  

Since the length of input data is long (300 activity states), we observed that Seq2Seq 

models could better extract temporal patterns in long sequences, confirming its potential to 

recognize longer-lasting HL-ADLs from data without feature engineering. Statistical tests 

also showed that S2S_GRU performed significantly better (p<0.05) than S2S_LSTM in 

both metrics, indicating that our proposed GRU implementation can better extract motion 

semantics and recognize HL-ADLs from the gesture sequences than other benchmarks. 

2.4.3.2 Experiment 2 – HL-ADL Recognition with CASAS-I (S2S_GRU vs. HMM and 

S2S_LSTM) 

In Experiment 2, we evaluated the HL-ADL sequence generated from environment 

sensor data. Similar to Experiment 1, the Seq2Seq models (i.e., S2S_GRU and 

S2S_LSTM) outperformed the HMM in both metrics. In addition, the S2S_GRU model 

had higher accuracy compared with the S2S_LSTM model. The accuracy and ABLD for 

the S2S_GRU, HMM, and S2S_LSTM are summarized in Tables 2.3 and 2.4. We also 
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report the lower bound of ABLD’s one-sided 95% CI and the upper bound of accuracy’s 

and recall’s one-sided 95% CI. 

Table 2.3. HL-ADL Recognition Performance of S2S_GRU vs. HMM and S2S_LSTM with 
Environment Sensor Data 

 Average # of 
HL-ADL Blocks ABLD Accuracy (%) 

S2S_GRU 1.86 
0.86 

(0.81, +∞) 
81.7 

(-∞, 82.4) 

HMM 5.55 
4.70*** 

(4.58, +∞) 
26.9*** 

(-∞, 27.7) 

S2S_LSTM 1.90 
0.91 

(0.86, +∞) 
79.8*** 

(-∞, 80.7) 
*: p-value<0.05, ***: p-value<0.001, (a, b) denotes the CI 
 

Table 2.4. HL-ADL Recall of S2S_GRU vs. HMM and S2S_LSTM with Environment Sensor Data 
Recall (%) Filling pillbox Watch DVD Water plants Answer the phone 

S2S_GRU 
88.6 

(-∞, 90.1) 
79.0 

(-∞, 82.8) 
58.5 

(-∞, 64.6) 
80.8 

(-∞,86.3) 

HMM 
33.2*** 

(-∞, 36.4) 
31.6*** 

(-∞, 36.4) 
16.8*** 

(-∞, 20.5) 
22.0*** 

(-∞, 27.0) 

S2S_LSTM 
86.1* 

(-∞, 88.4) 
77.8 

(-∞, 80.7) 
64.3 

(-∞, 70.2) 
74.9* 

(-∞, 79.5) 

Recall (%) Prepare gift card Prepare soup Cleaning Choose outfit 

S2S_GRU 
92.1 

(-∞, 93.8) 
71.1 

(-∞, 74.8) 
85.0 

(-∞,87.0) 
58.0 

(-∞, 64.4) 

HMM 
29.9*** 

(-∞, 32.2) 
26.4*** 

(-∞, 29.0) 
20.4*** 

(-∞, 23.6) 
22.5*** 

(-∞, 30.3) 

S2S_LSTM 
90.8* 

(-∞, 91.7) 
69.6 

(-∞, 73.6) 
82.5 

(-∞, 85.9) 
49.5** 

(-∞, 54.1) 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001, (a, b) denotes the CI 
 

The input sequence in Experiment 2 contains 90 activity states, constituting 2.64 

blocks of HL-ADLs on average. The S2S_LSTM better captured the number of HL-ADL 

in the input sequence, generating 1.90 HL-ADL blocks per sequence on average. 

S2S_GRU generated slightly shorter HL-ADL blocks (1.86) but achieved a low ABLD 

(0.86) than S2S_LSTM’s ABLD (0.91). It indicated that while S2S_GRU model was 

conservative in HL-ADL labeling, the generated labels were more accurate. The finding is 
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consistent with the accuracy metric, where S2S_GRU achieved 81.7% of accuracy, higher 

than S2S_LSTM’s 79.8%. The accuracy difference was statistically significant (p<0.05). 

The recall rates suggest that S2S_GRU can better recognize HL-ADLs in this experiment, 

where its HL-ADL recall rates are higher than those of S2S_LSTM except the “water 

plants” activity. According to (Singla et al. 2009), the “water plants” activity is similar to 

“cleaning” activity and some participants performed the two activities simultaneously. 

Exploring the confusion matrix, we found that S2S_GRU confused these two HL-ADLs 

and recognized more “cleaning” activities. Similar to Experiment 1, HMM cannot generate 

quality HL-ADL sequences.  

In this experiment, the input sequence were sampled from interwoven activities. 

The result showed that Seq2Seq based models (S2S_GRU and S2S_LSTM) were able to 

recognize interwoven activities accurately. The detected interwoven activity patterns and 

the time spent on each activity can be used as supportive indicators for doctors to assess 

senior citizen’s activity and health status. 

2.4.3.3 Run-time Complexity 

We recorded the average training time with different training sizes for Experiments 

1 and 2 (Figure 2.8). We observe that the training time per epoch has a linear correlation 

with the data set size. The amount of trainable weights within each model causes the slope 

difference (Goodfellow et al. 2016). The number of trainable weights is determined by the 

model architecture, input size, and the number of output HL-ADL labels, which can be pre-

determined before using the model. 
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Figure 2.8. Average Training Time vs. Training Set Size 

 
2.4.3.4 Experiment 3 – HL-ADL Event Recognition with CASAS-I (S2S_GRU vs. 

S2S_GRU, SVM, and NB) 

We evaluated the labels generated by our proposed S2S_GRU model against the 

S2S_LSTM generated labels and the predictions of SVM and NB classifiers. Overall, the 

S2S_GRU has the highest accuracy, precision, recall, and F1 score among all the methods. 

The detailed accuracy, macro-averaged precision, recall, and F1 score of the eight activities 

are summarized in Table 2.5. For these metrics, we report the upper bound of their one-

sided 95% CIs. 

Table 2.5. Macro-averaged Event Recognition Performance of S2S_GRU vs. Benchmarks 
Averaged % Accuracy Precision Recall F1 Score 

S2S_GRU 
77.5 

(-∞, 78.5) 
76.0 

(-∞, 76.8) 
75.8 

(-∞, 76.9) 
75.4 

(-∞, 76.3) 

S2S_LSTM 
75.4* 

(-∞, 76.6) 
73.4* 

(-∞, 75.1) 
72.6** 

(-∞, 74.3) 
72.5** 

(-∞, 74.1) 

SVM 
72.3*** 

(-∞, 73.3) 
75.0 

(-∞, 76.0) 
70.1*** 

(-∞, 71.2) 
71.4*** 

(-∞, 72.5) 

NB 
36.2*** 

(-∞, 37.3) 
52.7*** 

(-∞, 53.9) 
38.6*** 

(-∞, 39.1) 
30.8*** 

(-∞, 31.4) 
*: p-value<0.05, **: p-value<0.01; ***: p-value<0.001, (a, b) denotes the CI 
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77.5% of the labels extracted from the S2S_GRU generated sequence were 

accurate. On average, 76.0% of the labels generated with the S2S_GRU correctly falls in 

the corresponding HL-ADL categories; and the S2S_GRU method correctly identified 

75.8% of events for each HL-ADL category. Paired t-tests showed that these metrics were 

significantly better than benchmarks (p-values were at most 0.05) except the precision 

metric for SVM. Compared with S2S_GRU, SVM achieved a similar averaged precision 

(75.0%) and a lower averaged recall (70.1%) (p<0.001). Further analysis confirmed that 

SVM classified most uncertain events as “watch DVD” and “prepare gift card” activity 

because both activities took place in the living room and shared more common sensor 

events with other activities. Similarly, shared sensor activities often confused NB, resulting 

in low performances across different metrics. 

Across all three experiments, our proposed S2S_GRU outperformed benchmarks 

with different sensor settings (i.e., motion sensor-based vs. environment sensor-based), 

data types, data lengths, and activity performing styles (i.e., sequential vs. interwoven). 

This suggests that our framework is more flexible in adjusting to different real-life HL-

ADL recognition applications. Our activity state representation creates a uniform input for 

the S2S_GRU model regardless of sensor types and data types.  

2.5 Conclusion and Future Directions 

Assisting independent living for senior citizens is a growing societal concern. 

However, most ADL monitoring systems focus on specific sensor types, thus are not easily 

adaptable to real-life monitoring scenarios. Current deep-learning-based methods do not 

provide an end-to-end solution that recognizes HL-ADLs from various types of sensor data. 

One viable approach to address these issues is to develop an HL-ADL recognition 
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framework based on the temporal semantics of the activities that are represented with a 

generalizable representation. In this research, we proposed a Sequence-to-Sequence 

model-based framework for HL-ADL recognition. We developed an activity state 

representation to integrate environment and motion sensor data, and reconstruct the motion 

semantics of the activity. This representation is used by the Seq2Seq model to generate 

HL-ADL labels for each activity state. We conducted three experiments on two publicly 

available datasets: “Opportunity” and “CASAS-Interweave.” Overall, our approach 

outperformed state-of-the-art machine learning and deep learning baselines in different 

sensor settings. The experimental results demonstrate that the Seq2Seq model can handle 

long activity state sequences constructed with different sensor data types. This deep 

learning framework shows potential for real-world smart home health monitoring for 

seniors. 

There are several promising directions for future research. First, the recognized 

daily, weekly, or monthly HL-ADL sequence data can be used in downstream tasks (e.g., 

anomaly detection) to enable deeper and specialized health analytics. Second, our proposed 

HL-ADL recognition framework does not consider the multi-resident scenario. Our 

activity state representation can be further generalized to account for multi-resident 

settings, which will improve the robustness of the HL-ADL recognition framework. Third, 

Seq2Seq models have demonstrated good performance in image and video captioning. 

With the motion semantics extracted from the activity state sequence, it is possible to 

construct natural language interpretations of the activity sequence using Seq2Seq model. 

Finally, since physiological sensors generate different types of data with various 

monitoring mechanism, a similar state representation and recognition framework for 
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physiological sensors can be designed to monitor senior citizens’ health status. All these 

directions can provide finer-grained ADL and health profiles to ensure senior citizens’ 

healthy and safe independent living. 
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3. ESSAY II: A DEEP LEARNING APPROACH FOR RECOGNIZING 

ACTIVITY OF DAILY LIVING (ADL) FOR SENIOR CARE: 

EXPLOITING INTERACTION DEPENDENCY AND TEMPORAL 

PATTERNS 

3.1 Introduction 

Medical advances and increased healthcare accessibility have enabled a growing 

life expectancy (World Health Organization 2016). In 2016, 49.2 million US citizens 

(15.2%) were over 65 years old (i.e., senior citizens) (Census Bureau 2017). American 

Community Survey estimates indicate that 79.2% of these senior US citizens live 

independently (Census Bureau 2016). Chronic conditions, frailty, dementia, and other 

diseases or symptoms may affect these independent-living senior citizens’ health, safety, 

and, ultimately, quality of life. Ensuring a healthy and safe life for independent-living 

senior citizens is a growing societal concern.  

Researchers and practitioners often use Activity of Daily Living (ADL) to monitor 

independent-living senior citizens’ self-care ability, wellness status, and disease 

progression (Foti and Koketsu 2013). Basic ADLs engage simple physical movements 

(e.g., self-feeding and toilet hygiene) (Katz 1983). Instrumental ADLs are more cognitively 

complex tasks. Examples include preparing meals, taking prescribed medications, and 

shopping (Hardy 2014). Conventional approaches to monitoring ADL performance include 

clinical exams (Katz 1983; Singh et al. 2014), homecare services (Whitehead et al. 2015), 

and self-reported home activities (Chung et al. 2017). Clinical exams provide the most 

direct assessment. However, their infrequency (e.g., monthly) prevents early intervention 

or preventive care. Homecare is timelier but is not always affordable (Genworth 2017). 
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Self-reported data (e.g., activity diary) is affordable, but lacks reliability if the senior 

citizen’s cognitive function is deteriorating.   

Limitations of current approaches have motivated clinicians to leverage remote 

home ADL monitoring systems with cameras, environment sensors, or motion sensors. 

Each uses modern sensing technologies to objectively record activities in real-time for 

timely interventions and treatments (Bravo et al. 2016; Silva et al. 2015). Researchers often 

prefer accelerometer- and gyroscope-based motion sensors for their high sensitivity, high 

data granularity, low set up costs, and relative unobtrusiveness (Haghi et al. 2017). 

Wearable sensors are attached to a human’s chest, hip, and/or wrists. Object sensors are 

deployed on commonly used household items such as pillboxes, fridge, and doors. Each 

sensor generates 10 to 100 data points per second (i.e., 10-100 Hz). Deep learning models, 

such as convolutional neural networks (CNNs), are the prevailing analytical approach. 

When analyzing wearable and object sensors’ signals simultaneously, scholars can conduct 

ADL Recognition (ADLR) at a High Level (HL-ADL), Mid-Level (ML-ADL), and 

Interaction level (Table 3.1). Each granularity enables stakeholders to monitor selected 

physical (e.g., Parkinson’s progression), mental (e.g., dementia resulting from 

Alzheimer’s), and other health (e.g., medication non-adherence) progressions (Bryant et 

al. 2015; Jekel et al. 2015).  

Table 3.1. Overview of Three ADL Levels 

ADL Level Description Examples 
Duration of 
ADL 

Selected Practical 
Health Value and 
Applications 

Activity 
(Instrumental; 
HL-ADL) 

High level motion sequences 
where a human interacts 
with multiple objects to 
realize a general motive  

-Food preparation 
-Taking Medication 

>1 minute  Identify activity 
patterns for 
caretakers 
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Gesture 
(Basic; ML-
ADL) 

Middle level motion 
sequences in which a human 
interacts with a single object 
to accomplish a particular 
goal 

-Open/close a 
fridge door 
-Pick up/put down 
pillbox 

10 – 15 
seconds 

Identifying human-
pillbox relationships 
to detect medication 
non-adherence  

Interaction Basic motion primitives. 
Context irrelevant, and 
characterized by relative 
movements between a 
human and an object 

Push, pull, pick up, 
put down, slide left, 
slide right 

<10 seconds Identify physical 
deterioration (e.g., 
Parkinson’s 
progression) 

  
Despite their benefits over conventional ADLR approaches, current motion sensor-

based systems have three key drawbacks. First, most systems deploy wearable sensors 

only. Thus, they cannot identify human-environment interactions. However, extracting 

such detail is often critical for clinicians to make timely interventions and diagnoses. 

Second, past ADLR literature applies standard deep learning models directly onto raw 

sensor signals. However, sensor signals contain complex cross-sensor, temporal, and axial 

dependencies, especially when using wearable and object sensors simultaneously. 

Identifying human-environment interactions and maximizing ADLR performance requires 

carefully designing an approach to extract the most salient representation for subsequent 

deep learning processing (Goodfellow et al. 2016; Li et al. 2018). Finally, extant models 

perform specific recognition tasks on a selected ADL level, preventing level-by-level 

ADLR and, in turn, a thorough understanding of a patient’s physical and mental health 

progression at varying granularities (i.e., ADL levels). While information systems (IS) 

scholars are uniquely equipped to tackle these challenges, existing Health Information 

Technology (HIT) literature focuses on Health IS (HIS), medical data use, and health data 

analytics that use traditional data sources (e.g., Electronic Health Records). Motion sensor-

based health analytics remains a nascent, yet promising, domain for IS scholars to make a 

unique and positive societal impact. 
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In this research, we adopt the computational design science paradigm (Rai 2017) to 

develop a novel hierarchical, multi-phase deep learning-based framework for ADLR. This 

framework has three key novelties. First, we leverage wearable and object motion sensors 

simultaneously to model ADLs. Second, we design a novel 2D Interaction Kernel for 

CNNs to capture human-object interactions. Third, we carefully design a level-by-level 

and end-to-end ADLR framework with interpretable intermediate results to analyze ADL 

patterns with different granularities. We rigorously evaluate the proposed framework and 

its constituent components against state-of-the-art feature engineering and deep learning 

models on two complementary datasets with different ADL granularities. The first dataset, 

“Opportunity,” is a publicly available morning activity dataset containing labels for 

complex activities (e.g., cleaning, making a sandwich) (Roggen et al. 2010). We also utilize 

SilverLink, a National Science Foundation (NSF)-funded novel multi-accelerometer 

activity monitoring system developed by the Artificial Intelligence (AI) Lab at the 

University of Arizona (UA) (Maimoon et al. 2016), to collect the second dataset with labels 

for basic human-object interactions (e.g., pick up, pull). Apart from contributing to ADLR, 

the use of multiple sensor types, the 2D interaction kernel design, and the overall 

hierarchical framework provide novel design principles that can guide future cybersecurity, 

health, and mobile analytics. 

The remainder of this essay is organized as follows. First, we review healthcare IS, 

design science, ADLR, and deep learning literature to identify research gaps and propose 

research questions for study. Second, we detail the major components of our research 

design. Subsequently, we present the results, contributions to the IS knowledge base, and 



55 
 

practical implications for selected stakeholders. Finally, we discuss our findings and 

suggest promising future research.  

3.2 Research Background 

Three literature streams are reviewed: (1) healthcare IS literature and computational 

design science guidelines to inform and guide the development of a novel ADLR IT 

artifact, (2) motion sensor-based ADLR to gain knowledge on sensor signal data 

characteristics and identify prevailing ADLR methods, and (3) the state-of-the-art deep 

learning architectures for sensor data pattern recognition and sequence modeling. 

3.2.1 Healthcare IS Literature and Computational Design Science Guidelines 

IT’s successful dissemination into the healthcare industry has enabled IS scholars 

to make remarkable advances in three broad areas of healthcare information technology: 

health information systems (HIS), medical data use, and health data analytics. Table 3.2 

summarizes selected literature in each category.  

Table 3.2. Summary of Selected Healthcare IS Literature 
Category Topic Year Study Focus Paradigm 

HIS Adoption & 
learning 

2011 Mukhopadhyay et 
al. 

The learning curve for Physician 
Referral Systems 

Economic 

2016 Venkatesh et al. Adoption of eHealth Kiosk in 
India 

Behavioral 

Investment 2015 Salge et al. Mechanisms affecting HIS 
investment decisions 

Economic 

Medical 
data use 

Sharing 2011 Ozdemir et al. Incentives and switching cost for 
adopting and sharing EHR* 

Economic 

2017 Ayabakan et al. Cost reduction by avoiding 
duplicate tests 

Behavioral 

2018 Adjerid et al. Reduce organizational 
expenditure with Health 
Information Exchange system 

Economic 

Security 2014 Kwon and 
Johnson 

Value of proactive security 
investments versus reactive 
investments 

Economic 
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2017 Angst et al. Factors affecting data security 
technology adoption regarding 
healthcare data breaches 

Behavioral 

Privacy 2011 Anderson and 
Agarwal 

Individual’s privacy boundary in 
the health context 

Behavioral 

2017 Li and Qin EHR data anonymization Design 
Science 

Integration 2011 Oborn et al. Feasibility of EHR integration in 
multidisciplinary care 

Behavioral 

Health 
data 
analytics 

Social network- 
based 

2015 Yan et al. Similar patient identification Design 
Science 

EHR-based 2015 Bardhan et al. Hospital readmission prediction Design 
Science 

2017 Lin et al. Hospital adverse event 
prediction 

Design 
Science 

* EHR: Electronic Health Record 
 

HIS and medical data usage studies employ behavioral theories and econometrics 

to explore health system adoption and investments, data sharing, security, and privacy. 

Despite their important contributions, the methods used in these studies cannot handle the 

volume and velocity of sensor data. Past health data analytics studies have adopted the 

design science paradigm for detecting hospital readmission, adverse events, and similar 

patients in social media and EHR contexts. Data analytics in mobile health contexts 

remains an understudied, yet societally relevant, topic. Given that mobile IS literature has 

focused on web design (Adipat et al. 2011), service innovation (Kankanhalli et al. 2015; 

Ye and Kankanhalli 2018), and online service addiction (Kwon et al. 2016) to mobile 

devices for non-health contexts, a novel IT artifact designed for comprehensive ADL 

monitoring is critically needed. Such an artifact would be aligned at the intersection of 

health and mobile data analytics, potentially spearheading a new and promising area of IS 

research inquiry.  

Developing an IT artifact for advanced ADLR requires a careful approach to 

analyzing sensor data. The design science paradigm offers guidelines to systematically 
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develop novel IT artifacts (e.g., constructs, models, methods, and instantiations) to solve 

salient business issues (Hevner et al. 2004). The breadth of the IS discipline has enabled 

four genres of design science to emerge: computational, optimization, representation, and 

economics (Rai 2017). Among the four, computational design science provides IS scholars 

three concrete guidelines to design novel algorithms, computational models, and systems 

for advanced data analytics applications (e.g., ADLR). First, the IT artifact’s design can be 

inspired by key domain characteristics. A recent healthcare IS example is Lin et al. (2017), 

where key contextual cues from EHRs guided a novel Bayesian Multi-Task Learning 

approach for predicting adverse events in hospitals. Second, researchers should 

demonstrate the novelty of their design and its technical superiority over selected baseline 

approaches via quantitative metrics (e.g., accuracy, precision, recall, F1, etc.). Finally, the 

artifact’s design should contribute situated implementations (e.g., software), nascent 

design theory (e.g., design principles), and/or well-developed design theory to the IS 

knowledge base (Rai 2017; Gregor and Hevner 2013). Executing each guideline requires 

understanding the application (in this study, motion sensor-based ADLR) for which the 

artifact is being developed.  

3.2.2 Motion Sensor-based ADLR 

ADLR uses sensors placed on humans and/or objects to identify ADL events at 

three levels of granularity: interaction, gesture, and activity (Roggen et al. 2010). 

Interaction recognition extracts information about reciprocal, physical motion primitives 

between an activity performer and an unspecified object (e.g., pull). Object information 

(e.g., “sensor is attached to the fridge”) is then added to the interaction (e.g., pull) to 

complete each gesture’s semantics (e.g., open the fridge). Activity recognition uses gesture 
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patterns to identify complex and often interwoven operations that consist of temporally 

dependent sequences of gestures. Activity (i.e., HL-ADL) examples include drinking 

coffee and eating a sandwich and can span several minutes. Activities can share the same 

gestures but with different gesture patterns (e.g., drink from cup for both coffee time and 

taking medication). Figure 3.1 illustrates how each level is decomposed and relates to 

others. 

 

Figure 3.1. Example of ADL Decomposition (Adapted from Roggen et al. 2010) 
Note: ADLs are decomposed hierarchically into four levels: activity (HL-ADL), gesture (ML-ADL), 

and interaction. Elements on each level follow time sequences. 
 

Most motion sensors used for ADLR (e.g., accelerometers, gyroscopes) have 

multiple axes that generate time-series data with temporal single-axial, cross-axial, and 

cross-sensor-axial patterns. Single-axial dependency denotes the temporal patterns within 

the same axis. Cross-axial dependency denotes patterns such as sensor rotation. Cross-

sensor-axial dependency is the local dependency between axes of different sensors, 

denoting sensor interactions. Figure 3.2 further illustrates each dependency. 
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Figure 3.2. Different Dependencies in Motion Sensor Data 

(a) Single-Axial, (b) Cross-Axial (x- and y-axis correlate negatively), and (c) Cross-Sensor-Axial 
(human sensor’s y-axis positively correlates with object sensor’s z-axis). 

 
Multiple human sensors can be attached to different body locations to collect 

comprehensive human motion data, while one motion sensor is often sufficient for an 

object (Roggen et al. 2010). Irrespective of sensor type, continuous values (e.g., 

acceleration) are sampled along each axis simultaneously. When sampled at 10 Hz (i.e., 10 

data samples per second), the sensor can generate 864,000 data samples per axis per day, 

a rate beyond a human’s cognitive processing capability. This velocity and volume have 

motivated scholars to employ computational approaches for ADLR applications.  

3.2.3 Computational Models for ADLR 

Conventional computational ADLR models include classical machine learning 

algorithms such as discriminative models (e.g., Support Vector Machine (SVM) in Reyes-

Ortiz et al. 2016; k Nearest Neighbors (kNN) in Cao et al. 2012) and generative models 

(e.g., Hidden Markov Model (HMM) in Safi et al. 2016). These algorithms rely on 

manually engineered features such as activity duration, location, acceleration, rotation, 

signal amplitude, and motion frequency (Cao et al. 2012; Emi and Stankovic 2015; Safi et 
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al. 2016). However, feature engineering is often labor-intensive, ad hoc, and may not 

extract all salient cues. These issues have motivated numerous scholars to use deep learning 

for ADLR (Wang et al. 2019). Deep learning is a class of machine learning algorithms that 

use multiple layers of feed-forward artificial neural networks (ANNs) with non-linear 

activation functions, error correction, and backpropagation to automatically learn the most 

salient features from data (LeCun et al. 2015). Table 3.3 summarizes selected recent studies 

applying deep learning on motion sensor signal data for ADLR.  

Table 3.3. Selected Recent Studies Applying Deep Learning on Motion Sensor Signal Data for ADLR 

Year Authors 
# of 

object 
sensors 

# of 
human 
sensors 

Datasets Models** Task Level 

2019 Avilés-Cruz et al. 
0 2 Smartphone 

Coarse-Fine CNN Locomotion 
0 2 WISDM 

2018 Zhu et al.  8 1 Opportunity+ 
DeepConvLSTM + 
GRU-based Seq2Seq 

HL-ADL 

2018 Sun et al. 0 19 Opportunity DeepConvLSTM ML-ADL 

2018 Liu et al. 0 1 Smartphone SVM, CNN Locomotion 

2018 Pires et al. 0 1 Smartphone ANN, DNN Locomotion 

2018 Kim et al. 0 2 
10 subjects, 9 
gesture patterns 

CNN + GRU ML-ADL 

2018 Hassan et al. 0 2 Smartphone PCA + DBN Locomotion 

2018 Li et al. 17 19 Opportunity Hybrid, AE 
ML-ADL, HL-
ADL 

2017 
Almaslukh et al. 
2017 

0 1 Smartphone SAE + SVM Locomotion 

2017 Murad and Pyun 
0 19 Opportunity 

LSTM 
Locomotion, 
ML-ADL 0 20 Skoda checkpoint 

2016 
Ordóñez and 
Roggen 

0 19 Opportunity, 
DeepConvLSTM 

Locomotion, 
ML-ADL 0 20 Skoda checkpoint 

2016 Hammerla et al. 
0 19 Opportunity 

DNN, CNN, LSTM ML-ADL 
0 3 PAMAP2 

2015 Chen and Xue 0 1 
100 subjects, 8 
functional 
movements 

CNN Locomotion 
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2015 Yang et al. 
33 19 Opportunity 

CNN ML-ADL 
0 2 Hand Gesture 

2014 Zeng et al. 
0 1 Opportunity 

CNN ML-ADL 
0 1 Skoda checkpoint 

Note: ** GRU=Gated Recurrent Unit, Seq2Seq=Sequence-to-Sequence Model, PCA=Principle Component 
Analysis, DBN=Deep Belief Network, AE=AutoEncoder, SAE=Stacked AutoEncoder, LSTM=Long Short-
Term Memory, DNN=Deep Feed-forward Neural Network. + “Opportunity” is an ADL dataset collected by 
a European Commission grant project. 
 

While the ADL hierarchy suggests using both human and object sensors to 

maximize information for ADLR, most studies use human sensors only (Avilés-Cruz et al. 

2019; Sun et al. 2018). Such systems require deploying human sensor networks with over 

19 motion sensors on a user’s wrists, chest, and other body parts (Murad and Pyun 2016; 

Ordóñez and Roggen 2016; Hammerla et al. 2016; Yang et al. 2015). These configurations 

are often obtrusive and do not mirror real-life home monitoring scenarios. Moreover, the 

lack of object information cannot pinpoint the semantic of performer-object interaction and 

limits HL-ADL detection. Most extant deep learning-based ADLR models only focus on a 

selected ADL level (e.g., gesture recognition) and do not capture all ADL levels. This 

results in models not generalizable for all ADL levels and prevents a comprehensive, end-

to-end understanding of a subject’s daily living patterns. Irrespective of configuration, 

CNNs are the prevailing deep learning model for analyzing sensor signal data. Figure 3.3 

illustrates a common ADLR CNN architecture. 

 
Figure 3.3. Convolution and Pooling Layers in a CNN 
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A CNN stacks convolutional and pooling layers to automatically learn features 

from raw data in a matrix form (Goodfellow et al. 2016). The convolution layer applies a 

grid kernel K on the data V to stride across the raw data and extract information from local 

regions in the input data. Most ADLR studies design a CNN with one dimension (1D) 

kernels to recognize single-axial temporal patterns from a single sensor type:  

𝑐𝑖,𝑗 = 𝐾1,[𝑏] ⊙ 𝑉𝑖,[(𝑗−1)×𝑠𝑐,𝑏], 

where 𝑐𝑖,𝑗 denotes the output value on the convolution layer at the position (𝑖, 𝑗) and ⊙ 

is the elementwise multiplication. 𝐾1,[𝑏] only has one row with length 𝑏. 𝑉𝑖,[𝑘:𝑙] denotes 

the 𝑙-length data segment from column 𝑘 on the 𝑖th row. 𝑠𝑐 is the stride lengths on the 

column (i.e., temporal) dimension, controlling the kernel’s moving distance. Since these 

approaches extract local temporal patterns along different axes separately, they cannot 

guarantee these patterns to be temporally aligned (i.e., motions along different axes happen 

together). Chen and Xue (2015) address this issue by altering the kernel shape to 2D, where 

𝑐𝑖,𝑗 = Σ𝑛=1
𝑎 (𝐾𝑛,[𝑏] ⊙ 𝑉𝑖+𝑛−1,[(𝑗−1)×𝑠𝑐,𝑏]). However, this 2D kernel can only be applied to 

adjacent b rows in the input. 

Since CNNs were not designed to analyze temporal data, ADLR studies stack a 

Recurrent Neural Network (RNN) to capture sequential human-object interactions for 

locomotion and gesture (ML-ADLs) recognition (Hammerla et al. 2016; Murad and Pyun 

2017; Ordóñez and Roggen 2016). RNNs are deep learning algorithms that include edges 

that connect adjacent time steps to capture temporal dependencies from sequential data 

(Lipton et al. 2015). Conventionally, RNN and its variants (e.g., LSTM, GRU) output one 

label for an entire sequence or generate one output label after processing a new input in the 

sequence. However, producing one label for an entire sequence prevents fine-grained, 
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accurate, and ongoing HL-ADL recognition, which is critical for timely senior-citizen care. 

Activities consist of interweaved and temporal-dependent gesture sequences. Additionally, 

different activities can share similar gesture and locomotion patterns. A common approach 

to provide a series of labels for a sequence of activities uses a GRU-based Seq2Seq model 

(Zhu et al. 2018). Figure 3.4 depicts such a model for detecting HL-ADL label sequences 

from inputted gesture sequences.   

 
Figure 3.4. GRU-based Seq2Seq Model for HL-ADL Recognition 

 
The GRU-based Seq2Seq model “translates” raw sensor signals to human 

interpretable labels while maintaining the activity semantics using varied-length encoder 

and decoder recurrent networks (Cho et al. 2014; Sutskever et al. 2014). The encoder 

processes the input sequence 𝑋 = {𝑥𝑡, 𝑡 = 1,2, … , 𝑛} to capture local and global temporal 

patterns and represent them in a vector 𝒔. The decoder then generates output sequence 

𝑌 = {𝑦𝑡, 𝑡 = 1,2, … , 𝑚} based on 𝒔. When recognizing an activity, the vector 𝒔 encodes 

the temporal patterns of the input (e.g., activity states) for the decoder to generate the ADL 

labels. If the output length (i.e., the length of HL-ADL label sequence) matches that of the 

input sequence, HL-ADLs are recognized for each time step in a finer granularity than 

conventional approaches (Zhu et al. 2018).  
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3.2.4 Research Gaps and Questions 

Our literature review revealed several research gaps. First, few ADLR studies use 

both human and object motion sensors. This often leads to scholars deploying a large 

volume of wearable human sensors that can be obtrusive, unrealistic in common home 

settings, and limit comprehensive ADLR. Second, although deep learning-based ADLR 

studies address manual feature engineering issues, current deep learning models can only 

extract the single-axial or cross-axial temporal dependency within one sensor. Leveraging 

human-object interactions for comprehensive ADLR necessitates novel deep learning 

architectures that extract cross-sensor-axial dependency between human and object motion 

sensors. Third, extant models are dedicated to a specific recognition task on a selected ADL 

level with a particular time scope (e.g., 5-10 second data segments to recognize a gesture). 

This limits the variety of features extracted from sensor data, as well as the ADLR models’ 

ability to analyze ADLs with different granularities. In order to comprehensively 

understand a senior citizen’s ADL performance, CNNs should be used to capture local data 

dependency for shorter (i.e., around 10 seconds), lower-level ADLs (e.g., interaction and 

gesture). However, the temporal patterns of these interactions/ML-ADLs should be 

modeled with RNNs (e.g., Seq2Seq) to recognize longer (e.g., 5 minutes), high-level 

ADLs. Based on these research gaps, the following research questions are posed for study: 

• How can human and object motion sensors be used jointly for ADLR? 

• How can cross-sensor-axial dependency be extracted from a pair of sensors and 

incorporated in ADLR? 

• How can multiple levels of ADLs be recognized within an end-to-end framework? 
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3.3 A Hierarchical Multi-Phase ADL Recognition Framework 

Guided by the ADL hierarchy, we design a novel hierarchical, multi-phase ADL 

recognition framework. The framework consists of three components: Interaction 

Extraction, Gesture (ML-ADL) Recognition, and Activity (HL-ADL) Recognition. Each 

component outputs interpretable labels (e.g., human-object interaction, gesture) as 

suggested by the ADL hierarchy, enhancing subsequent task performance by limiting the 

intermediate result’s dimensionality. Figure 3.5 illustrates the overall framework. The 

Interaction Extraction and Gesture Recognition components generate labels for local, short 

data samples (e.g., 5-8 seconds). A sliding window strategy generates ML-ADL sequences 

(e.g., 5 minutes) for the Activity Recognition component (Huynh et al. 2008). We discuss 

each component and their respective evaluations in the ensuing sub-sections.  

 
Figure 3.5. The Proposed Research Design: A Hierarchical Multi-phase ADL Recognition Framework 
 
3.3.1 Interaction Extraction 

The ADL hierarchy indicates that gestures consist of human-object interactions 

(Roggen et al. 2010). The framework’s first step extracts the dominant human-object 

interactions for gesture recognition. Gestures can be grouped due to their homogenous 

relative motions regardless of context (e.g., the object moves up in “pick up pillbox” and 

“pick up coffee cup” gestures, and the object moves to the human in “open fridge door” 
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and “open door inward” gestures). Capturing this homogeneity requires decomposing 

gestures along the three anatomical axes (sagittal, vertical, and frontal) into six generic 

interactions: “Push,” “Pull,” “Pick up,” “Put down,” “Slide left,” and “Slide right” (Fan et 

al. 2011). The opposite of generic interaction is “No Interaction.” We design a novel 

Interaction-based CNN to extract the interaction between each human-object sensor pair. 

Data from a pair of human and object motion sensors are stacked along the sensor channel 

direction as the input 𝑉 of Interaction Extraction as shown in Figure 3.6. 

  
Conventional 2D Kernel 

• Operates on one input (e.g., one sensor) 
• Kernel rows apply to consecutive rows 

in the input 
• Convolution result represents the 

feature in the focal region 

2D Interaction Kernel 
• Operates on two data sources 
• Two kernel rows apply to one channel of 

each source 
• Convolution result captures the feature 

between each pair of sensor channels 
Figure 3.6. Illustration of Conventional 2D Kernels and the 2D Interaction Kernel 

 
Cross-sensor-axial dependency in motion sensor data represents human-object 

interactions. We utilize CNN’s strength in local dependency extraction. Conventional 2D 

kernels 𝑐𝑖,𝑗 = Σ𝑛=1
𝑎 (𝐾𝑛,[𝑏] ⊙ 𝑉𝑖+𝑛−1,[(𝑗−1)×𝑠𝑐,𝑏]) directly applied on 𝑎 (𝑎 > 1) spatially 

adjacent rows of the input 𝑉 to capture cross-axial patterns within a sensor (left on Figure 

3.6, Chen and Xue 2015). However, this conventional 2D convolution kernel cannot extract 

cross-sensor-axial patterns. We propose a novel 2D Interaction Kernel for CNNs (right on 

Figure 3.6) formulated as follows:  

𝑐(𝑝−1)×𝑅𝑞+𝑞,𝑗 = 𝐾1,[𝑏] ⊙ 𝑉𝑝,[(𝑗−1)×𝑠𝑐,𝑏]
𝐻 + 𝐾2,[𝑏] ⊙ 𝑉𝑞,[(𝑗−1)×𝑠𝑐,𝑏]

𝑂 , 
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𝑝 ∈ {1,  2,  … ,  𝑅𝑝},  𝑞 ∈ {1,  2,  … ,  𝑅𝑞}, 

where the input 𝑉 consists of two separate input: 𝑉𝐻 with 𝑅𝑝 rows of human motion 

sensor channels and 𝑉𝑂 with 𝑅𝑞 rows of object motion sensor channels. 

The 2D Interaction Kernel 𝐾 includes two rows: the first row 𝐾1 applies to a 

human sensor axis; and the second row 𝐾2 applies to an object motion sensor axis. Both 

kernel rows extract information from the same local time window. These two rows jointly 

capture cross-sensor-axial dependency from different sensor types. We install this novel 

kernel on the first layer of our 5-layer Interaction Extraction Convolutional Neural 

Network (I-CNN) to ensure the extracted patterns are temporally aligned (Figure 3.7). For 

a faster training/testing speed, we implemented two convolutional layers parsimoniously 

to extract the temporal local-dependency within the representations. Both convolutional 

layers are activated with hyperbolic tangent function ( 𝑡𝑎𝑛ℎ ). Pooling layers are 

implemented after convolutional layers to condense the representations. Two fully 

connected (i.e., dense) layers and a softmax function classify the representation into five 

interaction categories. Unlike past studies (Yang et al. 2015), we implemented dropout 

operations on both pooling and fully connected layers to avoid overfitting. The dropped 

feature maps and nodes are colored black in Figure 3.7. The I-CNN classifies the data from 

a pair of human and object motion sensors into interaction labels (e.g., “No Interaction,” 

“Push,” “Pick up”). 

 
Figure 3.7. The Proposed I-CNN Architecture for Interaction Extraction 
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3.3.2 Gesture (ML-ADL) Recognition 

Unlike extant gesture recognition models (e.g., DeepConvLSTM) that directly 

classify raw sensor segments into gesture classes, we leverage the extracted interaction and 

recognize gestures with a heuristic approach. I-CNN outputs the most likely interaction 𝐼𝑛 

between human and objectn (e.g., “Push,” “No Interaction”) and its probability 𝑝𝑛 for 

each human-object data segment. We pass the extracted interactions from all human-object 

pairs to the Gesture Recognition phase to infer the most likely gesture. We propose a 

heuristic-based four-step process (I-CNN-GR) for the Gesture (ML-ADL) Recognition 

phase in our framework to aggregate and recognize the most salient gesture from all 

human-object pairs. We assume that (1) one person can interact with only one object at a 

time, and (2) if one gesture exists, its underlying interaction should be the most salient 

among all the interactions. These assumptions guarantee I-CNN-GR will provide robust 

recognition when deployed in a multi-resident environment, where residents can 

coincidentally use different objects at the same time, resulting in various candidate 

interactions.  

Step 1. If ∀ 𝑗 ∈ {1, 2, … , 𝑛}, 𝐼𝑗 = “No Interaction,” then output “No Gesture.” 

Step 2. Sort {𝐼𝑗} based on 𝑝𝑗 in descending order. 

Step 3. Find the first 𝐼𝑘 where 𝐼𝑘 ≠ “No Interaction.” 

Step 4. Map (𝐼𝑘, 𝑂𝑏𝑗𝑒𝑐𝑡𝑘) to the corresponding gesture and output the gesture. 

Step 1 outputs “No Gesture” if the human does not interact with any object. 

Otherwise, Steps 2 and 3 identify the most likely (confident) human-object interaction 

recognized by I-CNN. The corresponding object information is then incorporated with the 

interaction in Step 4 for gesture mapping (e.g., (push, fridge door) → “close the fridge”).  
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3.3.3 Activity (HL-ADL) Recognition 

Since HL-ADLs are motion sequences in longer time spans (e.g., 5 minutes), a one-

second stride length sliding window segments raw sensor data for I-CNN-GR. This 

generates a sequence of gestures (one gesture label per second) for the Activity (HL-ADL) 

Recognition phase. The Activity Recognition phase adopts a GRU-based Seq2Seq model 

(S2S_GRU) to learn the temporal gesture patterns and assign HL-ADL labels for each 

gesture in the sequence (Zhu et al. 2018). The encoder network takes the gesture sequence 

𝑋 = [𝑥1, 𝑥2, ⋯ , 𝑥𝑛]  as input, where each 𝑥𝑡  is a gesture label (e.g., “Open Fridge,” 

“Close Drawer”) at time step 𝑡. The GRU cells process the entire gesture sequence and 

learn to extract and store the most salient short-term and long-term temporal gesture 

patterns in the hidden cell states. The final cell state is encoded as the semantics vector 𝒔, 

which generates HL-ADL labels for 𝑋 (Zhu et al. 2018). The vector 𝒔 is repeated as the 

input for all 𝑛 decoding time steps. The decoder’s GRU cell extracts information from 

different dimensions of 𝒔 for each time step. Extracted information is transformed by a 

shared fully connected layer to a lower dimension that matches the number of HL-ADL 

labels for classification; a softmax function selects the most probable predefined label 

(e.g., “Food Preparation” for the “Open Fridge” gesture) as the output 𝑦𝑡  for time t. 

Through this hierarchical, multi-phase ADL recognition framework, interactions, gestures, 

and activities are automatically recognized from human and object motion sensor data. We 

summarize the process of our proposed framework in Table 3.4.  

Table 3.4. A Summary of the Proposed Hierarchical ADL Recognition Framework 
Phase Task Model Input Output Examples 

1 Interaction 
Extraction 

I-CNN Raw human and 
object motion sensor 
data from one human-
object sensor pair  

An 
interaction 
label 

Raw sensor data → "Push” 
interaction 
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(< 10 seconds) 

2 Gesture 
Recognition 

Heuristic-
based 

Interaction labels 
from all human-
object sensor pairs  
(< 15 seconds) 

An ML-ADL 
label 

(“Push” @ “Fridge”), (“No 
Interaction” @ “Door”), … → 
“Close fridge” gesture 

3 Activity 
Recognition 

S2S_GRU A sequence of ML-
ADL labels  
(> 1 minute) 

A sequence 
of HL-ADL 
labels 

“Open fridge – Close fridge – 
Use fork -…- Open 
dishwasher” → “Food prep – 
Food prep – Dining -…- 
Clean-up” activity 

 
3.4 Evaluation Design 

A core tenet of the computational design science paradigm is rigorously evaluating 

the proposed IT artifact against well-established benchmark methods. To this end, we 

evaluate each component and the entirety of the proposed framework. Two datasets are 

used as ground truth: “Opportunity” (OPPO) and a human-object interaction dataset 

(INTER) (Table 3.5). OPPO is a publicly available morning activity EU dataset containing 

133 human and 109 object motion sensor channels, sampling at 30 Hz, with hierarchical 

ADL labels (ML-ADLs and HL-ADLs). Roggen et al. (2010) deployed a comprehensive 

wearable sensor network consisting of accelerometers, gyroscopes, magnetometers, and 

integrated inertial measurement units. This dataset is widely used for benchmarking in 

ADLR studies (Ordóñez and Roggen 2016; Hammerla et al. 2016; Yang et al. 2015; Zeng 

et al. 2015). OPPO’s rich labels allow us to divide the overall dataset into testbeds for 

different evaluations (Table 3.5). Based on the relevance to the ML-ADL labels, we 

selected eight object motion sensors that are attached to the most representative objects. 

These sensors were placed on two doors, three drawers, the fridge door, the dishwasher 

door, and the cup. In total, our selected dataset contained 27 accelerometer channels (9 

triaxial sensors) out of the 242 data channels in the original OPPO dataset. 
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Table 3.5. A Summary of Research Testbeds 

Datasets Sensors Used  Testbed Labels % or Count 

OPPO 

1 Wearable Acc.:  
• Back 
 
8 Object Acc.: 
• Door 1 
• Door 2 
• Fridge 
• Dishwasher 
• Drawer 1 
• Drawer 2 
• Drawer 3 
• Coffee cup 

OPPO-HL:  
• 1,135 HL-ADL segments 
• 300 ML-ADL & HL-

ADL labels per segment 
(one per second) 

• 9,000 raw data samples 
per segment 

• 27 sensor channels per 
sample 

Relaxing 17.91% 

Coffee Time 15.49% 

Early Morning 23.82% 

Clean Up 12.09% 

Sandwich Time 30.69% 

OPPO-ML: 
• 2,394 gesture (ML-ADL) 

segments 
• 240 raw data samples per 

segment 
• 27 sensor channels per 

sample 

Open Door 1 115 

Close Door 1 121 

Open Door 2 113 

Close Door 2 119 

Open Fridge 209 

Close Fridge 202 

Open Dishwasher 131 

Close Dishwasher 133 

Open Drawer 1 124 

Close Drawer 1 123 

Open Drawer 2 118 

Close Drawer 2 120 

Open Drawer 3 129 

Close Drawer 3 131 

Drink from Cup 253 

Put away Cup 253 

INTER 

1 Wearable Acc.:  
• Chest 
 
4 Object Acc.: 
• Bedroom door 
• Bathroom door 
• Fridge 
• Pillbox 

INTER: 
• 8,000 interaction 

segments 
• 240 data samples per 

segment 
• 15 sensor channels per 

sample  

No Interaction 1,600 

Push 1,600 

Pull 1,600 

Pick up 1,600 

Put down 1,600 
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We also collected a human-object interaction dataset (INTER) using the NSF-

supported SilverLink smart home monitoring system (Chuang et al. 2015; Maimoon et al. 

2016; Yu et al. 2017) to evaluate the Interaction Extraction phase. SilverLink consists of 

five coin-size triaxial accelerometers with a 25 Hz sampling rate and ±2G sensitivity. The 

INTER dataset was generated by a controlled lab experiment, similar to the drill runs in 

the OPPO dataset (Roggen et al. 2010). One accelerometer was attached to the subject as 

a pendant on the chest. Four object motion sensors were placed on the fridge door, pillbox, 

bedroom door, and bathroom door to collect interactions during food-, medication-, and 

hygiene-related ADLs. Subjects were instructed to walk to the object, perform specific 

human-object interactions, and walk away, simulating the daily human-object interaction 

patterns. We labeled each segment as “Push,” “Pull,” “Pick up,” “Put down,” or “No 

Interaction.”  

To evaluate our design in an unobtrusive, real-world setting, we used the back 

accelerometer data from OPPO and the chest pendant sensor data from INTER. These 

locations were less obtrusive while providing information about HL-ADLs and locomotion 

transition (Atallah et al. 2011). We obtained 8,000 interaction segments from INTER and 

extracted 2,394 gesture and 1,135 activity segments to form our three testbeds: INTER, 

OPPO-ML, and OPPO-HL, respectively. OPPO-ML segments are 8-second segments 

containing one ML-ADL at the center. OPPO-HL are 5-minute segments extracted with a 

0.5-minute sliding window (similar strategy to Huynh et al. 2008). The INTER testbed is 

balanced with 1,600 segments in each class. OPPO-ML is slightly imbalanced with more 

fridge and cup-related gestures. OPPO-HL is also imbalanced with more sandwich 

preparation and less coffee making, clean up, and relaxing. This reflects the varying actual 
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time requirements for these daily activities. Each INTER and OPPO-ML segment has one 

label, while each OPPO-HL segment has 300 labels corresponding to each data sample to 

represent the interweaving ADLs performed by the subjects correctly. 

3.4.1 Experiment Design and Performance Metrics 

We use both testbeds to conduct four sets of evaluations: Interaction Extraction, 

Gesture Recognition, Activity Recognition, and End-to-End Evaluation. Each corresponds 

to one phase in our proposed framework. Table 3.6 provides a full summary of the 

experiments.  

Table 3.6. A Summary of Experiment Designs 

Exp. 
Proposed 

Model 
Benchmarks 

Target 
Phase 

Testbed 
Evaluation 

Metrics 
Prior Study 

# 1 I-CNN Signal Features + 
kNN 

Interaction 
Extraction 

INTER Precision, 
recall, F1, 
averaged F1 

Cao et al. 2012 

Signal Features + 
SVM 

CNN-1D 

# 2 I-CNN-GR DeepConvLSTM Gesture 
Recognition 

OPPO-
ML  

Precision, 
recall, F1, 
averaged F1 

Ordóñez and 
Roggen 2016, 
Chen and Xue 
2015, Cao et al. 
2012, Bao and 
Intille 2004 

CNN-1D 

CNN-2D 

Signal Features + 
SVM 

Signal Features + 
DT 

# 3 I-CNN-
GR-
S2S_GRU 

I-CNN-GR-
S2S_LSTM 

Activity 
Recognition 

OPPO-
HL 

Accuracy, 
average block 
Levenshtein 
distance 
(ABLD) 

Chowdhury et 
al. 2013, Zhu et 
al. 2018 I-CNN-GR-

HMM 

# 4 I-CNN-
GR-
S2S_GRU 

Signal Features + 
NB + LDA 
SAE + SVM 

End-to-End OPPO-
HL 

Accuracy @ 1, 
Accuracy @ 2 

Huynh et al. 
2008, 
Almaslukh et al. 
2017 

Note: Exp.=Experiment 
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Experiment 1 evaluates interaction extraction performance from human-object 

motion sensor pairs. We use the 8,000 interaction segments for this experiment. Signal 

features are extracted from each interaction segment for classical machine learning 

benchmarks. Extracted features include minimum, maximum, mean, standard deviation, 

energy, and entropy (Bao and Intille 2004). The proposed I-CNN model is evaluated 

against kNN, SVM (Cao et al. 2012), and CNN-1D using standard performance metrics of 

precision, recall, and F1 score. For each class 𝐶𝑖, these metrics are as follows. 

Precision𝐶𝑖 =
Correctly predicted 𝐶𝑖

Total predicted 𝐶𝑖
 , 

Recall𝐶𝑖 =
Correctly predicted 𝐶𝑖

Total True 𝐶𝑖
 , 

𝐹1
𝐶𝑖 =

2 × Precision𝐶𝑖 × Recall𝐶𝑖

Precision𝐶𝑖 + Recall𝐶𝑖
 . 

We calculate the macro-averaged F1 score using each category’s F1 score to 

evaluate the classification performance over 𝑁  categories ( 𝑁 = 5  in Experiment 1) 

(Forman 2003), where 

macro-averaged 𝐹1 =
1
𝑁

∑ 𝐹1
𝐶𝑖

𝑁

𝑖=1

 . 

Experiment 2 evaluates I-CNN-based Gesture Recognition (I-CNN-GR) against 

state-of-the-art gesture recognition benchmarks. I-CNN-GR maps each gesture segment to 

one of the 16 OPPO-ML labels based on the eight possible interactions extracted by I-CNN 

from each human-object sensor pair. Like Experiment 1, signal features are extracted from 

each gesture segment for classical machine learning benchmarks. Raw data is used for deep 

learning models (I-CNN-GR, DeepConvLSTM, CNN-1D, and CNN-2D). Performances 

are evaluated using precision, recall, and F1. We also use the macro-averaged F1 (𝑁 = 16).  
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Experiment 3 compares S2S_GRU against other sequential learning benchmarks 

(e.g., HMM, S2S_LSTM) by evaluating HL-ADL sequence quality. I-CNN-GR extracts 

300 gesture labels from raw sensor data for each activity segment as the input for 

experiment models. With the input, experiment models predict HL-ADL label sequences 

(e.g., “Food-Food-Food-Medication-Medication”). Two metrics proposed by Zhu et al. 

(2018), accuracy and Block Levenshtein Distance (BLD), evaluate the structure of these 

HL-ADL sequences (i.e., duration of an activity, boundary of different activities).  

Accuracy =
Correct labels in the sequence

Length of the sequence
 . 

Accuracy evaluates how well the recognized HL-ADL label sequence reflects the real start 

and end time for HL-ADLs. 

𝐵𝐿𝐷 = 𝐿𝐷(Recognized HL-ADL Blocks, True HL-ADL Blocks), 

where 𝐿𝐷 is the Levenshtein Distance, denoting the number of deletions, insertions, or 

substitutions required to transform sequence A to sequence B (Levenshtein 1966). The 

successive HL-ADL labels are aggregated to HL-ADL blocks to condense the sequence 

while preserving the order of HL-ADLs (e.g., “Food-Food-Food-Non-Med-Med” HL-

ADL label sequence to be condensed as “Food-Non-Med” block sequence). We further 

average BLDs on all sequences to obtain the Averaged BLD (ABLD) to evaluate a model’s 

HL-ADL sequence generating quality. 

𝐴𝐵𝐿𝐷 =
1
𝑛

∑ 𝐵𝐿𝐷sequence 𝑖.
𝑛

𝑖=1

 

Experiment 4 compares the end-to-end ADLR performance of our hierarchical 

framework and selected state-of-the-art high-level activity recognition benchmarks. 

Because prevailing ADLR models produce a label for an input segment (Li et al. 2018; 
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Ordóñez and Roggen 2016), accuracy score is used to evaluate the predicted label against 

the ground truth. Our ADLR model processed the raw data hierarchically and obtained an 

HL-ADL label sequence for each segment. We selected the majority label (i.e., the label 

with the highest count) as the predicted activity label for each segment. 

The first benchmark is a stacked autoencoder-based activity recognition model 

(Almaslukh et al. 2017; Li et al. 2018). Sensor data representation was automatically 

learned with two stacked and greedily trained autoencoders. SVM classified the condensed 

data representation to classify sensor segments into one of the HL-ADL labels. The second 

benchmark is a topic-modeling-based activity recognition model (Huynh et al. 2008; 

Ihianle et al. 2016; White 2018). Sensor data were considered as vocabularies in the 

corpora. Latent Dirichlet Allocation (Blei et al. 2003) extracted the underlying HL-ADL 

activities as topics in an unsupervised manner. In order to assign an HL-ADL label to each 

segment’s most-likely topic, we constructed a confusion matrix by mapping each 

segment’s most-likely topics and its majority HL-ADL label. The Hungarian algorithm 

(Kuhn 1955) calculated the optimized assignment that maximizes the label prediction 

accuracy. Finally, each segment obtained a predicted HL-ADL label based on its most-

likely topic. 

Each OPPO-HL segment contains interweaving HL-ADLs during the 5-minute 

duration. On average, 90% of the data has a label with top-2 counts. Therefore, we created 

two sets of ground truth labels for evaluation: TOP-1 and TOP-2. TOP-1 consists of the 

majority HL-ADL label in each segment, while TOP-2 contains the labels with the top and 

second highest counts. Inspired by metrics such as “Precision at k” and “Top-N Accuracy” 

(Cremonesi et al. 2010; Kelly 2007), we named the accuracy scores evaluated on TOP-1 
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and TOP-2 as “Accuracy @ 1” (Acc@1) and “Accuracy @ 2” (Acc@2), with formulas as 

follows: 

Accuracy @ 1 =
count𝑖=1

𝑁 (pred_label𝑖 = TOP-1𝑖 )
𝑁

, 

Accuracy @ 2 =
count𝑖=1

𝑁 (pred_label𝑖 ∈ TOP-2𝑖  )
𝑁

. 

Accuracy @ 1 measures how well a model can recognize the major activity within 

a segment. Accuracy @ 2 measures how well a model will not mistakenly label a segment 

into less-likely activities. All models are trained and tested with 10-fold cross-validation. 

Paired t-tests are conducted on all macro-averaged F1 scores, accuracies, and ABLDs. All 

experiments were conducted in an Ubuntu 16.04-based Python 3.5 environment on a 

workstation with i5-4430 CPU and 24 GB memory. The deep learning models (i.e., I-CNN, 

DeepConvLSTM, S2S_GRU, S2S_LSTM) were implemented with Keras (Chollet 2015), 

the HMM with hmmlearn (Lebedev 2016), the LDA with Gensim (Řehůřek and Sojka 

2010), the Hungarian algorithm with SciPy (Millman and Aivazis 2011), and other 

benchmarks with scikit-learn (Pedregosa et al. 2011).  

3.4.2 Experiment Results 

3.4.2.1 Experiment 1 – Interaction Extraction 

We evaluated our proposed I-CNN model with a 2D Interaction Kernel with kNN, 

SVM, and CNN with 1D kernel (CNN-1D). The precision, recall, and F1 scores of the five 

labels are summarized in Table 3.7. The highest scores are highlighted in boldface.  

Table 3.7. Interaction Extraction Performance of I-CNN vs. Benchmarks 

 
I-CNN 

kNN  
(k=1) 

SVM  
(RBF kernel) 

CNN-1D 

P R F1 P R F1 P R F1 P R F1 

N/I+ 0.685 0.507 0.583 0.415 0.611 0.494 0.511 0.588 0.547 0.686 0.485 0.568 
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Push 0.682 0.763 0.720 0.738 0.701 0.719 0.540 0.626 0.580 0.710 0.667 0.688 

Pull 0.682 0.833 0.750 0.797 0.684 0.736 0.628 0.564 0.594 0.632 0.860 0.729 

Pick up 0.830 0.749 0.787 0.767 0.668 0.714 0.712 0.554 0.624 0.681 0.548 0.607 

Put down 0.836 0.847 0.842 0.742 0.632 0.683 0.719 0.729 0.724 0.675 0.801 0.732 

Averaged F1 0.736*** 0.669 0.614 0.665 

Note: *** p-value<0.001, +: No Interaction 
 

Overall, I-CNN, kNN, and CNN-1D showed high precision, recall, and F1 scores 

compared with SVM. Further statistical tests show that the proposed CNN model (I-CNN) 

achieved an averaged F1 score of 0.736, significantly outperforming benchmarks kNN 

(0.669), SVM (0.614), and CNN-1D (0.665). Classical machine learning methods such as 

kNN and SVM classified more interaction segments to the “No Interaction” category, 

resulting in lower recall in the four generic interaction categories. CNN-based methods are 

less likely to omit a generic interaction and can better distinguish between generic 

interactions and “No Interaction” signals. In general, the CNN-based methods seem 

promising for interaction extraction in home monitoring use cases. The 2D Interaction 

Kernel in I-CNN extracts cross-sensor-axial dependency, which helps I-CNN to 

outperform CNN-1D. The results show the advantage of I-CNN in the Interaction 

Extraction phase, ensuring a sound foundation for the subsequent Gesture Recognition 

phase. 

3.4.2.2 Experiment 2 – I-CNN-GR vs. Gesture Recognition Benchmarks 

Experiment 2 compared the gesture recognition performance between I-CNN-GR 

and benchmarks (DeepConvLSTM, CNN-1D, CNN-2D, SVM, and Decision Tree). Our I-

CNN-GR model achieved an F1 score of 0.85, outperforming all the benchmarks with 

statistically significant margins. Although Ordóñez and Roggen (2016) reported that 

DeepConvLSTM achieved an averaged F1 score of 0.69 using 113 wearable accelerometer 
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channels, this state-of-the-art model’s performance dropped significantly (F1 = 0.25) when 

its input is from different sensor types (one wearable and eight object motion sensors, 27 

channels in total) and its model parameter size is restricted. The detailed precision, recall, 

and F1 scores of the 16-class classification are summarized in Table 3.8. The highest scores 

are highlighted in boldface. 
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Table 3.8. Gesture Recognition Performance of I-CNN-GR vs. Benchmarks 

Gestures 
I-CNN-GR DeepConvLSTM CNN-1D CNN-2D SVM + Features DT + Features 

P R F1 P R F1 P R F1 P R F1 P R F1 P R F1 

Open Door 1 0.85 0.92 0.88 0.00 0.00 N/A 0.47 0.84 0.60 0.51 0.81 0.63 0.23 0.12 0.16 0.74 0.71 0.73 

Close Door 1 1.00 0.73 0.84 N/A 0.00 N/A 0.64 0.47 0.54 0.66 0.52 0.58 0.23 0.05 0.09 0.71 0.72 0.71 

Open Door 2 0.92 1.00 0.96 0.00 0.00 N/A 0.58 0.84 0.69 0.76 0.90 0.83 0.15 0.05 0.08 0.66 0.63 0.64 

Close Door 2 1.00 0.82 0.90 N/A 0.00 N/A 0.73 0.53 0.62 0.89 0.72 0.79 0.27 0.06 0.10 0.64 0.69 0.67 

Open Fridge 0.81 0.81 0.81 0.22 0.58 0.32 0.87 0.88 0.88 0.92 0.93 0.93 0.13 0.05 0.07 0.73 0.75 0.74 

Close Fridge 0.73 0.80 0.76 0.12 0.35 0.17 0.89 0.83 0.86 0.93 0.86 0.90 0.23 0.11 0.15 0.73 0.73 0.73 

Open Dishwasher 0.85 1.00 0.92 0.60 0.58 0.59 0.94 0.91 0.92 0.95 0.95 0.95 N/A 0.00 N/A 0.66 0.68 0.67 

Close Dishwasher 0.95 1.00 0.97 0.46 0.30 0.37 0.94 0.96 0.95 0.98 0.98 0.98 0.67 0.02 0.03 0.70 0.67 0.69 

Open Drawer 1 0.75 0.92 0.83 0.07 0.04 0.05 0.86 0.88 0.87 0.59 0.68 0.63 0.15 0.05 0.07 0.80 0.82 0.81 

Close Drawer 1 0.92 0.73 0.82 N/A 0.00 N/A 0.92 0.75 0.83 0.75 0.63 0.69 0.23 0.06 0.09 0.72 0.73 0.73 

Open Drawer 2 0.70 0.70 0.70 N/A 0.00 N/A 0.85 0.65 0.77 0.67 0.49 0.57 0.00 0.00 N/A 0.76 0.77 0.76 

Close Drawer 2 0.82 0.82 0.82 N/A 0.00 N/A 0.91 0.62 0.73 0.76 0.63 0.69 0.00 0.00 N/A 0.73 0.70 0.71 

Open Drawer 3 0.73 0.92 0.82 0.29 0.05 0.09 0.70 0.77 0.73 0.58 0.78 0.67 0.44 0.03 0.06 0.70 0.66 0.68 

Close Drawer 3 0.91 0.71 0.80 0.2 0.05 0.08 0.76 0.84 0.80 0.77 0.81 0.79 0.18 0.02 0.04 0.74 0.73 0.74 

Drink from Cup 0.88 0.84 0.86 0.28 0.76 0.41 0.90 0.88 0.89 0.91 0.88 0.89 0.14 0.86 0.24 0.77 0.78 0.78 

Put away Cup 0.95 0.86 0.90 0.18 0.14 0.16 0.81 0.78 0.80 0.90 0.82 0.85 0.21 0.31 0.25 0.75 0.75 0.75 

Averaged F1  

(SD+) 
0.85 

(0.069) 
0.25*** 
(0.173) 

0.77* 
(0.117) 

0.77* 
(0.133) 

0.11*** 
(0.068) 

0.72*** 
(0.043) 

Note: * p-value<0.05, ** p-value<0.01, *** p-value<0.001. +: SD=standard deviation 
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DeepConvLSTM classified most data segments to fridge-, dishwasher-, and cup-

related gestures, and SVM classified data to cup-related gestures. Both approaches learned 

the majority of data classes instead of gesture features, leading to low recognition 

performances (weighted F1 of 0.11 for SVM and 0.25 for DeepConvLSTM). CNN-1D and 

CNN-2D showed high performances in recognizing object-specific patterns (e.g., drawer-

related (F1 ranges from 0.77 to 0.87 for CNN-1D) and fridge-/dishwasher-related (F1 

ranges from 0.90 to 0.98 for CNN-2D) gestures). This results in less generalizable models 

for arbitrary object combinations in real-life scenarios. I-CNN-GR demonstrated a 

balanced performance (SD = 0.069) across all 16 gesture classes. These results indicate 

that I-CNN-GR can leverage data from different sensor types by modeling human-object 

interactions and effectively extract generalizable features for gesture recognition. 

In real-life scenarios, some gestures are likely to follow particular gestures and co-

occur in a short period (e.g., “close the fridge” shortly after “open the fridge”). Therefore, 

an alternate design choice is to incorporate historical information (i.e., the most recent 

gestures) to recognize upcoming gestures. We conducted an additional experiment to 

ascertain the effect of including historical information with these correlations on model 

performances. Overall, we find that including historical information as features resulted in 

more accurate gesture recognition for non-interaction-based benchmarks (e.g., DT + Signal 

Features). However, none of the benchmark methods outperformed the proposed heuristic-

based I-CNN-GR model. 

3.4.2.3 Experiment 3 – S2S_GRU vs. HMM/S2S_LSTM 

Accuracy and ABLD measured HL-ADL sequence quality. As summarized in 

Table 3.9, Seq2Seq models (S2S_GRU and S2S_LSTM) outperformed HMM in both 
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metrics. Statistical tests confirmed that S2S_GRU performed significantly better than 

S2S_LSTM in both metrics (p<0.05). S2S_GRU’s low ABLD score (0.44) and high 

accuracy (79.6%) indicate that it can better extract temporal high-level activity patterns 

and recognize HL-ADLs from the gesture sequences than other benchmarks. This is 

practically valuable for real-life home monitoring systems in anomaly detection, daily 

living pattern visualization, and other mobile health applications (e.g., food-intake 

frequency monitoring, drug adherence monitoring, etc.). 

Table 3.9. Activity Recognition Performance of S2S_GRU vs. S2S_LSTM & HMM 
 S2S_GRU S2S_LSTM HMM 

ABLD 0.44 0.57* 3.23*** 

Accuracy 79.6% 73.0%* 34.4%*** 

Note: *: p-value<0.05, ***: p-value<0.001 
 
3.4.2.4 Experiment 4 – Hierarchical ADLR Framework vs. Non-hierarchical HL-ADLR 

Benchmarks 

Experiment 4 evaluates each model’s predicted HL-ADL against two ground truth 

label sets, TOP-1 and TOP-2. Our proposed hierarchical ADLR framework outperforms 

non-hierarchical benchmarks with statistically significant margins (p-value < 0.001) on 

Acc@1 and Acc@2 (Table 3.10). Our model successfully predicted 65.9% of the majority 

labels (i.e., major activities). Our activity recognition results show that 90.1% match one 

of the top-2 HL-ADLs.  

Table 3.10. End-to-End ADLR Accuracy Scores of Experiment Models 
 Hierarchical ADLR SAE + SVM Signal Features + NB + LDA (5 Topics) 

Acc@1 65.9% 42.3%*** 31.1%*** 

Acc@2 90.1% 59.5%*** 46.6%*** 

Note: ***: p-value<0.001 
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Three issues can explain the topic-modeling-based approach’s low recognition 

accuracy. First, only signal features were used; local interactions between sensors were 

ignored. Secondly, this model’s “bag of gestures” assumption failed to capture the temporal 

dependencies. Third, in real life, ADLs are often interweaved. It is difficult to guarantee 

that the trained activity segment only belongs to one “topic,” resulting in biased parameter 

estimation. As a result, differences among extracted topics are minor, resulting in 

ambiguous pattern recognition and low ADLR performance (Acc@1 = 31.1% and Acc@2 

= 46.6%). In addition, extracted topics rely on manual interpretation, which can be ad hoc 

and laborious, reducing the model’s usability in real-life scenarios. The SAE-based 

approach extracted the general data representation with local and global dependencies, 

resulting in more accurate ADLR than the topic-modeling-based model with statistical 

significance (p-value = 0.04 for Acc@1 and p-value = 0.03 for Acc@2). However, without 

ADL decomposition and meaningful dependency extraction (e.g., cross-sensor-axial 

dependency), SAE has lower ADLR accuracy, and the extracted data representations were 

not interpretable. These results indicate that decomposing ADLs hierarchically and 

extracting salient dependencies at different ADL levels with carefully designed deep 

learning models help to recognize HL-ADLs accurately.  

3.4.3 An End-to-End Case Study: Sandwich Time and Clean Up Activities 

We illustrate the proof-of-concept and proof-of-value of our framework with an 

end-to-end case study. Since features extracted by the SAE-based approach were not 

interpretable, we compared our framework against the topic-modeling-based approach. 

Figure 3.8 shows an end-to-end ADLR case from OPPO-HL based on our framework. 

Three object motion sensors attached to the fridge door, the cup, and the dishwasher were 
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selected for demonstration. From the human/fridge door sensor data segment shown at the 

top of Figure 3.8, the subject walked to the fridge, opened the fridge (red box 1), closed 

the fridge (red box 2), and walked away. The fridge door showed an acceleration and 

deceleration pattern along the negative x direction. In red box 2, the fridge door showed 

another acceleration and deceleration pattern along the positive x direction. The motion 

sensor recorded a shock when the fridge door closed. The overall ADLR process is 

explained below. 

 
Figure 3.8. An End-to-End ADL Recognition Case Based on Our Framework 
Note: “N/I” stands for “No Interaction.” +: 1 G (earth gravity) = 1,000 mG. 

 
In Phase 1, I-CNN processed all data segments from eight human-object pairs and 

generated interaction sequences for Phase 2. I-CNN extracted pull interactions (𝑝 = 0.88) 

around red box 1 and push interactions (𝑝 = 0.97) around red box 2. Interaction labels 

extracted from each object sensor within one second are aggregated to a gesture. For 

gesture #71, the pull interaction has the highest probability of the non-N/I interactions. The 

model then assigned the object information, “fridge door,” to the pull interaction and 

labeled gesture #71 with the “Open Fridge” gesture. In Phase 3, S2S_GRU captured 
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temporal dependencies among gesture sequences and assigned HL-ADL labels to each of 

the 300 recognized gestures. In Figure 3.8, gestures before #137 were labeled as “Sandwich 

Time.” The remainder were labeled as “Clean up.” 

The ground truth HL-ADL labels were “Sandwich Time” for #1-#137, “Relaxing” 

for #138-#164, and “Clean up” for #165-#300. The top-2 activities, in this case, were 

“Sandwich Time” (n = 137) and “Clean up” (n = 135). Our framework mislabeled #138-

#145 as “Clean up,” leading to a wrong majority activity (“Clean up” n = 163). Thus, the 

Acc@1 score was 0, and Acc@2 score was 1. However, when evaluated on sequence 

quality as in Experiment 3, our framework accurately labeled 97.3% of the sequences, and 

the BLD score was 1.  

The topic-modeling-based method successfully extracted gesture #71 using Naïve 

Bayes but misclassified gesture #82 as “Close fridge” due to irregular high accelerations. 

LDA’s “bag of gestures” strategy ignored temporal dependencies and wrongly assigned 

two topics for the entire segment: “Early morning” with a 0.232 likelihood and “Clean up” 

with a 0.148 likelihood, resulting in zero accuracy in both TOP-1 and TOP-2. This 

comparison demonstrated that our hierarchical ADLR framework better leverages 

dependencies on different ADL levels than the topic-modeling-based approach, enabling 

accurate HL-ADL recognition. In addition, intermediate results produced by our proposed 

framework (e.g., interaction labels, gesture sequences, and so on) provide more 

information for assessing the label sequence’s quality. These intermediate results were 

interpretable, allowing manual verification and further analysis (e.g., object usage pattern 

analysis). 
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3.5 Contributions to the IS Knowledge Base and Practical Implications 

Ensuring healthy and safe independent living for senior citizens is a growing 

societal concern. In this research, we carefully adhered to the guidelines prescribed by the 

computational design science paradigm to create a novel hierarchical ADLR framework 

suitable for advanced predictive health analytics for senior care. Through the process of 

searching through a possible solution space, designing the ADLR framework, and 

rigorously evaluating the framework and its constituent components, several key 

knowledge contributions were made to the IS knowledge base. The following sub-sections 

discuss these contributions and their practical implications.  

3.5.1 Contributions to the IS Knowledge Base 

IS scholars have posited that novel IT artifacts should contribute prescriptive 

knowledge back to the IS knowledge base to guide the development of future artifacts 

(Nunamaker et al. 1990; Hevner et al. 2004; Gregor and Hevner 2013). Knowledge 

contributions for computational IT artifacts can include a situated implementation of a 

model or methods in a selected application environment and/or design principles 

generalizable to domains with similar characteristics (Rai 2017). In this study, the end-to-

end ADLR framework is a situated implementation for comprehensively identifying ADLs 

at varying levels of granularity. Beyond its direct ADLR application, this framework’s use 

of multiple sensor types, a novel 2D interaction kernel, and carefully designed behavior 

decomposition contributes three general design principles: 

1. Capturing multiple motion sensor types (e.g., wearable and object) for 

predictive mobile analytics tasks 
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2. Capturing multiple types of data dependencies (e.g., cross-sensor-axial) to 

create a comprehensive representation of motion sensor signals 

3. Decomposing human behaviors into interpretable intermediate features 

To the best of our knowledge, these principles are either new to the world or the IS 

discipline. Consequently, they can offer scholars valuable references when searching 

through a solution space to design novel artifacts for selected research inquiries pertaining 

to cybersecurity, healthcare, and mobile analytics. Table 3.11 summarizes the framework 

component each design principle was drawn from, a brief description, the broad body of 

IS literature each principle can offer value to, and selected promising classes of research 

inquiry. We then further elaborate on how these design principles can offer value to each 

listed body of IS literature.  

Table 3.11. Design Principles Offered by ADLR Framework for Selected Bodies and Classes of IS 
Research Inquiry 

# ADLR Framework 
Component 

General Design 
Principle 

Relevant Body 
of IS Literature 

Potential Class of 
Research Inquiry 

1 Data collection (e.g., 
wearable and object 
sensors) 

Using multiple sensor 
types 

Cybersecurity -Detecting physical social 
engineering attacks 
-Deception detection 

2 2D Interaction Kernel Capturing multiple types 
of data dependencies 

Healthcare -Exploiting multi-channel 
data from EEG/ECG* for 
seizure or arrhythmia 
detection 

3 ADL Decomposition Decomposing human 
behaviors into 
interpretable 
intermediate features  

Mobile analytics -Driver behavior profiling 
-Mobile phone addiction 

*Note: EEG= electroencephalogram; ECG= Electrocardiogram  
 

Cybersecurity. The widespread and rapid proliferation of complex IS has enabled 

modern society to experience unprecedented benefits. Unfortunately, these systems are 

often targeted by malicious cybercriminals for espionage, cyberwarfare, and financial gain. 

Social engineering is a common method by which hackers circumvent security controls 
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and breach selected technologies. Amongst various categories (e.g., phishing, phone 

spoofing), physical social engineering can have significant ramifications to the core 

infrastructure of selected IS facilities. Common security controls to detect deceptive and 

illicit behavior use a sensor (Nunamaker et al. 2017; Pentland et al. 2017). However, many 

attackers commonly employ multiple countermeasures (e.g., disguises, fake badges, etc.) 

to avoid detection. Design Principle 1 offers scholars an operational principle of deploying 

multiple sensor types (e.g., badge swipe, motion sensor triggers, etc.) simultaneously. Such 

an approach can result in a layered, defense-in-depth approach to detect and mitigate 

physical social engineering attacks (e.g., unauthorized access, human behavior logging, 

and others). 

Healthcare. Mobile sensing technologies deployed in numerous Internet-of-Things 

(IoT) devices (e.g., iPhone, Apple Watch) are increasingly being equipped with advanced 

capabilities. As a result, such devices offer significant promise in creating always-on, 

reliable, remote, fine-grained, and high-quality precision healthcare for critical health 

applications (e.g., ADLR, fall risk assessment). However, unlike traditional healthcare data 

sources (e.g., EHR), these devices often generate a high volume of untraditional data at a 

rapid velocity. Consequently, novel approaches to extract salient representations for 

subsequent analytics is critical to executing better-informed, personalized healthcare 

decision-making. Design Principle 2 offers a mechanism to automatically extract 

representations from temporally aligned multi-channel data. We develop a 2D Interaction 

Kernel for CNNs to capture the interaction patterns between different sensors types 

(wearable and object motion sensors). By extracting the human-object interactions, our 

ADLR framework can recognize ADLs at all levels more accurately than state-of-the-art 
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models. As an IT artifact for advanced mobile homecare support, our approach can help 

practitioners understand the hierarchical and sequential sensor patterns for other sensor 

modalities such as ECG and EKG, where multi-channel signals jointly capture heart or 

brain activities and abnormal signal patterns constitute complex symptoms (e.g., seizure, 

arrhythmia).  

Mobile analytics. The advent of Web 3.0 (mobile, sensor-based, Internet of Things) 

era enabled novel approaches to collect granular and timely data and consistently observe 

and assess human behavior (Chen et al. 2012a). In order to harness the value of data volume 

and granularity, a multi-level analysis should be conducted. Design Principle 3 offers 

scholars a mechanism to (1) systematically extract interpretable intermediate results for 

short behavioral patterns, and (2) assess global behavior profiles based on local patterns. 

For example, a driver’s driving behavior can be decomposed to high-level (e.g., driving 

profile), mid-level (e.g., car handling, speed control, traffic planning), and low-level (e.g., 

braking pattern, steering pattern, turning pattern, lane change pattern). GPS location 

information and vehicle electronic control unit recordings can be leveraged effectively to 

model and profile driving behavior. Analytical models can be selected based on the 

characteristics of a particular level (e.g., CNN for braking pattern, ensemble learning for 

high-level profiling). Similarly, decomposition can help understand, model, extract, and 

assess mobile phone usage for potential addiction prevention and intervention. 

3.5.2 Practical Implications 

Our case study helped demonstrate the proof-of-concept of our framework. Our 

model is not only able to recognize ADLs more accurately, but also provides interpretable 

intermediate results. We discuss the practical value, utility, and impact on targeted and 
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relevant stakeholders of interest as required by the computational design science paradigm 

(Rai 2017). Our framework can benefit three categories of stakeholders: health 

professionals, caregivers, and senior citizens and their families. We describe each in turn. 

Health professionals. Motion sensors provide timely, reliable, and granular 

information compared to tasks performed in clinical visits. However, sensor signals are not 

intuitively interpretable without signal processing expertise. Our framework automatically 

extracts interpretable results (e.g., human-object interactions, gestures, and activities) from 

raw sensor data. Health professionals can leverage these results at any level to augment 

their decision-making based on their needs. For example, professionals can test the upper-

limb function (or examine Parkinson’s Disease progression) if they recognize deteriorating 

patterns (e.g., tremor) during an interaction. Lacking pillbox-related gestures can suggest 

medical non-adherence. Professionals can also provide cognitive assessment when 

unfinished activities or night wandering are observed frequently. 

Caregivers. Homecare providers usually monitor care receivers’ dietary activities, 

medication adherence and compliance, and safe independent living onsite. These manual, 

scheduled visits cannot guarantee the timely identification of abnormal behavior patterns. 

The ADL sequence information provided by our framework can help identify anomalies 

that may notify caregivers to provide timely intervention. For example, irregular 

medication activities can indicate poor medication compliance (Conn et al. 2015). 

Information extracted from a care receiver’s mobile activity patterns may help caregivers 

to strategize and personalize a care plan. 

Senior citizens and their families. Our framework provides accurate and reliable 

ADLR for home activity monitoring. Disclosing the monitored ADL performance to 
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caregivers and health professionals enables timely detection of physical or cognitive 

impairment and early intervention. This further improves senior citizens’ quality of life and 

reduces families’ excessive financial loss due to the onset of preventable conditions. Our 

framework can be integrated into smart home environments, online monitoring portals, and 

notification/reporting services to help relieve family members’ concerns for the health and 

safety conditions of their beloved. 

3.6 Conclusion and Future Directions 

Ensuring the health and safety of independent-living senior citizens is a growing 

societal concern. Monitoring Activities of Daily Living performance with motion sensors 

has emerged as a novel approach to collect timely data for diagnosis and care. However, 

prevailing ADL recognition methods often fail to identify how a senior citizen interacts 

with the environment and capture insufficient information to accurately model ADLs level-

by-level, preventing health progression monitoring at varying ADL granularities. These 

limitations have motivated IS scholars to search and design alternative ADLR models. 

In this study, we adopted the computational design science paradigm to develop a 

novel deep learning-based, hierarchical, multi-phase ADLR framework to address these 

issues. Our framework makes three key contributions. First, it simultaneously leverages 

human and object motion sensor data to capture more motion clues on how a human 

interacts with objects during ADLs, enabling end-to-end ADLR. Second, a novel 2D 

interaction CNN is designed to automatically extract cross-sensor-axial dependencies. This 

helps capture salient motion features extant ADLR models missed and enable accurate 

ADLR at all levels. Finally, the framework provides interpretable intermediate results for 

all ADL levels. This helps healthcare professionals obtain indicators of a patient’s physical 



92 
 

(e.g., the ability to perform a certain interaction or gesture) and cognitive conditions (e.g., 

the ability to plan for complex HL-ADL). The framework and its components were 

rigorously evaluated against prevailing feature-engineering and deep learning-based 

ADLR models and validated on selected real-life datasets. We further demonstrated the 

practical value with an end-to-end case study. Apart from the significant practical 

implications, the ADLR framework offers novel design principles applicable in future 

health, cybersecurity, and mobile analytics applications. 

This work has several natural extensions. First, future work can monitor longer 

activity patterns (e.g., weeks, months, or years), associate changes in ADL patterns with 

disease progression, and identify behavioral anomalies. Each has strong healthcare 

relevance and is of strong interest to therapists and caregivers. Second, fusing motion 

sensor data with other sensor types (e.g., biophysical) can help construct more 

comprehensive ADL signatures. Third, individuals may have different behavioral habits 

when interacting with objects. Using human-object interaction as a signature to recognize 

an ADL performer is promising for multi-resident assisted living facilities. Finally, this 

sensor-interaction-based framework can be generalized to recognize patterns from other 

sensor networks whose signals may interact. Examples include recognizing heart failure or 

seizures from ECG and EEG data. Each direction can provide more fine-grained activity 

and health profiles to ensure senior citizens’ healthy and safe independent living. 
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4. ESSAY III: A DEEP TRANSFER LEARNING FRAMEWORK FOR 

MOBILE HEALTH: A HUMAN IDENTIFICATION CASE FOR 

ACTIVITIES OF DAILY LIVING MONITORING 

4.1 Introduction 

Medical advancement and increased accessibility of healthcare have contributed to 

the growing life expectancy worldwide (World Health Organization 2016). In 2016, the 

senior citizen population (aged over 65 years old) reached 49.2 million and 98.0 million in 

the US and EU, respectively, accounting for 15.2% and 19.2% of the population in the US 

and EU (Census Bureau 2017; Eurostat 2017). The growing aging population has raised 

societal concerns on senior citizen’s well-being. In their late life, senior citizens’ health 

and independent-living ability can be affected by chronic diseases. Physical deteriorations 

such as frailty and mobility impairments limit senior citizen’s self-caring ability; mental 

deteriorations such as dementia and amnesia further increase their self-caring difficulties. 

Thus, in order to ensure a healthy life to senior citizens, it is crucial to monitor and assess 

their Activities of Daily Living (ADLs) performance. 

ADL is a set of self-caring activities needed for independent-living senior citizens 

(Hardy 2014). It consists of two major types: basic and instrumental. Basic ADLs are short 

and simple tasks. These include functional mobility, bathing, dressing, self-feeding, 

hygiene, and grooming. Instrumental ADLs are long and complex tasks such as housework, 

preparing meals, taking medications, shopping, and others. ADLs can serve as a proxy to 

assess senior citizen’s physical or cognitive impairments and their chronic disease 

progression (Hardy 2014). Inability to perform a certain activity can indicate physical 

conditions; irregular ADL patterns can suggest mental deterioration; and the longitudinal 
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shifting of activity patterns can imply disease progression. Therefore, preventative care 

requires regular and frequent ADL monitoring and assessment, which infrequent (e.g., 

monthly) clinic visits cannot provide (Debes et al. 2016).  

The senior care industry has started to explore sensor-based home ADL monitoring 

systems to provide affordable, predictive, preventive, and personalized care 

(Golubnitschaja et al. 2014). Predictive and preventive care requires granular data for 

analytics. Given that 57% of US senior citizens live with a spouse in a multi-resident 

environment (Administration on Aging 2013), personalized care further requires that the 

identity of the ADL performer be correctly recognized. Current ADL monitoring systems 

incorporate two common types of sensors to collect granular ADL data: cameras and 

motion sensors (Debes et al. 2016). Table 4.1 describes the sensor types, the information 

they capture, and their respective strengths and drawbacks. 

Table 4.1. Two Common Types of Sensors Used in Home ADL Monitoring Systems 

Sensor Type Description 
Information 

Captured 
Strengths Drawbacks 

Camera Records human, object, 
and environment 
information (Simonyan 
and Zisserman 2014) 

Who, when, 
where, and how 

High data 
granularity 

• Many privacy 
concerns 

• Data storage cost 

Motion  
(e.g., tri-axial 
accelerometer) 

Wearable (attaches to 
body): records body 
movements (Alsheikh 
et al. 2016) 

Who, when, and 
how 

High 
sensitivity 
and data 
granularity 

• Obtrusive 
• Great effort required 

by frequent sensor 
attach/detach 

Object (attaches to 
objects): records object 
movements (Alsheikh 
et al. 2016) 

When, where, 
and how 

• Unaware of activity 
performer 

• Scarce data 

 
The data can record critical information such as “who performed the ADL,” “when 

and where the ADL was performed,” and “how the ADL was performed.” Machine 

learning (ML) or health analytics algorithms can then process collected sensor data for 
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valuable healthcare applications (e.g., “who” for personalized care, “when,” “where,” and 

“how” for predictive care such as behavior deterioration tracking). Although camera and 

wearable motion sensors can capture rich information for various health applications, 

senior citizens are often reluctant to adopt them due to privacy concerns and the amount of 

effort required to use the technology, respectively (Debes et al. 2016; Knowles and Hanson 

2018). In real life, object motion sensor-based systems may have higher acceptance and 

adoption. 

One drawback of object motion sensor-based systems is the lack of activity 

performer information. For example, grandparents can both open the fridge for food. 

However, the object motion sensor on the fridge door cannot record the activity performer, 

preventing personalized dietary tracking. Therefore, object motion sensor-based systems 

necessitate computational models (e.g., ML algorithms) that accurately recognize or infer 

the identity of activity performers from available data (e.g., how the ADL was performed). 

However, several technical challenges and constraints exist for developing the required 

ML models. First, extant ML models rely heavily on ad hoc and laborious feature 

engineering that can potentially leave out important sensor signal patterns and result in less 

accurate performance. Second, object motion sensors have various placements based on 

customized monitoring goals, and they move less compared with the human body. The 

high placement variation and low data availability prevent effective ML and health 

analytics and can hinder the results’ generalizability. 

Addressing these challenges could enable accurate and generalizable HID for 

object motion sensor-based ADL monitoring systems in real life. To this end, this study 

adopts the design science research paradigm and proposes a novel deep transfer learning 
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(DTL) framework for ADL performer identification with object motion sensors (Hevner et 

al. 2004; Rai 2017). The novelty of this research is three-fold. First, this framework can 

accurately distinguish activity performers in a multi-resident environment with scarce 

object motion sensor data. This enables unprecedented performance in downstream ADL 

recognition and monitoring applications for personalized care. Second, this framework 

consists of a novel Convolutional Neural Network (CNN) to automatically extract 

comprehensive temporal and cross-axial features for performer identification. This avoids 

ad hoc and laborious feature engineering for sensor data. Third, this framework transfers 

patterns learned from the identified rich and relevant data (i.e., labeled wearable motion 

sensor data) to improve the activity performer identification performance on scarce object 

sensor data. In addition to these novelties, this research also offers design guidelines (i.e., 

principles) to the IS knowledge base and practical implications. For the former, our CNN 

and DTL design can potentially motivate IS researchers and guide the design of new 

analytical models for multichannel time-series data or scarce data, respectively. With 

regards to the latter, this research can potentially aid the senior care industry in their efforts 

to effectively implement and use object sensor-based monitoring systems in multi-resident 

environments. 

The remainder of this essay is organized as follows. First, we review literature 

related to motion sensor-based ADL monitoring, human identification, and DTL. Second, 

we identify research gaps within existing literature and pose research questions for study. 

Third, we introduce each component of our research design and evaluation experiments. 

Subsequently, we present the experiment results and discuss their implications. We then 
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demonstrate the usability of our method with a case study. Finally, we conclude this 

research and highlight promising directions for future research.  

4.2 Literature Review 

We review three areas of literature to form the basis of this research: (1) motion 

sensor-based ADL monitoring to understand motion sensor applications and their data 

characteristics, (2) human identification to understand state-of-the-art sensor-based human 

identification techniques, and (3) deep transfer learning (DTL) to address sensor data 

scarcity issue. 

4.2.1 Motion Sensor-Based ADL Monitoring 

Motion sensors are often preferred for home monitoring systems due to their low 

setup cost and ability to collect rich, detailed data. Motion sensors are easily attachable to 

objects or human bodies. Consequently, they are a viable option for widespread 

deployment in senior residences such as nursing homes, assisted living facilities, and 

houses/apartments. Moreover, motion sensors capture human and object movements 

within an environment with high resolution and frequency. For example, a 16-bit Micro-

Electro-Mechanical Systems (MEMS) accelerometer can collect over eight million data 

samples per day with a resolution of 6 × 10−5 g (g denotes gravity) under a sample rate 

of 100Hz (i.e., 100 data samples per second). Such rates are beyond a human’s manual 

processing capacity. These data samples usually contain multiple channels that can 

precisely record movements. For example, data collected by tri-axial accelerometers 

contains accelerations on x-, y-, and z-axes (Figure 4.1). When aligned by timestamps, the 

two data dimensions have heterogeneous temporal and axial local dependencies. The 

temporal local dependency denotes the temporal patterns of sensor values on one axis 
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(rotated red boxes in Figure 4.1). The axial dependency denotes axial correlation patterns 

and interactions (e.g., sensor rotation) between two axes (two pairs of red boxes in Figure 

4.1).  

 
Figure 4.1. Accelerometer Data Contains Temporal and Axial Local Dependencies. 

 
Figure 4.1 also illustrates how different people may demonstrate distinguishable 

patterns while conducting the same activity. For example, subject A has more extreme (i.e., 

faster) movements while drinking water compared to subject B’s smoother movements 

(Figure 4.1). The volume, resolution, and granularity of sensor data offer immense value 

for ADL monitoring, specifically on how a subject performs an activity. Table 4.2 

summarizes selected motion sensor-based ADL monitoring literature to illustrate how 

motion sensors are applied and how their data is processed. 

Table 4.2. Selected Recent Literature on Motion Sensor-Based ADL Monitoring 

Year Authors Model/Algorithm* 
Approach to 

Obtain 
Features 

Recognition 
Tasks 

Sensors** 

2018 Ignatov CNN Learned + 
manually 
extracted 

Locomotion 
activities 

Mobile Acc. & 
Gyro 

2018 Zhu et al.  Seq2Seq Learned ADLs Wearable Acc. 

2016 Hammerla et 
al.  

DNN, CNN, LSTM Learned Gestures Wearable Acc., 
Gyro., & Mag. 

2016 Reyes-Ortiz et 
al.  

Probabilistic SVM Manually 
extracted 

Locomotion 
transitions 

Wearable Acc. 
& Gyro. 

2016 Safi et al.  HMM Regression Manually 
extracted 

Locomotion 
activities 

Wearable Acc. 
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2015 Ranjan and 
Whitehouse  

Nearest Neighbor Manually 
extracted 

User identity Wearable Acc. 

2015 Nabiei et al.  HMM Manually 
extracted 

Gestures Object Acc. & 
Gyro. 

2014 Zeng et al.  CNN Learned Gestures Wearable Acc., 
Gyro., & Mag. 

*Note: DNN=deep neural networks, LSTM=Long Short-Term Memory, SVM=support vector machines, 
HMM=Hidden Markov Models 
**Note: Acc.=accelerometer, Gyro.=gyroscope, Mag.=magnetometer. 
 

Two categories of computational algorithms have been employed to extract patterns 

from vast amounts of sensor data: classical machine learning (Reyes-Ortiz et al. 2016; Safi 

et al. 2016) and deep learning (Ignatov 2018; Plötz et al. 2011; Zhu et al. 2018). Classical 

machine learning algorithms (e.g., SVM, HMM, etc.) generally use two categories of 

manually derived features: general signal-related (e.g., mean, standard deviation, 

curvature) and activity-specific (e.g., cycle count, motion direction). However, feature 

engineering is often labor-intensive and ad hoc; thus, features may not generalize to 

alternative sensor configurations. These limitations have motivated researchers to shift to 

deep learning. Deep learning is a class of machine learning algorithms that use neural 

networks with multiple layers of non-linear operations to learn data features (Goodfellow 

et al. 2016). Deep learning’s ability to automatically learn the most salient data 

representation without manual feature engineering makes it a suitable selection for sensor 

data (Bengio et al. 2013).  

Past literature indicates that CNN is the preferred deep learning architecture for 

sensor signal analysis (Ignatov 2018). CNN stacks multiple convolutional and pooling 

layers hierarchically to extract features of various granularity (Goodfellow et al. 2016; 

LeCun et al. 2015). The convolutional layer applies a kernel 𝐾 on the data 𝑉 to extract 

local information 𝑐, where 𝑐 = 𝐾 ⊙ 𝑉, and ⊙ denotes the elementwise multiplication 
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(Goodfellow et al. 2016). The extracted information is further filtered by non-linear 

activation functions to constitute local dependencies. The pooling layer aggregates a 

condensed representation of local dependencies for higher-level processing. Past CNN-

based ADL monitoring studies analyze each sensor axis separately. A 1D convolution 

operation extracts temporal local dependencies from each axis (Hammerla et al. 2016; 

Ignatov 2018).  

Regardless of approach, wearable motion sensors, specifically accelerometers, are 

primarily used for gesture (Hammerla et al. 2016; Zeng et al. 2014) and activity (Ignatov 

2018; Reyes-Ortiz et al. 2016; Safi et al. 2016) recognition tasks. Most data were collected 

from a controlled, single-resident environment, where the activity performer’s identity is 

irrelevant to the task. A few studies explored wearable sensor applications in multi-resident 

environments on tasks such as human identification (Ranjan and Whitehouse 2015). Due 

to different motion patterns between human and objects, human identification (HID) 

literature is reviewed next to better understand the state-of-the-art HID techniques and the 

feasibility of HID in a multi-resident setting with unobtrusive object motion sensors.  

4.2.2 Human Identification (HID) 

Capturing a person’s physical traits (e.g., height, gait) is essential for human 

identification tasks (Teixeira et al. 2010). Physical traits are categorized with static-

dynamic and intrinsic-extrinsic dimensions (Teixeira et al. 2010). Static traits, such as 

weight and body shape, measure invariant properties regardless of the activities performed. 

Dynamic traits measure properties that vary across activities, such as eye movements, 

facial features, and gait (Gadaleta et al. 2016; Pentland et al. 2017; Proudfoot et al. 2016). 

Intrinsic traits are measured directly from the human. Extrinsic traits measure objects the 



101 
 

human interacts with as a proxy of intrinsic traits. Table 4.3 summarizes the traits, sensors, 

and computational models used in selected HID research. 

Table 4.3. Selected Recent Literature on Human Identification (HID) 

Year Author Traits 
Types of 

Traits 
Sensors Models* 

Evaluation 
Metrics 

2017 Pentland et 
al. 

Facial 
features 

Intrinsic, 
dynamic 

Camera Video 
processing 

Face rigidity 

2017 Mokhtari et 
al. 

Height Intrinsic, 
static 

Ultra-
wideband 
sensors 

Statistical 
methods and 
PCA 

Identification 
rate (accuracy) 

2017 Al-Naimi 
et al. 

Presence 
traces, gait 
features 

Extrinsic, 
dynamic, 
intrinsic, 
dynamic 

PIR, pressure 
sensors 

Signal 
processing 

Accuracy 

2016 Corpus et 
al.  

Keystrokes 
and 
acceleration 

Extrinsic, 
dynamic 

Mobile 
accelerometer  

DT, NB, kNN Accuracy, 
false rejections 
rate, false 
acceptance 
rate 

2016 Gadaleta et 
al.  

Ankle 
motion, gait 

Intrinsic, 
dynamic 

Wearable 
accelerometer   

CNN, SVM Accuracy 

2016 Jain and 
Kanhangad  

Acceleration 
and rotation 

Extrinsic, 
dynamic 

Mobile 
accelerometer 
gyroscope 

SVM, bagging Accuracy 

2016 Zhang et 
al.  

Signal 
variations 
caused by 
gait 
variations 

Extrinsic, 
dynamic 

Wi-Fi signal Sparse 
approximation 

Accuracy 

2015 Wu et al.  Human shape 
and posture 

Intrinsic, 
static, and 
dynamic 

Camera Signal 
processing, 
customized 
classifier 

Matching rate 
(accuracy) 

*Note: PCA=Principle Component Analysis, DT=decision tree, NB=Naïve Bayes Classifier, kNN=k 
Nearest Neighbors. 
 

Intrinsic traits, such as height and ankle motion measured by pyroelectric infrared 

(PIR), wearable motion sensors, or cameras, can easily reveal human identities (Al-Naimi 

et al. 2017; Gadaleta et al. 2016; Mokhtari et al. 2017; Wu et al. 2015). However, these 

direct measurements can be invasive and obtrusive. Extrinsic traits (e.g., acceleration, 
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keystrokes on mobile devices, pressure traces) are mostly dynamic and more privacy-

friendly for HID tasks (Al-Naimi et al. 2017; Corpus et al. 2016; Jain and Kanhangad 2016; 

Zhang et al. 2016). However, they are often measured with expensive and highly-

specialized devices (e.g., pressure plates, Wi-Fi signal analyzer).   

Extant HID research extracts physical traits with manual feature engineering for 

input into classical machine learning algorithms (Al-Naimi et al. 2017; Jain and Kanhangad 

2016; Pentland et al. 2017). Deep learning-based methods have emerged recently to 

automatically extract dynamic traits from wearable/mobile motion sensors (e.g., 

accelerometers). HID with daily-using objects can enable more passive monitoring and 

customized care. However, a key obstacle for object-based HID is obtaining labeled data 

to train an algorithm effectively (Srinivasan et al. 2010). Transfer learning, an emerging 

branch of machine learning, can potentially address this issue by leveraging the similar 

motion dynamics between wearable and object sensors (Cook et al. 2013). 

4.2.3 Deep Transfer Learning (DTL) 

Transfer Learning (TL) applies knowledge gained in a source domain 𝑆  to 

improve problem-solving in a related target domain 𝑇. TL is often used when machine 

learning tasks conducted on 𝑇 achieves low performance due to insufficient training data 

(Weiss et al. 2016). TL can transfer four types of knowledge for target tasks: instance (e.g., 

data point), parameter (e.g., prior distribution, parameter estimation), feature 

representation, and relational knowledge (e.g., rules) (Pan and Yang 2010). Since deep 

learning automatically learns and preserves the feature representation on network layers 

and weights, DTL commonly transfers representations by reusing models trained on 𝑆 to 
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transfer such knowledge (Goodfellow et al. 2016; Weiss et al. 2016). Figure 4.2 illustrates 

the general DTL process.  

 
Figure 4.2. A General Architecture of Deep Transfer Learning  

𝒀 = 𝒇(𝑿; 𝑾|𝚽) denotes a L-layer deep learning model with 𝚽 = {𝛟𝟏(⋅), 𝛟𝟐(⋅), … , 𝛟𝐋(⋅)} as the 
forward propagation functions on each layer (i.e., the model structure) and 𝑾 as the model weights. 

Each task is formalized with a cost function 𝑱(𝑾|𝑿, 𝚽), and the objective is to learn the best 𝑾∗ 
that optimize the cost function. 

 
DTL generally follows three steps. First, a deep learning model 𝑌 =

𝑓𝐴(𝑋; 𝑊A|ΦA) for source domain Task 𝐴 is trained with rich source domain data 𝑋𝑆 

until the optimized weights 𝑊𝐴
∗ converge and the cost function 𝐽𝐴 is minimized. Second, 

this trained model 𝑓𝐴
∗ is used as the basis of the deep learning model 𝑌′ = 𝑓𝐵(𝑋; 𝑊𝐵|Φ𝐵) 

for Task 𝐵. The first 𝑛 layers of 𝑓𝐴
∗ is reused in the new model 𝑌′ = 𝑓𝐵  (𝑛 = 2 in 

Figure 4.2). This ensures 𝑓𝐵 generates representations following the knowledge learned 

from the source domain. Finally, the transferred model 𝑌′ = 𝑓𝐵 is trained to minimize 𝐽𝐵 

given the low-resourced, labeled training data 𝑋𝑇. This step is also known as adaptation, 

indicating the process adapts a representation from the source to the target domain. The 

layers and weights transferred from the trained model 𝑓𝐴  are fixed (i.e., weights on 

transferred layers are not updated by the backpropagation algorithm). The final outcome is 



104 
 

a deep learning model 𝑓𝐵
∗  for the target domain Task 𝐵  that contains knowledge 

transferred from the source domain. This overall DTL process of automatically learning, 

transferring, and adapting feature representations has enabled scholars to achieve state-of-

the-art performances in various applications (Kermany et al. 2018; Morales and Roggen 

2016; Shickel et al. 2017; Völker et al. 2017; Wang et al. 2017). Selected recent DTL 

studies are summarized in Table 4.4. 

Table 4.4. Selected Recent Literature on Deep Transfer Learning (DTL) 

Year Author Context Model* 
Knowledge 
Transferred 

Reused Model 
Component 

2018 Kermany et al.  Medical image 
diagnosing 

CNN Image patterns Convolution 
layers 

2017 Wang et al.  Vehicle recognition CNN Image patterns Convolution 
layers 

2017 Burlina et al.  Retina image 
diagnosing 

CNN Image patterns Convolution 
models 

2017 Völker et al.  EEG decoding CNN Temporal signal 
patterns 

Entire model on 
new data 

2017 Coutinho and 
Schuller 

Emotional 
communication 
detection 

LSTM Temporal word 
patterns 

Entire model 

2017 Shickel et al.  Opinion mining GRU Temporal word 
patterns 

Entire model 

2016 Kandaswamy et 
al.  

Breast cancer image 
recognition 

DNN Image patterns Network layers 

2016 Morales and 
Roggen  

Wearable sensors CNN Temporal signal 
patterns 

Convolution 
layers 

2016 Shin et al. Medical image 
recognition 

CNN Image patterns Convolution 
layers 

*Note: GRU=Gated Recurrent Unit. 
 

DTL has primarily been applied in natural language processing (NLP) and image 

recognition contexts. Both have unique data characteristics extracted by specialized deep 

learning models. Texts contain sequential word patterns; thus, recurrent neural networks 

(RNN) are reused by TL for their ability to capture temporal text patterns (Coutinho and 

Schuller 2017; Shickel et al. 2017). In image recognition, input data (e.g., radiology image) 
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contains homogeneous spatial patterns (i.e., insensitive to transpose operations) on both 

dimensions across different color channels (Burlina et al. 2017; Kandaswamy et al. 2016; 

Shin et al. 2016). These patterns are usually extracted and transferred with a 2D-kernel-

based CNN (Kermany et al. 2018; Wang et al. 2017).  

Studies examining sensor data, such as motion sensors and EEG, only apply 

convolution on each sensor axis to extract single-axial temporal patterns (Morales and 

Roggen 2016; Völker et al. 2017). However, as illustrated earlier, motion sensor data is 

heterogeneous (as compared with text or images), containing temporal and axial 

dependencies. Extracting and transferring both dependency types require a carefully 

customized, novel deep learning model.  

4.3 Research Gaps and Questions 

Several research gaps are identified from the existing literature. First, current 

motion sensor-based ADL monitoring primarily focuses on single-resident setting and 

gesture recognition. The HID task remains to be addressed to enable personalized ADL 

monitoring and care in multi-resident environments. Second, prior studies mainly used 

cameras or wearable/mobile motion sensors for HID. However, senior citizens may be 

reluctant to adopt these invasive and obtrusive technologies in real life. Moreover, deep 

learning-based HID models are needed for object sensors to automatically capture valuable 

temporal and cross-axial patterns and avoid ad hoc, laborious, manual feature engineering. 

Third, object motion sensor-based systems suffer from data scarcity issues that prevent 

effective algorithm training and performance. Extant DTL models primarily address 

applications that have homogeneous data patterns (e.g., image processing and NLP). A 

novel DTL approach for motion sensor data is required to extract heterogeneous data 
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dependencies and transfer the representations effectively. Based on these gaps, we pose the 

following research questions for our study: 

• How can we design a DTL framework to leverage the scarce object motion sensor 

data for human identification in home ADL monitoring systems? 

• How can we design deep learning-based models that automatically and 

comprehensively extract temporal and cross-axial patterns (i.e., features) from 

motion sensor data to better represent the motion dynamics? 

• How transferable (i.e., potential to improve target domain task) are features 

extracted by the DTL framework? 

4.4 Research Design 

To address these research gaps and answer the posed research questions, we 

developed a novel CNN-based DTL-HID framework (Figure 4.3) for object sensor-based 

HID. The HID framework consists of four major components: Dataset Collection, Data 

Pre-Processing, DTL-HID Framework, and Evaluation. This framework trains and 

transfers a novel CNN (CNN-HID) that extracts both dependency types from rich wearable 

motion sensor data to improve the HID performance on scarce object motion sensors data. 

The research dataset and the framework components are detailed in the following 

subsections. 
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Figure 4.3. The HID Framework 

 
4.4.1 Data Collection  

Two real-world ADL datasets are gathered: “Opportunity” (OPPO) (Roggen et al. 

2010) and HANDY (Açıcı et al. 2018). OPPO is a rich real-world morning activity dataset 

collected under an EU Commission funded project (Roggen et al. 2010). It contains 20 

accelerometers attached to 20 objects (e.g., cup, bread). The sensors collect motion data 

during five general activities: relaxing, early morning, coffee time, sandwich time, and 

clean up. All accelerometers sampled at 30 Hz, generating on average over 200,000 data 

points per subject. Four subjects independently performed multiple, scripted ADLs in the 

same lab environment (i.e., same space and identical sensor configurations). They 

interacted with different objects with no restrictions. Therefore, the movements of the same 

object can be extracted from different subjects’ collection and combined to synthesize a 4-

resident setting, where each object sensor records distinct movement patterns from all four 

subjects. Among the 20 object sensors, four (glass, cup, spoon, and bread) are selected as 

target domains, as they can represent real-life objects shared by residents that can move 

without constraints (e.g., nutrition supplement bottles, remote control). The target domain 

data represents the scarce object sensor data we may obtain in real life. They are used to 



108 
 

evaluate if HID algorithms can recognize common patterns in a person’s behavior and 

distinguish among the residents in a multi-resident environment.  

HANDY is a wrist-worn motion sensor (accelerometer, gyroscope, and 

magnetometer) dataset that contains hand-related activities performed in a controlled lab 

environment (Açıcı et al. 2018). In this research, seven activities are selected from 

HANDY, which fall into three general categories based on the plane in the space where 

wrists primarily moved: vertical (chopping, cleaning a window, and kneading dough), 

horizontal (cleaning a table and using a computer mouse), and hybrid (drinking water and 

eating soup). They generally represent data we may obtain during ADLs such as self-

feeding, food preparation, housework, and object use (Hardy 2014). Thirty participants 

performed the activities separately. Each activity took one to two minutes. All sensors 

sampled at 52 Hz, resulting in over 30,000 data points per subject. Accelerometer is used 

as a source domain. HID models extract motion dynamics to distinguish among subjects 

on source domain data. Since HANDY and OPPO are collected with different activities, 

subject pools, and environment settings, selecting both datasets helps demonstrate the 

framework’s generalizability.  

4.4.2 Data Pre-Processing 

Data pre-processing is critically important for handling mobile sensor data (Roggen 

et al. 2010; Sprager and Juric 2015; Zhu et al. 2018). It contains resampling (Morales and 

Roggen 2016; Zhu et al. 2018), segmentation (Morales and Roggen 2016; Sprager and 

Juric 2015; Zhu et al. 2018), standardization (Goodfellow et al. 2016), and dataset split 

(Morales and Roggen 2016; Zhu et al. 2018). Resampling is often conducted when sensors 

sample at different rates. A sample rate mismatch between source and target domain data 
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(i.e., 52 Hz in HANDY and 30 Hz in OPPO) can distort the transferability of the motion 

dynamics learned by an HID model. Resampling combats this issue in two steps: (1) data 

points sampled with original rates are interpolated to form continuous value functions, and 

(2) new data points are then resampled from the functions with a target rate. In our 

application, we first interpolate the HANDY dataset (52 Hz tri-axial accelerometer 

recordings) with Piecewise Cubic Hermite Interpolation Polynomials (PCHIP). This 

produces continuous tri-axial acceleration values for all timestamps in the given time 

period (Mishra and Agrawal 2015). We then resample at 30 Hz from the interpolated data 

to match OPPO’s rate (Zhu et al. 2018). These lower sample rates lead to reduced battery 

consumptions in real life (Shoaib et al. 2015). Data segmentation ensures machine learning 

models efficiently process fixed-sized data. The resampled data is segmented with an 8-

second sliding window, which on average is long enough to capture a human-object 

interaction. Each segmented sample 𝑋  contains 240 temporally-aligned tri-axial 

acceleration values 𝑋 = [𝑥1, 𝑥2, … , 𝑥240]  and 𝑥𝑖 = (𝑥𝑖𝑥, 𝑥𝑖𝑦, 𝑥𝑖𝑧) . Standardization 

unifies feature scales to avoid attributing errors to a few features. The segmented samples 

are standardized with 𝑋𝑠𝑡𝑑 = 𝑋−𝜇𝑋
𝜎𝑋

, where 𝜇𝑋  is the mean and 𝜎𝑋  is the standard 

deviation of a sample (Goodfellow et al. 2016). Finally, 45,111 samples from HANDY are 

extracted as a source domain dataset. For each target domain dataset, we only include 

segments that contain movements of the corresponding object. Table 4.5 summarizes the 

number of segments in each dataset.  

Table 4.5. Summary of Research Testbeds 
Dataset Class Label Number of Segments 

Source Domain Types Activity Each Class Total 

HANDY Vertical 
Chopping 6,029 

45,111 
Cleaning a window 2,801 
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Kneading dough 8,004 

Horizontal 
Cleaning a table 3,194 

Using a PC mouse 8,958 

Hybrid 
Drinking water 9,500 

Eating soup 6,625 

Target Domain (OPPO_OBJ) Subject Each Class Total 

OPPO_GLASS 

I 69 

269 
II 83 

III 55 

IV 62 

OPPO_CUP 

I 156 

726 
II 197 

III 214 

IV 159 

OPPO_SPOON 

I 24 

129 
II 44 

III 42 

IV 19 

OPPO_BREAD 

I 91 

350 
II 141 

III 56 

IV 62 

 
4.4.3 The DTL-HID Framework 

The DTL-HID framework comprises two components: CNN-based Human 

Identification (CNN-HID) Model and DTL-HID Algorithm. The former extracts motion 

dynamics while the latter transfers knowledge learned by CNN-HID. The following 

subsections further detail each. 

4.4.3.1 CNN-based Human Identification (CNN-HID) Model 

As discussed in the literature review, CNN’s ability to automatically learn 

representations from raw sensor data makes it the prevailing approach for HID. However, 

past studies use 1D convolution (left of Figure 4.4) on each axis to extract the single-axial 

temporal patterns (Gadaleta et al. 2016; Morales and Roggen 2016). This approach omits 
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valuable axial dependency depicting axis correlations and interactions. To address this 

issue, we design a novel CNN-HID model (right of Figure 4.4) that comprehensively 

captures both single-axial temporal and cross-axial. 

 
Figure 4.4. (Left) Conventional CNN for Sensor Data Processing (Gadaleta et al. 2016) and (Right) 

The Proposed CNN-HID Model 
 

The proposed CNN-HID model has two parts: feature extraction and classification. 

Pre-processed data segments form 2D input matrices for a novel 3-layer CNN to 

automatically extract motion dynamics. To ensure the extracted features are temporally 

aligned, we use convolutions with strides instead of pooling layers in the network design 

(Springenberg et al. 2014). The first convolution layer contains two convolutional kernels, 

𝐾1and 𝐾2. 𝐾1 is a 1D kernel that extracts temporal patterns from a single axis. The 

convolution result is given by 

𝑐1 = 𝐾1 ⊙ 𝑉𝑖, 

where 𝐾𝑖 and 𝑉𝑖 denote the kernel and data value on the 𝑖th row. 𝐾2 is a 2D interaction 

kernel. Conventional 2D kernels in image processing are denoted as  

𝑐 = ∑ 𝐾𝑗 ⊙ 𝑉𝑖+𝑗

𝑛−1

𝑗=0

, 
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where convolution is applied to 𝑛 spatially adjacent rows (𝑉𝑖 to 𝑉𝑖+𝑛−1). Contrast to the 

common 2D kernel, CNN-HID’s 2D interaction kernel applies its rows to two distinct axes. 

The 2D interaction kernel output is 

𝑐2 = 𝐾1 ⊙ 𝑉𝑖 + 𝐾2 ⊙ 𝑉𝑗 (𝑖 ≠ 𝑗, 𝑖 < 𝑗). 

This 2D convolution captures the interactions between axis pairs (i.e., extracts 

cross-axial patterns which are not necessarily spatially adjacent). 𝑐1  and 𝑐2  are then 

concatenated and used as input for CNN-HID’s second layer. The kernels in the second 

and third layers, 𝐾3 and 𝐾4, are 1D convolution kernels. Each further distills temporal 

and cross-axial patterns. Activation functions introduce non-linear properties into the 

neural networks and create non-linear mappings between the input and outputs. Common 

activation functions include Sigmoid 𝜎(𝑥) = 1
1+𝑒−𝑥, hyperbolic tangent tanh(𝑥) = 𝑒2𝑥−1

𝑒2𝑥+1
, 

and Rectified Linear Units (ReLU) ReLU(𝑥) = max (0, 𝑥). Among these, ReLU is widely 

used in modern neural networks due to its faster convergence and better learning due to the 

resistance to vanishing gradient (Goodfellow et al. 2016; Ordóñez and Roggen 2016). Due 

to their widespread implementation in past literature, faster convergence rates, and 

robustness against gradient miscalculations, we implemented ReLU for all convolution 

layers (Morales and Roggen 2016; Ordóñez and Roggen 2016). A fully-connected layer 

𝐹𝐶 weights and maps extracted features to 𝑁 output nodes (𝑁 is the number of subjects) 

with a Sigmoid activation function. Finally, a softmax layer 𝑆 computes the distribution 

of each category 𝑖 (i.e., subject 𝑖) with 

𝑝𝑖 =
𝑒𝑧𝑗

∑ 𝑒𝑧𝑘𝑁
𝑘=1

, 𝑗 = 1, … , 𝑁. 

Each input segment is classified to category 𝐶 that maximizes 𝑝 where 𝐶 = arg max
𝑖

𝑝𝑖.  
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The learning process of CNN-HID follows a feed-forward and back-propagation 

design (Morales and Roggen 2016; Yang et al. 2015; Zeng et al. 2014). To ensure model 

generalizability, dropout operations are applied to each convolutional layer, and an L2 

regularizer is used on the fully connected layer. Consistent with past literature, output error 

is measured with cross-entropy 𝐻(𝑝, 𝑞) , which denotes the divergence between the 

predicted and true distribution: 

𝐻(𝑝, 𝑞) = − ∑ 𝑝(𝑥) log 𝑞(𝑥)
𝑥

, 

where 𝑝 and 𝑞  are two probability distributions (Goodfellow et al. 2016). The more 

similar these distributions are, the lower their cross-entropy. The calculated entropy is used 

by backpropagation error-correction algorithm to update network weights. This process 

iterates until the entropy is minimized. 

4.4.3.2 DTL-HID Algorithm 

Wearable and object motion sensors capture different aspects of human-object 

interactions during ADLs. Training on the abundant wearable motion sensor dataset 

ensures CNN-HID learns to extract generalizable motion dynamics for HID. Such 

knowledge is beneficial for object motion sensor-based HID as well. Therefore, we propose 

the three-step DTL-HID algorithm for object motion sensor-based HID as follows: 

Step 1: (Learning) A CNN-HID for the source domain (CNN-HIDS) is trained on 

wearable motion sensor data to learn an optimal motion dynamics representation for source 

domain HID tasks. The wearable sensor dataset is the source domain data labeled with 

anonymized identities. 
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Step 2: (Transferring) Construct a CNN-HID for the target domain (i.e., CNN-

HIDT for object motion sensor) by reusing the first 𝑛 layers from the trained CNN-HIDS. 

The weights on the reused layers are fixed from being changed in the next step. 

Step 3: (Adaptation) CNN-HIDT is trained on a small amount of labeled object 

motion sensor data (i.e., the training set on the target domain) to adapt the feature 

representation from the source (i.e., wearable motion) to the target domain. 

After adaptation, we obtain CNN-HIDT for object motion sensor-based HID. The 

algorithmic formulation is as follows. 

Algorithm 1: Deep Transfer Learning for Human Identification (DTL-HID) 

Inputs:  
Wearable motion sensor segments and corresponding ID labels (𝑿𝑺, 𝒀𝑺), object motion sensor 
adaptation segments and ID labels (𝑿𝑻, 𝒀𝑻), object motion sensor domain test segments 𝑿𝑻

′ , 
transferred layer number 𝒏.  

Outputs:  
Predicted ID labels for the test segments 𝒀𝑻

′̂  
procedure DTL-HID(𝑿𝑺, 𝒀𝑺, 𝑿𝑻, 𝒀𝑻, 𝑿𝑻

′ , 𝒏): 
construct CNN-HIDS 𝒀�̂� = 𝒇𝑨(𝑿𝑺; 𝑾𝑨|𝚽𝑨) for wearable sensor HID task A 
𝑾𝑨

∗ ← 𝒂𝒓𝒈𝒎𝒊𝒏𝑾𝑨 𝑪𝒓𝒐𝒔𝒔𝑬𝒏𝒕𝒓𝒐𝒑𝒚(𝒀𝑺, 𝒀�̂�) 
construct CNN-HIDT 𝒀�̂� = 𝒇𝑩(𝑿𝑻; 𝑾𝑩|𝚽𝑩) for object sensor HID task B, where 𝑾𝑩 =

{𝑾𝑨
𝟏∗, ⋯ , 𝑾𝑨

𝒏∗, 𝑾𝑩
𝒏+𝟏, ⋯ , 𝑾𝑩

𝒍𝑩} and 𝚽𝑩 = {𝝓𝑨
𝟏, ⋯ , 𝝓𝑨

𝒏, 𝝓𝑩
𝒏+𝟏, ⋯ , 𝝓𝑩

𝒍𝑩}. 
𝑾𝑩

∗ ← 𝒂𝒓𝒈𝒎𝒊𝒏𝑾𝑩 𝑪𝒓𝒐𝒔𝒔𝑬𝒏𝒕𝒓𝒐𝒑𝒚(𝒀𝑻, 𝒀�̂�) 
return 𝒀𝑻

′̂ = 𝒇𝑩(𝑿𝑻
′ ; 𝑾𝑩

∗ |𝚽𝑩) 

 
4.5 Evaluation Design 

Design science research emphasizes the importance of rigorously evaluating the 

proposed artifact to confirm its technical superiority against well-established benchmarks 

(Hevner et al. 2004). As such, four experiments are designed to evaluate the DTL-HID 

framework (Table 4.6). Experiment 1 examines whether extracting cross-axial patterns 

improves general HID performance. Experiment 2 evaluates if transferring the knowledge 

learned from wearable sensors improves HID performance on object motion sensors. 

Experiment 3 compares the value of transferring different dependencies. Experiment 4 
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examines how changing the source domain data affects the HID performance. All 

experiments were conducted in Python 3.6 on a Ubuntu 18.04 virtual machine with three 

3-GHz CPU kernels and 16 GB memory. 

Table 4.6. Summary of Experiment Designs 

# 
Model/ 

Framework 
Goal Benchmarks Evaluate on Metrics References 

1 CNN-HID 
trained on 
HANDY 

Verify the 
effectiveness of 
the CNN-HID 
design for HID 
tasks  

Classical ML: 
kNN, SVM, 
NB, DT w/ 
signal features  

HANDY 
 

Precision, 
recall, 
F1 score, 
accuracy 

Corpus et 
al. 2016 

Deep Learning: 
CNN-HID/T, 
CNN-HID/CA* 

Gadaleta et 
al. 2016 

2 DTL-HID w/ 
HANDY as 
the source 

Examine the 
value of 
transferring 
source domain 
knowledge 

Classical ML: 
kNN, SVM, 
NB, DT w/ 
signal features 

OPPO_GLASS, 
OPPO_CUP, 
OPPO_SPOON, 
OPPO_BREAD 

Corpus et 
al. 2016 

Deep Learning: 
CNN-HID, 
CNN-HID/T, 
CNN-HID/CA 

Gadaleta et 
al. 2016 

3 Examine the 
value of 
transferring 
both types of 
dependencies 

DTL-HID/T 
and DTL-
HID/CA w/ 
HANDY as 
source 

Gadaleta et 
al. 2016 

4 DTL-HID w/ 
HANDY (all 
seven source 
activities) 

Examine the 
value of 
transferring 
different types 
of activities 

DTL-HID w/ 
HANDY 
(combinations 
of source 
activities) 

Açıcı et al. 
2018 

* Alternative CNN-HIDs with only 𝑲𝟏 or 𝑲𝟐 on the first layer are named CNN-HID/T (extracts 
temporal dependency) and CNN-HID/CA (extracts axial dependency), respectively. 
 

Deep learning models are implemented with Keras (Chollet 2015), with 10% of the 

training data as a validation set for model selection. Training is terminated when the 

validation set’s cross-entropy does not improve for ten epochs. Classical machine learning 

benchmarks are implemented with scikit-learn with default parameters (Pedregosa et al. 

2011). Accuracy evaluates HID performance (Al-Naimi et al. 2017; Corpus et al. 2016; 
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Gadaleta et al. 2016; Mokhtari et al. 2017). Macro-averaged precision, recall, and F1 score 

are also included as evaluation metrics. One-tailed paired t-tests are conducted to identify 

statistically significant differences between the best model and others.  

4.5.1 Experiment 1: HID with Wearable Motion Sensor Data  

Experiment 1 aims to verify CNN-HID’s effectiveness for HID tasks against (1) 

state-of-the-art manual feature engineering algorithms and (2) alternative CNN designs that 

extract a specific dependency type. The first benchmark set includes four classical machine 

learning classifiers: kNN (k=5, by default), SVM (polynomial kernel to avoid overfitting), 

Naïve Bayes (NB), and decision tree (DT). For these benchmarks, signal features including 

the mean, standard deviation, minimum, and maximum of each sensor axis are extracted 

from each input segment (Corpus et al. 2016; Jain and Kanhangad 2016). The second 

benchmark set consists of two alternative CNN-HID designs that extract only temporal 

(CNN-HID/T) or axial (CNN-HID/CA) dependency. All models are trained and tested 

using 10-fold cross-validation on the HANDY dataset. 

4.5.2 Experiment 2: Transfer Learning for HID on Object Motion Sensor Data 

Experiment 2 examines if motion dynamics transferred from wearable motion 

sensor data improve HID performance on object motion sensor domain. The transferred 

CNN-HID model for the target domain reuses the CNN-HID pre-trained on HANDY, but 

reinitialized classification portion and resized the output layer to match the subject number 

in OPPO_OBJ. We use all benchmark models in Experiment 1 together with an untrained 

CNN-HID as the non-transfer-learning benchmark. Inspired by Morales and Roggen 

(Morales and Roggen 2016), a reversed 4-fold cross-validation simulates real-world data 

scarcity: models are trained on one of the four randomly partitioned subsets and evaluated 
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on the remainder. This process repeats four times, with each subset being used once as the 

training set.   

4.5.3 Experiment 3: Alternative DTL-HIDs Transferring Different Types of Dependencies  

Experiment 3 evaluates whether transferring both temporal and axial dependencies 

improves HID performance on target data. The benchmark frameworks are DTL-HID/T 

and DTL-HID/CA, whose CNNs are CNN-HID/T and CNN-HID/CA, respectively. All 

frameworks are pre-trained on the HANDY dataset to extract the motion dynamics. The 

transfer learning and evaluation configurations are identical to Experiment 2. 

4.5.4 Experiment 4: DTL-HID with Different Source Activities 

Experiment 4 evaluates the sensitivity of the DTL-HID framework by altering the 

source domain activities. The seven selected source activities can be categorized into three 

categories based on their primary movement plane: vertical (chopping, cleaning a window, 

and kneading dough), horizontal (cleaning a table and using a computer mouse), and hybrid 

(drinking water and eating soup). We pre-train six DTL-HID variations on one or two 

activity categories as benchmarks. The transfer learning and evaluation configurations are 

identical to Experiment 2. 

4.6 Results and Discussions 

4.6.1 Experiment 1: HID with Wearable Motion Sensor Data 

We evaluated our proposed CNN-HID against state-of-the-art classical machine 

learning benchmarks and CNN-HID variations on the HANDY dataset. The macro-

averaged HID precision, recall, F1 score, and the micro-averaged accuracy on 30 subjects 

are summarized in Table 4.7. Top scores are highlighted in bold. 
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Table 4.7. HID Performances for the CNN-HID against Benchmark Classifiers on HANDY Dataset 
Benchmark 

Category 
Model Precision Recall F1 Score Accuracy 

- CNN-HID 0.984 0.983 0.984 0.984 

Classical ML 
Benchmarks 

kNN w/ Signal Features 0.822*** 0.823*** 0.822*** 0.825*** 

SVM w/ Signal Features 0.356*** 0.273*** 0.281*** 0.288*** 

NB w/ Signal Features 0.120*** 0.095*** 0.080*** 0.094*** 

DT w/ Signal Features 0.881*** 0.881*** 0.881*** 0.882*** 

Deep Learning 
Benchmarks 

CNN-HID/T 0.940*** 0.936*** 0.937*** 0.938*** 

CNN-HID/CA 0.964*** 0.962*** 0.963*** 0.964*** 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001 
 

Overall, CNN-HID outperformed classical machine learning and deep learning 

benchmarks on all metrics. The performance differences between CNN-HID and 

benchmark algorithms are statistically significant. Within the classical machine learning 

benchmarks, the accuracies of kNN (0.825) and DT (0.882) were significantly better than 

SVM (0.288) and NB (0.094). The result indicates that the 30 subjects have distinguishable 

signal features within each activity. However, none of these features is generalizable to 

HID regardless of the underlying activities. Deep learning’s superior performance over 

classical machine learning suggests that automatically learning feature representations 

rather than manually engineering features in an ad hoc fashion enables more effective HID. 

Within the deep learning methods, CNN-HID/CA outperformed CNN-HID/T 

(0.964 vs. 0.938). This result suggests that extracting cross-axial patterns instead of 

temporal patterns improves HID. CNN-HID extracted both types of dependencies and 

outperformed both CNN-HID/T and CNN-HID/CA. This indicates that more precise HID 

is achievable by jointly representing motion dynamics with two types of dependencies.  

4.6.2 Experiment 2: Transfer Learning for HID on Object Motion Sensor Data  

Experiment 2 evaluates whether the motion dynamics extracted from the source 

domain improves the HID accuracy on the target domain (i.e., object motion sensor). All 
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benchmarks are non-transfer-learning models. All accuracy scores on each OPPO_OBJ 

datasets (i.e., OPPPO_GLASS, OPPO_CUP, OPPO_SPOON, and OPPO_BREAD) and 

the micro-averaged accuracy score are summarized in Table 4.8. Figure 4.5 depicts all 

macro-averaged HID precision, recall, and F1 score results. 

Table 4.8. HID Accuracies for the DTL-HID Framework against Non-Transfer-Learning 
Benchmarks 

Benchmark 
Category 

Model Glass Cup Spoon Bread 
Micro-

Averaged 

- DTL-HID 0.610 0.778 0.660 0.652 0.707 

Deep 
Learning 

CNN-HID 0.362*** 0.593*** 0.326*** 0.509*** 0.508*** 

CNN-HID/T 0.322*** 0.429*** 0.322*** 0.459*** 0.407*** 

CNN-HID/CA 0.392*** 0.589*** 0.381*** 0.500*** 0.514*** 

Classical 
ML 

kNN w/ Signal Features 0.465*** 0.572*** 0.433*** 0.437*** 0.509*** 

SVM w/ Signal Features 0.455*** 0.532*** 0.495*** 0.540*** 0.517*** 

NB w/ Signal Features 0.426*** 0.400*** 0.423*** 0.411*** 0.409*** 

DT w/ Signal Features 0.495*** 0.618*** 0.402*** 0.589*** 0.570*** 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001 
 

 
Figure 4.5. HID Performance Comparison for the DTL-HID Framework and Non-Transfer-Learning 

Benchmarks 
 

The DTL-HID framework obtained accuracy scores over 0.6 (0.610 for Glass, 

0.778 for Cup, 0.660 for Spoon, and 0.652 for Bread) for all four test datasets. It 
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outperformed all non-transfer-learning benchmarks with statistically significant margins 

(Table 4.8). Figure 4.5 also shows that DTL-HID outperformed all benchmarks in 

precision, recall, and F1 score. The low performance of these benchmark methods 

demonstrates the difficulty of using object motion sensor data for HID in real life. Among 

the benchmarks, deep learning models’ large number of trainable weights leads to 

overfitting, resulting in worse performance than classical machine learning models.  

Although the motion dynamics that DTL-HID framework extracted were from a 

source dataset that is not related to our test set (i.e., collected with different sensors during 

relevant but least-overlapped activities), transferring such knowledge (i.e., network 

structure and weights) still improved the HID performance on target data. The finding 

indicates that transferring motion dynamics from wearable motion sensors is a viable 

approach to resolve the issue of lacking labeled training data for object motion sensor-

based HID tasks. 

4.6.3 Experiment 3: Alternative DTL-HIDs Transferring Different Types of Dependencies 

Experiments 1 and 2 examined the value of CNN-HID for general and transfer 

learning-based HID tasks. Experiment 3 further explores the transferability of different 

dependencies from the source domain. The HID accuracy scores of three deep transfer 

learning frameworks on different objects are reported in Table 4.9. Table 4.10 summarizes 

HID precision, recall, and F1 score. 
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Table 4.9. HID Accuracies for the DTL-HID Framework Against Other DTL Frameworks 
Model Glass Cup Spoon Bread Micro-Averaged 

DTL-HID 0.610 0.778 0.660 0.652 0.707 

DTL-HID/T 0.536*** 0.710*** 0.553** 0.670 0.655*** 

DTL-HID/CA 0.577 0.700*** 0.637 0.677 0.667* 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001 

 
Table 4.10. HID Performances for the DTL-HID Framework Against Other DTL Frameworks  

Model Precision Recall F1 Score 

DTL-HID 0.711 0.700 0.703 

DTL-HID/T 0.668** 0.652*** 0.657** 

DTL-HID/CA 0.672* 0.663* 0.667* 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001 
 

Overall, the DTL-HID framework, which transfers both dependency types, 

achieves the highest identification performance (Tables 4.9 and 4.10). Its micro-averaged 

accuracy (0.707) is statistically significantly higher compared with those of the 

benchmarks (0.655 for DTL-HID/T and 0.667 DTL-HID/CA). The result indicates 

extracting and transferring both dependency types can lead to more robust motion 

dynamics representations for HID tasks.  

DTL-HID/CA showed higher accuracy than DTL-HID/T within each test set. On 

OPPO_GLASS, DTL-HID/CA outperformed DTL-HID/T (0.577 vs. 0.536) with a p-value 

of 0.03. DTL-HID/CA (0.637) also outperformed DTL-HID/T (0.553) with a p-value of 

0.007 on OPPO_SPOON. The performance differences were not significant on the Cup 

and Bread datasets. Therefore, cross-axial patterns can more comprehensively capture 

generalizable motion dynamics for HID than single-axial temporal patterns. 

4.6.4 Experiment 4: DTL-HID with Different Source Activities 

Experiments 2 and 3 demonstrated that using deep transfer learning framework and 

transferring both temporal and cross-axial dependencies improved HID performance with 

scarce object sensor data. Experiment 4 further examined the impact of altering source 
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activity types. The HID accuracies of DTL-HIDs pre-trained on different source activity 

combinations are reported in Table 4.11. 

Table 4.11, HID Accuracies for the DTL-HID Framework with Different Source Activity 
Combinations 

Source Activities # Types Glass Cup Spoon Bread 
Micro-

Averaged 

All 3 0.610 0.778 0.660 0.652 0.707 

No-hybrid 

2 

0.525*** 0.687*** 0.580** 0.567*** 0.593*** 

No-vertical 0.486*** 0.673*** 0.553*** 0.578*** 0.579*** 

No-horizontal 0.548** 0.694*** 0.551*** 0.621 0.610*** 

Hybrid-only 

1 

0.501*** 0.629*** 0.516*** 0.570*** 0.561*** 

Vertical-only 0.522*** 0.682*** 0.542*** 0.547*** 0.578*** 

Horizontal-only 0.511*** 0.668*** 0.491*** 0.533*** 0.555*** 
*: p-value<0.05, **: p-value<0.01, ***: p-value<0.001 
 

Overall, DTL-HID pre-trained on all three activity types yielded the best HID 

accuracies in our synthesized four-resident setting. This indicates that the diversity of 

collected source domain activities can significantly affect HID outcome. Among the three 

benchmarks pre-trained on two activity types, the one pre-trained on No-horizontal (i.e., 

vertical and hybrid activities) had the best HID accuracy (0.610 vs. 0.593 and 0.579). This 

finding suggests that practitioners can exclude horizontal activities in source domain data 

collection if there exist cost or time constraints. Similarly, we found vertical activities (e.g., 

cleaning a window, chopping, and kneading dough) offered the most informative motion 

dynamics for HID, leading to the most accurate HID among the three benchmarks pre-

trained on one activity type (0.578 vs. 0.561 and 0.555). These results can help practitioners 

prioritize their source data collection accordingly. 

4.7 Case Study: Human Identification for A Water Drinking Activity 

Numerous IS scholars emphasized the importance of demonstrating the proof-of-

concept and proof-of-value of proposed IT artifacts (Nunamaker et al. 2015; Nunamaker 
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et al. 1990; Peffers et al. 2007). As such, we illustrate DTL-HID’s utility and value against 

non-transfer-learning methods with a water drinking activity case study. Drinking water is 

a common but critical component of different ADLs. These include self-feeding (basic) 

and taking medication as prescribed (instrumental). Human identification for such an 

activity helps ADL monitoring systems accurately track the activities of different residents. 

Figure 4.6 decomposes the stage of a water drinking activity from OPPO_CUP.  

 
Figure 4.6. A Drinking Activity Demonstration 

A general drinking activity can be decomposed to 5 stages: (1) reach, (2) pick up, (3) drink, (4) put 
down, and (5) release. During Stages 1 and 5, the cup maintains stable positions (i.e., without volatile 
movements). During Stages 2 and 4, the cup moves rapidly, both accelerates and decelerates, along 

the desired direction (i.e., up and down). The cup rotates during Stage 3, resulting in the transformed 
acceleration readings. All five stages contain distinct motion patterns. Different subjects could 

demonstrate personal signatures within or across stages. 
 

Screenshots in Figure 4.6 are extracted at 1.5-second intervals from the sample 

video1. This decomposition allows us to better locate, analyze, and interpret drinking 

activities from case study samples. All these samples were correctly classified by DTL-

 
1 https://vimeo.com/8704668 
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HID but not CNN-HID nor DT, the two best-performing non-transfer-learning benchmarks 

for deep learning and feature engineering approaches, respectively (Table 4.8). 

Figure 4.7 illustrates two cup motion segments from Subject 4. Both contain similar 

Stage 3 patterns (red box) recorded at different periods within the segment (top: 5.2~7.3 s; 

bottom: 1.6~4 s). The proposed DTL-HID correctly recognized these temporally invariant 

salient patterns. Since these features are not commonly included for sensor signal analysis, 

DT missed these patterns and misclassified both segments. While CNN-HID automatically 

extracts temporally invariant features, not transferring motion dynamics from the source 

domain prevented it from learning these patterns. 

 
Figure 4.7. Two Cup Motion Samples from Subject 4 

 
Figure 4.8 shows two cup motion segments from Subjects 1 and 2. The proposed 

DTL-HID successfully recognized acceleration amplitude differences in Stage 5 (left 

boxes; top: -5~2; bottom: -5.8~3) and the following Stage 3 (right boxes; top: -1.5~1.5; 

bottom: -2.3~2). This result indicates DTL-HID can better distinguish between extreme 

(i.e., fast) and mild (i.e., slow) motions than non-transfer-learning methods. 
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Figure 4.8. Cup Motion Segments from Subjects 1 and 2 

 
In all cases, DTL-HID leverages transferred knowledge from the source domain to 

automatically extract salient, temporally-invariant features. It also recognizes distinct 

motion amplitudes across activity stages and subjects. These results illustrate how DTL-

HID better captures key individual differences for object sensor-based human 

identification as compared with non-transfer-learning benchmarks.  

4.8 Conclusion and Future Directions 

The growing societal concerns on the aging population’s well-being necessitate a 

more affordable, predictive, preventive, and personalized care solution for elderly citizens. 

With the advancement in mobile sensing technology, object motion sensor-based ADL 

monitoring systems have emerged to meet such requirements for their abilities to capture 

granular, high-resolution activity data passively. However, these systems suffer from 

scarce labeled training data and can be confused by different residents interacting with the 

same object. Moreover, extant approaches to analyze sensor signal data employ traditional 

machine learning approaches that rely on ad hoc and laborious feature engineering efforts.  
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In this study, we adopt the design science paradigm to design, develop, and evaluate 

an innovative deep transfer learning framework for object motion sensor-based human 

identification. Within this framework, a novel CNN-HID is designed to extract both cross-

axial and temporal patterns from sensor data. The framework transfers the patterns learned 

from the rich wearable motion sensor data to improve HID accuracy on object motion 

sensor data. The framework allows us to accurately identify the activity performer even 

only a small number of labeled data is given. Our approach is generalizable to mobile 

sensors with difficulties to obtain labeled data. 

Following the design science paradigm, we search a solution space for effective 

computational models of practical utility (e.g., CNN-HID model, DTL-HID framework) 

(Baskerville et al. 2018; Nunamaker et al. 2015, 2017; Rai 2017; Samtani et al. 2017). The 

novel CNN-HID model and DTL-HID framework are IT artifact instantiations that 

comprehensively address the practical problem within the domain (Nunamaker et al. 1990; 

Peffers et al. 2007). Two design principles are contributed in the form of nascent design 

theory (i.e., knowledge as operation principles or architectures). First, extracting temporal 

and axial local dependencies can capture richer information from multi-axial sensor data 

for different applications. This principle contributes to the higher HID accuracy of our 

DTL-HID framework on different datasets. Future mobile health researchers can extract 

more information from multichannel sensors (e.g., EEG) to improve the performance of 

healthcare applications (e.g., seizure detection). Second, transfer learning from a source 

domain that is similar to the target domain and easier to train with sufficient data can 

potentially boost the performance of the desired task on the target domain with scarce data. 

Future IS researchers facing scarce data issues can adopt this guideline and potentially 
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develop a transfer learning framework for their application. The IT artifact development, 

the rigorously designed evaluations, and the demonstrated case study validate these design 

principles and their applicability (Gregor and Hevner 2013; Hevner et al. 2004; Prat et al. 

2015; Samtani et al. 2017).  

Beyond the research contributions to the IS knowledge base, this study also 

contributes practical implications for stakeholders such as clinicians, caregivers, and senior 

citizens. With the proposed approach, clinicians will be able to obtain more accurate 

activity monitoring report for prescriptions when the patient lives in a multi-resident 

environment. Caregivers within an assisted living community can better distinguish 

different residents’ activities within the shared area, such as a dining hall. Senior citizens 

can be monitored on activities of interest (e.g., dining activity) without attaching/detaching 

wearable sensors regularly. 

Future studies can expand this work in several promising directions. First, 

misclassifying an activity performer (i.e., false-positive/negatives) can affect downstream 

task performances (e.g., inaccurate ADL recognition/ADL pattern monitoring), also 

hindering the ability to provide and the reliability of personalized care. To mitigate these 

risks, future DTL-HID models can couple with temporal activity modeling in an active 

learning framework for high-level multi-resident ADL monitoring. DTL-HID can group 

activities by performers for temporal activity modeling; in return, temporal modeling 

establishes activity contexts (e.g., food preparation, housework) to detect and reject 

misclassified object activities (i.e., false positive). These misclassified activities can be 

reported to practitioners as detected anomalies for examination and be used to improve 

DTL-HID’s performance iteratively. Second, a deep multi-source learning framework can 
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potentially extract and integrate various types of transferable knowledge from different 

source domains (e.g., sensor modalities) for better transfer learning performance. Third, 

Bayesian learning frameworks such as Bayesian Deep Learning (Gal 2016) can also 

leverage the high-level activity in which the subject and the object interact as a prior to 

distinguish motion patterns of the same object in different activities. Finally, this 

framework may also apply to other healthcare devices equipped with multiple sensors (e.g., 

EEG) or the emerging IoT-enable smart home settings for improved healthcare and home 

intelligence. Each of these research directions can help significantly improve the usability 

and reliability of sensor- and smart device-based home care systems, ultimately 

contributing to a more supportive and intelligent home environment for senior citizens. 
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5. ESSAY IV: AN ATTENTION-BASED DEEP LEARNING FRAMEWORK FOR 

MOBILE HEALTH: AN APPLICATION ON ACTIVITIES OF DAILY LIVING 

 
5.1 Introduction 

With the aging population exceeding 50 million in the United States (US), ensuring 

senior citizens’ health, safety, and quality of life has quickly become a modern societal 

challenge (Census Bureau 2019). Seniors’ health and independent living ability inevitably 

decline during aging. Physical and mental deterioration often limits their self-caring ability. 

Activities of Daily Living (ADLs) are a set of self-caring activities needed for independent 

living by senior citizens (Hardy 2014). ADLs include short and simple tasks (e.g., 

locomotion, dressing) as well as long and complex tasks, such as preparing a meal. ADL 

performance is a reliable proxy for assessing senior citizens’ physical and cognitive 

conditions (Hardy 2014). The performance of ADLs can be impaired even before the onset 

of severe symptoms (Bryant et al. 2015). Monitoring and assessing ADL performance can 

therefore help enable preventive care for senior citizens. 

Sensor-based home ADL monitoring systems have emerged to collect granular and 

timely ADL performance data that classical clinic measurement cannot obtain (Foti and 

Koketsu 2013). Current monitoring systems incorporate three sensor types: camera, 

environment sensors, and motion sensors (Debes et al. 2016). Among the three, motion 

sensor-based ADL monitoring systems are preferred for their low setup cost, high data 

resolution, and high granularity. They capture body and object movements during different 

activities. The collected movement data can contribute differently to ADL recognition 

(ADLR) based on where the sensors are attached. Identifying the most informative data 
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sources (i.e., sensor locations) for ADLR can reduce the number of sensors needed by a 

monitoring system. 

Most motion sensors used for ADLR contain multiple axes or channels that 

simultaneously collect time series data. Such data is heterogeneous on temporal and axial 

dimensions, resulting in two categories of signal patterns: single-axial and cross-axial 

patterns (i.e., dependencies) (Figure 5.1). Single-axial patterns denote local temporal 

movements along one direction (e.g., linear acceleration in a short time span). Cross-axial 

patterns denote interactions between sensor axes (e.g., rotation, co-motion). Sensor 

patterns can correlate on the temporal dimension because a similar motion can recur in the 

short term (i.e., local correlation) or in the long term (i.e., global correlation). Each sensor 

data segment can contain multiple salient patterns and corresponding correlations. 

Capturing these correlations can comprehensively represent sensor data for accurate 

ADLR. 

 
Figure 5.1. Motion Sensor Data Characteristics 

 
Due to the high volume and granularity of sensor data, manual analysis is infeasible. 

Classical machine learning methods, such as Support Vector Machines (SVM), recognize 

ADLs with manually engineered features. Common features include signal statistics (e.g., 

standard deviation, signal entropy) and activity-specific features (e.g., step count, stride 



131 
 

length, balance) (Chen et al. 2012b). Manual feature engineering is often ad hoc and 

laborious and may miss salient data patterns. As a result of these drawbacks, numerous 

scholars have begun employing deep learning algorithms such as convolutional neural 

networks (CNN) to automatically learn sensor data representations (Liu et al. 2018). Such 

models significantly and consistently outperform classical machine learning models on 

ADLR and other tasks (Zhu et al. 2018).  

Despite their value and performance, current deep learning-based ADLR studies 

have two issues. First, the model’s decision process is not interpretable; it is not clear what 

contributed to a model’s performance, how, or why. Consequently, users are not able to 

accept or decline a prediction or recommendation generated by the system. For example, 

although deep learning-based ADLR models can leverage different data sources, no 

insights into each source’s contributions to recognizing different ADLs can be easily 

obtained from the model. In healthcare applications, where the cost of misclassification is 

high, this can lead to a lack of physicians’ trust in deep learning-based systems (Bloomberg 

2018). Second, prevailing deep learning models primarily use one-dimensional (1D) 

convolution to extract single-axial patterns, missing out salient cross-axial patterns and 

pattern correlations that can contribute to accurate ADLR.  

This study aims to leverage deep learning’s powerful performance for ADLR while 

enhancing the model’s interpretability. A novel attention-based ADLR (A-ADLR) 

framework is proposed to address the above-mentioned issues. In the A-ADLR framework, 

salient features from sensor data are extracted with a novel interaction convolutional neural 

network (I-CNN)-based MultiHead Self Attention (IC-MHSA) module. An attention 

mechanism is designed to learn interpretable weights for sensor sources selection for 
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ADLR. Two interpretability constraints are also proposed to ensure model interpretability 

and effective training. 

The remainder of the essay is organized as follows. Three streams of literature are 

reviewed in Section 5.2 to set the foundation of the research. Based on the review, research 

gaps and questions are identified for study in Section 5.3. Sections 5.4 and 5.5 detail the 

framework and evaluation designs. Evaluation results and discussions are presented in 

Section 5.6. This essay concludes with a summary of contributions and future directions. 

5.2 Literature Review 

Three areas of literature are reviewed to form the basis for this research: (1) deep 

learning-based ADL recognition (ADLR) with motion sensors to summarize motion sensor 

data characteristics and current deep learning-based models for ADLR, (2) interpretable 

deep learning for healthcare to explore prevailing methods for developing interpretable 

models, and (3) attention mechanism to understand the core formulation of and the state of 

the art in attention mechanism designs. 

5.2.1 Deep Learning-Based ADLR with Motion Sensors 

Motion sensors are preferred in home monitoring systems for their ability to collect 

rich and granular data and low setup cost. Their high sampling frequency and resolution 

enable them to accurately capture human or object movements during activities. For 

example, when sampled at 100 Hz (i.e., 100 data points per second), a tri-axial (i.e., three-

channel) accelerometer can generate over 8 million data points per day per sensor channel, 

resulting in over 25 million data points per sensor. The granularity and volume provide 

significant value for analyzing arbitrary movements precisely. Motion characteristics (e.g., 

speed, rotation) and their changes can be captured in the temporally and inter-axially 
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dependent data patterns. Moreover, motion sensors are easily attachable to the human body 

or objects without retrofitting the senior’s living environment. Multiple sensors can be 

deployed as a sensor network to comprehensively monitor and capture senior citizens’ 

activities (e.g., walking, human-object interaction). However, the short interval between 

data points and high data volume lead to two significant issues that require powerful 

computational models. First, each data point contains limited information and therefore 

must be grouped to form segments that represent meaningful patterns. Second, the size of 

the data is beyond a human’s processing capacity. Automated analytical approaches (e.g., 

machine learning) are required to augment human decision-making with sensor data.  

Traditional ADLR approaches use classical machine learning models (Cao et al. 

2012; Debes et al. 2016). Common models include SVM, Naïve Bayes (NB), k-nearest 

neighbors (kNN), and decision trees (DT) (Ordóñez et al. 2013). These models rely heavily 

on two categories of manually derived features: general signal processing features (e.g., 

mean, standard deviation, curvature, etc.) and activity-specific features (e.g., cycle count, 

direction, etc.). General signal features may not capture salient data patterns, and activity-

specific features are extracted case-by-case. Therefore, feature engineering is often 

laborious and ad hoc. The extracted features may not generalize to other applications. 

These drawbacks motivate researchers to shift to deep learning-based approaches.  

Deep learning is a class of machine learning algorithms using neural networks with 

multiple layers of non-linear operations (i.e., activation functions) to automatically learn 

features from a data source (Goodfellow et al. 2016). Deep learning is suitable for sensor 

data due to its ability to extract salient data representations from raw data without human 

feature engineering. Table 5.1 summarizes selected deep learning-based ADLR using 
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motion sensors. We focus our review on the deep learning model used, feature type 

extracted, number of motion sensors used, recognition task, interpretability of the model, 

and attribution of classification results to sensors at particular locations.  

Table 5.1. Selected Deep Learning-based ADLR Studies Using Motion Sensors 

Year Authors Model 
Feature 

Type 
# Motion 
Sensors 

Recognition 
Tasks 

Interpretability 
Sensor 

Selection 

2019 
Avilés-Cruz 
et al. 

Coarse-Fine 
CNN 

Temporal 1 Locomotion No N/A 

2018 Zhu et al. 
DeepConvLSTM 
+ Seq2Seq 

Temporal 1 
High-level 
activities 

No N/A 

2018 Liu et al. CNN Temporal 3 Locomotion No No 

2018 Pires et al. ANN Temporal 3 Locomotion No No 

2018 Ignatov CNN Temporal 2 Locomotion No No 

2016 
Hammerla 
et al. 

DNN, CNN, 
LSTM 

Temporal 3 Gestures No No 

2016 
Ordóñez 
and Roggen 

DeepConvLSTM Temporal 3 Gestures No No 

2014 Zeng et al. CNN Temporal 3 Gestures No No 

 
Prevailing deep learning-based ADLR studies primarily employ CNNs to learn 

temporal features for two ADL recognition tasks: locomotion and gesture (Ignatov et al. 

2018; Hammerla et al. 2016). Although the majority of sensors contain multiple axes, all 

sensor axes are conventionally considered as separate channels. 1D convolution is 

commonly applied to each axis independently to extract temporal dependency (Figure 5.2). 

Cross-axial dependency, the interactions between sensor channels that can better 

characterize motion, are not captured by these conventional 1D CNN designs (Zeng et al. 

2014). Furthermore, the main goal for these models is to achieve high classification 

performance. Therefore, more layers are stacked to form deeper networks, where decision 

processes are less and less interpretable (Figure 5.2). Some studies leverage data from 

different sources (e.g., sensor locations) to predict outcomes (Ordóñez and Roggen 2016). 

However, features from different sources are simply concatenated. The contributions of 
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each data source (i.e., sensor) to a classification result are not clear, preventing downstream 

analytics such as data source selection or feature interpretation. Models with low 

interpretability, often referred to as “black-box models,” prevent users from understanding 

the underlying decision process to accept or reject model predictions and recommendations 

(Ahmad et al. 2018). 

 
Figure 5.2. 1D Convolution-based ADLR Model 

 
Healthcare applications face high misclassification costs (Mozaffari-Kermani et al. 

2015). Practitioners prefer to adopt trustable models and systems that can be understood, 

corrected, and improved, and one important factor to gain trust from users is model 

interpretability (Bloomberg 2018). Therefore, designing deep learning frameworks with an 

interpretable decision process for ADLR and other emerging healthcare applications can 

yield significant practical healthcare implications. We next review interpretable deep 

learning literature to understand prevailing approaches that improve model interpretability 

and their healthcare applications. 

5.2.2 Interpretable Deep Learning 

Interpretable deep learning mitigates the aforementioned “black-box” problems by 

enabling self-explanatory models or intuitive model interpretations (Doshi-Velez and Kim 

2017). This literature stream is motivated by the desire to understand how algorithms 

behave and arrive at their outputs. Four major categories of approaches for interpreting 
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deep learning models exist: (1) post hoc global, (2) post hoc local, (3) intrinsic global, and 

(4) intrinsic local (Du et al. 2019). Table 5.2 summarizes and describes these categories. 

Table 5.2. Interpretable Deep Learning Approaches 

Category Description Common 
Implementations Value Suitable 

Data Types 
Post hoc 
global  

Globally understand 
model components 

• Visualizing intermediate 
layer outputs 

Increase 
intermediate 
model operation 
transparency 

Images 

Post hoc 
local  

Attribute model 
parameter and feature 
contributions to outputs 

• Counterfactual analysis 
• Mask perturbations 

Explain model 
causality 

Images, text 

Intrinsic 
global 

Design within-model 
architectures that explain 
why decisions are made 
generally 

• Models with new 
learning mechanisms 
(e.g., capsule) 

• Interpretability 
constraints (e.g., loss 
functions) 

Model tuning, 
debugging 

Images, text 

Intrinsic 
local 

Design within-model 
architectures that explain 
why a decision is made 
for a particular input 

• Attention mechanism  Pinpoint and 
weight key 
features in data 

Text, images, 
sensor 
signals 

 
Post hoc global and local interpretability examines a model after it has been trained. 

Therefore, post hoc methods do not guarantee a model to be self-explanatory. Global 

interpretability examines major model components such as a network layer, a trained filter, 

or a group of neurons. Approaches in this category typically visualize the component of 

interest to gain an intuitive overall understanding. One common application is visualizing 

CNN’s filter to demonstrate captured features (e.g., circle, edge). Post hoc local 

interpretability focuses on correlations and causations with a more granular breakdown. 

Examples include using counterfactual analysis to attribute how and why particular 

neurons activate, and how a particular input contributes to internal representations.  

In contrast to post hoc interpretability, intrinsic interpretability integrates models 

or mechanisms into a deep learning architecture that provides self-
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explanation during training. Internal models or mechanisms can affect the deep learning 

model globally. Examples of global intrinsic interpretability include interpretability 

constraints (e.g., cost functions) and novel deep learning architectures (e.g., capsule 

network and the corresponding dynamic routing learning algorithm) (Hinton et al. 2018; 

Sabour et al. 2017). Each pinpoints how components (e.g., capsule units) feed-forward, 

calculate loss, correct errors, and update network parameters. The global design frames the 

way a deep learning model learns. Intrinsic interpretability can also focus on local neuron 

connections and weights to identify how and why aspects (e.g., attributes, features) from 

the input data affect outputs. Among intrinsic interpretability approaches, attention 

mechanisms are the most widely used due to their generalizability and flexibility. Attention 

mechanisms can be incorporated in all kinds of deep learning models, including classical 

CNNs, Recurrent Neural Networks (RNNs), and hybrid models, without changing a 

model’s core architecture (Vaswani et al. 2017; Xu et al. 2015). Due to this characteristic, 

many deep learning-based health analytics studies have incorporated attention mechanisms 

to demonstrate the linkage between the model input (e.g., medical images) and the output 

(e.g., classification labels). Table 5.3 summarizes selected recent interpretable deep 

learning studies for healthcare applications. 
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Table 5.3. Recent Interpretable Deep Learning Studies for Healthcare Applications 

Year Author Data Application Deep Learning 
Models Data Type Technique Interpretability 

Type Model Evaluation 

2019 Preuer et al. Drug molecular 
structure 

Drug 
development 

Feed-forward 
NN, graph CNN 

Grid-like: drug 
feature vector 

Integrated 
Gradient Post hoc local 

Evaluated on toxic drug classification 
and showed how features contribute 
to positive and negative classes 

2019 Korzekwa et 
al. 

Voice recording 
+ text 

Dysarthria 
detection CNN + RNN 

Time-series: 
voice 
Sequential: text 

Latent Space 
Visualization Post hoc local 

Evaluated on detection accuracy and 
interpreted the model by manipulating 
the latent feature space 

2019 de la Torre 
et al.  Retinal images 

Diabetic 
retinopathy 
disease 
grading 

CNN  Grid-like: 
image 

Layer-wise 
Relevance 
Propagation 

Intrinsic global 
Evaluated on classification 
performance and showed contribution 
scores for input pixels 

2019 Sinha and 
Dolz 

Medical 
imaging (MRI) 

Medical 
image 
analysis 

CNN Grid-like: 
image Attention Intrinsic local Evaluated on segmentation metrics 

2019 Schlemper 
et al. 

Medical 
imaging (CT 
scan) 

Medical 
image 
analysis 

CNN Grid-like: 
image Attention Intrinsic local Evaluated on segmentation metrics 

and visualized the attention maps 

2018 Zhang et al. Electronic 
Health Record 

Patient 
profiling RNN Sequential: text Attention Intrinsic local 

Evaluated on prediction performances 
and visualized the attention-based 
feature importance heatmap 

2018 Dey et al. Drug molecular 
structure 

Adverse drug 
reaction 
detection 

CNN Grid-like: drug 
feature vector Attention Intrinsic local 

Evaluated on prediction accuracy and 
demonstrated the important features 
extracted by attention 

2018 Xue et al. Medical image 
+ report 

Report 
generation CNN + LSTM 

Grid-like: 
image 
Sequential: text 

Attention Intrinsic local Evaluated on image captioning 
metrics 

2017 Zhang et al. Medical image 
+ report 

Medical 
image 
diagnosis 

CNN + LSTM 
Grid-like: 
image 
Sequential: text 

Attention Intrinsic local 
Evaluated on image captioning 
metrics and demonstrated class-
specific attention weights 
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Three key design choices for interpretable deep learning models are observed. First, 

deep learning models are selected based on data characteristics: CNNs for image (i.e., grid-

like) and RNNs for text (i.e., sequential) (Korzekwa et al. 2019; de la Torre et al. 2019). 

Common data used for interpretable healthcare applications are Electronic Health Records 

(EHRs) and medical imaging data (Sinha and Dolz 2019; Zhang et al. 2018). Second, 

interpretable deep learning models are still evaluated on task performance rather than 

model interpretability. Model interpretability is usually presented with visualizations or 

weight comparisons to complement task performance evaluations. Third, the attention 

mechanism is emerging as a dominant approach to interpret a model’s decision process by 

weighing contributions of extracted representations. 

Raw motion sensor data is not as visually intuitive as images, and each sensor 

datapoint does not contain as rich information as a word in a text sequence. Therefore, post 

hoc approaches such as visualizing extracted sensor patterns or manipulating particular 

datapoints are not likely to generate intuitively interpretable results. The emerging attention 

mechanism has a great potential for interpretable deep learning-based ADLR. Attention 

mechanisms are reviewed next to understand how to develop novel attention mechanisms 

to cater for sensor data’s unique characteristics. 

5.2.3 Attention Mechanism  

Attention mechanisms are shallow neural networks that can be integrated into any 

deep learning model with trainable weights to create linkages or to retrieve the most 

relevant information within the model. The mechanism is trained and updated together with 

other neural network components. Vaswani et al. (2017) provided an abstract Query-Key-

Value formulation for attention: 
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Attention(𝑄, 𝐾, 𝑉) = Score(𝑄, 𝐾)𝑉. 

• Query (Q): Expected outcome, intermediate result, or input of a neural 

network that is relevant to (a part of) the source data (e.g., the translated text stream) 

• Key (K): The source data (e.g., images, text, etc.) 

• Value (V): The internal source data representations extracted by a neural 

network (e.g., word embedding) 

• Scoring (Score(Q, K)): Function that computes the similarity between query 

Q and each key K 

As demonstrated in this formulation, attention implementations heavily depend on 

the target applications. Table 5.4 summarizes selected attention implementations. 

Table 5.4. Selected Attention Implementations 

Application 
Key (K) / 
Value (V) 

Query (Q) 
Sample Score 

Functions 
Attention 
Captures 

Reference 

Neural 
machine 
translation 

K: Source text 
embedding 
 
V: RNN 
extracted 
word/content 
embeddings 

Words to 
predict 𝑄𝑇𝑊𝐾 

Relevant texts 
in 𝐾 to predict 
a word 

Luong et 
al. 2015 

Sentiment 
analysis 

Source text 
embedding 

𝑄𝑇𝐾 or 𝑄𝑇𝐾
√𝑛

 

(𝑄 = 𝐾) 

Semantic 
interactions 
within source 
texts 

Letarte et 
al. 2018 

Image 
segmentation 

K: Source 
image features 
 
V: CNN 
extracted 
image features 

Query image 
features 

tanh (𝑊[𝑄; 𝐾]) 
Relevant areas 
for 
segmentation 

Schlemper 
et al. 2019  

Image 
classification 

Features of 
source 
image’s 
subarea 

𝑄𝑇𝐾 
(𝑄 = 𝑓(𝐾)) 

Salient source 
image features 
for 
classification 

Jetley et 
al. 2018 

Image 
captioning 

Words to 
predict 

tanh (𝑊[𝑄; 𝐾]) 
Relevant image 
features to 
predict a word  

Xu et al. 
2015 
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Attention mechanisms require specialized models to learn and extract salient source 

features or data patterns as the keys and values for each data type. For example, RNNs are 

commonly used to extract text contexts, while CNNs are good for extracting image patterns 

(Jetley et al. 2018; Luong et al. 2015). The scoring function is then trained to assign higher 

attention weights to the most relevant keys given a query. Therefore, the selection of Query 

(𝑄) determines what can be interpreted from the attention weights (i.e., correlations). When 

𝑄 is the expected model output, attention weights reflect the contributions of the keys to 

the output; when 𝑄 is (a part of) 𝐾 (also known as Self Attention), the attention weights 

denote the correlations among the keys. For example, in ADLR, when the keys are sensor 

data from body locations and the query is the ADL label, attention weights capture how 

data from body locations contribute differently to recognizing particular ADLs. When both 

the query and keys are the same single-axial or cross-axial pattern within a data segment, 

the attention weights capture the global and local pattern correlations (i.e., they highlight 

time gaps among similar patterns). However, one query only results in one set of attention 

weights. In order to comprehensively represent data segments for accurate ADLR, multiple 

sets of attention weights should be captured for each salient data pattern (Figure 5.1). 

The MultiHead Attention architecture was proposed to address this requirement 

(Figure 5.3, Vaswani et al. 2017). Each 𝑄, 𝐾, and 𝑉 is transformed with a set of trainable 

linear mappings for each attention head: headℎ = Attention(𝑄𝑊ℎ
𝑄, 𝐾𝑊ℎ

𝐾, 𝑉𝑊ℎ
𝑉). The 

linear mappings can permute image features or text embeddings for attention mechanisms 

to comprehensively capture correlations. Results of each head jointly represent the model’s 

attention: 

MultiHead(𝑄, 𝐾, 𝑉) = [head1; head2; … ; head𝑛]𝑊𝑂. 
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Figure 5.3. The MultiHead Attention Architecture 

 
However, when applied to motion sensor data, the linear transformation could 

potentially miss or distort salient sensor features, which are locally dependent data patterns 

(e.g., temporal and cross-axial patterns) that require specialized models (e.g., 1D CNN) for 

extraction (Zeng et al. 2014). Distorted or unimportant features can lead to uninformative 

correlations and non-converging training. Therefore, MultiHead Attention should be 

improved with appropriate transformations to extract data representations from sensor data. 

5.3 Research Gaps and Questions 

The literature review reveals several research gaps from extant studies. Current 

deep learning models for ADLR focus primarily on classification performance. Deeper 

models are proposed only to improve model recognition accuracy, resulting in a less 

interpretable decision process. Such models may therefore not be trusted or adopted by 

healthcare practitioners. In addition, studies that use multiple data sources (e.g., a body 

sensor network) treat them equally. Therefore, users cannot obtain insight into each 

source’s contribution to the results. Interpretable deep learning models for ADLR are 

needed to mitigate this gap. 
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Attention mechanism, an intrinsic interpretable approach, emerges with great 

potential to provide interpretability for sensor-based mobile health analytics. The 

MultiHead Attention architecture can also comprehensively capture correlations among 

input data. However, current attention mechanisms are particularly designed for text and 

image data and are not directly applicable to motion sensor data. For example, the arbitrary 

linear transformation used by MultiHead Attention can distort sensor data patterns, bias 

pattern correlations, and result in non-converging model training. These gaps require 

specialized attention mechanisms for sensor data to enable interpretability on mobile health 

applications such as ADLR. Based on these gaps, we pose the following research questions 

for study: 

• How can we design an explainable deep learning framework for ADLR? 

• How can the contribution of different sensors be captured for recognizing 

various ADLs? 

• How can we design a MultiHead Attention mechanism that can 

comprehensively extract sensor data pattern and correlations from the heterogeneous 

sensor data? 

5.4 Research Design 

A novel attention-based ADLR framework (A-ADLR, Figure 5.4) is proposed to 

address these research gaps. The A-ADLR framework uses a novel MultiHead Self 

Attention (MHSA) module to extract salient cross-axial patterns and correlations from 

sensor data and attends to important sources to recognize potential ADLs. The research 

design of A-ADLR framework consists of four major components: Data Collection, Data 
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Pre-Processing, A-ADLR Framework, and Evaluation. Each component is detailed in the 

following subsections. 

 
Figure 5.4. The Research Design for A-ADLR Framework 

 
5.4.1 Data Collection 

The real-world ADL dataset “Opportunity” (OPPO) is used for this study. OPPO is 

a morning activity dataset collected for home monitoring and smart living (Roggen et al. 

2010). It contains 19 tri-axial accelerometers attached to different body locations (e.g., 

wrists, back). Four subjects performed five sets of scripted high-level activities, whose 

labels are “relaxing,” “early morning,” “coffee time,” “sandwich time,” and “clean up,” 

during the experiment. Each datapoint has fine-grained ADL labels, including one of the 

15 gesture labels (e.g., opening the fridge) and one of the 5 locomotion labels (e.g., 

walking). All sensors sampled at 30 Hz simultaneously, forming a body sensor network 

that collects over 200,000 data points per subject. Five wearable sensors are selected in this 

study: back, right upper arm, right wrist, right knee, and hip, as sensors in these locations 

allow capture of different aspects of body motions. All subjects are right-handed; thus, the 

right upper limb motions (collected from the right upper arm and wrist) are more 

informative than the left upper limb. Right knee is selected for lower limb motions; back 

and hip are selected for torso movements around the upper trunk and the center of mass, 

respectively. Seven common ADLs are selected for recognition: opening/closing a door, 
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opening/closing a drawer, picking up/putting down a coffee cup, and walking. Doors’ 

movements (e.g., rotation) are restricted by side hinges, drawers’ movements (e.g., sliding) 

are restricted by slides, and coffee cups’ movements are not restricted. Walking is selected 

because it represents body movement without interacting with an object. 

5.4.2 Data Pre-Processing 

It is crucial to pre-process data when handling sensor signals (Zhu et al. 2018). The 

OPPO dataset is segmented (Sprager and Juric 2015), standardized (Goodfellow et al. 

2016), and split into two testbeds: OPPO Body Sensor Network (OPPO-BSN) and OPPO 

Body Sensor Samples (OPPO-BSS). OPPO-BSN contains synchronous body sensor data 

from five selected locations during seven selected activities. OPPO-BSS contains 

independent body sensor data from five selected locations, which does not require 

simultaneous data collection. All extracted data is segmented with a four-second sliding 

window, which on average is long enough to capture sensor features (Ordóñez and Roggen 

2016). Segmented samples are standardized with 𝑋𝑠𝑡𝑑 = 𝑋−𝜇𝑋
𝜎𝑋

 to unify feature scale that 

ensures stable learning (Goodfellow et al. 2016). Table 5.5 summarizes the statistics of 

OPPO-BSN and OPPO-BSS. OPPO-BSN is an unbalanced seven-class testbed with 150-

245 samples for each class. Each OPPO-BSN sample contains synchronous data segments 

from five body locations. The dominating class is “pick up a cup” (245 samples). 

Therefore, the random guess baseline is 14.3% (1 of 7 classes) and the majority class 

baseline (i.e., predicting all samples into the majority class) is 19.3% (245 of 1,268 

samples). OPPO-BSS is balanced with five target classes; each contains 1,610 samples. Its 

random guess and majority class baselines are both 20.0% (1 of 5 classes and 1,610 of 

8,050 segments). 
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Table 5.5. Summary of Research Testbeds 

Dataset Category # of Segments Dataset Category # of Segments 

OPPO-BSN 

Open Door 156 x 5 locations 

OPPO-BSS 

Back 1,610 
Close Door 154 x 5 locations Right upper arm 1,610 
Open Drawer 159 x 5 locations Right wrist 1,610 
Close Drawer 226 x 5 locations Right knee 1,610 
Pick Up Cup 245 x 5 locations Hip 1,610 
Put Down Cup 178 x 5 locations   
Walking 150 x 5 locations   
Total 1,268 x 5 locations Total 8,050 

5.4.3 Attention-based ADLR (A-ADLR) Framework 

The A-ADLR framework consists of three steps (Figure 5.5): (1) an Interaction 

CNN-based MultiHead Self Attention (IC-MHSA) module first extracts cross-axial 

dependencies and dependency correlations from each sensor; (2) an Attention on Data 

Source module then generates attention weights for dynamic data source selection; (3) and 

finally, a customized loss function ensures effective model training. 

 
Figure 5.5. The Proposed Attention-based ADLR Framework 

 
5.3.3.1 Step 1: Cross-axial Dependency and Correlation Extraction 

According to Essay III, conventional 1D CNN models miss the more informative 

cross-axial dependency, which reveals how a sensor moves (e.g., rotates) in a short time 

period. Moreover, correlations among cross-axial patterns can pinpoint similar moves in 
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the entire data input. Therefore, extracting salient cross-axial dependencies and 

correlations maximizes heterogeneous motion sensor data for ADLR. 

IC-MHSA is designed to comprehensively extract the most salient features (i.e., 

cross-axial dependencies and their correlations) from sensor data (left of Figure 5.6). The 

linear transformation in the original MultiHead Self Attention architecture (Vaswani et al. 

2017) is replaced with a two-dimensional (2D) Interaction CNN (2D I-CNN) model to 

avoid distorted features and biased correlations. 2D I-CNN extracts cross-axial pattern 

from raw sensor data (right of Figure 5.6). The Self Attention mechanism then accepts 

three identical feature maps and learns the correlations among extracted cross-axial 

patterns. The MultiHead Attention architecture comprehensively captures correlations 

from each attention head with a different 2D I-CNN model to extract distinct cross-axial 

patterns.  

  
Figure 5.6. The IC-MHSA Design and the 2D I-CNN Implementation 

 
The 2D I-CNN takes sensor data 𝑋 as the input. Its interaction kernel applies to 

two distinct sensor channels. Interactions between channels are extracted as 𝑐 = 𝑘1 ⊙

𝑋𝑖 + 𝑘2 ⊙ 𝑋𝑗 (𝑖 ≠ 𝑗, 𝑖 < 𝑗), where 𝑘𝑖  and 𝑋𝑖  denote the convolution kernel and data 
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value on the 𝑖-th row, and ⨀ denotes elementwise multiplication. The output is a feature 

map I-CNNℎ(𝑋)  that contains the cross-axial patterns extracted with a particular 

interaction kernel 𝐾ℎ.  

Following the MultiHead Self Attention design (Vaswani et al. 2017), the 

correlations within a feature map can be captured with SelfAttention(I-CNNℎ(𝑋)) =

I-CNNℎ(𝑋), I-CNNℎ(𝑋)) ⋅ I-CNNℎ(𝑋), when sensor data 𝑋 is used as the query Q, the 

key K, and the value V. The original score function, scaled dot-product, is adopted as it 

highlights significant pattern correlations (i.e., positive and negative correlations) and 

suppresses insignificant ones. Therefore, the IC-MHSA module is formulated as follows:  

IC-MHSA(𝑋) = [head1; …; headℎ]𝑊𝑂, 

head𝑖 = SelfAttention(I-CNN𝑖(𝑋)), 

SelfAttention(I-CNNℎ(𝑋))=softmax (
I-CNNℎ(𝑋)𝑇I-CNNℎ(𝑋)

√𝑛
) ⋅ I-CNNℎ(𝑋), 

𝑛 = dim(I-CNNℎ(𝑋)). 

5.3.3.2 Step 2: Attention on Data Source 

Accurate ADLR requires a model to dynamically attend to important data sources 

for a particular ADL. In this step, the model infers the potential ADL based on features 

extracted by IC-MHSA and generates attention weights for different sensor sources. This 

task is formulated in the Query-Key-Value format as: 

• Query: Potential ADLs 

• Key: All possible sensor locations 

• Value: Features of a particular sensor location extracted by IC-MHSA 
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To determine the query, the model first estimates the likelihood 𝐺 of all 𝑚 ADLs 

to generate the features 𝐹 = [𝐹1; 𝐹2; … ; 𝐹𝑛]  obtained from Step 1, where 𝐹𝑖 =

IC-MHSA(𝑋𝑖) denotes the extracted features from source location 𝑆𝑖. A dense layer with 

trainable weights 𝑊𝑔  learns the estimation function, where 𝐺 =

softmax(𝜎(𝑊𝑔[𝐹1; 𝐹2; … ; 𝐹𝑛])) = [𝑔1,  … ,  𝑔𝑚],  and the softmax  function returns the 

likelihood distribution among 𝑚 ADLs. 

Since each ADL (i.e., query) will be recognized based on features extracted from 

𝑛 selected body locations (i.e., keys), the contribution of each sensor location to an ADL 

(i.e., attention weight) can be dynamically captured with an 𝑚 → 𝑛 mapping. A dense 

layer with trainable weights 𝑊𝑎 learns this mapping. The attention weight distribution 

among 𝑛 body locations is returned by the softmax function. 

𝐴 = softmax(𝜎(𝑊𝑎[𝑔1,  … ,  𝑔𝑚])) = [𝑎1, … , 𝑎𝑛] 

With this Attention to Data Source module, the importance of each feature 𝐹𝑖 can 

be adjusted dynamically based on based on the ADL estimation. The weighted feature 

representation 𝐹weighted = [𝑎1𝐹1; 𝑎2𝐹2; … ; 𝑎𝑛𝐹𝑛] is then used for the final ADLR task: 

�̂� = softmax(𝜎(𝑊𝑦𝐹weighted)). 

5.3.3.3 Step 3: Model Learning with Interpretability Constraints 

ADLR tasks are commonly perceived as multiclass classification (Avilés-Cruz et 

al. 2019; Liu et al. 2018). For multiclass classification tasks, categorical cross-entropy is 

used as the basic loss function 𝐿0: 

𝐿0 = − ∑ 𝑡𝑗 log 𝑦𝑗
𝑗

, 
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where 𝑡𝑗 is the ground truth ADL class, and 𝑦𝑗 is the predicted ADL class. Driven by the 

interpretability requirement and the A-ADLR framework architecture, two constraints are 

also considered to ensure A-ADLR’s interpretability and effective training: (1) source 

isolation and (2) sparse attention. 

Source isolation requires that features from each location 𝐹𝑖 can imply its source 

location 𝑆𝑖  (i.e., 𝐹𝑖  contains location specific features). It prevents sensors at each 

location from extracting general movement features. This allows the Attention on Data 

Source module to effectively select informative sources for ADLR, rather than assigning 

similar weights to all sources. On the other hand, this constraint ensures that the Attention 

on Data Source module only assigns large weights to informative source-specific features, 

rather than general features. It helps to rule out alternative model interpretations. To 

implement this constraint, the output from IC-MHSA is fed into a dense layer to predict 

source(𝐹𝑖) . Categorical cross-entropy is used as the loss function for this multiclass 

classification task, where 𝐿isolation = − ∑ 𝑠𝑖 log source(𝐹𝑖)𝑖 . Less source-specific features 

will result in higher loss. Integrating 𝐿isolation  in A-ADLR framework’s loss function 

ensures IC-MHSA to extract salient location specific features to maximize differences 

between sensor locations.  

Sparse attention requires attention weights on data sources to have minimal 

activation (i.e., each ADL has only a few related locations). This constraint prunes the less 

relevant data sources to increase the sparsity and interpretability of the attention weights 

𝐴 . An 𝐿1  norm is adopted to regularize 𝐴’s activation (Niculae and Blondel 2017). 

Therefore, the extended loss function for the A-ADLR Framework is: 

𝐿 = 𝐿0 + 𝐿isolation + 𝐿1(𝐴) = − ∑ 𝑡𝑗
𝑗

log 𝑦𝑗 − ∑ 𝑆𝑖 log source(𝐹𝑖)
𝑖

+ 𝑐|𝐴|, 
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where 𝑆𝑖 is the true location; source(𝐹𝑖) is the predicted location; | ⋅ | denotes the 𝐿1 

norm; and 𝑐 is the penalty. 

Compared with conventional ADLR models (Figure 5.2), the A-ADLR framework 

has the following novelties: (1) IC-MHSA comprehensively extracts cross-axial patterns 

and their correlations for ADLR models; (2) the Attention on Data Source module 

dynamically weights informative data sources based on the estimated ADLs; and (3) the 

two interpretability constraints extend the loss function for ADLR to ensure model 

interpretability and effective training. 

5.5 Evaluation Design 

Extant interpretable deep learning studies normally evaluate model performances 

(e.g., classification accuracy, the quality of generated image captions) based on target 

applications (e.g., text classification, image captioning) and discuss model interpretability 

by demonstrating explainable model weights, input-output correlations, or results (Xu et 

al. 2015). In our research, two ADLR-related experiments are designed to evaluate the A-

ADLR framework (Table 5.6) against well-established benchmarks (Hevner et al. 2004). 

Experiment 1 examines whether the proposed A-ADLR framework can accurately 

recognize activities from body motion sensor network data. Experiment 2 evaluates if the 

IC-MHSA module extracts more informative location-specific features than benchmarks. 

The A-ADLR framework’s interpretability is demonstrated with a discussion on attention 

weights. All experiments were conducted in Python 3.7 on a Windows 10 workstation with 

Intel® Xeon® E5-2670 CPU, 128 GB memory, and Nvidia® GeForce GTX 1070 GPU.  
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Table 5.6. Summary of Experiment Design. 
# Model Examine Benchmarks Testset Metrics 
1 A-ADLR 

w/ IC-
MHSA 

The ability to 
recognize 
different ADLs 

Classical ML: kNN, SVM, NB, DT w/ 
signal features* 

OPPO-BSN 
(7 activities) 

Precision,  
recall, 
F1 Score, 
accuracy 

Deep Learning w/o attention: CNN-
1D, DeepConvLSTM 

A-ADLR variation: w/ Dense-MHSA, 
w/ CNN-1D-MHSA 

2 IC-MHSA The ability to 
extract location-
specific features 

With SA: Dense-MHSA, CNN-1D-
MHSA 
Without SA: I-CNN, CNN-1D, Dense 

OPPO-BSS 
(5 locations) 

* Note: Signal features: the minimum, maximum, mean, and standard deviation of each sensor axis 
 

Deep learning models are implemented with Keras (Chollet 2015), with 10% 

training data reserved as a validation set for model selection. Neural network training is 

terminated when the categorical cross-entropy metric on the validation set does not 

improve for ten epochs. Classical machine learning methods are implemented with scikit-

learn with default parameters (Pedregosa et al. 2011). Accuracy evaluates the overall 

recognition performance for both experiments; precision, recall, and F1 scores are macro-

averaged across all classes. One-tailed paired t-tests are conducted to examine statistical 

significance between the best model and other benchmarks. 

5.5.1 Experiment 1: ADL Recognition 

Experiment 1 evaluates the proposed A-ADLR framework’s ADLR performance 

against three sets of benchmarks: (1) state-of-the-art feature engineering based classical 

classification algorithms, (2) deep learning-based ADLR model without attention 

mechanism, and (3) A-ADLR’s variation. The first benchmark set has four classifiers: kNN 

(k=5), SVM (Gaussian kernel), Naïve Bayes, and decision trees (Cao et al. 2012). Sensor 

signal features are the minimum, maximum, mean, and standard deviation of each sensor 

axis (Jain and Kanhangad 2016). The second set of benchmarks includes state-of-the-art 
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deep learning-based ADLR models: DeepConvLSTM (Ordóñez and Roggen 2016) and 

CNN-1D (Zeng et al. 2014). Sensor data is stacked to form a 15x120 matrix as the input. 

The third benchmark set consists of A-ADLR framework’s variations. The feature 

extraction module is altered to dense layer-based MHSA (Dense-HMSA) and CNN-1D 

based MHSA (CNN-1D-MHSA), where Dense-MHSA extracts arbitrary sensor signal 

patterns and their correlations, and CNN-1D-MHSA extracts single-axial temporal patterns 

and their correlations. All models are trained and tested using 10-fold cross-validation on 

the OPPO-BSN dataset. 

5.5.2 Experiment 2: Sensor Location Recognition 

Experiment 2 examines the ability of MultiHead Self Attention (MHSA) 

mechanism on extracting location-specific features. Our proposed IC-MHSA module is 

evaluated against two benchmark sets. The first benchmark set retains MHSA architecture 

by varying the core feature extraction network: CNN-1D-MHSA and Dense-MHSA. The 

second benchmark set removes the MHSA architecture and relies only on the core feature 

extraction network: I-CNN, CNN-1D, and a fully connected neural network. All feature 

extraction modules are installed on the proposed A-ADLR framework and pretrained with 

OPPO-BSN data. The OPPO-BSS dataset is fed into the pretrained feature and correlation 

extraction module to recognize the source location. As in Experiment 1, all models are 

trained and tested using 10-fold cross-validation. 

5.6 Results and Discussion 

5.6.1 Experiment 1 – A-ADLR vs. ADLR Benchmarks  

The A-ADLR framework is evaluated on ADLR tasks against three sets of state-

of-the-art benchmarks: classical machine learning models, deep learning-based ADLR 
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models without attention, and two variations of the A-ADLR framework. The evaluation 

metrics on seven activities are summarized in Table 5.7. Top scores are bolded.  

Table 5.7. ADLR Performances for A-ADLR and Benchmarks on OPPO-BSN 
Benchmark 

Category 
Model Precision Recall F1 Score Accuracy 

Our Proposed System A-ADLR w/ IC-MHSA 0.710 0.702 0.704 0.717 

Classical ML 
Benchmarks 

kNN w/ Signal Features 0.186*** 0.187*** 0.184*** 0.197*** 

SVM w/ Signal Features 0.175*** 0.196*** N/A 0.205*** 

NB w/ Signal Features 0.138*** 0.142*** 0.138*** 0.150*** 

DT w/ Signal Features 0.163*** 0.163*** 0.162*** 0.165*** 

Deep Learning w/o 
Attention  

CNN-1D N/A 0.173*** N/A 0.118*** 

DeepConvLSTM N/A 0.139*** N/A 0.142*** 

A-ADLR Variations 

A-ADLR w/ Dense-
MHSA 

0.581*** 0.562*** 0.563*** 0.575*** 

A-ADLR w/ CNN-1D-
MHSA 

0.652*** 0.660*** 0.651*** 0.674** 

**: p < 0.01, ***: p < 0.001 
 

Overall, A-ADLR significantly outperformed three sets of benchmarks on all 

metrics with statistically significant margins. A-ADLR and its variants achieved over 

57.5% accuracy on this seven-class classification task, outperforming all the non-attention-

based benchmarks. This shows that the Attention on Data Source module contributes to 

accurate ADLR by attending to the most salient sensor sources. Among the A-ADLR 

variants, the A-ADLR framework with IC-MHSA module (accuracy of 0.717) significantly 

outperformed benchmark variants (0.674 for CNN-1D-MHSA and 0.575 for Dense-

MHSA). This result indicates that the cross-axial patterns extracted by IC-MHSA are more 

informative for ADLR than temporal patterns extracted by CNN-1D-MHSA or random 

patterns by Dense-MHSA.  

Classical machine learning methods had low performances around or below the 

majority class baseline, indicating sensor features (i.e., mean, min, max, etc.) are 
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insufficient for distinguishing the seven selected ADLs. CNN-1D and DeepConvLSTM 

only use single-axial patterns for ADLR. They classified data samples into a few categories 

(e.g., close a drawer, pick up a cup, walk), resulting in “N/As” in precision and F1 scores. 

The low performances of these deep learning-based ADLR benchmarks indicate that their 

1D convolution cannot extract location-specific single-axial patterns for each sensor, 

resulting in less distinguishable concatenated patterns from multiple sources. 

5.6.2 Experiment 2 – IC-MHSA vs. Feature Extraction Variations  

Experiment 2 evaluates whether the MHSA mechanism can effectively extract 

sensor location-specific features with the source isolation constraint. All accuracy scores, 

micro-averaged precision, recall, and F1 score are summarized in Table 5.8. 

Table 5.8. Sensor Location Recognition Performances on IC-MHSA and Benchmarks on OPPO-BSS 
Benchmark 

Category 
Model Precision Recall F1 Score Accuracy 

Our Proposed System IC-MHSA 0.960 0.960 0.960 0.960 

With MultiHead Self 
Attention 

CNN-1D-MHSA 0.933*** 0.933*** 0.933*** 0.933*** 
Dense-MHSA 0.924*** 0.924*** 0.924*** 0.924*** 

Without MultiHead 
Self Attention 

I-CNN 0.859*** 0.858*** 0.858*** 0.858*** 

CNN-1D 0.824*** 0.826*** 0.824*** 0.826*** 

Dense 0.630*** 0.637*** 0.630*** 0.637*** 

***: p < 0.001 
 

Overall, features extracted by IC-MHSA can be better leveraged to recognize 

sensor locations against features extracted by benchmarks. The MHSA-based models 

generated informative features that resulted in accurate sensor location recognition 

performance (e.g., an accuracy score of 0.96 for IC-MHSA). This indicates that MHSA 

architecture comprehensively captures distinct sensor patterns and pattern correlations in 

the representation, including location-specific information. Consistent with the finding in 

Experiment 1, cross-axial dependency better captures location-specific motion patterns, 
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resulting in higher sensor location recognition performances within both MHSA-based and 

non-MHSA-based benchmark categories. 

5.6.3 Interpretability Demonstration: Sensor Contributions to ADLs 

Following extant attention-based health analytics studies (Table 5.3), we 

demonstrate the weights learned by the Attention on Data Source module to understand 

how A-ADLR framework attends to sensor sources for different ADLs. All attention 

weights 𝐴 of the 10-fold cross-validation test samples in Experiment 1 were collected, 

grouped, and averaged by the true activity label of the samples. Table 5.9 presents the 

average attention weights for each activity. For each activity, the highest attention weight 

is boldfaced. The lowest is highlighted in blue and all weights greater than 0.2 are in 

yellow. 

Table 5.9. Averaged Attention Weights for Each Activity in OPPO-BSN 
Weight 𝒂 Back Right Upper Arm Right Wrist Right Knee Hip 

Close Door 0.1878 0.2391 0.2501 0.1713 0.1517 

Open Door 0.1834 0.2493 0.2696 0.1657 0.1320 

Close Drawer 0.2043 0.2214 0.2314 0.1796 0.1634 

Open Drawer 0.2230 0.1832 0.2745 0.1702 0.1491 

Pick-up Cup 0.1890 0.2285 0.2496 0.1856 0.1473 

Put-down Cup 0.1880 0.2473 0.2546 0.1731 0.1369 

Walk 0.1734 0.1914 0.2331 0.2702 0.1319 

 
Several conclusions can be drawn from Table 5.9. First, the hip sensors contribute 

the least among all selected sensors for ADLR. This suggests that hip motions are similar 

and limited during different activities, indicating that the hip is the most stable torso 

location among the selected locations. Second, the knee and wrist sensors contribute the 

most to recognizing walking. This finding points out that walking patterns or gaits can be 

easily recognized with extremity movements. Third, ADLs that measure human-object 
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interactions (e.g., open/close doors) focus greatly on upper limb movements (e.g., upper 

arm, wrist). Since the A-ADLR model’s decision process characterized by these findings 

are not counterintuitive, practitioners are more likely to accept the A-ADLR’s results. 

These findings can help identify proxy wearable motion sensor patterns for object 

motions and support the source data selection for the transfer learning-based HID model in 

Essay III. They also help identify body locations that are sensitive to movement pattern 

changes and can record the most salient patterns for different ADLs. The A-ADLR 

framework can also be applied to complex body sensor networks that attach sensors to both 

sides of the body to understand individual or population differences (e.g., handedness, 

strength, steadiness) in performing ADLs (e.g., using toilet, preparing food, taking 

medications). These findings can help clinicians create motion profiles for different 

populations (e.g., gender groups, age groups, patients with different symptoms) to monitor 

health and disease progression. 

5.7 Conclusion and Future Directions 

The growing societal concern about our aging population’s well-being requires 

unobtrusive, affordable, and timely home care solutions. Motion sensor-based home 

monitoring systems have emerged to capture granular, high volume, high-resolution data 

with a low setup cost. Although current deep learning models for ADLR can automatically 

learn sensor data representations and achieve high recognition performance, the lack of 

interpretability prevents the end-users from understanding the underlying decision process 

to accept or reject predictions and recommendations made by the model. Attention 

mechanism has great potential for providing interpretability for deep learning-based 

ADLR. However, extant attention-based models are not directly applicable to sensor data.  
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In this study, we developed a novel attention-based deep learning framework for 

ADLR (A-ADLR). Within this framework, a novel Interaction CNN-based MultiHead Self 

Attention (IC-MHSA) module comprehensively extracts cross-axial patterns and their 

correlations from sensor data; a novel Attention on Data Source module estimates the likely 

ADLs and dynamically focuses on important data sources for ADLR; two interpretability 

constraints are designed to ensure model interpretability and effective model training. Two 

sets of evaluations were conducted on the Opportunity dataset to examine the A-ADLR 

framework’s ADLR performance. Our proposed A-ADLR framework not only enhances 

ADLR performance but also retains interpretable attention weights that can attribute 

different ADLs to the most relevant sensor sources. This approach is generalizable to 

mobile health research and other high-stake applications that require interpretability. 

There are several promising future directions for extending this work. First, mobile 

health applications can engage in multiple sensor modalities. The A-ADLR framework 

could potentially be applied to dynamically extract information from heterogeneous sensor 

sources with different modalities. Second, developing models that interpret raw sensor data 

or low-level sensor features can further improve the interpretability of the designed A-

ADLR framework. For example, generating images or videos to present extracted location-

specific features can help examine the validity of the source isolation constraint. Third, as 

suggested by Doshi-Velez and Kim (2017), model interpretability should ultimately be 

examined with application-grounded evaluations, where human and real-life tasks are both 

involved. Future IS researchers can conduct empirical studies (surveys or experiments) to 

examine the interpretability value of the designed A-ADLR framework for homecare 

stakeholders (e.g., clinicians, caregivers, senior citizens and their families).  
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6. CONCLUSION AND FUTURE DIRECTIONS 

The growing aging population has raised societal concerns on accessible, 

affordable, and effective care. Workforce shortages in the traditional home care industry 

have increased the need for mobile home care, an emerging solution enabled by 

Information Technology and sensing technology. Sensor-based activity monitoring 

systems are arguably one of the most promising technologies for enabling timely and 

customized care, and could therefore also become a critical component of smart home 

infrastructure for future smart living. 

This dissertation aimed to develop novel deep learning approaches for smart and 

unobtrusive mobile home care applications. Four essays have been presented in this 

dissertation focusing on the unobtrusive use of motion sensors in Activities of Daily Living 

(ADLs) monitoring. Each essay has distinct focuses and methodological groundings, and 

each of them advances our knowledge on how to conduct mobile analytics for healthcare 

applications. Contributions to practices and the IS knowledge base are summarized below 

for each essay. 

6.1. Contributions to Practices and to the IS Knowledge Base 

The first essay explores how smart home sensors (excluding cameras) can be used 

to recognize ADLs. A generalizable Activity State Representation was designed to fuse 

data from arbitrary sensor modality combinations and create temporally aligned activity 

snapshots. A Sequence-to-Sequence model was designed to capture the long-term 

dependencies from activity snapshots for recognizing ADLs. This exploratory study 

confirmed that without using privacy-unfriendly cameras, environment sensors and motion 

sensors can effectively capture and model home activities. This study also demonstrated 
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that deep learning models can be adapted for new data types with careful design. The 

system also serves as a step-by-step guide to other IS scholars who wish to leverage multi-

modal smart home sensors for other applications. 

We observed in the first study that human-object interaction is a major component 

of all ADLs excluding locomotion. This naturally motivated Essay II’s research question: 

“How can we extract activity semantics with a minimal, unobtrusive sensor setting?” 

Leveraging ADL hierarchy to decompose long and complex activities into shorter and 

simpler components such as gestures and the core human-object interactions enables our 

proposed hierarchical ADLR framework to maximize information collected from a 

minimal sensor setting. This hierarchical ADLR framework is an end-to-end deep learning 

solution to recognize activities at different granularity. The framework also provides 

interpretable intermediate output at different levels that can be leveraged by clinicians, 

caregivers, and system users for various health applications. A novel 2D interaction kernel 

for CNN was also designed in Essay II to capture salient cross-sensor-axial patterns from 

sensor data that represents human-object interaction. Evaluations on this IT artifact 

demonstrated its superiority against other kernels for sensor data. This 2D interaction 

kernel served as a building block for Essays III and IV’s applications, and can be used to 

process multi-channeled data similar to accelerations (e.g., EEG). 

In real-life scenarios, senior citizens prefer the less obtrusive object motion sensors 

for home monitoring. Human identification (HID) is the most critical task to be addressed 

to enable object motion sensor-based personalized care in a multi-resident environment. 

However, object motion sensors are susceptible to data scarcity, resulting in difficult HID. 

Essay III developed a deep transfer learning (DTL) framework that extracts and transfers 
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salient motion dynamics from a rich data source (i.e., wearable motion sensors) to the target 

data domain that suffers from data scarcity (i.e., object motion sensors). The proposed 

DTL-HID framework was rigorously evaluated against state-of-the-art HID benchmarks. 

The transfer learning design principle can be leveraged in other data driven research where 

data is scarce. The HID application also opened up other areas that our framework can 

extend to and be used in (e.g., deception detection). 

The value of interpretable ADLR modeling in Essay II motivated Essay IV’s 

research question, “How can we develop more interpretable deep learning frameworks for 

mobile home care analytics?” A novel attention-based ADLR framework (A-ADLR) was 

designed to estimate potential ADLs to recognize and dynamically guide the data source 

selection. Two customized constraints were considered to ensure model interpretability and 

effective model training. Rigorous evaluations against prevailing ADLR benchmarks and 

the demonstration of model interpretability validated that the A-ADLR framework 

achieved accurate ADLR while providing interpretable internal decision process (i.e., 

ADL-based data source selection). Healthcare professionals can gradually learn to trust 

such models by concurring or rejecting the interpreted model decisions. The framework 

design process also provides refences for IS scholars who wish to customize attention 

mechanism based on data characteristics.  

6.2. Future Research Directions 

This dissertation on mobile home care has three supporting pillars: healthcare as 

the problem domain, mobile technology as the hardware support, and deep learning as the 

core analytical tool. Each presents vast amount of opportunities that can spearhead new 

streams of research. 
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(1) Mobile Activity Assessment and Rehabilitation. Given our ability to model and 

monitor ADLs with motion sensors, the next steps are to assess the activity performance, 

monitor performance progression, and provide customized performance predictions. Novel, 

fine-grained motion features may be learned to detect gradual performance improvements 

or deteriorations. Physiological data can be integrated to provide references. This research 

stream will further enable customized care and remote rehabilitation, reducing health 

expenditure by providing precise prediction, consistent monitoring, and timely intervention. 

(2) Smart and Healthy Living. Using sensor-based home monitoring systems and 

other Internet-of-Things (IoT) devices (e.g., smart speaker, networked weighing scale) as 

building blocks (as shown in Essay I), home environments can generate a vast amount of 

behavior data to enable customized analytics. Detailed behavior data such as nutrition 

intake, activity level, social relationships, and mood can complement clinical medical data 

(e.g., EHR) to form a big, heterogeneous, health data repository for everyone. It is 

promising to explore how to construct an accurate digital health profile from heterogeneous 

health data to enable disease prevention, nutrition planning, activity planning, and other 

customized, intelligent, life quality-improving, smart living applications.  

(3) Interpretable Deep Learning for Mobile Health. As we pointed out in Essay 

IV, practitioners have more trust in systems that they can interpret, correct, and improve. 

Deep learning has demonstrated its unprecedented power in vast applications but has only 

been conservatively adopted by practitioners due to the non-transparent decision process. 

To this end, a key research direction is maximizing performance via fundamental deep 

learning operations while providing end-users with the ability to interpret models. 

Analytical tools such as model perturbation approaches (e.g., counterfactual analysis), 
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visualization techniques (e.g., image or video generation from sensor data), generalizable 

interpretability constraints, and transparent intrinsic models (e.g., attention) for mobile 

health should be developed and evaluated to increase deep learning’s usability, 

trustworthiness, and adoption. 
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