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RESEARCH REPORT

Crosslinguistic evidence for a strong statistical universal:
Phonological neutralization targets word-ends over beginnings

Andrew Wedel Adam Ussishkin Adam King

University of Arizona University of Arizona University of Arizona
We report a statistical test of a long-standing hypothesis in the literature: that phonological neu-

tralization rules are more common at the ends of lexical domains than the beginnings (Houlihan
1975 et seq.). We collected descriptive grammars for an areally and genetically diverse set of fifty
languages, identified all active phonological rules that target the edge of a lexical domain (root,
stem, word, phrase, or utterance), and further coded each rule for whether it was phonemically
neutralizing, that is, able to create surface homophony. We find that such neutralizing rules are
strongly, significantly less common at the beginnings of lexical domains relative to ends, and that
this pattern is strikingly consistent across all languages within the data set. We show that this pat-
tern is not an artifact of a tendency for syllable codas to be a target for phonological neutralization,
nor is it associated with a suffixing or prefixing preference. Consistent with previous accounts, we
argue that this pattern may ultimately be based in the greater average information content of
phonological categories early in the word, which itself is a consequence of incremental processing
in lexical access.*
Keywords: phonology, typology, neutralization, lexical processing

1. Introduction. Listeners identify words incrementally at the sublexical level,
continually updating hypotheses about the identity of the word as its phonetic signal un-
folds (Tyler 1984, Marslen-Wilson & Zwitserlood 1989, Allopenna et al. 1998, Dahan
et al. 2001, Fernald et al. 2001, Magnuson et al. 2007). If we conceptualize the ‘infor-
mation’ carried by each phonetic cue in terms of the change it introduces in the proba-
bilities of competing alternatives (Shannon 1949), then phonetic cues earlier in the
word on average contribute more information to lexical identification than phonetic
cues later in the word (e.g. van Son & Pols 2003, Magnuson et al. 2007). As an illustra-
tion, consider the English word contrast. Phonetic cues to the initial /k/, if perceived ac-
curately, provide information to the listener that help exclude the many words in the
English lexicon that begin with a segment other than /k/. Cues to the final /t/ contribute
considerably less information to lexical access, because the probability of the word con-
trast is already high given the context of the previous sequence [kɑntɹæs-] in the signal
(see van Son & Pols 2003 for discussion of the information content of phonetic cues in
lexical access). 

Correspondingly, language users have been shown to pay more attention to word-
initial information over information presented later in the word. Miller and Friedman
(1957) presented participants with written English sentences in which words contained
blank spaces in lieu of some letters and asked participants to guess the letters in varying
blank positions. Responses were most accurate when the blank positions were word-
medial, next most accurate when they were word-final, and least accurate when they
were word-initial. Bruner and O’Dowd (1958) presented participants with printed En-
glish words and asked them to identify them. The words were presented with two adja-
cent letters reversed: more identification errors occurred when the first two letters were
reversed than when the last two letters were reversed, and more errors occurred when
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the last two letters were reversed than when two medial letters were reversed. Based on
these results and their own work on the tip-of-the-tongue phenomenon, Brown and Mc-
Neill (1966) proposed that word beginnings are more informative than word endings,
and that word endings are more informative than the middle of words. This proposal
was tested by Nooteboom (1981), who showed that when presented with either initial or
final word fragments, Dutch listeners identified words considerably more accurately
based on exposure to initial fragments. 

A number of phonologists working in different traditions have argued that the distri-
bution of phonological rules in grammars should be shaped by the greater information
provided by early cues and listeners’ correspondingly greater attention to them. Houli-
han (1975) used these considerations in conjunction with a large survey of phonological
rules to argue that word-initial position should tend to host a greater number of contrasts
than word-final position, and that rules that neutralize contrasts should be limited to
word-final position. Likewise, Nooteboom’s (1981) findings of greater listener attention
to word beginnings led him to predict that ‘(1) in the initial position there will be a greater
variety of different phonemes and phoneme combinations than in word final position,
and (2) word initial phonemes will suffer less than word final phonemes from assimila-
tion and coarticulation rules’ (Nooteboom 1981:422; parallel arguments were made by
Houlihan and Iverson (1979) and Taft (1984)). Similarly, Hume (1998) predicted that
metathesis will be less prevalent at word beginnings in order to be less disruptive to word
recognition. In a subsequent study, Mielke and Hume (2001) surveyed fifty-four lan-
guages with synchronic metathesis processes and found that, as predicted, metathesis
was much more common at the end of words than at the beginnings. (Note that for these
authors, as well as for our purposes here, word-initial/final position can potentially refer
to any level of phonological structure, such as segment, syllable, foot, etc.)

Based in the same word-level processing asymmetries (e.g. Taft 1984 as cited in
Smith 2004), word-level phonological asymmetries were addressed in optimality
theory by Beckman (1997) and Smith (2004), primarily through a proposed expansion
of the inventory of position-specific constraints. Beckman argued that root-initial posi-
tion is privileged, based on the greater number of contrasts in this position in the vowel-
harmony system of Shona. Smith (2004) argued that ‘psycholinguistically strong’
positions, such as word-initial syllables, are under functional pressure to host more con-
trasts. These proposals make reference to the same sort of survey data used earlier by
Houlihan and colleagues (Houlihan 1975, Houlihan & Iverson 1979, Taft 1984). 

More recently, a broad range of corpus and experimental work has provided strong
evidence that phonetic cues that provide less information to the listener in lexical access
are more prone to reduction in usage and vice versa (e.g. Cohen Priva 2015, Seyfarth et
al. 2016, Wedel et al. 2018). Hall et al. (2016, 2018) have argued that this tendency for
speakers to preferentially reduce lower-information phonetic cues creates the effect of
an output-oriented filter on the evolution of phonologies, where rules that decrease in-
formation in the speech signal tend to evolve in positions that already convey less lexi-
cal information to listeners, such as word-ends and unstressed syllables.

1.1. The goal of this study. Despite all of this previous work to explain a pre-
sumed crosslinguistic asymmetry in edge-based contrast patterns, to our knowledge the
hypothesis that there exists such an asymmetry has not been rigorously tested using
modern statistical approaches. For example, the investigations reviewed above are
based on data that was obtained by searching the literature for aggregated descriptions
of particular phonological process types or positions. Houlihan (1975), for example,
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based her in-depth study on a large set of word-initial/final strengthening/weakening
rules collected from the literature (see also Houlihan & Iverson 1979, Taft 1984, Beck-
man 1997, Smith 2004). Here, our goal is to contribute to this area of research through
a more typologically and statistically well-controlled test of the hypothesis, achieved
through assembly and analysis of grammars for a large, typologically balanced set of
languages, where the choice to include a grammar in the data set is made prior to analy-
sis with respect to the hypothesis. We limit ourselves here to testing a single, conserva-
tively defined formulation of the proposed asymmetry: that phonemically neutralizing
rules (i.e. those that can potentially create surface homophony) are relatively more
likely to target the ends of lexical domains than the beginnings, as argued in Houlihan
1975. We chose this simple operationalization of the broader hypothesis described
above because it can be reliably addressed using information provided in descriptive
grammars of languages. 

The data set was assembled by collecting grammars for a genetically and areally di-
verse set of fifty languages. Within each grammar, we identified all phonological rules
that targeted either the beginning or end of a lexical domain, and then further coded
each rule for whether it was phonemically neutralizing. We tested the hypothesis that
neutralizing rules are more likely to target lexical-domain ends than beginnings, rela-
tive to the set of rules as a whole. We additionally tested whether any tendency for neu-
tralizing rules to preferentially target word-ends could be explained (i) through a bias
toward neutralization in syllable codas or (ii) through a suffixing bias in the languages
within the data set. 

2. Methods.
2.1. Assembling a data set. The process of assembling a coherent data set of

phonological rules from disparate source grammars requires many contingent decisions
at different levels (i.e. there are many ‘researcher degrees of freedom’; Simmons et al.
2011, Roettger 2019). To maximize the transparency of our process, in this section we
provide a detailed description of our heuristic for building the data set. 

We set a target of including rules from fifty descriptive grammars from a genetically
and areally diverse sample (see Figure 1 below and the supplemental materials, which
can be accessed at http://muse.jhu.edu/resolve/85). The goal of fifty grammars was es-
tablished shortly after the beginning of the project to avoid drift in our sample size in re-
sponse to analysis outcomes. We located grammars through the University of Arizona
library, initially by browsing in the physical stacks, and then increasingly by searching
the library website for dissertations available online with the word ‘grammar’ in their ti-
tles. We identified grammars for inclusion in the data set on the basis of a number of
soft criteria: we chose grammars that were based on work with native speakers, that
were primarily descriptive (that is, not undertaken in the overt service of testing a par-
ticular theory or claim), and that contained phonology sections describing at least two
rules that target a lexical-domain edge (see below). This latter restriction was included
because our research questions did not include testing whether languages are likely to
contain rules targeting an edge of a lexical domain per se, but rather whether such rules
are distributed unevenly over domain sides in relation to whether they are neutralizing
versus nonneutralizing. Only seven initially examined grammars that otherwise fit our
requirements were not included in the data set due to the absence of at least two rules
fitting these criteria. 

As we progressively included more grammars in the data set, we began to focus our
search within particular areas or language families, and on affix preference, in order to
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achieve a reasonable balance among these factors in the final data set (see below). All
choices of whether to include a grammar in the data set were finalized before undertak-
ing any analysis beyond that required to identify at least two rules of any sort targeting
the edge of a lexical domain. The median number of rules per language in the final data
set is five. 

2.2. Phonological rule inclusion criteria. We identified every phonological rule
in each grammar that included the edge of a lexical domain in its environmental specifi-
cation and that resulted in a surface phonological alternation. We did not include rules de-
scribing static morpheme-structure constraints, that is, patterns that are not apparent
through alternations. Because we are interested in rules that potentially neutralize lexical
contrasts, we defined ‘lexical domain’ to be any linguistic unit that includes a content
morpheme, such as a root, stem, word, phrase, or utterance. We did not include any rules
that solely apply to the edges of functional items such as affixes or grammatical mor-
phemes. Recall that the overarching hypothesis is that contrast-reducing rules tend not to
develop in domain-initial positions because those positions are most informative in lex-
ical access. Because functional items are in general highly predictable, we expect that
contrast-reducing rules will not be avoided for these morpheme types. 

We included rules that were operationally defined by the author of the grammar at the
syllable level if the only surface alternations resulting from the rule are at lexical-
domain edges as defined above. (Rules of this type in this data set are exclusively coda
restrictions, and inclusion of these rules did not affect our main conclusion; see results
below.) We included rules whose application is specific to major word classes, such as
noun or verb, but to keep the data set focused on broader phonological patterns that do
not also provide highly specific lexical or morphosyntactic information, we did not in-
clude rules that apply only to a narrow range of lexical items or only in specific mor-
phosyntactic contexts. As an example, we did not include processes associated with the
class 9/10 noun prefix /N-/ in Chichewa (Downing & Mtenje 2017) because these
processes are specific to this morpheme, rather than applying over the language as a
whole. Finally, if a grammar reported a number of patterns separately that overlapped
significantly in their structural descriptions or outputs, we conservatively chose to
record only a single representative rule in the final data set to avoid possible overcount-
ing. As an example, the grammar for Ayutla Mixe reports a complex pattern of vowel
fronting and/or raising before word-final /j/ (Romero-Méndez 2008). These patterns
cannot be straightforwardly described in a single rule, but they all share the same con-
ditioning environment and can potentially be seen as a unified chain-shift process, so
we recorded this set of Ayutla Mixe chain-shift rules in the data set as one summary
rule. We note that no sets of rules were collapsed in this way that were coded both (i) as
neutralizing and (ii) as targeting the beginning of a lexical domain. This is relevant be-
cause collapsing rules in this cell of the data could inadvertently introduce an anticon-
servative bias with respect to the tested hypothesis. 

Authors of grammars bring their own approaches, skills, and traditions to the com-
plex task of describing a phonological system. In the face of this diversity, we worked
to build an internally consistent data set through employing our best judgment about
how to understand each pattern as described (for another example of the complexities
of building a phonological-rule data set, see discussion in Brohan & Mielke 2018). If,
however, we were left with too much uncertainty about how to code a pattern, we erred
on the side of not including it in the data set. The final data set comprised 237 rules
from fifty languages distributed over thirty-seven top-level families and twenty-one



AUTOTYP areas (Bickel & Nichols 2017; see Fig. 1 and Table 1). Forty-four of the lan-
guages in the data set contained at least one neutralizing rule (see Fig. 3 below). 
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2.3. Analysis. We coded all phonological rules in the data set for the following
 properties. 

Domain side (beginning vs. end). We coded each rule for the side of a domain at
which application of the rule creates a surface representation different from the under-
lying representation. The majority of the rules we found (220/237) target a segment at
the edge of the surface representation, as in a word-final devoicing rule. A smaller num-
ber of rules (17/237) target an edge syllable, as in a rule that neutralizes a vowel-length
contrast in word-final closed syllables. Removal of the edge-syllable-targeted rules
from the data set does not alter the results (not shown).  
Rule type (neutralizing vs. nonneutralizing). We coded for whether a rule was po-

tentially neutralizing at a phonological level, that is, whether it could potentially create

Figure 1. Locations of the fifty languages in the data set. There are eight languages in the data set that are
exclusively prefixing (blue) and thirteen that are exclusively suffixing (yellow); 

the rest allow both prefixes and suffixes (red).

language rule

Beginning, a. Pashai [ʔ] epenthesized before word-initial vowel.

Nonneutralizing b. Khalkha Mongolian /ɡ/ surfaces as [q] word-initially before a back vowel.
c. Ayutla Mixe /w/ is optionally strengthened to [b] word-initially.

d. Central Yupik Continuants are devoiced in word-initial position.
Beginning, e. Yeri /ɰ/ is optionally deleted word-initially.

Neutralizing f. Turkmen /b, d, ɡ/ devoice after a voiceless homorganic stop; can 
occur across word boundaries.

g. Movima A copy of the previous vowel is epenthesized prepausally 
after [ʔ].

End, h. Southeastern /v/ is devoiced to [f ] word-finally.
Nonneutralizing Tepehuan

i. Japanese Word-final high vowels are devoiced when preceded by a 
voiceless consonant.

j. Gumuz Voiced stops devoice word-finally.
End, Neutralizing k. Bardi Vowels optionally delete word-finally.

l. Somali Word-final /m/ surfaces as [n].

Table 1. Representative examples of rules in the data set.



homophony in surface lexical forms based on the reported phonotactics of the language.
(We did not attempt to identify whether a neutralizing rule results in any actual sur-
face homophony in the language; see discussion.) For example, a rule optionally delet-
ing word-final vowels in Bardi is coded as a neutralizing rule because multiple possible
underlying forms could result in the same surface form (Table 1, k). Conversely, a rule
in Southeastern Tepehuan that devoices word-final /v/ to [f ] is coded as nonneutraliz-
ing, because /f/ does not exist as a phoneme in Southeastern Tepehuan, allowing [f ] to
be mapped by a listener uniquely back to underlying /v/ (Table 1, h). Of the 237 total
rules in the data set, 107 are coded as neutralizing. 

Note that this division of rules into ‘phonologically neutralizing’ and ‘nonneutraliz-
ing’ is a coarse way to bin the data relative to the overarching hypothesis, which is that
the set of factors influencing evolution of phonological patterns includes a bias toward
maintaining effective transmission of lexical information in usage (Wedel 2012, Hall et
al. 2016, 2018). For example, it is likely that some of the patterns described as phono-
logically neutralizing in our grammars are in fact incompletely neutralizing at a pho-
netic level, allowing the underlying contrasts to be recovered to some degree by
listeners (e.g. Warner et al. 2004). Conversely, many rules that we have coded as non-
neutralizing are likely to reduce the perceptibility of underlying contrasts; an example
would be word-final vowel devoicing. Nonetheless, the rules that are coded as phonem-
ically neutralizing should on the whole have a greater potential to reduce lexical-
contrast information in the phonetic signal relative to those coded as nonneutralizing.
See Table 1 for representative examples of rules in the data set coded as neutralizing
and nonneutralizing, and see the online supplemental materials for a complete list. 

Coda status (coda vs. noncoda). To allow us to ask whether an asymmetry in the dis-
tribution of rules at the beginnings versus the ends of words can be accounted for by an
asymmetry in the number and type of rules that involve syllable codas, we coded every
rule for whether it deletes a coda or modifies an underlying segment that surfaces as a
coda. As examples, coda-modifying rules under this scheme include final-consonant
deletion, final-consonant devoicing, or epenthesis of a final vowel, which converts what
would otherwise surface as a coda into an onset. Rules that are coded as not modifying
underlying segments that would otherwise surface as codas include, for example, a final-
vowel deletion rule, or a rule that epenthesizes a glottal stop before word-initial vowels. 
Affix preference (suffixing, prefixing, mixed). Morpheme contact provides a con-

text for phonological alternation. As expected given the well-known typological suffix-
ing preference (Greenberg 1957), we encountered more exclusively suffixing languages
than prefixing languages as we assembled the data set. To allow us to better assess
whether affixing preference could account for any edge asymmetry in rules, as we
neared the end of our collection of grammars we intentionally sought out and included
additional exclusively prefixing languages that otherwise fit our search criteria. The
final data set contains thirty-one rules from seven exclusively prefixing languages,
fifty-two rules from twelve exclusively suffixing languages, and 154 rules from thirty-
one languages with both prefixes and suffixes. For these ‘mixed’ languages, we further
coded them by their inflectional affixing bias as reported in the World atlas of language
structures (WALS; Dryer 2013). Among these mixed languages, the data set contains
sixty-nine rules from dominant suffixing languages, forty-five rules from dominant pre-
fixing languages, and forty rules from languages with no identified preference. There
were a small number of mixed prefixing/suffixing languages in our data set that were
not coded in WALS for inflectional affix preference. For these languages, we used our
best judgment based on the information provided in the grammar to assign them to a
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category; when in doubt we coded them as having no identified preference. Figure 1
above shows the areal distribution of languages by affix preference. 

3. Results. Figure 2 shows a graph of the number of rules in the data set targeting
the beginnings versus ends of lexical domains, divided further into those rules that are
coded as neutralizing versus nonneutralizing. An initial observation, which was not part
of our hypothesis under consideration, is that there are more rules overall that target the
ends of lexical domains than the beginnings. When we further compare rule types, how-
ever, we can see that in this data set the overall end-bias appears to be yet stronger for
rules coded as neutralizing. This is consistent with the hypothesis that neutralizing rules
are more likely than other rule types to be defined at the ends of lexical domains. This
tendency is robust as well within individual languages in the data set: of the forty-four
languages in the data set that have at least one neutralizing rule, forty-two have a
greater number of neutralizing rules at domain ends than at domain beginnings (see Fig.
3 and associated text below). 
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To explore this difference statistically, we used logistic mixed-effects regression to
analyze the distribution of rule types with respect to the side of the lexical domain to
which they apply. In our primary analysis, we ask whether the fixed factor Rule type
(neutralizing vs. nonneutralizing) significantly predicts the value of the dependent
measure, Domain side (beginning vs. end), and if so, if it is significant in the hypothe-
sized direction: neutralizing rules should be relatively more common at the ends of lex-
ical domains than beginnings, relative to nonneutralizing rules. We included Area as
coded in the AUTOTYP database (Bickel & Nichols 2017), language Family as coded
in Glottolog (Hammarström et al. 2018), and Language as random intercepts to address
lack of independence in the data inherent in these groupings (Jaeger et al. 2011; Lan-
guage is nested within Area and Family). We used treatment coding of the Rule type
factor, with nonneutralizing as the reference level. The choice of coding scheme does
not influence the overall behavior of the model. We chose this particular coding scheme
because it provides a more directly interpretable model output given the hypothesis we
are testing (Schad et al. 2018). The model output is shown in Table 2.

The fixed-effect intercept in the model represents the model’s prediction for the prob-
ability that a rule coded as nonneutralizing will target the end of a lexical domain. The
intercept is significantly positive (Table 2; p < 0.05), indicating that nonneutralizing
rules are significantly more likely to target the ends of lexical domains. The model esti-
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Figure 2. Distribution of nonneutralizing and neutralizing rules by lexical-domain sides.
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Figure 3a. Languages plotted by their number of beginning- versus end-targeting neutralizing rules. 
Points are jittered for better visualization.

fixed effects est SE z-value p-value
(intercept) 0.5258 0.2123 2.4766 < 0.0500 *
RuleType—neutralizing 2.3392 0.4659 5.0208 < 0.0001 *

random effects name variance SE
Language: Area (intercept) 7.338e-10 2.709e-05
Language: Family (intercept) 7.875e-09 8.874e-05
Family (intercept) 0.874e-05 0.874e-05
Area (intercept) 3.662e-02 1.913e-01

Table 2. Model summary predicting Domain side by Rule type for the full data set.
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mate for the fixed factor Rule type is itself significantly positive ( p < 0.0001), which in-
dicates that neutralizing rules are significantly even more likely to target the end of a
lexical domain, relative to nonneutralizing rules. The model indicates that within this
data set, a rule is nearly twice as likely to target the end of a lexical domain than the be-
ginning if it is nonneutralizing (0.63), but that it is about twenty times more likely to
target an end if it is neutralizing (0.95). These model odds are consistent with the visual
representation of the data in Fig. 2 above. 

The data is too sparse to allow us to include Rule type as a random slope on the ran-
dom intercept terms in order to control for possible asymmetries in the behavior of Rule
type across these groupings. However, we can see graphically that the end-bias in neu-
tralizing rules is highly consistent across all languages in the data set. Figure 3a shows
the number of neutralizing rules in each language, plotted by how many of the rules tar-
get the beginning versus the end of a lexical domain. Under the null hypothesis of no
end-bias, we would expect languages to be randomly distributed above and below the
diagonal line, which represents an equal number of neutralizing rules targeting each
side. Instead, we see that while most languages have one or more neutralizing rules tar-
geting a domain end, most languages have no neutralizing rules targeting a domain be-
ginning, and no language has more than one. In fact, only one of the fifty languages
falls above the line: the grammar for Stau reports a single neutralizing rule that option-
ally applies at the beginning of words produced in isolation. This shows that although
there could be random subgroupings of the data in which the end-bias is varyingly
strong, there is no plausible subgrouping at or above the level of Language in which
there could be a reversal of the bias, that is, a greater tendency for neutralizing rules to
target lexical-domain beginnings. Figure 3b shows the same data separately for each
AUTOTYP area. 



3.1. Could this just be about codas? Many of the neutralizing rules in this data
set target word-final coda consonants, for example, through devoicing, deletion, or de-
buccalization. Consonants in coda position have been argued to be typologically more
likely than onsets to be the target of phonological processes in general, and neutralizing
processes in particular (Itô 2018). To ask whether the end-bias for neutralization we
find in this data set can be accounted for through a preponderance of coda-modifying
rules, we created a binary factor coding rules for whether they delete or modify a sur-
face coda (see §2 above). Rules coded as ‘coda-modifying’ were exclusively found at
the ends of lexical domains; while one can imagine a rule that could modify a coda at
the beginning of a lexical domain—for example, by modifying the coda in the word-
initial syllable—no such rules are present in this data set. Of the 182 rules in the data set
that target the end of a lexical domain, 106 (58%) were coded as modifying syllable
codas. The remaining rules delete or modify syllable nuclei, or are epenthesis rules.

We use two strategies to ask whether the end-bias in neutralizing rules in this data set
can be accounted for by a greater tendency for codas to be the target of neutralizing
rules. In the first, we focus on the subset of rules targeting lexical-domain ends and ask
whether coda-modifying rules are more likely to be neutralizing than non-coda-modify-
ing rules—and find that they are not. In the second, we remove all coda-modifying rules
from the data set and ask whether the remaining rules still show a statistically signifi-
cant end-bias for neutralizing rules—and find that they do. 

Among the set of end-targeted rules, there are 106 coda-modifying rules and seventy-
six non-coda-modifying rules. Figure 4 illustrates that both non-coda-modifying and
coda-modifying rules are about equally likely to be neutralizing. A logistic regression
predicting Rule type with the fixed factor Coda (with levels ‘coda-modifying’ versus
‘non-coda-modifying’), with the same random-effects structure used above, shows no
significant predictive relationship between the two factors (p > 0.05; model output not
shown). This indicates that within this data set, there is no evidence that contrasts in
word-final codas are more likely to be neutralized than contrasts in word-final vowels.
This in turn indicates that the end-bias in neutralization in this data set cannot be ac-
counted for solely through coda-modifying rules. 

To ask whether the end-bias in neutralization for non-coda-modifying rules remains
statistically significant on its own, we removed all coda-modifying rules from the data
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Figure 3b. Languages plotted by their number of beginning- versus end-targeting neutralizing rules, divided
by AUTOTYP linguistic area. For this figure, the South and Central New Guinea areas were 

combined. Areas are ordered in the figure by approximate physical adjacency.
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set. Of the original 237 rules in the data set, 131 were retained; four languages were no
longer represented in the data set by virtue of only having rules that were coded as mod-
ifying codas. Figure 5 shows the distribution of these non-coda-modifying rules, broken
down by lexical-domain side and whether they are coded as neutralizing. In this re-
stricted data set, the nonneutralizing rules are no longer significantly more likely to be
defined at the ends of lexical domains (Table 3; p > 0.05), but the end-bias for neutral-
izing rules remains significant (p < 0.0001), and the model estimate for the probability
that a neutralizing rule will be defined at the end of a domain remains nearly the same
as in the full data set, at 0.91. In keeping with the finding above that coda-modifying
and non-coda-modifying rules are equally likely to be neutralizing, this shows that the
end-bias for neutralizing rules is similarly strong for both coda-modifying and non-
coda-modifying rules. In summary, within this data set a putative preference for neu-
tralization of codas cannot explain the overall end-bias in neutralizing rules. 
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Figure 5. Distribution of the subset of nonneutralizing and neutralizing rules that do not 
modify codas by lexical-domain sides.
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Figure 4. Proportions of non-coda-modifying and coda-modifying rules that are neutralizing.
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3.2. Affix preference. We asked whether the end-bias in neutralizing rules in this
data set could arise through a suffixing bias in the languages. Suffixation is more com-
mon typologically than prefixation (Greenberg 1957, Dryer 2013, among others). Be-



cause morpheme contact provides a context for phonological alternations, the suffixing
bias may indirectly result in a typological bias toward the development of phonological
patterns at the ends of roots and stems, rather than the beginnings. Although we have no
reason to think this would contribute to a particular end-bias for neutralizing rules as
opposed to other rule types, we explored two ways to test this possibility in this data set.
As we assembled the data set we intentionally sought out exclusively prefixing lan-
guages to provide a comparison to the exclusively suffixing languages that appeared in
the data set, and we also coded the many ‘mixed’ languages by their inflectional affix-
ing preference as coded in WALS (see above). In Figure 6, we show the distribution of
neutralizing rules at beginnings versus ends of lexical domains for prefixing, mixed,
and suffixing languages. For all divisions of the data, there is a visual trend toward a
greater number of neutralizing rules at the ends of lexical domains. If it were the case
that neutralization in lexical-domain edges is simply more likely at a stem-affix bound-
ary (and therefore the end-bias in this data set is an artifact of more prevalent suffixing
in the languages), we would expect to find a reversal in this pattern in exclusively pre-
fixing languages in the form of a bias toward having more neutralizing rules at the be-
ginnings of lexical domains. This is not the case.
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We statistically explored the explanatory value of affix preference by including a fixed
factor Affixation type as an ordered factor with the three levels ‘exclusively prefixing’,
‘mixed’, ‘exclusively suffixing’ in the basic model given above, either alone or in inter-
action with Rule type. This factor did not contribute significantly in either case to model
fit using chi-squared log-likelihood tests (p > 0.05), indicating that this particular divi-
sion of languages does not help the model predict the domain side that a rule targets. 

fixed effects est SE z-value p-value
(intercept) −0.3119 0.2709 −1.151 > 0.0500
RuleType—neutralizing 2.5010 0.5482 4.562 < 0.0001 *

random effects name variance SD
Language: Area (intercept) 1.004e-50 3.169e-03
Language: Family (intercept) 4.429e-06 2.105e-03
Family (intercept) 1.656e-05 4.070e-03
Area (intercept) 2.455e-01 4.955e-01

Table 3. Model summary predicting Domain side by Rule type for the 
data set without coda-modifying rules.
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Figure 6. End-bias in neutralizing rules by affixation preference.



As an alternative way to code the data that divides the set of rules into two approxi-
mately equal groups, we used the WALS coding for inflectional affix bias to divide the
data set into those languages that are suffixing-dominant versus those that are not. We
constructed a two-level factor Affixation preference, where the level ‘suffixing’ com-
bines the exclusively suffixing languages with the inflectionally suffixing-dominant
languages (121 rules in total), while the level ‘nonsuffixing’ combines the exclusively
prefixing languages, the inflectionally prefixing-dominant languages, and the lan-
guages in the data set coded as having no inflectional affix preference (116 rules in
total). The Affixation preference factor was not significant alone or in interaction with
Rule type, and it did not contribute significantly to model fit as assessed by chi-squared
log-likelihood tests (p > 0.05). The consistency of the end-bias in rules suggests that the
observed end-bias in neutralizing rules does not arise through asymmetries in affixation
preferences in the data set. 

3.3. Edge asymmetries in phonetic biases. As discussed in §1 above, the broader
causal hypothesis motivating this study is based in evidence that speakers tend to pre-
serve phonetic cues that provide more information in lexical access, while tolerating re-
duction of lower-information phonetic cues. Over diachronic time, this asymmetry
should result in an output-oriented filter inhibiting the development of contrast-neutral-
izing rules at word beginnings, where cue information tends to be higher (Hall et al.
2016, 2018). But even if this hypothesis is borne out, there remain many other influ-
ences on the evolution of phonological rules. For example, word beginnings and ends
are not subject to precisely the same distribution of articulatory or perceptual biases, so
we expect the distribution of phonological rule types by word edge to differ just on that
basis. For example, Blevins (2006) argues that a constellation of factors promotes the
perception of devoicing at the ends of phrases, which can be phonologized as word-
final devoicing. As expected on this basis, within this data set devoicing patterns are
more common at the ends of lexical domains than at the beginnings (see Fig. 7 below). 

Given that there are asymmetries in phonetic biases at beginnings versus ends of
words, an edge asymmetry in the prevalence of neutralizing rules could theoretically
arise if phonetic biases that preferentially apply to word-ends just happen to be more
likely to promote the development of contrast-neutralizing rules. Under this hypothesis,
the observed end-bias for neutralization across the diverse languages in this data set
could be fully accounted for through a universal property of some phonetic bias(es), in-
stead of arising at least partially through a universal property of lexical processing that
creates an information asymmetry across lexical domains. A thorough investigation of
this hypothesis is not possible within this data set. However, we can approach the ques-
tion by noting that if the end-bias were fully accounted for through an asymmetry in the
distribution of particular phonetic biases, the end-bias in neutralization would likely it-
self be concentrated in particular phonological-rule categories. Instead, we find that the
end-bias for neutralization is consistent across diverse processes and targets within this
data set. For example, we showed above that while word-final coda consonants are
common targets for neutralization through processes like devoicing and debuccaliza-
tion, the end-bias for neutralization remains strong when coda-modifying rules are re-
moved from the data set (Fig. 5). In this section, we further divide the data set into
rough categories based on different phonological processes (see Brohan & Mielke 2018
for relevant discussion).

Common general categories of rules in this data set include consonant and vowel de-
voicing, segment deletions, place/voice/nasal assimilations, nonassimilatory changes in
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manner, and a range of other nonassimilatory changes in nasality, vowel/consonant
place, laryngeal features, or length. Rules in all of these categories appear at both lexi-
cal-domain beginnings and ends in this data set. Figure 7 shows the number of rules of
these types at lexical-domain beginnings versus ends, along with the proportion that are
neutralizing. As we expect, some rule types are more common at one edge or the other,
but within all of these rule types, both the absolute and relative probability of neutral-
ization tends to be higher at domain ends than beginnings. 
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As a further check that the overall edge-bias in the data is not being driven by a nar-
row range of rule types, we removed from the data set all of the rules from three common
types—deletion, devoicing, and epenthesis—and retested for an end-bias in neutraliza-
tion. We find that the end-bias for neutralization remains significant ( p < 0.01; model
output not shown), despite the fact that the remaining rules comprise a diverse set of
processes and targets. The consistency of the end-bias in neutralization across disparate
rule types is expected if it arises through a general processing bias that can affect the dia -
chronic development of any phonological rule, but is more surprising if it is driven by
particular phonetic biases acting at word-ends. As a parallel example, Futrell, Mahowald,
and Gibson (2015) found support for a proposed universal processing bias toward 
minimizing phrasal dependency lengths on the basis of finding a consistent pattern of 
dependency-length minimization across a large, syntactically diverse set of languages. 

4. Discussion. We tested a specific prediction based in the broad hypothesis that
phonological grammars are less likely to evolve contrast-reducing rules near the begin-
nings of lexical domains, where phonetic cues tend to be more informative in lexical ac-
cess (Houlihan 1975, reviewed in Hall et al. 2016). Using a data set of 237 phonological
rules from an areally and genetically diverse set of fifty languages, we found that phone-
mically neutralizing rules are in fact significantly less likely to be defined on the begin-
nings of lexical domains than the ends, which is consistent with this broad hypothesis. 

The kind of typological data we employed for this study comes with important caveats.
Although we included controls for nonindependence in data points based in genetic and
areal relationships, there are other potentially biasing factors in the data that are not cur-
rently possible to control, such as the fact that most authors of these grammars are native
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speakers of a western European language and trained in the same modern linguistic tra-
dition. Further, creating a coherent data set from disparate grammars requires many in-
terdependent decisions about how to map descriptions in grammars into consistent
categories for analysis, which introduces considerable ‘researcher degrees of freedom’
(Simmons et al. 2011). As a result, if another set of phonologists carried out the same task
using the same fifty grammars, they would be likely to produce a slightly different data
set. As described in the methods section (§2) above, our operational response to this issue
of potential variation in coding strategies was to systematically bias our coding decisions
to be more conservative with respect to the tested hypothesis. 

While it is important to keep these caveats in mind, the end-bias for neutralizing rules
that we find in this data is sufficiently robust that we are confident that it is unlikely to
arise through error, for example, from our particular strategy in building the data set,
from a systematic bias on the part of field linguists, or from sampling error within the set
of available grammars for languages in the world. This end-bias is consistent in all tested
language families, in all tested linguistic areas, across a wide range of phonological rule
types, and within virtually all languages (Fig. 3a,b, Fig. 7). The linguistic variation in the
data set ranges across languages with a variety of word-formation strategies, such as iso-
lation, agglutination, or polysynthesis, and across languages that are exclusively suffix-
ing, prefixing, or of mixed type. Although the size of this data set does not provide the
statistical power to test the significance of the end-bias pattern within all of these possi-
ble linguistic subgroupings, its apparent consistency across the great variety of languages
within this data set remains striking.

How does this end-bias arise? A large of body of variationist research into the causes
and pathways of sound change suggests that consistent, synchronic asymmetries in the
fine-grained details of usage can potentially provide the seeds for parallel, diachronic
changes in grammar (for recent work in this area see e.g. Beddor et al. 2018, Petre & Van
de Velde 2018). A synchronic asymmetry that may underlie our findings here is based in
evidence that speakers tend to hyperarticulate lexically informative phonetic cues, while
conversely reducing less lexically informative cues (reviewed in Hall et al. 2016, 2018).
For example, Wedel, Nelson, and Sharp (2018) show that within the Buckeye corpus of
conversational English speakers hyperarticulate cues to word-initial stops and to initial-
syllable vowel place if those cues distinguish the target word from a minimal-pair com-
petitor (e.g. pat ~ bat, meet ~ mitt). Using the same corpus, Cohen Priva (2015) showed
that the probability that particular consonants would be deleted in word-final position
was inversely related to each consonant’s informativity, that is, the average amount of
lexically disambiguating information it contributes in word-final position. 

Because listeners process speech incrementally, developing hypotheses progressively
about the intended word as the signal unfolds, phonetic cues early in the word provide on
average more disambiguating information than cues late in the word (van Son & Pols
2003, Magnuson et al. 2007). Putting this together, the lower average information late in
the word should promote, on average, greater phonetic reduction and ambiguity in usage
word-finally than word-initially. Given a systematic bias toward domain-final reduction,
contrast-reducing phonological rules should be more likely to evolve in lexical-domain-
final positions than in lexical-domain-initial positions (see e.g. Ohala 1989, Blevins
2004, Beddor et al. 2018 for a sample of the range of discussions of the role of synchronic
variation in the diachronic development of phonological patterns).

In cognition, the progressive incorporation of perceptual cues to update hypotheses is
not limited to language processing (see e.g. Henderson 2017 and references therein for
reviews of work on cue integration in visual processing). Likewise, it is plausible that
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incremental processing of cues in the communication channel is a common feature of
lexical access in all human languages. In any language, then, a given phonetic cue-type
will tend to carry more information when it appears domain-initially than domain-
finally. Taken together with the data we have presented here, we predict on this basis
that the lexical-domain end-bias in contrast-reducing phonological rules is likely to be a
‘strong statistical universal’, that is, a property that is widely and robustly shared across
the entire range of human languages (Dryer 1998; see Futrell et al. 2015 for a parallel
example in sentence processing). Correspondingly, the proposed causal link between
incremental processing and an end-bias in contrast-reducing rules provides predictions
about what conditions could lead to exceptions to this pattern. In particular, this model
predicts that exceptions are likely to be associated with uncommon informational con-
texts: for example, an initial neutralization pattern might be more likely to develop if
the targeted cues in word-initial position consistently provide little disambiguating in-
formation in lexical access (see below).

4.1. Further directions. An unexpected finding was that significantly more rules
overall target the ends of lexical domains. One potential simple explanation is that the
set of rules we categorized as ‘nonneutralizing’ still contains many rules that reduce
phonetic cue perceptibility, such as word-final sonorant devoicing. If, as described
above, the ultimate source of the end-bias is a tendency in usage to reduce those cues
that provide less information in lexical access, we expect rules that have the effect of
perceptually reducing low-information cues will also be end-biased even if they do not
result in full neutralization. However, in the absence of language-specific articulatory
and perceptual data, we cannot predict with great confidence which nonneutralizing
rules in fact reduce phonetic-cue perceptibility for a listener in a particular language.
Nonetheless, as an informal step to ask if this interpretation may be on the right track,
we coded rules within the ‘nonneutralizing’ subset as ‘phonetically reducing’ if they re-
duce a cue to phoneme identity that we expect to be otherwise highly perceptible.
Specifically, we operationally defined ‘phonetically reducing’ for this task as any rule
that devoiced a sonorant or lenited a stop through debuccalization, spirantization, or
nonrelease. Twenty-four nonneutralizing rules fit this criterion; six of those rules were
defined on the beginning of a lexical domain, while eighteen were defined on an end.
When we transferred these rules from the ‘nonneutralizing’ to the ‘neutralizing’ cate-
gory and retested for a correlation with domain side, we found that the association of
nonneutralizing rules with the end of lexical domains was strongly reduced, although
still significant (p = 0.03). This shift is at minimum consistent with the hypothesis that
contrast-reducing rules are relatively more likely to develop late in lexical domains—
and conversely, that rules which do not influence perceptibility of contrasts may not be
asymmetrically associated with lexical-domain sides. An adequate test of this hypothe-
sis will require more detailed, phonetically grounded data. 

Phonologists have argued that in addition to an asymmetry in active neutralization pat-
terns across the word, static patterns also reveal a greater range of phonemic contrasts
early in the word (e.g. Houlihan 1975, Beckman 1997, Hall et al. 2016). This appeared
to be borne out within the set of grammars in this data set: we noted many descriptions
in which particular contrasts were reported to appear only root- or word-initially, or
within the first syllable. However, because many of the grammars in our data set did not
directly address the distribution of contrasts across the word, we concluded that this par-
ticular collection of grammars is not well suited for a formal test of this related hypothe-
sis. Recall that to ensure that our data set contained information relevant to our question,
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we employed a criterion that a grammar must have at least two rules defined on a lexical-
domain side. Similarly, a data set designed to test the hypothesis that static contrast pat-
terns favor word-initial positions could be generated using the criterion that an included
grammar must mention at least one positional-contrast asymmetry. 

We identified several word-initial neutralization patterns in our sample of grammars
that did not fit our inclusion criteria because they were limited to particular morphosyn-
tactic contexts, rather than being phonologically general (as in the Chichewa example
referenced in §2.2 above). Initial consonant mutation in Celtic is a generally familiar
example of this sort, in which a potentially neutralizing change occurs only in particu-
lar syntactic contexts (Ball & Muller 2012). This leads us to ask whether word-initial
neutralization patterns may be more likely to develop (or be retained over time) if the
pattern itself conveys disambiguating information at a different structural level, such 
as that of morphosyntax. This hypothesis could be tested using the same grammar-
sampling strategy we have employed here—although the fact that there were not many
patterns of this sort in our sample of fifty languages suggests that a more intensive
search of grammars would be necessary to achieve sufficient statistical power. 

We noted above that we coded rules as ‘neutralizing’ if they could create surface ho-
mophony given the phonotactics of the language—but that we did not ask whether the
rule created any actual homophony. Just as a phonological system may evolve in ways
that support lexical-contrast relationships in the existing lexicon (e.g. Blevins & Wedel
2009, Wedel et al. 2013, this work), the lexicon may also evolve in response to existing
contrast relationships within the phonological system (Graff 2012). This allows us to
generate the following set of hypotheses: (i) if a neutralizing rule exists in a grammar,
the lexicon will have fewer minimal pairs rendered homophonous by application of the
rule than would be expected given the phonotactics of the language; (ii) this tendency
should be stronger for word-initial neutralization rules than for word-final neutraliza-
tion rules. As an example, the native vocabulary of Welsh is reported to have very few
word pairs that are rendered homophonous by initial-consonant mutation, although
some of the consonant mutation patterns in Welsh are phonologically neutralizing
(Roberts 2009). It would be interesting to ask more generally whether the lexicons in
languages with morphosyntactically informative initial-neutralization patterns (e.g.
Celtic and Chichewa) appear to be significantly structured to avoid lexical homophony
from application of those initial-neutralization rules. 

5. Conclusion. Most phonologists already have an informal intuition that word-final
contrasts are more apt to be neutralized than word-initial contrasts. Given the striking and
consistent preference for word-final neutralization patterns across the diverse languages
in this data set, it is not hard to see how this sense would arise just from the sample of
grammatical patterns a linguist gains through experience (see e.g. Fig. 3a,b, Fig. 4). Since
a central task of modern phonology is to explain crosslinguistic markedness patterns, we
might then ask why such a clear pattern has not been a more intensive subject of study,
especially after the strong contributions to this area made in the 1970s and 1980s (Houli-
han 1975, Houlihan & Iverson 1979, Taft 1984) and subsequent work in the late 1990s
and early 2000s (Beckman 1997, Hume 1998, Mielke & Hume 2001, Smith 2004). Part
of the explanation may lie in the fact that dominant phonological theories of the time gen-
erated explanation through the interaction of innate synchronic mechanisms, and these
mechanisms do not by themselves provide straightforward ways to integrate a usage-
level effect of lexical processing over diachronic time into a theoretical account for a syn-
chronic pattern. More recent approaches to explanation in phonology do specifically
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integrate interactions between synchronic and diachronic pathways, via models for how
usage-level variation is shaped by production and perception biases, which in turn serves
as input for grammaticalization over time (see e.g. Ohala 1989, Blevins 2004, Winter &
Wedel 2016, Sóskuthy & Hay 2017; reviewed in Hall et al. 2016). The increasing avail-
ability and amounts of new data types, coupled with greater sophistication of analysis
techniques (Bickel 2007), should allow these evolutionary models to be tested in in-
creasingly complex ways in coming years. In particular, statistical analyses of large, di-
verse data sets can more rigorously test prior hypotheses (e.g. this study, Everett 2018),
as well as reveal new patterns. As more statistical studies of the sort presented here are
carried out, we anticipate that more patterns of this type may be discovered or confirmed. 
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