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ABSTRACT 

Background and Significance: Classifying whether concepts in unstructured clinical text are negated is an 

important unsolved task. New domain adaptation and transfer learning methods can potentially address this 

issue. 

Objective: We examine neural unsupervised domain adaptation methods, introducing a novel combination of 

domain adaptation with transformer-based transfer learning methods, to improve negation detection. We also 

want to better understand the interaction between the widely-used BERT system and domain adaptation 

methods. 

Materials and Methods: We use four clinical text datasets that are annotated with negation status. We 

evaluate a neural unsupervised domain adaptation algorithm, and BERT, a transformer-based model that is 

pre-trained on massive general text datasets. We develop an extension to BERT that uses domain adversarial 

training, a neural domain adaptation method that adds an objective to the negation task, that the classifier 

should not be able to distinguish between instances from two different domains. 

Results: The domain adaptation methods we describe show positive results, but on average the best 

performance is obtained by plain BERT. We provide evidence that the gains from BERT are likely not additive 

with the gains from domain adaptation. 

Discussion: Our results suggest that, at least for the task of clinical negation detection, BERT subsumes 

domain adaptation, implying that BERT is already learning very general representations of negation 

phenomena, such that fine-tuning even on a specific corpus does not lead to much overfitting. 

Conclusion: Despite being trained on non-clinical text, the large training sets of models like BERT lead to 

large gains in performance for the clinical negation detection task.  



Background and Significance 

One of the core tasks of clinical natural language processing is concept extraction and normalization,[1–3] 

which involves mapping words and phrases in unstructured health texts to concepts in terminologies. However, 

these concepts can carry a variety of “assertion statuses” that affect the meaning; they can be negated, hedged, 

generic, family-related, or conditional, depending on the context in which they are mentioned. Of these 

assertion statuses, negation is the most common, and it is crucially important because it essentially has the 

opposite meaning as a non-negated concept.  

The negation extraction problem has been studied extensively in the clinical informatics literature,[4–

8] with some solutions claiming quite high performance, to the extent that it may have been considered a 

solved problem. However, recent work has shown that, while existing methods perform well within any given 

dataset, performance suffers significantly in the cross-domain setting, going from an average of 86.9 F1 in-

domain to 74.0 in the cross-domain setting. [9] In that paper, Wu et al. explore a few possible explanations in 

depth for domain differences, including size of the corpus, length of named entities, and what types of entities 

are annotated, and only the difference in entity length seems to be important. That work also showed great 

improvements from supervised domain adaptation, where small amounts of labeled training data from the 

target domain are used to update the classifier trained on the source domain. More recent work has looked at 

the possibility of applying unsupervised domain adaptation (UDA), where only unlabeled target data is used to 

update the classifier, and showed that 25% of the cross-domain losses could be reclaimed with existing UDA 

methods.[10] This represents an attempt to move in a more realistic direction, as obtaining labeled concept 

negation data at all the sites that want to run concept extraction systems is probably unrealistic. However, the 

most recent advances in neural domain adaptation and transfer learning have not yet been applied to the 

negation extraction problem. 

Recent basic research in domain adaptation methods has focused largely on neural network-based 

models that learn domain-invariant feature representations. A model called structural correspondence learning 

(SCL),[11,12] which creates new features based on the weights of  linear classifiers that predict feature values 

given other features, has been updated for the neural era. In neural SCL, a multi-layer perceptron is used to 

predict feature values from other features. These approaches have been successful,[13,14] but still use 



traditional feature engineering approaches to define the feature space, and like the original SCL method, they 

require the practitioner to decide which part of the feature space is the predictors and which should be 

predicted. Another strain of neural domain adaptation works directly on word inputs, passed through an 

embedding layer.[15,16] One of the most successful approaches along these lines is the domain adversarial 

neural network (DANN).[15] The DANN model is an attempt to implement ideas from domain adaptation 

theory[17] that say that classifier performance in the target domain will degrade proportionally to how easily 

the source and target domain are distinguished given the feature set. Based on this theoretical result, the 

DANN model explicitly trains a neural network that can predict the label of interest (e.g., whether a concept is 

negated or not), but that is not able to tell apart the two domains from the feature set. The goal is that the 

earlier stage of the network should learn to map domain-specific cues to similar variables in the final layer’s 

representation, while learning to discard domain-specific noise. The way this is implemented is that the 

network is given data from both source and target domain, and for each instance has to predict both the task 

label (negation status) and the domain that it came from. The loss function combines the loss incurred from the 

prediction of the task label (negation) and the prediction of the domain that a given instance came from. Since 

the goal is to not be able to tell domains apart, a gradient reversal layer is inserted between the learned 

representation layer and the domain prediction (while the task prediction uses the learned representation layer 

directly). During the forward pass, the gradient reversal layer simply passes its input forward. However, during 

the backwards pass, this layer multiplies the gradients computed by back-propagation by -1, so that the updates 

to weights in earlier layers move the weights in a direction that makes it more difficult to tell the domains 

apart. During training, source instances are passed in with their gold label and a domain label, while target 

instances only have a domain label. 

Meanwhile, a parallel track of research is based on transfer learning.[18–21] In this approach, very 

large models are first pre-trained on general tasks like language modeling on massive datasets. The idea is that 

pre-training on diverse massive datasets teaches the network something general about language. Then, during a 

fine-tuning stage, a final classifier is trained on a specific supervised task of interest, and typically the weights 

throughout the network are updated as well. These models have obtained state of the art performance on 

multiple NLP benchmarks, often by large margins. Recent work has adapted one of these models, BERT 



(Bidirectional encoder representations from transformers), to the clinical domain. This is done by starting from 

downloadable checkpoints, continuing the pre-training on MIMIC III[22] for several steps, then continuing on 

to the fine-tuning stage.[23–25] 

The combination of transfer learning and domain adaptation is not yet well-studied. In the only recent 

relevant work we are aware of, [26] the BERT model was adapted in a sequence labeling task by using the pre-

training tasks (masked language modeling) in the target domain. While interesting, the task of part-of-speech 

tagging and the domains (early modern English and tweets) are very different than those that we address in this 

work. The work we describe here is thus at the forefront of this important research direction. 

Objective 

The objective of this work is to apply and extend the latest advances in neural domain adaptation and transfer 

learning to the important task of clinical concept negation extraction. The questions this work explores are 1) 

Whether neural UDA methods improve on existing UDA methods; 2) How models like BERT, trained on 

massive datasets, perform on cross-domain negation extraction task; 3) How to perform model selection in a 

domain adaptation setting; and 4) The degree to which models like BERT still overfit on source datasets, and 

whether domain adaptation techniques can be applied on top of BERT. 

Materials and Methods 

Datasets 

We use the same four corpora of clinical notes with negation annotation as Miller[10]: 2010 i2b2/VA 

NLP Challenge Corpus [i2b2][1], the Multi-source Integrated Platform for Answering Clinical Questions 

corpus [MiPACQ][27], SHARP Seed [Seed], and SHARP Stratified [Strat]. The i2b2 dataset contains de-

identified notes from Beth Israel Deaconess Medical Center, Partners HealthCare, and University of Pittsburgh 

Medical Center, mostly discharge summaries. MiPACQ was developed for a question answering system, but is 

annotated for concept assertion status. MiPACQ contains Mayo Clinic notes from patients with colon cancer, 

articles from a now-defunct online medical encyclopedia (Medpedia), and clinical questions collected by the 

National Library of Medicine (http://clinques.nlm.nih.gov). The Seed corpus contains notes from patients with 

pulmonary arterial disease at Mayo Clinic, and patients with breast cancer at Seattle Group Health. The Strat 

corpus contains notes from patients at Mayo Clinic, spread across a variety of specialties and note types, in an 



attempt to make the dataset as diverse and general as possible. All of these corpora are de-identified, and this 

work was therefore approved by the Institutional Review Board at Boston Children’s Hospital, as “not human 

subjects research.” 

We first examine differences in our datasets for two negation-related variables, cue word distribution 

and distribution of entity lists. For the first, we take five common negation cue terms from the Negex 

system[4] (no, not, denies, without, and negative for) and query their frequency in all four datasets. Figure 1a 

shows the distribution of these cue terms. Even among these common terms, there is substantial variation, for 

example, denies barely occurs in Seed, while occurring more often in all three other datasets. Terms with lower 

frequency are likely to be even more problematic. We also examined the occurrences of entities in lists across 

different corpora. Because lists are notoriously difficult for NLP systems to parse, differences in this type of 

negated entity may be a cause of differing performance. We used simple patterns to test whether an entity was 

part of a list, including whether it was followed or preceded by commas or coordination terms. Figure 1b 

shows that the distribution of entities in lists varies from 10% (Strat) to 34% (i2b2 and Seed). This means that 

datasets trained on i2b2 and Seed will have many more examples of lists to learn from, perhaps making 

learning systems better able to handle these difficult instances. 

[Figure 1 here] 

Domain Adaptation Methods 

The first domain adaptation algorithm we apply is a neural version of structural correspondence 

learning (NSCL).[14] This method builds on the work of Ziser and Reichart,[13] who first extended SCL. 

Their method replaces a set of linear classifiers with a single multi-layer perceptron with multiple sigmoid 

outputs. As in traditional SCL, the first step is defining “pivot features” for the task, which in this case is done 

by using mutual information feature selection between features and labels in the source domain. They then 

train their neural network to learn feature correspondences, by passing in both source and target data without 

labels, and predicting the value of all pivot features in an instance, given the values of all the remaining 

features. The hidden layer of this network is then treated as a feature extractor for training on the source data 

with the labels for the task of interest. In Miller’s extension,[14] this method was extended by doing the task 



and feature correspondence learning jointly, so that the feature extractor is optimized for both the task and for 

pivot feature prediction. In this work we apply it for the first time to clinical NLP tasks. 

Recently, pre-trained general-purposed language encoders such as ELMo,[21] GPT,[28] GPT2,[29] 

BERT,[20] and XLNet[30] have been trained on vast amounts of unlabeled text and have brought significant 

performance gains for many individual tasks. Yet, the cross-domain performance of these models hasn’t been 

fully examined. Picking the most representative encoder, BERT, we aim to study its cross-domain negation 

detection performance in the fine-tuning setting. BERT takes a word sequence of certain length as its input. In 

order to mark the position of the entities being classified for negation, we use a pair of non-word tags, “es” and 

“ee”, to signify the starting and ending of an entity in an input sequence (as shown in Figure 2). 

[Figure 2 here] 

Figure 2: Architecture that integrates domain adversarial training into a BERT-based classifier. 

We also investigate using a domain adversarial neural network on top of BERT (see Figure 2). 

Training instances from both source and target domains are fed into BERT and get their encoded 

representation at the top CLS token.  The CLS token vector is then used for predicting two binary outputs: the 

label (negation 1/-1), and the domain that a given instance came from (source/target). A gradient reversal 

layer is applied to the domain prediction for domain adversarial back propagation. This layer acts as a pass-

through layer during the forward pass of neural-network training: it simply copies its input forward. During 

backpropagation, it passes gradients backwards after multiplying them by -1, so that the weights in the earlier, 

representation-learning layers in the network will move in a direction that makes it harder for them to 

memorize the domain. 

The primary difference between NSCL and BERT+DANN is that the former operates over traditional 

feature representations, and the latter operates directly over the tokens in a sentence. They are similar in that 

they both propose to learn representations that are domain-independent while being predictive. NSCL learns to 

model the structure of the feature space by jointly learning to predict the task label while trying to predict one 

subset of features from the remaining features. Since the feature prediction task can be applied to both source 

and target data, the representation learned for that task should avoid overfitting to one domain. The 



representation also needs to be useful for the primary task, so the network should learn to combine features in a 

way that obscures which corpus they came from.  

Experimental Protocol 

The standard domain adaptation task setup is to treat one of the corpora as the source domain, train the 

model on the source, and then evaluate on another corpus, simulating a target domain. Each corpus has 

standard splits into train, development, and test sets, but when a corpus is the target we evaluate on its train 

split, as the larger size increases the stability of the estimate. For training UDA models in the domain-

adversarial setting, we use input from both the source and target training splits, to enable domain-adversarial 

training, but we hide the negation labels for the target instances, so that during training the network only sees 

supervision from the source training data. Inputs are then fed in alternating batches of source and target data, 

so that the network is continually updating weights for both the task and domain classifiers. The source domain 

development set is used for tuning model hyperparameters and model selection. 

In the first experiment, we explore model selection for the UDA system. This experiment is intended 

to help us choose the best models to evaluate in the main experiment. We use the Seed/Strat pair as a 

“development pair” to experiment with different model selection methods, and used the best settings from that 

pair on other pairs, to avoid unrealistic tuning on each target dataset. We record performance across a grid 

search of hyperparameters (learning rate, training epochs, and domain-loss weight for UDA models) for the 

source development set and the target train set.  

 In the next experiment, we compare several systems for the cross-domain negation extraction tasks. 

First, we include two baselines, including the No adaptation setting, and SCL. We compare those baselines 

against several systems: Neural SCL, BERT, and BERT+UDA. To examine the BERT+UDA system, we use 

an ensemble technique based on the results from the first experiment. Specifically, the systems using different 

hyperparameters were ranked based on source development set performance, and we keep the 33% highest 

ranked systems. We use majority voting over this set of systems to get classification decisions for 

BERT+UDA. We also include the results that BERT obtains if it is allowed to use the same ensemble 

technique. 



 In the final experiment, we examine the overlap in the results between adapted and unadapted 

systems. Our motivation is that we may see improvements from two different types of systems – domain 

adapted and BERT-like models, and we would like to know to what extent these improvements are additive.  

This also helps us examine the issue of whether models like BERT are overfitting to source datasets during 

fine-tuning. To measure this, we look at the outputs of two systems – BERT and SCL – in comparison to the 

no adaptation baseline. For the subset of instances where the no adaptation system makes an error, we count 

how many instances BERT and SCL get right. We then take the intersection to find the number that BERT gets 

right that SCL gets wrong, and vice versa. Our intuition is that the systems are additive if the intersection is 

low. Since we are primarily interested in whether there is potential gain from using UDA on top of BERT, we 

introduce a metric “% over BERT”, that we define as “# that only SCL fixes / # total BERT fixes.” In other 

words, we measure how much of an increase in corrections we would get over BERT if we add all of the 

instances that SCL uniquely gets correct. 

Results 

Model Selection Results 

[Figure 3 here] 

Figure 3: Scatterplot of Strat performance as a function of Seed Dev performance. 

Figure 3 shows a scatterplot of the model selection experiments, where the x-axis shows the F1 scores 

the BERT+UDA models get on the source domain development set, and the y-axis shows the F1 scores on the 

target domain, where each point represents a different configuration of the hyperparameter grid search. The 

model that gets the best source development set F1, 0.891, only gets 0.783 F1 score on the out of domain test 

set, while the best model on the target domain, F1=0.854, gets F1=0.840 on the source development set.  The 

correlation coefficient between the source development set F1 scores and the target test set F1 scores is 0.801 

(the equivalent correlation coefficient for the vanilla BERT models is 0.775). This is quite a strong correlation, 

but nevertheless it is hard to single out one specific model from its development set performance and guarantee 

it will optimize performance to the test set. From these results, we decided that an ensemble-based approach 

would be preferable to a single model. Therefore, for the remaining BERT+UDA experiments below we use 

the models that perform in the top 33% on the source development set and take a majority vote from each of 



these models. For fairness, we also report the results of an ensemble of fine-tuned BERT classifiers with 

different hyperparameters, again using majority vote from the top 33% of models based on source 

development set performance. 

Table 1: Main negation results. Source and Target columns indicate which dataset (domain) was used to train the system 
(source) and evaluate (target), simulating domain transfer. Remaining columns report F1 scores of negation systems in different 
adaptation setups explained in the main text. SCL=Structural Correspondence Learning; NSCL=Neural Structural Correspondence 
Learning; BERT=Bidirectional Encoder Representations from Transformers; UDA=Unsupervised Domain Adaptation. 

Source Target No Adapt SCL NSCL BERT BERT+UDA 
Ensemble 

BERT 
Ensemble 

Seed Strat 0.76 0.8 0.79 0.83 0.82 0.82 
 MiPACQ 0.66 0.7 0.75 0.74 0.71 0.72 
 I2b2 0.79 0.83 0.81 0.87 0.83 0.83 
Strat Seed 0.66 0.67 0.6 0.71 0.65 0.67 
 MiPACQ 0.67 0.68 0.74 0.72 0.73 0.74 
 I2b2 0.79 0.8 0.74 0.84 0.83 0.85 
MiPACQ Seed 0.73 0.73 0.73 0.75 0.73 0.72 
 Strat 0.78 0.79 0.82 0.83 0.82 0.79 
 I2b2 0.77 0.85 0.83 0.87 0.87 0.88 
I2b2 Seed 0.65 0.72 0.76 0.72 0.71 0.72 
 Strat 0.59 0.69 0.77 0.73 0.70 0.74 
 MiPACQ 0.64 0.69 0.74 0.74 0.70 0.71 

Average 0.71 0.75 0.76 0.78 0.76 0.77 
 

 Table 1 shows the results of our main experiment. We are able to closely replicate Miller et al.’s 

results on No Adapt and SCL, with a small gain in SCL that is probably caused by changes in the 

preprocessing of the feature set. The No Adapt setting is a feature-engineered SVM, similar to that reported by 

Wu et al.[9] Neural SCL shows larger gains than SCL, but has inexplicably low performance on Strat->Seed. 

BERT performs better than the first two domain adaptation methods, gaining 2 points on average and 

recording the best performance on 6 out of 12 pairs. BERT+UDA ensemble then obtains performance on par 

with NSCL, but not as high as BERT on average. The BERT ensemble, included for a fair comparison, 

actually has lower performance than single model BERT chosen based on source development performance. 

Table 2 shows the results of the analysis of the intersection of SCL and BERT errors. In most pairs, BERT is 

fixing many mistakes, while SCL is making very few fixes. As a result, for most pairs, the additional gains 



available from SCL are minimal. This suggests that even of the fixes that SCL makes, most of them are 

subsumed by the fixes that BERT makes. 

Table 2: SCL doesn't get many examples right that BERT doesn't also get 

Source Target SCL 
Uniquely 
Fixed 

BERT 
uniquely 
fixed 

% over 
BERT 

Seed Strat 2 47 2.47 
 MiPACQ 10 291 3.13 
 I2b2 3 207 0.95 
Strat Seed 10 85 7.87 
 MiPACQ 7 251 2.69 
 I2b2 1 164 0.51 
MiPACQ Seed 18 147 11.39 
 Strat 0 38 0 
 I2b2 34 103 27.64 
I2b2 Seed 16 172 7.96 
 Strat 0 44 0 
 MiPACQ 31 320 8.78 

Average 22.8 149.4 6.12 
Discussion 

In our primary result (Table 1), the single best BERT model scores highest on average with 0.78F, 

with the best performance on six out of the total twelve pairs. This shows the strength of BERT as a universal 

encoder trained on huge amount of data.  This model alone is very robust to domain changes, at least for this 

negation task where informative negation cues are close to the entities in question. We were somewhat 

surprised by the size of the increase BERT provided, but perhaps we should not have been given other recent 

results. But what is truly surprising is the BERT+UDA system that adds domain adaptation on top of BERT is 

not any better than BERT alone. This result led to the obvious question of whether BERT is somehow 

subsuming what domain adaptation already does, which is what originally led to the experiment featured in 

Table 2. 

In Table 2, we show that even when an adaptation algorithm is getting significantly better results than 

no adaptation, it is not doing much that BERT doesn’t already do. First, by virtue of being better performing, 

BERT fixes more examples than conventional SCL method does. But if we look at the instances that are only 

fixed by SCL, there are very few compared to what BERT does alone, meaning for most pairs we get fewer 



than an additional 10% correct. This can help explain the perhaps surprising result that BERT+UDA rarely 

outperforms BERT --- there are few gains to be had over vanilla BERT, and they make take some effort to 

learn in a way that does not harm performance on other examples.  

Table 2 has one pair with results that stick out slightly – Mipacq to i2b2, where SCL provides a gain 

of 27.64% on top of BERT. This pair is worth investigating to see whether UDA methods may still have 

potential for improving BERT. We examined the 34 instances that SCL gets correct beyond BERT’s 

improvements to see if there were patterns. We first find that all but one of these instances are false positives 

— the gold standard says the entity is not negated, but both the no adaptation setting and BERT label it as 

negated. Further, we find that over half of these false positives occur in the setting of conditional lists, where 

the note lists a set of possible concerning outcomes. For example, in the sentence “She is asked to call with any 

fevers, chills, increasing weakness or numbness or any bowel and bladder disruptions,” there are several events 

that need to be classified (fevers, chills, weakness, etc.), but in the gold standard these are all marked as not 

negated. These can cause confusion for some models because the construction “any X, Y, or Z” can also be 

used for negation lists, although normally only in combination with a negation cue word. Next, we looked at 

whether it is the case that BERT gets these wrong with any training set (i.e., that SCL was doing unusually 

well for the Mipacq->i2b2 pair), or whether BERT can sometimes get them correct (i.e., that BERT did 

unusually poor for the Mipacq->i2b2 pair). We find that BERT does unusually poor for this pair. When the 

source corpus is either Seed or Strat, BERT can in fact get many of these false positives correct, 21 out of 33 

for Seed and 23 out of 33 for Strat. This means that the Mipacq corpus is uniquely bad at preparing BERT to 

handle lists of conditional items. Ongoing work in our group and many others is exploring a variety of 

techniques for understanding BERT-trained models, which we will apply to these models in future work. 

While on average explicit domain adaptation performs worse than BERT, we saw in development that 

the best BERT+UDA model on the development set can outperform BERT, and so model selection deserves 

some attention. Our result in the first experiment showed that there are individual BERT+UDA models with 

higher performance than the best BERT model, but the mapping from source development performance to 

target performance does not hold up quite as well for BERT+UDA as it does for BERT alone. This is an 



interesting intellectual question, and future work should investigate this, but given the relatively small gains 

that Table 2 suggests are available, it may not justify the highest priority level. 

As mentioned in the Introduction, there are several recent BERT models that have had their pre-

training extended using the unlabeled MIMIC III data. For this work, we fine-tune with vanilla BERT, as we 

already see large gains over existing methods, and we wanted to examine these models deeply before studying 

the more complex setting with two pre-training phases. Preliminary experiments with ClinicalBERT on our 

development pair also showed that performance did not surpass vanilla BERT, despite extensive tuning. In 

other work, the task showing the best performance of MIMIC pre-training on BERT is named entity 

recognition.[25] In that task, one can imagine the exposure to the large MIMIC text dataset is important for 

recognizing medical terms. In our task, by contrast, the medical entities are given and the task is more of a 

general language task in the sense that the model needs to find a negation cue and then relate it to the given 

entity. For that reason, it is not surprising that additional pre-training on MIMIC does not help. 

These results suggest a number of future directions. First, while improved performance is desirable, 

the models that BERT trains are much larger and less interpretable than existing methods, including feature-

based classifiers as well as rule-based methods. One direction that is already being explored in the general 

domain has been coined “BERTology,” the science of understanding how BERT works. This involves 

examining the value of attention heads and intermediate nodes to try to build a theory (or at least a mental 

model) of how BERT reasons about language. Improving our understanding of how BERT recognizes 

complex linguistic phenomena suggests an opportunity to leverage that understanding to develop better simple 

methods – by improving feature engineering in standard linear models, for example. This direction can 

potentially address concerns about both the size and complexity of these models. 

 The next direction is extending the BERT model to other classification tasks related to concept status. 

modeling uncertainty, genericity, and historical status, among others, are all important, but are more difficult 

than the negation classification task. The success of BERT on so many NLP tasks suggests it will be wise to 

revisit these problems. As we saw in our error analysis, where conditional mentions were confused with 

negated mentions, there is overlap between these tasks. This suggests an approach that uses joint inference or 



multi-task learning may be better able to model the interactions between the different concept status 

classification tasks. 

The conclusions from this work are not guaranteed to apply to other clinical NLP tasks. As mentioned 

above, negation detection (and probably other assertion status classification tasks) probably benefits from the 

fact that BERT learns from a massive general dataset, for the task of relating negation cue words to named 

entities. In contrast, for tasks like finding medical named entities, even large datasets like Wikipedia will lack 

coverage, and therefore BERT may be more dependent on the source dataset to learn the task. In this case, it 

may be that BERT can overfit, but this work still needs to be done. 

Conclusion 

 The main result of this work is that training BERT for clinical negation detection is likely to be as 

valuable as developing new domain adaptation methods. This does not mean that BERT has made domain 

adaptation unnecessary, because, as mentioned above, it may still benefit from domain adaptation for other 

NLP tasks. However, our interpretation of these results is that the best path forward for practical negation 

detection is to use existing datasets with some flavor of BERT. Since there is still variation in performance 

based on the size and coverage of the source corpus, the best performing BERT-based negation model should 

be built using multiple clinical datasets. We are currently working on incorporating such models into the open 

source Apache cTAKES system to make these models available to the public. 
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