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Abstract

This work extends the methods proposed in [1] for lossless multi-component image com-
pression. The potential benefits both inter- and intra-component prediction are considered.
A greedy search procedure is proposed in order to allow efficient construction of predic-
tion models. An end-to-end encoder/decoder is implemented and the resulting rates are
compared with current methods.

Introduction

In recent years, there has been a wave of new research aimed at utilizing methods
from deep learning to improve on the state-of-the-art in lossy image compression
[2][3][4]. Meanwhile, little attention has been dedicated to the area of lossless image
compression. Towards this effort, the work in [1] introduced an end-to-end lossless
grayscale image compression framework, which employs convolutional neural net-
works (CNNs) to further decorrelate image samples after an integer discrete wavelet
transform (DWT) has been applied. This framework achieved appreciable reductions
in bit-rate over established methods such as Lossless JPEG2000 [5] and JPEG-LS [6],
while also observing modest improvements over CALIC [7] and the more recent FLIF
[8].

In this work, the methods of [1] are extended for lossless compression of multi-
component imagery. It is shown that a greedy search of possible subband prediction
configurations may be used to dramatically reduce the number of CNNs which must
be trained to develop a good prediction model. An analysis of first-order entropy for
several prediction models is assessed, and an end-to-end encoder/decoder is imple-
mented to demonstrate the validity of the proposed approach.

For improved readability, the methods of [1] are referred to as Wavelet Prediction
Compression (WPC) for the remainder of this text. Similarly, the extensions proposed
here are referred to as Multi-Component Wavelet Prediction Compression (MCWPC).



Overview of Wavelet Prediction Compression

A brief overview of the encoding and decoding frameworks, along with the prediction
strategies, used in WPC are given below. For a more detailed description of these
methods see [1].

Encoding

During encoding, an input image (X) first undergoes a single level DWT to obtain the
set of subbands DWT (X) = D1 = {LL1, HL1, LH1, HH1}. These subbands are then
taken as input into a CNN encoding model (discussed further below) CNNenc1 to pro-
duce detail subband predictions D̂1 = {ĤL1, L̂H1, ĤH1}. A set of subband residuals
is then calculated as D1 = {HL1, LH1, HH1} = {HL1 − ĤL1, LH1 − L̂H1, HH1 −
ĤH1}.

The DWT decomposition is continued on LL1 to obtain the set of subbands at the
next decomposition level DWT (LL1) = D2 = {LL2, HL2, LH2, HH2}, and similar
procedures are performed to compute the corresponding subband residuals D2 =
{HL2, LH2, HH2}. This procedure continues for a user-defined N decompositions,
at which point the original image samples will be represented in terms of the residual
subband sets along with the approximation subband {DR

1 , ...,DR
N , LLN}.

The subband residuals, along with the approximation subband, are then entropy
coded to produce a compressed codestream.

Decoding

Decoding involves inverting the prediction steps performed at the encoder while iter-
atively reconstructing subbands during the inverse DWT. Reconstruction begins by
feeding the approximation subband LLN and subband residualsDN = {HLN , LHN , HHN}
into a CNN decoding model CNNdecN . This will reproduce the subband predictions

D̂N = {ĤLN , L̂HN , ĤHN} that were calculated at the encoder. The original co-
efficients are then reconstructed as DN = {LLN , HLN , LHN , HHN} = {HLN +
ĤLN , LHN + L̂HN , HHN + ĤHN}. An inverse DWT is then applied to recon-
struct the approximation subband LLN−1 at the next lowest decomposition level.
This procedure is repeated until the subbands (LL1, HL1, LH1, HH1) at the lowest
decomposition level have been reconstructed, after which a final inverse DWT is per-
formed to reconstruct the original image.

Prediction Strategies

The CNN encoding models and CNN decoding models consist of a set of CNNs which
perform subband prediction in a predefined order using predefined inputs. The com-
pression performance of WPC is dependent on the ability of the CNN encoding model
to remove redundancies which exist among neighboring subbands. The design of these
models is limited by the ability of the corresponding CNN decoding model to repro-
duce coefficient predictions at the decoder. In other words, the predictions produced



by any encoding model CNNenci must be reproducible at the decoder by CNNdeci

without any additional information. This requirement ensures causality is preserved
at the decoder.

As a general strategy to maximize decorrelation between neighboring subbands, the
maximum number of subbands (which still preserve causality) are passed as inputs to
each CNN at each prediction step. The two prediction models considered for WPC
which have this property are given in Table 1. For these models, three CNNs are
trained and applied in reverse orders during encoding and decoding as indicated in
Table 1. Within this table, and for the remainder of this text, the notation {X} → Y
denotes the prediction of subband(s) Y using the set of subband {X}.

WPC also employs a Subband Block Encoding (SBE) procedure, which opts to en-
code original wavelet coefficient rather than prediction residuals in codeblocks where
prediction residuals have a first-order entropy which exceeds that of the original co-
efficients.

Table 1: WPC CNN Prediction Models
Model Prediction 1 Prediction 2 Prediction 3

Model 1 (Encoding) LL,HL,LH→HH LL,HL→LH LL→HL
Model 1 (Decoding) LL→HL LL,HL→LH LL,HL,LH→HH
Model 2 (Encoding) LL,HL,LH→HH LL,LH→HL LL→LH
Model 2 (Decoding) LL→LH LL,LH→HL LL,HL,LH→HH

Proposed Model

The extension of WPC to MCWPC involves consideration of the cross component
dependencies between subbands. The encoding and decoding framework (Figure 1) of
the proposed model are adapted from WPC to allow the flexibility of both inter- and
intra-component prediction. This modified framework is described in further detail
below.

Encoding

During encoding (Figure 1 top), a three-component input image (X) first under-
goes a single level DWT independently across channels to obtain the set of sub-
bands Di

1 = {LLi
1, HLi

1, LH
i
1, HH i

1}, i = 1, 2, 3. Here, subband components D1
1,D2

1

and D3
1 correspond to the subbands associated with the R,G and B or Y,U and

V color components, respectively. These subbands are then taken as input into
a CNN encoding model CNNenc1 to produce the detail subband predictions D̂i

1 =

{ĤL
i

1, L̂H
i

1, ĤH
i

1}, i = 1, 2, 3. A set of subband residuals is then calculated as Di

1 =

{HL
i

1, LH
i

1, HH
i

1} = {HLi
1− ĤL

i

1, LH
i
1− L̂H

i

1, HH i
1− ĤH

i

1}, i = 1, 2, 3. The DWT
decomposition is continued on the approximation subbands LL1

1, LL
2
1 and LL3

1 to ob-
tain the set of subbands at the next decomposition levelDi

2 = {LLi
2, HLi

2, LH
i
2, HH i

2}, i =



1, 2, 3. This is repeated for a user-defined N decompositions, at which point the orig-
inal image samples will be represented in terms of the residual subband sets along
with the approximation subbands {D̄1

1
, ..., D̄N

1
, ..., D̄1

3
, ..., D̄N

3
LL1

N , LL
2
N , LL

3
N}.

The subband residuals along with the approximation subbands are then entropy coded
to produce a compressed codestream.

Decoding

Decoding (Figure 1 bottom) involves inverting the prediction steps performed at
the encoder while iteratively reconstructing subbands during the inverse DWT. Re-
construction begins by feeding the approximation subbands (LL1

N , LL
2
N , LL

3
N) and

subband residuals Di

N = {HL
i

N , LH
i

N , HH
i

N}, i = 1, 2, 3 into a CNN decoding model

CNNdecN . This will reproduce the subband predictions D̂i
N = {ĤL

i

N , L̂H
i

N , ĤH
i

N}, i =
1, 2, 3 that were generated at the encoder. The original coefficients are then readily re-

constructed asDi
N = {LLi

N , HLi
N , LH

i
N , HH i

N} = {HL
i

N+ĤL
i

N , LH
i

N+L̂H
i

N , HH
i

N+

ĤH
i

N}, i = 1, 2, 3. An inverse DWT is then applied to reconstruct the approximation
subbands (LL1

N−1, LL
2
N−1, LL

3
N−1) at the next lowest decomposition level. This pro-

cedure is repeated until the subbands (D1
1,D2

1,D3
1) at the lowest decomposition level

have been reconstructed, after which a final inverse DWT is performed to reconstruct
the original coded image components. If necessary, the reversible color transform is
inverted to reconstruct the original RGB image.

Prediction Strategy

The prediction strategy in MCWPC is the same as for WPC : the maximum num-
ber of allowable subbands is fed into each CNN at each prediction step to maximize
decorrelation. In the case of MCWPC, both inter- and intra-component prediction are
performed. This results in a much larger space of possible prediction configurations
which can be considered for a prediction model. Due to the infeasability of training
CNNs to test all possible configurations, a greedy search is performed for models
which produce prediction residuals which maximize reduction in first-order entropy
compared to original coefficients. A detailed description of this search procedure is
provided in the Experimental Results below.

Experimental Results

Selection of Prediction Models

As previously mentioned, MCWPC employs both inter- and intra-component pre-
diction, meaning that subbands within a given component and across components
may be used to generate predictions for subbands in each component. This increased
dimensionality makes the task of determining an optimal prediction model more chal-
lenging, as not all possible models can be practically implemented to find a globally
optimal strategy. To circumvent this issue, a greedy search is employed to determine



Figure 1: Encoding (top) and decoding (bottom) frameworks used in MCWPC

an order of subband prediction which maximizes the overal reduction in first-order
entropy over original coefficients at each prediction step.
For the set of subbands across all components at a given decomposition level,

Si = {LL1
i , LL

2
i , LL

3
i , HL1

i , HL2
i , HL3

i , LH
1
i , LH

2
i , LH

3
i , HH1

i , HH2
i , HH3

i }

and the (initially empty) ordered set of CNN predictors Mi = {}, the search proce-
dure proceeds as follows:

1. For each subband sj in Si, train the model Si ∩ scj → sj, j = 1, ..., |Si|

2. Find the model Si ∩ s∗jc→ s∗j which maximizes entropy reduction over the test
dataset.

3. Append the model Si ∩ s∗jc→ s∗j to the end of Mi

4. Remove sj from Si



5. If Si still contains detail subbands, return to (1). Otherwise, terminate the
search.

where Si ∩ scj denotes the set of all subbands in Si except for sj. After completing
the above search procedure, Mi will contain CNN predictors in the order in which
they should be applied during encoding to minimize the first-order entropy of the pre-
diction residuals at each prediction step. This ordered set Mi is the CNN encoding
model CNNenci , and CNNdeci is obtained by reverse the order of elements in Mi.

Because the contribution of bits for each subband within the final codestream is non-
uniform, the entropy reductions must be weighted by the relative contribution of each
subband to the full codestream. This allows for the search to optimize for bit-rate
directly in bits-per-pixel (bpp). The weighting values for subbands within the first
two levels of decomposition for both YUV and RGB coded images are given in Figure
2. These values are computed over a set of 500 images, separate from the training or
validation images, from the RAISE [9] image database.

Table 2: Relative contribution of subbands to full codestream
Component HL1 LH1 HH1 HL2 LH2 HH2

Y 0.112 0.114 0.096 0.036 0.037 0.036
U 0.063 0.062 0.066 0.019 0.019 0.02
V 0.054 0.053 0.059 0.017 0.018 0.018
R 0.079 0.080 0.068 0.025 0.025 0.025
G 0.080 0.081 0.069 0.025 0.026 0.025
B 0.078 0.079 0.067 0.025 0.025 0.025

CNN Architecture and Training

Each CNN model uses a feed-forward convolutional network consisting of 10 layers
with 64 3x3 filters per layer at in [1]. All layers are followed by ReLU activation, with
the exception of the output layer.

Training images are sourced from the RAISE image database [9], which contains
≈8000 high resolution 8-bit color images. 1600 images are selected at random and
split into training, validation and testing datasets containing 1000, 250 and 100 im-
ages, respectively. Training and validation samples are generated by decomposing
each image to the desired decomposition level using the CDF 5/3 Integer DWT [10].
Spatially equivalent 32× 32 patches are then extracted from each subband within a
given decomposition level. These patches are then used to create network input-label
pairs during training. No patching is performed on the testing data as these are
used within the final encoder/decoder implementation. A summary of each dataset
is given in Table 3.

CNN Prediction Performance

The CNN prediction performance is assessed by comparing the entropy of the predic-
tion residuals to that of the original wavelet coefficients. During the prediction model



Table 3: Summary of Training Datasets
Data Type DWT Level Number of Samples Spatial Dimensions
Training 1 1024000 32x32
Training 2 256000 32x32

Validation 1 256000 32x32
Validation 2 64000 32x32

Testing 1 100 1024x1024
Testing 2 100 512x512

search, entropy reduction is calculated as the difference between original wavelet co-
efficients and prediction residuals. These values are then scaled by the appropriate
weights in Table 2 to determine potential bit-rate reductions in bits-per-pixel.

The entropy reduction at each iteration of the model search for YUV and RGB
subbands at the first decomposition level are given in Tables 4 and 5, respectively.
Here, the subband which achieved largest reduction in entropy at a given iteration is
shown in bold text. When the entropy reduction of all subbands reached 0, the search
was terminated since no further rate reductions would be achieved by additional
prediction steps. For YUV subbands the search was terminated after 6 prediction
steps, while for RGB subbands it was terminated after 8. The final encoding models
for the first decomposition level of YUV and RGB were:

CNNY UV
enc1

= {YHL1 , YLH1 , YHH1 , UHL1 , ULH1 , VLH1}
and

CNNRGB
enc1

= {RLH1 , RHL1 , BHL1 , GLH1 , BHH1 , RHH1 , GHL1 , BLH1}
respectively. For YUV, we see that the initial prediction of subbands from Y re-
sults in the most significant entropy reductions. This choice of initial prediction may
in general be considered optimal by observing a non-causal upper bound on poten-
tial bit-rate reductions associated with the UV components. This upper bound is
calculated as the sum of the relative entropy reductions over all UV subbands us-
ing models trained at the initial search iteration. Here, each subband achieves its
maximum entropy reduction, and non-causality comes from the fact that interde-
pendencies between predictions would result in a non-decodable codestream if these
models were simultaneously used during encoding. This upper bound on UV sub-
band is 0.33bpp, while the true causal scaled entropy reduction over Y subband is
0.48bpp. This suggest that an optimal prediction model will first predict subbands
within the Y component. Overall the estimated rate reduction for YUV components
due to prediction is 0.57bpp.

The RGB subbands achieved larger entropy reductions, and slower decay in prediction
performance over search iterations, than were observed in the YUV subbands, and in
particular the Y component. This difference may be attributed to the stronger corre-
lations which exists among RGB components when compared to YUV components.
While overall we observe a more substantial 2.25bpp estimated rate reduction, on av-
erage the images compressed using RGB had a 3.1bpp higher rate than YUV images.



Therefore, the higher prediction performance for RGB is not enough to overtake the
reductions assocaited with the RGB to YUV color transforms.

Table 4: Entropy Reduction over Search Iterations in bpp (YUV)
Iteration: 1 2 3 4 5 6 7

YHL 0.24
YLH 0.24 0.18
YHH 0.12 0.09 0.06
UHL 0.06 0.03 0.03 0.03
ULH 0.06 0.06 0.03 0.03 0.03 0.03
UHH 0.06 0.06 0.03 0.03 0 0 0
VHL 0.06 0.03 0.03 0.03 0.03 0 0
VLH 0.06 0.03 0.03 0.03 0.03
VHH 0.03 0.03 0.03 0.03 0.03 0 0

Table 5: Entropy Reduction over Model Search Iterations in bpp (RGB)
Iteration: 1 2 3 4 5 6 7 8 9

RHL 0.42 0.42
RLH 0.45
RHH 0.27 0.27 0.21 0.21 0.21 0.21
GHL 0.42 0.39 0.36 0.12 0.12 0.12 0.06
GLH 0.42 0.42 0.39 0.39
GHH 0.21 0.24 0.24 0.24 0.24 0.21 0.12 0.06 0
BHL 0.39 0.39 0.39
BLH 0.45 0.39 0.36 0.39 0.12 0.12 0.09 0.09
BHH 0.24 0.24 0.24 0.24 0.24

End-to-End Implementation

Using the final prediction models, we implement an end-to-end encoder/decoder.
Prediction during these experiments was only performed for the first level of de-
composition, incorporating prediction at higher levels of decomposition showed less
significant rate reductions due to the lower bit-rate contributions along with worse
prediction performance.

All compression experiments were performed on the dataset of 100 test images, which
are 2048 × 2048 8-bit grayscale images. All images are decomposed using a 5-level
integer 5/3 DWT, and prediction is performed at the first level of the transform.
Entropy coding is done using the context driven binary arithmetic coder, as imple-
mented in OpenJPEG [11].

For comparison, we compressed all images using JPEG-LS and FLIF. A color image
encoder for CALIC was unavailable during these experiments. Additionally, images
are compressed using Lossless JPEG2000 both with and without the color transform.



Lastly, all images are compressed using methods from WPC applied independently
on each component using Model 1 in Table 1. This is done to determine what bit-rate
reductions may be attributed by considering cross-component dependencies.

Looking at the results in Table 6, we see that MCWPC (YUV) achieves a 7.2% bit-
rate reduction over Lossless JPEG2000 (YUV). For RGB we see WCWPC (RGB)
achieve a 23.8% reduction in bit-rate over Lossless JPEG2000 (RGB), which is not
enough to see improvements over JPEG2000 (YUV) or MCWPC (YUV).

In comparing WPC applied independently on components, to MCWPC, we see that
a 1.4% rate reduction is attributed to exploiting cross-component dependencies. This
provides evidence that the intra-component dependencies are more significant than
the inter-component dependencies.

The image-by-image bit-rate of MCWPC compared with other methods is shown in
Figure 2. It is evident from these graphs that MCWPC achieves its strongest per-
formance at higher rate. This is due to high rate images having higher energy detail
subbands, which when compared to the lower energy prediction residuals produces
significant rate-reductions. Conversely, low rate images have little content in the de-
tail subbands for the model to predict, leading to smaller rate reductions.

A similar argument can be made for why WPC saw stronger performance than FLIF
on grayscale images, but not for color images. The purpose of the color transform
is to decorrelate component, produce chrominance subbands which are more sparse
than the luminance and original RGB components. The resulting subbands have little
content for the model to predict, leading to fewer rate reduction opportunities. This
is not the case for RGB, but the initial rate penalty associated with not using the
color transform is too significant to overcome by coefficient prediction.

Table 6: Average bit-rate over validation dataset (N=100)
Method Avg. Bitrate (bpp)

JPEG-LS 10.61
FLIF 6.75

Lossless JPEG2000 (YUV ) 7.82
Lossless JPEG2000 (RGB) 10.96

WPC (YUV ) 7.36
MCWPC (YUV ) 7.26
MCWPC (RGB) 8.35

Conclusions

This work consideres the extension of WPC to multi-component image compression.
A greedy search approach was proposed to reduce the number of models which must be
considered to produce a good prediction framework. An end-to-end encoder/decoder
was implemented, and the final rates were compared with existing methods.



Figure 2: Image-by-image comparison of MCWPC versus other methods
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