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ABSTRACT

The work presented here spans two projects which are connected by data assimilation

and speci�cally the ensemble Kalman �lter (EnKF). The �rst explores how spatial

localization, an important method commonly used in the EnKF, can be extended

to multiscale problems. Rather than using a single length scale when localizing,

we construct a localized covariance matrix through the estimation of eigenvectors.

Speci�cally, we estimate the leading large-scale eigenvectors from a sample covari-

ance matrix calculated from a spatially smoothed ensemble with spatial localization

applied with a long localization distance. We then create projection matrices from

these eigenvectors which allows us to calculate the space orthogonal to these initial

large scales. This process can then be repeated for multiple scales if required. We

present numerical experiments using this localization method using both simpli�ed

examples in which the correct covariance matrix is known and cycling experiments

with the Lorenz Model III.

The second project explores an application of the EnKF. We use the EnKF

as part of a system to forecast cloud cover. Cloud cover forecasts are useful when

forecasting solar power generation because clouds are the primary driver of reducing

irradiance and therefore solar power generation. Our method uses satellite images,

optical 
ow, and numerical weather prediction (NWP) in conjunction with an EnKF

to estimate cloud motion vectors (CMVs) which are then used to advect cloud index

(CI) �elds using a 2-D advection scheme. This system produces an ensemble forecast

which can be used to produce deterministic forecasts. We explore the e�ectiveness

of these forecasts over Tucson, AZ.



12

CHAPTER 1

INTRODUCTION

Family and friends often ask me what it is that I study. I often tell them that I work

on problems related to data assimilation, which inevitably leads to an explanation

of what data assimilation is. These questions are often given during holidays, and

the simple example that I tend to use to illustrate data assimilation is related to

holidays and more speci�cally travel.

Suppose we are waiting for the arrival of my sister. I know she lives 8 hours away

and she told me that she left her house 4 hours ago. This means that she will arrive

in four hours. Suppose now that she sends me a text message saying that she is two

hours away. The question of how to combine these two estimated times of arrival

can be understood as a data assimilation problem. We have a simple \model" for

her travel, half way through an 8 hour journey, and a \observation" of her travel,
3
4

of the way through an 8 hour journey. Is she halfway through her journey or
3
4

of

the way through?

Both our modeled estimate of her journey and the observation are uncertain.

How should I take my level of uncertainty into account when determining when she

will arrive? Is she 4 hours away as my model estimates, or is she 2 hours away as

she estimates. I guess that she likely knows better than my model, but her estimate

is also uncertain. My mom asks when she will be arriving. I answer, \probably 2

and a half hours." I move my best guess at her arrival between the two estimates

and I rely more on the information which I deem to be most reliable. If we consider

this problem rigorously in a probabilistic framework, we have arrived at a data

assimilation problem.

The central di�culty of a data assimilation problem is estimating uncertainty.

For the problem above, we would need to come up with an uncertainty estimate for
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a single quantity, my sister’s location. However, problems which more commonly

use data assimilation, such as weather forecasting, have extremely large dimensions.

When assimilating new observations of weather systems into the model, an estimate

of the uncertainty of this extremely large system must be made.

This uncertainty estimate takes the form of a covariance matrix. A covariance

matrix stores the uncertainty of each point in the system and how each point will

a�ect every other point in the system. So how is this matrix determined? One

possibility is to consider this matrix to be �xed. We can estimate the average

uncertainty over a long period of time and assume this to be our �xed uncertainty.

This can be too simplistic for a complex system like weather, so more powerful

methods are sought.

One such method is ensemble estimation. In this method, rather than forecast-

ing a single state of the system, a collection of states is forecasted. We can then

calculate a sample covariance matrix from this collection of states. This allows us

to have a method to dynamically estimate the uncertainty of the system in a com-

putationally feasible way. Areas in which the ensemble members are similar will

have low uncertainty, areas where the ensemble members di�er will have greater

uncertainty. Likewise, we can compare how changes in one point of a system relate

to other points in the system. For instance, if temperature at a point in Tucson, AZ

increases how does this relate to the temperature at a point in Phoenix, AZ?

The big drawback of calculating a covariance matrix using an ensemble is the fact

that you must use a �nite ensemble and therefore your estimate will always contain

sampling error. This sampling error can cause unrealistic e�ects when assimilating

observations, and is mitigated as much as possible. One e�ect of this sampling

error is unrealistically high covariances between distant points. Our �nite ensemble

may show that ensemble members with a higher temperature in Tucson, AZ also

tend to have higher temperatures in Phoenix, AZ and we therefore �nd a positive

correlation between these temperatures. We may also �nd that higher temperatures

in Tucson correspond to higher temperatures in Anchorage, AK and in fact have

an even larger correlation than that found between Tucson and Phoenix. The high
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correlation between the temperature in Tucson and that in Anchorage is the type

of sampling error that can occur by chance when using a �nite ensemble.

This unrealistic correlation that takes place at a long distance can be solved using

spatial localization. In this process, the sample correlation calculated between two

points is reduced as a function of the distance between the two points so that distant

points will have little or no correlation. In this way, we can maintain the physically

reasonable correlation between Tucson and Phoenix but remove the unreasonable

correlation between Tucson and Anchorage.

This process of localization is explored in Chapter 2. A global weather model has

many scales that will a�ect the covariance structure of the system. There are global

waves which will cause long distance correlations and highly localized storms that

will cause short distance correlations. In traditional spatial localization, one length

scale is chosen to localize around. In Chapter 2, I introduce a new method that

takes into account di�erent scales when localizing. This is done through the estima-

tion of eigenvectors representing di�erent length scales and multiple applications of

traditional spatial localization.

In Chapter 3, I introduce an application using ensemble data assimilation in the

�eld of forecasting for solar power generation. Cloud cover is the dominant factor

determining how solar power production changes on an intra-hour time scale. I

present a method which uses 2-D advection of clouds to forecast cloud cover out to

an hour. This method is novel in that it combines wind information coming from

numerical weather prediction with cloud motion vectors calculated using optical 
ow

between successive satellite images using ensemble data assimilation. Though not

included here, a paper expanding on this system to produce calibrated probabilistic

forecasts using quantile regression is currently in preparation.

This work makes an assumption of familiarity with data assimilation and espe-

cially the ensemble Kalman �lter. For a thorough introduction to data assimilation,

I suggest Kalnay (2003) or Reich and Cotter (2015).
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CHAPTER 2

EIGENVECTOR-SPATIAL LOCALIZATION

2.1 Preface

This work has been submitted as a peer-reviewed article to Tellus A: Dynamic Me-

teorology and Oceanography with coauthors Matthias Morzfeld and Chris Snyder.

2.2 Introduction

The use of an ensemble of forecasts to estimate the required instantaneous covari-

ances, as �rst proposed in the ensemble Kalman �lter (EnKF) of Evensen (1994),

has fundamentally reshaped geophysical data assimilation schemes over the last

two decades. Whether applied to EnKFs or to ensemble-variational schemes (En-

Var; Lorenc, 2003), an essential element of ensemble-based data assimilation in all

but the simplest applications is localization (Houtekamer and Mitchell, 1998, 2001;

Hamill et al., 2001; Ott et al., 2004). In essence, localization enforces on the sam-

ple covariance from an ensemble the assumption that the covariance between two

locations will be small for su�ciently large separations. It is often implemented by

multiplying the sample covariance by a scalar that decreases to zero as the separa-

tion increases. We will term the functional dependence of that scalar on separation

the localization function; more details appear in Section 2.3.3.

A very active area of research is to generalize localization to systems with a

range of spatial scales by relaxing the requirement of a single localization function

everywhere and for all variables. The present paper contributes a novel approach to

localization in multiscale systems and presents initial tests in an idealized system.

Various ideas related to such generalizations have been put forward, with the

speci�cs of the approach often tied to the the sort of ensemble assimilation tech-

nique employed. In one thread, the algorithms decompose ensemble members into
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\scales", typically by applying bandpass �lters in Fourier space, and then localize

di�erently for di�erent scales (Buehner, 2012; Miyoshi and Kondo, 2013; Buehner

and Shlyaeva, 2015; Lorenc, 2017) This thread is speci�cally aimed at systems where

correlation lengths vary spatially and also considers only the state covariance ma-

trix, independent of observations. Our method, while di�erent, shares this spatial

focus.

A second thread are techniques that seek to optimize a localization function, de-

pending not only on spatial separation but also on other quantities such as location,

temporal separation, type of state variable, or aspects of the observing network.

For serial EnKFs, it is natural to choose localization to minimize di�erence of the

resulting Kalman gain from the optimal value or, equivalently, the expected squared

analysis error (Anderson and Lei, 2013; Flowerdew, 2015; Zhen and Zhang, 2014;

De La Chevroti�ere and Harlim, 2017). For EnVar, it is more convenient to minimize

the expected squared error in estimates of the state covariance matrix (M�en�etrier

et al., 2015). In all these techniques, it is necessary to aggregate information in

some way, to get robust estimates in the presence of sampling error. When the ag-

gregation is spatial, the result is a spatially varying localization function (M�en�etrier

et al., 2015).

Our approach begins from the notion that a few leading eigenvectors and eigen-

values can provide an e�cient estimate of a covariance matrix. Because they typi-

cally have large spatial scales in atmospheric and oceanic assimilation applications,

we seek to estimate the leading eigenvectors from a localized sample covariance ma-

trix based on a large-scale localization function and some spatial smoothing applied

to the ensemble members. We approximate the covariance in the remaining \small

scale" subspace complementary to the leading eigenvectors by projecting each mem-

ber onto the complementary subspace and forming a localized sample covariance

matrix using a narrower localization function. Though we do not present results

here, this process could be continued, computing additional eigenvectors, project-

ing out from each member, and localizing the remaining sample covariance with

a still narrower localization function. We term our approach \eigenvector-spatial
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localization" (ESL).

The paper proceeds as follows. Section 2 gives further background and notation,

including for localization, that is helpful in presenting ESL, while Section 3 presents

the ESL algorithm in detail. We then assess ESL in two idealized examples: �rst

for a state with speci�ed Gaussian statistics in a one-dimensional spatial domain

(Section 4), and then in cycled data assimilation experiments using model III of

Lorenz (2005) in Section 5. A summary and conclusions appear in Section 6.

2.3 Background

We brie
y review background materials on data assimilation, ensemble Kalman

�ltering, localization and in
ation. We also de�ne the root mean squared error

and spread, which are used to compare several localization techniques in numerical

examples. In the process, we set up the notation used in this paper.

2.3.1 Data Assimilation

The goal in data assimilation (DA) is to merge information from a computational

model with information from observations of a geophysical process. We denote the

system state byx and the observations byy . Throughout this paper, we denote the

dimension of a vector byN with subscript, i.e., Nx and Ny are the dimensions of

the x and y . We assume that the model state and observations satisfy

y = Hx + """; """ � N (0; R ); (2.1)

where,H is a Ny � Nx matrix and """ is a Ny-dimensional Gaussian random vector

with mean zero and covariance matrixR . The observation equation (2.1) de�nes the

likelihood pl (y jx ). The model de�nes a forecast distributionp0(x ). In the Bayesian

framework, one can view the forecast distribution as a prior distribution and de�ne

the posterior distribution

p(x jy) / p0(x )pl (y jx ): (2.2)
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All numerical methods for DA use the posterior distribution to compute state es-

timates: Variational methods maximize the posterior distribution and ensemble

methods approximate the posterior distribution by Monte Carlo. One of the main

di�culties in DA in geophysical problems is the large dimension ofx . In global

numerical weather prediction (NWP), for example, the dimensions of observation

and state vectors areNy = O(107) and Nx = O(108). Geophysically relevant DA

techniques must be able to operate in these high-dimensional spaces.

2.3.2 Ensemble Kalman Filter

The basic idea of the ensemble Kalman �lter (Evensen, 1994) is to use a Monte Carlo

approximation within the Kalman �lter framework. Given a forecast ensemble with

Ne ensemble membersx j , j = 1 ; : : : ; Ne, the goal is to update the forecast in view

of the observationy . The EnKF performs this update as follows. De�ne aNx � Ne

matrix that contains the normalized forecast perturbations

X =
1p

Ne � 1
� [x1 � �x ; : : : ;xNe � �x ] ; (2.3)

where �x = (1 =Ne)
P Ne

i =1 x i is the mean of the forecast ensemble. The forecast covari-

ance is then estimated by

P̂ = XX T ; (2.4)

where the super-script T denotes transposition. The analysis ensemble is de�ned by

applying the Kalman �lter formulas to each ensemble member:

xa
i = x i + K̂ (y � (Hx i + """ i )) ; (2.5)

where """ i is a realization of""" (see (2.1)) and where the Kalman gain is estimated

using P̂ ,

K = P̂H T
�
H P̂H T + R

� � 1
(2.6)
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Thus, the analysis corrects the forecast based on the di�erences between the ob-

servations and the forecast, with the degree of correction de�ned by the Kalman

gain.

The EnKF we describe is called the \stochastic" EnKF, which has the property

that the analysis ensemble is distributed according to the posterior distribution in

the limit of an in�nite ensemble size, see, e.g., Mandel et al. (2011). There are many

other implementations of the EnKF, see, e.g. Tippet et al. (2003); Burgers et al.

(1998b); Hunt et al. (2007a). In the numerical examples below, we test new and

current localization methods on the stochastic EnKF, but the methods are more

general and can be applied to other implementations of the EnKF.

2.3.3 Localization and In
ation

In high-dimensional problems, the ensemble size is typically limited to the order of

tens or hundreds owing to the computational costs of the ensemble forecasts and the

EnKF. As a speci�c example, consider again global NWP, where the dimension of

the model isNx � 108 and the number of observations isNy � 107. A small ensemble

size ofNe � 100, causes large errors in the sample estimates of the high-dimensional

forecast covariance matrix, which result in unrealistic long-range correlations. The

essential idea of localization (Hamill et al., 2001; Houtekamer and Mitchell, 2001)

is to reduce sampling error by deleting spurious long-range correlations. In this

way, localization increases the accuracy of ensemble covariances to exceed what one

should expect based on the small ensemble size.

Though there are a variety of approaches to localization, see, e.g., Shlyaeva et al.

(2019), in this paper we will be concerned with localization of the sample forecast

covariance using Schur (or elementwise) multiplication by a localization matrixL :

P̂ loc = L �
�
XX T

�
: (2.7)

Recall that if L is positive de�nite (and thus full rank), then P̂ loc is also positive

de�nite and full rank (Buehner, 2005; Horn, 1990). Typically,L is taken to be
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de�ned by a homogeneous, isotropic, and non-negative correlation function, with

correlations decreasing monotonically with distance (e.g., Gaspari and Cohn, 1999).

The length scales of the correlation function, which control how heavily long-range

sample covariances are damped in (2.7), are tuned to maximize forecast skill. For a

given localization function, localization of the stochastic EnKF amounts to replacing

P̂ by P̂ loc.

A variety of techniques, typically termed \in
ation," are used to compensate for

the tendency of EnKFs to generate analysis ensembles whose covariance underesti-

mates actual errors, see, e.g., Kotsuki et al. (2017). Here, we employ multiplicative

covariance in
ation (Anderson and Anderson, 1999), where the in
ated ensemble is

de�ned by

X in
 = �
�
X � �X

�
+ �X ; (2.8)

where � � 1 de�nes the amount of in
ation, and where the columns of theNx �

Ne matrix �X are the forecast mean�x . In an in
ated EnKF, the in
ated forecast

ensemble (2.8) replaces the forecast ensemble. The in
ation parameter� is usually

tuned to maximize forecast skill.

2.3.4 Multiscale Waveband Localization

Geophysical systems often span a range of spatial and temporal scales, but local-

ization and in
ation, as described above, do not take multiscale characteristics into

account. The idea of multiscale localization is to address multiscale behavior during

the process of localization. An example of a multiscale method is multiscale wave-

band localization, which we refer to as \waveband localization" (Buehner, 2012).

Waveband localization uses spectral �lters to decompose the state into separate

scales, and then applies di�erent localization matrices to each of the resulting sample

covariance matrices. The following summarizes the algorithm described in Buehner

and Shlyaeva (2015), which extends the method presented in Buehner (2012).

One �rst de�nes Ns spectral �lters 	 k , k = 1 ; : : : ; Ns, with the property that
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P N s
k=1 	 k = I . The �lters are applied to each member of the forecast ensemble

x k
i = 	 kx i : (2.9)

After �ltering, one thus ends up with Ns ensembles, where each ensemble corre-

sponds to a di�erent scale, because the �lters	 k isolate spectral wavebands (scales).

For each ensemble, we de�ne normalized forecast perturbations

X k =
1p

Ne � 1
[x k

1 � �x k ; : : : ;x k
Ne

� �x k ]; (2.10)

where the bar denotes the sample average. The corresponding forecast covariance

matrices are given by

P̂ k1 ;k2 = X k1 X T
k2

: (2.11)

Note that P̂ k2 ;k1 = ( P̂ k1 ;k2 )T , so that one obtainsNs(Ns + 1) =2 covariance matrices.

To implement a scale-dependent localization, one applies localization matricesL k1 ;k2

to the covariance matricesP̂ k1 ;k2 :

P̂ loc
k1 ;k2

= L k1 ;k2 � P̂ k1 ;k2 : (2.12)

Here,L k1 ;k2 is a localization matrix as before ifk1 = k2, and if k1 6= k2, it is de�ned

by

L k1 ;k2 = L 1=2
k1 ;k1

L T =2
k2 ;k2

; (2.13)

where L 1=2 denotes a matrix square root such thatL = L 1=2L T =2. Note that the

localization varies as a function of the waveband indicesk1 and k2. The sum of

all localized covariance matrices across the various wavebands de�nes the localized

forecast covariance matrix:

P̂ loc =
N sX

k1=1

N sX

k2=1
P̂ loc

k1 ;k2
: (2.14)

Note that we recover the \usual" localization as described in Section 2.3.3, ifL k1 ;k2 =
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L , i.e., if the same localization is applied to all covariances in (2.11) (Buehner and

Shlyaeva, 2015). In general, the number of spectral �lters and which wavebands are

�ltered, is problem dependent and is tuned.

2.3.5 Assessing the Skill of Ensemble DA

To assess the skill of a DA technique, we compute the root mean squared error

(RMSE) and the spread for forecasts and analyses. Forecast RMSE is de�ned by

RMSE =
 

1
Nx

N xX

i =1
([ �x ]i � [x t ]i )2

! 1
2

; (2.15)

where �x is the forecast mean andx t is the \true" state at forecast time; here and

below, we denote the elements of a vectorx by [x ]i , i = 1 ; : : : ; Nx . The forecast

spread is de�ned by

spread =
 

trace(P̂ )
Nx

! 1
2

(2.16)

where trace(̂P ) =
P N x

i =1 [P̂ ]i;i and [P̂ ]i;j , i; j = 1 ; : : : ; Nx are the elements ofP̂ .

Analysis RMSE and spread are de�ned as above but with�x replaced by the analysis

mean,x t replaced by the true state at analysis time, and̂P replaced by the sample

covariance of the analysis ensemble. For both forecasts and analyses, a well-tuned

EnKF should have the property that RMSE � spread, so that expected errors are

comparable to actual errors.

We use the Frobenius norm to measure error between two matrices. The Frobe-

nius norm of anN � N matrix A is de�ned as

kA k =

0

@
NX

i =1

NX

j =1
[A ]2i;j

1

A

1
2

=
 NX

i =1
� 2

i (A )
! 1

2

; (2.17)

where� i (A ) are the singular values of the matrixA . Note that all singular values of

a matrix contribute to the Frobenius norm, whereas the spectral norm of anN � N

matrix A , de�ned as kA k2 = max i � (A ) i , only measures the largest singular value.
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2.4 Eigenvector-Spatial Localization

At the core of the localization method are projections onto eigenvectors of covariance

matrices. Recall that the eigenvectorsqi of a Nx � Nx covariance matrix P are

orthogonal: qT
i qj = 0 if i 6= j and qT

i qi = 1. Generically, a projection matrix �

has the properties that� 2 = � = � T . The Nx eigenvectors of a covariance matrix

thus de�ne Nx projections

� i = qi qT
i : (2.18)

We now construct a localization technique that separates large-scales from small

scales by projection onto eigenvectors of a localized, large-scale covariance. We call

this method \eigenvector-spatial localization" (ESL).

2.4.1 Construction of a Localized Large-Scale Covariance

We expect that large-scale features reside in a subspace whose dimension is much

less than the state dimension. The reasons why the dimension of this subspace is

low can be illustrated by simple examples. Consider a covariance matrix de�ned

over a discretized spatial domain with elements [P ]i;j = exp ( � 0:5(zi;j =l)2), where l

is a length scale andzi;j is the distance between positionsi and j . The eigenvalues

of P decay exponentially and the rate of decay is controlled by the length scalel .

For large l , the eigenvalues decay quickly. By setting small eigenvalues equal to

zero, one obtains a low-rank approximation of the covarianceP , using the �rst few

eigenvalues and eigenvectors.

We wish to construct such a low-rank approximation of the large-scale covariance

from an ensemble that contains all scales. If small scales do not immediately a�ect

large-scale structures, we can treat them as noise and remove them by smoothing, or

equivalently the use of a large-scale waveband �lter as in (2.9). Applying smoothing

to all Ne ensemble members yields the smoothed ensemble

x s
i = smooth(x i ): (2.19)
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In the numerical examples we implement the smoothing using a spatial average

with weights that decrease with separation following a Gaussian. We view the

spatial smoothing of the ensemble as a practical step that has the bene�t of reducing

the ensemble size needed for reasonable estimates, discussed below, of the leading

eigenvectors.

The smoothed ensemble de�nes normalized forecast perturbations

X s =
1p

Ne � 1

h
x s

i � �x s; : : : ;x s
Ne

� �x s
i

; (2.20)

and we localize the resulting ensemble covariance by a symmetric positive de�nite

localization matrix L s:

P̂ s = L s �
�
X sX T

s

�
: (2.21)

The localized covariancêP s is positive semi-de�nite by construction and, since small

scales have been removed via smoothing, its eigenvalues decay quickly.

We can now compute a large-scale covariance by projecting the ensemble onto

the N lg leading eigenvectors of̂P s. We write the projections as

� i = qi qT
i ; i = 1 ; : : : ; Nlg; (2.22)

whereqi , i = 1 ; : : : ; Nlg are the leading eigenvectors of̂P s in (2.21). The large-scale

covariance is de�ned by the sum ofN lg projections of the ensembleX :

P̂ lg =
N lgX

i =1
(� i X ) ( � i X )T : (2.23)

Note that, we do not apply localization toP̂ lg directly; instead, it re
ects the e�ects

of the localization applied toP̂ s, through its dependence on the eigenvectorsqi .

To see that P̂ lg is indeed low-rank, substitute the de�nition of � i into (2.23) to

�nd

P̂ lg =
N lgX

i =1
si

�
qi qT

i

�
; (2.24)
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where si = qT
i

�
XX T

�
qi are scalars. The matricesqi qT

i are rank-one and have

orthogonal ranges. It follows that rank(̂P lg) = N lg. Since we assume thatN lg � Nx ,

P̂ lg is low-rank.

2.4.2 Construction of a Localized Small-Scale Covariance

We construct a localized covariance for the small scales by �rst projecting the en-

semble perturbations onto the space orthogonal to the space spanned by theN lg

leading eigenvectorsqi , i = 1 ; : : : ; Nlg, of P̂ s in (2.21). The required projection

matrix is given by

� ? = I � QQ T ; (2.25)

where theNx � N lg matrix Q has theN lg leading eigenvectorsqi as its columns:

Q =
h
q1; : : : ;qN lg

i
: (2.26)

With these de�nitions, we de�ne the localized, small-scale covariance by

~̂P sm = L sm �
�
� ? (XX T )� ?

�
; (2.27)

whereL sm is a positive de�nite localization matrix for the small scales. Note that

L sm is chosen independently of the large-scale localizationL lg, so that we can apply

a tighter localization to the small scales than to the large scales.

Owing to the localization with L sm, the eigenvectors of~̂P sm are not orthogonal to

the eigenvectors of̂P lg. To keep all eigenvectors orthogonal, we apply the projection

once more and obtain

P̂ sm = � ?
~̂P sm� ? : (2.28)

The rank of P̂ sm will in general be high because of the localization. In particular,
~̂P sm will be full rank when L sm is full rank and thus P̂ sm will have the same rank,

Nx � N lg, as � ? . Thus, while we leverage low-rank approximations in the large-

scale covariances, we do not rely on low-rank approximations when constructing
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Figure 2.1: Flowchart of ESL. Rounded boxes are operations and trapezoids are
inputs and outputs (some intermediate inputs and outputs are omitted for clar-
ity). Dotted lines represent ensembles, solid lines represent covariance matrices,
and dashed lines represent a collection of eigenvectors.

small-scale covariances.

2.4.3 Construction of a Localized Multiscale Covariance

The localized multiscale covariance is simply the sum of the localized small and

large-scale covariances:

P̂ loc = P̂ lg + P̂ sm: (2.29)

Because the eigenvectors of̂P lg and P̂ sm are orthogonal the rank ofP̂ loc is:

rank(P̂ loc) = rank( P̂ lg) + rank( P̂ sm): (2.30)
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Figure 2.2: Illustration of the homogeneous (top row) and heterogeneous (bottom
row) systems (see also the numerical illustrations in Section 2.5). The color indicates
the value of the elements of a covariance matrix after being clipped between -1 and
1, where blue shades are positive and red shades are negative. Column (a): true
covariance matrix P t . Column (b): sample covariance matrixP̂ of an ensemble
of size 40. Column (c): large-scale covariance matrix̂P lg (Section 2.4.1). Column
(d): small-scale covariance matrixP̂ sm (Section 2.4.2). Column (e): multiscale
covariance matrix P̂ loc.

Since the rank ofP̂ sm is high, the rank of the multiscale covariance is also high, as is

necessary because it covers all scales. Indeed,P̂ sm is full rank when the small-scale

localization matrix L sm in (2.27) is full rank, following the arguments in the previous

subsection.

A 
owchart summarizing ESL is shown in Fig. 2.1. The top of the chart illus-

trates how the eigenvectors are computed from a smoothed ensemble, and then the

calculation splits into two threads to compute large-scale and small-scale covari-

ance matrices. The two covariance matrices are then added to give the multiscale

covariance matrix of ESL.

Figure 2.2 gives an example of the covariance matrices at various stages in ESL

in the cases of spatially homogeneous (top row) and heterogeneous (bottom row)

multiscale covariances, which will be speci�ed in Section 2.5. The true covariance

matrices P t in each case are shown on the left (column (a)). Proceeding to the

right, the raw sample covariances (column (b)) exhibit considerable sampling noise.
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The large-scale covariancêP lg (column (c)) captures large-scale aspects but retains

some sampling error (note the variation along the diagonal even in the homogeneous

case). The small-scale covariancêP sm (column (d)), is the result of the processes

described in Section 2.4.2. The sum,̂P lg + P̂ sm (column (e)), greatly improves over

the raw sample covariance in estimatingP t .

2.4.4 Extension to Multiple Scales

We have focused on two scales (small and large), but ESL can be extended to

multiple scales. We now describe this process as a recursion overNs scales. Starting

with the largest scales, we initialize the process as in Section 2.4.1, which gives the

localized covariancêP1 (indexing the covariances by numbers, rather than by \lg"

and \sm" as before).

To calculate the localized covariance matrix for thej th scale,j = 2 ; : : : ; Ns, we

begin by calculating
~̂P j = L j �

�
� ? ;j

�
X j X T

j

�
� ? ;j

�
; (2.31)

where X j are normalized ensemble perturbations, smoothed by an appropriate

amount for the j th scale. To keep eigenvectors orthogonal, we apply the projec-

tion again and obtain

P̂ j = � ? ;j
~̂P j � ? ;j : (2.32)

The required orthogonal projection matrices are de�ned recursively by

� ? ;j = ( I � Q j � 1QT
j � 1)� ? ;j � 1; (2.33)

where the matrixQ j � 1 contains theN j � 1 leading eigenvectors of̂P j � 1 as its columns.

The recursion is initialized by� ? ;0 = I . The N j leading eigenvectorsq j
i of P̂ j de�ne

the N j projections � j
i = q j

i (q
j
i )T that are used to obtain the localized covariance:

P̂ loc
j =

N jX

i =1

�
� j

i X
� �

� j
i X

� T
; j = 1 ; : : : ; Ns � 1: (2.34)
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For the smallest scale, we havêP loc
N s

= P̂N s , in analogy to how we compute the small-

scale covariance in the two-scale scenario. The multiscale covariance is de�ned, as

before, as the sum of the covariances for the various scales:

P̂ loc =
N sX

j =1
P̂ loc

j : (2.35)

As with any localization scheme, multiscale localization by ESL also requires

tuning. When localizing with a single scale, one needs to tune one appropriate

length scale, which is relatively straightforward. Multiscale localization is more

cumbersome because it requires that we determine how many scales are present in

the system, how many eigenvectors should be kept to represent each scale, and the

amount of smoothing applied at each scale. We discuss the tuning of ESL in more

detail in the numerical examples below.

2.4.5 Construction of a Localized Large-Scale Covariance Using a Coarse Ensemble

The multiscale localization technique described above is applicable when the system

is spatially heterogeneous, but the smoothing step may cause errors if the system

features abrupt changes in correlation structure. In this case, one may want to avoid

smoothing. We present one way of constructing a large-scale covariance without a

smoothing step. Instead of smoothing, we assume that the underlying dynamics

are solved on a �ne and a coarse grid. Computations on the coarse grid are less

expensive, because if each spatial dimension is coarsened by a factor of 2 then the

computational cost is reduced by a factor of approximately 24 (in a 3D system).

One can leverage the computational advantages of the coarse grid and generate a

coarse grid ensemble whose ensemble size is large enough to make the smoothing

step obsolete. Once the covariance on the coarse grid is constructed and interpolated

appropriately onto the �ne grid, the small-scale covariance is obtained by projection

as before.

The two grids (coarse and �ne) are as follows. On the �ne grid, the state dimen-

sion isNx and we are given an ensemble of sizeNe � Nx to form the Ne � Nx matrix
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X of normalized ensemble perturbations. On the coarse grid, the state dimension

is Nx;c � Nx and we are given a coarse ensemble of sizeNe;c � 1. The normalized

ensemble perturbations of the coarse ensemble areX c (a Ne;c � Nx;c matrix). We

use the coarse ensemble to construct a large-scale covariance on the coarse grid

P̂ c = L c �
�
X cX T

c

�
; (2.36)

where L c is a positive de�nite localization matrix. We compute the leadingN lg

eigenvalues� c
i and corresponding eigenvectorsqc

i , i = 1 ; : : : ; Nlg, of P̂ c.

To move from the coarse ensemble to the �ne ensemble, we interpolate the coarse

grid eigenvectors onto the �ne grid:

q̂i = interp( qi;c ): (2.37)

This interpolation implies that q̂i are no longer normalized (norm equal one) or

orthogonal. We form a new set ofN lg orthogonal, unit length vectors qi , i =

1; : : : ; Nlg, each of sizeNx , by Gram-Schmidt (QR decomposition). The localized,

large-scale covariance is now constructed in analogy to (2.24):

P̂ lg =
N lgX

i =1
si (qi qT

i ); si =
� c

i

jj q̂i jj 2 ; (2.38)

where, jj q̂i jj =
q

qT
i qi is the Euclidean norm. Note that the eigenvalues of the co-

variance on the coarse grid are scaled by the inverse of the length of the interpolated

eigenvectors, which is needed to maintain the magnitude of the coarse ensemble co-

variance after interpolation. We also emphasize that̂P lg is constructed solely from

the coarse ensemble; the ensemble on the �ne grid is never used.

With P̂ lg and qi , de�ned on the �ne grid, the construction of the small-scale

covariance is as in Section 2.4.2. Speci�cally, we use (2.27) and (2.28), withX being

the ensemble on the �ne grid, to construct the small-scale covariance. The multiscale

covariance is the sum of the large and small-scale covariances (see Section 2.4.3).
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2.5 Numerical Illustration 1: Gaussians with Two-Scale Covariance Matrices

We illustrate ESL on examples with a known, multiscale covariance. This set of

numerical experiments does not feature a dynamical model.

Consider a system whose state is a periodic function of a single spatial coordinate.

We assume the elements of the discretized state vectorx correspond toNx = 64

equally spaced points and that the true statex t has a Gaussian prior distribution

with mean 0 and forecast covariance matrixP t , x t � N (0; P t ). We suppose also

that we are given realizations of observations related to the state by

y = Hx t + """; """ � N (0; R ): (2.39)

In what follows, we chooseH to select every 8th position of the state, so that we

have Ny = 8 observations, and we takeR = I .

We evaluate ESL (and other localization approaches) in this simple context in

two ways: the accuracy of its estimate ofP t from a �nite ensemble, using the

Frobenius norm (2.17), and the RMSE (2.15) of the state update. In each realization

of the experiment, a true statex t and an ensemble of sizeNe are drawn with

distribution N (0; P t ), and observations are generated from (2.39) with independent

draws of""" . All results are averaged over 1000 realizations. The comparisons below

include two other quantities computed from the experiments. The Kalman �lter

(a single update using the correct mean and covariance) gives the minimum RMSE

that can be achieved by any update. An EnKF that employsP t in the gain for each

member gives the lower bound for RMSE that can be achieved by ESL or other

localizations, as even with perfect covariances the EnKF retains sampling error in

the prior mean.

We consider single-scale localization, waveband localization and ESL. Each lo-

calization method is tuned by minimizing the analysis RMSE. For single-scale lo-

calization, we tune the localization length scale; for waveband localization, we tune

the spectral �lter, and the large and small-scale localization length; for ESL we tune

the smoothing length scale and the large- and small-scale localization length. We
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Figure 2.3: Results for the case of an isotropic homogeneous forecast covariance.
Left: Error in forecast covariance matrix (Frobenius norm) as a function of ensemble
size. Right: Analysis RMSE as a function of ensemble size. Green triangles: ESL.
Purple hexagons: waveband localization. Red squares: single-scale localization.
Black x’s (right panel): EnKF using true forecast covariance. Brown line (right
panel): average analysis standard deviation of the Kalman �lter.

consider only two scales (small and large), this means that we use two wavebands

(waveband localization) and two sets of eigenvectors (ESL). Tuning over three scales

(not shown) did not result in a signi�cant di�erence in analysis RMSE. We tune in-


ation only on the single-scale localization and use the resulting in
ation parameter

in the multiscale methods.

We consider two multiscale covariances, one spatially homogeneous and the other

heterogeneous. The corresponding covariance matricesP t appear in column (a) of

Figure 2.2. Explicit formulae for the covariances, along with results for ESL, are

given in Sections 2.5.1 and 2.5.2 below. In the remainder of this section, we examine

ESL results using a coarse ensemble in the estimation of the large-scale covariance

rather than spatial smoothing of the ensemble members (Section 2.5.3), and discuss

and summarize our numerical �ndings (Section 2.5.4).

2.5.1 Isotropic Homogeneous Forecast Covariance

We apply localization (single-scale, ESL and waveband localization) to a problem

de�ned on a periodic domain, discretized on 64 regularly spaced points. The forecast
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Figure 2.4: Results for the case of an isotropic homogeneous forecast covariance.
Shown is the covariance with index 32, which falls roughly in the center of the
domain. Left (green): ESL. Center (red): single-scale localization. Right (purple):
Waveband localization. The solid lines show the covariance averaged over 1000 trials,
and the shaded region shows this average plus and minus one standard deviation.
In all three panels, the true covariance is shown with a solid black line.

covariance is isotropic and homogeneous, and is given by the weighted sum:

P t = 0 :6P1 + 0 :4P2: (2.40)

The elements ofP1 and P2 are de�ned by

[P k ]i;j = exp

0

@�
 

zi;jp
2lk

! 2
1

A ; i; j = 1 ; : : : ;64; k = 1 ; 2; (2.41)

and wherezi;j is the distance between [x ]i and [x ]j in the periodic domain. The

length scales forP1 and P2 are l1 = 0 :2 and l2 = 0 :01 respectively and, thus,P1

describes large scales andP2 describes correlations across the small scales. We

note that the variance structure is constant throughout the domain and that the

eigenvectors ofP1 and P2 and, therefore ofP t , are Fourier modes, which naturally

describe di�erent \scales." This means that this example satis�es all assumptions

required for ESL and we expect that the method will do well on this example.

Figure 2.3 shows the results of our numerical experiments. The left panel shows

the Frobenius norm of the di�erence of the estimated forecast covariance matrices
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and the \true" forecast covariance,jjPest � P t jjF , as a function of the ensemble size.

We note that the multiscale techniques lead to smaller errors than single-scale lo-

calization and that ESL leads to slightly smaller errors than waveband localization.

We also note that the rate with which the errors decay are comparable for all three

methods. The right panel of Figure 2.3 shows the analysis RMSE as a function of

ensemble size. Again, we note that the multiscale methods lead to smaller errors

than the single-scale method and that ESL has a slight edge over waveband localiza-

tion. It is also important to point out that ESL leads to errors that are comparable

to the errors of the EnKF, using the true forecast covariance (no sampling error in

the forecast covariance). This means that ESL leads to errors that are nearly as

small as possible with any localization scheme.

Figure 2.4 shows the 32nd column of the localized forecast covariance for three

localization methods. The solid lines (often hidden) are the average variances and

covariances over the 1000 trials and the shaded regions are de�ned by the average

covariance plus or minus one standard deviation. The solid black line corresponds

to the corresponding variance and covariances of the true forecast covariance (no

sampling error). We note that single-scale localization decreases the covariances too

quickly at large distances. The multiscale methods describe the true covariances

more accurately, and ESL leads to the most accurate estimates.

2.5.2 Heterogeneous Forecast Covariance

We apply localization (single-scale, ESL and waveband localization) to a problem

with a heterogeneous forecast covariance given by

P t = D 1P1D 1 + D 2P2D 2; (2.42)

where P1 and P2 are de�ned in the previous section, and whereD 1 and D 2 are

diagonal matrices with positive diagonal elements. The matricesD 1 and D 2 change

the variance ofP within the domain. To de�ne D 1 and D 2, we �rst de�ne a vector
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Figure 2.5: Results for the case of a heterogeneous forecast covariance. Left: Er-
ror in forecast covariance matrix (Frobenius norm) as a function of ensemble size.
Right: Analysis RMSE as a function of ensemble size. Green triangles: ESL. Pur-
ple hexagons: waveband localization. Red squares: single-scale localization. Black
x’s (right panel): EnKF using true forecast covariance. Brown line (right panel):
average analysis standard deviation of the Kalman �lter.

of length Nx with elements:

[~v ]i = 1 � exp(� (i � 31:5)2=(2 � 96)): (2.43)

We then rescale~v so that its largest element is equal to 0.9 and its smallest element

is equal to 0.2:

v =
~v � min(~v)

max(~v) � min(~v)
� (0:9 � 0:2) + 0 :2: (2.44)

The resulting vectorv is used to de�neD 1 and D 2:

[D 1]i;i =
q

[v ]i ; [D 2]i;i =
q

1 � [v ]i : (2.45)

Since the variance structure changes within the domain, the smoothing step in ESL

may arti�cially increase weak long distance correlations, because locations with

stronger long distance correlations are averaged (smoothed) with locations with

weak long distance correlations.

Figure 2.5 summarizes the results of our numerical experiments. The left panel



36

Figure 2.6: Comparison of ESL using smoothing (green, left) and a coarse ensemble
(pink, right). Shown is the large-scale covariance of grid cells distanced �ve (�ne-
scale) grid points apart. The shaded areas represent the average plus and minus one
standard deviation. Black: true covariance.

shows the Frobenius norm of the di�erence of the estimated covariance and the

\true" covariance matrices as a function of the ensemble size. The right panel of

Figure 2.5 shows the analysis RMSE as a function of ensemble size. As in the pre-

vious example, we note that the multiscale methods lead to smaller errors than the

single-scale localization, but the di�erences in errors between the two multiscale

methods are even less pronounced than in the previous example. This is not so

surprising because the eigenvectors of the forecast covariance matrix of this exam-

ple do not separate large and small scales from one another, so that some of the

assumptions made in ESL are not met. This renders the technique less e�ective

than in the �rst example, where essentially all required assumptions are met.

2.5.3 Heterogeneous Covariance { Large-Scale Covariance Estimated from a Coarse

Ensemble

We apply ESL, but using a coarse ensemble to estimate large-scale covariances, to

the same setup and heterogeneous forecast covariance matrix as in Section 2.5.2.

The coarse ensemble members have a dimension of 16 which is derived from the �ne
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Table 2.1: Errors in forecast covariance and analysis RMSE for ESL using smoothing
or a coarse ensemble.

Ne 5 10 15 20 30 40 50

Error in forecast covariance
Smoothing 19.5 14.0 11.8 10.7 8.57 7.33 6.92

Coarse Ens. 6.16 5.83 5.29 5.15 5.14 5.57 5.05

Error in Kalman gain
Smoothing 1.19 0.886 0.776 0.704 0.605 0.548 0.500

Coarse Ens. 0.685 0.586 0.552 0.527 0.507 0.486 0.480

RMSE
Smoothing 0.883 0.826 0.810 0.797 0.791 0.795 0.782

Coarse Ens. 0.858 0.814 0.802 0.792 0.789 0.793 0.780

ensemble of dimension 64 by retaining every 4th position. Quadratic interpolation

is used to convert the coarse eigenvectors to the �ne grid. The ensemble size of the

coarse ensemble is set to 200.

Figure 2.6 shows the covariance of grid cells distanced �ve (�ne-scale) grid points

apart (ensemble size isNe = 15). The left panel, in green, shows the covariance

obtained by ESL with smoothing. The right panel, in pink, shows the covariance

obtained by ESL using the coarse ensemble. The solid lines show the covariance

averaged over the 1000 trials and the shaded regions indicate the region within one

standard deviation of this average. We note that the coarse ensemble leads to more

accurate estimates of the large-scale covariance. Even more signi�cantly, the coarse

ensemble reduces the standard deviation, because a larger ensemble size is used in

the estimation of large-scale covariances.

Table 2.1 shows the analysis RMSE and the error in the covariance matrices

localized by ESL, using smoothing or a coarse ensemble, as a function of the ensemble

size on the �ne grid (the ensemble size of the coarse ensemble is �xed to 200). We

note that using the coarse ensemble leads to smaller errors in the covariance matrix

and analysis RMSE, independently of the ensemble size. The reduction in analysis

RMSE, however, is minor. This can be explained by considering errors in the Kalman

gain, which is anonlinear function of the forecast covariance and the observation



38

network. The error in the Kalman gain is also shown in Table 2.1 and we note that

the errors in the Kalman gain are comparable for the two variants of ESL. Since

the analysis RMSE is determined primarily by errors in the Kalman gain, rather

than the forecast covariance, this explains why the two techniques show signi�cant

di�erences in the errors in the covariance matrices, but nearly identical analysis

RMSE.

2.5.4 Discussion

In the above experiments multiscale localization results in more accurate estimates

of forecast covariance and, hence, smaller analysis RMSEs than single-scale local-

ization. This is especially apparent at lower ensemble sizes where localization has

the biggest impact. This result, however, is not surprising, because the problem

is set up to be multiscale. ESL performs similarly, though marginally better, than

waveband localization in terms of analysis RMSE. The fact that ESL and waveband

localization perform similarly is not surprising since both methods are constructed

using similar ideas (projections). The two methods di�er mainly in how the domain

is decomposed into di�erent scales. ESL decomposes the domain by projection onto

eigenvectors, whereas waveband localization decomposes the domain by projection

onto wavebands.

Because localization is particularly important when the ensemble size is small

(in these examples, 15 or fewer ensemble members), we discuss ESL in more detail

for such small ensembles. In this case, our tuning of ESL results in a large smooth-

ing length scale and a tight localization, when calculating the large-scale covariance

matrix. The reason is that a small ensemble contains only a limited amount of infor-

mation and may not fully resolve all relevant details (the aspects that are relevant

to the large-scale). A large amount of smoothing results in a covariance matrix that

approaches a constant (in the limit of in�nite smoothing). After localization, we

are then essentially calculating the leading eigenvectors of the localization matrix

which, in our examples, returns the leading Fourier modes. This means that for a

small ensemble, ESL is similar waveband localization with no large-scale localization
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and no cross-scale covariance. In this context, we recall that ESL does not apply

spatial localization directly (to the large scales). The localization is done indirectly

via projection onto the eigenvectors of a smoothed and localized sample covariance

(see Section 2.4.1).

ESL with large-scale covariances computed from a coarse ensemble avoids the

smoothing step. The simple heterogenous example illustrates this point, and we

�nd that the coarse ensemble leads to more accurate covariance estimates than

the smoothing technique. This reduction in the error of the forecast covariances,

however, does not necessarily result in a signi�cant reduction in the analysis RMSE.

The reduction in analysis RMSE depends mostly on errors in the Kalman gain,

which is a nonlinear function of the forecast covariance and the observation network,

and in the example the coarse ensemble leads to comparable analysis RMSEs as

the smoothing technique. We also note that the coarse ensemble size used here is

very large and even larger than the dimension of the coarsened state (Ne;c = 200;

Nx;c = 64). This may not be feasible in realistic scenarios, which could imply that

the coarse ensemble techniques may have little to no advantage over the smoothing

method.

2.6 Illustration 2: Cycling DA with Lorenz Model III

We apply single- and multiscale localization methods to the third model of Lorenz

(2005) and compare the results of each method in terms of forecast RMSEs and

spread.

2.6.1 Lorenz Model III

The Lorenz model III (LM3, Lorenz (2005)) is the di�erential equation

dZn=dt = [ X; X ]K;n + b2 [Y; Y]1;n + c [Y; X ]1;n � X n � bYn + F; (2.46)
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wheren = 1 ; : : : ; Nz is an integer,Nz is the state dimension, andK , b, c, and F are

parameters. The square brackets are de�ned as,

[X; Y ]K;n =
JX

j = � J

0
JX

i == � J

0(X n � 2K � i Yn � K � j + X n � K + j � i Yn+ K + j ) =K 2; (2.47)

where,

J =

8
>><

>>:

K=2; if K is even

(K � 1)=2; if K is odd
: (2.48)

Here, � 0 is the usual sum ifK is odd, but if K is even, the �rst and last summands

are weighted by 1=2. The variablesX n and Yn are de�ned as,

X n =
IX

i = � I

0(� � � ji j) Zn+ i ; Yn = Zn � X n ; (2.49)

where,

� =
�
3I 2 + 3

�
=

�
2I 3 + 4 I

�
; � =

�
2I 2 + 1

�
=

�
I 4 + 2 I 2

�
; (2.50)

and whereI is a parameter. Note that the intermediate variableX is a smoothed

version ofZ , in which small scales are averaged out and that the variableY contains

the small scales. The various parameters have physical interpretations which we

summarize brie
y: K determines the number of waves inX ; bde�nes the amplitude

and speed of 
uctuations inY ; c a�ects the coupling betweenX and Y ; and F is a

forcing term that determines the chaotic behavior of the system;I is important for

the smoothness ofX , with larger values leading to a smootherX .

We adjust the parameter values of Lorenz (2005) so that the resulting system

is characterized by forecast covariance matrices with a more pronounced multiscale

structure. We achieve this by increasing the amplitude ofY , while simultaneously

decreasing its time scale. The parameter values we use, and those of Lorenz (2005)

are listed in Table 2.2. The error growth of LM3 with our choice of parameter

values and with the parameter values of Lorenz (2005) is illustrated in Figure 2.7.

The errors are averaged over 100 di�erent realizations of error growth derived from 10
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Table 2.2: Parameters of the LM3 model

Parameter Nz K I F b c
This work 960 32 12 14 1 0.37

Lorenz (2005) 960 32 12 15 1 2.5

Figure 2.7: Error growth in Z (multiscale, grey), X (large scale, orange) andY
(small scale, blue). Solid lines correspond to LM3 with adjusted parameters. Dashed
lines correspond to LM3 with parameters as in Lorenz (2005).



42

Figure 2.8: An example of a state of LM3 (adjusted parameters). Top (grey):
multiscale variable Z . Bottom: large-scale variableX (orange) and small-scale
variable Y (blue).

di�erent initial conditions each with 10 di�erent random perturbations drawn from

a normal distribution with identity correlation and variance equal to 10� 10. We note

that errors grow exponentially in both cases (both LM3 models are chaotic), but

with our choices of parameter values, errors inY grow more slowly and saturate at a

higher level than when using the original LM3 parameter values. A typical state, in

terms of Z , X and Y of LM3 with our adjusted parameters is shown in Figure 2.8.

We note that the small scales (Y ) and the large scales (X ) are comparable in size.

This is not the case with the classical parameter values reported in Lorenz (2005).

2.6.2 Twin Experiment Setup

We follow Rainwater and Hunt (2013) in the design of twin experiments with LM3.

To generate a (random) initial condition for Z , we �rst generate an initial ~Y0 by

drawing Nz values from a uniform distribution on [� 6; 6]. To obtain an initial ~X 0,

we draw Nz=K numbers from a uniform distribution on [� 9; 14] and then interpo-
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late onto Nz points using a quadratic spline. We then set~Z0 = ~X 0 + ~X 0= ~X max ~Y

where ~X max is the largest element (absolute value) of~X 0. We then evolve ~Z0 for 24

time units to obtain an initial condition Z0. As suggested in Rainwater and Hunt

(2013), we use a fourth order Runge-Kutta scheme with a time step �t = 0 :05=24

to numerically integrate LM3.

We generate a ground truth by integrating a random initial conditionZ0 for 125

time units. The �rst 25 time units are used for spin up, and the subsequent 100

time units are used to calculate errors. The initial ensemble is computed as follows.

We evolve a random initialZ0 for 4000 time units, and save a series of states, each

0:1 time units apart. Ensemble members are randomly selected from this collection

of states. The ensemble size isNe = 20 in all experiments.

Observations of every 4th component ofZ are assimilated every 0.05 time units,

which is approximately equal to 1/10 of the e-folding time. The observation errors

are independent with an observation error variance equal to one.

2.6.3 Tuning of Localization and In
ation

To tune the localization methods, we run DA experiments for a range of parameters

that de�ne the various localization methods. We repeat this procedure for a range

of in
ation parameters and call the localization/in
ation that leads to the smallest

forecast RMSE \optimal."

Speci�cally, for the single-scale localization, we vary the localization length (from

5 to 40 with a step size of 5), and the in
ation values (from 0 to 0.3 with a step size

of 0.05). For ESL, we consider only two in
ation parameters (0, i.e., no in
ation)

and 0.05). For each in
ation, we vary the small-scale localization lengths (4, 6, and

8), the large-scale localization length (30, 45, and 60), and the smoothing distances

(8 and 10). The parameters that lead to the smallest forecast RMSE are the optimal

values. In all experiments, we pickN lg = 40. This is motivated by the fact that

Nz=K = 30, which approximates the dimension of the single-scale model I that

the X variable is meant to represent (Lorenz, 2005). We useN lg = 40, rather

than N lg = 30, to account for possibly underestimating an appropriate large-scale
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Table 2.3: Time averages of forecast RMSE and spread (tuned) for three localization
techniques.

RMSE Spread

Single-scale 1.03 0.47
Waveband 0.78 0.40

ESL 0.67 0.52

dimension. We do not use a coarse ensemble to estimate large-scale the covariance

because LM3 has no natural mechanism to coarsen the resolution. Tuning waveband

localization is analogous to the tuning of ESL, but the smoothing parameters are

replaced by spectral �lter widths, with maximum wave numbers of 100, 125, and

150.

2.6.4 Results and Discussion

Table 2.3 lists the (tuned) forecast RMSE and spread (forZ ) of the three localization

methods. The multiscale methods lead to smaller RMSEs than than the single

scale method, which, again, is not surprising because this problem is characterized

by two scales. We also note that ESL leads to the smallest RMSE and largest spread,

but this may be due to insu�cient tuning (see below).

Forecast RMSE and spread, as a function of time, are shown in Figure 2.9, for

single-scale localization, ESL and waveband localization. The �gure reiterates that,

on average, multiscale localization leads to smaller errors than single-scale localiza-

tion. While RMSE occasionally grows and can be much larger than the spread, the

growth in RMSE associated with the multiscale methods is less severe than in the

case of single-scale localization. We also note that single-scale localization leads to

an RMSE considerably larger than the spread. This can be remedied by increas-

ing the in
ation parameter, but a higher in
ation subsequently causes even larger

RMSE. Forecast RMSE and spread of the multiscale methods are comparable on

average, but occasionally RMSE grows larger than the spread.

While we note that ESL leads to smaller forecast RMSE than waveband local-
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Figure 2.9: RMSE and spread in the multiscale variableZ of LM3 (after a 25
cycle spin up period). Solid lines: RMSE. Dashed lines: Spread. Red: single-scale
localization. Purple: waveband localization. Green: ESL.

ization, a more extensive tuning may make the errors more comparable and we do

not claim that ESL outperforms waveband localization in this example. Rather,

we are satis�ed with demonstrating that ESL may be competitive with waveband

localization in a non-trivial multiscale and cycling DA system.

2.7 Summary and Conclusions

We described a new multiscale localization method based on the estimation of eigen-

vectors and subsequent projections, together with traditional spatial localization

applied with a range of localization lengths. We call this method eigenvector-spatial

localization (ESL). The basic idea is to estimate eigenvectors of the covariance ma-

trices pertaining to di�erent scales and then project the ensemble onto these eigen-

vectors. Speci�cally, the eigenvectors associated with large-scale covariances are

estimated from the ensemble by applying smoothing and localization with a large

length scale, while eigenvectors associated with small-scale covariance are estimated

by applying little or no smoothing and a smaller localization parameter. As an

alternative to using smoothing for the estimation of eigenvectors associated with
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large-scale covariances, one can also make use of a coarse ensemble, and we de-

scribed this process in detail. We focused in our presentation on two scales, but the

methodology naturally extends to more than two scales.

We illustrated the use of ESL in two sets of numerical experiments. In the �rst

set of experiments, we consider Gaussian forecast distributions, in which the \true"

forecast covariances are known. The second set of experiments consists of cycling

DA experiments with the Lorenz model III (Lorenz, 2005). The numerical examples

illustrate the use of ESL, but they are too simple to fully understand the advantages

of using a coarse ensemble over smoothing. The Lorenz model III has no natural way

of coarsening the resolution, so that we only implement ESL using smoothing. The

numerical experiments with the Gaussian forecast distribution are low dimensional

(Nx = 64) and in particular the ensemble size of the coarse ensemble is larger than

the coarse state dimension. In practice, this may not be the case and more numerical

experiments are needed to investigate and understand the usefulness of this variant

of ESL.

We compare ESL to waveband localization (following Buehner (2012); Buehner

and Shlyaeva (2015)). The two methods rely on similar ideas: one �rst decomposes

the system state into various scales and subsequently uses projection. The methods,

however, di�er in how the scales are separated and in the projections. ESL relies on

projections into (approximate) eigenvectors of covariance matrices, while waveband

localization projects onto wavebands. In all numerical examples, we found that

ESL leads to slightly smaller errors than waveband localization. On the other hand,

multiscale localization requires a signi�cant amount of tuning, and it is possible that

our tuning is insu�cient to rigorously conclude that ESL is more appropriate than

waveband localization, even in the limited set of numerical examples we consider.

Our numerical examples, however, do suggest that ESL can be competitive with

waveband localization, in the sense that a modest amount of tuning leads to similar

results for both methods. An advantage of ESL over waveband localization may

be its 
exibility. ESL can be implemented in various ways and we outlined two

(smoothing and coarse ensemble). One can easily consider other variants, e.g., using
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customized �lters, based on characteristics of a speci�c problem.

Finally, multiscale localization (waveband and ESL) leads to a reduction in errors

when compared to single-scale localization in all examples we considered. This is

perhaps not surprising, since all numerical examples are set up to have multiscale

characteristics, but it also suggests that multiscale localization may bring about

signi�cant error reductions in realistic or real scenarios, which are multiscale.
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CHAPTER 3

INTRA-HOUR CLOUD INDEX FORECASTING WITH DATA ASSIMILATION

3.1 Preface

The following chapter was published as a peer-reviewed article in Solar Energy.

It is reprinted in Appendix A. The manuscript is reprinted with permission from

Elsevier. Copyright (2019) by Elsevier. Original reference: T. H. Harty, W.

F. Holmgren, A. T. Lorenzo, and M. Morzfeld, \Intra-hour cloud index forecast-

ing with data assimilation," Sol. Energy, vol. 185, pp. 270|282, 2019. doi:

https://doi.org/10.1016/j.solener.2019.03.065.

3.2 Introduction

Power grid management bene�ts from accurate predictions of solar power generation.

Load balancing, dispatching reserves, curtailing production, energy storage, and

economical trading in energy markets are aided by solar power forecasts on an

intra-hour time scale (Kleissl, 2013). Solar power generation on this time scale is

e�ected by clouds on small spatial (1 km) and temporal (15 min) scale. Forecasting

on intra-hour time scales requires computationally e�cient methods (an intra-hour

forecast that takes more than a few minutes to compute is not useful).

We describe a computational framework for intra-hour cloud index (CI) forecasts

based on a 2D advection model with random perturbations. We study a region,

centered on Tucson, AZ, that contains 385 MW of solar power capacity (TEP, 2018).

The advection of CI is driven by cloud motion vectors (CMVs) from satellite images

and a mesoscale numerical weather prediction (NWP) model that are combined

using data assimilation (DA). We use DA to assimilate CMVs derived from optical


ow (Horn and Schunck, 1981; Lucas and Kanade, 1981), applied to successive
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geostationary satellite images every 15 minutes and CMV �elds derived hourly from

a mesoscale NWP model. These two data sources are assimilated into a background

ensemble that is initialized with a NWP CMV �eld. We refer to the system as

ANOC for the A ssimilation of N WP winds and Optical 
ow CMVs.

Generically, DA is a Bayesian technique to update numerical models using sparse

and noisy observations (Reich and Cotter, 2015; Asch et al., 2016). We use an ensem-

ble Kalman �lter (EnKF) (see, e.g., Evensen (2009)) to perform our assimilations.

EnKFs are computational tools for DA where forecast uncertainty is represented by

an ensemble.

Optical 
ow is a method to determine a velocity �eld from consecutive scalar

�elds. Numerical methods for optical 
ow can be divided into two categories: dense

optical 
ow (Horn and Schunck, 1981), where an entire vector �eld is produced, and

sparse optical 
ow (Lucas and Kanade, 1981), where point estimates of a vector

�eld are produced. We use dense and sparse optical 
ow to determine CMVs in this

study.

Advection of satellite-derived cloud properties for intra-hour CI or irradiance �eld

forecasts for solar power applications has been considered in several studies (Kleissl,

2013). A mean squared error minimization method (Lorenz et al., 2004; Wol� et al.,

2016), optical 
ow (Nonnenmacher and Coimbra, 2014; Peng et al., 2013), neural

networks (Côt�e and Tatnall, 1995) and a Monte Carlo method (Hammer et al.,

1999) have been used to derive CMVs from successive cloud images. Advection

based forecasts with CMV �elds derived from NWP models are described in Miller

et al. (2012, 2017); Descombes et al. (2014); Arbizu-Barrena et al. (2017). The

ANOC system we describe in this paper uses DA to combine CMVs from an NWP

model and CMVs derived from optical 
ow.

Previous works also explore combinations of di�erent irradiance forecasts. For

example, (Wol� et al., 2016) use support vector regression to generate irradiance

forecasts from a combination of ground measurements, satellite advection via CMV

�elds, and NWP irradiance forecasts. Haupt et al. (2018), combine several di�erent

irradiance forecasting models (statistical methods based on surface measurements,
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satellite advection, NWP) using the statistics of the historical performance of each

of the di�erent forecasting methods.

Meteorologists use DA to assimilate CMVs into NWP models as observations

of atmospheric 
ow. These CMVs are often obtained using a cross-correlation or

mean squared error minimization method and are most useful over remote regions,

e.g. oceans, where direct observations are not available (Menzel, 2001; Nieman et al.,

1997).

The ANOC system uses DA with a conceptually intuitive and computationally

inexpensive 2D advection model. The 2D advection model produces forecasts that

are easy to understand and allows for DA to be implemented in a clear way. The

computational savings compared to a full 3D model allows us to forecast at shorter

time scales and also allows for ensemble forecasts and ensemble based DA. This

allows us to assimilate CMV data into our ensemble, taking the certainty in each

source of data into account. This approach is inspired by Lorenzo et al. (2017)

where DA is used to combine ground sensors with clear-sky index �elds derived

from geostationary satellite images.

The remainder of the paper is organized as follows. In Section 3.3 we introduce

the satellite imagery and NWP model we use. In Section 3.4 we describe the opera-

tion of the ANOC system. In Section 3.5 we brie
y describe reference forecasts that

we compare to the ANOC system. In Section 3.6 we describe how ANOC functions

in the context of three case studies. In Section 3.7 we present results computed over

39 days. Section 3.8 contains our concluding remarks.

3.3 Satellite Imagery and Numerical Weather Model

The ANOC forecasting system combines geostationary satellite images and winds

from a mesoscale NWP model. We use satellite data and model output over a region

containing Tucson, AZ (discussed in Section 3.4.1) and over the time period of April,

May, and June, 2014. These three months are chosen because they are the same

three months studied by Lorenzo et al. (2017). The WRF wind �elds and satellite



51

images used in this study can be found in the supplementary material (Harty, 2019).

3.3.1 Satellite Data

We use images taken by the GOES-15 geostationary satellite located in the GOES-

West position. Satellite images are usually available every 15 minutes, though the

time between satellite images is sometimes longer. For simplicity, we will refer to

satellite images being available every 15 minutes. We use the visible band at a

spatial resolution of approximately 1 km. The latitude and longitude coordinates of

the satellite image are converted to kilometers with the Lambert conformal conic

projection (Snyder, 1987). The result is interpolated onto a regular square 1 km2

grid with nearest neighbor interpolation. Nearest neighbor is used for computa-

tional e�ciency and because the original and interpolated grid have approximately

the same resolution. The satellite images are downloaded from the Comprehensive

Large Array-data Stewardship System (CLASS) (NOAA, 2018). Animations of the

satellite images are available in the supplementary material (Harty, 2019).

The pixel values of a satellite image are converted into CI following in part the

methods described in Perez et al. (2002). First, the pixel value is normalized:

norpix = pix � am � soldist; (3.1)

where pix is the raw satellite pixel, am is the absolute airmass, and soldist is the

Earth-Sun distance in astronomical units. The normalized pixel value (norpix) is

converted into a cloud index (CI) value:

CI =
norpix � low
high � low

: (3.2)

Following Lorenzo et al. (2017),high is equal to the mean of the 20 highest norpix

values over the three month window to estimate the upper dynamic range of the

satellite. Following Perez et al. (2002), for each time of day,low is calculated as

the mean of the 40 lowest norpix values for that time of day over the three month
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window. However, our method of calculatinglow di�ers from the method in Perez

et al. (2002) in that our low is changed every 15 minutes rather than every hour.

Furthermore, when calculatinglow and high we use all three months of satellite

data, meaning that the resulting CI �elds could not have been used to create true

forecasts. This problem can be mitigated by using a sliding window of past satellite

images to calculatehigh and low (as is done in Perez et al. (2002)), rather than

using the full three months of satellite images. We anticipate only minor di�erences

between our method and that presented in Perez et al. (2002) because our window

of 91 days is similar to the 60 day window suggested in Perez et al. (2002). The

method of CI conversion is not critical for our purposes because we use the same

conversion technique for the forecasts and observations.

After calculating the CI �eld, it is linearly interpolated onto a square grid with

a grid box size of 250 m� 250 m that is used in ANOC for 2D advection, further

discussed in Section 3.4.2.

3.3.2 Numerical Weather Prediction Model

We use the wind and relative humidity �elds from the operational forecasts of the

University of Arizona Department of Hydrology and Atmospheric Sciences. The

forecast system uses the Weather Research and Forecasting (WRF) model with an

outer domain covering the western US with a 5:4 km horizontal grid spacing, and

an inner domain covering Arizona with a 1:8 km horizontal grid spacing. Parameter

values of the WRF model used can be found in the supplementary material (Harty,

2019). We use forecasts that are initialized at 12Z with the Global Forecast Sys-

tem (GFS) data produced by the National Centers for Environmental Prediction

(NCEP). We use this model because it is readily available to us, but we expect our

approach will perform similarly with a di�erent mesoscale NWP model. The use

and processing of these data is further discussed in Section 3.4.4.
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3.4 The ANOC Forecast System

We summarize the operation of theA ssimilation of N WP winds and Optical 
ow

CMVs system (ANOC). The ANOC system uses an ensemble where each ensemble

member consists of a CI �eld and a corresponding CMV �eld withu (west to east)

and v (south to north) components over a given spatial domain (see Section 3.4.1).

A 2D advection model advects the CI component of each ensemble member using the

CMV component of the ensemble member (see Section 3.4.2). The CMV information

is derived from sparse optical 
ow (see Section 3.4.3), as well as from the NWP model

(see Section 3.4.4). DA is used to combine these two sources of information with

the CMV component of the ensemble (see Section 3.4.5).

The ANOC system is started every day at 16:30 UTC (9:30 MST) with an initial

ensemble (see Section 3.4.6). The system runs until 22:30 UTC (15:30 MST). Using

satellite images from this window (centered around solar noon) eliminates time

periods with low solar elevation angles that could complicate this proof of principle

study. A detailed overview of the ANOC forecast system is shown in Fig. 3.1.

The ANOC system has a many di�erent components (e.g. ensemble Kalman

�lter, NWP model, sparse optical 
ow) each of which has associated parameters.

We do not make an e�ort to carefully tune all parameters, but present parameters

that lead to results that we consider to be reasonable. Our main goal is not to

present a fully tuned method over Tucson, AZ, but to describe the overall ANOC

approach that can be applied in di�erent conditions with the possible need for

further parameter tuning.

3.4.1 ANOC Domains

ANOC produces CI forecasts for a region centered around Tucson, AZ, whose sides

are 40 km from west to east and 56 km from south to north. The computational

domain includes the region around Tucson and is de�ned to be large enough to avoid

the advection of boundary artifacts into the domain at the maximum wind speed

and longest forecast horizon. The size of the computational domain is adaptable and
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depends on the wind velocities. To de�ne the computational domain for a given day

we �nd the maximum wind speed in the four cardinal directions, as forecasted by the

NWP model, in a domain that is centered on Tucson, AZ, and 360 km on both sides.

These maximum wind speeds, along with the longest forecast horizon, allows us to

determine how much larger the computational domain must be in each direction

than the domain of interest. Figure 3.2 illustrates the computational domain and

the domain of interest for May 29, 2014. On this day, the winds are stronger in the

north-south than in the east-west direction. As a result, the computational domain

is larger in the north-south than in the east-west direction.

3.4.2 Advection Model and Random Perturbations

In ANOC, predictions of CI are based on a 2D advection model with open bound-

aries. Random perturbations are added to the CI and CMV �elds to account for

data and model errors. In particular our framework does not allow for cloud growth

or convection.

The advection equation is

@ 
@t

= �r � (C  )

 (0) =  0

; (3.3)

where  (t) is the 2D CI �eld at time t,  0 is the initial CI �eld, and C = ( u; v)

is the CMV �eld. We solve Eq. (3.3) using a third-order Runge-Kutta method

in time and a fourth order spatial derivative described in Wicker and Skamarock

(2002). To increase the e�ective resolution of the advected grid we perform the

advection on a 250 m grid. Furthermore, to prevent dispersion of sharp cloud edges

in the �eld, we linearly interpolate the CI �eld to the 250 m grid. This has the

e�ect of a smoother transition from cloud to clear sky, while maintaining a sharp

cloud edge at the original resolution of the satellite image. The time step of each

advection is calculated every 15 model minutes usingdt = (0 :7)(250)(umax + vmax )� 1,

where 0.7 is the maximum Courant-Friedrichs-Lewy (CFL) number, 250 m is the
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grid spacing, andumax and vmax are the maximum wind speeds in each direction

in meters per second. The maximum CFL number of 0.7 is low enough to ensure

numerical stability for the advection scheme used (Wicker and Skamarock, 2002).

We keep the CMV �elds, that are updated by a DA cycle every hour, divergence

free (see Fig. 3.1). Whenever an operation introduces divergence (assimilating sparse

optical 
ow or NWP CMV �elds) we remove it as follows. The CMV �eld, C , is

decomposed into a divergence-free component,~C , and a component that has non-

zero divergence. The non-zero divergence component is the gradient of a scalar �eld

� :
~C = C + r �: (3.4)

We obtain r � , and therefore ~C , by solving Poisson’s equation. We use Neumann

boundary conditions for numerical e�ciency and solve the Poisson problem using a

�nite element solver implemented in the FEniCS package (Aln�s et al., 2015; Logg

et al., 2012).

After every 5 minutes of modeled advection, each ensemble member’s CI and

CMV �elds are randomly perturbed. To perturb the CI �elds, we �rst identify the

cloudy areas of the CI �eld. This is done by de�ning a \target �eld" which is equal

to one in cloudy areas and decays to zero (logistic decay) in clear areas. The target

�eld is multiplied element wise (Schur or Hadamard matrix product) by a Gaussian

random �eld (GRF). Each element of the GRF has a mean of zero and standard

deviation of 0.03 CI. The GRF has a squared exponential correlation function with

a length scale of 5 km. The product of target and random �elds is added to the

ensemble member’s CI �eld. This has the e�ect of perturbing the cloudy areas of

the CI �eld while leaving the clear areas unchanged.

To perturb the CMV component of the ensemble, we generate a stream function

using a GRF. Each element of the GRF has a mean of zero and standard deviation

of 1 m2 sec� 1. The GRF has a squared exponential correlation function with a length
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scale equal to 50 km. After calculating the corresponding 2D vector �eld,

U =
@�
@y

; V = �
@�
@x

; (3.5)

where � is the random stream function, the resultingU and V random CMV �elds

are then multiplied by 0.25 resulting in a standard deviation of 0:25 m sec� 1 for each

element of each �eld. The stream functions generate random, divergence-free CMV

�elds which are added to the CMV component of the ensemble.

The CI �elds of four ensemble members, the ensemble mean of all 20 members,

and the control forecast (see Section 3.4.5) are shown in Fig. 3.3. The di�er-

ences between the ensemble members are a result of the random perturbations and

assimilating CMVs from optical 
ow (see Section 3.4.3).

3.4.3 CMV Observations from Sparse Optical Flow

Optical 
ow is a method to determine a velocity �eld from consecutive scalar �elds.

The optical 
ow method relies on the assumption that the positions of individual

elements of the �eld move, but the �eld values remain unchanged. The sparse optical


ow method of Lucas-Kanade (Lucas and Kanade, 1981) identi�es a set of points

in the �rst of two images where the gradient is large in orthogonal directions. This

set of points is tracked to the next image and, once the points are located in the

next image, the vectors that connect the set of points in the �rst and second images

de�ne the velocity �eld at these points in the second image.

We use this technique, implemented as described in Bradski (2000), to compute

CMVs based on two consecutive satellite images. The CMVs derived from sparse

optical 
ow are assimilated as \CMV observations" (see Section 3.4.4 and Fig. 3.1).

The number of CMV observations, as well as their location, changes from image to

image (every 15 minutes).
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3.4.4 CMV Observations from an NWP Model

The ANOC forecasting system uses 2D advection and we assume that there is only

one cloud level with clouds moving with the wind. These assumptions are often

violated (see, e.g., the case study with two distinct cloud layers in Section 3.6.3)

but allow for an easily understandable and computationally inexpensive forecasting

process.

The NWP model we use has 38 vertical levels. Following Lave and Kleissl (2013),

we use the winds from the vertical level with the highest mean relative humidity over

an area that is 360 km on each side and centered on Tucson, AZ. We use theu (west

to east) andv (south to north) components of the wind �eld in the selected vertical

layer (neglecting motion in the vertical direction). The two wind components are

interpolated using nearest neighbor to a 1 km Arakawa-C grid. We then linearly

interpolate to the 250 m grid used for advection. The resulting 2D wind �eld is

smoothed by a Gaussian �lter with a standard deviation of 15 km. This level of

smoothing is found through trial and error to reduce forecast error.

3.4.5 Data Assimilation and Forecasting

We use an ensemble Kalman �lter (EnKF) to assimilate CMV observations from

sparse optical 
ow (every 15 minutes) and CMV �elds from the NWP model (every

hour) into the CMV component of the ensemble (see Fig. 3.1). An EnKF uses a

numerical model to generate a \background" ensemble and, using the observations,

updates the background to an analysis ensemble (see, e.g., Evensen (2009)). The

analysis ensemble is used to generate forecasts at horizons of 15, 30, 45, and 60

minutes. Thus, the ANOC system produces a forecastensemblerather than a

single CI forecast.

As is common in ensemble NWP systems, we consider an ensemble mean and

a control forecast. The ensemble mean forecast is made by computing the mean of

a forecasted ensemble. The control forecast is made by advecting (without random

perturbations) the analysis mean. The ensemble mean forecast tends to be smoother
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than the control forecast or individual ensemble members, but also tends to have

higher skill (Kalnay, 2003) even after accounting for the additional smoothing (Toth

and Kalnay, 1997). The control forecast, however, maintains sharper cloud edges

that are important for forecasting how quickly solar power output will change. In

our assessments of the ANOC method we consider the control and ensemble mean

forecasts.

Two implementations of EnKF are used in ANOC. We use the stochastic en-

semble Kalman �lter (Burgers et al., 1998a) to assimilate sparse optical 
ow CMVs

and the Local Ensemble Transform Kalman Filter (LETKF) (Hunt et al., 2007b)

to assimilate CMV �elds from the NWP model. We make these choices because of

computational considerations. Assimilating the CMV �elds from the NWP model

is a high-dimensional problem because we assimilate a large number of observations

on a large domain (both on the order of hundreds of thousands). The LETKF is

an e�cient DA technique for high-dimensional problems. Assimilating the CMVs

from optical 
ow is a low-dimensional problem because the number of observations

is small (on the order of tens or hundreds). The stochastic EnKF can handle this

task and is easy to implement and to tune.

The EnKFs require that we de�ne an observation error covariance matrix,R .

For optical 
ow CMVs and NWP CMV �elds, R is diagonal, i.e., errors are assumed

to be independent. This is common when the only source of error in an observation

comes from instrument noise (Kalnay, 2003). Though this is not the case for the

data we assimilate, it is a convenient assumption for this preliminary study. The

diagonal elements ofR are the squares of error standard deviations. The error

standard deviations are constant and equal to 1 m sec� 1 for optical 
ow CMVs and

equal to 8 m sec� 1 for NWP CMV �elds. These values for R are chosen though

trial and error to produce forecasts with low root mean square error (RMSE, see

Section 3.5.6 for a precise de�nition).

The ensemble size for the EnKFs is 20. One could also consider larger ensemble

sizes, though this will increase the computational expense of advection. We have

found that 20 is a good trade o� between decreased error and increased compu-
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tational expense. Using an ensemble of size 10 was found to result in a signi�cant

increase in RMSE error of forecasts, while an ensemble of size 40 was found to reduce

RMSE error of our forecasts only modestly.

The use of a �nite ensemble means that computed sample covariance matri-

ces, used during DA, contain large sampling error. Localization and in
ation are

two tools to account for this sampling error (Evensen, 2009). Localization reduces

spurious correlations due to a small ensemble size and in
ation enlarges the covari-

ance matrix because covariances computed with a small ensemble size are typically

underestimated.

The parameters that de�ne the localization and in
ation are tuned. We consider

36 di�erent sets of these parameters and, for each one, run ANOC for three days

that are carefully chosen to represent di�erent weather conditions. We choose April

15, 2014, which is characterized by zonal 
ow (see Section 3.6.1), May 29, 2014,

which is characterized by a short wave trough (see Section 3.6.2), and June 11,

2014, which is characterized by shallow convection and zonal 
ow. We determine

which localization/in
ation parameters lead to the smallest RMSE for each day

and only �nd minor di�erences between the three days (see Section 3.5.6 for a

precise de�nition of RMSE). We then declare the set of parameters that leads to

the smallest RMSE on average over the three days to be optimal and use these

parameters throughout this paper.

3.4.6 Initial ANOC Ensemble

The CMV component of the initial ensemble is generated as follows. We obtain

a CMV �eld from the NWP model (see Section 3.4.4) and perturb it by adding a

random number from a normal distribution with mean zero and standard deviation

1 ms� 1. The CI component of the initial ensemble is derived from the satellite image

at 16:30 UTC that is perturbed by random scaling. This is done by linearly rescaling

the CI values from a range of [0, 1] to [min, max] where min is drawn from a normal

distribution with mean zero and standard deviation 0.04 and max is drawn from a

normal distribution with mean one and standard deviation 0.2.
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3.4.7 Computational Requirements of ANOC

Each day’s forecast has a di�erent run time because di�erent wind conditions lead

to di�erently sized computational domains. On May 29, 2014 (also discussed in

Section 3.6.2), a one hour long forecast requires approximately 5.5 minutes. Ap-

proximately 2% of the time is spent assimilating NWP CMV �elds, 2% of the time

is spent assimilating sparse optical 
ow CMVs, 34% of the time is spent advecting

and perturbing, and 64% of the time is spent removing divergence from the en-

semble’s CMV �elds. The large proportion of time spent on removing divergence

(solving a Poisson problem) can be reduced, but we do not pursue this problem

here. The above run time for the ANOC system was found on a virtual machine

allocated 32 of 48 virtual cores coming from two Intel Xeon E5-2690 v3 processors

each with 12 cores (24 virtual cores with hyper threading) with a base frequency of

2.6 GHz.
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Figure 3.1: This �gure shows a schematic of the initialization and initial operation
of the ANOC system. We illustrate input data (satellite images and NWP wind
�elds) in orange, intermediaries (optical 
ow CMVs and background ensemble) in
light red, functions (assimilating CMV �elds, removing divergence, etc.) in green,
and outputs (analysis ensemble and forecasts) in blue. The system is initialized at
16:00 UTC with an initial satellite image (Sat 1600) and NWP CMV �eld (NWP
1600). The divergence is removed from the NWP CMV �eld, then the �elds are
randomly perturbed to form the initial ensemble. This initial ensemble and its mean
are advected for 15 minutes (represented by orange arrows) producing a 15 minute
forecast ensemble and the corresponding control forecast (15 min FX). This process
is repeated three more times creating 30, 45, and 60 minute forecast ensembles
for time periods 16:30, 16:45, and 17:00. In addition to the control forecast that
is created by advecting the ensemble mean (the analysis after assimilation), the
mean of the advected ensemble is also used as a forecast. The 15 minute forecast
ensemble is also a background ensemble (Background) into which new data are
assimilated. At the 16:15 time period, a new satellite image (Sat 1615) is available.
Two consecutive satellite images (Sat 1600 and Sat 1615) are used to calculate sparse
optical 
ow vectors (OF 1615), that are assimilated into the background CMV �eld.
While the optical 
ow CMVs and background ensemble are outputs of calculations,
they are inputs to the DA system. Divergence is removed from the resulting CMV
�eld and the CI �eld, derived from the current satellite image (Sat 1615) replaces
the background CI �elds. This results in the analysis ensemble (Analysis). The
above process is then repeated with the analysis ensemble rather than the initial
ensemble. The entire cycle repeats until a predetermined stopping time. There is a
slight change at time period 17:00 when a new NWP CMV �eld is available (NWP
1700). The only di�erence for this time, and all other times when NWP CMV �elds
are available, is that the NWP CMV �eld is assimilated into the CMV component
of the background ensemble in addition to the sparse optical 
ow CMVs.
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Figure 3.2: Domains used by the ANOC forecast on May 29, 2014. The area shown
is a square with 360 km sides, centered on Tucson, AZ. The solid line describes the
computational domain (for May 29, 2014) over which CI �elds are advected and DA
is performed. The smaller domain, surrounded by a dashed line, is the area over
which forecasts are produced and is approximately the Tucson, AZ, region. The
whole image is the domain over which the average relative humidity is calculated in
order to select a vertical level from the NWP model. Highways (thin solid line) and
the international boarder (thin dashed line) are also shown.
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Figure 3.3: 30 minute CI forecast for April 26, 2014, at 13:00 MST on the advection
grid with a grid box size of 250 m� 250 m. This �gure shows the CI �elds of four
ensemble members, the ensemble mean of all 20 members, and the control forecast
(see Section 3.4.5). Ensemble members are di�erent due to random perturbations
of the CI and CMV �elds. The ensemble mean is smoother than an individual
ensemble member, but the control forecast is not.
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3.5 Reference Forecasts

In this section we describe reference forecast systems that will be used to benchmark

the ANOC forecast in later sections. None of the reference forecast systems use

ensembles or DA. These systems, however, are intuitive and some are in use. Later

on (Sections 3.6 and 3.7), these methods will serve as benchmarks to assess the

utility of ANOC with a set of performance metrics, described at the end of this

section.

All reference forecast systems (except persistence) estimate CMV based on one

source of information (satellite imagery, a NWP model or a radiosonde) and use

ANOC’s 2D advection model (without random perturbations) for the CI forecast.

For each forecast system, we explain how many CMVs are used and how often

these are updated during a six hour forecasting day. This should be compared to

the ANOC system that usesN � M � 6 � 4 � 20 vectors for one day’s forecasts,

assuming a computational domain of sizeN � M , six hours of forecasts, a new

satellite image every 15 minutes, and 20 ensemble members.

3.5.1 Persistence Forecast

In the persistence forecast the CI derived from one satellite image (see Section 3.3.1)

is used as the 15, 30, 45, and 60 minute forecast. The forecasts are updated every 15

minutes when a new satellite image becomes available. The persistence forecast is

intuitive and accurate on short time horizons, but less accurate for longer horizons.

No vectors are used to produce this forecast because it does not make use of a CMV

�eld.

3.5.2 Radiosonde Forecast

The radiosonde forecast uses the TWC 12Z radiosonde measurements of winds inu

and v directions at the level with the highest relative humidity, see also Lave and

Kleissl (2013); Guillot et al. (2012). Theu and v winds are used over the entire

domain and for the entire day. Every 15 minutes, the CI �eld derived from a satellite
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image is advected using these winds and the 2D advection (without random pertur-

bation) of ANOC. For one six hour day, this forecast uses one vector to describe the

CMV �eld.

3.5.3 Forecast Based on the Spatial Average of NWP Winds

The forecast based on the spatial average of NWP winds uses the spatial average of

the u and v wind components of the NWP model at the vertical layer described in

Section 3.4.4. The NWP winds are updated hourly, therefore this forecast updates

the CMV �eld every hour. For one six hour day, this forecast uses six vectors to

describe the CMV �eld.

3.5.4 Forecast Based on NWP Winds

Winds from the NWP model, as described in Section 3.4.4, are used to generate

a divergence-free CMV �eld. This technique uses the NWP model winds that are

updated hourly, therefore the CMV �eld is updated every hour. For one six hour

day and an N � M advection domain, this forecast usesN � M � 6 vectors to

describe the CMV �eld.

3.5.5 Dense Optical Flow Forecast

We use dense optical 
ow applied to consecutive satellite images to generate a CMV

�eld (see also Nonnenmacher and Coimbra (2014)). We use the dense optical 
ow

method of Horn-Schunck (Horn and Schunck, 1981), implemented as described in

Sun et al. (2010). The Horn-Schunck method is a variational technique that includes

a smoothness constraint on the dense vector �eld. One e�ect of this smoothness

constraint is that portions of the image that do not contain points to be tracked

(because the image gradient is uniform) assume values from neighboring regions.

The CMV �eld is updated when a new satellite image becomes available (every 15

minutes). We remove divergence from the CMV �eld before producing a CI forecast

with the 2D advection model (without random perturbations) of ANOC. For one six
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hour day and anN � M advection domain, this forecast usesN � M � 6� 4 vectors,

assuming a new satellite image every 15 minutes, to describe the CMV �eld. Dense

optical 
ow creates CMV vectors at every point in the image. This is in contrast

to sparse optical 
ow, used in ANOC, that generates CMVs only at points that are

easily tracked.

3.5.6 Performance Metrics

Comparisons of the various forecast systems use the following performance metrics

for the CI �eld forecasts:

1. Root Mean Square Error (RMSE) of a CI forecast and the CI �eld derived

from a satellite image.

2. The Pearson correlation coe�cient (Corr.) between the CI forecast and the

CI �eld derived from a satellite image.

3. Bias between the CI forecast and the CI �eld derived from a satellite image.

4. RMSE Skill Score, with the persistence forecast serving as the reference fore-

cast (SSper).

Each forecast method can have up to 4 forecasts (one for each forecast horizon) for

each time period, for this reason all analysis is done by forecast horizon. To compute

the performance metrics, we use the time series of CI generated by a forecast system

(X f ) subsampled to the 1 km� 1 km grid for a particular forecast horizon and the

time series of CI derived from the satellite images (X T ) on its native 1 km � 1 km

grid, both over the domain of interest, as described in Section 3.4.1. These time

series are of shape (nx ; ny; nt ) where nx and ny are the side lengths of the domain

of interest (as opposed to the computational domain of sizeN � M ), and nt is the

number of time periods being compared. For computations, we reshape the arrays

into one dimensional vectorsx f and xT , each of sizen = nxnynt . With this notation,
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the performance metrics are de�ned as:

RMSE =

vuut 1
n

nX

i =1
(x i;f � x i;T )2; (3.6)

Corr. =
P n

i =1 (x i;f � x f )(x i;T � xT )
q P n

i =1 (x i;f � x f )2
q P n

i =1 (x i;T � xT )2
; (3.7)

Bias =
1
n

nX

i =1
(x i;f � x i;T ); (3.8)

and,

SSper = 1 �
RMSEf

RMSEp
; (3.9)

where x i;f and x i;T are the i th entry of x f and xT , x is the average ofx, RMSEf

is the RMSE of a forecast, and RMSEp is the RMSE of the persistence reference

forecast. Further discussion of these metrics can be found in Wilks (2011).

3.6 Case Studies

We describe how ANOC operates and how it compares to reference forecasting

systems in the context of three case studies that represent typical weather conditions

for Tucson, AZ. Weather maps and satellite images for these three case studies can

be found in the supplementary material (Harty, 2019).

3.6.1 Case Study 1: Zonal Flow

The �rst day we explore, April 15, 2014, is dominated by zonal 
ow without con-

vection. The clouds are cirrus with low CI values, mostly less than 0.6 CI, and do

not exhibit much dissipation or growth. The 12Z radiosonde reports a relative hu-

midity peak near 11 km where the wind speed is 30 ms� 1. For this day, the essential

assumptions of the ANOC, dense optical 
ow, and NWP winds forecast systems are

satis�ed and we expect these methods to produce similar forecasts.

The performance metrics are shown in Table 3.1. Bold type highlights the
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Table 3.1: Performance metrics for Case Study 1, April 15, 2014, a day with cloud
motion dominated by zonal 
ow. The units of RMSE and bias are CI. The lowest
RMSE, highest RMSE skill score, highest correlation, and lowest bias for each fore-
cast horizon are in bold type. The ANOC ensemble mean and control forecast have
lower RMSEs and higher correlations than the reference forecasts, but all forecasts
have low RMSE.

ANOC Ens. Mean ANOC Control Opt. Flow NWP Winds NWP Avg. Winds Radiosonde Persis.
Horizon

RMSE 15 0.04 0.04 0.04 0.04 0.04 0.07 0.07
30 0.04 0.05 0.05 0.05 0.05 0.08 0.08
45 0.05 0.06 0.06 0.06 0.06 0.09 0.08
60 0.06 0.06 0.06 0.07 0.07 0.09 0.09

SSper 15 0.51 0.50 0.45 0.44 0.47 0.00 |
30 0.43 0.39 0.37 0.30 0.33 = 0.05 |
45 0.36 0.31 0.24 0.23 0.25 = 0.11 |
60 0.39 0.34 0.30 0.24 0.27 = 0.02 |

Corr. 15 0.83 0.83 0.79 0.78 0.81 0.28 0.30
30 0.76 0.72 0.70 0.62 0.66 0.19 0.28
45 0.67 0.62 0.53 0.49 0.54 0.06 0.22
60 0.64 0.57 0.48 0.37 0.46 0.08 0.06

Bias 15 0.00 0.00 0.00 0.00 0.00 0.00 = 0.01
30 0.00 0.00 0.00 = 0.01 0.00 0.00 = 0.01
45 = 0.01 = 0.01 = 0.01 = 0.01 = 0.01 = 0.01 = 0.01
60 = 0.01 = 0.01 = 0.01 = 0.02 = 0.01 = 0.01 = 0.01

smallest errors and highest correlation. As expected all forecast systems, apart

from persistence and radiosonde forecast systems, perform similarly on this day.

The ANOC forecasts, however, have lower RMSEs and higher correlations than the

other forecast systems for all horizons. Moreover, at 45 and 60 minute horizons the

ANOC forecasts have signi�cantly higher correlation than all other forecast systems.

Figure 3.4 shows RMSE as a function of forecast horizon of the ANOC ensemble,

the ANOC ensemble mean and control, the dense optical 
ow forecast, the forecast

using NWP winds, and the persistence forecast. For clarity, in Figs. 3.4, 3.5 and 3.7,

the radiosonde forecast and the forecast based on the spatial average of NWP winds

are not included. The RMSE of the individual ANOC ensemble members are all

similar to the RMSE of the forecast based on NWP winds and the forecast based

on dense optical 
ow for this day. The e�ect of averaging the ensemble members

results in the ANOC ensemble mean forecast that has a lower RMSE than any of

the other ensemble members. The ANOC control forecast has an RMSE lower than
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Figure 3.4: RMSE as a function of forecast horizon in Case Study 1 (zonal 
ow).
Shown are RMSE of the ANOC ensemble, ANOC ensemble mean, ANOC control,
and of two reference forecast systems. All forecast systems perform similarly on this
day.

the individual ANOC ensemble members, but higher than the ensemble mean.

3.6.2 Case Study 2: Shortwave Trough

The weather on May 29, 2014 is driven by a shortwave trough, moving from west

to east. Local winds are strongest from south to north, with the wind �eld weaker

but more variable in the west to east direction. The clouds on this day are a mixed

variety of mid-altitude clouds. The clouds are signi�cantly thicker than the clouds

in Case Study 1, with many of the larger clouds having a CI value of around 1.0.

There is also a larger amount of convection and a greater amount of cloud growth

and dissipation. The 12Z radiosonde for this day shows a peak in relative humidity
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Table 3.2: Performance metrics for Case Study 2, May 29, 2014, a day with weather
conditions driven by a shortwave trough. The units of RMSE and bias are CI. The
lowest RMSE, highest RMSE skill score, highest correlation, and lowest bias for each
forecast horizon are in bold type. The ANOC ensemble mean and control forecasts
have the lowest RMSE for all forecasts horizons. The forecast based on NWP winds
has a lower RMSE than that based on dense optical 
ow for the 30, 45, and 60
minute horizons.

ANOC Ens. Mean ANOC Control Opt. Flow NWP Winds NWP Avg. Winds Radiosonde Persis.
Horizon

RMSE 15 0.15 0.15 0.16 0.16 0.16 0.19 0.18
30 0.18 0.19 0.20 0.20 0.19 0.26 0.23
45 0.17 0.18 0.25 0.21 0.21 0.29 0.24
60 0.18 0.19 0.28 0.21 0.22 0.30 0.27

SSper 15 0.17 0.15 0.12 0.10 0.12 = 0.07 |
30 0.21 0.18 0.11 0.13 0.16 = 0.15 |
45 0.30 0.26 = 0.02 0.15 0.13 = 0.18 |
60 0.32 0.29 = 0.04 0.21 0.18 = 0.12 |

Corr. 15 0.88 0.87 0.87 0.86 0.87 0.79 0.82
30 0.82 0.82 0.81 0.81 0.82 0.62 0.72
45 0.83 0.82 0.74 0.79 0.78 0.46 0.64
60 0.81 0.80 0.70 0.79 0.77 0.37 0.54

Bias 15 0.00 0.00 = 0.04 0.01 0.00 0.04 0.03
30 0.00 0.00 = 0.08 0.02 0.00 0.08 0.06
45 = 0.01 0.00 = 0.14 0.03 = 0.01 0.08 0.07
60 = 0.02 = 0.01 = 0.17 0.03 0.00 0.07 0.08

near 5:5 km where the wind speed is 15 ms� 1.

The performance metrics for the forecast systems are shown in Table 3.2. The

ANOC ensemble mean and control have higher correlations and lower RMSEs than

all other forecast systems. As in Case Study 1, the reduction in RMSE and the

increase in correlation of the ANOC forecasts compared to the other forecast systems

increases with the forecast horizon. This is illustrated in Fig. 3.5, where we show

RMSE as a function of forecast horizon for the ANOC ensemble, ANOC ensemble

mean, ANOC control, the forecast based on dense optical 
ow, the forecast based

on NWP winds, and the persistence forecast. All ANOC ensemble members have

comparable RMSE, that are also comparable to the forecast based on NWP winds,

but lower than the forecast based on dense optical 
ow.

Figure 3.6, shows a typical forecast using the ANOC ensemble mean, dense

optical 
ow and NWP winds along with corresponding errors. The forecast based
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Figure 3.5: RMSE as a function of forecast horizon in Case Study 2 (shortwave
trough). Shown are RMSE of the ANOC ensemble, ANOC ensemble mean, ANOC
control, and of two reference forecast systems. The forecast based on dense optical

ow has the highest RMSE. The ANOC ensemble and the forecast based on NWP
winds have comparable RMSE. The ANOC ensemble mean and control forecast
have the lowest RMSE.

on dense optical 
ow leads to large errors because it advects the cloud edge too far

to the east and thins the clouds too much. These issues are reduced in the ANOC

forecasts because the optical 
ow derived information is combined with the winds

of the NWP model.

3.6.3 Case Study 3: Mid-Latitude Trough

The weather on April 26, 2014, is driven by a strong mid-latitude trough. Winds

are blowing from the southwest to the northeast. There are two distinct cloud layers
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Figure 3.6: Forecasts and errors (calculated as forecast - observation) in Case
Study 2, May 29, 2014, at 12:15 MST. The forecast horizon is 30 minutes. Top
row, left to right: satellite derived CI �eld at 12:15 MST, and forecasts based on
dense optical 
ow, NWP winds and ANOC. Bottom row: error �elds corresponding
to each forecast. The forecast based on dense optical 
ow does not correctly advect
the cloud edge and thins the cloud, leading to poor performance metrics compared
to ANOC or NWP wind based forecasts.

and clouds are a mixed variety of mid-altitude clouds as well as high-altitude cirrus.

The cirrus clouds are moving at a signi�cantly higher speed than the mid-altitude

clouds: the 12Z radiosonde shows relative humidity peaks near 4 km and 10 km with

respective wind speeds of 20 ms� 1 and 40 ms� 1. Thus, this case study features a two

level cloud system and violates ANOC’s assumption of a single cloud layer.

The performance metrics are listed in Table 3.3. As before, bold type highlights

the smallest errors and highest correlation. The ANOC ensemble mean has lower

RMSE and higher correlation than the other methods. Figure 3.7 shows RMSE as a

function of forecast horizon of the ANOC ensemble, ensemble mean, and control as

well as of the forecasts based on dense optical 
ow, NWP winds, and the persistence
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Table 3.3: Performance metrics for Case Study 3, April 26, 2014, a day with weather
driven by a strong mid-latitude trough. The units of RMSE and bias are CI. The
lowest RMSE, highest RMSE skill score, highest correlation, and lowest bias for each
forecast horizon are in bold type. The ANOC ensemble mean and control forecasts
have the lowest RMSE for all forecasts horizons. The forecast based on dense optical

ow has a lower RMSE than that based NWP winds for all forecast horizons.

ANOC Ens. Mean ANOC Control Opt. Flow NWP Winds NWP Avg. Winds Radiosonde Persis.
Horizon

RMSE 15 0.23 0.24 0.24 0.30 0.29 0.37 0.25
30 0.28 0.30 0.30 0.40 0.38 0.39 0.33
45 0.29 0.31 0.35 0.40 0.42 0.38 0.38
60 0.30 0.33 0.36 0.40 0.40 0.36 0.39

SSper 15 0.07 0.05 0.05 = 0.21 = 0.17 = 0.47 |
30 0.14 0.11 0.10 = 0.20 = 0.16 = 0.19 |
45 0.23 0.18 0.09 = 0.06 = 0.09 0.01 |
60 0.22 0.15 0.08 = 0.02 = 0.03 0.07 |

Corr. 15 0.75 0.74 0.74 0.60 0.62 0.39 0.72
30 0.63 0.61 0.61 0.25 0.32 0.23 0.51
45 0.59 0.57 0.48 0.18 0.16 0.28 0.35
60 0.59 0.55 0.49 0.23 0.26 0.39 0.34

Bias 15 = 0.02 = 0.02 0.02 = 0.10 = 0.08 = 0.10 0.01
30 = 0.03 = 0.03 0.04 = 0.12 = 0.10 = 0.05 0.01
45 = 0.04 = 0.04 0.04 = 0.11 = 0.10 0.01 0.00
60 = 0.06 = 0.06 0.02 = 0.09 = 0.07 = 0.01 = 0.03

forecast. In contrast to Case Study 2, we �nd that RMSE of the forecast based on

NWP winds is higher than RMSE of the forecast based on dense optical 
ow. The

relative reduction in RMSE of the forecast based on dense optical 
ow compared

to the forecast based on NWP winds, however, decreases with the forecast horizon,

i.e., on time scales that are more appropriate for the NWP model.

Forecasts of the ANOC ensemble mean, dense optical 
ow, and NWP winds are

shown in Fig. 3.8. The ANOC ensemble mean and dense optical 
ow forecasts

contain a thick cloud in the upper portion of the domain. In the same part of the

domain, the clouds produced by the forecast based on NWP winds are thinner. This

occurs because, as the radiosonde indicates, there are two cloud layers moving at

di�erent speeds. The forecast based on NWP winds sometimes uses winds from the

the high-altitude level (contains the fast moving cirrus) but other times uses winds

from the mid-altitude level (contains the slower moving mid-altitude clouds). This

problem is avoided in ANOC by assimilating sparse optical 
ow vectors in addition
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to the CMV �elds from the NWP model.

3.6.4 Case Study Summary

In all three case studies, the daily RMSE of the ANOC ensemble mean is lower than

those of the reference forecasts for all forecast horizons (15, 30, 45, and 60 minutes).

The precise value of daily RMSE, however, varies between days. When the weather

is dominated by advection (Case Study 1), all forecasts with time dependent CMV

�elds (NWP spatially averaged winds, NWP winds, dense optical 
ow, and ANOC)

yield better forecasts, in terms of the performance metrics, than the persistence or

radiosonde forecasts. Whether forecasts based on dense optical 
ow or those based

on NWP winds have lower RMSE depends on the weather conditions: in Case

Study 2 (shortwave trough), the NWP based forecasts are better than those based

on dense optical 
ow, but in Case Study 3 (mid-latitude trough), dense optical 
ow

leads to better forecasts than forecasts based on the NWP model. The ANOC fore-

cast system combines the strength of both techniques and leads to better forecasts,

but requires an increase in computational requirements and conceptual complexity.

Finally, recall that the ANOC ensemble mean forecast results in a smoother fore-

cast (Fig. 3.3) with a lower standard deviation, and lower RMSE than the ANOC

ensemble members and ANOC control (see Figs. 3.5 and 3.7). RMSE can be de-

composed as

RMSE =
q

� 2
f + � 2

t � 2� f � tCorr. + Bias2; (3.10)

where� f is the standard deviation of the forecast and� t is the standard deviation of

the observed CI �eld. Therefore, increasing smoothness (decreasing� f ) can reduce

RMSE.

The lower RMSE of the ANOC ensemble mean compared to the ANOC control

suggests some of the reduction is a result of increased smoothness. Case Studies 2

and 3, however, suggest that smoothing is not the only source of the reduced RMSE.

In Case Study 2, ANOC’s ensemble members all yield a lower RMSE than the

forecast based on dense optical 
ow (see Fig. 3.5) and the ensemble members are
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not smoothed. In the same case study, the ANOC control forecast has a lower RMSE

than the forecast based on dense optical 
ow or NWP winds and also does not have

a smoothed CI �eld. In Case Study 3, ANOC’s ensemble members and control

forecast yield a lower RMSE than forecasts based only on the NWP model for all

horizons. In the same case study, the RMSEs of the ANOC ensemble members and

control forecast are comparable to the RMSE of the forecast based on dense optical


ow at the 15 and 30 minute horizons, but lower at the 45 and 60 minute horizons

(see Fig. 3.7).

The choice between using the ANOC ensemble mean or the ANOC control fore-

cast comes down to a choice between smoothness and RMSE. If an application

requires a forecast with low RMSE but does not require a �eld with realistically

sharp cloud edges, then the ensemble mean may be a better forecast. If, however,

the sharpness of the cloud edges is critical (e.g. forecasting ramp rates) then the

control forecast may be more valuable.
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Figure 3.7: RMSE as a function of forecast horizon in Case Study 3 (mid-latitude
trough). Shown are RMSE of the ANOC ensemble, ANOC ensemble mean, ANOC
control, and of two reference forecast systems. The forecast based on NWP winds
has the highest RMSE. The forecast based on dense optical 
ow is comparable to
the ANOC forecasts for 15 and 30 minute horizons. RMSE of the forecast based on
dense optical 
ow is larger than RMSE of the ANOC ensemble and control forecast
for 45 and 60 minute horizons.
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Figure 3.8: Forecasts and errors (calculated as forecast - observation) in Case
Study 3, April 26, 2014, at 13:00 MST. The forecast horizon is 30 minutes. Top
row, left to right: satellite derived CI �eld at 13:00 MST, and forecasts based on
dense optical 
ow, NWP winds and the ANOC ensemble mean. Bottom row: error
�elds corresponding to each forecast. The NWP winds forecast does not correctly
advect the clouds on this day due to the presence of two cloud levels and two local
maxima in relative humidity. The ANOC system corrects the NWP based CMV
�eld by assimilating sparse optical 
ow CMVs.
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3.7 Analysis Over 3 Months

We compute performance metrics over 39 days taken from April, May, and June of

2014. We only consider days where cloud cover is detected. We manually inspect

the satellite images over the three month period. Days with at least one image with

(even a small amount of) cloud coverage are included. Thus, while all 39 days have

some amount of cloud cover at some point during the day, there are periods that

are free of cloud coverage.

We �rst consider the RMSE for each of the 39 individual days. The results are

shown in Fig. 3.9. We highlight four observations from these results.

1. The ANOC ensemble mean tends to have a daily RMSE lower than the forecast

based on NWP winds or the forecast based on dense optical 
ow.

2. The improvement in RMSE for the ANOC ensemble mean is more signi�cant

for days in which the RMSE of all forecasts is relatively high (above 0.5 CI

for instance).

3. The ANOC ensemble mean typically leads to a better forecasts for longer

horizons. For example, for the 15 minute forecast horizon, there are 14 days

for which the ANOC ensemble mean has an RMSE above 0.1. Of these 14

days the ANOC ensemble mean has the lowest RMSE for 10. For the 60

minute horizon, there are 18 days for which the ANOC ensemble mean has

an RMSE above 0.1, and the ANOC ensemble mean has a lower RMSE for

all of them. This is partially due to an increase in ensemble spread at longer

forecast horizons leading to greater smoothing.

4. The two ANOC forecasts perform similarly to the more established NWP

winds and dense optical 
ow forecasts on all days suggesting that the ANOC

method is a useful technique.

Performance metrics, averaged over 39 days, are listed in Table 3.4. The ANOC

ensemble mean has a lower RMSE and higher correlation than all other forecast
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Figure 3.9: Bar charts of daily RMSE (measured in units of CI) for the ANOC
ensemble mean and control, and forecasts using dense optical 
ow and NWP winds
for forecast horizons of 15, 30, 45, and 60 minutes for each cloudy day and all cloudy
days for the study period. The ANOC forecast typically has the lowest RMSE of all
three methods when all methods yield a large RMSE, e.g., 4/5, 4/26 or 6/17. The
ANOC forecast sometimes has a higher RMSE than the reference forecasts when
all methods yield a low RMSE, e.g., 5/5 or 6/22. The forecast methods tend to
produce similar results.
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Table 3.4: Performance metrics averaged over 39 days. The units of RMSE and bias
are CI. The lowest RMSE, highest RMSE skill score, highest correlation, and lowest
bias for each forecast horizon are in bold type. The ANOC control forecast performs
very similarly to the forecasts based on optical 
ow and those based on NWP winds.
The ANOC ensemble mean forecast has the lowest RMSE for all forecasts horizons,
though it performs similarly to the reference forecasts.

ANOC Ens. Mean ANOC Control Opt. Flow NWP Winds NWP Avg. Winds Radiosonde Persis.
Horizon

RMSE 15 0.11 0.12 0.12 0.12 0.12 0.14 0.13
30 0.13 0.14 0.14 0.15 0.15 0.16 0.15
45 0.13 0.14 0.15 0.15 0.15 0.16 0.16
60 0.14 0.15 0.16 0.15 0.16 0.17 0.17

SSper 15 0.14 0.12 0.11 0.08 0.09 = 0.08 |
30 0.15 0.10 0.09 0.03 0.04 = 0.05 |
45 0.18 0.11 0.07 0.06 0.05 = 0.01 |
60 0.17 0.09 0.05 0.06 0.05 = 0.02 |

Corr. 15 0.87 0.86 0.86 0.84 0.85 0.79 0.82
30 0.83 0.81 0.80 0.78 0.78 0.74 0.77
45 0.81 0.79 0.77 0.76 0.75 0.72 0.74
60 0.80 0.76 0.74 0.75 0.74 0.70 0.72

Bias 15 0.00 0.00 0.00 = 0.01 = 0.01 = 0.01 0.00
30 0.00 = 0.01 0.00 = 0.02 = 0.02 = 0.01 0.00
45 = 0.01 = 0.01 = 0.01 = 0.02 = 0.02 = 0.02 = 0.01
60 = 0.01 = 0.01 = 0.01 = 0.02 = 0.02 = 0.02 = 0.01

systems. The ANOC control forecast performs almost the same as the forecasts

based on dense optical 
ow and NWP winds in terms of RMSE and correlation.

The bias of all the forecasts are nearly zero apart from the forecasts based on NWP

or radiosonde winds, though these are low as well.

Table 3.4 also contains RMSE skill scores (persistence serves as the reference)

of the ANOC and reference forecasts. The ANOC ensemble mean forecast skill

increases with forecast horizon. The ANOC control forecast skill is fairly consistent

over time. The skill of the forecast based on dense optical 
ow, however, decreases

with the forecast horizon. The skill of the forecast based on NWP winds is lower,

but does not change with forecast horizon.

These skill score results are intuitive. Dense optical 
ow used here is based on

the movement of clouds over a 15 minute period. The CMV �elds from dense optical


ow will therefore be sensitive to the dynamics over this shorter time scale. It is

expected that skill scores of forecasts based on these CMV �elds will decrease with



81

forecast horizon. The short term nature of the dense optical 
ow CMV �elds is not

found in the NWP model. This can partially explain why the skill scores based on

NWP winds does not increase with forecast horizon. The NWP model we use is

initialized at 12Z and does not assimilate observations throughout the day. It is

thus reasonable that the skill score of forecasts based on NWP winds is relatively

low since it does not use more recent information from the satellite images.

The ANOC system uses DA to combine these sources of information based on

the relative uncertainty assigned to each. Therefore, it is reasonable that the en-

semble mean and control forecasts have a higher skill for all horizons than either

the NWP winds or dense optical 
ow forecasts. The skill of the ANOC ensemble

mean increases with the forecast horizon, while the ANOC control forecast decreases

slightly. Ensemble means often have a larger skill than control forecasts over longer

forecast horizons (Kalnay, 2003), but some of the skill increase of the ensemble

mean can be attributed to increased smoothness. This smoothing is based on the

uncertainty of the underlying system.

Figure 3.10 illustrates average RMSE of ANOC ensemble mean and control,

forecast based on dense optical 
ow, and forecast based on NWP winds. Average

RMSE exhibits a pattern familiar from the case studies: RMSE of ANOC ensemble

mean is lower than RMSE of forecasts based on dense optical 
ow or NWP winds.

While the RMSE of all methods increases with forecast horizon, the RMSE of the

ANOC ensemble mean increases at the slowest rate. The ANOC control forecast

performs similarly to the optical 
ow forecast as 15 and 30 minute forecasts, but

has a lower RMSE at 45 and 60 minute horizons.
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Figure 3.10: Average RMSE as a function of forecast horizon for ANOC ensemble
mean and control, forecasts based on dense optical 
ow and forecasts based on NWP
winds. The ANOC forecast yields lower RMSE than the other forecast techniques.
For the large forecast horizons, RMSE of the forecast based on NWP winds is lower
than RMSE of the forecast based on dense optical 
ow.

3.8 Conclusion

We introduced the ANOC forecast system for intra-hour forecasts of CI over the

area of a city. ANOC uses a conceptually simple forecast model, and combines

CMV data based on the uncertainties associated with each data source using data

assimilation.

We validated the ANOC system by comparing it to reference forecast techniques.

Our comparisons are based on a standard set of performance metrics. We consid-

ered three representative case studies and found that the ANOC forecasts perform
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similarly or better, in terms of the performance metrics, than the reference forecast

techniques. This comes at the cost of an increase in computational requirements

and conceptual complexity. We also considered performance metrics over 39 days

to con�rm our conclusions from the case studies. The results suggest that ANOC,

or similar DA based systems, can be useful in intra-hour forecasting for solar power

applications.

The ANOC ensemble mean is smoother than the reference forecasts, and is

smoother than the true CI �elds. This smoothness is caused by ensemble spread.

Quantifying the relationship between ensemble spread and forecast uncertainty or

skill is left for future work.

Individual ensemble members and the control forecast of the ANOC are not

averages and are therefore not smoothed like the ensemble mean. A smooth CI

forecast produces a smooth power forecast, this results in ramp rates that are un-

derestimated. We can therefore use individual ensemble members and the control

forecast rather than the ensemble mean to predict the amplitude of ramp events.

The control forecast is the best prediction of the ramp event, and the individual

ensemble members could provide information on the uncertainty of the magnitude

and timing of the ramp event.

In summary, ANOC’s forecasts are on average similar or better, in terms of

the performance metrics, than the reference forecasts. This conclusion is based

on averages computed over a three month period and over a domain centered on

Tucson, AZ. Further study is needed to determine if the ANOC system will perform

similarly in other parts of the country or during a di�erent time of the year over

Tucson. Our study, however, indicates that ANOC, or systems similar to ANOC,

are computationally feasible and further developments for a ensemble based DA

framework in this context is promising.
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Supplementary Material

The code used in this study can be found in Harty and Lorenzo (2019). Harty (2019)

includes the data used in this study, the parameters of the WRF model used in this

study, videos of satellite images for each of the 3 months of this study, a video of

satellite images for each of the three case studies, and weather maps for each of the

three case studies.
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APPENDIX A

REPRINT: INTRA-HOUR CLOUD INDEX FORECASTING WITH DATA

ASSIMILATION

The following manuscript was published as a peer-reviewed article in Solar Energy.

The manuscript is reprinted with permission from Elsevier. Copyright (2019) by

Elsevier. Original reference: T. H. Harty, W. F. Holmgren, A. T. Lorenzo, and M.

Morzfeld, \Intra-hour cloud index forecasting with data assimilation," Sol. Energy,

vol. 185, pp. 270|282, 2019. doi: https://doi.org/10.1016/j.solener.2019.03.065
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A B S T R A C T

We introduce a computational framework to forecast cloud index (CI) � elds for up to one hour on a spatial
domain that covers a city. Such intra-hour CI forecasts are important to produce solar power forecasts of utility
scale solar power and distributed rooftop solar. Our method combines a 2D advection model with cloud motion
vectors (CMVs) derived from a mesoscale numerical weather prediction (NWP) model and sparse optical � ow
acting on successive, geostationary satellite images. We use ensemble data assimilation to combine these sources
of cloud motion information based on the uncertainty of each data source. Our technique produces forecasts that
have similar or lower root mean square error than reference techniques that use only optical � ow, NWP CMV
� elds, or persistence. We describe how the method operates on three representative case studies and present
results from 39 cloudy days.

1. Introduction

Power grid management bene� ts from accurate predictions of solar
power generation. Load balancing, dispatching reserves, curtailing
production, energy storage, and economical trading in energy markets
are aided by solar power forecasts on an intra-hour time scale (Kleissl,
2013). Solar power generation on this time scale is e� ected by clouds
on small spatial (1 km) and temporal (15 min) scales. Forecasting on
intra-hour time scales requires computationally e � cient methods (an
intra-hour forecast that takes more than a few minutes to compute is
not useful).

We describe a computational framework for intra-hour cloud index
(CI) forecasts based on a 2D advection model with random perturba-
tions. We study a region, centered on Tucson, AZ, that contains 385 MW
of solar power capacity (TEP, 2018). The advection of CI is driven by
cloud motion vectors (CMVs) from satellite images and a mesoscale
numerical weather prediction (NWP) model that are combined using
data assimilation (DA). We use DA to assimilate CMVs derived from
optical � ow (Horn and Schunck, 1981; Lucas and Kanade, 1981) ap-
plied to successive geostationary satellite images every 15 min and
CMV � elds derived hourly from a mesoscale NWP model. These two
data sources are assimilated into a background ensemble that is in-
itialized with a NWP CMV � eld. We refer to the system as ANOC for the
Assimilation of NWP winds and Optical � ow CMVs.

Generically, DA is a Bayesian technique to update numerical models

using sparse and noisy observations (Reich and Cotter, 2015; Asch
et al., 2016). We use an ensemble Kalman� lter (EnKF) (see, e.g.,
Evensen, 2009) to perform our assimilations. EnKFs are computational
tools for DA where forecast uncertainty is represented by an ensemble.

Optical � ow is a method to determine a velocity � eld from con-
secutive scalar � elds. Numerical methods for optical � ow can be di-
vided into two categories: dense optical � ow (Horn and Schunck,
1981), where an entire vector � eld is produced, and sparse optical� ow
(Lucas and Kanade, 1981), where point estimates of a vector� eld are
produced. We use dense and sparse optical� ow to determine CMVs in
this study.

Advection of satellite-derived cloud properties for intra-hour CI or
irradiance � eld forecasts for solar power applications has been con-
sidered in several studies (Kleissl, 2013). A mean squared error mini-
mization method ( Lorenz et al., 2004; Wol� et al., 2016), optical � ow
(Nonnenmacher and Coimbra, 2014; Peng et al., 2013), neural net-
works (Cõté and Tatnall, 1995) and a Monte Carlo method (Hammer
et al., 1999) have been used to derive CMVs from successive cloud
images. Advection-based forecasts with CMV� elds derived from NWP
models are described in Miller et al. (2012, 2017), Descombes et al.
(2014), Arbizu-Barrena et al. (2017) . The ANOC system we describe in
this paper uses DA to combine CMVs from an NWP model and CMVs
derived from optical � ow.

Previous works also explore combinations of di� erent irradiance
forecasts. For example,Wol� et al. (2016) use support vector regression
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to generate irradiance forecasts from a combination of ground mea-
surements, satellite advection via CMV � elds, and NWP irradiance
forecasts. Haupt et al. (2018) , combine several di� erent irradiance
forecasting models (e.g. statistical methods based on surface measure-
ments, sky imagers, satellite advection, and NWP) using the observed
performance of each of the di� erent forecasting methods at di� erent
forecast horizons.

Meteorologists use DA to assimilate CMVs into NWP models as
observations of atmospheric � ow. These CMVs are often obtained using
a cross-correlation or mean squared error minimization method and are
most useful over remote regions, e.g. oceans, where direct observations
are not available (Menzel, 2001; Nieman et al., 1997).

The ANOC system uses DA with a conceptually intuitive and com-
putationally inexpensive 2D advection model. The 2D advection model
produces forecasts that are easy to understand and allows for DA to be
implemented in a clear way. The computational savings compared to a
full 3D model allows us to forecast at shorter time scales and also allows
for ensemble forecasts and ensemble DA. These two characteristics of
the ANOC model allow us to assimilate CMV data into our ensemble,
taking the certainty in each source of data into account. This approach
is inspired by Lorenzo et al. (2017) where DA is used to combine ground
sensors with clear-sky index � elds derived from geostationary satellite
images.

The remainder of the paper is organized as follows. In Section 2 we
introduce the satellite imagery and the NWP model that we use. In
Section 3 we describe the operation of the ANOC system. In Section4
we brie� y describe reference forecasts that we compare to the ANOC
system. In Section5 we describe how ANOC functions in the context of
three case studies. In Section 6 we present results computed over
39 days. Section7 contains our concluding remarks.

2. Satellite imagery and numerical weather model

The ANOC forecasting system combines geostationary satellite
images and winds from a mesoscale NWP model. We use satellite data
and model output over a region containing Tucson, AZ (discussed in
Section 3.1) and over the time period of April, May, and June, 2014.
These three months are chosen because they are the same three months
studied by Lorenzo et al. (2017). The WRF wind � elds and satellite
images used in this study can be found in the supplementary material
(Harty, 2019).

2.1. Satellite data

We use images taken by the GOES-15 geostationary satellite located
in the GOES-West position. Satellite images are usually available every
15 min, though the time between satellite images is sometimes longer.
For simplicity, we will refer to satellite images being available every
15 min. We use the visible band at a spatial resolution of approximately
1 km. The latitude and longitude coordinates of the satellite image are
converted to kilometers with the Lambert conformal conic projection
(Snyder, 1987). The result is interpolated onto a regular square 1 km2

grid with nearest neighbor interpolation. Nearest neighbor is used for
computational e� ciency and because the original and interpolated grid
have approximately the same resolution. The satellite images are
downloaded from the Comprehensive Large Array-data Stewardship
System (CLASS) (NOAA, 2018). Animations of the satellite images are
available in the supplementary material ( Harty, 2019 ).

The pixel values of a satellite image are converted into CI following
in part the methods described in Perez et al. (2002). First, the pixel
value is normalized:

=norpix pix·am·soldist, (1)

where pix is the raw satellite pixel, am is the absolute airmass, and
soldist is the Earth-Sun distance in astronomical units. The normalized
pixel value (norpix) is converted into a cloud index (CI) value:

=
�

�
CI

norpix low
high low

.
(2)

Following Lorenzo et al. (2017), high is equal to the mean of the 20
highest norpix values over the three month window to estimate the
upper dynamic range of the satellite. Following Perez et al. (2002), for
each time of day, low is calculated as the mean of the 40 lowest norpix
values for that time of day over the three month window. However, our
method of calculating low di� ers from the method in Perez et al. (2002)
in that our low is changed every 15 min rather than every hour.

Furthermore, when calculating low and highwe use all three months
of satellite data, meaning that the resulting CI � elds could not have
been used to create true forecasts. This problem can be mitigated by
using a sliding window of past satellite images to calculate highand low
(as is done in Perez et al. (2002)), rather than using the full three
months of satellite images. We anticipate only minor di � erences be-
tween our method and that presented in Perez et al. (2002) because our
window of 91 days is similar to the 60 day window suggested in Perez
et al. (2002) . The method of CI conversion is not critical for our pur-
poses because we use the same conversion technique for the forecasts
and observations.

After calculating the CI � eld, it is linearly interpolated onto a square
grid with a grid box size of 250 m × 250 m that is used in ANOC for 2D
advection, further discussed in Section 3.2.

2.2. Numerical weather prediction model

We use the wind and relative humidity � elds from the operational
forecasts of the University of Arizona Department of Hydrology and
Atmospheric Sciences. The forecast system uses the Weather Research
and Forecasting (WRF) model with an outer domain covering the
western US with a 5.4 km horizontal grid spacing, and an inner domain
covering Arizona with a 1.8 km horizontal grid spacing. Parameter
values of the WRF model used can be found in the supplementary
material ( Harty, 2019 ). We use forecasts that are initialized at 12Z with
the Global Forecast System (GFS) data produced by the National Cen-
ters for Environmental Prediction (NCEP). We use the WRF model be-
cause it is readily available to us, but we expect our approach will
perform similarly with a di � erent mesoscale NWP model. The use and
processing of these data is further discussed in Section3.4.

3. The ANOC forecast system

We summarize the operation of the Assimilation of NWP winds and
Optical � ow CMVs system (ANOC). The ANOC system uses an ensemble
where each ensemble member consists of a CI� eld and a corresponding
CMV � eld with u (west to east) and v (south to north) components over
a given spatial domain (see Section3.1). A 2D advection model advects
the CI component of each ensemble member using the CMV component
of the ensemble member (see Section3.2). The CMV information is
derived from sparse optical � ow (see Section3.3), as well as from the
NWP model (see Section3.4). DA is used to combine these two sources
of information with the CMV component of the ensemble (see Section
3.5).

The ANOC system is started every day at 16:30 UTC (9:30 MST)
with an initial ensemble (see Section 3.6). The system runs until 22:30
UTC (15:30 MST). Using satellite images from this window (centered
around solar noon) eliminates time periods with low solar elevation
angles that could complicate this proof of principle study. A detailed
overview of the ANOC forecast system is shown in Fig. 1.

The ANOC system has a many di� erent components (e.g. ensemble
Kalman � lter, NWP model, sparse optical � ow) each of which has as-
sociated parameters. We do not make an e� ort to carefully tune all
parameters, but present parameters that lead to results that we consider
to be reasonable. Our main goal is not to present a fully tuned method
over Tucson, AZ, but to describe the overall ANOC approach that can be
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