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Abstract There are three primary goals of this paper. The first is to create an efficient portfolio of 29
stocks from the Dow Jones Industrial Average. The second, is to manually code a GARCH(1,1) maximum
likelihood estimation procedure in order to create a GARCH(1,1) model that estimates future volatility
changes of the efficient portfolio. The final goal is to explain the mathematics behind the entire process.

1 Introduction

1.1 An Efficient Portfolio

In our analysis we take time series of 29 stock prices as inputs. The purpose of a portfolio of securities is to
allow for diversification. Without a portfolio, the investor would be allocating all capital into one asset which
would be incredibly risky. A specific portfolio is set to yield an investor some level of return. An efficient
portfolio has a minimized risk subject to it’s expected return.1 This notion is the foundation of Modern
Portfolio Theory developed by Henry Markowitz and William Sharpe. To construct an efficient portfolio the
appropriate amount (weight) of capital must be allocated toward each asset. Calculating the proper weights
is the first problem to be solved in our model combination.

In order to place the optimal percentage of funds on each asset we must understand what diversification
and riskiness really mean mathematically. Diversification can be equated to correlation or co-variance. Co-
variance measures how similarly two things move; correlation is a normalization of co-variance taking values
in the interval [−1, 1]. In our case both measure how similarly two asset prices move over a sample of time.
If prices from stock A and stock B both rise and fall at nearly the same times, then their co-variance is
greater than 0 and their movements are positively correlated for a time. If we were only allowed a portfolio
containing two stocks and this was all the information we had about stock A and B we’d benefit from
diversification if the correlation was less than 1. If stock A’s returns (percent price changes) went in the
opposite direction of stock C’s more often than the A and B combo over a sample of time, then correlation
between A and C would be less than that of stock A and B’s. With just this information for a two asset
portfolio we as the compiler would take stock A and stock C over the stock A and B combo.

The combination of Stock A and C would allow for more diversification and better future returns for
the portfolio. This is true because if returns for Stock A suddenly go down in the future, conditional on our
data, Stock C would be more likely than B to have positive returns over that same period and to mitigate
losses from Stock A. Therefore, in order to minimize the risk of negative portfolio returns we must measure
the level at which each asset in the portfolio is correlated with one another.

∗The author is indebted to Professor Chris Lamoureux, Mark Borgstrom, and Dr. Bruce Bayly. Without their help, this
project would never have been successfully completed. An allocation of computer time from the UA Research Computing High
Performance Computing (HPC) at the University of Arizona is also gratefully acknowledged.

1This given expected return is greater than the expected return of the Minimum Risk Portfolio. Vasile Brătian provides a
more in depth explanation of the minimum variance portfolio in [3].
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Following portfolio theory, we will equate risk to variance in our procedure. Securities that deviate
wildly from their expected returns have a high variance and are considered extremely volatile or risky because
the returns could either drop unexpectedly low or shoot up higher than average. Variance is a calculation of
the average magnitude of this deviation over a sample of time. Since risky assets could have higher negative
or positive returns than expected, investors who choose to ”bet” on the future swings will experience higher
reward or loss. Expectation, average, and mean are all equivalent terms.

We must find the variances of each stock in the portfolio to get a handle on the riskiness of each asset,
and calculations of price movement relations must be made to take advantage of diversification opportunities.
These calculations of variance and co-variance will somehow be souped up into one variance calculation for
the whole portfolio, a calculation dependent on the percentages of capital assigned to each asset. Once this
groundwork is laid out, the heart of the minimization procedure can be implemented. A Markowitz type
model for determining an efficient portfolio is used to execute this entire plan.

Flow of this Markowitz Model is as follows. First T+1 historical prices of each asset are converted
to logarithmic returns in order to normalize the price movements for comparison.2 The means of each
asset return are calculated assuming they are 29-variate normal with variance-co-variance matrix C. From
here the returns data can be converted to a T by 29 matrix of residuals. Let this matrix be X. Each
residual represents how far a stock return realization deviated from its mean. The X ′X/T is the 29 by 29
(symmetric) co-variance matrix containing all possible co-variances between stock returns. The diagonal
of this matrix contains the variances of each stock. These are all of the necessary computations before we
begin a constrained optimization procedure. The only other piece of information necessary is the portfolio
return the investor expects. Our objective function is the portfolio variance which is dependent on the
weights of each security. The general formula for portfolio variance is the sum of the products between each
co-variance/variance value and the respective variable percentage of allocated capital. This function can also
be compiled using matrix algebra as shown in the next section. Our constraints are the following.

1. The weights must sum to one. This makes perfect sense because each weight represents a percentage
of the total amount to be invested.

2. The portfolio must have a set expected return.

3. Each weight must be greater than or equal to 0. This means that we are not shorting any of the
stocks.3

The portfolio expected return can also be expressed as a function of the weights. The formula is the sum of
the products between each average return and the respective weight. In order to minimize the variance of
the portfolio we create a Lagrange Function out of our constraints. By taking the derivative of this function
and setting it equal to zero we get a system of linear equations that can be solved for through row reduction.
The system of equations will consist of the partial differential equations with respect to each weight set equal
to zero and two more partial differential equations with respect to the two Lagrange Multipliers set equal to
zero. The Mean Variance Optimization of a portfolio can be summarized in five steps.

1. Compute a co-variance matrix from historical price data.

2. Construct a variance function using a vector of unknown weights and the co-variance matrix.

3. Create a Lagrange Function that accounts for the three constraints in the optimization problem.

4. Take all possible partial derivatives of the Lagrange Function and set each partial derivative equal to
zero.

5. Compile the coefficients of the derivative equations into a matrix and row reduce.

2It is better to start by acquiring historical stock return data that accounts for stock splits, stock dividends, and cash
dividends.

3In our application we create a second efficient portfolio that allows for short selling.
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With this procedure the optimal weights for our efficient portfolio can be solved for. This particular portfolio
actually lies along the efficient frontier amongst infinitely many other optimal portfolios with expected
returns.

Finally, a time series of returns can be determined from the efficient portfolio weights. These returns
will come from out of sample testing on the weights of the portfolio using historical returns from the portfolio
stocks. The first stock return realization of each of these time series should occur immediately after the last
stock return used to estimate the optimal weights of that portfolio. Calculating the returns that the portfolio
will output is done using matrix algebra in the following section.

1.2 GARCH(1,1) Maximum Likelihood Estimation

Justification for GARCH Application Our aim is to create a model to forecast future risk of the
efficient portfolio conditional on the sample returns. In financial time series like the set of portfolio returns,
auto-correlations of squared returns usually imply that past returns have a significant effect on current values.
This type of behavior makes perfect sense in the stock market. New buyers and sellers of a forecasted
stock are influenced by recent market transactions when deciding how much to offer/accept a security.
These observations imply that variance of the efficient portfolio returns will change across time and will be
conditional on past information. This is the frequent heteroskedastic property of financial time series. Auto-
regressive conditional heteroskedastic (ARCH) models were designed to accommodate the time dependence
in volatility. The model is a weighted average of lagged residuals. The amount of lags determines the order
of the ARCH process. According to Engel in [4], higher order ARCH terms have been found to be significant
when fitting ARCH models.

The next half of our two part process involves the estimation of a generalized auto-regressive conditional
heteroskedastic (GARCH) model. This model, developed by Bollerslev in 1986 is a linear combination of
past residual returns and previous volatility. A GARCH(1,1) model contains a first order ARCH term (the
weighted average of the previous residual) and first order GARCH term (the weighted average of previous
conditional variance).

.

rt = µ+ εt

ht = α0 + α1ε
2
t−1 + α2ht−1 ∀t > 0

h0 =
1

T

T∑
t=0

ε2t

α0, α1, α2 > 0 and α1 + α2 < 1

(1)

where εt is the residual of the time series of returns at time t, µ is the mean return, rt is the portfolio
return at time t, ht is the conditional variance at time t, h0 is the mean of the squared residuals,4 and
α0, α1, and α2 are the GARCH(1,1) parameters.

In (1) notice how conditional variance is a linear function of the lagged residual return squared and
lagged conditional variance. The GARCH process is a suitable risk model for our analysis because of this
parsimonious structure. As shown by Bollerslev in [2] the conditional variance formula captures time varying
volatility better than higher order ARCH models which are more difficult to estimate.

Maximizing the Likelihood Function To make accurate predictions of risk conditional on the data, one
must calculate the parameter values that optimize the performance of the GARCH(1,1) model. In order to
calculate these values, we conduct maximum likelihood estimation (MLE). In MLE our goal is to determine
the parameter estimates that maximize the probability that our GARCH(1,1) model forecasts variance in
portfolio returns that is the same as the variance we have already observed.

4Our identification of h0 in (1) is not part of a standard GARCH model and is used as an initial condition. Ideally, h0 could
be fit after estimating the model or integrating over the unknown h0. These adjustments are not usually done and probably
are not indicated unless .98 < α1 + α2 < 1.
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The first step of the GARCH(1,1) MLE process is to specify the likelihood function of the GARCH
conditional variance equation. The likelihood function is the conditional probability density that our sample
portfolio returns will be realized in the future given the values of the mean of the sample returns and the
three unknown GARCH(1,1) parameters.

L(β) = P (r0, ..., rT | µ, β) β =
(
α0 α1 α2

)
Assuming each return event is independently normally distributed, we can apply the theory of probability
and further specify our probability density function.

P (r0, ..., rT | µ, β) =

T∏
t=0

P (rt | µ, β) =

T∏
t=0

1√
2πht

exp (−1

2

ε2t
ht

)

We transform the likelihood function into a monotone increasing log-likelihood function to make future
computation easier. This function is always negative.

ln(L(β)) = −1

2

T∑
t=0

ln(2πht) +
ε2t
ht

=

T∑
t=0

ln l(rt | µ, β) ln l(rt | µ, β) = −1

2
(ln(2π) + ln(ht) +

ε2t
ht

)

Now we must calculate the values of the alpha parameters that yield the global maximum of the log-likelihood
function. This requires nonlinear optimization techniques. There is no closed form analytical process like
Ordinary Least Squares Estimation that can be used to complete this task; the system of equations created
by the partial derivatives of the GARCH(1,1) log-likelihood function set equal to zero are too complex
to solve without a numerical approach. We must ’walk’ to the global maximum of the three dimensional
log-likelihood surface by setting proper initial alpha parameters, taking a step based on the slopes of our
location, gaining our bearings, taking another step, and repeating this process until we reach the highest
point possible. We may overshoot, in which case we would start over with smaller steps. Here the iterative
Berndt–Hall–Hall–Hausman (BHHH) algorithm is used.

To run this algorithm direction vectors and gradient inner products must be calculated repeatedly.
Direction vectors give us the optimal direction to step based off the slopes of the log-likelihood surface at our
current position. The inner product of the gradient gives us an idea of our progress towards the optimum.
It represents the slopes of all three partial derivatives with one number. As the inner product approaches
zero, we approach a maximum. To calculate the direction vector through the BHHH method the inverse
Hessian matrix is approximated using score vectors. Score vectors are column vectors containing the partial
derivatives of the ln l function at each sample return. We approximate these instantaneous rates of change
using a small delta value. Once the score vectors of each parameter are found, they are combined to form
the score matrix. Column one of the matrix should be the score of α0, column 2 the score of α1 and so on.
This is a T+1 by 3 matrix where T+1 is the number of observed portfolio returns. Taking the transpose of
the score matrix multiplied by the score matrix yields the inverse Hessian, a matrix very similar to that of
a co-variance matrix. The inverse Hessian’s off-diagonal values describe the curvature of the log-likelihood
surface. Specifically, the matrix tells us how similar two score vectors are to one another (in other words,
the values quantify how changes change when other changes change). As an example, let’s take the value
at coordinates (2,1) in the inverse Hessian. If this number is greater than zero, then the score of α1 is
positively correlated to the score of α0. This implies that the partial derivatives of the GARCH(1,1) log-
likelihood function with respect to α0 and α1 change in a similar manner at the point (α1, α2, α3) on the
three dimensional surface.

The inverse Hessian serves as the brain of the direction vector. The Hessian itself, multiplied by the
transpose of the score times a T+1 by 1 vector of lambdas yields the direction vector for a given vector of
alpha values. The vector of lambdas are the step size for the iteration. For the first iteration, lambda is
set at 1. The gradient vector is found by summing the components of each column within the score matrix.
Notation for these matrices are shown below.

S =
(
sα0

, sα1
, sα2

)
H−1k = S′S

dk = HkS
′ik ik =

(
λk, . . . , λk

)′ (2)
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In the above notation, S is the score matrix, Hk, the Hessian, dk, the direction vector, λk is the step size, and
the subscript k denotes the k-th iteration. With these tools one can run a BHHH algorithm and numerically
approximate the optimal alpha parameters. We’ve outlined a step by step process for running the algorithm
below.

1. Set a tolerance of .001. Choose initial alpha values by setting α0 to be less than .1 and the sum of α1

and α2 to be between .6 and 1. Let θ0 = (α0, α1, α2)′.

2. Calculate the inner product of the gradient. If this value is less than the tolerance, the algorithm
stops. The parameters guessed may optimize the log-likelihood function. If the tolerance threshold
isn’t passed, move to step three.

3. Using these initial parameters, calculate the direction vector with lambda equal to 1.

4. Add the direction vector to the vector of initial parameters. If there is a negative value in this new 3
by 1 vector, the initial parameters must be changed and the direction vector recalculated. This is to
avoid negative ht values which the log-likelihood function can’t take.

5. Input the sum of the direction and parameter vectors into the log-likelihood function. If lnL(θ0) <
lnL(θ0 + d1) set θ0 + d1 = θ1.

6. Calculate the inner product of the gradient using θ1. If the inner product is less than the tolerance,
the algorithm stops.

7. Calculate d2 using θ1 and setting λ2 = λ1 + 1. Check if d2 + θ1 contains elements that are negative. If
this is the case, then the amount λ1 is increased must be reduced, and the algorithm restarted.

8. Repeat steps 5 through 7 until the the inner product of the gradient is less than the tolerance. If at any
point lnL(θk−1) ≥ lnL(θk−1 + dk) the procedure has overshot the global maximum and the amount
lambda is increased must be reduced.

Arnerić, Babić, and Škrabić outline a similar procedure and consider other nonlinear optimization techniques
in [1]. Once the BHHH algorithm runs successfully, a GARCH(1,1) model for that sample of returns has
essentially been formulated and can be used to forecast future portfolio volatility. The variance-co-variance
matrix of estimates can be obtained through the inverse-Hessian at optimum.

2 Model Flow

In this section we will give a complete mathematical overview of our overall model processes.

2.1 Calculating an Efficient Portfolio

We begin by acquiring historical daily or monthly prices for n stocks.
p1,1 p1,2 · · · p1,n
p2,1 p2,2 · · · p2,n

...
...

. . .
...

pT+1,1 pT+1,2 · · · pT+1,n


The next step is to calculate the log returns of these historical prices. This is done using the formula below.

rt−1 = ln(pt/pt−1) ∀t ∈ {2, ..., T + 1}
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By applying this formula at each step within each column of our price matrix we obtain a matrix of returns.
r1,1 r1,2 · · · r1,n
r2,1 r2,2 · · · r2,n

...
...

. . .
...

rT,1 rT,2 · · · rT,n


We will construct an efficient portfolio using the first three quarters of returns for each stock. The last
quarter is left for out of sample testing on the portfolio. Residuals are calculated by subtracting the mean
returns of each column from each return within that column. The formula for the calculation of one residual
is pictured below.

εt = rt − µr µr =
1

T − 1

T∑
t=1

rt

This produces a matrix of residuals we shall denote as X.

X =


ε1,1 ε1,2 · · · ε1,n
ε2,1 ε2,2 · · · ε2,n

...
...

. . .
...

εT,1 εT,2 · · · εT,n


We will now create an n by n variance-co-variance matrix denoted C using the following formula.

C = X ′X · 1

T − 1
=

 var(r1) · · · cov(r1, rn)
...

. . .
...

cov(rn, r1) · · · var(rn)


Now that we have our co-variance matrix we can develop our variance function that determines the variance
of the portfolio. This function is depicted below along with the required transposed weight vector. The
weight vector contains the percent of total capital to be allocated to each asset. These percentages are
variable currently, and will be solved for.

V (Rp) = W ′CW =

n∑
i=1

n∑
j=1

WiWjcov(ri, rj) W ′ =
(
W1 · · · Wn

)
Two functions act as constraints in the Lagrange Function. The first outputs the mean return of the portfolio.
This is simply the sum of the weights multiplied by the expected returns of each stock. A weight function
is also required which sums the percents of capital allocated. The notation for both functions can be found
below.

E(Rp) =

n∑
i=1

Wiµi Wp =

n∑
i=1

Wi

Now our goal is to solve the following constrained optimization problem.

min
Wi i=1,...,n

V (Rp)

s.t. E(Rp) = E∗

Wp = 1

Wi ≥ 0 i = 1, ..., n

(3)

Where E∗ is a fixed return level for the portfolio. To solve this problem, we need the following Lagrange
Function.

L(W1, ...,Wn, λ1, λ2) = V (Rp)− λ1(E(Rp)− E∗)− λ2(Wp − 1)
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Where λ1 and λ2 are Lagrange Multipliers. We now take the gradient of the Lagrange Function and set
it equal to a vector of zeros. The weights and Lagrange Multipliers can be solved for using Gauss Jordan
Elimination because we finish with a square matrix.

∇L(W1, ...,Wn, λ1, λ2) =



∂L
∂W1

...
∂L
∂Wn
∂L
∂λ1
∂L
∂λ2

 =



2
n∑
i=1

Wicov(ri, r1)− λ1µ1 − λ2
...

2
n∑
i=1

Wicov(ri, rn)− λ1µn − λ2

−(
n∑
i=1

Wiµi) + E∗

−(
n∑
i=1

Wi) + 1


= ~0

⇒



2var(r1) 2cov(r2, r1) · · · 2cov(rn, r1) −µ1 −1
2cov(r1, r2) 2var(r2) · · · 2cov(rn, r2) −µ2 −1

...
...

. . .
...

...
...

2cov(r1, rn) 2cov(r2, rn) · · · 2var(rn) −µn −1
µ1 µ2 · · · µn 0 0
1 1 · · · 1 0 0





W1

W2

...
Wn

λ1
λ2


=



0
0
...
0
E∗

1


2.2 Fitting a GARCH(1,1) model to future portfolio returns

The first step here is to create a time series of future returns from our efficient portfolio. This can be done
by multiplying the last quarter of our stock return data (a N+1 by n matrix) by the weight vector we solved
for in the previous subsection. Our output is a vector representing a time series of N+1 portfolio returns.
We start each time series in our new returns matrix immediately after the T+1 returns from our previous
returns matrix. The first index value for each time series is 0 so the GARCH formula can run properly.

r0,1 r0,2 · · · r0,n
r1,1 r1,2 · · · r1,n

...
...

. . .
...

rN,1 rN,2 · · · rN,n



W1

W2

...
Wn

 =


R0

R1

...
RN


Now we can convert our return vector into a vector of N+1 residuals using formulas discussed previously.
We must also come up with a 3 by 1 vector of initial parameters for our GARCH(1,1) model. Both vectors
are pictured below, along with the conditions of our parameters.

ε0
ε1
...
εN

 θ =

α0

α1

α2

 α0, α1, α2 > 0 and α1 + α2 < 1

Here µ is fixed as the mean of the portfolio future returns5 and is therefore not included as a variable
parameter in θ. With these two vectors, we can construct a new vector of conditional variances using the
GARCH(1,1) formula below

ht = α0 + α1ε
2
t−1 + α2ht−1 ∀t > 0 h0 =

1

N

N∑
t=0

ε2t

Note that our initial conditional variance is set to the mean of the squared residuals. Using the conditional
variance vector, a vector of log-likelihood values at each time step can be created with the following formula

ln l(θ) = −1

2
(ln(2π) + ln(ht) +

ε2t
ht

)

5Under normality, the sample mean is a consistent estimator.
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This vector ~Lθ will be used in the construction of the three score vectors for each alpha. We calculate three
new log-likelihood vectors ~Lθ0, ~Lθ1, ~Lθ2 by taking the three theta vectors shown below through the process
just described. Delta is used as the small increment of change needed for the instantaneous rates of change
each score vector will contain.

θ0 =

α0 + δ
α1

α2

 θ1 =

 α0

α1 + δ
α2

 θ2 =

 α0

α1

α2 + δ

 δ = 10−8

Now we can create three score vectors for each parameter. An expansion of the calculation of the score of
alpha zero, denoted sα0 , is pictured below.

sα0 =
~Lθ0 − ~Lθ

δ
=


[ln l(θ0 | µ,R0, R1)− ln l(θ | µ,R0, R1)]/δ
[ln l(θ0 | µ,R1, R2)− ln l(θ | µ,R1, R2)]/δ

...
[ln l(θ0 | µ,RN−1, RN )− ln l(θ | µ,RN−1, RN )]/δ


Where the Rt’s denote the returns calculated from the out of sample testing and ~Lθ0 represents the log-
likelihood vector with θ0 parameter inputs. Combining all three score vectors creates a score matrix which
we will denote as S. Just using this matrix, the inverse hessian can be calculated along with the direction
vector for these initial parameters.

H−1k = S′S dk = [S′S]−1S′ = HkS
′i i =

λk...
λk


Here i is an N by 1 vector specifying the step size to be taken at the current interaction of the BHHH
algorithm. The subscript k represents the k-th iteration in the BHHH algorithm.

Before starting the algorithm, remember to verify that the sum of the vector of initial parameters and
the direction vector contains positive values. If this is not the case, then the initial set of parameters should
be rejected and new starting values should be set.

Here is an expansion of the the gradient calculation.

∂ lnL

∂α0
=

N∑
t=1

∂ ln l

∂ht

∂ht
∂α0

=

N∑
t=1

(ln l(θ0 | µ,Rt−1, Rt)− ln l(θ | µ,Rt−1, Rt))/δ

g =
(
∂ lnL
∂α0

∂ lnL
∂α1

∂ lnL
∂α2

)′
As stated earlier, the inner product of the gradient vector must be less than the tolerance for the BHHH
algorithm to stop.

3 Model Application

To test our models, we created two efficient portfolios, one that allowed shorting and one that was long only.
Each contained 29 stocks from the Dow Jones Industrial Average. These specific securities were selected
to expand on an earlier MATH 485 project done by University of Arizona Students during the spring 2017
semester. It should be noted that in finance, mean variance optimization is not usually applied to a large
combination of individual stocks.

The data we used to create the portfolio and GARCH(1,1) model consisted of daily returns from each
stock on a time interval from January 3, 2007 to December 31, 2019. The data was acquired from Wharton
Research Data Services [10]. Daily returns from January 3, 2007 to September 29, 2016 were used as the
sample data for the mean variance optimization, while the returns from September 30, 2016 to December 31,
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2019 were used for out of sample testing on the portfolio weights. So, the first 75 percent of the data (2454
returns) was used in the optimization of the portfolio weights, while the last 25 percent (818 returns) was
used to test the portfolio performances from September 30, 2016 to December 31, 2019 without re-balancing.

The optimal portfolio weights for the data were measured using an Rstudio package called fportfolio [11]
while the GARCH parameters were estimated manually in Rstudio and compared to the results from the
tseries package [8]. Additionally a ARCH(1) model was created by forcing α2 to be zero throughout the
program. This restricted model was used to construct a likelihood ratio statistic.

3.1 BHHH Algorithm Coding

This was the most daunting task of the analysis. Numerical optimization is considered both an art and a
science when done manually. In order to successfully run the BHHH algorithm in R, we had to first verify
that our functions were coded properly. This was done by plotting ’slivers’ of the function and its derivative
and comparing points of extrema on the graphs to the values the R package outputted. We fixed two of
the three alpha parameters, varied the other, and plotted the log-likelihood outputs over the range of the
varied alpha parameter on a grid. The inner product of the gradient was also graphed in a similar way.
The parameters held constant were set to the values estimated by the package. If the maximum of the log-
likelihood plot lied approximately over the alpha value the Rstudio package estimated for each parameter,
then this verified our coded log-likelihood function. If the value of the inner product of the gradient was
approximately zero over the value estimated by the packages, above zero to the left, and below to the right
for all parameters, then this confirmed our gradient code.

Verifying our functions also gave us better insight as to how the log-likelihood surface behaved around
the global maximum, and this allowed us to properly calibrate the algorithm code. For example, working
with the shorted weights, when α0 was varied, values of the inner product decreased monotonically from
1.0e8 to zero in a window of α0 values that ranged from near zero to .04. This showed how jagged the
log-likelihood surface was, and allowed us to trust the algorithm as its iterations outputted these massive
values near the maximum.

The 8 step procedure described in the introduction summarizes the flow of our final code relatively well.
Guessing and checking is critical here. It may take multiple attempts to plug in initial parameters that don’t
result in negative conditional variances. Also, the code must be rerun with a smaller increase to lambda if
the algorithm overshoots the maximum or runs into negative adjusted parameters during an iteration. The
guessing procedure can be summarized in two steps. The first is to guess correct initial parameters. The
second step is to run the entire code; if it is stopped, reduce the amount that lambda is increased by, and
rerun everything. Lots of repetition may be required for both steps. In our application the amount lambda
was increased by went from 1 to .02.

When the algorithm converges successfully, one must work to confirm that the resulting parameter
estimates do in fact yield the global maximum of the log-likelihood function. This can be done by repeatedly
setting different starting values, running the algorithm until convergence is reached again, and verifying that
the same estimates are reached.

3.2 Results

After determining that the short and long minimum variance portfolio had an expected return of about
three percent, expected return for our efficient portfolios was set at five percent. The resulting weights of
the efficient portfolios can be found below. Most of the weights in the long only portfolio are zero due to
error in estimating the mean returns.

9



Portfolio Weights
Ticker Short Long
MSFT -0.015531796 0
KO 0.14129597 0.10389359
GE -0.061152579 0
IBM 0.111006433 0
CVX -0.089714599 0
AAPL 0.130395861 0.171649565
UTX -0.068083532 0
PG 0.118238669 0
CAT -0.005055947 0
WAG/WBA 0.010793465 0
BA -0.022624216 0
PFE 0.002595738 0
JNJ 0.38791233 0.308877492
MMM 0.127052799 0
MRK -0.034752544 0
DIS -0.008196575 0
MCD 0.238667474 0.275369275
JPM 0.01743228 0
WMT 0.118381962 0.091142915
NKE 0.044813017 0.049067163
AXP -0.048910542 0
INTC -0.007952375 0
STA/TRV -0.023626582 0
VZ 0.056256294 0
HD 0.020178676 0
C -0.050810382 0
CSCO -0.067474342 0
GS -0.016036388 0
UNH -0.005098572 0

GARCH(1,1) and ARCH(1) estimates can be found in the following tables. All parameters estimated by
the tseries package were statistically significant at 99% confidence level. It’s clear that the manual estimates
take on values similar to the estimates from the tseries package. This shows the accuracy of our BHHH code.

Long GARCH(1,1) Optimal Coefficients
Parameters Estimate Std. Error T-Value P-Value
α0 0.018069 0.004487 4.027 5.65e-05
α1 0.119799 0.017672 6.779 1.21e-11
α2 0.849428 0.018788 45.210 < 2e-16

Short GARCH(1,1) Optimal Coefficients
Parameters Estimate Std. Error T-Value P-Value
α0 0.014382 0.004912 2.928 0.00341
α1 0.075437 0.013503 5.587 2.31e-08
α2 0.902474 0.016265 55.486 < 2e-16

Long GARCH(1,1) Maximum Likelihood Estimates
Parameters tseries Package Manually Restricted
α0 0.018069 0.01713332 0.4132400
α1 0.119799 0.12702841 0.2544779
α2 0.849428 0.84445281 0.0000000
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Short GARCH(1,1) Maximum Likelihood Estimates
Parameters tseries Package Manually Restricted
α0 0.014382 0.01380664 0.5177620
α1 0.075437 0.07595924 0.1775738
α2 0.902474 0.90283347 0.0000000

The persistence parameter (α1 + α2) is close to one in both tables. According to Hafner [5], this
indicates longer periods of volatility clustering. α2 is also larger than α1 which implies lagged conditional
variance has a higher impact on volatility than the lagged squared residuals for these samples. The long-run
variance of the long portfolio is .5872 while the short portfolio has a long run variance of .6511.6 We predict,
in the long-run, any volatility value will revert to these averages. The rate at which the volatility reverts is
given by the persistence parameters.

3.3 ARCH(1) vs. GARCH(1,1)

In this section we will use the likelihood ratio method to test Hr, the hypothesis that the ARCH(1) model
serves as a better model of future portfolio volatility than the GARCH(1,1) against, Hu, the reverse hypoth-
esis. These hypotheses are conditional on the sampled portfolio returns. Let λ denote the original likelihood
ratio.

λ =
L(θr)

L(θu)
− 2 lnλ = −2(lnL(θr)− lnL(θu))

There are three free parameters in the GARCH(1,1) process. In the restricted model, one parameter, α2,
is fixed and none are fixed in the full model, so we have 1 − 0 = 1 degrees of freedom. This implies that
−2 lnλ has approximately a χ2 distribution with one degree of freedom. If λ is small, then −2 lnλ is large,
so the rejection region for a test at a significance level of about .01 contains values of −2 lnλ that exceed
χ2
.01(1) = 6.635. Using the estimates from the short portfolio returns −2 lnλ = 85.12317. The long only

GARCH estimates have −2 lnλ = 130.6702. Since −2 lnλ > χ2
.01(1) in both cases we reject the ARCH(1)

model in favor of the GARCH(1,1) model as a more reliable risk predictor for our portfolios. For more
information on the likelihood ratio test consult Wackerly’s text [9].

4 Future Work

To extend our analysis, we could create an efficient portfolio of small broad based assets instead of a portfolio
of 29 specific stocks. This would be a more reasonable application of the Markowitz Model. Options trading
could also be incorporated into the portfolio as well as re-balancing based off volatility predictions.

As explained by Jiang, Du, and An in [6] equally weighted portfolios of all stocks out of sample
dominate efficient portfolios. There are many reasons for this including the fact that the mean variance
algorithm estimates means with tremendous imprecision; accurate estimation of means, variances, and co-
variances of each individual asset return is required for practical application. Therefore, a better model for
mean estimation of returns should be considered, or the algorithm should not be implemented.

Focusing now on the GARCH process, the properties of the returns series should be better understood
and tested for ARCH effects before trying to fit a GARCH(1,1) process. This would increase the efficiency
of our analysis. Testing for ARCH effects can be done using the Lagrange Multiplier Test. Our next step
after parameter estimation would be to actually forecast future volatility with our model. Based on the
properties of the returns times series, other volatility models could be considered. The GARCH process
could be extended to an Asymmetric or Exponential GARCH. The manual MLE code could be adjusted for
these extensions.

A Value at Risk calculation could also be made for the entire portfolio based off of a distribution of
forecasted returns. As noted by Restrepo and Maŕıa in [7] calculation of Value at Risk actually depends

6Long run variance is calculated using the formula α0/(1 − α1 − α2).
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directly on the forecast of the conditional variance and is an estimation of the likelihood that returns will
exceed some threshold over a specified time horizon.
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