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ABSTRACT 

Streamflow prediction is very important to the economic and human development of a 

country. For example, it is used in the quantification and distribution of the water resource, and in 

the design of new hydraulic infrastructure, risk quantification, rapid response to mitigate flooding, 

etc. For this reason, learning how to improve our estimation of streamflow must be one of the 

aspirations of any surface hydrologist. Chile has an extensive stream gauge network, which is part 

of the new CAMELS-CL database. This database also includes data about several static attributes 

for each of the 516 catchments represented within it, which provides us with a valuable database 

that can be used to develop process-based and data-based models with the ultimate goal of 

implementing a national hydrological model. 

Recent studies have shown that Machine Learning (ML) can provide better predictive 

performance than traditional process-based (PB) models. In hydrology, Kratzert et al. (2019), 

Nearing et al. (2020a), and others have reported similar results when comparing an ML-based 

model with the extensively studied and calibrated SAC-SMA and other benchmark models over 

the USA. This finding creates the opportunity to bridge the gap between ML-based and PB models 

by transferring insights gained via the process of developing a ML model into improvements of 

the PB model(s). With this in mind, we implemented the GR4J process-based catchment model as 

a baseline, and two ML-based models, Random Forest (RF) decision tree approach, and the Long-

Short Term Memory (LSTM) dynamic state variable approach, on 322 selected Chilean 

catchments. The three models were compared in detail to examine their strengths and weakness, 

and to determine the best candidate for a national model. Our results showed that none of the three 

models performed “best” across the entire country, and all of them had problems in the north of 

Chile, indicating that additional informative attributes and variables must be incorporated into the 

database. Furthermore, the models showed complementary performance abilities, which opens the 

opportunity to develop an ensemble of the three or more models in the future to merge their 

respective strengths. Overall, the model performance results were found to be related to the 

meteorological forcings, but also with certain climatic conditions such as aridity, which emerges 

as an important variable to characterize the behaviors of different catchments. 
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1 INTRODUCTION 

Streamflow can be understood as the compound result of several processes that occur at 

the land surface and below the ground. In general, those processes are well understood at the local- 

or lab-scale, but begin to be correlated in complex ways when we move to larger scales. 

Heterogeneity and multidimensional correlation are some of the barriers to the understanding of 

catchment hydrology.  These factors obstruct our ability to hypothesize, to control individual 

variables in a basin, and to experiment with them, which is an important basis of the scientific 

method. In this regard, Gupta et al. (2014) describe how the use of large datasets can be the key to 

extract relationships at the catchment scale. By doing so, we can advance towards discovering a 

theory that allows us to move between catchments of just a few square kilometers in size to ones 

of thousands of square kilometers, without losing an understanding of the underlying processes 

involved.  

Historically this problem has been tackled by starting at the small scale (upscaling 

approach), deriving the equations from data for only one or a limited number of catchments (Gupta 

et al, 2014), and then expanding to larger scales using ground data and information regarding 

catchment properties. The problem with this approach is the prior imposition of a unique small 

scale structure to the processes, which may no longer be true at larger scales. Nowadays, there are 

several datasets that compile information from hundreds of catchments from different countries, 

which allow us to explore the problem from the reverse, downscaling, point of view. For this 

purpose, it has been common to test traditionally lumped models structures having different 

conceptualizations, structures, parametrizations, and coding. In general, such models have been 

found to work well for the catchments where they are calibrated, but not so well when applied to 

other catchments. This happens because we are creating process-based models based on idealized 

representations of system structure and function, which is imperfect and limited. In other words, 

“watershed-scale theories could have been derived from currently-available observation data, but 

the hydrology community has failed to do so” (Nearing et al, 2020a). This suggests that a more 

flexible approach must be used if we want to successfully extract the information from the actual 

data.  

In this regard, Machine Learning has emerged as a valuable tool to tackle the deficiencies 

of process-based models, because they have flexible structures and parameterization forms that 

allow us to learn virtually any functional relationship by appropriate specification of the 

parameters and weights (Hornik, 1991). The main problem with this method is the challenge of 

extracting knowledge from the trained models, because what they learn is represented in the form 

of thousands (even millions of parameters), and this information can be difficult to decode. 

However, this raises the challenge of discovering how to represent this multidimensional 

information in ways that human beings can process and understand.  In this thesis, I use an 

approach based on comparing different model implementations, and the corresponding results, to 

investigate what the knowledge gaps are and how could we improve process-based models to 

achieve both high accuracy and a high degree of hydrological understanding.   
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1.1 Current situation. 

At present, Chile does not have a model that can be applied at the national scale, that is 

freely available and can be applied to both gauged and ungauged catchments. All of the past studies 

have focused on extreme conditions such as flood or baseflow events (DGA, 1995), or just on a 

few catchments or small regions of the country (Vicuña et al., 2010; Parra et al., 2018; Nauditt et 

al.,2016). Moreover, that research did not cover the entire country and has also not been recently 

updated.  Despite that, the findings of those studies are widely used in engineering projects, even 

out of the range of meaningful application, and are generally complemented with findings from 

other countries where similar conditions are thought to be present, but without any research 

demonstrating such similarity. 

Another aspect that will be more important each year is how anthropogenic activities are 

changing the behaviors of catchments through land use, water consumption, and/or climate change. 

Therefore, to have models that are capable of reflecting the effects of those changes is crucial. For 

example, desertification is significantly affecting the center and north of Chile, with in total 21.7% 

of Chile has some level of risk of desertification (Corporación Nacional Forestal, 2016), and 

recent research about water availability has projected a decrease of between 5-15% in precipitation 

and increase between 0.5-1.5°C in temperatures over the next 10 years (Ministerio de Medio 

Ambiente, 2014). Therefore, if our models are unable to perform well in arid or semiarid regions, 

and provide updated predictions under those kinds of external change, we will continue in to lose 

prediction capacity year by year.        

Recently a VIC-based spatially distributed hydrologic model was developed to quantify 

the water budget (DGA, 2018), providing a big step toward addressing this problem. However, the 

model has several parameters that are difficult to extrapolate to ungauged catchments, and the 

ability to run the model for an external user in an uncontrolled location is low given its intensive 

information and computational requirements to run it.  

For those reasons, the development of a national model that takes into account the gap in 

hydrological knowledge, and with a view towards the future, is something that must be tackled 

from the scientific perspective. Additionally, we must think about tools that would be easily and 

fast implemented, because this way we are creating knowledge that is transferable across different 

areas of the society.    

 

1.2 Objectives 

The general objective of this thesis is to develop a hydrologic model that works well under 

all the varied geohydroclimatic characteristics of Chile. However, from the “No free lunch” 

theorem (David Hume), we know there is no single model that is likely to work best in every 

possible situation. Therefore, in this work we will explore three different lumped model structures, 

where two of them will be Machine Learning (ML) models. 
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From each model, the objective is to discover its strengths and weaknesses, and to 

determine how these can affect the predictions and the knowledge we can get from the hydrologic 

system, especially from the machine learning models. 

The ML models are known as algorithms that enable automated learning; however, the 

structure of that learning defines what they can and will learn. Therefore, gaining an understanding 

of the model structures (and associated capacities) will be a specific objective of this work. 

Another specific objective is to compare the result of each model to quantify their 

differences and try to explain the gaps. This will lead to suggestions regarding different paths that 

can be taken to improve process-based modeling, without losing the benefits that this class of 

model have provided hydrologists for decades. The reasons and suggestions will define the basis 

for future research for Chilean catchments and the understanding of the catchment hydrology. 

 

1.3 Thesis organization 

We first present (Chapter 2) a characterization of Chile focusing on the variability across 

the country and how it could affect the predictions. Chapter 3 discusses the theory underlying the 

models selected and the reasons for that selection. In Chapter 4, we present the procedure for 

implementation of each model which, given their different architectures, cannot be uniform. 

However, several methodological elements are common such as data splits used and the 

performance evaluation metrics. Following that idea, chapter 5 presents comparative results using 

almost the same elements to facilitate overall comparison. In chapter 6, we analyze the models 

more deeply, focusing on a search for the best model type or under what conditions one model 

type could be better than the others. Additionally, we discuss the implications of the findings and 

how to continue with future work. Finally, chapter 7 summarizes the conclusion obtained via this 

research.         
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2 CHARACTERIZATION OF CHILEAN CATCHMENTS 

Chile is a country in South America, located next to Argentina, Perú, and Bolivia. It is one 

of the longest and narrowest countries in the world, and is defined by the Los Andes mountain 

range that runs along its border with Argentina, and Bolivia.  

As a set, Chilean catchments have a large diversity of characteristics that make them 

interesting to investigate. The country is characterized by deserts in the north, glaciers in the south, 

the highest elevations in the Andes mountain range, high average slopes, rapid flooding, debris 

flooding, frontal and convective precipitation systems in different areas, just to mention a few. 

Accordingly, it is very important to present in detail the characteristics of Chilean catchments, to 

understand how they affect their hydrological functioning. 

   

2.1 Available datasets 

Several datasets are now available for different countries, covering different climates and 

spatio-temporal extents. Examples include the “Model parameter estimation experiment, 

MOPEX” (Schaake et al., 2006), “Catchment attributes and meteorology for large-samples studies, 

CAMELS” (Addor et al., 2017), “CANOPEX hydrometeorological watershed dataset” (Arsenault 

et al., 2016), and “Catchment attributes and meteorology for large-sample studies from Chile, 

CAMELS-CL” (Alvarez-Garreton et al, 2018). The CAMELS-CL dataset is of interest for its long 

temporal extent (1913 – 2018, streamflow), and its relevance to studies of water rights and human 

interventions. Further, this dataset shares several variables and attributes with the US version 

(CAMELS), which makes it of particular interest to compare results obtained via machine learning 

studies using the two datasets. 

The CAMELS-CL dataset consists of 516 catchments with daily streamflow data. Those 

catchments are distributed from latitude 17.8°S to 54.9°S and represent almost the entire spatial 

extent of Chile (17.5°S-55.5°S). Catchment areas range from 18-52244 km2 with an average of 

2407 km2, and together cover 53% of the entire country. Variables in the dataset include 

streamflow, precipitation, temperature, potential evapotranspiration, snow water equivalent, static 

catchments attributes, and hierarchy in the catchments when one is a sub-catchment from another.   

The daily streamflow values reported in the dataset come from the official records of the 

government agency in charge of the administration of Chilean water resources (Dirección General 

de Aguas, DGA). The temporal extent of the available streamflow data has high variability, with 

the minimum being 192 days (0.5 years) at Blanco river, Chaiten, and the maximum being 36667 

days (100.4 years) at Turbio river, Varillar; the average temporal extent covers 30 years of 

streamflow information, reported in units of m3/s or mm.  

The precipitation values reported in the dataset are taken from 4 different sources. The first 

is the CR2MET product that is based on downscaling the ERA-Interim reanalysis data (Balsamo 

et al., 2015) and interpolation of the rain-gauge network. This product has a temporal extent from 

01-01-1979 until 12-31-2016. The second is the Tropical Rainfall Measuring Mission (TRMM; 
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Huffman et al., 2007) Multi-satellite Precipitation Analysis (TMPA) product, which is based on 

combining infrared and microwave data from different satellites. This data product is a previous 

incarnation of what is today named the Global Precipitation Measurement (GPM, Huffman et al., 

2015) mission product IMERG. It has a temporal extent from 01-01-1998 to 12-31-2016. The third 

is the version 2 of the Climate Hazards Group InfraRed Precipitation with Station data product 

(CHIRPSv2; Funk et al., 2015). This product combines the TRMM product, global Cold Cloud 

Duration product (Funk et al., 2015), and rain gauge data to reduce estimation bias. The product 

covers the period 01-01-1981 to 12-31-2016 but does not cover the entire country. The final 

product is version 1.1 of the Multi-Source Weighted-Ensemble Precipitation (MSWEP, Beck et 

al., 2017), which is specially designed for hydrological modeling. This product uses several 

satellite products, reanalysis data, and rain gauge data to improve the estimates of precipitation in 

mountainous, tropical, and snowmelt regions. It has a temporal extent from 01-01-1979 to 12-31-

2014.  

The temperature values reported in the dataset are from the Center for Climate and 

Resilience Research (CR2), where the CAMEL-CL data set was produced. This product combines 

Land Surface Temperature (LST) from the Moderate Resolution Imaging Spectro-radiometer 

(MODIS) satellite retrieval product, near-surface temperature from the ERA-Interim product, and 

local observations from 229 gauges. The temperature dataset has an extent from 01-01-1979 to 12-

31-2014. The maximum, minimum, and mean temperatures were derived using the long-term 

behavior for each cell and the 3-hour ERA-Interim product.  

The potential evapotranspiration (PET) values reported in the dataset were estimated using 

the relation proposed by Hargreaves and Samani (1985), which uses only information regarding 

daily maximum and minimum temperatures. In the process of creating PET for the CAMELS-CL 

dataset, the results from the relation were compared with data from meteorological gauges and 

reported to have a Pearson correlation higher than 0.75. Additionally, they compared it with the 

MODIS product and reported a Pearson correlation lower than 0.25 in the north of Chile (extreme 

arid zone), and therefore they used only the Hargreaves and Samani estimates (Alvarez-Garreton 

et al, 2018). Given that the PET estimate uses only temperature information, it has the same 

temporal extent as the temperature product. 

The snow water equivalent values reported in the dataset (Cortés and Margulis, 2017) are 

the result of an ensemble estimation study using different sources of data regarding fractional 

snow-covered area (fSCA), Landsat Tm, ETM+, and OLI sensors, and verified using 2000 snow 

survey points and 350 site-years of peak annual snow pillow data. It has a temporal extent from 

01-04-1984 to 31-03-2015. However, the spatial extent is from latitude 27°S to 37°S, which 

represents approximately only 25% of the entire country.  

 

2.2   Catchment Attributes 

Overall, the CAMELS-CL dataset reports a total of 105 attributes per catchment, organized 

into 11 general categories: gauge information, topography, hierarchy, geology, land cover, 

precipitation, potential evapotranspiration, aridity, streamflow, snow water equivalent (SWE), and 

degree of human intervention. The entire list of attributes, and some details about them, are 
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provided in Appendix A. Some of the attributes most relevant to characterizing Chilean catchments 

include their mean elevation, mean slope, fractional area of forest, aridity, runoff ratio, and degree 

of human intervention. Some statistics regarding those attributes are presented in Table 2.1. 

Table 2-1 Description of the main attribute from the CAMELS-CL dataset. 

Attribute 

 

Statists 

Mean 

Elevation 

 (m) 

Mean  

Slope 

(m/m) 

Forest 

Fraction  

(%) 

Aridity 

(CR2MET) 

(mm/mm) 

Runoff Ratio 

(CR2MET) 

(mm/mm) 

Intervention 

Degree 

(m3/s/m3/s) 

Mean 1697 0.17 23.8 4.0 0.66 0.48 

Minimum 118 0.05 0.0 0.2 0.01 0.00 

Percentile 25% 567 0.12 0.2 0.5 0.37 0.00 

Percentile 50% 1185 0.17 13.0 1.0 0.64 0.02 

Percentile 75% 2845 0.23 43.4 4.1 0.90 0.16 

Maximum 4910 0.31 96.3 54.2 3.30 27.73 

 

2.3 Patterns of Hydroclimatic Variability 

Chile is characterized by huge variability in climate, aridity, and morphometric attributes. 

Pablo Sarricolea et al (2017) describe 25 climate types based on the modified Köppen-Geiger 

system, including Hot desert (the driest in the world), Mediterranean (with predominant rainfall in 

winter), Tundra with dry winter (Amazonian influence in the South American monsoon system), 

and Tundra (with annual rain higher than 4000 mm), etc. This generates large variations in aridity 

(potential evapotranspiration/precipitation) ranging from almost zero in the south to 54.2 mm/mm 

in the north (Table 2-1). This variability largely determines the amount of runoff and availability 

of water across the country. 

Another defining characteristic is the existence of Los Andes mountain range along the 

border between Chile, Argentina, and Bolivia. This characteristic generates a large number of 

catchments with mean elevation higher than 3000m, especially in the north and center of Chile. 

This fact, and nearness to the ocean, creates basins with high mean slope. Overall, the average 

slope in the CAMELS-CL dataset ranges from 0.05 m/m to 0.31 m/m, with a mean of 0.19 m/m 

(Table 2-1). High slopes result in rapid flooding with times of concentration being less than one 

day across a large part of the country. Accordingly, this property will strongly determine the 

structure of any physical model used to predict streamflow. 

The reported degree of human intervention, defined by Alvarez-Garreton et al. (2018) as 

the ratio of the total flow titled as surface water rights to mean annual streamflow, shows that 

intervention is low in the majority of catchments. However, there are certain catchments where the 

consumption of water is several times higher than the mean annual streamflow reported at the 

gauge. This situation is very common in the north of Chile because human consumption, 

evaporation, and infiltration account for almost all the water being used before arrival at the stream 

gauges. 
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The catchment forested fraction has a complete range of possible values, from zero in the 

north to 100% in the middle south of Chile, which is a consequence of water availability.  

Long-term statistics regarding the spatial distribution of the dynamical (time-series) 

variables and their attributes are reported in Figure 2.1 and Figure 2.2.  

Streamflow production is high in the central and south-central of Chile. However, between 

Latitude 17°S and 33°S, and 52°S and 55°S streamflow production is less than 300mm per year, 

which is consistent with the Aridity distribution. Additionally, if we follow a transect from West 

to East, the largest streamflows are located generally in the Los Andes mountain range to the East. 

Precipitation follows a similar behavior, which indicates the strong relationship between the two 

variables. Comparison of the different sources of precipitation shows that CHIRPS tends to report 

slightly lower precipitation values than CR2MET but with a similar spatial distribution. 

Meanwhile, the MSWEP product reports larger precipitation values in the higher elevations 

between latitude 30°S and 40°S, which is consistent with the goal of that product. Annual values 

for the TMPA product are not reported in the dataset, probably due to its short temporal extent. 

Potential evapotranspiration gradually decreases from north to south. In spite of that, a transversal 

gradient of a few hundred millimeters is present across almost all of the country, and is probably 

related to the elevation gradient from West to East. 

The mean elevation data reveal two strong gradients, associated with the Los Andes 

mountain range. The largest mean elevations are in the North, in a zone called “Altiplano” which 

is a plateau located between Bolivia and Chile, and the north of Argentina. From there the elevation 

decreases gradually towards the ocean at the southern extreme end of Chile (Lat. 55°S). Another 

interesting situation in Chile is the existence of a lower elevation mountain range that runs parallel 

to the Los Andes. This range, called the Coast mountain range, begins in the northern extreme end 

of Chile and disappears into the ocean at approximately at latitude 43°S. From there to the southern 

extreme end of Chile emerge thousands of islands, each one with micro watersheds that are mostly 

ungauged. The second gradient is from the higher elevation of Los Andes mountain range towards 

the Coast mountain range, which generates a river network with a preferential East-West direction. 

The mean slope data reveal two peculiar zones. One is the plateau described previously 

where the slopes are moderate in spite of the high elevation. Then, between latitudes 28°S and 

32°S, there is an area near the border where the mean slope changes suddenly from being extremely 

high to a moderate value. Both of these situations will likely be important to streamflow prediction. 

The forest fraction data follow a pattern that is similar to precipitation distribution, where higher 

fractions are seen between latitudes 35°S and 45°S, but forest cover is almost zero elsewhere 

throughout Chile. Something that is not represented by the dataset is the forest fraction between 

latitude 45° and the southern extreme (because this constitutes the islands) and near the coast where 

there are no gauges. 

The aridity (potential evapotranspiration/precipitation) and runoff ratio 

(streamflow/precipitation) characteristics are strongly correlated variables; in general, we have a 

high runoff ratio where the aridity is low and vice versa. However, aridity better characterizes the 

variability of hydrologic processes because a low value of streamflow can be associated with either 

low precipitation or high potential evapotranspiration. This situation is clear in the north of Chile, 

where the Atacama Desert emerges as the driest desert in the world (Lat. 20°S-30°S). Further, the 
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aridity attribute has the benefit of providing information across the entire country, which is not 

true of the runoff ratio. 

Finally, the degree of human intervention attribute indicated values close to one, and even 

higher, for almost all of the catchments between the northern extreme and latitude 35°S. This could 

be interpreted as indicating that these catchments may only sporadically generate streamflow 

during several months of the year, which may affect the ability of models to predict low streamflow 

values in that zone. 

 

Figure 2.1 Annual mean of the main dynamic variables 
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Figure 2.2 Spatial distribution of some attributes 

2.4 Summary and Implications for this Study 

Each of the variables and catchment attributes in the dataset controls different behaviors in 

the catchments studied. While that does not mean every possible behavior is represented, having 

a lot of different attributes should help us in the process of generating better forecasts of 

streamflow. 

 The dataset has good temporal and spatial extension, which supports the development of 

a hydrological model for the entire country. Having four different sources of precipitation data is 

valuable, given that precipitation is the main driver for the system, and because one of the biggest 

uncertainties in our knowledge is regarding the distribution and quantity of that. In accordance 

with Zambrano-Bigiarini et al. (2017), most of the seven precipitation satellite products analyzed 

by them perform poorly in the north and far south of the country, and at elevations higher than 

2000m. Additionally, different products present different bias, correlation, and variability during 

different seasons, and therefore the selection of only one source would be not recommended. 

The potential evapotranspiration data present similar problems with regards to distribution 

and quantity. Similarly, therefore, the use of only one relationship is not recommended from a 

hydrologic perspective, and this aspect should be improved in a future version of the CAMELS-

CL dataset. Morales-Salinas et al. (2017) and other authors have calibrated the potential 

evapotranspiration equation parameters to specific regions of Chile and the world, and have shown 

that other factors or attributes control the performance of the relationship. For this reason, the use 

of only one equation or set of parameters can be expected to introduce error into the estimates of 

potential evapotranspiration. 

Given the state-space formulation of a Dynamic Environmental System (DES), 

representation and quantification of the system state variables are fundamental. In this context, 

Snow Water Equivalent (SWE) is one of the few variables that we monitor directly in the 

environment; however, without a representation for the entire country this variable is not useful 

for this research. In the future, if CAMELS-CL were to include SWE information for the 516 

catchments, that would provide valuable information about the system. 

The catchment attribute data provide important information that can be used to characterize 

different hydrologic processes. For example, the high elevation in the north of Chile indicates that 

a major portion of the precipitation must be in form of snow, and that the streamflow peak will 

probably appear many days after the precipitation event. The opposite situation will occur in 

catchments with high slope, where the time-of-concentration should be around one day or even 

lower.  Forest fraction and degree of human intervention are related to the availability of water in 

the long term.  Accordingly, almost all the attributes can be directly associated to some extent with 

different characteristics of the water cycle. Accordingly, if the machine learning algorithm can 

learn how to exploit the information provided by those attributes we can expect to gain 

generalization ability in our predictions. 

In conclusion, the large range of dynamic variable behaviors, and the variety of 

combination of catchment attributes, represents considerable diversity in the dataset, and should 
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give us the opportunity to extract and learn from important hydrometeorological information 

encoded in the data.           
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3 THEORY 

The structure and function of a model give us information about its behavior. For that 

reason, having a clear understanding of the structure and function is fundamental to knowing (i) 

what kind of questions we can ask using the model, and (ii) how our data, which lie in a 

multidimensional space, will be projected onto the model manifold, which lies in a simplified 

(lower dimensional) space. This latter point is very important, because our data can match a 

specific functionality of our conceptual model either because is the only possible path represented 

in the manifold space for that functionality, or because the process we are representing follows 

this path naturally.  

In this chapter, we present a brief description of each theoretical approach to model 

representation of the physical hydrological system, focusing on the structure and function 

expressed by each approach. 

 

3.1 Existing models in Chile 

Recently, the Chilean government has funded studies aimed at updating understanding of 

the national water balance. Specifically, a semi-distributed model is being developed to quantify 

water availability in both gauged and ungauged catchments. The model selected for 

implementation is the “Variable Infiltration Capacity Macroscale Hydrologic Model”, VIC (Liang 

et al, 1994). The quality of model performance across Chile has been mixed, being poor in the 

north, fairly good in the middle, and poor in the south (Figures 3-1 and 3-2) (DGA, 2018). These 

finding provide a benchmark against which other models can be tested and pose a challenge to 

finding ways to improve the overall modeling performance. Further, because these benchmark 

results are based on regionalization of the model parameters by similarity of catchment attributes, 

this gives us the chance to explore the use of modeling approaches in which the attributes are used 

directly to inform the model behavior at each catchment.  
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Figure 3.1 Results for the Water Balance using the VIC model for the North of Chile. (DGA, 

2018) 

 

Figure 3.2 Results for the Water Balance using the VIC model for the Middle of Chile. (DGA, 

2019) 
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Other models have been also developed for Chile, but typically with only local 

representation or just for some specific catchments. Notable among these is the semi-distributed 

model constructed by Vicuña et al. (2010) using WEAP at the Limarí river basin. Moreover, 

process-based lumped catchment models (HBV and HYMOD) have been applied by Parra et al. 

(2018) in two basins, Nauditt et al. (2016) calibrated the HBV model to two high elevation semi-

arid Andean catchments, Medina and Muñoz (2020) applied the HBV model to the Allipén river 

watershed, and Parra et al. (2019) compared 4 groundwater structures for the HBV model at eight 

watersheds with minimum anthropogenic alteration, just to mention a few. The oldest, but still 

widely used, models are based on the precipitation-runoff and unit hydrograph approaches. These 

models have better spatial representation, but the precipitation-runoff models provide only the 

peak value for a flood and the unit hydrograph assumes a linear response in the basin; a compilation 

is presented in the book “Manual de cálculo de crecidas y caudales mínimos en cuencas sin 

información fluviométrica” (DGA, 1995). 

Any of these models would be useful as a benchmark against which to check the behavior 

of any new model implemented in Chile, especially in catchments without streamflow information. 

However, to achieve a national representation, we will use the VIC-based Water Balance model 

as the main point of comparison.     

 

3.2 Model selections 

The available database provides only aggregated information at the catchment-scale, 

thereby restricting our ability to use spatially-distributed and semi-distributed models in this 

research. The models that can make use of such information are catchment-scale lumped process-

based models and data-based models, where each approach has its pros and cons. 

Process-based models are based on clear conceptualizations that allow us to understand 

their general functioning by examining their system diagrams. The hypotheses encoded in such 

models are generally well-defined in terms of boundary conditions, state variables, conservation 

laws, components and processes, parametrization through known equations, and ranges of value 

for the parameters. Each of elements can be unambiguously mapped to specific regions of the 

natural world, however the corresponding boundaries are usually not well defined (especially in 

the subsurface), and it is therefore not clear exactly how many state variables are needed to 

represent the behaviours of each catchment. Further, the input and output data have errors, and 

therefore the fluxes of water are not precisely defined, the process representations and 

parametrization equations are based on small-scale experiments from other catchments, etc. 

Therefore, any process-based models will implement a simplified (and rigid) representation of the 

structure and function of a Dynamical Environmental System (Gupta et al., 2012).  

On the other hand, data-based models implement a flexible structure that, given the right 

metric or learning rule, allows them to approximate the functioning of any system. However, that 

ability comes at the cost that we must dramatically increase the model capacity (using thousands 

of fitting parameters), which results in models that have low interpretability and that are prone to 

overfitting. 
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In this research, we will explore 3 modeling approaches that have different structures and 

degrees of interpretability. The GR4J model is a classic process-based catchment model wherein 

the state variables and fluxes are clearly defined to have physically interpretable meaning. The 

Random Forest (RF) model is a data-based model that provides some degree of interpretability 

given its decision tree structure. Finally, the Long Short Term Memory (LSTM) model is a data-

based model that uses a fully connected neuronal network and has properties similar to a dynamical 

system, where the degree of interpretability is relatively low but the approach has been 

demonstrated to provide good results when used to model hydrological systems. 

 

3.2.1 GR4J model  

The GR4J model (Perrin et al, 2003) is a daily time-step spatially-lumped catchment-scale 

hydrological model with four parameters. It was developed as the result of studies that evaluated 

different model structures with various levels of complexity on 429 catchments from different 

climate conditions. The authors description indicates that the recommended methodology for 

implementation of the model is a guarantee of robustness. 

This system architecture of the model includes three conceptual stores, interception, 

production, and routing. The interception store has a zero capacity; therefore, it functions by 

computing the amount of water available to enter the system after the evapotranspiration process 

removes the water needed to satisfy potential evapotranspiration. The production store can be 

understood as representing the water stored in the soil (saturated and unsaturated) that participates 

actively in the system. Because this store mediates several hydrological processes, its inputs 

(precipitation) and outputs (Percolation and actual evaporation rate) are non-linear functions of the 

storage. The routing store represents a slow routing response used to process 90% of the water 

leaving the system via a store-and-release mechanism, with the remaining 10% of water routed via 

a quick-flow unit hydrograph. The water leaving the system as streamflow is the sum of the direct 

quick-flow routing and the slow response in the routing store, where both components can either 

lose or gain water from another external source before being summed. All of the model fluxes have 

a smooth transition between linear and non-linear behavior as a result of the controls imposed by 

their respective stores. For more details, see Perrin et al. (2003) and Edijatno and Michel (1989). 

Figure 3.3 presents a system diagram for the model. 
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Figure 3.3 System diagram, GR4J model (Perrin et al, 2003) 

 

The GR4J model has four parameters (x1, x2, x3, and x4) that represent storage production 

capacity, amplification of water exports, storage routing capacity, and the time-delay between the 

initial and maximum values of the hydrograph, respectively. Interesting features of this model are 

the existence of fixed values, such as the ratio between UH1 and UH2, and the exponent values 

used in the flux parameterization. The authors indicate that the model does not gain more accuracy 

by relaxing these values to add degrees of freedom, and the values specified have been determined 

by optimization over the large dataset of catchments.  

From the Chilean perspective, the model has the ability to produce a quick precipitation-

streamflow response due to the existence of a flow path without storages, which is an important 

ability given the high range of surface slopes that occur across Chile. Another desirable feature is 
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the relatively easy interpretation of the model structure and its parameters which, in the case of 

good fitting to the data, should enable clear understanding/interpretation of the nature of 

hydrological processes occurring across Chile.  

   

3.2.2 Random Forest model 

The Random Forest (RF) model is based on the construction of an ensemble of decision 

trees, where each member of the ensemble is created from a random sample of the available data, 

and with the same selecting distribution for all the trees. The use of randomized ensembles helps 

to reduce overfitting, while randomness in the inputs helps to improve the accuracy of the classifier 

and regressor algorithm (Breiman, 2001). 

A classifier algorithm predicts a label or discrete value within a defined set of options. The 

classic example is recognition of the existence of a “numeral” in an image. For the algorithm, each 

of the possible numbers does not have a numeric meaning, it is just one possible option from 

{0,1,2,3,4,5,6,7,8,9}. In contrast, a regressor algorithm predicts a continuous numerical value 

within limits given for the information to be learned. For example, we can use a regressor to predict 

the quiz grades of a student, on the range 0 – 9, given different attributes corresponding to that 

student. In this case, there is many possible grade values, where each value has a hierarchical 

meaning inside the algorithm. In this research, we will use only the regressor algorithm to enable 

prediction of streamflow on a continuous of values. 

The decision-tree algorithm works by creating binary splits in the input-output space. The 

first step is to create a split in the input space and to determine the consequent split in the output 

data space. For example, we could use two attributes to predict the grade in a quiz, these being the 

grade in the previous quiz, and the average number of interventions (questions asked) during 

lectures.  The algorithm would create a split in the middle of the range of number of interventions 

and that creates a consequent split in the grades (trained using known data, supervised learning). 

The next step is to define a metric to determine the best split. For this purpose, it is used the 

weighted average dispersion, where dispersion is measured as the sum of squared deviations from 

the mean of each subset (L2 norm), and the split that results in the smallest average dispersion 

weighted by the number of elements is assumed as the best. This process is repeated within each 

split, until a prespecified minimum number of elements remains within a subset and/or until a 

predefined number of splits is reached. In our grade prediction example, we might find that 3 

student grades are the minimum number to be retained in any subgroup and/or after 5 splits. 

Finally, the RF prediction is taken to be the average value of the elements remaining in the subset 

for each branch of the tree. 

Given this procedure, if we simply define a single decision tree, the result is prone to 

overfitting by simply memorizing the data. To prevent this, the RF methodology creates multiple 

decision trees using randomized samples of the dataset, thereby learning general patterns in the 

data that enable the RF to better generalize. Each tree is able to “memorize” a different aspect of 

the dataset, so that each tree will give us good results on some portion of the data and poor results 

on another portion. The important idea is that each sample is randomly selected, so that when we 

average the results of different trees the errors will tend to cancel resulting in better prediction.  
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Another issue that could affect the performance is the existence of variables that are very 

highly correlated with the output. That would tend to create trees with bias in the splitting structure, 

which goes against the basic concept of the random tree. To prevent this, we can randomly subset 

from the variables when determining each split, so that the highly output-correlated variables will 

be presented at different levels of the tree and not necessarily in the first one. 

 Through the model description presented above, we implicitly identified the five main 

parameters which define the structure and the learning capacity of the model traditionally called 

as hyperparameters. For RF model these hyperparameters are the number of data elements 

remaining in the last split, the maximum depth of a tree (number of splits/levels), the number of 

trees in the RF, the percentage of the dataset used in to construct each tree (using a random 

selection with replacement), and the number of available variable used to determine each splitting. 

Figure 3.4 shows the representation of a Random Forest model and its components. 

          

 

Figure 3.4 Representation of main elements in the Random Forest model 

 

The Random Forest is a versatile algorithm that can be applied to a wide variety of 

problems. It can work as a classifier or regressor, it does not suffer from severe overfitting, it has 

few statistical assumptions (ex. it does not require normality), and it does not require a lot of data 

preprocessing. For this reason, it can be considered to be the first model option when applying 

machine learning to a given data set (Howard, 2018).  

However, some issues should be borne in mind when using RF.  Whereas the RF model, 

per se, does not require standardization of the data, the use of the dispersion metric to determine 

the best split is similar to the use of Mean Squared Error (MSE) in the optimization of a model, 

which can result in an underestimation of the variability (Gupta et al., 2009) and so we cannot be 

completely sure that the split so obtained is the best. By application of Maximum Likelihood 

Estimation (MLE) theory, it can be demonstrated that the only case when use of MSE results in 

the best split is when the data comes from a normal distribution. 

Another issue is related to the nature of the problem. Because streamflow is the result of a 

complex Dynamical Environmental System (DES) wherein knowledge of the current state of the 

system is very important for characterizing how the system will respond to new inputs given past 
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conditions. In other words, the streamflow for a specific day is the result of what happens on that 

day and also what happened in the past. Moreover, the history of the catchment can be understood 

in terms of different time scales, such that there the streamflow response is related to both what 

happened recently (short-term memory) and what happened in the past months or even years (long-

term memory) and which is related with persistence in the behavior of the system. For example, 

whereas high precipitation today can be correlated with the quick time-scale response streamflow 

over the next five days, the baseflow response during the same period is correlated with the 

cumulative precipitation over as long as one year or more. These two kinds of memory are not 

explicitly considered in the structure of Random Forest, and so it is the responsibility of the 

modeler to create and include variables in the dataset that can provide information regarding that 

kind of short-term and long-term dynamics. This can be interpreted as both a pro and a con of the 

RF approach; pro because the modeler has better control and understanding of the model, and con 

because it implies a high time demand in data preprocessing. 

          

3.2.3 Long-Short Term Memory model 

The Long-Short Term Memory (LSTM) (Hochreiter & Schmidhuber, 1997) model is a 

recursive fully connected neural network with the ability to learn from the past. That skill is akin 

to the structure of a linear reservoir where the quantity of information used from the inputs, outputs, 

and state variables for the predictions is learned from the data. As with any neural network, the 

model parameters consist of the weights and bias terms linking the network nodes. The main 

hyperparameters to be determined are the numbers of nodes and layers, and the activation function 

to be used to compute the non-linear transformations performed at each node. 

Kratzert et al. (2019) describe the LSTM as being “useful for simulation of natural systems 

like watersheds” because its structure is isomorphic with the linear reservoir commonly used to 

model catchments. The main differences are that the LSTM stores “information” in addition to 

“water” and has dynamic parameters (as opposed to the static ones that define a linear reservoir). 

Table 3-1 Comparison between Linear Reservoir and LSTM 

Linear Reservoir LSTM 

𝑑𝑆

𝑑𝑡
= 𝐼 − 𝑂 

𝑑𝑐

𝑑𝑡
= 𝑔(𝑥, ℎ) 

𝑆: 𝑤𝑎𝑡𝑒𝑟 𝑠𝑡𝑜𝑟𝑎𝑔𝑒 𝑐: 𝑖𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛 𝑠𝑡𝑜𝑟𝑎𝑔𝑒 

𝐼: 𝑖𝑛𝑝𝑢𝑡 𝑥: 𝑖𝑛𝑝𝑢𝑡 

𝑂: 𝑜𝑢𝑡𝑝𝑢𝑡 ℎ: 𝑜𝑢𝑡𝑝𝑢𝑡 

𝑆(𝑡) = 𝛼 ∙ 𝑆(𝑡 − 1) + 𝛽 ∙ (𝐼 − 𝑂) 𝑐(𝑡) = 𝛼 ∙ 𝑐(𝑡 − 1) + 𝛽 ∙ 𝑔(𝑥, ℎ) 

𝛼 = 1 𝛼 = 𝑓(𝑡) 

𝛽 = 1 𝛽 = 𝑖(𝑡) 

𝑂 = 𝑘 ∙ 𝑆(𝑡) ℎ = 𝑘 ∙ 𝑐̿(𝑡) 

𝑘 = ]0,1[ 𝑘 = 𝑜(𝑡) 

 𝑐̿(𝑡) =  𝑐(𝑡) 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 ]−1,1[ 
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By following the analogy with the linear reservoir, it is possible to understand each of the 

functions and component defined in LSTM. The function g(x,h) or g(t) is the linear combination 

of input and output plus a bias term, and the result is normalized between -1 and 1 using the 

hyperbolic tangent function. Additionally, given that all the functions are defined for time “t”, the 

time for the output “h” must be “t-1” because this model is defined explicitly. The function c(t) 

can be understood as the state variable where the information is updated with different weights f(t) 

and i(t) applied to the past information and drivers, respectively. The linear reservoir defines the 

output as a static proportion of the storage S(t), whereas the LSTM defines this proportion 

dynamically. In summary, the functions f(t), i(t) and o(t) are dynamic amplification factors with 

values between ]0,1[ controlled by the sigmoid function. The functions g(t) and c(t) presents the 

range of possible values of the input, output, and storage and, for that reason, are normalized using 

the hyperbolic tangent function which has values between ]-1.1[. The equations used by the LSTM 

model are presented below, following the notation used by Kratzert et al. (2019). 

𝑖(𝑡) = 𝜎(𝑊𝑖 ∙ 𝑥(𝑡) + 𝑈𝑖 ∙ ℎ(𝑡 − 1) + 𝑏𝑖)

𝑓(𝑡) = 𝜎(𝑊𝑓 ∙ 𝑥(𝑡) + 𝑈𝑓 ∙ ℎ(𝑡 − 1) + 𝑏𝑓)

𝑜(𝑡) = 𝜎(𝑊𝑜 ∙ 𝑥(𝑡) + 𝑈𝑜 ∙ ℎ(𝑡 − 1) + 𝑏𝑜)

𝑔(𝑡) = 𝑡𝑎𝑛ℎ(𝑊𝑔 ∙ 𝑥(𝑡) + 𝑈𝑔 ∙ ℎ(𝑡 − 1) + 𝑏𝑔)

𝑐(𝑡) = 𝑓(𝑡) ∗ 𝑐(𝑡 − 1) + 𝑖(𝑡) ∗ 𝑔(𝑡)

ℎ(𝑡) = 𝑜(𝑡) ∗ 𝑡𝑎𝑛ℎ (𝑐(𝑡))

 

where  is the sigmoid function, tanh is the hyperbolic tangent function, W and U are weights, and 

b is the bias term. All the elements in the equations are vectors, where W, b, and x have the 

dimension given for the number of inputs. The function i(t), f(t), o(t), c(t), and h(t) are vectors with 

the dimension given for the number of LSTM nodes defined by the user. The “*” operator indicates 

element-wise multiplication and “∙” operator indicates scalar multiplication. 

 The functions i(t), f(t) and o(t) are called the input gate, forget gate and output gate 

respectively, because they control the flux of information toward the state variable c(t) and output 

h(t); i(t) is applied over the input function g(t), f(t) is applied over the past value of state variable 

c(t-1), and o(t) over the normalized state variable to compute the output. The vector x(t) can 

represent both dynamic and static information, but in the case of static information, these must be 

repeatedly provided for each time step. The capacity (representational ability) of the model is 

controlled by the number in the LSTM cell as shown in figure 3.5. While the network depth is not 

a hyperparameter due to the predefined structure of the LSTM, nothing prevents the user from 

creating parallel or series architectures based on LSTM cells.  
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Figure 3.5 LSTM Structure. Where “n” is the number of inputs and “m” is the number of LSTM 

nodes defined by the user. 

Other hyperparameters of the LSTM are related to the process used for optimization of the 

network parameters W, U, and b. The “batch size” hyperparameter characterizes the number of 

time steps used to compute the error metric to be used in gradient-based search to improve the 

network parameters. A batch size of one means that we would compute the gradient at each time 

step. A batch size equal to the total number of time-steps per catchment would result in determining 

the gradient after running the model for all the time steps together, as is traditionally done in 

physics-based models. Given that the entire dataset is processed many times, use of smaller batch 

sizes still provides useful information for parameter search because we have the chance to move 

several times through the entire dataset. In this context, the “epoch number” hyperparameter 

defines the number of times we will reprocess the entire dataset. Another hyperparameter is the 

“number of days from the past” that we use to inform the prediction at the present time step. The 

idea is to exploit the maximum information that the recent pattern of evolution of the dynamic 

variable can provide about our target. We can understand this as a bounded short-term memory, 

which contrasts with the memory property of the state variables where, in theory, we retain 

information regarding everything that happened in the past (long-term memory). 

Given its linear reservoir-like structure, we might expect the LSTM to provide the best 

performance for our Dynamical Environmental System (DES). However, this model also is the 

least easily interpretable of the three model types studied in this work. Although the LSTM model 

contains internal state variables, they represent more than just volumes of water in the system, and 

it is therefore hard to assign physical meaning to each state variable. 

The functioning of the LSTM model is controlled by the nature of the nodal activation 

functions and the numbers of layers used. In principle, neuronal networks can be universal 
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approximators (Cybenko, 1989; Hornik, 1991) if we use enough nodes and a sufficient number of 

hidden layers (a deep enough network). However, since the conventional LSTM implementation 

uses only a few layers, this may limit its capacity to approximate more complex functions. 

Accordingly, the selection of activation function and its properties will have an impact on model 

performance. For example, sigmoid and hyperbolic tangent activation functions are symmetric and 

could make it difficult when using data that are distributionally high skewed. In such cases, 

transformations to reduce data skewness should help.  

Finally, optimization to train the parameters of the LSTM model can be done using any 

user-selected metric and optimization algorithm; the choice of these, therefore, depends on the 

state of art, and the goals defined for the application of the model.  

 

3.3 Summary 

In the past, several models (with differing degrees of complexity) have been applied to 

different regions of Chile, with a VIC-based spatially-distributed model having been recently 

developed to help with an overall accounting of the water resources across the country. The process 

of development of this model served to compile together the most recent spatial sources of 

information. The model was calibrated to several gauged catchments, and the parameters were 

then extrapolated to ungauged catchments using an attribute similarity approach.  Consequently, 

an important weakness is that the parameter uncertainty arising from uncertainties in the data, 

process parameterizations, and other aspects of its representation will be extrapolated to the other 

catchments. In general, therefore, extrapolation is an important issue for models of this kind, given 

that the data regarding catchment attributes is not directly assimilated into the model when 

determining its structure. 

Distributed models are valuable because they provide spatially resolved results on a grid 

at some resolution.  However, for the same reason, they are highly demanding of data that are not 

always available, and this can compromise their ability to provide a good spatial representation. 

Accordingly, spatially-lumped models are a viable option in situations where the available data 

represents averaged conditions across some region (such as a catchment), and this simplifies the 

issue of how to deal with spatial representation. Further, spatially-lumped models focus on the 

main processes influencing the aggregate input-state-output behavior of the catchment, which can 

be helpful when seeking to develop a kind of “general knowledge” about the hydrologic 

characteristics of the region. For these reasons, this study has focused on the development of 

spatially-lumped catchment scale models for Chile.  Specifically, the physical-conceptual GR4J 

model architecture, and the machine-learning-based RF and LSTM model architectures were 

selected. The three different model architectures are based on different fundamental assumptions 

about how to represent the flow of information from the system inputs to the outputs, and are 

therefore expected to provide different, hopefully complementary, kinds of insights and 

interpretability. 

The GR4J process-based model is the result of research conducted on hundreds of 

catchments, where different model structure architectures and process parameterizations were 

analyzed. This fact should give us a degree of confidence to use it in this research. Of the three 
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models, this one has perhaps the simplest interpretation, given that each parameter and reservoir 

have a physical-conceptual hydrological meaning. Another characteristic of the model is the 

existence of a pathway without storage between precipitation and streamflow, which allows for a 

quick response in the case of catchments having a short time of concentration. As with VIC, the 

model has issues regarding the extrapolating of parameters to ungauged catchments. Further, each 

catchment is considered to have its own unique parameter set, but a non-unique combination of 

different parameter sets may satisfy a specific metric of model performance. Overall, this model 

will serve as a baseline against which to compare how good or bad the Machine Learning models 

can perform under the identical conditions. 

The Random Forest (RF) machine-learning is considered one of the easiest and most 

broadly applicable Machine Learning algorithms. Its structure, based on decision trees, is easily 

understandable, and its capacity is controlled by the sizes and number of trees used. While the 

interpretation of a single tree is relatively simple, it can become a little confusing when you have 

several trees because the selected splits are generally different for different trees. A nice property 

of RF is that it does not require that the data be normalized or undergo a lot of preprocessing. More 

preprocessing is required only in the case of exploring new explicative variables, which would be 

the case if we would like to add memory to the model. This is because the RF model uses the 

information row by row in the dataset, or other words it assumes that the information from one 

row is independent of that from another, which is generally not the case for streamflow prediction. 

To address that issue, the modeler must augment the data set by adding the information for 

previous days to represent a short duration of memory in the system. Another interesting property 

is that catchment attributes can be included as part of the input data set, allowing the model the 

opportunity to learn how these attributes can help in making a better prediction. This property is 

desirable because the model can be then used in ungauged catchment simply by changing the 

drivers and attributes of the catchments. 

The Long-Short Term Memory (LSTM) machine-learning model has the ability to learn 

from the past. Its recurrent neural network structure incorporates the idea of a storage reservoir to 

have state variables and flux gates that control the flow of information. The state variable gives 

the model its long-term memory. The short-term memory is achieved by including the information 

from a number of days from the past, in a manner similar to the RF. In some way, the LSTM can 

be thought of a combining the best of a process-based model structure (state variables) with that 

of a data-based model (learning the structure and function from the data). This has enabled it to 

become one of the most successful models applied to Dynamical Environmental Systems such as 

catchment hydrology. Additionally, information about static features can be input to the LSTM to 

enable it to learn how those features affect the system behavior, which is a very valuable property 

aiding generalization of the model. 

Each of these models will be implemented across Chile to study how the different model 

structures are more or less applicable across the country.        
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4 METHODOLOGY 

Every dataset is subject to analysis before it is published, however, that analysis is not 

sufficient for the proposes of this thesis. Consequently, we reviewed the attributes and dynamic 

variables with a view to ensuring that the dataset has the proper quantity and distribution necessary 

to implement and run the models. In this regard, quantity and distribution are correlated because 

when you impose the requirement of a minimum number of years of information per basin, you 

decrease the number of catchments available for use in the study, and you change the overall spatial 

and temporal distribution of the dataset. This issue is particularly important for places such as 

Chile because the measurements are not continuous over time, and because the gauges are 

concentrated where water can be exploited to generate a higher economic benefit to the country. 

Each model developed in this thesis will be run over the same dataset period.  However, 

the optimization methods and metrics will be tailored to conform to the capability of each model. 

For example, the physics-based model will be individually optimized catchment by catchment, but 

the machine-learning-based models will be trained using information for all the basins at the same 

time. Each model type will be optimized to obtain the best performance in the evaluation period 

but using different training methodologies as explained in this chapter. 

 

4.1 Data Preprocessing 

The first analysis is related to the extension of the information for the dynamic variables in 

the CAMELS-CL dataset. For this, the goal is to have the longest possible period of record with a 

spatial extension across the entire country. 

Secondly, we select catchments having a minimum streamflow record length. Gupta and 

Sorooshian (1985) analyzed the information content of data as a function of the number of data 

points progressively added to the training period, and reported that the marginal gains diminish 

rapidly above 500 data points (ideally higher than 1000), so that 2-3 years can be considered a 

required minimum period length. However, such a 2-3 year period length characterizes only the 

necessary information required to develop a model representation for the hydroclimatic conditions 

of that specific period. In other words, a longer period is desirable in order to achieve stability in 

the parameter set. Vrugt et al., (2005) reported that a suitable period length may be around 8-10 

years. However, even using 2 years of data, the Root Mean Square Error (RMSE) performance 

tends to be not very different from that when 8-10 years are used, give the high dispersion in the 

results. Additionally, we must consider the trade-off between number and spatial density the of 

catchments selected, and the number of years used for training. For that reason, a compromise 

solution must be used to find the number of catchments. 

There appears to be no clear guidance regarding the manner in which to split the data into 

training and testing sets when developing hydrological models even though some efforts have been 

done (Wu et al, 2013). The hydrological literature has traditionally used different percentages; 

however, the general range is ~60-80% for training and ~20-40% for testing. This supposes a split 

into two groups. However, the data science and machine learning fields recommend the use of 
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three periods (training, evaluation and testing), because that facilitates tuning of the model 

development hyperparameters using a period that is different than that used for training. 

Here, we follow the three-way split concept because 1) physics-based models typically 

present Pareto-optimal solutions where several parameters set result in almost identical 

performance, and 2) the “optimal” parameters set obtained using the training set do not necessarily 

provide the best generalization performance. Accordingly, we will use the evaluation period to 

select a parameter set that provides the best performance on it, by selecting from a pool of pseudo-

optimal parameter sets obtained via the training process. In this thesis, we will use 60% of the data 

for training, and the remaining 40% will be split using the same 60/40 ratio to obtain training, 

evaluation, and testing percentages of 60%, 24%, and 16% respectively. 

Given a specific rate of splitting, it is necessary to define how the data points should be 

selected from the dataset. In hydrological models that have dynamical state variables, one option 

is to split the data at a particular date, such that all the data before that date are in one group and 

the remaining are in the other group; we will call this the “fixed period” method. An alternative 

option is to pick the dates used for training and evaluation randomly, but while keeping the ratio 

as defined; we will call this the “random period” method. Given that models with dynamical state 

variables must be run sequentially from start date to end date, the method of random selection 

cannot be applied directly. However, randomly picking the data points used for computing the 

performance metric effectively has the same result as using a random selection from the data. 

Each of these methods will be applied during model development when it is possible. 

Figure 4.1 illustrates the fixed-period and random-period data splitting strategies used in the thesis. 

 

Figure 4.1 Splitting scheme applied in the thesis. 
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As illustrated in the figure, an additional warm-up period is used depending on the needs 

of each modeling approach. Kim et al. (2018) tested two conceptual hydrological models 

(HYMOD and IHACRES) on two catchments with different initial conditions of soil moisture and 

2 seasons (winter and summer). They found that the required length of warm-up period depends 

on the model structure and the initial soil moisture value used and reported that suitable warm-up 

periods range from 1.5-6 months. For HYMOD they recommended using larger initial soil 

moisture values for semi-arid and arid catchments, because this decreases the time required to 

reach the optimal state. In the case of GR4J, Perrin at al. (2003) used a full year, following the 

findings of Chiew and McMahon (1994). However, in both studies, the selection was essentially 

arbitrary and so we consider their suggestions as recommendations. Kratzert et al. (2019) 

considered the use of warm-up periods of length equal to the sequence length in the LSTM model 

and evaluated 90, 180, 270, and 365 days such as different options. Based on their tuning process, 

270 days were selected. 

Here, we will use the same warm-up period for all of the modeling strategies.  Accordingly, 

given that the LSTM strategy seems to require the longest warm-up period, our strategy will be to 

first tune the LSTM to determine a suitable warm-up period length, and use the same period for 

the physically based GR4J model. In the case of the RF strategy that does not have dynamical state 

variables, the memory length needed to get the best performance will be considered a model 

hyperparameter 

 

4.2 Models 

Each of the selected models has different conceptual, mathematical, and computational 

characteristics. Therefore, it is difficult to implement an entirely uniform methodology for model 

development. Accordingly, we will adopt an approach wherein we implement the most suitable 

model development strategy (i.e., choice of performance metric and parameter optimization 

algorithm) appropriate for each model type, and then compare the results so obtained.  

4.2.1 GR4J model  

Any process-based model implements a simplified representation of reality. Perhaps the 

most important simplification is in regard to which system inputs should be used to drive the 

model. The GR4J uses only precipitation and potential evapotranspiration as system inputs, while 

other variables such as temperature and catchment characteristics (static variables) are neglected. 

Further, the input data used for GR4J model development does not need to be standardized 

because it is based on the mass conservation principle. However, transformation of the output 

space is common in hydrology when assessing model performance (Thyer et al., 2002). Such 

transformations helps to address the statistical problems associated with the use of highly skewed 

data during optimization, because the relative importance of each time-step error can depend on 

the magnitude of the output value (heteroscedasticity). Here, we apply the Box-Cox transformation 

(Box and Cox, 1964) to achieve a less skewed distribution of the model outputs.  
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𝑧𝑡 = {
𝑦𝑡

𝜆 − 1

𝜆
    𝜆 ≠ 0

𝑙𝑜𝑔(𝑦𝑡)   𝜆 = 0

      

where  is the transformation parameter, yt is the variable before the transformation, and zt is the 

transformed variable. Because use of =0 (equivalent to a logarithmic transformation) creates an 

infinitive result for yt=0, we will not consider =0 and instead restrict the range of lambda to i.e. 

between 0.01-2.0. Further, the value of  will be optimized along with the model parameters 

thereby determining the lambda value that provides the best model performance. 

The next step is to compute the performance metric using the transformed predictions and 

observations. The choice of a suitable performance metric is strongly related to the goal of the 

modeling exercise. For example, metrics can focus on high or low streamflow values, volume 

similarity, or specific portions of the hydrograph, etc. Given the huge diversity of possible metrics, 

that each emphasizes different aspects, we cannot consider just a single one for use in the 

assessment of model performance. Accordingly, we selected three metrics that are commonly used 

used in hydrology (Gupta et al, 2009), the Root Mean Square Error (RMSE), the Nash Sutcliffe 

Efficiency (NSE), and the Kling-Gupta Efficiency (KGE): 

𝑅𝑀𝑆𝐸 = √
∑ (𝑦𝑡 − �̂�𝑡)2

𝑛

𝑛
 

𝑁𝑆𝐸 = 1 −
∑ (𝑦𝑡 − �̂�𝑡)2

𝑛

∑ (𝑦𝑡 − �̅�)2
𝑛

 

𝐾𝐺𝐸 = 1 − √(𝑟 − 1)2 + (𝛼 − 1)2 + (𝛽 − 1)2 
𝛼 =  𝜎𝑠 𝜎𝑜⁄  
𝛽 =  𝜇𝑠 𝜇𝑜⁄   

where yt is the observed streamflow, �̂�𝑡 is the corresponding simulated streamflow, n is the number 

of values, �̅� is the mean streamflow for the period, r is the Pearson’s correlation coefficient, 𝜎𝑠 is 

the standard deviation of the simulated streamflow, 𝜎𝑜 is the standard deviation of the observed 

streamflow, 𝜇𝑠 is the mean of the simulated streamflow, and 𝜇𝑜 is the mean of the simulated 

streamflow. 

The Root Mean Square Error metric measures the average squared deviation between the 

predictions and the observations. For that reason, this metric has the tendency to overestimate the 

importance of larger flows. Moreover, its values are not easily comparable across different 

catchments because the same RMSE can have a completely different relative importance for a wet 

or a dry catchment. 

The Nash Sutcliffe Efficiency metric (Nash and Sutcliffe, 1970) is standardized version of 

the mean square error (MSE), where the MSE value is divided by the variance of the observed 

data. While this metric is typically used to compare model performance across different 

catchments, it is sensitive to changes in the sample mean across different time periods. This means 
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that we can obtain different NSE values while having the same MSE, due to changes in the sample 

mean between wet and dry periods. For this reason, to maintain consistency, the variance used for 

computing the NSE metric for different periods (training, evaluation, and testing) will be the one 

computed for the training period. We will call this implementation of the NSE metric “NSE 

comparable”, computed as: 

𝑁𝑆𝐸𝑐𝑜𝑚𝑝𝑎𝑟𝑎𝑏𝑙𝑒 = 1 −

∑ (𝑦𝑡 − �̂�𝑡)2
𝑛_𝑒

𝑛_𝑒⁄

∑ (𝑦𝑡 − �̅�)2
𝑛_𝑡

𝑛_𝑡⁄
 

where n_e is the number of elements in the evaluation period and n_t is the number of elements in 

the training period. All of the streamflow data used to compute the numerator come from the 

evaluation period and all the data used to compute the denominator come from the training period. 

The Kling-Gupta Efficiency metric (Gupta et al., 2009) is derived based on a 

decomposition of the MSE into components characterized by the Pearson’s correlation, sample 

means, and sample standard deviations. Their analysis of how these three factors contribute to the 

overall MSE metric indicated that the overall effect was to bias the model training process. The 

KGE metric is therefore designed to implement a more balanced emphasis on the three aspects of 

model performance. Because KGE uses a specific comparison for the period where it is calculated, 

it is particularly suitable when there are large variations in the moments for different samples. 

However, other issues can emerge, especially when using a logarithmic transformation or with a 

Box-Cox transformation lambda value that is close to zero (Santos et al., 2018). Santos reported 

obtaining extremes negative values for KGE when the mean of the series is close to zero, a problem 

that is aggravated when a logarithmic transformation is used. This issue is common for extreme 

arid catchments, wherein a specific period extreme streamflow is not represented. Here, we address 

the issue by using the form 𝑧𝑡 =
𝑦𝑡

𝜆

𝜆
    𝜆 ≠ 0, obtained by deleting the offset of 1.0 from the 

numerator of the Box-Cox transformation, so that all of the transformed values remain positive (or 

zero) which preserves the natural behavior of streamflow data.  

Given that neither RMSE, NSE or KGE are completely robust for application across a 

wide-range of catchments, two alternative models will be developed for GR4J, one trained using 

RMSE as the performance metric and other trained using KGE as the performance metric, resulting 

in two. Another topic relevant to process-based (PB) model development is the choice of 

optimization (search) algorithm used to train the model parameters. While in general any suitable 

optimization algorithm can be used, the choice should be aligned with the study goals. Here, we 

desire best performance on the testing period; i.e., we seek the parameter sets that give the best 

generalization ability of the model. Given that the performance metric response surface is not 

convex, we are required to use an algorithm designed for global optimization.  However, the global 

optimum on the training set does not necessarily provide the solution that provides best-

generalization performance. 

 To address this problem, we create a pool of potential parameter sets by running the 

optimization algorithm and stopping it before it converges to a global optimum, thereby 

implementing a strategy of “Early stopping” to try and avoid overfitting. For the parameter sets so 
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obtained from the training period, we select the one giving the best performance on the evaluation 

period. 

For parameter optimization we use the Spotpy Python library. This library is “a Python 

framework that enables the use of Computational optimization techniques for calibration, 

uncertainty, and sensitivity analysis techniques of almost every (environmental-) model” (Houska 

et al., 2015). From the suite of algorithms available in the library, we chose Maximum Likelihood 

Estimation (MLE), Differential Evolution Adaptive Metropolis (DE-MCz), and Shuffled Complex 

Evolution (SCE-UA). More details about each are provided in appendix B. For MLE and DE-

MCz, we run the algorithm 10 times with 500 evaluations for each run, thereby obtaining 20 

parameter sets candidates. We run SCE-UA 2 times with 5000 evaluation each to populate the 

pool with values having good training performance. The result is 22 parameter sets that can be 

compared to find the one providing best performance on the evaluation period. 

Finally, the results for all of the basins are displayed using cumulative density function 

performance plots of NSE, NSE comparable, KGE, and RMSE. To obtain an overall summary 

metric of model performance for the entire domain, we compute the area under the cumulative 

distribution, and use this to guide hyperparameter selection; for more details see Appendix C. 

Additionally, the KGE values will be presented using the KGE skill score (KGEss) (Khatami et 

al., 2020) to have a comparable value between KGE and NSE, and spatial maps of the different 

metrics and parameter sets are used to support analysis of the results. 

A summary of all relevant variables, and parameter ranges is presented in Appendix D. 

 

4.2.2 Random Forest model 

The Random Forest (RF) machine-learning-based model is capable of making use of all of 

the information provided by the data set. However, the categorical information available in the 

data, such as location type (altiplano, foothill, coastal, etc.) and dominant land cover (barren, shrub, 

crop, etc.), is not generally available for ungauged catchments. Further, the categorical information 

in the dataset does not cover all the possible categories for a variable. For that reason, we decided 

to use only continuous valued information when constructing this model. The variables used are 

presented in Appendix E.  

Note that although Month, Day, Gauge Latitude, and Longitude are not necessarily 

“hydrological” variables, we choose to retain them in the model, because they can potentially be 

used to infer other information that is not represented by the dynamical variables. To account for 

the fact that memory is very important in a dynamic process, the RF-based model is provided 

information regarding the values of the dynamic variables from some specific number of previous 

days. In other words, for each day, the precipitation, temperature, and potential evapotranspiration 

information from some number of previous days is added to each row of the data matrix. The 

number of memory days is then considered a hyperparameter that must be optimized using the 

evaluation data. 
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To construct the RF model, transformations or standardization of the input and/or output 

space are not necessary.  However, given that a single RF model will be constructed to represent 

all of the catchments, we apply the Box-Cox transformation (original version, where 1.0 is not 

subtracted in the numerator) to streamflow values to compensate for skewness in the dataset. Since 

this hyperparameter (lambda) will be the same for all of the catchments, its representation 

represents a global property of the system. 

For optimization of the RF model parameters, we use the Scikit-learn Python library 

(Pedregosa et al., 2011). The module RandomForestRegressor (version 0.23.2) has two options 

for the performance metric -- MSE and Mean Absolute Error (MAE). Traditionally, in hydrology, 

MAE has been used as a way to reduce the tendency to place emphasis on the larger streamflow 

values. However, because we are already implementing the Box-Cox transformation on 

streamflow, we decided to use MSE as the performance metric.  

The RandomForestRegressor module enables several options for setting up the 

hyperparameters. Here, we consider only the following main hyperparameter options to improve 

model robustness. In general, the robustness of the model is controlled by using a large number of 

trees to construct the average, while capacity is increased by allowing the final leaves to contain 

fewer elements. Two other hyperparameters that help to improve model robustness are the size of 

the subsamples used to construct each tree (bootstrapping aggregation - bagging), and the number 

of variables used to select the best split; here “the idea is that the less correlated your trees are 

with each other, the better” (Howard, 2018). For simplicity, we use the value 50% for both latter 

hyperparameters, as is common in the literature. Moreover, optimization of the final 

hyperparameter values is performed by manually exploring just a small number of combinations, 

by changing one hyperparameter at a time while keep the others constant. This method can be 

understood as a simplified grid search, where the evaluated combinations are only those that 

contain the best hyperparameter values found in the last iteration. For example, we begin with our 

initial guess of hyperparameters, and we evaluate different values for the first hyperparameter. 

When we find the best, we replace it in our initial guess, and we continue with the search for the 

second hyperparameter keeping all the other constant (including the already optimized) and so on. 

In the case, that one of the best hyperparameter found is different that the fixed value used while 

we were optimizing another, we must restart the search from the first one but with the best value 

found for all the others. We must iterate until each optimization was done with the best values for 

the others hyperparameters.  

Optimization of the RF model hyperparameters is done using the evaluation period data, 

and the model performance results are presented for the testing period. As for the other models’ 

types, performance is assessed using cumulative density functions (over the selected basins) of 

NSE, KGE, and RMSE. Further, the areas under the cumulative distribution function curves are 

used to compare performance using different hyperparameter settings; for more details see 

Appendix C. KGE values will be presented using the KGE skill score (KGEss) (Khatami et al., 

2020) to have a comparable value between KGE and NSE. Spatial patterns are assessed using maps 

of the various metrics and parameter sets. 

A summary of all the variables used in the model is presented in Appendix E. 
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4.2.3 Long-Short Term Memory model (LSTM) 

The Long-Short Term Memory (LSTM) machine-learning-based model uses the same 

variables as the Random Forest, except for the date information (month, and days); the latter are 

not required because the state variables of the LSTM model store all the required memory 

regarding process behaviors (in the form of a Markov process). Another difference with the RF is 

that the LSTM requires that the inputs and output be standardized. This issue has high relevance 

to the ability of the model to be applied to ungauged catchments where the local (catchment-

specific) mean and standard deviation will generally be unknown.  

To address this issue, several approaches can be followed. The simplest would be to use 

the global mean and standard deviation computed over the entire dataset of all the catchments used 

for model development. Of course, this could bias the model due to the non-uniform distribution 

of wet and arid catchments in the dataset. However, it is a potential way to force the model to learn 

the concept of different hydroclimatic zones, and to develop different predictive approaches for 

each zone (taking advantage of the high capacity of the model). Another approach would be to try 

to estimate the local mean and standard deviation as functions of the available static variables (eg., 

Aridity). However, the local standardization could result in the model being “blind” to the climatic 

origin of the data because it would be prone to more easily mix together information from different 

conditions which could affect the skewness in the dataset. To address the problem with the 

skewness, the local standardization should be performed after applying the Box-Cox 

transformation.  

Additionally, in principle, the LSTM machine-learning approach has the potential ability 

to actually learn/discover the complex nature of the relationships among variables, so one might 

question whether an attempt to separately perform a prior local transformation and standardization 

is actually the best approach. Accordingly, we implement and test both approaches to explore 

whether prior manipulation of the data provides any real benefit in terms of model performance. 

When performed, transformation is done before standardization, and is applied to the 

variables that are strongly skewed -- precipitation, and streamflow. This approach has been used 

by Feng et al. (2020) to obtain good results for the CAMELS dataset. To simplify the problem, 

we use the same value of Lambda for both streamflow and precipitation, given that the two 

variables are strongly correlated. If this approach results in good performance for the Chilean 

dataset, we could further explore increasing the degrees of freedom on Lambda. Here, we use the 

modified version of the Box-Cox transformation (see GR4J model discussion), given that 

precipitation and streamflow have minimum values of zero. 

The code used for implementation of the LSTM model is taken from the preprint 

“Benchmarking a Catchment-Aware Long Short-Term Memory Network (LSTM) for Large-Scale 

Hydrological Modeling" (Kratzert et al, 2019), and modified to conform to the different data 

structure and variables of the CAMELS-CL dataset. Additional features are added, including local 

standardization, local data splitting, and the use of 3 data split periods (training, evaluation, and 

testing). Whereas the original code enables optional use of MSE or NSE as the loss function, here 

we use only NSE because it better enables the catchment comparison for data with different 

degrees of temporal variability. The default optimization method is ADAM (Kingma & Ba, 2014); 

it enables “first-order gradient-based optimization of stochastic objective functions, based on 
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adaptive estimates of lower-order moments” (Kingma & Ba, 2014) and has been shown to give 

good results with big datasets and sparse gradients. 

The LSTM model hyperparameters to be specified are batch size, sequence length, number 

of epochs, number of nodes, and the lambda value for the Box-Cox transformation. The “batch 

size” helps to reduce overfitting model by computing each evaluation of the loss function using 

only the errors associated with a given sub-set of the data called a batch. For example, the gradient 

could be computed using only one data point, but that could result in the gradient changing 

dramatically at each training-step resulting in convergence difficulties. On the other hand, if the 

entire data set is used to estimate the gradient, it could change too slowly to enable finding the best 

direction for rapid convergence.  

The “sequence length” functions similar to the “memory” used in the Random Forest 

model; it controls the amount of extra information that the model can extract from the past. The 

“number of epochs” defines how many times the training dataset will be used in the optimization; 

given that batch size is less than the size of the dataset, the training procedure has the option to go 

through the dataset many times before converging. The “number of nodes” controls the capacity 

of the model, because it is directly related to the total number of parameters inside of the model. 

The search for the best values of the hyperparameters is done in the same way as for the Random 

Forest, evaluating only a few combinations of parameters and adjusting them one at a time. 

Optimization of the LSTM model hyperparameter values is done using the evaluation 

period data, and the model performance results are presented for the testing period. As for the other 

models’ types, performance is assessed using cumulative density functions (over the selected 

basins) of NSE, KGE, and RMSE. Further, the areas under the cumulative distribution function 

curves are used to compare performance using different hyperparameter settings; for more details 

see Appendix C. KGE values will be presented using the KGE skill score (KGEss) (Khatami et 

al., 2020) to have a comparable value between KGE and NSE. Spatial patterns are assessed using 

maps of the various metrics and parameter sets. 

A summary of all the variables used in the model is presented in Appendix F. 

 

4.3 Summary 

The main challenge to creating a unified methodology is that each model has a different 

structure and implementation process that must be followed to obtain an operational model. For 

this reason, we developed a methodology where the development of each model followed 

recommended best-practices for that model type, but the overall methodology followed a common 

framework to enable comparative analysis between them. For this reason, all of the models use the 

same testing period, initial training period (without the warm-up period), evaluation period metric, 

and the chance to implement a transformation of the data by the Box-Cox transformation. Other 

aspects such as the data splitting and the metric used for optimization were kept as they are usually 

implemented, and only the GR4J model was evaluated with different options of metrics given its 

flexibility in these aspects.  
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5 RESULTS 

This chapter presents the results of the three modelling approaches, individually but using 

the same format. Each model is trained by optimizing its parameters and/or hyperparameters, to 

maximize its global performance across the entire country. Here global performance is assessed 

using the empirical cumulative density function of the spatial distribution of local performance 

across the entire country. Additionally, the predictions for three selected gauges are analyzed to 

understand the weakness of each model.  

The method of data preprocessing is common for the models, and is therefore presented 

first. 

5.1 Data  

The CAMELS-CL dataset (Alvarez-Garreton et al, 2018) includes 105 categorical and 

numerical attributes for 516 catchments. That information will be preliminarily treated as being 

free of errors, even though outliers are likely to be present in any compilation of data. The idea is 

that the large amount of data should enable the model development procedure to be relatively 

insensitive to outliers, given the process of randomization and generalization used in model 

development. This way, once a model that generalizes well is determined, it should be possible to 

identify and localize outliers and/or errors in the dataset. 

As mentioned in the previous chapter, a reduced number of 322 catchments was selected 

to ensure that a minimum number of years of information is used to reliably develop a hydrologic 

model. The catchments were selected so as to retain a good quantity and broad spatial distribution 

across the country. First, from the streamflow data from 1913 to 2018, only 501 catchments have 

information for the period 1979-2014, where both of the precipitation sources CR2 (1979-2016) 

and MSWEP (1979-2014) are available. Next, the number of suitable catchments decreases 

progressively when we impose the requirement of a specified minimum number of information-

years. Figure 5.1 shows the available number of streamflow gauges when imposing the 

requirement that a minimum of 0, 10, 20, 30, and 34 years of information is available. We can see 

a huge variation in the distribution of information. Several gauges that were installed early quickly 

became unavailable, and in the opposite situation several were installed recently but do not have a 

long enough extent of data. Imposing a requirement of temporal continuity, we find that less than 

200 gauges have more than 35 years of information, which represents just 38% of all the 

catchments. From Figure 5.1 we determined that a number between 10 and 20 years of information 

can be used for model development using information from the largest number of catchments.  

Another issue is spatial representation across Chile when we specify a minimum number 

of information-years. Typically, the northern and southern regions have lower concentrations of 

gauges given their extreme conditions of hot and cold, respectively. Accordingly, if we drastically 

reduce the number of selected catchments, we will create extensive areas without adequate 

representation. Figure 5.2 shows the number of gauges per 2.5° latitude as a function of minimum 

number of information-years. From that figure, we note that most of the gauges are located 

between 27.5°S and 37.5°S latitude, and there are areas with less than 4 gauges per 2.5°latitude. 

When we impose a constraint on the required number of information-years that situation quickly 
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gets worse, and in the case that we require more than 20 years, we end up with areas without any 

gauges. This issue is relevant to the development of models that can generalize at the national 

scale.  Accordingly, a number between 10 and 20 information-years seems like a reasonable range 

to achieve a balanced tradeoff between gauge concentration and the number of information-years. 

 

Figure 5.1 Years of information per gauge. Blue: With information. White: Without information. 
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Figure 5.2 Density of gauges per latitude and the minimum number of years with information. 

As per chapter 4.1, a minimum training period of 3 years should be used to ensure sufficient 

information about local hydrological processes, which means that at least 5 years of total 

information (3/60%=5), and ideally between 8-10 years (13.3-16.7 total number of years) is 

desirable to be able to learn about variations from the most common hydrological conditions. In 

the other hand, we know from figure 5.1 and 5.2 that a value between 10 and 20 years can give us 

a reasonable quality and spatial density of gauges. On balance, therefore, 12 years of total 

information provides a reasonable tradeoff between maximization of training data and the highest 

spatial representation of gauges. Imposing this value, 322 catchments are available for model 

development. 

 

5.2 GR4J model  

5.2.1 Training and evaluation period 

The GR4J model was trained using 60% of the dataset available for each catchment 

considering both the random and fixed period methods of data selection, and using both NSE and 

KGE as performance metrics. This results in 4 sub-models, each of which was calibrated using the 

Spotpy Python library (Houska et al., 2015) using several independent runs of each of 3 different 

algorithms, Maximum Likelihood Estimation (MLE), Differential Evolution Adaptive Metropolis 

(DE-MCz), and Shuffled Complex Evolution (SCE-UA) (summarized in Appendix B). For each 

catchment, the best parameter set was selected from the pool of parameter sets obtained for each 

of the 22 optimizations runs, by checking performance on the evaluation period (24% of the 

dataset).  

The total number of parameters calibrated for each catchment is seven, where two 

parameters represent the amplification factors used in the linear combination of the two sources of 

precipitation (CR2 and MSWEP), four parameters are specific to the GR4J model, and one 

parameter determines the Box-Cox transformation applied to the streamflow values before 
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computing the performance metric. The parameters distribution for the four sub-models are 

presented in Appendix G, and the main results are discussed next. 

The precipitation source amplification factors quantify the differences between the total 

amount of water provided to the system and the amount that the system must receive in order to 

meet the conservation of mass requirement, which is controlled by the streamflow. In a perfect 

situation, the sum of these factors should be one, and if both sources are equally good each factor 

should be 0.5. Accordingly, the distribution of the factor summation is (to some extent) indicative 

of the quality of the precipitation products. Figure 5.3 shows that use of random and fixed splitting 

presents similar results, which is desirable given the methodology used for the selection of the 

parameter set. However, the opposite situation happens between RMSE and KGE metric; RMSE 

presents a distribution shifted slightly to the left, even with some value close to zero which is 

inconsistent with the range of values we could expect. In all of the cases, the mean of the 

distribution is higher than one, indicating a tendency of the products to underestimate precipitation. 

Additionally, some of the values are larger than three, which could mean that either precipitation 

in very poorly estimated in some situations or that the model is compensating for a lack of water 

in the system by adding extra precipitation to the catchment. 

 

Figure 5.3 Distribution of the factor summation for different splitting and metric optimizations 

The parameters x1, x2, x3, and x4 present very similar distribution for all four sub-models 

(figures are presented in Appendix G). In summary, the median and the 80% confidence interval 

are presented in Table 5.1 and compared with values obtained by Perrin et al. (2003) during 

development of the GR4J model. The differences in the distributions between the original and the 

current parameters are associated with the diversity in the catchments (Table 5-1). However, the 

parameter x1, x2, and x3 present differences of several times the values for France. In the case of 

x1 and x3, this would mean that the groundwater and routing storages are deeper and more relevant 

than in France. The parameter x2 presents a negative value of the median indicating a general 

tendency to lose water, which is probably indicative of the importance of groundwater flow (that 

GR4J does not directly account for). More detail about the local behaviors of each parameter is 

beyond the scope of the current research, however, interesting results could emerge by studying 

the correlation between these parameters values and the hydrogeology of each catchment. 
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Table 5-1 Median and confident interval for GR4J model 

Parameter 

Original model (Perrin et al.,2003) Current research 

Median 
80% Confidence 

interval 
Median 

80% Confidence 

interval 

x1 (mm) 350 100 -1200 1593 120 - 4457 

x2 (mm) 0 -5 to 3 -3.0 -9.9 to 6.5 

x3 (mm) 90 20 - 300 279 42 - 1320 

x4 (days) 1.7 1.1 - 2.9 1.9 0.8 - 3.8 

 The final parameter that was optimized was lambda from the modified Box-Cox 

transformation. This parameter helps to reduce the skewness in the data and to provide a better 

weighing between higher and lower streamflow values. Figure 5.4 presents the lambda 

distributions for KGE and RMSE metrics. In both plots the fixed and random splitting have similar 

behavior, and the main difference is between metrics. KGE results in values across the complete 

range of values studied, whereas RMSE presents a high concentration in the first and last bin, 

showing that the choice of lambda parameter is related with the metric used. This make sense, 

since the Box-Cox transformation affects not only the skewness of the date but also how the 

variance ranges from completely heteroscedastic to pseudo homoscedastic, which is correlated 

with the metric used in the optimization. The maps with the spatial distribution of the parameters 

are presented in Appendix H. 

 

Figure 5.4 Distribution of parameter lambda in the modified Box-Cox transformation 

   A global assessment of performance for each sub-model is obtained by comparing the 

empirical cumulative density functions (CDF) for a defined range of the performance metric; the 

range [-1,1] was used for KGE and RMSE metric, and [0, 5] for RMSE. Additionally, the area 

under the CDF provides an overall metric that can be used to compare different CDFs. Figure 5.5 

shows three metrics for the four sub-models. Given that RMSE and KGE were used as optimization 
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figures. However, the differences are larger when using NSE for training, indicating that the 

normalization in the RMSE strongly affects the general behavior when comparing different 

catchment. In the case of the KGEss plot, those differences are smaller, suggesting that KGE 

provides more robust results than RMSE, at least when optimizing independently catchment by 

catchment. That situation can be appreciated when we compare the percentage of catchments with 

metric values lower than zero; in the worst sub-model, only 18% have negative KGEss, but this 

number increases to 35% in the NSE plot. 

 In the case of different data splitting methods, a catchment by catchment comparison must 

be done to select the best sub-model, because the CDF plot remove all information about spatial 

location, making it impossible to detect whether improvement at given location occurred under a 

specific sub-model. The histograms comparing each sub-model against different splitting methods 

are presented in Appendix I overall the comparisons do not indicate significative differences 

between the “fixed” and “random” data splitting approaches. Based on these comparisons, the final 

GR4J model selected was the one obtained using KGE optimization with fixed data splitting.     

 

Figure 5.5 Cumulative Density Function for different metrics. GR4J model. 

  

5.2.2 Testing period 

The results for the selected model are presented for each catchment using the 16% of data 

that was not used for model development. This way we can consider that period as an independent 

period from the training dataset; additionally, we have the intervening evaluation period (24% of 

the dataset) to ensure relative independence. Based on NSE and KGEss (Figure 5.6), the GR4J 

model presents good performance between approximately 35°S – 45°S latitude. However, the 

“NSE comparable” map shows a wider region with higher values than NSE (27°S-35°S) in an area 

where NSE has bad values. This situation can be explained by high values of the training period 

streamflow variance in comparison with the testing period variance which affects the 

normalization in the NSE comparable metric. The good and bad regions in the maps of NSE and 

KGEss are similar, indicating consistency in the metrics; however, the variation in color intensity 

(i.e., metric value) is different using KGEss.  For example, the catchments near 45°S latitude have 
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NSE values close to zero, while the KGEss figure shows values close to 0.5. That differences are 

explained by examining the NSE component decomposition maps representing mean, standard 

deviation, and Pearson correlation (these are weighted differently in NSE, but given equal 

weighting is KGE).  Accordingly, even using the KGEss we can obtain large differences simply 

due to the different combination of the components in KGE.  

Figure 5.7 shows the histogram of differences between the testing and training period 

variances between 27°S-35°S latitude. As expected, the training period variance is higher which 

distorts the proposed metric. That situation happens when extreme events have extremely low 

probability and the difference between the magnitudes of those events and the normal values are 

of several orders of magnitudes, so that the windows of time analyzed in the testing period do not 

contain any extreme events. In conclusion, the “NSE comparable” is not suitable for regions with 

high skewness in the data, and for that reason, it will not be presented for the other models. 

 

Figure 5.6 NSE, NSE comparable, and KGEss map for GR4J model. 
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Figure 5.7 Difference between testing and training variance. GR4J model. 

To understand problems in the model predictions, we will first examine the component 

KGE factors. The Pearson correlation is consistent with the KGEss map between 35°S and 45°S 

latitude, however between 33°S and 35°S there is an area with very poor values, indicating 

problems with timing at high elevations. The same situation happens between 22°S and 30°S, and 

45°S and 52°S latitude. That issues could be related to streamflow being controlled by a 

phenomenon that is not directly represented in the GR4J model. For example, in the northern areas 

the streamflow is controlled by groundwater, and in the southern areas and at high elevation the 

melting process controls the flow. The mean ratio presents values close to one (indicating good 

representation of water balance) mainly between 35°S and 45°S latitude, and in the other regions 

there is no clear trend in its behavior. A similar situation is seen with the standard deviation ratio, 

with the values being close to one (indicating good representation of flow variability) in the same 

area; however, between 22°S and 35°S latitude, there is a higher concentration of values close to 

0.5 and lower (indicating under estimation of flow variability). That situation means that either 

GR4J was unable to reproduce the variability in the flow data, or that streamflow is also controlled 

by something other than precipitation; however, given that the GR4J model response is mainly 

controlled by precipitation, it is most likely that in these areas other variables are the main drivers 

of streamflow.  

In the case of RMSE, almost all of the catchments located north of 35°S have values lower 

than one. That situation cannot be understood as a “good” performance given the extreme aridity 

of that region, because low RMSE can be the result of small errors with high streamflows or large 

errors with low streamflow. In other words, while the heteroscedasticity in the data also affects the 

variance when the magnitudes of the events decrease, the fact that RMSE is not a normalized 

metric makes it insensitive to such variations.          
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Figure 5.8 KGE factors and RMSE map for the GR4J model. 

Analyzing the performance as a function of latitude, we can recognize areas with 

reasonable performance and areas where use of the GR4J model is not recommended (Figure 5.9). 

The figure shows similar behavior for NSE and KGEss, even in its moving average and moving 

standard deviation trends, giving us some degree of confidence in this assessment (due to this 

consistency). Accordingly, we can recommend this model for use primarily between 35°S and 

45°S latitude with a mean NSE = 0.69 (0.49-0.79, 50% confidence interval) and a KGEss = 0.80 

(0.73-0.88, 50% confidence interval).  

Figure 5.10 shows a log-linear relationship between performance and the Aridity Index, 

with an almost constant standard deviation in the range. The pattern of deterioration suggests that 

applicability of the model is, in general, limited to low Aridity index values. As a simple 

classification, we can categorize the GR4J model as an “energy-limited” model given the good 

performance in this part of the plot and the poor performance in the “water-limited” region. Note, 

however, that of the two factors that constitute the Aridity Index, precipitation is the main 

controlling one because the log-linear relationship does not exist when we plot performance versus 

potential evapotranspiration. (Appendix J). 
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Figure 5.9 Performance versus latitude. GR4J model. 

 

Figure 5.10 Performance versus Aridity Index. GR4J model. 

To analyze the model performance more deeply, we examined 3 catchments where GR4J 

gives very poor performance, based on the description obtained from the maps. The first is located 

at 28.0°S 70°W, on a river without reservoirs in a region having mean aridity index of 24.1. The 

Copiapó river has had several extreme mudflow events in the past 5 years which resulted in some 

of the worst damage to a Chilean city (Valdes-Pineda et al, 2017), and illustrates why it is 

interesting to analyze model performance in more detail (Figure 5.11). The second catchment ("río 

Pangal en Pangal") is located at 34.25°S 70.23°W, with a 0.5 mean aridity index and mean 

elevation of 1464m. That catchment was selected because in Figure 5.8 it is registers as having a 

poor Pearson correlation at high elevation and this is an energy-limited gauge. Finally, the gauge 
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“río Mayer en desembocadura” is in the south of Chile (48.48°S 72.6°W) with an aridity index of 

0.9 contains several lakes of different sizes inside the catchment (Figure 5.13). 

Figure 5.11 (Copiapó river) indicates that the observed streamflow presents a few flooding 

events, but they are almost disconnected from the weighted precipitation (weighted precipitation 

of CR2 and MSWEP source). For this reason, the model GR4J was unable to capture the annual 

cycle and just simulates the catchment response as an extremely long recession curve occasionally 

punctuated by large flood events. This kind of disconnection with precipitation events is common 

in the north of Chile, because each catchment has a significant threshold that must be exceed to be 

able to respond to precipitation. This threshold is controlled by infiltration capacity, soil properties, 

precipitation intensity, etc. which are not aspects that are represented by the GR4J model structure.  

Figure 5.12 ("río Pangal en Pangal") shows similar means and variability of the 

observations and simulations, with the main issue being timing (consistent with the Pearson 

correlation map). That catchment response follows a very strong annual cycle controlled by the 

snowmelt season, and precipitation creates flooding mainly when it falls during this season. The 

current implementation of the GR4J model does not represent snow storage and melt and is 

therefore unable to simulate that behavior; therefore as a suggestion such a component should be 

added to improve the general applicability of the model. 

The last catchment (Figure 5.13; río Mayer en desembocadura) experiences precipitation 

throughout most of the year, but the streamflow has a strong damped annual cycle with a maximum 

in January and a minimum between August and September. In this case, the peak streamflow is 

delayed occurring during the traditional melt season (September – November) and is mostly likely 

due to the large storage resulting from lakes in the catchment. The simulated response is primarily 

driven by precipitation throughout the year, resulting in a high-frequency response, that contrasts 

with the observed lower-frequency streamflow response. For this catchment, the only KGE factor 

with a reasonable value is the mean because variance and timing are very poor for that gauge 

prediction.         

 

Figure 5.11 Simulated versus observed streamflow for "río Copiapó en Pastillo". GR4J model. 
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Figure 5.12 Simulated and observed streamflow for "río Pangal en Pangal". GR4J model. 

 

Figure 5.13 Simulated and observed streamflow for "río Mayer en desembocadura". GR4J 

model. 

5.3 Random Forest model 

5.3.1 Training and evaluation period 

Given that the parameters (thresholds and mean values) of the Random Forest (RF) model 

are defined while the trees are created, there is no intervention required by the modeler. However, 

the hyperparameters used to define the model’s capacity and the transformation of the data must 

be tuned to get the best performance. As presented in the methodology, the parameters are trained 

using the training period (60% of dataset selected randomly), and the hyperparameters are tuned 

using the evaluation period (24% of the dataset). The hyperparameter tuning process is highly 

time-consuming because each trial of a hyperparameter set requires the solution of a complete 

parameter training (model calibration) process. For that reason, we adopted a “one at a time” 

approach to hyperparameter perturbation to find a reasonably good set of values; in other words, 

we keep constant all the other hyperparameters while we change only one and so on. The process 

is iterative given that the initial fixed hyperparameter could be different from what you find in the 
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process, therefore the process must be restarted to ensure that the perturbation was done with the 

best hyperparameter each time. 

The four RF hyperparameters are memory, lambda coefficient (Box-Cox transformation), 

number of trees, and number of elements in the last leaf. For each perturbation, we computed NSE, 

KGEss, and RMSE to analyze their general behavior. Additionally, we used the area under the 

CDF as an index of comparison between different CDFs. 

Figure 5.14 shows that global performance improves with longer values for memory up to 

16 days, after which the improvement begins to decrease. Ideally, we could use 32 days or a 

slightly higher number of days, however the size of the model and the time processing increase 

rapidly too. That situation is determined by the learning structure in RF because the relationships 

between variables are created through piece constant steps. Consequently, RF requires a lot of 

small constant segments even to represent a linear relationship and, even worse, that number 

increases with the number of elements in the dataset. For that reason, 16 days was selected as a 

suitable tradeoff between performance improvement and cost of the model (size and time).  

Figure 5.15 shows that RF is sensitive to the transformation in the data, which can be 

understood as facilitating easier clustering or splitting when the data is transformed. However, in 

our dataset, a transformation value near zero (logarithmic transformation) does not improve the 

global performance. Based on NSE, better values for the transformation parameter are found 

between 0.7-1.0, and based on KGEss are found between 1.0-1.3, showing that the optimal value 

for parameter lambda depends on the metric used to assess performance (as discussed in the theory 

of RF). However, contrary to the GR4J model results, the best lambda is close to 1.0 and not to 

zero (Figure 5.4) which could be interpreted as indicating that sparse or skewed data are easily 

split, and therefore the model is able to locally fit a better submodel while just keeping the data as 

is, without transformation. Given that NSE and KGEss indicate different optimal ranges for 

lambda, we selected 1.0 as a common value and the simplest one.  

In the case of number of trees, Figure 5.16 shows that RF is almost insensitive to this value 

when more than 50 trees are used, which is consistent with what we would expect given the use of 

averaging of the RF ensemble predictions. To ensure stability in the prediction we selected 200 

trees.  

Finally, the minimum number of elements in a leaf determines the depth of the model, and 

how easily it can fall into overfitting. From Figure 5.17 we can see that the performance begins to 

stabilize at between 20 and 10 elements, therefore we selected 10 elements and not more than that 

to ensure good generalization ability of the model.  
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Figure 5.14 Memory by different metrics. RF model. 

 

Figure 5.15 Lambda by different metrics. RF model. 

 

Figure 5.16 Number of trees by different metrics. RF model. 
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Figure 5.17 Minimum number of elements by different metrics. RF model. 

 

5.3.2 Testing period 

The Python library (scikit-learn, Pedregosa et al, 2011) for running Random Forest has 

two interesting utilities to aid understanding of the model results, namely “feature importance” 

and “decision path”. The first utility evaluates the change in performance when you randomize 

one of the inputs keeping the others fixed. This technique is considered a method of global 

sensitivity analysis that acts by the “destruction” of the relationship between the model and the 

selected variable (by randomization). The decision path utility reveals the path followed inside of 

the trees by a specific input until you arrive at the prediction. Given that there are 200 trees, we 

have 200 decision paths; however, at each level, we can determine the most common variable used 

to create the split. Inputs at higher positions in the tree can be considered as better predictors of 

streamflow. 

Analysis of feature importance (Figure 5.18) shows that streamflow is most sensitive to 

“aridity_cr2met”, and that the Aridity index has a relatively high overall importance given also 

that “aridity_mswep” is in ninth position. Another interesting issue is the difference between the 

two precipitation sources (CR2 and MSWEP) because “aridity_cr2” is almost 8 times more 

important than MSWEP. A similar difference exists between both sources for the precipitation of 

one day in the past (PP_cr2-1, PP_mswep-1) indicating that the CR2 source is, in general, a better 

predictor. Moreover, five of the most important features are precipitation variables; that means 

that the model performance is mainly controlled by precipitation, at least on a national scale. 

Interestingly, the “month” appears in the sixth position indicating that RF is using this variable as 

a surrogate to represent the long-term annual cycle. 

Analysis of the decision path (Table 5-2) indicates that the first two variables are the same 

as the feature importance showing us consistency. However, the third one is completely different. 

“Tmax-16” can be interpreted as a surrogate for the energy received by the catchment during the 

previous two weeks, which is related to the snowmelt processes.  
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Overall, it appears that RF first creates clusters by aridity (for example partitioning into 

energy-limited and water-limited cases), then creates clusters by yesterday precipitation (for 

example precipitation and non-precipitation), and then uses the maximum temperature 2 weeks 

ago (for example hot or cold), and so on. This suggests that RF functions in a manner that is not 

so different from one that a hydrologist might use to make a prediction.  

Another interesting fact is the appearance of the “month” variable between the sixth and 

ninth position. As mentioned before, this is a clue to the importance of the annual cycle, because 

it means that RF is clustering by something like seasons. Finally, two catchment attributes appear 

– the percentage of wetlands and water bodies, and the percentage of snow and ice. These attributes 

are correlated with the magnitudes of two very important hydrological storages, surface water and 

snow, which are not explicitly represented by the GR4J model (Section 3.2.1). 

 

Figure 5.18 Features importance. RF model. 

Table 5-2 Most common splitting per level. RF model. 

Level Variable or Attribute Level Variable or Attribute 

1° aridity_cr2met 6° Month 

2° PP_cr2-1 7° Month 

3° Tmax-16 8° Month 

4° PP_cr2-3 9° Month 

5° wet_frac 10° snow_frac 

The performance map (Figure 5.19) presents an extended region with green and light green 

dots, beginning at approximately 35°S latitude in the NSE map, and 33°S latitude in the KGEss 

map. However, the red area is very distinct, indicating very poor performance compared to a 

constant mean benchmark prediction. In the north of Chile, the results are poor but apparently 

better than obtained by the GR4J model.  
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Interestingly, the predominantly green region contains a few red locations with very poor 

performance, indicating that the relationships determined by the model for that neighborhood are 

not useful for that specific gauge. Those catchments probably have some very particular conditions 

that are not well represented in the model or may present some issues in the data. That is the case 

for “río Rahue en Quebrada Culen” (ID: 8356001) and “río Dumo en Santa Ana” (ID: 9104002) 

respectively. The first one is a catchment in the transition region between the valley and coastal 

mountain range, with an extended plateau and outlet towards the west. All these characteristics are 

very unusual in the region and it is probable that the RF could not characterize it correctly. The 

gauge “río Dumo en Santa Ana” has a location (Latitude and Longitude), and surface area in the 

dataset different from the official source of information (Dirección General de Aguas, DGA, 

Chile). That problem probably also affects the estimation of other variables and attributes, and 

therefore RF was able to detect that inconsistency. Overall, the ability to detect outliers hints at 

good generalization of the model, because hydrological processes typically do not vary 

dramatically with small distances in space.  

The differences in coloration between NSE and KGEss over the region 17°S-20°S and 

33°S-35°S can be explained by the different weight each decomposition component has inside of 

the metrics. For example, the Pearson correlation has a linear weight in the NSE while in KGE the 

weight is quadratic for all the factors. While, the RMSE plot indicates smaller errors in the north 

and south, however that metric is not normalized so larger errors can be associated with catchments 

with higher water production. Anyway, some red dots emerge as possible outliers which should 

be analyzed to understand the applicability of RF to ungauged catchments. 

 

Figure 5.19 NSE, KGE, and RMSE map for RF model. 
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The Pearson correlation map shows a smooth transition between red and green in the region 

at 30°S-36°S. That situation is different from the GR4J model, which had a red area in the 

mountains. It is probable that inclusion of temperature and month variables in the RF model has 

improved the characterization of the snowmelt process. For the region north of 30° latitude, the 

red color persists indicating that the model is unable to find a useful correlation between 

streamflow and the input variables in the dataset (precipitation, temperature, and potential 

evapotranspiration) given that the attributes (static variables) do not help to improve the final 

prediction.  

The mean ratio (indicating water balance) presents four regions, at the north of Chile the 

model has some random behavior with some trend to green colors. Then between 27°S to 35°S, 

there is a clear orange region that is completely different from the behavior obtained with GR4J. 

Apparently, the RF model is unable to find a variable or attribute to justify less volume in the 

global balance, and therefore results in consistent overestimation in the prediction. A region with 

good values exists between 35°S to 47°S, which is consistent with good values in NSE and KGEss. 

In the south of Chile, a slight blue region emerges, showing an underestimation in the volume. 

That situation is harder to explain; however it could be associated with soils with high water tables 

that saturate easily and generate more water available for runoff.  

Finally, the standard deviation ratio has a similar pattern to the mean ratio; however there 

are more intense blue dots at the northern and southern regions of Chile. This means the prediction 

in these areas is close to a being a constant value, being unable to represent some of the variability 

during precipitation events. However, given that the model is fed with precipitation, there probably 

exists a disconnection between the streamflow and precipitation, but with an unclear reason.   
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Figure 5.20 KGE factors map for the RF model. 

 Figure 5.2.1 shows performance versus latitude, color coded by aridity. It presents an 

improvement in the southern region compared with GR4J results, but it is still not so good as the 

in center of Chile. The difference between the center and the south of Chile is approximately 0.2 

in both metrics. Despite that, the RF model has a more extended applicability when compared with 

GR4J, probably due to the incorporation of temperature and other attributes in the RF model. 

Additionally, there is slightly better predictive performance to the north of 20°S; however, there 

is still a big gap between the northern and center region. That difference is higher with the NSE 

metric. 

In conclusion, we could consider the RF model as being applicable in the south of 35°S 

but with different confident interval. Between 35°S-45°, the median NSE is 0.68 (0.47-0.78, 50% 

confident interval) and median KGEss is 0.77 (0.65-0.85, 50% confident interval). To the south of 

45°S latitude, the median NSE is 0.45 (0.36-0.60, 50% confident interval), and the median KGEss 

is 0.63 (0.55-0.72, 50% confident interval).  

Figure 5.22 shows performance versus aridity index, color coded by latitude. It indicates a 

group of catchments with metric values near 0.5 and aridity index slightly higher than 1.0 (dark 

blue dots) which come from the south of Chile. That group has a behavior completely different 

from the green dots, which come from another latitude (north of 35°S latitude).  That means that 

the performance is controlled not only by aridity, but also by another attribute (different than 

precipitation and evapotranspiration) which is affecting the results differently between north and 

southern catchments. The KGEss plot presents yellow dots (northern Chile) next to dark blue dots 
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(southern Chile) showing that if the catchments between 20°S-33°S were excluded, the behavior 

would be smoother and controlled just by aridity.    

 

Figure 5.21 Performance versus latitude. RF model. 

 

Figure 5.22 Performance versus Aridity Index. RF model. 

The analysis of cases with poor performance shows a consistent result with the KGE 

factors. The gauge “río Copiapó en Pastillo” (28.0°S 70°W) has a good value for correlation, an 

overestimation in the volume, and slightly higher variability. The overestimation could be related 

to the discussion of the previous figures. Given that the models have the Aridity index as the first 

splitting variable, it could be that RF is clustering catchments with similar aridity (higher than one) 

as one group, and in this way the model would be grouping together catchment with different water 
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productivities but same aridity index, that in the case of this gauge would result in a higher 

prediction. Despite that situation, we see that RF provides better predictions than the GR4J model. 

In the case of “río Pangal en Pangal” (Figure 5.24), we see a big improvement of RF in 

comparison with the GR4J model. The prediction is in phase with the observations, but the 

variability is higher. In the years 2011 and 2012, the prediction is almost double that of the 

observed data. Given that RF does not have a long memory, the prediction for the cycle is mainly 

controlled by the mean cycle (similar prediction for each cycle) and not by the accumulation of 

snow, however, those years were apparently drier years which affected the streamflow prediction 

in the river.  

Finally, Figure 5.25 presents the gauge “río Mayer en desembocadura” which also 

improved a lot relative to the GR4J model. The prediction has a good correlation, mean, and 

variation against the observed data, however, there are some periods with overestimation (2011-

08 to 2013-07). Those periods could be associated with the same situation presented in Figure 

5.24, where some of the years with overestimation are common to that catchment. Given that the 

precipitation is driven mainly by the atmospheric river coming from the Pacific Ocean, the 

droughts and floods happen almost simultaneously across the country. In the case that this 

hypothesis is true, the LSTM model (to be discussed later) should improve the prediction given its 

ability to retain long term information.    

 

Figure 5.23 Simulated versus observed streamflow for "río Copiapó en Pastillo". RF model 
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Figure 5.24 Simulated and observed streamflow for "río Pangal en Pangal". RF model. 

 

 

Figure 5.25 Simulated and observed streamflow for "río Mayer en desembocadura". RF model. 
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5.4 Long-Short Term Memory model 

5.4.1 Training and evaluation period 

As with the other models, the LSTM training process was done with the first 60% of data 

for each catchment. Parameter optimization was done using the Adam optimizer, which is a 

Stochastic Optimization Method (Kingma and Ba, 2014). The learning rate was fixed as 1e-3 for 

the first 10 epochs, then 5e-4 between 11- 20 epoch, and finally 1e-4 between 21-30 epochs. The 

hyperparameters were tuned using the evaluation period and “one at a time” perturbation; the 

hyperparameters used are sequence length (memory), number of nodes, batch size, number of 

epochs, normalization, and lambda from Box-Cox transformation. 

The sequence length (Memory) presents a complex behavior (Figure 5.26). First, the 

learning is controlled by the catchment with good performance between 2 days and 32 days, 

because the main changes are approximately in the zone between 40% and 100% in the cumulative 

probability. This behavior is consistent with the RF results, in which 16 days of memory were 

selected to represent the small changes between 16 and 32 days. The LSTM results show that after 

this plateau in the learning another important improvement happens between 64 days and 270 days, 

where the learning is mainly controlled by the intermediate zone of the catchments. This behavior 

suggests that 2 different phenomena are present in the catchment hydrology, one with a residence 

time of around 16 days and another with around 9 months. Additionally, it seems likely that 

performance improvement for catchments with poor performance would require several years of 

memory; however testing that hypothesis is beyond of the scope and computational capability of 

the current investigation. The sequence length selected for this research is 270 days, which is 

similar to that selected by other investigations (e.g., 270 days by Kratzert et al. (2019) and 365 

days by Feng et al. (2020)).         

 

Figure 5.26 Sequence length by different metrics. LSTM model. 

We see low sensitivity of performance to the number of nodes, for the performance metric 

analyzed (Figure 5.27). In the case of NSE, good performance is achieved with around 192 nodes, 

while KGEss shows a slow continuing decrement over the range studied. As a compromise 
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between both metrics, we selected 256 nodes, which is the same as used by Kratzert et al (2019). 

Almost the same situation happens with the Batch size (Figure 5.28), where the best result is 

obtained with 64 days in both metrics, but the differences are not significant. For that reason, a 

value of 256 days was used, consistent with Kratzert et al. (2019). Given that performance is 

relatively insensitive to both the number of nodes and batch size, there is still room to reduce the 

capacity of the model and decrease the number of evaluations without deteriorating the global 

performance. However, that path was not explored given that the goal of this investigation is not 

to get the most efficient model representation. But certainly, that path should be explored in the 

case of implementing an operational model.   

 

Figure 5.27 Number of nodes by different metrics. LSTM model 

 

Figure 5.28 Batch size by different metrics. LSTM model 

The NSE and KGEss metrics trajectories as a function of number of epochs present an 

extented zone with a very slow improvement, indicating that 30 epochs is a reasonable value for 

use in optimization. Even for the RMSE metric, values higher than 25 epochs have similar results.  

For the normalization and the Box-Cox transformation hyperparameters, a joint 

perturbation was performed to allow for the possible interdependence between these 
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hyperparameters (details of the normalization is presented in Appendix  K). Figure 5.30 shows a 

clear difference between the global and local normalization in the three metrics. That results are 

not what we could hope for from the analysis, because the concept behind normalization is to 

create a data representation where different regions have scaled behavior due to which the 

transferring of information should be easier. However, in all the cases presented, the global 

normalization outperformed that of the local. It is possible, therefore, that the LSTM creates 

clusters from the drivers in a manner similar to RF, and this way the model does not require 

normalization -- or in other words a global normalization does not distort the dataset and allows 

the model to learn the best clustering. We have the same situation with the Box-Cox 

transformation, where the performance is almost insensitive to the changes in the lambda or the 

values are slightly better near to 1.0 implying that no transformation is needed.     

 

Figure 5.29 Number of epochs by different metrics. LSTM model 

 

Figure 5.30 Normalization and Box-Cox Transformation by different metrics. LSTM model 
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5.4.2 Testing period 

Figure 5.31 presents global performance maps for Chile using the testing period. The NSE 

shows an improvement over RF especially to the south of latitude 30°S. However, to the north of 

this latitude, we still obtain poor performance, suggesting either that the information provided by 

the available data is insufficient to enable good generalization, or that there is some inconsistency 

in the data for that region. However, given the extent of the region, we strongly suspect the 

existence of some phenomena that are not adequately represented in the dataset (such as soil 

properties, the spatial distribution of precipitation, topographic index, etc.) and which are 

controlling the hydrologic processes.  

Similar to RF, there are some catchments in the NSE map (near to the 47°S) with poor 

performance in a region where green and yellow dots predominate showing possible errors 

associated with those gauges. Interestingly, those gauges are not the same as indicated by the RF 

analysis. For the gauge “río Dumo en Santa Ana” (ID: 9104002) identified previously as having 

problems in the specification of area and location, the LSTM model did not result in poor 

performance. Overall, this inconsistency could be an indication of spatial overfitting or lack of 

generalization, which cannot be directly associated with the methodology used. The KGE map 

shows an intrusion of green dots in the mountain range between 30°S-33°S, which could be related 

to a better representation of snow storage in the catchments versus the RF representation. 

   The RMSE map shows that most of the catchments have less than 2 mm of average error, 

however, some catchments have errors higher than 4mm, which are not identified as indicating 

poor performance by the other metrics. It is probable that these catchments have larger orders of 

magnitude streamflow compared with the others, and given the heteroscedasticity in the 

catchments, that affects the RMSE value for those catchments 



67 

 

 

 

Figure 5.31 NSE, KGE, and RMSE map for LSTM model 

The Pearson correlation map (Figure 5.32) presents moderate to good values to the south 

of 30°S with a few exceptions. To the north of that latitude, there are still problems with the 

correlation, reinforcing the idea of the lack of adequate information to properly represent this 

region. Although the LSTM has a flexible input-state-output representation capable of modeling a 

Dynamic Environmental System, it was unable to achieve a good representation for the north 

region, suggesting that another kind of issue must be responsible for the error in the predictions.  

The mean ratio map shows overestimation between 27°S – 35°S, consistent with RF. 

However, there are some areas with green dots in the mountain range which are in part responsible 

for the improvement in the metrics for that region.  

The standard deviation ratio has more variability across the country; however, we see some 

blue dots which indicate almost constant values for the predictions (low variability). The 

performance at these locations is suspect, and they should be analyzed in detail if the LSTM model 

is to be implemented as an operational model.   
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Figure 5.32 KGE factors map for the LSTM model. 

The performance versus latitude plot (Figure 5.33) presents a summary of the global 

performance along with the country. Excluding the regions with bad performance (20°S – 35°S), 

we can define three regions with reasonable results. The first is located in the north of Chile (north 

of 20°S) with NSE slightly better than zero (0.31) but with KGEss of 0.51. That difference is 

related to the different weighing assigned to the factor between NSE and KGE discussed before. 

The best region is between 35°S and 47°S where aridity is lower. The third is to the south of 47°S. 

The median and 50% confidence intervals are presented in Table 5.3. 

Table 5-3 Regions for LSTM performance 

Location 

NSE KGEss 

Median 
50% interval 

confidence 
Median 

50% interval 

confidence 

North of 20°S 0.31 -0.01 to 0.52 0.59 0.43 to 0.65 

35°S to 47°S 0.78 0.66 to 0.85 0.82 0.75 to 0.88 

South of 47°S 0.50 0.32 to 0.58 0.70 0.56 to 0.81 

The aridity versus performance map (Figure 5.34) shows a strong correlation between both 

variables. However, aridity per se is not enough to generate better models given that the model 

already knows this attribute. Aridity itself is not the cause of good or bad performance; instead, 

this variable is indicating that some processes with a distribution correlated with aridity has not 

yet been considered by the model. Figure 5.34 shows the highest performance and lower standard 

deviation in the energy-limited region, which could be the result of the data representation used. 
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Despite the knowledge of the processes in a water-limited scenario (soil water content), we do not 

have a direct or a surrogate variable that explains the processes in the soil. Therefore, the dataset 

and our results are inevitably biased to the energy-limited processes. For that reason, we 

hypothesize that the inclusion of the soil water content or other variables, such as vegetation index 

or the difference between surface and 2m temperature, could help to result in significant 

improvement in the model. 

 

Figure 5.33 Performance versus latitude. LSTM model. 

 

Figure 5.34 Performance versus Aridity Index. LSTM model. 
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Figure 5.35 shows clear overestimation of the predictions for the gauge “río Copiapó en 

Pastillo”. This overestimation could be related to several issues, such as problems in the model, 

temporal changes of some of the conditions considered to be static (attributes), or any other error 

not easily traceable.  In this case, there are some periods where the prediction does not overestimate 

(first months of 2011, and 2014), suggesting that a water loss component that is considered to be 

constant (for example water rights or land use) has some temporal variation, and therefore the 

model is unable to track associated changes in the streamflow. This kind of issue is very common 

in predictions over long periods of time because attributes such as land use and even Aridity index 

can change. Despite that, models as RF and LSTM have the chance to adapt to such changes if the 

dataset tracks the changes, whereas such processes would need to be explicitly implemented in a 

process-based model. 

 

Figure 5.35 Simulated versus observed streamflow for "río Copiapó en Pastillo". LSTM model. 

The prediction for the gauge “río Pangal en Pangal” (Figure 5.36) performs well between 

May and October, while between December and March only in some cases does the model have 

good performance. This goes against the hypothesis suggested by the RF analysis where it was 

speculated that the overestimation was related to the lack of long memory. Therefore, it is likely 

that another kind of issue is affecting the prediction. For example, given that the gauge was 

unavailable after a high event, some changes could have happened in the cross-section of the 

gauge. In that case, the main changes in the measurement of the flow would be with high 

streamflows like the year 2011 and 2012. Another indication of this issue is the gap in August 

2012, where there is not a clear change in the trend before or after the gap to explain that difference. 

While a complete explanation of the differences is beyond the scope of the present research, it is 

interesting to note that a model which incorporates catchment attributes and obtains good 

performance can enable creation of a more elaborate hypothesis regarding system behavior.    
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Figure 5.36 Simulated and observed streamflow for "río Pangal en Pangal". LSTM model. 

While Figure 5.37 for the "río Mayer en desembocadura" shows good predictions of mean, 

variability, and timing, we see overestimation between November 2012 to December 2013. That 

situation is similar to the “río Pangal en Pangal” gauge, and so suggests the same kind of issues, 

given the missing data in 2012 and the possible jump in the data in August 2013. Another kind of 

issue may be related to the sources of precipitation. Given that satellite products traditionally have 

some deficiencies related to detection of low precipitation values (Maggioni and Massari, 2018; 

Zambrano-Bigiarini et al., 2017), these issues in the precipitation could be adding extra variability 

in the prediction due to the false alarms as shown in the figure. Other kinds of issues as the bias in 

the precipitation could be handle by machine learning techniques given that the volume is 

controlled by the streamflow magnitudes.    
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Figure 5.37 Simulated and observed streamflow for "río Mayer en desembocadura". LSTM 

model. 

5.5 Summary 

This chapter has illustrated the wide range of performance obtained using each of the 

models studied. The results were presented following a common reporting structure to facilitate 

comparison. All of the models were developed using 322 catchments, selected from the original 

database because they have more than 12 years of information with a minimum spatial density of 

one catchment per 2.5° latitude. 

The training process of the GR4J model was done using different metrics (RMSE, and 

KGE) and splits (fixed and random); however, the differences were not relevant when the 

parameter distribution was analyzed. The KGE metric empirical cumulative density function 

showed less dispersion between the sub-models, due to which this metric and a fixed splitting 

period (the simplest) were selected. The resulting model parameter distributions (x1, x2, x3, and 

x4) were completely different from those obtained by Perrin et al (2003), indicating large 

differences between the Chilean and French catchments. The parameter values obtained for the 

linear combination of the two precipitation sources indicate that the CR2MET product was more 

correlated with the streamflow than the MSWEP product. Additionally, the total precipitation 

entering the catchments was, in general, higher than given for the sources, suggesting that this kind 

of product tends to underestimate precipitation. The Box-Cox parameter had a distribution 

concentrated near zero and with positive skewness, which is common in the process-based model 

given the log transformation associated with lambda equal to zero. 



73 

 

 

The GR4J model achieved very good performance in a concentrated region (35°S-45°S) 

that is characterized by low Aridity Index. For this reason, we can classify GR4J as an “energy-

limited” model where the precipitation is the main driver of the hydrologic system. On the other 

hand, the worst performance was obtained in arid regions or places where some other process 

controls the streamflow, such as snowmelt or baseflow. As shown, Aridity Index shows a good 

correlation with the performance of the model, which reinforces the idea that the GR4J model 

performs poorly when the relative weight of the precipitation decreases in the system. Moreover, 

we could use Aridity Index as an indicator in the search for a complementary process to improve 

the model. That process should have a transition between being highly important in the arid zone 

to having very low relative importance in humid regions.  

The training process for the Random Forest (RF) model showed that the performance is 

more sensitive to the memory and lambda parameters. Slow improvement was observed when 

memory was varied from 16 and 32 days, but with a high cost in the processing time and storage 

of the model, showing that some problem with high dimensionality emerges in RF. The Box-Cox 

transformation lambda parameter tended to give best global performance when set to values close 

to one, suggesting that RF can handle the skewness in the data without the application of a 

transformation. 

The RF model selected aridity, precipitation, temperature, and month as the most important 

variables. Given that aridity is a static variable, we can infer that the RF model created sub-models 

for different regions before processing the dynamic variables. Precipitation and temperature are 

the main drivers of the system, which is consistent with the hydrologic processes. However, 

Potential evapotranspiration (PET) does not appear as an important variable, showing its relatively 

low importance or that RF was able to create a better splitting structure than the PET information. 

Given that PET was created by the Hargreaves and Samani equation (1985) which uses mainly 

temperature information, it is highly probable that RF found a better representation of the relevant 

information to split the database. The month variable should be understood to function as a 

surrogate variable of any other process with high seasonal behavior such as snow, baseflow, or a 

persistent flow in some months of the year.  

Spatially, RF showed smooth transitions between bad and good regions which is 

considered a desirable characteristic because it is a sign of good generalization. Thanks to that, 

individual gauges with poor performance in a region with generally good performance can be 

considered to be outliers, as was shown with the gauge “río Dumo en Santa Ana”. The region with 

good performance is more extensive than for the GR4J model, however, the GR4J model had a 

higher median performance than RF in the best region of the GR4J model. That can be understood 

as spatial overfitting in the GR4J model given the optimization was done catchment by catchment. 

Model performance showed a log-linear trend with the Aridity Index in a way similar to GR4J 

model. However, the dispersion in the RF model was higher than GR4J in the water-limited region, 

suggesting that other issues uncorrelated with Aridity are at play. Another problem was a tendency 

for overestimation in an extended region in the north, which could be a hint that some extra 

attribute is missing in the dataset for that region. 

The training for the LSTM model was found to be highly sensitive to the Sequence length 

hyperparameter (Memory), analogous to the RF model. The LSTM model had two low 

improvement regions, one at 16 days (same as RF) and the other in 270 days. Each Sequence 
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length improved a different part of the CDF; some catchments with the good performance required 

just 16 days of memory, while others required 270 days. When associating Aridity with 

performance, we could hypothesize that wet catchments are associated with 16 days of memory 

and arid catchment with 270 days. However, more analysis must be done to examine this 

hypothesis by creating a different model by aridity regions, and checking the associated Sequence 

Length optimization. Another finding is that Global normalization outperforms local 

normalization. This situation could be counter-intuitive however, given that the mean and standard 

deviation used in the normalization for each catchment was defined fitting them with the Aridity 

Index, that normalization may distort the data. In other words, the LSTM model could be finding 

a better splitting and similarity process, which allows it to outperform that manual local 

normalization. 

The spatial distribution of LSTM model performance indicates a more extended region 

with good performance than obtained using GR4J or RF.  However, the poor performance in the 

north of Chile persists. For that reason, we hypothesize that the issues are not related to the kind 

of model implemented, all three of which are quite different in their structure and function. Given 

that the three models share the same dataset, we suspect that some relevant variables and attributes 

are missing. It is likely that the representation implied by the dataset has an informational bias 

towards energy-limited catchments, and therefore does not support the inference of a behavioral 

relationship that generalizes well to water-limited catchments where water content and baseflow 

are the main drivers in the system. 

In the region with poor performance, the tendency towards overestimation also persists in 

the LSTM model. Given that this condition is found for both RF and LSTM which are optimized 

at the national scale, but not in GR4J model which is optimized locally, we are led to suspect that 

some important attribute is missing from the data. That attribute would, in principle, enable the RF 

and LSTM models to appropriately index the data so that better sub-local models can be inferred. 

We hypothesize that attributes such as Topographic wetness index or Upland Hill-slope soil 

thickness may be good candidates to be added to the database given that all the catchments between 

26°S-33°S have mainly a hill-slope dominated behavior.   

 Another issue detected in the LSTM model is spatial overfitting. The high capacity of the 

model enables it to fit complex functions, and so it can also easily overfit. The gauge “río Dumo 

en Santa Ana”, identified as an outlier in the RF model due to its difficulties in the location and 

areal attributes estimation, presented a good performance in the LSTM model. That suggests that 

LSTM memorized a relationship useful just for that gauge, which goes against a good spatial 

generalization and in favor of a temporal generalization. A change in the methodology should be 

implemented in future work to control that unbalanced generalization. Possible areas for future 

investigation include using an LSTM ensemble formulation or an evaluation metric that adjusts 

the weighting between temporal and spatial generalization. 

In the next chapter, a more detailed exploration of the differences in the performance 

catchment by catchment is presented. 
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6 DISCUSSION 

As presented in the last chapter, each model type has strengths and weakness in terms of 

performance, temporal and spatial generalization, interpretability, etc. Here we compare them to 

investigate whether one model type can be considered to outperform the others. or whether we 

suffer from the “no free lunch” theorem. Further, whether or not any model type outperforms the 

others, understanding of the reasons (or the hypothesizing of that) will be key to improving future 

models and achieving applicability in complex hydrological conditions or ungauged catchments 

over a wide extension. 

 

6.1 Comparison between models 

6.1.1 General comparison 

Our first approach to compare the model types is via the empirical Cumulative Density 

Function (CDF) of the model performance metric, as has been done by many authors (Kratzert et 

al, 2019; Feng et al, 2020; Gauch et al, 2020). This approach compares the distributions of 

performance achieved by different model types, while ignoring the spatial location/distribution of 

that performance, thereby providing information about how the models perform “on average” (e.g., 

by comparing the mean or median performance). This method enables us to characterize behaviors 

over different groups of catchments into categories such as good, bad, extremes, etc. Additionally, 

we represent the performance metric (NSE, KGEss, and RMSE) as stochastic variables by 

estimating their posterior distributions via Bootstrapping (Efron and Tibshirani, 1994) and 

representing that through the confident interval, which informs us about the stability of the CDF 

curve and enables statistical comparison of how similar or different two curves are. 

Figure 6.1 shows similar behavior for NSE and KGEss but with a different range of 

variation. The 60% of catchments displaying NSE > 0.0 indicate similar performance for the GR4J 

and RF models. For the remaining 40% (NSE < 0) the GR4J model performs better than the RF 

model. This result is likely due to the lack of a long-term memory component in the RF (whose 

memory extends to just 16 days in our implementation), whereas GR4J can represent longer-term 

memory through its state variables. In contrast, LSTM uses both state variables and data-sequence 

memory (whose memory extends to 270 days in our implementation), which apparently enabled it 

to extract more information from the data (than the GR4J and RF) for almost all of the catchments 

(only ~25% have NSE < 0). Interestingly, for approximately the worst 15% of the catchments 

(KGEss figure) the GR4J model has the best performance of the three model types, which is 

interesting because GR4J does not use any attribute information or the temperature data. This could 

be a hint that GR4J “physical” basis provides information in the form of the predefined structure 

and water balance (mass conservation) rule that enables it to outperform the others for those 

catchments. However, given that this better performance is only in the worst-performing 

catchments, other issues could be possibly responsible for this better performance, and we would 

need to do deeper analysis to support this idea. 

The RMSE figure (Fig. 6.1) is more difficult to interpret, because low RMSE can be 

achieved with either a good model or simply because the magnitudes of streamflow are very low. 
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However, the same crossing behavior between curves of NSE and KGEss are also represented in 

this figure. In terms of the distribution, the confidence intervals are very narrow when we have 

good performance (in all three metrics), and the dispersion increases when the performance 

deteriorates. However, not all of the catchments with poor performance have wide confidence 

intervals, indicating that some catchments have similar performance independent of the data period 

selected, but other catchments must have some periods of data with extremely poor performance 

which affects the overall performance depending on whether or not they are included in the metric 

computation when performing bootstrapping. 

 

Figure 6.1 Empirical Cumulative Density Function for the three modes. 

Analysis of the 3 components of the KGEss metric is another way to obtain insight into the 

overall model performance. In regard to the Pearson correlation (Fig. 6.2), the LSTM outperforms 

the other two over almost the entire range of the CDF, which indicates a clear strength of that 

model; better values of this metric indicates superior performance in terms of reproducing timing 

and shape of the streamflow hydrograph. However, in the case of the mean ratio, the situation is 

different with all three models tending to overestimate the mean for some catchments and 

underestimate the mean for others. Here, the GR4J model outperforms the LSTM and RF for mean 

ratio values larger than one (with a reduced tendency to overestimate the mean), whereas the 

LSTM outperforms GR4J for mean ratio values smaller than one. Further, we see that the RF 

model has a trend to overestimate the mean streamflow in more of the 70% of the catchments, 

showing a tendency to provide biased estimates. In the case of GR4J and LSTM models, the 

median is close to one indicating more reliable predictions of mean streamflow. Given that GR4J 

and LSTM model have a complementary behavior, we can suggest that a Machine Learning (ML) 

model which is able to take into account the strengths of both models should provide even better 

performance by learning the timing (Pearson correlation) from LSTM and by correcting the bias 

if the mean ratio is higher or lower than one. Some efforts to achieve a mix between process-based 

models and LSTMs have been investigated by Karpatne et al (2017), Read et al (2019), and 

Nearing et al (2020b), and their findings tend to validate this hypothesis. Finally, the standard 

deviation ratio, which indicates the ability of a model to represent the overall range of streamflow 

variability, indicates an overall tendency to underestimation by all three models. In contrast to the 

mean ratio, the RF model has the best median standard deviation ratio. Overall, this analysis 

indicates that different models have different pros and cons (strengths and weaknesses) and we 
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should therefore not trust just in only one, because even a very simple model as GR4J model could 

provide valuable information that has not been taken into account by the ML models.  

These results suggest that the prior structural and process information embodied in a 

process-based model (such as GR4J) could help to improve predictions under some situations and 

for some geographical regions. Accordingly, spatial maps that visualize which model obtains the 

best value for each of the KGE components at any given location are useful. Figure 6.3 show that 

LSTM dominates in terms of the Pearson correlation across almost the entire country, except in 

the northern region where more dispersion across the model types is seen. The mean ratio shows 

a fairly random distribution of model types, except in the region between 25°S and 35°S, where 

every model achieves relatively poor performance. Despite that, the GR4J model achieves a better 

mean ratio, which may be due to the process-based structure and mass conservation properties 

imposed by the model structure, which helps to relate sparse information through time thanks to 

the use of state variables. In the case of the standard deviation ratio regional distinctions are less 

clear. However, the LSTM model tends to predominate in the range 27°S – 32°S, the RF model 

tends to predominate in the range 32°S – 35°S, and the GR4J model tends to predominate in the 

range 38°S – 42°S. Given that we as human interpreters of the data can recognize regional 

tendencies, we should certainly expect that a properly designed ML model should be able to 

combine the three types of model information to obtain better predictions.       

 

Figure 6.2 Cumulative Density Function for the KGE components 
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Figure 6.3 KGE component maps with the best model. 

 

6.1.2 Searching for the best model 

Following the idea of recognizing regions with better performance by different model 

types, Figure 6.4 presents ternary plot between the three models. The ternary plot was created by 

using the sum of the NSE (KGEss) metric for the three models as the total distance, after excluding 

catchments with negative values from the analysis. Given that in some cases only one or two 

models have negative metric values, we first added the minimum value of the worst metric value 

to the three models to achieve only positive values and perform the sum. Here, we excluded the 

RMSE metric because extreme poor performance can distort the comparison. Each catchment is 

color coded by latitude. 

The ternary plot shows that there is no clear winner. Most of the catchments are 

concentrated in the central region of the plot. However, red dots (mid-latitudes) are more prone to 

be in the center, while green (norther latitudes) and blue (southern latitudes) dots are more widely 

dispersed. Apparently, catchments in the north tend to be associated with better GR4J or RF model 

performance, while catchments in the south tend to be associated with better LSTM model 

performance.  
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Figure 6.4 Ternary plot for NSE and KGEss metric. 

Given the strong similarity between performance of different models shown in the previous 

figure, a statistical hypothesis test was performed to determine when the “best” model at a location 

is significantly better than the others. Given that in the comparison between the performance of 

two models, each has a different and unknown mean and standard deviation, a T-student test with 

these properties and one tail was applied. The cases where there was no single winner were 

classified as “Not best”. Figure 6.5 shows that LSTM model dominates the maps, followed by 

GR4J and then RF. Clearly, aggregation of the Pearson correlation, mean, and standard deviation 

statistical properties into only one single metric value (Figure 6.3) obscures this fact, which reveals 

the problem of working with an aggregated metric.  

To achieve better segregation by latitude, the best model was represented just using the 

latitude (Figure 6.6) and binned into 5° latitude histograms (Figures 6.6 and 6.7). Figure 6.6 

provides a good summary. The GR4J model performs best in the range 30°S – 42°S, which extends 

further to the north than presented in chapter 5.2.2 (35°S – 45°S), indicating that despite the 

deterioration in performance over the range 30°S – 35°S, performance by the process-based 

representation deteriorates more slowly than for the RF.  In the case of the RF model, it has a wider 

latitudinal range of application than the GR4J model, and outperforms in a few cases. LSTM model 

dominates across the country but with a few exceptions as visualized in figure 6.7. The ranges 

20°S – 25°S, and 40°S – 45°S are regions where GR4J exhibits overall better performance than 

LSTM. Therefore, an analysis of some cases from these regions is presented in the next section to 

explore reasons for the differences in predictive abilities of the model types.   
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Figure 6.5 Best model map for each catchment. 

 

Figure 6.6 Best model versus latitude. 

 

Figure 6.7 Binning histogram each 5° latitude. 

       



81 

 

 

6.1.3 Analysis of specific catchments 

To investigate behavioral differences between the model types, we examined 3 catchments 

where GR4J achieves the best performance (Figure 6.8). The first gauge (“río Loa en 

desembocadura”, Figure 6.8-1) is located at 21.4247°S -70.0536°W, before the river empties into 

the Pacific Ocean. The catchment has a mean aridity index of 34.0 and it drains into one of the few 

rivers crossing the Atacama Desert. This catchment is characterized by its extent (52243 km2), and 

because precipitation occurs almost exclusively at very high elevations and hundreds of kilometers 

away from the catchment outlet gauge. The second gauge (“río Salado antes junta Curti”, Figure 

6.8-2) is located at 22.2792°S -68.2428°W, with the catchment having a mean aridity index of 11.0 

and mean elevation of 4300 m.a.s.l. This catchment is in a plateau region where precipitation is 

periodic (January – March), generally occurring as snow, and the entire region has almost no 

degree of human intervention. The last gauge, “río Negro en Chahuilo” (Figure 6.8-3) is in the 

south of Chile (40.7136°S 73.2278°W), representing a catchment with aridity index of 0.59. This 

catchment is located in the central valley between the Andes and Coastal mountain ranges, and for 

that reason has a low difference in elevation between the gauge and means elevation (122 m). 

 

 

Figure 6.8 Location of cases analyzed 

Figure 6.8 (“Río Loa en Desembocadura”) shows that the LSTM (blue) was unable to 

determine a successful predictive relationship between the variables provided. Instead, use of an 

almost constant value gives better results, similar to that provided by the GR4J model (red). The 

RF model does a better job than LSTM because its structure allows it to tune only the parameters 
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that are locally relevant, instead of for the entire regime as LSTM does. For example, in the figure, 

the system reacts for only one event of precipitation and the other are under some threshold to 

generate runoff. That threshold is extremely non-linear as represented in the Curve Number 

(Cronshey, 1986) and for that reason, it must be fitted locally. Another possible interpretation is 

that the oscillations in the streamflow are so small that LSTM was unable to recognize them as 

something to fit and simply considers them as noise in the data. One possible solution for that issue 

in LSTM would be to apply regularization to the parameters, so that the model can learn that in 

some situations the parameters must be fixed to zero (instead of to small non-zero values, that is 

probably what is happening).    

 

 
 

Figure 6.9 Comparison between different models. Gauge: “Río Loa en Desembocadura”. 

In the case of the gauge “Río Salado antes junta Curti” (Figure 6.10), the differences 

between the models are not so strong, even though some precipitation events apparently do not 

activate the system (as in Figure 6.9). However, in this case, the magnitude of streamflow is 100 

times larger than the value observed at the gauge “río Loa en Desembocadura”. It is probable that 



83 

 

 

some issues with data normalization persists despite the implementation of a global and local 

normalization during the LSTM optimization (Chapter 5.4.1). 

As can be seen (Figure 6.10), the better performance metric value achieved by the GR4J 

model is highly determined by the extreme events, because the model does a poor job in 

representing the recession curve as shown in the logarithmic plot. A strength of the RF model 

seems to be its ability to learn long-term behavior (climatology), as indicated by Figure 6.9 and 

6.10 where, of the three models, RF model is able to represent the annual cycle in a reasonable 

manner. This ability is likely associated with the use of the “month” variable as input; as shown in 

the RF model results (Chapter 5.3.1) the month variable was one of the 10 most important variables 

of the model.     

 

Figure 6.10 Comparison between different models. Gauge: “Río Salado antes junta Curti”. 

The performance of the three models is completely different in the gauge located in the 

energy-limited region (“Río Negro en Chahuilco”; Figure 6.11). All the models have NSE > 0.8 

and KGEss > 0.84. The distinction between the three model predictions is only easy to see in the 

logarithmic plot. The GR4J tends to underestimate the recession curve, but during other periods 
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of the hydrograph, it is difficult to recognize the blue line even in the logarithmic plot. The RF 

model had a better match in the variance, but it has some problems with overestimation as 

presented in the description of Figure 6.2. At this gauge is clear that the result of the three models 

could be used to create a better prediction. Probably, even a simple linear combination of the three 

models could get better performance, because the error of one model could be canceled out by that 

of the other.    

 

Figure 6.11 Comparison between different models. Gauge: “Río Negro en Chahuilco”. 

 

6.2 Comparison with the VIC model 

As mentioned in chapter 3.1, the VIC model was developed to quantify the water balance 

in Chile (DGA, 2018), and can therefore serve as a possible benchmark for the models studied. 

Unavoidably, however, such a comparison must be considered subjective, because we have applied 

different methodologies such as different periods of study, different splitting and testing period 

(cross-validation versus three independent periods), different information (distributed versus 

lumped), etc. Moreover, it was not possible to get the time series of simulated streamflow for the 
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VIC model to do a comparison in the same period, and the NSE and KGE metrics were available 

only in the north and center of Chile. Despite that, some interesting points can be noted. 

The first analysis compares the CDF for all the models. However, given that the 

performance of the VIC model comes from the calibration period, the closest analysis will be to 

use the evaluation period (used for hyperparameter tuning) for the GR4J, RF, and LSTM models 

(all the other results in this thesis were presented using the testing period). Figure 6.12 shows that 

the NSE metric CDF for the VIC model is almost always worse than for the RF and LSTM. In the 

KGEss plot, the VIC results for a catchment with good performance are similar to the RF model, 

and for bad catchments, the results look more like the LSTM model. Again, the performance of 

the model has different behavior for different regions, showing the benefit that combining models 

with different architectures and functions would give in the improvement of the prediction.  When 

we compare both process-based models (VIC and GR4J), GR4J provides better performance for 

catchments with good performance, but for catchment with poor performance the VIC model does 

better. This comparison is valuable, given that as presented in the last section, there are regions 

and situations (for example in the mean ratio component) where the GR4J model outperforms the 

Machine Learning models, and therefore it is interesting to check whether this situation persists 

with the VIC model.      

 

Figure 6.12 Comparison of CDF between VIC and present models. 

The map indicating the “best” model (Figure 6.13) presents a similar situation to Figure 

6.3 and 6.7; there is a region where the VIC distributed process-based model outperforms the three 

models developed in our work. We hypothesize that the better representation of groundwater 

processes in the VIC model enables it to achieve better performance in regions where the 

streamflow is primarily controlled by the baseflow (as shown in Figures 6.9 and 6.10). However, 

more analysis would be necessary to validate that hypothesis, and the calibrated VIC model was 

not available to us for that purpose. 
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Figure 6.13 Best model map for each catchment including the VIC model. 

 

6.3 Discussion 

The results indicate that the CDF analysis is useful to obtain an overall statistical indication 

of model performances, showing how they distribute through the range of acceptable values of the 

metric. However, use of the CDF obscures some issues; for example, a specific catchment will 

generally be ranked at a different location along the vertical axes for each model. This hides the 

fact that each model has a different region or situation where it performs better than the others. 

Moreover, the use of any single aggregate metric to compare models has its deficiencies. Each 

model may perform differently with regard to each component of the metric (Pearson correlation, 

bias, and standard deviation). For that reason, any comparison between models should also 

consider the CDF for each component and the spatial representation of them.   

The results support the idea that searching for a model with good performance across the 

entire country is like searching for the “holy grail”. In practice, we are always dealing with 

strengths and weaknesses for each model that can be more or less complemented between them. 

In other words, we will be always facing the “Free lunch theorem”, which reminds us that always 

we can find a problem where our model cannot give us a better prediction than random chance. 

However, we must not give up, because there are always chances to improve our models locally 

and then ensemble them. When we ensemble together models with different structures, functions, 

and with uncorrelated errors between the models, we have the potential to cancel out the errors 

and get progressively better-aggregated models. Machine Learning can help us with the structure 



87 

 

 

and function of the models, however, the uncorrelation of the error is the hardest part. For example, 

each time we define a metric to do the optimization, we are imposing some error structure that is 

correlated with another model using the same metric, or if we use the same database to create the 

different models (as the case of this research) we are conditioning the result to that database and 

for that reason again the errors are correlated. 

The Machine Learning (ML) models are prone to acquiring a strong dependency on the 

specific data used, given that everything they learn comes from there. Our results suggest that RF 

and LSTM models were not able to perform satisfactorily in some regions in the north of Chile, 

probably because they were not fed with information suitable for dealing with the local situation. 

On the other hand, the process-based GR4J model had better predictions given that the predefined 

structure encodes extra information that is not provided directly by the data. Probably, for the same 

reason, the VIC model is able to perform better in the north of Chile; its high detailed structure of 

the soil allows it to better represent the baseflow. Of course, that does not mean that the VIC model 

has the “correct” representation, simply one that is better than the GR4J, RF, and LSTM model. 

In the same way, just as pre-specified structure provides with extra information, other variables 

should be considered for addition to the dataset to help the ML model to perform better. That is 

crucial for ML models because they cannot predict what they do not know or what they cannot 

infer from variables included in the data set. For that reason, in chapter 5.4.2 and 5.4.2, we 

suggested that attributes such as Topographic wetness index or Upland Hill-slope soil thickness, 

and variables as water content or some greenness index could be added.    

In the last paragraphs we discussed the improvement in the overall performance, but what 

about the knowledge about the hydrological process in Chile? What has been learned from them? 

We can talk about three learning processes, one along the training process of each model, the other 

in the time series and spatial representation, and another stored in the parameters of each one. The 

first one was described in the chapter 5.2.1, 5.3.1 and 5.4.1, and we can highlight the overall 

inverse log-linear relationship between performance and aridity, and that wet catchments require 

~16 days of memory and the semiarid catchments require ~270 days of memory. From the 

representation, we learned that the hydrological processes that control the streamflow are 

diametrically different between the center and south, and the north of Chile. Additionally, we 

learned that precipitation as a high-frequency driver coexists with other low-frequency drivers 

such as lakes, snow, and groundwater. The relative importance of these drivers changes throughout 

the country, but they are always present, and we must deal with that.  

That knowledge is valuable, but this is just the peak of the iceberg because most of the 

information is contained in the parameters. Moreover, this information is the hardest to extract for 

different reasons. In the case of the GR4J model, the parameters cannot be extrapolated given that 

the parameter set represents only one combination of a population with similar performance. With 

the RF model, we learned that the most important (or sensitive) attributes are aridity and the month 

pseudo-variable. From that, we can infer that any representation of the hydrology of Chile should 

begin with a classification according to climatic regime and annual cycle. However, we just 

scratched the surface regarding information encoded by the RF model because its hierarchy 

information (splitting by levels) could be further analyzed to extract the distribution of the aridity 

at the first split, second split, and so on, which could be understood as cross-sections of the total 

aridity distribution in multiples dimensions. The same could be done with other attributes or 



88 

 

 

variables to dig deeper. The LSTM model taught us that parameters must be regularized if we want 

to extract useful information, because its structure contains a large number of parameters, all of 

which have non-zero values if they are not regularized, which makes the model extremely hard to 

analyze. Probably, this is one of the reasons why at first sight a neuronal network looks like a black 

box, which is different from the RF model which begins with only one parameter and then it 

increases geometrically in the number of parameters. Therefore, at first sight, the RF model looks 

like a more transparent box even that in the center of the box it could be darker than LSTM. 

Another method to extract information is through a perturbation analysis, assuming that 

our ML models could be considered as our upper-bounded information content as is suggested by 

Grey Nearing (2020c), or to work all our variables and attributes in a latent space where the 

relationship is developed just in that compressed space (Razak et al, 2020). The first approach 

gives us the chance to test our understanding of hydrology with the application of predefined 

drivers to check the response of the system. An example of that should be the application of a step 

function in the precipitation to check the characteristic hydrograph of one or multiples catchments. 

The second method also has promise; however, we will have to deal with the interpretation and 

traceability of the compressed variables as when performing a dimensional analysis or principal 

component analysis, where sometimes they will have physical meaning but, in other cases, will 

need to be defined as new entities. 

Finally, we must realize that everything that we can do to improve our models and to learn 

from them, is not valuable if we cannot generalize the results. This topic has still received only 

sporadic study, and is generally only checked through testing on an out-of-sample dataset. 

However, checking for spatial generalization is different than incorporating it. Our models can 

suffer from temporal overfitting if the training is done locally like the case of the GR4J model, but 

this is not the only case. Given that the LSTM model must be trained sequentially to keep track of 

the system state, the model is first fit locally and then cycled through all of the catchments several 

times. The huge number of parameters in LSTM enables it to reserve some parameters for each 

catchment, thereby creating a model with good temporal accuracy and worse spatial accuracy. RF 

model suffers less from temporal overfitting given that bagging is implemented during training. 

That situation was revealed as differences in the recognition of outliers between the RF and LSTM 

models, because LSTM does not recognize as outlier a catchment that certainly had errors in its 

attributes when the RF model did (chapter 5.4.2). Despite that, probably we are dealing with a 

tradeoff between temporal and spatial generalization, therefore we should be able to decide which 

level of importance we will give to each component and not just to check how bad the spatial 

performance is. 

 

6.4 Future work 

Follow the ideas discussed previously, future work should be directed towards improving 

our ability to model the north of Chile, improved extraction of information from the data, and 

studying the tradeoff between temporal and spatial generalization. 

In order to achieve model improvement, more attributes should be added to the dataset. 

Certainly, soil properties are an important feature in the characterization of the runoff and 
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infiltration (Trancoso et al, 2016; Xiao et al, 2019) and these are not included in the CAMELS-

CL dataset (Alvarez-Garreton et al, 2018). Another attribute that could give us hints about the 

importance of the groundwater between different catchments is the average depth to bedrock in 

the catchment and how deep is the aquifer at the gauge location. Additionally, some indexes 

describing importance of the hillslope processes would be valuable especially in regions where the 

valleys are almost inexistent (28°S – 33°S). As mentioned previously the Topographic wetness 

index or Upland Hill-slope soil thickness would be interesting attributes. For the state variables, 

the two most important are soil moisture and the snow water equivalent (SWE). In both cases, 

there are satellite products with different temporal and spatial resolutions that could be analyzed. 

Another option would be to use indirect variables such as greenness indexes and snow cover. 

Another improvement in model representation could be the development of an ensemble 

model, where a ML model could be fed with the predictions generated by GR4J, RF, and LSTM 

model, along with all of the static attributes. This strategy would first require the spatial 

generalization of GR4J’s parameters. For that, we could train another ML model (for example an 

RF model for its better spatial generalization) to learn the best GR4J parameters given all the 

system attributes, the 22 parameters already studied to define the best parameter set, and the 

performance associated with each parameter set. Additionally, the incorporation of another model 

with a more detailed description of the groundwater in the ensemble model probably will be useful, 

as shown in the case of the GR4J and VIC model. 

For the improved extraction of information, the study of the first 10 levels of the RF model 

would be extremely valuable, as discussed previously. If it is possible, we could fix the value on 

the first 4 splits (for example) using the mean or median to create 16 (24) local RF models. In this 

way we could ask again what the 10 most important variables are in each one of the 16 sub-models, 

and we could learn progressively what is inside of the RF model. For hypothesis testing, we could 

test different perturbations in the input space (precipitation); for example, a step function to 

analyze the hydrograph, a pulse function to check the recession curve, a sinusoidal function to test 

how strong should be the precipitation to cancel the annual cycle, etc. Additionally, using the step 

perturbation we could try to infer relationships like the unit hydrograph while incorporating other 

attributes or variables like temperature. 

Finally, to study the generalization problem, we could use the out of sample information 

to create a kind of hyperparameter or Pareto solution, where given a specific capacity of the model 

we could check the overall spatial generalization ability. When decreasing the model capacity, we 

might expect to have a deterioration in temporal performance but an improvement in spatial 

generalization until some maximum value where both metrics should decrease. The selection of 

the final capacity should be a compromise decision between spatial and temporal generalization. 

Another option could the application of the local normalization of the data under some attribute as 

aridity (as tested with the LSTM model) or another spatial representation. However, the 

comparison must be done against some spatial performance and not only with the temporal 

performance as was done in this research.  
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7 CONCLUSION 

In this research, we tackled the task of developing a catchment-scale model with national 

extent in a country having almost all of the extremes of climate and possible geomorphological 

conditions that exist on Earth. Chile has the both the driest desert in the world as well as temperate 

rainforests where more than 4000 mm of precipitation fall per year. Two mountain ranges that run 

North-South along the country controls the flow directions of almost all the catchments, and 

everything happens within an average East-West width of fewer than 200 kilometers. All these 

conditions pose an extreme challenge to the task of developing a national streamflow prediction 

model. 

Several characteristics of the CAMELS-CL dataset (Alvarez-Garreton et al, 2018) 

supported the development of the models. For example, four different precipitation products were 

available, of which two were selected for use due to their temporal and spatial extension. This was 

beneficial, given the known problems in the satellite product quality at high elevations and in 

southern regions (Zambrano-Bigiarini et al., 2017). By taking into consideration human 

intervention through the water rights and big dams in the catchments, the model could be applied 

not only in a natural environment. However, other issues hindered model development, such as 

the lack of the information about SWE, data regarding soil properties, and the ability to estimate 

potential evapotranspiration using only one expression at a daily scale, to mention the most 

relevant.  

For the representation of the model, we selected three model types with different 

architectures and functionality. All were treated as being spatially-lumped at the catchment scale, 

given that the available information has this structure. The traditional hydrological models 

compatible with that structure are process-based models, which represent the simplest way to 

model a catchment given that their conceptualizations are easily understandable and their 

parameter generally have physical-conceptual meaning. Of the available possibilities, the GR4J 

model (Perrin et al, 2003) was selected for its simplicity, representation of a fast pathway between 

precipitation and streamflow, and the option to model lateral import/export of water to address 

issues in the water balance. Two other Machine Learning (ML) models were selected for their 

ability to infer complex input-output relationships, and to use static attributes as a basis for enable 

information transfers between different catchments. Specifically, the Random Forest (RF) model 

was selected because it has broad application, can be used for both classification and regression, 

and does not require data normalization, and the fact that its decision tree structure is easily 

interpretable. The LSTM model, which recently has been demonstrated to achieve good results for 

streamflow prediction, was selected for its ability to represent information regarding the dynamics 

of storage, much like the linear reservoir component often used in conceptual/physical modeling 

of hydrological systems. The three candidates were tested to explore whether one model type could 

outperform the others; additionally they were compared with a VIC-based national model 

developed to quantify water resources across Chile (DGA, 2018).    

To train the models, 322 catchments were selected to ensure a reasonable spatial 

distribution and density of catchments across the country, while maintaining a minimum of 12 

years of temporal information from which to infer system dynamics. Given the sparsity of 

streamflow gauge information available, it was impossible to keep the same time period for each 
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catchment, because that would have meant considerably decreasing the number of catchments in 

the data set and having extensive areas without representation. 

 The results for the GR4J model indicated that the CR2MET precipitation product had an 

overall better correlation with the observed streamflow, even though the MSWEP product was 

developed especially for hydrological purposes. Additionally, use of the total weighted 

precipitation as input to the model indicated that products tend to underestimate total precipitation, 

which is consistent with known issues of such satellite products. Fitted values of the Box-Cox 

transformation lambda parameter for most of the catchments took values near zero, which is 

consistent with the traditional use of a log transformation in hydrology when there is skewness in 

the streamflow data. Overall, model performance had a considerable dispersion, exhibiting an 

approximately log-linear relationship with the aridity index. For that reason, and given the models’ 

relatively good performance in wet catchments, we could classify the GR4J model as being 

appropriate for “Energy-limited” hydrological conditions.        

The results for the RF model indicate that increasing the temporal representation of 

memory from 16 to 32 days would continue to result in gradual performance improvements; 

however, we couldn’t test longer memory lengths due to the high time and storage requirements 

imposed by the RF model structure. Overall, the tree-like splitting structure is most useful when 

data-bases are small to medium-sized, because the size of the RF model increases geometrically 

with model depth, making it extremely costly to implement for larger datasets. For the Box-Cox 

transformation, both the RF and LSTM ML models used only a single lambda parameter for the 

entire dataset, given that they were built as one large model representing the entire country. For 

the RF model, the lambda parameter was close to one, which means that no transformation was 

required for the model. That situation was associated with the splitting structure of RF, which 

groups catchment with similar characteristics. This way, the data skewness is naturally taken into 

account during clustering, removing the necessity for a transformation to be applied to streamflow. 

The aridity index and month were found to be the most important attributes determining model 

performance, indicating that clustering by climatic characteristic and accounting for annual cycles 

is fundamental to the development of a hydrological model along a wide geoclimatic gradient. The 

most important predictor variables were the previous days’ precipitation and the temperature 

maximum from 16 days in the past, which is consistent with the overall dynamics believed to 

govern runoff and snowmelt processes. The overall RF model performance was good, except in 

the north of Chile, where some regions suffered from overestimation and other issues. Despite that, 

the spatial performance showed a smooth transition between the KGE components, which could 

be understood as a good ability to generalize spatially. Moreover, the RF model enabled easy 

recognition of outlier catchments, given that some poorly performing catchments were found in 

region dominated by good performance. This adds support to the conclusion of good spatial 

generalization of the RF model. 

The LSTM model indicated two spatial regions where minimal improvements in the 

optimization of the sequence length were observed, one at about 16 days (consistent with the RF 

model) and another at about 270 days. Moreover, those two spatial regions were associated with 

different portions of the CDF. Wet catchments were preferential related with 16 days of memory, 

and semi-arid catchments with 270 days. Use of a local (catchment-based) normalization and Box-

Cox transformation did not show changes in the overall CDF of performance, and therefore were 



92 

 

 

not used in the model. The results showed that in some cases the LSTM model outperforms the 

RF model for catchments with significant errors in the dataset, suggesting that the LSTM model 

achieved improved performance at the detriment of spatial consistency with nearby catchments. 

This can be interpreted as temporal overfitting by the LSTM model. 

The regions with poor performance were the same for all of the model types. For that 

reason, we strongly suggest that some attributes and variables need to achieve a good model 

representation are missing, particularly in the north of Chile. We recommend the incorporation of 

soil, hillslope, and aquifer properties, and variables that are informative about snow water 

equivalent and soil moisture.   

The results clearly indicate that each model had strengths and weaknesses and, in the end, 

we were unable to identify any model structure as being the best. While the LSTM model displayed 

better overall performance and timing (Pearson correlation), it had problems with the spatial 

generalization and in some regions had similar or lower performance to the physical-conceptual 

GR4J model. The RF model had a smooth spatial transition of performance but tended to 

overestimate the long-term mean flows. The GR4J model achieved good performance in the 

energy-limited regions, but its parameters are catchment specific, and therefore more difficult to 

generalize to new locations (e.g. ungaged basins).  

In conclusion, we believe that the best way to create a national model would be to use an 

ensemble modelling approach that takes advantage of the complementary strengths of the three 

models to get improved streamflow predictions. That will not necessarily ensure success given the 

data deficiencies found in the north of Chile. Accordingly, the incorporation of extra attributes, 

extra variables, and a fourth model with a better groundwater representation would likely support 

succeess, as the preliminary results with the VIC model showed. However, more analysis is 

required.        

Finally, we feel that we are on the right path to developing a national model, but more 

exciting is the fact that we only just scratched the surface of exploiting the information provided 

by the models. Strategies to generalize GR4J parameters, to deconstruct the RF trees, to regularize 

the LSTM parameters, to use perturbation analysis, and to analyze the tradeoffs between spatial 

and temporal generalization are just some of the challenges to be explored in this promising future 

of revealing the underlying nature of the hydrology of this long and narrow country called Chile. 
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8 APPENDIX 

APPENDIX A    : CAMELS-CL attributes 

Attribute Description Classification Mean Minimun 
Percentil 

25% 

Percentil 

50% 

Percentil 

75% 
Maximun Unit 

gauge_id catchment identifier 

Gauge 

Categorical data 

gauge_name gauge name Categorical data 

gauge_lat gauge latitude -35.96 -54.95 -39.71 -35.98 -31.67 -17.84 ° South 

gauge_lon gauge longitude -71.34 -73.67 -72.38 -71.38 -70.53 -67.64 ° West 

record_period_start Date of first recording 04-12-1972 15-02-1913 29-09-1956 27-03-1979 22-12-1992 01-08-2015 Date 

record_period_end Date of last recording 28-05-2011 31-12-1930 13-04-2016 30-06-2017 09-03-2018 09-03-2018 Date 

n_obs # records 10979.38 192.00 5229.00 9908.50 15568.50 36667.00 - 

area catchment area 

Topography 

2406.89 17.90 330.09 780.27 2561.60 52243.67 km2 

elev_gauge gauge elevation obtained from the 30-m ASTER GDEM elevation data 759.48 5.00 93.00 338.00 945.00 4539.00 m.a.s.l 

elev_mean catchment mean elevation 1697.35 118.12 567.04 1185.33 2845.44 4910.15 m.a.s.l 

elev_med catchment median elevation 1677.71 45.00 462.00 1163.50 3011.00 4824.00 m.a.s.l 

elev_max catchment maximum elevation 3369.67 205.00 1810.00 3187.50 5150.00 6993.00 m.a.s.l 

elev_min catchment minimum elevation 693.85 0.00 34.25 278.00 877.25 4474.00 m.a.s.l 

slope_mean catchment mean slope 174.41 47.93 120.90 168.36 227.47 308.73 m/km 

nested_inner number of inner catchments contained within gauge_id catchment 
hierarchy 

2.25 0.00 0.00 0.00 2.00 36.00 - 

nested_outer number of catchments containing gauge_id catchment 2.25 0.00 0.00 2.00 3.00 12.00 - 

location_type classification in “coastal”, “foothill” and “altiplano” catchments 

Geology 

Categorical data 

geol_class_1st most common geologic class in the catchment Categorical data 

geol_class_1st_frac fraction of the catchment area associated with its most common geologic class 0.54 0.19 0.37 0.49 0.67 1.00 - 

geol_class_2nd second most common geologic class in the catchment Categorical data 

geol_class_2nd_frac 
fraction of the catchment area associated with its second most common geologic 

class 
0.22 0.00 0.16 0.22 0.28 0.48 - 

carb_rocks_frac fraction of the catchment area characterised as “carbonate sedimentary rocks” 0.02 0.00 0.00 0.00 0.01 1.00 - 

crop_frac percentage of the catchment covered by croplands. 

Land cover 

3.76 0.00 0.08 0.36 2.17 54.33 % 

nf_frac percentage of the catchment covered by natural forest 18.39 0.00 0.22 10.95 31.81 86.57 % 

fp_frac percentage of the catchment covered by tree plantantions 5.36 0.00 0.00 0.02 3.05 69.42 % 
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Attribute Description Classification Mean Minimun 
Percentil 

25% 

Percentil 

50% 

Percentil 

75% 
Maximun Unit 

grass_frac percentage of the catchment covered by grasslands 11.62 0.00 1.79 8.09 16.74 73.63 % 

shrub_frac percentage of the catchment covered by shrublands 28.17 0.00 10.67 23.24 38.62 95.58 % 

wet_frac 
percentage of the catchment covered by wetlands and water bodies Includes six 

types 
2.03 0.00 0.19 0.75 2.06 53.19 % 

imp_frac percentage of the catchment covered by impervious surfaces and barren lands 0.32 0.00 0.02 0.09 0.22 24.52 % 

lc_barren percentage of the catchment covered by barren 24.93 0.00 0.61 11.41 46.61 96.91 % 

snow_frac percentage of the catchment covered by snow and ice 1.06 0.00 0.00 0.00 0.23 56.54 % 

lc_glacier percentage of the catchment covered by glacier 1.36 0.00 0.00 0.00 0.55 62.93 % 

fp_nf_index 
Tree plantation index: calculated as the ratio between fp_frac and the total 

forested area 
0.10 0.00 0.00 0.00 0.07 0.91 - 

forest_frac 
fraction of the catchment covered by forests, including native forest and tree 

plantation 
23.75 0.00 0.23 13.03 43.41 96.26 % 

dom_land_cover dominant land cover class Categorical data 

dom_land_cover_frac fraction of the basin associated with dominant land cover class 53.39 0.02 39.72 51.06 69.46 96.91 % 

land_cover_missing percentage of the basin not covered by the land cover map 4.36 0.00 0.00 0.01 0.34 99.98 % 

p_mean_cr2met 

mean daily precipitation of each precitation product Precipitation 

2.91 0.07 0.79 2.34 4.86 11.65 mm/day 

p_mean_chirps 2.84 0.08 0.79 2.49 4.60 8.95 mm/day 

p_mean_mswep 3.62 0.13 1.21 2.94 5.73 10.62 mm/day 

p_mean_tmpa Don't processed mm/day 

pet_mean mean daily PET 
Potential 

Evapotranspiration 
2.75 1.31 2.50 2.77 3.11 3.99 mm/day 

aridity_cr2met 

aridity, ratio of mean daily PET to mean daily precipitation product Aridity 

3.98 0.19 0.53 1.05 4.15 54.25 - 

aridity_chirps 3.62 0.30 0.57 1.10 3.80 45.20 - 

aridity_mswep 2.57 0.24 0.46 0.94 2.05 29.24 - 

aridity_tmpa Don't processed - 

p_seasonality_cr2met 

seasonality and timing of precipitation estimated using sine curves to represent 

the annual temperature and precipitation cycles; positive (negative) values 

indicate that precipitation peaks in summer (winter); values close to 0 indicate 

uniform precipitation throughout the year) 

Precipitation 

-0.65 -1.47 -1.23 -0.99 -0.44 1.64 - 

p_seasonality_chirps -0.64 -1.55 -1.16 -0.88 -0.51 1.71 - 

p_seasonality_mswep -0.52 -1.32 -0.98 -0.80 -0.31 1.48 - 

p_seasonality_tmpa Don't processed - 

frac_snow_cr2met 

fraction of precipitation falling as snow 

0.12 0.00 0.00 0.03 0.16 0.82 - 

frac_snow_chirps 0.10 0.00 0.00 0.02 0.14 0.72 - 

frac_snow_mswep 0.14 0.00 0.00 0.07 0.20 0.74 - 

frac_snow_tmpa Don't processed - 
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Attribute Description Classification Mean Minimun 
Percentil 

25% 

Percentil 

50% 

Percentil 

75% 
Maximun Unit 

high_prec_freq_cr2met 

frequency of high precipitation days (≥ 5 times mean daily precipitation) for 

each precipitation product 

18.02 2.70 12.30 18.35 23.73 31.95 days/year 

high_prec_freq_chirps 23.87 15.15 22.65 23.90 25.50 29.90 days/year 

high_prec_freq_mswep 16.41 3.20 13.51 17.40 20.05 23.95 days/year 

high_prec_freq_tmpa Don't processed days/year 

high_prec_dur_cr2met 

average duration of high precipitation events (number of consecutive days ≥ 5 

times mean daily precipitation), for each precipitation product 

1.56 1.00 1.36 1.50 1.64 3.40 days 

high_prec_dur_chirps 1.41 1.14 1.31 1.38 1.46 1.97 days 

high_prec_dur_mswep 1.58 1.06 1.42 1.61 1.77 2.30 days 

high_prec_dur_tmpa Don't processed days 

high_prec_timing_cr2met 

season during which most high precipitation days (≥ 5 times mean daily 

precipitation) occur 

Categorical data 

high_prec_timing_chirps Categorical data 

high_prec_timing_mswep Categorical data 

high_prec_timing_tmpa Categorical data 

low_prec_freq_cr2met 

frequency of dry days (< 1 mmday−1), for each precipitation product 

267.01 98.40 221.49 280.18 317.99 356.00 days/year 

low_prec_freq_chirps 277.13 189.20 261.78 278.35 294.00 339.25 days/year 

low_prec_freq_mswep 200.68 66.80 174.50 220.23 235.95 290.40 days/year 

low_prec_freq_tmpa Don't processed days/year 

low_prec_dur_cr2met 

average duration of dry periods (number of consecutive days <1 mmday−1), for 

each precipitation product 

11.56 2.06 4.40 8.00 16.85 53.53 days 

low_prec_dur_chirps 6.80 2.49 5.12 6.43 7.89 18.94 days 

low_prec_dur_mswep 4.76 1.87 3.78 4.89 5.49 9.35 days 

low_prec_dur_tmpa Don't processed days 

low_prec_timing_cr2met 

season during which most dry days (< 1 mmday−1) occur for each precipitation 

product 

Categorical data 

low_prec_timing_chirps Categorical data 

low_prec_timing_mswep Categorical data 

low_prec_timing_tmpa Categorical data 

p_mean_spread 
standard deviation of basin-averaged mean annual precipitation from the four 

different products, normalised by a multi-product mean 
0.27 0.02 0.14 0.23 0.39 0.68 - 

q_mean mean daily discharge 

Streamflow 

2.33 0.00 0.24 1.36 3.67 12.61 mm/day 

runoff_ratio_cr2met 
runoff ratio (ratio of mean daily discharge to mean daily precipitation), for each 

precipitation product 

0.66 0.01 0.37 0.64 0.90 3.30 - 

runoff_ratio_chirps 0.66 0.00 0.31 0.61 0.90 2.26 - 
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Attribute Description Classification Mean Minimun 
Percentil 

25% 

Percentil 

50% 

Percentil 

75% 
Maximun Unit 

runoff_ratio_mswep 0.54 0.00 0.21 0.46 0.69 6.64 - 

runoff_ratio_tmpa Don't processed - 

stream_elas_cr2met 

streamflow precipitation elasticity (sensitivity of streamflow to changes in 

precipitation at the annual timescale, using the mean daily discharge as reference 

and each precipitation product) 

1.06 -0.35 0.73 1.16 1.43 2.32 - 

stream_elas_chirps 1.38 -1.04 0.90 1.27 1.72 5.80 - 

stream_elas_mswep 1.05 -0.66 0.74 1.08 1.41 3.21 - 

stream_elas_tmpa Don't processed - 

slope_fdc 
slope of the flow duration curve, FDC (between the log- transformed 33rd and 

66th streamflow percentiles) 
2.85 0.18 1.72 2.49 3.80 8.44 - 

baseflow_index baseflow index (ratio of mean daily baseflow to mean daily discharge) 0.69 0.26 0.61 0.69 0.77 0.94 - 

hfd_mean 
mean half-flow date (date on which the cumulative discharge since 1 April 

reaches half of the annual discharge) 
162.67 97.56 129.36 154.36 188.20 265.10 

day of the 

year 

Q95 95% flow quantile 6.74 0.00 0.74 4.21 11.15 32.28 mm/day 

Q5 5% flow quantile 0.43 0.00 0.03 0.13 0.51 3.89 mm/day 

high_q_freq frequency of high-flow days (> 9 times the median daily flow) 10.83 0.00 0.75 4.36 13.51 105.96 days/year 

high_q_dur 
average duration of high-flow events (number of consecutive days >9 times the 

median daily flow) 
6.97 0.00 1.59 2.67 8.00 106.00 days 

low_q_freq frequency of low-flow days (< 0.2 times the mean daily flow) 59.95 0.00 7.51 35.19 102.29 279.26 days/year 

low_q_dur 
average duration of low-flow events (number of consecutive days <0.2 times the 

mean daily flow) 
18.51 0.00 5.86 12.50 27.00 107.40 days 

zero_q_freq percentage of days with Q=0 0.00 0.00 0.00 0.00 0.00 0.00 % 

swe_ratio ratio of peak of snow water equivalent to mean annual discharge SWE 0.69 0.00 0.06 0.37 0.72 19.77 - 

sur_rights_n total number of granted surface rights within the catchment 

Human intervention 

228.84 0.00 8.00 46.00 186.75 3737.00 - 

sur_rights_flow 
annual flow calculated for consumptive permanent continuous surface water 

rights 
3.40 0.00 0.01 0.20 1.41 186.22 m3/s 

interv_degree 
intervention degree defined as the annual flow of surface water rights 

(consumptive permanent continuous), normalised by mean annual streamflow. 
0.48 0.00 0.00 0.02 0.16 27.73 - 

gw_rights_n total number of granted groundwater rights within the catchment 120.20 0.00 0.00 5.00 50.75 4068.00 - 

gw_rights_flow 
annual flow calculated for consumptive permanent continuous groundwater 

water rights 
1.88 0.00 0.00 0.02 0.68 69.62 m3/s 

big_dam If the catchment has or do not have bid dams 0.19 0.00 0.00 0.00 0.00 1.00 binary 
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APPENDIX B    : Optimizer algorithms (Extract from Houska, 2015)  

 

Maximum Likelihood Estimation (MLE) 

It is a fast calibration method suitable for a nearly monotonically response function or a 

compact parameter search space. MLE maximizes the likelihood during the sampling, by adapting 

the parameter only in directions with an increasing likelihood. 

These steps are performed during the sampling: 

• 10% of the evaluation are designed to perform a Monte Carlo sampling (burn-in 

period) 

• Save likelihood, parameter set and simulation in a database 

• The best parameter set is taking after the burn-in as an initial parameter set for the 

Metropolis sampler 

• A random value with a Gaussian distribution around the last best-found parameter 

set is drawn to generate a new parameter-set (mean= last best parameter set, 

standard deviation=step-size of parameters function) 

• Run simulation function with the new parameter set 

• Compare resulting simulation with evaluation values and calculate a likelihood 

• Accept new parameter if it is better than the so far best-found parameter set 

• Save the best run with likelihood, parameter set and simulation in a database 

Adopted in the right way, the MLE can be a very efficient algorithm. But the risk to stuck 

in local optima is high. 

 

Differential Evolution Markov Chain (DE-MC) 

It requires a minimal number of three chains that learn from each other during the sampling. 

It has the same Metropolis decision as the Markov Chain Monte Carlo algorithm and has found to 

be quite efficient compared with other Markov Chain Monte Carlo techniques. Like SCE-UA, it 

does not require any prior distribution information, which reduces the uncertainty due to subjective 

assumptions during the analysis. 

• Initialize matrix by sampling from the prior 

• Sample uniformly for all chains 

• Generate a new parameter set 

• Run simulation function with generated parameter sets 
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• Calculate a hardcoded logProbability as likelihood 

• Decide if the new parameter is accepted through a Metropolis decision 

• Check convergence, if criterion is reached, stop 

For further detailed information check out ter Braak et al. (2008). 

 

Shuffled Complex Evolution - University of Arizona (SCE-UA) 

SCE-UA is designed to overcome the risk of Markov Chain Monte Carlo to stuck in local 

optima. The risk was reduced by starting several chains/complexes that evolve individually in the 

parameter space. The population is periodically shuffled and new complexes are created with 

information from the previous complex. SCE-UA has found to be very robust in finding the global 

optimum of hydrological models and is one the most widely used algorithm in hydrological 

applications today. 

• 10% of the repetitions are designed to perform a Monte Carlo sampling (burn-in 

period) 

• Generate a complex and evolve each complex independent by taking evolution 

steps 

• Run simulation function with generated parameter sets 

• Calculate a hardcoded Root Mean Squared Error (RMSE) as objective function 

• Save every objective function, parameter set and simulation in a database 

• Check convergence, if criterion is reached, stop 

• Shuffle complexes: Combine complexes and sort the objective functions 

• Check complex number reduction 

• Generate a new complex 

For further detailed information check out Duan et al. (1994). 
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APPENDIX C    : Area metric 

 

The area metric is calculated as the area under the Empirical Cumulative Density Function 

(CDF). The limits in the x axes are settled as [-1,1] and only values inside of that range are 

considered. The area between the dots closest to the limits is calculated as a horizontal projection 

of the y-value of each dot as show in the next figure. The range of values for the area metric is 

[0,2], where zero is the best and 2 is the worst. 

 

Figure 8.1 Scheme of the Area metric calculation 

  

APPENDIX D    : Parameters and variables used in GR4J model 

 

Table 8-1 Parameter and range search used in the GR4J optimization. 

Parameter Description 

Searching 

range 

Alpha1 Amplification factor for CR2MET precipitation product 0-2.5 

Alpha2 Amplification factor for MSWEP precipitation product 0-2.0 

x1 Storage production capacity 0-5000 

x2 Amplification of water exports -10 to 10 

x3 Storage routing capacity 0-1500 

x4 Time-delay between the initial and maximum values of the hydrograph 0.5-4.5 

Lambda Exponent of Box-Cox transformation 0-2.0 
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Table 8-2 Variables used in the GR4J model. 

Variable Description 

PP_cr2-0 Precipitation in the same day (“0”) of the mean streamflow from CR2MET product 

PP_mswep-0 Precipitation in the same day (“0”) of the mean streamflow from MSWEP product 

ETP-0 Potential Evapotranspiration in the same day (“0”) of the mean streamflow 

Q Mean streamflow 

 

APPENDIX E    : Variables used in Random Forest model. 

 

Table 8-3 Variables used in Random Forest model. 

n° Attribute or variable n° Attribute or variable n° Attribute or variable n° Attribute or variable n° Attribute or variable 

1 area 31 fp_frac 61 PP_cr2-3 91 PP_mswep-16  121 Tmean-6 

2 aridity_cr2met 32 frac_snow_cr2met 62 PP_cr2-4 92 Q 122 Tmean-7 

3 aridity_mswep 33 frac_snow_mswep 63 PP_cr2-5 93 shrub_frac 123 Tmean-8 

4 big_dam 34 gauge_lat 64 PP_cr2-6 94 slope_mean 124 Tmean-9 

5 carb_rocks_frac 35 gauge_lon 65 PP_cr2-7 95 snow_frac 125 Tmean-10 

6 crop_frac 36 grass_frac 66 PP_cr2-8 96 sur_rights_flow 126 Tmean-11 

7 Day 37 gw_rights_flow 67 PP_cr2-9 97 sur_rights_n 127 Tmean-12 

8 elev_gauge 38 gw_rights_n 68 PP_cr2-10 98 Tmax-0 128 Tmean-13 

9 elev_max 39 high_prec_dur_cr2met 69 PP_cr2-11 99 Tmax-1 129 Tmean-14 

10 elev_mean 40 high_prec_dur_mswep 70 PP_cr2-12 100 Tmax-2 130 Tmean-15 

11 elev_med 41 high_prec_freq_cr2met 71 PP_cr2-13 101 Tmax-3 131 Tmean-16 

12 elev_min 42 high_prec_freq_mswep 72 PP_cr2-14 102 Tmax-4 132 Tmin-0 

13 ETP-0 43 imp_frac 73 PP_cr2-15 103 Tmax-5 133 Tmin-1 

14 ETP-1 44 lc_barren 74 PP_cr2-16 104 Tmax-6 134 Tmin-2 

15 ETP-2 45 lc_glacier 75 PP_mswep-0 105 Tmax-7 135 Tmin-3 

16 ETP-3 46 low_prec_dur_cr2met 76 PP_mswep-1 106 Tmax-8 136 Tmin-4 

17 ETP-4 47 low_prec_dur_mswep 77 PP_mswep-2 107 Tmax-9 137 Tmin-5 

18 ETP-5 48 low_prec_freq_cr2met 78 PP_mswep-3 108 Tmax-10 138 Tmin-6 

19 ETP-6 49 low_prec_freq_mswep 79 PP_mswep-4 109 Tmax-11 139 Tmin-7 

20 ETP-7 50 Month 80 PP_mswep-5 110 Tmax-12 140 Tmin-8 

21 ETP-8 51 nf_frac 81 PP_mswep-6 111 Tmax-13 141 Tmin-9 

22 ETP-9 52 p_mean_cr2met 82 PP_mswep-7 112 Tmax-14 142 Tmin-10 

23 ETP-10 53 p_mean_mswep 83 PP_mswep-8 113 Tmax-15 143 Tmin-11 

24 ETP-11 54 p_mean_spread 84 PP_mswep-9 114 Tmax-16 144 Tmin-12 

25 ETP-12 55 p_seasonality_cr2met 85 PP_mswep-10 115 Tmean-0 145 Tmin-13 

26 ETP-13 56 p_seasonality_mswep 86 PP_mswep-11 116 Tmean-1 146 Tmin-14 

27 ETP-14 57 pet_mean 87 PP_mswep-12 117 Tmean-2 147 Tmin-15 

28 ETP-15 58 PP_cr2-0 88 PP_mswep-13 118 Tmean-3 148 Tmin-16 

29 ETP-16 59 PP_cr2-1 89 PP_mswep-14 119 Tmean-4 149 wet_frac 

30 forest_frac 60 PP_cr2-2 90 PP_mswep-15 120 Tmean-5   

 

APPENDIX F    : Variables used in LSTM model. 
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n° Attribute or variable n° Attribute or variable 

1 area 31 p_mean_cr2met 

2 aridity_cr2met 32 p_mean_mswep 

3 aridity_mswep 33 p_mean_spread 

4 big_dam 34 p_seasonality_cr2met 

5 carb_rocks_frac 35 p_seasonality_mswep 

6 crop_frac 36 pet_mean 

7 elev_gauge 37 shrub_frac 

8 elev_max 38 slope_mean 

9 elev_mean 39 snow_frac 

10 elev_med 40 sur_rights_flow 

11 elev_min 41 sur_rights_n 

12 forest_frac 42 wet_frac 

13 fp_frac 

 

14 frac_snow_cr2met 

15 frac_snow_mswep 

16 grass_frac 

17 gw_rights_flow 

18 gw_rights_n 

19 high_prec_dur_cr2met 

20 high_prec_dur_mswep 

21 high_prec_freq_cr2met 

22 high_prec_freq_mswep 

23 imp_frac 

24 lc_barren 

25 lc_glacier 

26 low_prec_dur_cr2met 

27 low_prec_dur_mswep 

28 low_prec_freq_cr2met 

29 low_prec_freq_mswep 

30 nf_frac 
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APPENDIX G    : GR4J parameter histograms. 

 

 

Figure 8.2 Alpha parameter for each precipitation product and optimization metric. 
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Figure 8.3 Histogram for the parameters x1, x2, x3, and x4. 
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APPENDIX H    : GR4J parameter maps. 

 

 

 

Figure 8.4 Precipitation parameters map (GR4J model) 

 

 

Figure 8.5 GR4J parameters map 
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Figure 8.6 Box-Cox transformation parameter (GR4J model) 
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APPENDIX I    : Histogram between different splitting and metric (GR4J model). 

 

 

Figure 8.7 Difference in performance for different splitting method and optimization metrics. 
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APPENDIX J    : Performance versus Potential Evapotranspiration (All the models). 

 

 

Figure 8.8 Performance versus Potential Evapotranspiration (GR4J model) 

 

Figure 8.9 Performance versus Potential Evapotranspiration (RF model) 
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Figure 8.10 Performance versus Potential Evapotranspiration (LSTM model) 

 

 

APPENDIX K    : Local normalization used in LSTM. 

 

To develop a specific normalization for each catchment, we followed an approach 

applicable for ungagged catchment. For that reason, the mean and the standard deviation of the 

streamflow and precipitation (MSWEP and CR2MET product) must be associated to an attribute 

easily gotten from the data available. Moreover, the estimation must be satisfactorily correlated, 

therefore using the results from the Random Forest model, we selected the aridity as indirect 

variable given that attribute was the most important variable in the dataset. The local normalization 

was done using the follow equation.  

𝑍𝑖 =
𝑥𝑖 − 𝜇𝑥𝑖

𝜎𝑥𝑖
  

Where: 

𝑍𝑥𝑖:  Normalized variable x for catchment “i”. 

𝑥𝑖:  Time series of variable x for catchment “i”. 

𝜇𝑥𝑖: Mean of variable x for catchment “i”. 

𝜎𝑥𝑖: Standard deviation of variable x for catchment “i”. 

Given that two precipitation products were used, the aridity was calculated with the average 

of both precipitation sources. Moreover, the normalization was applied joined with Box-Cox 
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transformation, for that reason the fitting is slightly different for each lambda parameter. In the 

next figures are presented the fitting for the mean and standard deviation for each variable and 

lambda parameter. 

 

Figure 8.11 Streamflow mean as function of aridity (Lambda=0.7) 

 

Figure 8.12 Streamflow standard deviation as function of aridity (Lambda=0.7) 
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Figure 8.13 CR2MET Precipitation mean as function of aridity (Lambda=0.7) 

 

 

Figure 8.14 CR2MET Precipitation standard deviation as function of aridity (Lambda=0.7) 
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Figure 8.15 MSWEP precipitation mean as function of aridity (Lambda=0.7) 

 

Figure 8.16 MSWEP precipitation standard deviation as function of aridity (Lambda=0.7) 
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Figure 8.17 Streamflow mean as function of aridity (Lambda=1.0) 

 

Figure 8.18 Streamflow standard deviation as function of Aridity (Lambda=1.0) 
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Figure 8.19 CR2MET precipitation mean as function of aridity (Lambda=1.0) 

 

Figure 8.20 CR2MET precipitation standard deviation as function of aridity (Lambda=1.0) 
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Figure 8.21 MSWEP precipitation mean as function of aridity (Lambda=1.0) 

 

Figure 8.22 MSWEP precipitation standard deviation as function of aridity (Lambda=1.0) 
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Figure 8.23 Streamflow mean as function of aridity (Lambda=1.3) 

 

Figure 8.24 Streamflow standard deviation as function of aridity (Lambda=1.3) 
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Figure 8.25 CR2MET precipitation mean as function of aridity (Lambda=1.3) 

 

Figure 8.26 CR2MET precipitation standard deviation as function of aridity (Lambda=1.3) 
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Figure 8.27 MSWEP precipitation mean as function of aridity (Lambda=1.3) 

 

Figure 8.28 MSWEP precipitation standard deviation as function of aridity (Lambda=1.3) 
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