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Abstract When optical navigation images acquired by the OSIRIS‐REx (Origins, Spectral Interpretation,
Resource Identification, and Security‐Regolith Explorer) mission revealed the periodic ejection of particles
from asteroid (101955) Bennu, it became a mission priority to quickly identify and track these objects for
both spacecraft safety and scientific purposes. The large number of particles and the mission criticality
rendered time‐intensive manual inspection impractical. We present autonomous techniques for particle
detection and tracking that were developed in response to the Bennu phenomenon but that have the
capacity for general application to particles in motion about a celestial body. In an example OSIRIS‐REx data
set, our autonomous techniques identified 93.6% of real particle tracks and nearly doubled the number of
tracks detected versus manual inspection alone.

1. Introduction

In January 2019, the Origins, Spectral Interpretation, Resource Identification, and Security‐Regolith
Explorer (OSIRIS‐REx) spacecraft entered into orbit about the near‐Earth asteroid (101955) Bennu. Shortly
after entering orbit, ejection events were observed from the surface of Bennu that produced suborbital, orbit-
ing, and hyperbolic particles, with some orbital particles surviving up to multiple days (Lauretta et al., 2019).
This observation triggered the decision to process images shortly following each downlink to (a) identify par-
ticle ejection events that could potentially impact spacecraft safety and (b) generate raw observables for
downstream event reconstruction, particle characterization, and trajectory estimation. These goals require
timely processing of up to 150 images per day depending on the mission phase, as well as efficient cataloging
and dissemination of the raw data. This information was deemed necessary both for spacecraft safety, to
ensure that the spacecraft did not collide with any hazardous objects, and for the scientific insight that it pro-
vides about the asteroid environment (Lauretta et al., 2019; Leonard et al., 2020; Pelgrift et al., 2020).

Traditionally, identifying and tracking moving objects has been handled either by manual inspection of
monocular images and other sensor measurements, typically through a process known as blinking, or
through automated processes that look for objects moving with similar velocity in multiple frames
(Gehrels, 1991; Groeneveld & Kuiper, 1954; Helin et al., 1997; Larsen et al., 2007; McMillan et al., 1986).
These techniques have largely been developed for terrestrial‐based observations of planets, asteroids, and
comets, where the distance between the observer and the target is very large, and thus, the apparent motion
in subsequent images is small and fairly linear. The techniques also frequently rely on a human analyst
directly interacting with the data either for extraction or verification.While thesemethods are effective when
the observer is largely stationary and there is a low density of moving objects that are captured in the field of
view in each frame with near‐linear motion in the detector, they begin to break down when the observer is
moving and there is the potential for a high density of objects in each frame with substantial nonlinear
motion observed in the detector, asmay be the case when a spacecraft encounters an active asteroid or comet.

In this paper, we describe two algorithms to automate the identification and tracking of many dim,
fast‐moving objects in optical images. Although these algorithms were developed for the OSIRIS‐REx mis-
sion in response to the observed particle ejection events at Bennu, they can be applied more generally to
tracking objects in motion about a celestial body.
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The first algorithm autonomously extracts potential observations of point
source objects from images using image processing techniques. The
results from this algorithm can be used to assist an analyst with a manual
blinking process by highlighting all of the potential objects in each frame
beyond what is easily seen in the raw image, or they can be fed to an auto-
mated linking and tracking algorithm. The second algorithm autono-
mously generates potential linking and tracks of objects from frame to
frame when fed with the sequential results from the first algorithm.
These algorithms were implemented using the Goddard Image Analysis
and Navigation Tool (GIANT) (Liounis et al., 2019; Wright et al., 2018)
for monitoring particles during the OSIRIS‐REx proximity operations at
active asteroid Bennu.

The autonomous detection technique is designed to enable detection of
very dim objects in images where there is significant stray light due to
an overexposed body located within the field of view. The autonomous
tracking technique is designed to link detections of the same object across
numerous image frames when the observer and the target are moving
quickly with respect to each other over the time period of the observa-

tions. It is also robust to spurious detections andmultiple objects in the same frame. Both of these techniques
represent significant advancements in the current state of the art in space‐based object tracking.

First, we describe the image‐processing steps required to extract potential objects from an optical image
along with ways the detections are filtered to remove those caused by noise, as implemented for the
OSIRIS‐REx mission. Then, we describe the process of creating visual aids for manual track identification
as well as a multiple‐object‐tracking extended Kalman filter (EKF) autonomous linking and tracking algo-
rithm for autonomous track identification, as implemented for the OSIRIS‐REx mission. Next, we present
results from the application of the these algorithms to images of particles ejected from Bennu taken by
the NavCam 1 navigation camera, part of the Touch and Go Camera System (TAGCAMS) on board the
OSIRIS‐REx spacecraft (Bos et al., 2018). Finally, we summarize ways that the described algorithms could
be modified for application in other environments.

2. Autonomous Detection of Potential Objects in NavCam 1 Images of Bennu

Consider the NavCam 1 image from the OSIRIS‐REx observations of Bennu shown in Figure 1, in which
there are numerous small, dim objects in the field of view and one large, bright object (Bennu) creating sig-
nificant stray light throughout the detector.

Given this image, and others like it, we have an objective to extract all of the observations of the particles
from the image in an autonomous manner. If we assume that the majority of the objects are much smaller
than the resolution of the detector in the angular sense (as has been the case to present), then we can assume
that observations of each object are dominated by the point spread function (PSF) of the camera (i.e., are
point sources), and thus, we need to identify bright spots that resemble a typical PSF for the NavCam 1 cam-
era. Because this is similar to the lost‐in‐space problem for attitude determination using a star field
(Spratling & Mortari, 2009), we can borrow many of the steps that are typically used to extract stars from
an image to autonomously extract these particles. Here we largely follow the steps in Lang et al. (2010) with
some modifications needed for this specific application.

We begin by flattening each NavCam 1 image by subtracting a 5 × 5 median‐filtered version of the image
from the original image as is done in Lang et al. (2010):

If lat ¼ I −medfilt Ið Þ (1)

where I is the original 2‐D grayscale image, medfilt applies a 2‐D median filter, and Iflat is the flattened
image. This step removes some of the effects of stray light caused by the overexposed Bennu and allows
small, dim detections to stand out. The result of this processing on the NavCam 1 example image is shown
in Figure 2a.

Figure 1. An example image containing particles and the overexposed
extended body Bennu taken by the OSIRIS‐REx NavCam 1 navigation
camera on 6 January 2019. The particles can be seen as the bright
spots located to the immediate left of Bennu, magnified in the
lower left of the figure.
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Now we determine the rough level of total noise (read noise, shot
noise, etc.) in the intensity values (data number, DN) for each pixel
for each image. The NavCam 1 camera has a region of the detector
that is composed of covered active pixels (pixels that are active but
are not exposed to an actual light source), as is common in many
engineering and science instruments. This enables us to take the
standard deviation of the covered active pixels to estimate the noise
level floor of the detector for each image.

Given the rough noise level in the image, we threshold the
median‐flattened image to identify all pixels that are 8σ above the
background:

Ibin ¼ If lat ≥ xσ; (2)

where Ibin is the binary thresholded image, σ is the noise level for
the image computed in the previous step, and x¼ 8 is the sigma
multiplier. The pixels where this criterion is met can now be said
to be “interesting pixels” that require further investigation. The
value of 8 for the sigma multiplier for NavCam 1 was determined
through experimentation and was found to be the most effective
in capturing the majority of true positive detections while not over-
whelming the data set with false positive detections. The result of
the noise estimation and thresholding on the NavCam 1 example
image is shown in Figure 2b.

With the binary thresholded image available, we now stitch together
blobs of interesting pixels into single observations. This is done using
a standard eight‐connectivity connected components algorithm (Di
Stefano & Bulgarelli, 1999). Labeling the image in this way enables
us to consider individual interesting blobs, instead of individual pix-
els. This is especially helpful because the brightest objects have signal
in multiple pixels that meet the threshold requirements, and we want
to consider these interesting pixels as a unit. The result of the con-
nected components labeling on the NavCam 1 example image is
shown in Figure 2c.

We now process each blob to find the center of the brightness repre-
senting each observation. This is done by fitting a generalized
two‐dimensional Gaussian function (chosen because the PSF of
NavCam 1 is well modeled by a Gaussian),

z ¼ Ae − aðx − x0Þ2 − 2bðx − x0Þðy − y0Þþcðy − y0Þ2½ �ð Þ (3)

combined with a stray‐light background model, to the DN values of
the pixels containing each blob identified in the previous step, as is
done in Jackman and Dumont (2013). Here A, a, b, c, x0, and y0 are
the coefficients of the Gaussian function being fit, (x0,y0) is the cen-
troid of the Gaussian (the pixel location we need), (x,y) are the pixel
coordinates of the patch of the image to which we are fitting, and z
is the DN value of the Gaussian function. For further analysis and
filtering, the parameters a, b, and c are transformed into the more
familiar σx, σy, and θ, as seen in

z ¼ Ae
− cos2θ

2σ2x
þ sin2θ

2σ2y

� �
ðx − x0Þ2 − −sin2θ

2σ2x
þ sin2θ

2σ2y

� �
ðx − x0Þðy − y0Þþ sin2θ

2σ2x
þ cos2θ

2σ2y

� �
ðy − y0Þ2

h i� �
; (4)

Figure 2. The image processing steps applied to identify potential particles in
the NavCam image data. (a) The example image from Figure 1 after applying
the flattening algorithm. Most of the stray light due to the overexposed
asteroid has been removed, and the small particles are more noticeable.
(b) The flattened image from (a) after applying the thresholding
algorithm. The bright points in the image have been captured
and assigned values of True (white), while the background has
been ignored and assigned values of False (black). The terminator
also results in many “detections” due to the rocky surface of Bennu.
(c) The labeled image generated by applying a connected components
algorithm to the binary image in (b). Isolated blobs of bright pixels
have been assigned the same label, and each unique blob shows
as a different color. Each subfigure includes a magnification of the region of
interest in the lower left.
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where σx and σy represent the semimajor and semiminor widths of the PSF, respectively, and θ represents
the orientation of the PSF with respect to the x axis. This is done using

σx ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ða − cÞþ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ða − cÞ2 − 4ðac − b2Þ

qr
(5)

σy ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ða − cÞ−

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ða − cÞ2 − 4ðac − b2Þ

qr
(6)

θ ¼ atan2 2b; σ2x − 2c
� �

(7)

where atan2 is the arc tangent function, which returns the angle between the positive x axis and the ray to
the point ðσ2x − 2c; 2bÞ as defined in many programming languages.

2.1. Identifying Dimmer Particles

The previous steps can successfully identify the majority of particles detected in an image and constitute the
initial implementation of the detection algorithm we developed. However, after detailed manual inspection
of the NavCam 1 images, we discovered that there was a significant number of real particle observations that
were very close to the noise level in the image that we also wished to capture with the automated process for
future images. For these types of detections, the previous steps captured an overwhelming amount of false
positive detections when the sigma multiplier was set low enough to capture the real detections. In particu-
lar, this was caused by the median‐filter‐flattened image still containing significant stray light from the
image, and because the single noise level estimated from the covered active pixels of NavCam 1 does not
accurately capture variations in the noise level throughout the image due to variations in stray light. In
response, we made the following variations to the above steps.

First, instead of using a median‐filter‐flattened image to remove stray light and locate bright spots in the
image, we split the NavCam 1 images into small 15 × 15 subwindows and estimate a background gradient
using the DN levels in the subwindow. Mathematically, this is done by fitting

bgij ¼ Aþ Biþ Cj (8)

to the DN values from the subwindows using a least squares estimator where bgij is the background DN
value at pixel (i,j), and A, B, and C are the coefficients that are fit in the least squares estimator. Once
the background function is fit, it is evaluated for each pixel in the subwindow and then subtracted from
the DN values in the subwindow to produce the flattened DN values for that subwindow. This approach
more accurately represents the variations in the stray light levels that can occur in small windows than
does a median filter, thus allowing more of the background signature to be removed and dimmer objects
to have a larger signal above the surrounding pixels in the flattened image. The subwindow size of 15 × 15
pixels was determined through experimentation, which showed that it provides a sufficient number of pix-
els for estimating the background while restricting the area covered by each subwindow such that the
stray light can still be well approximated by a combination of linear gradients. Larger sizes were found
to underestimate the stray light due to nonlinear gradients being present, while smaller sizes were found
to increase computation time and provided no significant improvement in the results. The flattened exam-
ple NavCam 1 image using this technique is shown in Figure 3a.

Second, instead of using a global noise value for the entire NavCam 1 image, we compute the noise level
locally for each subwindow from which the background is estimated. This is done by taking the standard
deviation of the DN values in the flattened window. Using localized noise levels helps to correct for the fact
that the noise varies throughout the image due to the effects of stray light. A global sigma multiplier is still
used for the whole image for identifying the detections; however, it can now be set much lower than before
since the stray light is better removed and the true noise level in each subwindow is better approximated.
Based on the detailed manual inspection of some of the images along with experimentation, the global sigma
multiplier is set to 3.5 for the alternative approach in order to capture all true detections identified through
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the detailed manual inspection of the NavCam 1 images. The thre-
sholded NavCam 1 image using the final implemented technique is
shown in Figure 3b.

2.2. Filtering NavCam 1 Particle Detections

In both the original and refined detection algorithms, it is common to
have false positive detections that can distract from the real objects.
Therefore, we implemented the ability to filter the presented list of
detections to remove some of the false positives.

To begin, we filter detections that correspond to known stars. This fil-
tering involves matching the detections from the NavCam 1 images
with a catalog of known stars (i.e., Brown et al., 2018; Hog et al.,
2000; Zacharias et al., 2013). There are numerous examples of how
to do this in the literature (i.e., Jackman & Dumont, 2013; Lang et al.,
2010; Liounis et al., 2019; Mortari et al., 2004; Padgett & Kreutz‐
Delgado, 1997; Spratling & Mortari, 2009), and we use the random
sampling and consensus algorithm described in Liounis et al. (2019)
and match to the UCAC4 star catalog (Zacharias et al., 2013). Any
points that are matched to a known star are ignored from the list of
potential particles. This approach, however, was found to not capture
all detections of stars, with blended stars (multiple stars separated by
less than the angular resolution of the NavCam 1 detector) frequently
being missed. To remove most of these remaining stars, we use multi-
ple images and search for potential detections that appear at the same
(within the angular resolution of the NavCam 1 detector) inertial
right ascension and declination multiple times. The right ascension
and declination for each detection are computed using the known
camera model (Pelgrift et al., 2018) and precise pointing estimated
from matched stars in the images (Liounis et al., 2019). When there
are five detections with the observed right ascension and declination
within two NavCam pixels of each other (approximately 0.04°) over a
4‐week period, we flag the detection as a probable star and it is
ignored from most downstream processing. We find that combining
both of these filtering techniques removes the most complete set of
star observations from the NavCam 1 images.

The next filtering step is to remove detections that correspond to any
extended bodies in the field. There are two different techniques that
are used together to filter these detections from the NavCam 1 data
set. The first technique is to ignore any points whose blobs (found
from the connected components labeling) have more than 50 square
pixels included. This technique effectively ignores extended bodies in
the field of view.

The second technique is to reject detections that are caused by the
rough terrain of Bennu creating small patches of illumination along
the terminator, as can be seen in Figure 1. To reject these points,
we rely on the knowledge of the relative state between the camera
and the extended body, as well as the shape model of Bennu

(Barnouin et al., 2019). Using this knowledge, we perform a single bounce ray trace from the camera,
through the detection, to the target body's surface, and then to the Sun. If the ray successfully intersects
Bennu and then does not intersect Bennu again on the way back to the Sun, we label the detection as part
of Bennu and ignore it. Due to the uncertainty in the relative state between NavCam 1 and Bennu, as well
as uncertainty in Bennu's shape model, this approach does not correctly reject 100% of points that are due
to Bennu's topography, but it has been found to reject enough so that further analysis is not overwhelmed

Figure 3. The alternative image processing methods applied to the example
NavCam 1 image from Figure 1. (a) The flattened image generated by using
the background estimation technique instead of the median filter. (b) The
thresholded image generated by using local noise estimates applied to (a).
(c) The labeled image generated by applying a connected components
algorithm to the binary image in (b). Isolated blobs of bright pixels
have been assigned the same label, and each unique blob shows as
a different color. There are less noisy responses but more possible
detections than seen in Figure 2c. Each subfigure includes a
magnification of the region of interest in the lower left.
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with false positives along the terminator. We use this detailed inspection instead of just masking the entire
terminator region because our experience has shown that there are frequently real particle observations in
the terminator region.

We now need to remove hot pixels from the list of possible detections. Because NavCam 1 does not have a
maintained list of hot pixels in the detector, we attempt to identify them using multiple images, similarly
to how we identify stars that are not successfully matched to a catalog. In this case, we search for pixels that
result in a possible detection in more than 25% of the images over a 4‐week period. When this occurs, we
label the detection as a probable hot pixel and ignore it in most downstream processing. While in general
the hot pixel list does not change frequently, over the course of weeks to months, changes of up to tens of
pixels do happen as NavCam 1 is exposed to the space environment, which is why we use the moving win-
dow of 4 weeks.

With detections due to stars, extended bodies, and hot pixels removed from the list of possible detections, we
now filter based on the properties of the detections themselves. We use a “quality code” that is tuned to work
with NavCam 1 and the observation conditions of the OSIRIS‐REx proximity operations to do this.

The first component of the quality code is the area of the detection, A, defined as the number of connected
pixels that are above the specified threshold used in the identification of interesting pixels (the number of the
pixels in each blob identified by the connected‐components algorithm). Typically, the area for detections in
the NavCam 1 images ranges from one square pixel to upward of 20–30 square pixels, depending on the
brightness of the observed object. Through the detailed manual inspection of the NavCam 1 images, we have
found that areas greater than five square pixels are highly likely to be an actual object, with the probability
decreasing as the area decreases below this value.

The second component of the quality code is the deviation of the fit PSF from the expected PSF of NavCam 1.
Detections where the fit PSF substantially deviates are more likely to be false positives than those where the
former conforms to the latter. We measure the deviation of the PSF using the percent difference formula

dpsf ¼ 100 σe − σmj j
σe

; (9)

where dpsf is the relative deviation from the expected PSF, σe is the expected semimajor axis of the PSF, and
σm is the measured semimajor axis of the PSF. The measured semimajor axis for each detection is computed
using Equation 5. For NavCam 1, the expected value for the semimajor axis of the PSF is 0.65 pixels, with a
maximum deviation across the field of view for a well‐exposed object of 10%. Through comparing the list of
known true detections identified through detailed manual inspection with the list of all detections generated
using the automated technique described in this paper, we have found that detections with PSF deviations
greater than 100% are likely false positives in the NavCam 1 images.

The final component of the quality code is the signal‐to‐noise ratio of the detection, computed using the for-
mula in Howell (2006)

s ¼
∑
i
DNf iffiffiffiffiffiffi

∑
i

r
ðDNf i þ bgiÞþnðdcþ rnÞ

(10)

where s is the signal‐to‐noise ratio,∑ iDNf i is the summed signal of the detection with background removed

in electrons,∑ iðDNf i þ bgiÞ is the summed signal of the detection and the background in electrons, n is the

number of pixels that are summed, dc is the dark current per pixel according to the fit dark current profile
for NavCam 1, and rn is the read noise of NavCam 1 per pixel. For NavCam 1, summing over a 5 × 5 grid of
pixels surrounding the peak of the detection provides a reliable measure of the overall signal‐to‐noise ratio
of the detection. In addition, through comparing the list of known true detections identified through
detailed manual inspection with the list of all detections generated using the automated technique described
in this paper, we have found that detections with signal‐to‐noise ratios higher than 15 are likely to be real,
with the probability of a false detection increasing as the signal‐to‐noise ratio decreases.

10.1029/2019EA000843Earth and Space Science

LIOUNIS ET AL. 6 of 15



Taking these three components, we compute the quality of a detection using

q ¼ clipðA; 1; 5Þþ 5 − 4=3clipðdpsf ; 0; 3Þ
� �þ clipðs=3; 1; 5Þ

3
(11)

where q is the quality, A is the area of the detection, clip(x,y,z) clips value x to be between y and z such
that

clipðx; y; zÞ ¼
y if x < y

x if y ≤ x ≤ z

z if x > z

8><
>: (12)

and all else is as defined previously. A quality of five indicates that the detection is highly likely to be real,
while a quality of one indicates that the detection is likely a false positive. In practice, quality values
greater than three provide a set of data that is adequate for most human and automated inspections, while
detailed analysis of dimmer detections may require quality values of two and greater.

3. Tracking of Particles Across Image Frames

After identifying possible detections in each NavCam 1 image, we identify detections of the same object in
multiple frames. This correspondence confirms whether detections are real objects or false positives and
allows for more detailed analysis, including event reconstruction (Pelgrift et al., 2020), trajectory fitting
(Leonard et al., 2020), and other scientific investigations (Lauretta et al., 2019). Belowwe discuss the primary
ways that this information is used to identify objects traversing multiple NavCam 1 frames: (1) by generating
visual aids for manual linking and (2) by providing detection data to automated linking algorithms.

3.1. Visual Aids for Manual Linking of Particles

One of the most powerful ways to identify the same object in multiple frames is through manual inspection.
Typically, this process involves “blinking” images from frame to frame so that a human analyst can visually
track moving objects in each frame. This process is complicated for the NavCam 1 images of Bennu by the
dramatic changes in the camera orientation from frame to frame, significant particle movement over the
time scale of the observations, and the large number of objects that need to be tracked in each frame.
Therefore, we use the possible detections extracted from each image to create visual aids to make this process
easier and faster.

To create a visual aid, we begin by taking all potential detections from images occurring <4 hr before the cur-
rent image frame under consideration. For each detection, we (1) assume that the object resulting in the
detection occurs at the same distance as Bennu from NavCam 1 along the line of sight through the detection
at the time of the detection, (2) project this point onto a nadir‐pointed image plane at the current time using
the known camera orientation and the known camera model (Pelgrift et al., 2018), and (3) recenter the cur-
rent image frame at the projected location of Bennu. We then fade each detection according to how long it
occurred before the current frame under consideration. For objects moving from frame to frame, this creates
an easily distinguishable trail that is particularly apparent when blinking the visual aids from frame to
frame. The time duration of 4 hr was chosen for detections to persist in subsequent frames in order to provide
the analyst with enough data points in a single frame to differentiate real objects from the noise, without
excessively cluttering the field of view and causing real detections to be lost. An example of one of these
frames generated from data extracted from NavCam 1 images is shown in Figure 4.

3.2. Automated Tracking of Particles

Even with the visual aids just described, it is infeasible to manually track particles in the thousands of
NavCam 1 images that need to be considered. For this reason, we implemented a method for autonomously
linking particles from image to image using EKFs (Al‐Shakarji et al., 2017; Kalman, 1960). This technique
has proven capable of identifying correspondences between images with only a small number of incorrectly
linked detections. As an added benefit, this technique also provides a guess at the initial state for the particles
that can then be fed to other software for more detailed trajectory analysis. We next provide an overview of
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the algorithm and the EKF that were implemented and that is being
used to process the NavCam 1 images of Bennu.
3.2.1. Automated Tracking Algorithm Overview
For the automated tracking of particles, we use a multiple object
tracking algorithm to simultaneously link and fit trajectories to parti-
cles from frame to frame (Al‐Shakarji et al., 2017). For each image k,
we try to identify any tracks that begin in that image, while ignoring
tracks that have already been identified as starting in previous
images. This is done by using an EKF to predict the location of an
object in future images, based on the information about that object
from observations identified between the starting image k and the
current image k+ l. These steps are repeated for each image. A broad
overview of the algorithm is shown in the flow chart in Figure 5.
More detailed descriptions of select steps are discussed in the follow-
ing subsections.

We stress that we are forming one EKF for each potential path for-
ward through the images. As an example, consider a particle
observed in the first image (Image 1) that has two potential initial
pairs in the next image (Image 2). After creating an EKF to follow
each track (two EKFs), the EKFs are propagated to the next image
(Image 3), and the pairing process described later is performed to
identify the next candidate points. This pairing process finds three
potential points in Image 3 for the first EKF and two potential points
in Image 3 for the second EKF. The EKFs are cloned to follow each
path, resulting in five total EKFs to propagate to the next image
(Image 4). This process is repeated until there are no future images

to consider, or there are no potential pairs in the remaining images that meet the requirements of the pairing
algorithm. After all the EKFs have reached a terminal point, they are backward smoothed to identify which
followed viable paths forward according to the dynamics (filtered based on the postfit standard deviation of
the measurement residuals). These EKFs are kept, and the observations that they include are removed from
the pool of potential observations. The process begins again, but starting with Image 2 instead of Image 1.
3.2.2. Automated Tracking Initial Correspondence
At the beginning of processing for each new image, we do not know what the appropriate correspondences
between the detections in the current image and the detections in the future images are, and we do not know
how the particles corresponding to the detections in the current image are moving. Therefore, to do the
initial correspondences, we need to allow for a wide range of potential pairings. To do this, we assume that
the particle that resulted in each detection in the current image is located along the observed line‐of‐sight
vector at the same distance from the camera as Bennu. We then assume that the particle is stationary at this
point, and we use the known camera attitudes, camera positions, and camera model to determine where this
point in inertial space would appear in subsequent images. In each of the subsequent images, we compute
the Euclidean distance between the projected particle locations from the first image and the observed parti-
cle locations from the image under consideration, and we accept all potential pairs that are within 400 pixels
of each other in sparse particle fields and within 200 pixels of each other in dense particle fields. We use this
large initial threshold because we know that the particles are not stationary, and therefore, the projected
locations are not actually where the particles will appear in the subsequent images; however, we have found
this results in too many potential paths forward in dense particle fields (such as occurs shortly after an ejec-
tion event). Therefore, we fall back to the smaller threshold in this case. We perform this initial pairing
between points in all images captured less than 1 hr later than the first image, based on the imaging cadence
and orbital period of the spacecraft for OSIRIS‐REx. We are only looking for tracks that begin in the image
under consideration. Therefore, any detections that have already been linked to tracks that start in previous
images are ignored at this stage.

Removing observations that have already been assigned to an EKF that meets the filtering requirements
from previous images means that false positive tracks identified as beginning in one image may lead to a

Figure 4. An example of the visual aids created using the autonomously
extracted NavCam 1 detections for tracking objects manually from frame to
frame. Points in blue correspond to detections from the current frame; points in
gray represent detections in previous frames, with detections occurring
further from the current frame being more transparent; the gray box represents
the field of view of the camera in the current frame; and the outline of Bennu is
shown as a point of reference. The points are shown in units of corrected
pixels (assuming a pinhole projection camera with no lens distortion
modeled after NavCam 1) assuming the camera was nadir‐pointed
toward the center of mass of Bennu. There is one evident track
immediately to the right of Bennu and one evident track
immediately below Bennu.
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missed identification of a real track beginning in a subsequent image. We chose this approach to limit the
number of false positive tracks, limit the number of variations of real tracks that are found (for instance, a
long real track that spans 10 frames could be found six different times if this approach is not enforced),
and avoid overloading the memory resources on the machine that runs the algorithm. However, the
removal of possible detections only applies to those that are included in EKFs that meet the filtering
requirements. In addition, they are only removed from consideration for tracks that begin in future
images (not for tracks that begin in the same image). Therefore, most of the effects of this limitation are
mitigated. We are investigating ways that this limitation might be removed while still moderating the
negative consequences listed above.
3.2.3. EKF Design and Tuning
With the initial pairings made between the first image and subsequent images, we need a way to follow these
potential tracks and determine whether we can link more observations to them. An EKF is ideally suited to
this task because the prediction of the particle locations in future images improves as more valid observa-
tions are added to the track. It is also computationally efficient. EKFs are well described in the literature
(Al‐Shakarji et al., 2017; Kalman, 1960). Here we describe the specific implementation details that we are
using in our processing of NavCam 1 data acquired at Bennu.
3.2.3.1. EKF Dynamics
At the heart of the EKF is the dynamics model used to predict the current state to a subsequent time. That
dynamical model needs to be accurate enough to allow useful predictions, but simple enough that the EKF
can run in a reasonable time, especially given that we are processing many different EKFs to identify the

Figure 5. The process of the automated tracking algorithm. At the end of the algorithm, tracks have been identified and
initial orbit determination has been performed on the tracks using the EKFs.
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tracks. We are tracking objects that are orbiting a small body, with a small gravity field. Therefore, there are
two dominant forces acting on the particles: the gravity field of the central body and the solar radiation pres-
sure. We model the gravity by treating Bennu as a point mass, and we use a basic cannonball model for the
solar radiation pressure. The gravity uses the estimated values obtained from the spacecraft's operations in
proximity to the body (Scheeres et al., 2019). A scaling term is estimated as part of the state vector for the
solar radiation pressure because the particles may have different sizes and masses.
3.2.3.2. EKF State Vector
The state vector contains all of the information needed to describe the object being tracked and to predict its
state at future time steps using the dynamics model. This includes the inertial position and velocity of the
particle with respect to Bennu, as well as a solar radiation term to estimate the effects of solar radiation
on the particles, leading to

x ¼ px py pz vx vy vz s
� �

(13)

where px− z are the components of the inertial position, vx− z are the components of the inertial velocity,
and s is the solar radiation term assuming a cannonball model (Lucchesi, 2001). The solar radiation term
represents the combination of the surface area of the object, the coefficient of reflection, and the mass of
the object

s ¼ crA
m

(14)

where cr is the coefficient of reflection, A is the surface area of the particle, and m is the mass of the par-
ticle. To initialize the state vector, we assume that the object is located along the line‐of‐sight vector
through the observation at the same distance as Bennu is from the camera; we further assume that the
initial velocity with respect to Bennu is zero and the solar radiation term is 0.08 m 2/kg.
3.2.3.3. EKF Measurements
The measurements used to update the EKF are the observations of the particles in each image, expressed in
pixels. The known attitude of the camera and the known geometric camera model are used to transform the
state to the predicted observation at a given time. Partial derivatives of the camera model and rotation are
used to compute the measurement sensitivity matrix, which is used to linearly predict how a change in
the state would change the predicted particle location and the resulting residual.
3.2.3.4. EKF Tuning
Accurately tuning the EKFs is essential for good performance. Therefore, we tune the initial state uncer-
tainty and measurement weighting. We also tune the process noise to account for uncertainty in the
assumed dynamics. We assume the measurements are each accurate to one tenth of a pixel (1σ), the uncer-
tainty in the initial position is one tenth of a pixel in plane of sky and 5 km in the range direction (1σ), the
initial uncertainty in the velocity is 50 cm/s (1σ), and the solar radiation term initial uncertainty is 1 m 2/kg
(1σ). For the process noise, we use a weighting scheme based on the range to the body, because the closer to
the body the particle is, the greater the effects of the gravity mismodeling from assuming a point mass. In
addition, we keep the process noise large to reflect the overall uncertainty in the dynamical environment:

Q ¼

0 0 0 0 0 0 0

0 0 0 0 0 0 0

0 0 0 0 0 0 0

0 0 0 q2 0 0 0

0 0 0 0 q2 0 0

0 0 0 0 0 q2 0

0 0 0 0 0 0 0

2
666666666664

3
777777777775

; (15)

where q¼−1.816 × 10−6(r− 250) + 1 × 10−3 m/s/s 1/2, r is the radial distance from the central body in
meters, and q has a minimum value of 1 × 10−6 m/s/s 1/2 at a range of 800m. The process noise matrix
is added directly to the time derivative of the covariance matrix using
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_P ¼ FPþ PFT þ Q (16)

where _P is the covariance time derivative and F is the Jacobian matrix of
the dynamics model with respect to a change in the state vector. This
increases the velocity uncertainty between 0.7 mm/s and 70 cm/s (1σ)
over the course of 30 min depending on the range to the body. This high
level of process noise (particularly near the surface) helps to keep the fil-
ters from becoming locked onto a poor solution and has proven useful
for fitting a range of particle trajectories.
3.2.4. Subsequent Detection Pairings
After the first pairs of detections are created (section 3.2.2), EKFs are
started for each pair. From this point on, the EKF is used to predict the
location of the next observation in upcoming images. The predicted loca-
tion from the EKF is then compared with the observed detections for the
image under consideration using both the Euclidean and Mahalanobis
distances (Mahalanobis, 1936). If both the distance thresholds are met
between the predicted location and the observed locations, they are con-

sidered a potential pair. For each potential pair, a new EKF is cloned from the detecting EKF to follow that
track. The cloning process includes copying the current state and covariance up to the point of the cloning, as
well as the history of all previous measurements ingested by the EKF to this point. For each clone, the paired
measurement is provided as the next measurement, and the process continues until no more potential pairs
meeting the threshold are found.

When performing this pairing, images with time stamps within 1 hr of the last image used to update the EKF
are all considered, a time duration we found suitable based on the imaging cadence and orbital period of
OSIRIS‐REx. Therefore, a single EKF may have potential pairs from more than one image to clone and fol-
low for the next step. This thoroughness helps to ensure that the correct path is followed.

The Euclidean distance threshold used in this step to identify possible pairings is determined by anticipating
that the more measurements ingested by the EKF, the better the prediction will be. We implemented the fol-
lowing linear distance threshold

dthresh ¼ 50ð8 − nÞþ10 (17)

where dthresh is the distance threshold in pixels, n is the number of measurements that have been ingested
by the EKF, and dthresh has a minimum value of 10 pixels. In addition to
the Euclidean threshold, we use a Mahalanobis threshold, given by

m2 ¼ y − ŷð ÞT PI
x þ R

� �−1
y − ŷð Þ (18)

with m2 being the squared Mahalanobis distance, y being the pixel loca-
tion of the current observation under consideration, ŷ being the predicted

location of the observation in the current image,PI
x being the covariance of

the state vector mapped into the measurement space, andR being the cov-
ariance matrix of the observation itself in the measurement space
(Mahalanobis, 1936). In our analysis of NavCam 1 images collected at
Bennu, we excluded potential paths where the next detection has a
Mahalanobis squared distance of more than 25. Using both the
Euclidean distance and theMahalanobis distancemakes for amore robust
system. The Euclidean distance threshold helps to ensure that the right
path is followed early on, before the filter has converged on a solution,
while the Mahalanobis distance helps to reject false paths once the filter
has converged.

This process is repeated until every EKF started from the first image has
either run out of future images to consider or has reached a point where
no more potential pairs meet the distance thresholds.

Figure 6. A histogram of the quality code values for detections extracted
from NavCam 1 images taken between 1 January and 3 May 2019.

Table 1
Results From Automated Tracking of NavCam 1 Images Between 10
January 2019 and 18 February 2019

# of
tracks

% of true
detectionsa

% of all
detections

Common tracksb,
c

255 47.8 34.4

Unique tracks d 244 45.8 32.9
Missed tracks e,f 34 6.4 4.6
False positive
tracks g

209 N/A 28.2

aTrue detections are defined as all detections from the first three rows
(common tracks, unique tracks, and missed tracks; 533 total). bTracks
found in common between the automated and manual methods. cThe
automated tracking frequently broke long tracks into smaller chunks.
The combination of the smaller chunks was only counted once. dReal
tracks (as determined by manual inspection of the automated results)
found using the automatedmethod that were not found using the manual
method. eTracks identified by the manual method that were not identi-
fied by the automated method. fThis only includes manual tracks of at
least four detections, which is the minimum that the automated tracking
considers. gTracks identified by the automated method that were not
considered real by manual inspection of the automated results.
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3.2.5. Backward Smoothing, Identification of Valid Tracks, and
Next Images
Once the linking process is complete and the EKFs have been linked
to the end of the available images, or to a point where the distance
thresholds are no longer met by any future points, the EKFs are back-
ward smoothed to generate the best fit trajectory through all of the
measurements. The residuals from this backward smoothing are then
used to determine which EKFs found valid tracks. We find that valid
tracks have smoothed residuals with a standard deviation less than
25 pixels (1σ); therefore, any tracks whose residuals meet this thresh-
old are considered to be real tracks. The detections from these tracks
are removed from the list of possible detections, and the next image is
fed through the same process to identify tracks that start in it. The
process is repeated to identify tracks that begin in each image until
all images are processed.

4. Results From Automated Detection and
Tracking of Particles

The algorithms described in this manuscript were applied to
OSIRIS‐REx NavCam 1 long exposure images captured between 1
January and 3 May 2019 (and are now applied to new images as they
are received). In this section, we summarize the results of applying
these algorithms to this image set.

4.1. Results From Automated Detection of Particles

We applied the automated algorithms for identifying dim detections
from section 2.1 to the 4280 NavCam 1 long exposure images between
1 January and 3 May 2019. In total, 7,894,418 detections were
reported, with varying quality codes show in Figure 6. Of these detec-
tions, 5,201 have been verified as being an actual particle either
through manual or automated tracking methods. Of the verified true
detections (detections that were added to confirmed manual or auto-
mated tracks), 10.3% have a quality code of 5, 35.0% have a quality
code of 4, 50.5% have a quality code of 3, 3.8% have a quality code
of 2, and 0.4% have a quality code of 1. This demonstrates that the
quality algorithm is effective at filtering true detections from many
(though not all) false positive detections. In addition, 47 real detec-
tions found by a detailed manual process for examining ejection
events were not found by the automated method. The majority of
these missed detections were caused by a failure in fitting the PSF
to the DN data, which is typically caused by streaked detections or
multiple particles being very close to each other in pixel space (within
5–10 pixels).

4.2. Results From Automated Tracking of Particles

We applied the automated tracking algorithm to images captured by
NavCam 1 while the OSIRIS‐REx spacecraft was in orbit about
Bennu between 10 January and 18 February 2019. During this shorter
time frame, the imaging cadence was higher (a pair of images
approximately every 30min), which is much more suitable for track-
ing than the typical imaging cadence of a pair of images every 2 hr
that was used during the rest of the 1 January to 3 May 2019 time per-
iod (Lauretta et al., 2019). Manual track identification was also

(a)

(b)

Figure 7. An example of the tracks found by the automated algorithm from
NavCam 1 images taken on (a) 18 and (b) 20 January 2019. The tracks are
shown in gray, with the observations belonging to the track shown as
a scatter (blue and gray).

Figure 8. An example of the performance of the automated algorithm when the
number of possible detections is crowded, from NavCam 1 images taken on
19 January 2019 following an ejection event. In the area of the ejection
(to the top right of Bennu), two false positive tracks are identified
in red, but there are also correct identifications.

10.1029/2019EA000843Earth and Space Science

LIOUNIS ET AL. 12 of 15



performed on these images. Tracks found by the manual and automated
tracking methods are tabulated in Table 1.

The automated tracking method only missed 6.4% of the total number of
real tracks in the images. These results are adequate for an automated pro-
cess and can be used to inform where a more thorough manual inspection
may be warranted by identifying time periods where there is increased
activity observed. Examples of the tracks identified by the automated algo-
rithm are shown in Figure 7. Figure 8 shows an example of how an exces-
sively crowded field can result in false tracks using this algorithm.
Figure 9 shows an example of how a false track can interrupt a real track.

5. Modifications for Other Environments

In this manuscript, we have described how the autonomous detection and
tracking algorithms were implemented on OSIRIS‐REx for the NavCam 1
camera. We now briefly discuss modifications that may need to be applied
to these algorithms for operation in other environments and for other mis-
sions. This does not constitute an exhaustive list but rather provides a
starting point of what to consider changing first.

5.1. Modifications for Autonomous Identification of Particles

There are a few different parameters that can be modified for identifying
the objects in each frame. These are described in Table 2.

In addition, it may be necessary to adjust the algorithm itself. For
instance, in section 2, if the detector does not have covered active pixels, it will be necessary to estimate
the background noise in a different manner, such as using the sampling described in Lang et al. (2010).
Also, the quality definition will likely need to be significantly modified to reflect the detector and environ-
ment that the detections are extracted from.

5.2. Modifications for Manual Tracking of Particles

There are two modifications that may be necessary for generating visual aids for manually tracking particles
from frame to frame. First is the time duration for when particles are shown. This should be based on the
expected viewing geometry, imaging cadence, relative particle velocity, and relative particle density.
Second, if the observer is not moving quickly with respect to the imaging cadence, then it may be

Figure 9. An example (to the bottom left of Bennu in the circle) of how a
false positive (in red) can interfere with what is actually a real track, from
NavCam 1 images taken on 13 February 2019. In this frame, the false
track passing behind Bennu prematurely terminates the real track
to the left of Bennu where they intersect. Because detections
that have already been placed in a track are ignored, real tracks
cannot use these detections again, even if they are part of
the track. Rejecting the false positives allows for fewer
false negatives.

Table 2
Tuning Parameters for Detection of Particles in Monocular Images

Parameter (section) Typical range Comments

Median‐filter size (section 2) 3 × 3 to 10 × 10 (pixels) Adjusted based on the expected stray light gradients in the detector. Larger
gradients may need smaller filter sizes.

Sigma multiplier (sections 2 and 2.1) 2–30 Adjusted based on experimentation and the expected SNR for the detections
Background subwindow size (section 2.1) 8 × 8 to 30 × 30 (pixels) Adjusted based on the expected stray light gradients in the detector and camera

PSF. Larger gradients may need smaller filter sizes
Possible star angular tolerance (section 2.2) Varies Adjusted based on the angular resolution of the detector and expected centroiding

performance
Possible star time duration (section 2.2) Varies Adjusted based on the expected viewing geometry and imaging cadence for the

camera
Possible star number of matches
(section 2.2)

3–10 Adjusted based on the expected viewing geometry and imaging cadence for the
camera

Extended body blob size (section 2.2) 10–100 (pixels 2) Adjusted based on the expected size of the particles and the PSF of the camera
Possible hot pixel tolerance (section 2.2) 1–4 (pixels) Adjusted based on the expected precision of the centroiding
Possible hot pixel number of matches
(section 2.2)

Varies Adjusted based on the expected viewing geometry and imaging cadence for the
camera

Possible hot pixel time duration
(section 2.2)

Varies Adjusted based on the expected viewing geometry and imaging cadence for the
camera
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unnecessary to perform the frame transformations described. Instead, the particle observations could be sim-
ply corrected for camera distortion and plotted with respect to the central body.

5.3. Modifications for Automated Tracking of Particles

For the automated tracking of particles, the entire EKF setup will need to be tailored to the specific environ-
ment (sections 3.2.3.1–3.2.3.4). Beyond the EKF, there are also a few tuning parameters in the general algo-
rithm that may need to be modified, presented in Table 3.

Finally, the algorithm for the Euclidean distance threshold in section 3.2.4 will likely need to be adjusted
based on the expected centroiding accuracy and dynamical model accuracy.

6. Conclusion

We describe the autonomous approaches implemented for the OSIRIS‐REx mission to extract and link
detections of particles in orbit around Bennu, as observed by the NavCam 1 camera. For each algorithm,
we describe the general technique, as well as the specific design decisions influenced by the OSIRIS‐REx
mission and the NavCam 1 camera. We then demonstrate these techniques using images of particles ejected
from the surface of the asteroid Bennu acquired in 2019. We conclude by describing the parameters of the
algorithms that can be tuned for application in situations that are different than that of OSIRIS‐REx at
Bennu. Our methods decreased the amount of manual effort that is required to examine NavCam 1 images
and directly enabled analysis of the ejected particles and their implications for Bennu. The described algo-
rithms are being applied to all images captured by OSIRIS‐REx during proximity operations about Bennu
so that longer‐term trends in the frequency of the particle ejection events can be examined.

Data Availability Statement

NavCam 1 images are available via the Planetary Data System (PDS) (https://sbn.psi.edu/pds/resource/
orex/tagcams.html) (Bos et al., 2019). Data are delivered to the PDS according to the OSIRIS‐REx Data
Management Plan available in the OSIRIS‐REx PDS archive (Crombie & Selznick, 2019).
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