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ABSTRACT 

Perceptual Decision Making involves making a simple decision about some feature of a 

perceptual stimulus. How do different contextual influences change the underlying dynamics of 

this task? Here I use the Clicks task, a simple perceptual decision-making task where participants 

must report which side they heard more clicks, in order to study how different contextual 

influences can shape the underlying dynamics of this decision-making process. This task is 

subject to a number of different suboptimalities which can drive errors, such as side bias, 

integration shape, choice kernel, reinforcement learning, and noise. Here I address how various 

contextual influences can modulate these suboptimalities in order to change decision-making 

behavior. In the first study, I show that when participants are under higher motivation to perform 

the task accurately, noise in the decision process is subject to rapid modulation in order to 

achieve higher performance. However, no other suboptimalities were modulated in order to 

achieve this higher performance. The second study aims to find other sources of contextual 

influence that can modulate the other suboptimalities, such as the integration shape.  Results 

show that through changing the underlying statistics of the stimulus, participants can indeed 

modulate their integration shape, or the way they weight information over time, to match these 

stimulus statistics. These two studies provide evidence that noise in the decision process, and 

integration shape are two underlying dynamics of the decision process that are subject to 

modulation. Future research can address further contextual influences that may be able to 

modulate the remaining suboptimalities such as side bias, reinforcement learning, and choice 

kernel.  
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CHAPTER 1: GENERAL INTRODUCTION 

 How do contextual influences alter the underlying dynamics that drive perceptual 

decision-making behavior? Perceptual decision making involves making a simple decision based 

on some feature of sensory information. For example, imagine you are walking down the street, 

waiting to meet your friend at a coffee shop. As each person passes by, you make the quick 

decision: is this my friend, or is this a stranger? These types of rapid decisions are made every 

day, from judging whether the traffic light is yellow or red, to discerning whether the clouds in 

the sky look like an airplane or a bird. How do our experiences, our expectations, and generally 

our current state of mind affect these decisions? If you are expecting to see your friend when a 

person walks up, it may take much less time to recognize them, as opposed to if you are not 

expecting to see them that day. If you have just seen some birds flying in the sky, how likely is it 

that you will still think the cloud is an airplane? The topic of my dissertation is the study of 

various contextual influences on perceptual decision making. Specifically, how do contextual 

influences such as motivation and expectation alter the underlying dynamics that drive 

perceptual decision-making behavior? Here we look at perceptual decision making under the 

evidence accumulation framework. This typically involves a two alternative forced choice task, 

where subjects must make a simple decision about some feature of a stimulus. This decision 

formation process involves accumulating sensory information about the stimulus, integrating that 

information in favor of either response option and executing a motor output based on that 

accumulated evidence. We ask the question: how do different contextual influences change the 

dynamics of this decision formation process? 
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Decision formation in Perceptual Decision Making  

To date, decision formation in perceptual decision making has been predominantly 

studied using tasks based on the Random Dot Kinematogram (RDK). In these tasks, participants 

view a field of randomly moving dots, with a certain percentage of dots moving in the same 

direction (Figure 1). Participants are asked to make a simple judgement about if the dots are 

moving to the right or to the left. The percentage of dots moving together, known as the 

coherence level, will determine the difficulty of the task. When the coherence level is high, there 

is less noise in the stimulus, or fewer randomly moving dots that can obscure the true motion 

direction of the field. When the coherence level is low, then the noise level is higher, and the 

decision is more difficult. 

 

Figure 1. Random Dot Kinematogram (RDK) task showing 100% coherence, 50% coherence, 
and 0% coherence from Slaghuis et al., (2007) 

At the computational level, decision formation in the Dots Task is typically modeled 

using a Drift Diffusion Model (DDM) (Figure 2).  The DDM is an evidence accumulation model 

used to describe decisions in a two alternative forced choice task. As evidence in favor of either 

response option is presented, the relative difference between the streams of evidence is 
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accumulated up to a certain response threshold. Once the threshold for a given response option is 

reached, evidence accumulation is complete, and the respective choice is made for that response 

option. The DDM has a number of parameters used to describe this decision process. The first is 

the threshold parameter. This is the point at which enough evidence has accumulated in favor of 

either response option, and the respective decision has been made. The second parameter is the 

drift rate parameter. This parameter encompasses the strength of the evidence in favor of either 

response option. If the decision is particularly difficult, or there are relatively equal amounts of 

evidence for either response option coming in at each time point, with only slightly more 

evidence in favor of one over the other, then the amount of information accumulated at that time 

point will be small. So evidence will be accumulated at a slower rate and will take longer to 

reach threshold. Conversely, if the decision is very easy, and at each time point there is vastly 

more evidence in favor of one of the response options, then the amount of evidence gathered at 

that time point will be large, and threshold will be reached faster. The third parameter is the 

starting point parameter, or the initial point where evidence accumulation will begin in relation 

to either threshold. This is where bias can be introduced into the model. If the starting point of 

evidence accumulation is equidistant from both thresholds, then there is no bias present. 

However, if the starting point occurs closer to one of the two thresholds, then less evidence needs 

to be accumulated for that option in order for threshold to be reached. The fourth parameter is the 

non-decision time parameter. This is any processing time contributing to the overall response 

time that is not attributed to the evidence accumulation process. This is due to factors like the 

sensory processing of the stimuli, where the initial streams of evidence are processed before a net 

difference between them can be computed. It is also due to motor initiation and execution of the 

response after the decision threshold is reached. Finally, this entire process is subjected to 
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random noise, encompassed in a noise parameter, to account for variability due to extraneous 

factors such as random neural firing. This will introduce random variability in the gathering of 

evidence for either option.  

 

Figure 2. Drift Diffusion Model from Vinding et al., (2018). This model is used to describe 
evidence accumulation frameworks of decision making, where the relative evidence in favor of 
either response option is compared in order to make a decision. The accumulated evidence is 
shown here as the blue and red lines. This accumulation process is parameterized by: the drift 
rate, or the slope of the accumulation line; the Bias, or the starting point for evidence 
accumulation; the threshold, or the amount of accumulated evidence needed to make a decision; 
and the non-decision time, or processes other than evidence accumulation such as motor 
preparation and execution, that contribute to the reaction time. Both accuracy and reaction time 
are described well by this model.  

 

The DDM captures choice behavior by modeling the accumulation of evidence towards 

one of the two response options. However, it also captures reaction time data remarkably well. 

Altering the parameters of the DDM will affect the speed accuracy tradeoff. For example, if the 

threshold parameter is lowered, then less evidence will be required to make a decision. This is 
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result in reduced reaction times, but also reduced accuracy. If the threshold parameter is 

increased, so that more evidence is required to make a decision, then accuracy will be higher, but 

reaction times will also be longer. 

Previous research suggests a neural implementation of this evidence integration process 

using a variety of neuroscientific techniques and subject populations, including monkeys, 

rodents, and humans (Hanks & Summerfield, 2017). In monkeys, this neural implementation is 

found in studies using extracellular recordings from single neurons in lateral intraparietal cortex 

(LIP) and frontal eye fields (FEF’s) for saccadic choices (Hanes and Schall 1996; Shadlen & 

Newsome, 1996) and premotor cortex for manual choices (Cisek and Kalaska, 2005; Romo et al., 

2004). For saccadic responses in a motion discrimination task, when sensory information favors 

a response in the recorded neuron’s response field, there is a steady increase in neural firing of 

that neuron. Activity in this neuron steadily decreases as perceptual information is presented in 

favor of the opposite response. This mimics the linear integration of relative evidence for either 

response. This buildup rate depends on the amount of noise present in the sensory stimulus (for 

example motion coherence). The stronger the evidence is, or the less noise is present, the steeper 

the buildup rate of these neurons is (Hanks & Summerfield, 2017). Similar observations have 

been made in rodents performing an auditory clicks task in the Posterior Parietal Cortex (PPC) 

and Frontal Orienting Fields (FOF’s) (Brody and Hanks 2016). Single cell recordings show that 

each new pulse of information results in a sustained increase in firing rate of neurons coding for 

the accumulated evidence in the PPC (Hanks et al., 2015).  

In Human studies, the Lateralized Readiness Potential (LRP) is shown to scale with the 

amount of sensory information present. The LRP is a difference in neural activity between two 
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centrally located scalp potentials. It typically accompanies manual responding, where 

participants make a response with either their right or their left hand. It is thought to reflect the 

preparation of motor activity during manual responding (Gratton et al., 1988; de Jong et al., 

1988; Eimer 1998). Kelly & O’Connell (2013) provide evidence that the rising phase of the LRP 

changes with task difficulty. They measured EEG activity over motor regions while subjects 

made a perceptual decision making judgement using a coherent motion display with four 

different levels of coherence (25%, 35%, 50%, 70%). In both stimulus locked and response 

locked analyses, the buildup rate was proportional to the coherence level, with faster buildup of 

the LRP corresponding to higher coherence in the display. This evidence suggests that when 

there is less noise in the display and the perceptual information is stronger, you see a sharper rise 

in the LRP, suggesting that the LRP is reflecting the state of the accumulator in the perceptual 

decision making process (Kelly & O’Connell, 2013).  

 Prior behavioral and neuroscientific research provides strong evidence that the DDM is a 

good model for decision formation. It captures the speed accuracy tradeoff in two alternative 

forced choice tasks remarkably well, and the underlying neural activity driving these tasks 

closely mimics parameters of the DDM. There are other models that can be used to describe 

decision formation, but none that capture the dynamics of evidence accumulation as well as the 

DDM. One example is a race model, where information is integration separately for each 

response option, so there are two separate accumulators for each of the two response options. 

This is in contrast with the DDM, where there is only one accumulator present, which comprises 

the comparison of evidence for the two response options. Additionally, decision formation 

behavior can be described well by neural network models as well. However, Bogacz et al., 

(2006) demonstrates that most competing models of decision formation, with the exception of 
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the race models, can be reduced to the DDM (Bogacz et al., 2006). Furthermore, when studying 

the effects of contextual influences on decision formation, prior research also provides evidence 

that these effects can be captured by changes in the parameters of the DDM.   

Contextual Influences in Perceptual Decision Making 

 Prior research shows that contextual influences can change the dynamics of the evidence 

accumulation process. Under the DDM framework, increased attention to a stimulus, shown to 

affect sensory gain, will increase the drift rate parameter, and reduce noise in the accumulation 

process (Summerfield & De Lange, 2014). There is also neural evidence that creating an 

expectation for which response option will be correct biases the starting point of the 

accumulation process. Hanks et al., (2011) manipulated the frequency that a correct response was 

“right” or “left” in a RDK task in Macaque monkeys. Using single cell recordings from the 

neurons in the LIP, they showed that baseline neural firing was higher when that response option 

was biased to occur more frequently (Hanks et al., 2011). Similarly, in human studies measuring 

MEG in the motor cortex, researchers showed that the presence of a cue predicting the correct 

response in the RDK task showed a prestimulus buildup of neural activity favoring the cued 

response option (de Lange et al., 2013). Biasing the starting point in this way will lead to a bias 

in the participants response: there is less evidence required before the motor threshold is crossed. 

Current Studies Overview 

Prior research shows that contextual effects like attention and expectation can alter 

dynamics of the accumulation process such as starting point, and drift rate, and noise level, when 

modeling the data using a DDM. However, are there other dynamics that are not captured by the 

DDM that can also be subject to high-level influences?  While the DDM is highly effective at 

describing accuracy and response time data in these evidence accumulation tasks, it makes a 
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number of assumptions that fail to capture some of the underlying dynamics of the decision 

process. For example, it assumes equal weighting of evidence over time. It is possible that the 

information presented at timepoint 1 will be weighted higher in the participants final decision, 

when compared to the information presented at timepoint 2. However, the model does not 

capture this unequal weighting of information. Also, the model does not account for sequential 

effects in decision making, such as the effect of participants’ previous choices on the 

accumulation process on the current trial. Perhaps the negative feedback of an incorrect response 

may in some way change the accumulation process, but this will not be captured by the model.  

Previous studies in our lab have used logistic regression modeling to capture the 

underlying dynamics of the evidence accumulation process in the Clicks Task (Figure 3). In this 

task, a stream of auditory clicks is presented to each ear. The participants’ task is to judge which 

side has more clicks, right or left? The difficulty of the task scales with the ratio of the number of 

clicks presented on either side, referred to as DN. As DN moves closer to 0, the difficulty of the 

trial increases. If there are far more clicks on the right side as opposed to the left side, then the 

difficulty of the task is lower than if there were a relatively even number of clicks on either side. 

One advantage of the clicks task is that the stream of sensory information is precisely known at 

each time point in the trial, allowing researchers to have an accurate calculation of the state of 

the accumulator at each time point. This is in contrast with the RDK, where there are multiple 

pieces of evidence presented simultaneously that must be accumulated. When the information is 

presented sequentially in the Clicks Task, then the precise amount of information that should be 

accumulated at each timestep is known (Brody & Hanks, 2016; Brunton et al, 2013).  
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Figure 3. The Clicks task is an auditory decision making task, where participants receive a 
stream of auditory clicks coming into both ears. Their task is to respond which side contained 
more clicks. Their choices are displayed on the screen with a right or left arrow. They are then 
given both visual and auditory feedback to indicate if their response was correct or incorrect. 
They are given 1 point for a correct response, and 0 points for an incorrect response.  

Through logistic regression analysis, where each individual click is entered as a predictor 

of participants' choices, we can shed light on how these suboptimalities are driving mistakes 

(Figure 4). Assessing how these suboptimalities drive behavior gives us insight into the 

underlying dynamics of the evidence-accumulation process (Keung et al., 2019). The first 

suboptimality revealed is simply random noise. This could be caused by any number of factors, 

such as random neural firing. Noise is quantified by taking the average of all the beta weights for 

all of the clicks. Because noise in the regression equation is constant, the average click weight 

will give us an index of the signal to noise ratio (SNR). In other words, the variance in 

participants' responses that cannot be accounted for by the clicks must be due to extraneous 

noise. The second suboptimality is derived by looking at the shape of the beta weights for the 

clicks, known as the integration shape. This shape gives us a sense of how the information is 
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being weighed over time. For example, if participants base their responses mostly on the clicks 

that occur in the center of the click train, and ignore the clicks at the very beginning and at the 

very end (there are 20 clicks total on every trial), then the shape of the beta weights will look like 

a curve with a bump in the middle. Ideally, the integration shape will be flat, indicating that all 

clicks are weighed equally in the decision. However, previous research finds evidence for a 

bump near the center of the click train (Keung et al., 2019). The next suboptimality is known as a 

choice kernel, or the tendency to make the opposite response to that of the previous trial. This 

can be quantified through regressing the previous trial’s responses onto the current trial’s 

response. In the analysis, the previous trial’s responses up to five trial back are included. Another 

suboptimality is a reinforcement learning effect, or a tendency to repeat previously correct 

answers and alternate from previously incorrect answers. This can be quantified through 

regressing the previous trial’s response, multiplied times if the response was correct or incorrect 

(1 for correct, -1 for incorrect), onto the current trial’s response. This is also included for up to 

the five previous trials. Finally, the last suboptimality, the side bias occurs when participants 

have a preference to either respond left or to respond right, regardless of the clicks presented. 

This typically occurs in tasks that require manual responding, and can be caused by factors such 

as handedness. This is quantified through the intercept term returned from the regression 

equation (Keung et al., 2019). 
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Figure 4. Suboptimalities revealed through regression analysis from Keung et al., (2019). A) the 
SNR is revealed through averaging all of the beta weights for each click; B) the beta weights for 
the clicks are mean centered to reveal the shape of integration; C) the beta weights for the 
previous trial’s responses up to five trials back give an index of the choice kernel, or the 
tendency to alternate response options with manual responding. The beta weights for the 
previous trial’s responses up to five trials back, multiplied by the reward given on those 
responses, gives an index of the reinforcement learning effect. This is the tendency to repeat 
previously rewarded responses. D) the side bias is given by the intercept in the logistic regression 
equation, which reveals a tendency to make a rightward response. All of these beta weights are 
significantly different from zero, indicating that they are driving errors made in the Clicks Task.  
 

By using these logistic regression measures, we can shed light on the underlying 

dynamics of evidence accumulation that might drive errors in behavior. The goal of the current 

research is to shed light on how these different sources of error are subject to modulation from 

contextual influences. In the first study, we manipulate the possible reward a participant may 

receive if they answer correctly. How do these underlying dynamics change under different 

motivational states to get the answer correct? In the second study, we set up an expectation as to 

which individual clicks were relevant in making the final decision. We sought to understand if 

participants could learn to selectively upweight or down-weight each click, based on these 

expectations. 
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CHAPTER 2: HIGH AND LOW STAKES IN PERCEPTUAL DECISION MAKING 

Introduction 

 It seems obvious that decision making should improve when the stakes are high. For 

example, if a referee is judging the potentially winning play of a championship game, they will 

likely place a great emphasis on making an accurate call. Previous research has shown that 

people’s performance can improve when the stakes are raised (Braver et al., 2014; Manohar et 

al., 2015).  However, this is not true in all cases, as ultra-high stakes can also induce “choking” 

behavior, where higher stakes tasks can actually lead to worse performance (Maddox & 

Markman, 2010; Yu, 2015). Here we investigate whether increasing the stakes in the Clicks task 

can lead to higher performance. In other words, will participants perform better when they are 

more motivated to answer correctly? By using our logistic regression analysis, we can then 

isolate which suboptimalities are modulated in order to achieve this higher accuracy.  

Increases in task performance associated with higher stakes rewards can be seen in 

various domains of cognition, including visual attention, conflict resolution, response inhibition, 

and episodic memory encoding (Braver et al., 2014). Previous research in economic decision 

making also indicates that changing the stakes can modulate task performance to maximize 

reward received. San Martin (2016) showed participants a cue at the beginning of each trial, 

predicting the potential reward received on that current trial. Participants were then asked to 

wager either a small or a large amount, based on that outcome predicting cue. Participants were 

able to successfully maximize the amount of total reward earned in the task by utilizing the 

pretrial cues (San Martin, 2016). Additionally, previous research shows that changing the stakes 

can improve performance in perceptual tasks as well. Manohar et al. (2015) tasked participants 

with making a saccade to a visual target under a limited response time window, while avoiding 
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competing visual distractors. They manipulated reward on each trial, such that on some trials 

they were rewarded higher than others for responding quickly and accurately. They found that 

higher rewards led to both increased accuracy and shorter response times when making a saccade 

to the target location (Manohar et al., 2015).  

 In the perceptual decision-making literature, previous research manipulating reward value 

typically involves preferentially rewarding one response option as higher than the other. This 

will have the effect of biasing the starting point of evidence accumulation for that particular 

response option. For example, a researcher might give a higher reward for a rightward response 

option, and a lower reward for a leftward response option in an RDK task, biasing them to make 

a rightward response more often (Simen et al., 2009). However, in our task, we are manipulating 

reward in order to increase motivation. Our goal is not to bias the participant towards one type of 

response over the other; instead, our goal is to optimize the decision process such that fewer 

errors occur under conditions of higher motivation to answer correctly. By manipulating the 

participants’ incentive to respond correctly, regardless of which response option is correct, we 

are using potential reward to look at other potential biases beyond simply biasing one response 

option over the other.   

For this study, we manipulated the stakes on each trial by varying the potential reward a 

participant could receive for a correct answer when performing the Click’s task. We sought to 

answer the question, what dynamics of the decision process change when participants are more, 

or less motivated to answer accurately? On some trials, the reward for a correct answer was high, 

and on some trials, the reward for a correct answer was low. By manipulating the stakes for 

responding correctly in the clicks task, we can assess which aspects of the decision formation 

process are optimized in order to reduce errors. Logistic regression analysis was performed in 
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order gain an index of parameters such as SNR, integration shape, choice kernel, reinforcement 

learning effect, and side bias effect (Keung et al., 2019). By comparing these measures between 

the high and low stakes trials, we can assess which measures are changed by this increased 

motivational state in order to achieve a higher accuracy. 

Methods  

Participants were University of Arizona undergraduate students, participating in 

exchange for credit in an introductory psychology course. All gave informed consent and the 

study was approved by the University of Arizona IRB. Their ages ranged from (18 - 24). 58 

participants were female, 21 participants were male, and 3 did not respond when asked to state 

their gender for a total of 82 participants. Participants were excluded from the analysis if their 

accuracy was below .5, or if they did not complete at least 500 trials of the experiment (7 

subjects were excluded based on this criteria, leaving 75 subjects for analysis). Individual trials 

were also excluded from the analysis if their reaction time exceeded 3 seconds (less than 1% of 

trials were excluded per subject based on this criteria). Participants performed the task until they 

filled the progress bar 5 times, or 50 minutes elapsed, whichever came first. The minimum 

number of trials completed was 577, max was 815, with an average of 679.  

Participants performed a modified version of the Clicks task (Figure 5), where they were 

instructed to listen to a stream of auditory clicks presented to both the left and right ears, and 

answer simply with a keypress which side contained more clicks? Right or left? Each trial 

always contained exactly 20 clicks presented at equal intervals over the course of 1 second, and 

there were never two overlapping clicks presented simultaneously. The diffuculty of the trial 

varied according to the ratio of the number of clicks presented to each side. This differences in 

the number of clicks (Δ clicks) was defined as the number of right clicks – the number of left 
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clicks, and varied from -10 to 10.  

 

Figure 5. Clicks task with a high (A) and low (B) stakes manipulation. Participants are presented 
with auditory clicks to both the right and left ears, and asked to respond which side had more 
clicks, right or left? A right or a left arrow is displayed showing them the response they made, 
followed visual and auditory feedback indicating if their response was correct. On high stakes 
trials, the potential reward is high, receiving 10 points for a correct response. On low stakes 
trials, the potential reward is low, receiving 1 point for a correct response. In both types of trials, 
they receive 0 points for an incorrect response. The progress bar presented displays the 
participants’ current progress throughout the experiment: they must fill the progress bar 5 times 
before they can exit the experiment. The vertical orange line shows the potential amount the 
progress bar will be filled if the participant makes a correct response. In high stakes trials, the 
potential amount the progress bar will be filled is high, therefore progressing them through the 
experiment faster. In low stakes trials, the potential amount the progress bar will be filled is low, 
progressing them through the experiment slower.  
 

Critically, on some trials the reward for a correct response was higher than on others. On 

high stakes trials, they received 10 points for a correct response, while on low stakes trials they 

only receive 1 point for a correct response. On both high and low stakes trials they did not 

receive any points for an incorrect response. This was a within subjects design, with high and 

low stakes trials alternating every 10 trials. Participants were made aware of the stakes 

manipulation by the presence of a progress bar on the top of the screen. At the start of each trial, 
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the available points for a correct answer (10 vs 1) were indicated using a line that showed how 

much of the bar would be filled if they got the answer right.  To motivate them to take this stakes 

manipulation seriously, participants were told that if they filled up the progress bar 5 times inside 

50 minutes they could leave the experiment early, otherwise the experiment ended after 50 

minutes. In other words, making a correct judgement on a high stakes trial progressed them 

through the experiment faster.  

Using logistic regression analysis, the various sources of bias can be quantified and 

measured in the different reward conditions.  Each individual click was entered into the 

regression as a single predictor, along with the previous trial’s response up to 5 trials back, and 

the previous trial’s response multiplied by the previous trial’s accuracy up to 5 trials back, in 

order to predict the participant’s choice on the current trial. This regression analysis was done 

separately for each subject, and further separated by condition, such that for each subject, this 

analysis was done separately for the High Stakes trials and the Low Stakes trials. This quantifies 

all of the sources of errors: the average beta value for all 20 clicks provides an index of the signal 

to noise ratio (SNR). The mean centered click weights for each click position gives us the 

integration shape or an index of how the information is integrated over time. The beta weight on 

their previous choice gives us an index of the choice kernel, or the tendency to alternate choices 

between the right and left side. The beta weight on their previous correct choices gives us an 

index of the reinforcement learning effect, or a win stay lose shift strategy that could result in 

incorrect responses. And finally, the intercept term gives us an index of any bias to respond right. 
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Results 

Overall choice curves are shown below, where the probability of making a rightward 

response is plotted against the range of difficulty values (Right clicks - Left clicks). A negative 

DN value indicates that the correct response was left, and a positive DN indicates that the correct 

response was right (Figure 6). Trials with a reaction time of greater than 3 seconds were 

excluded from the analysis (less than 1% of trials for each subject).  

          

Figure 6. Choice curves and RT for each reward condition. A) the x-axis displays DN, or the 
difference in clicks (R-L). The y-axis displays the probability of choosing right on those trials 
with the various values of DN. The data is separated by reward condition. B) the x-axis displays 
DN, and the y-axis displays the reaction times for those trials with the various values of DN. The 
data is again separated by reward condition.  

Collapsing across all difficulty levels, overall accuracy and reaction time was calculated 

for each reward condition (Figure 7). There was a significant difference in accuracy between the 

high stakes (M = .81, SD = .06) and low stakes (M = .80, SD = .06) conditions, (t(74) = 2.8, p < 

.01), where participants were overall more accurate on the high stakes trials when compared to 

the low stakes trials, with an effect size of .32 (Cohen’s D). There was also a significant 
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difference in reaction times between the high stakes (M = .43, SD = .09) and low stakes (M = 

.42, SD = .09) conditions, (t(74) = 4.24 , p < .01), where participants had overall longer reaction 

times on high stakes trials when compared to low stakes trials, with an effect size of .49 

(Cohen’s D). Individual data points for accuracy and RT are displayed in Figure 7.       

  

Figure 7. Accuracy and RT plots for high vs low stakes conditions. A) each datapoint represents 
an individual subject’s accuracy in the low stakes trials on the x-axis plotted against their 
accuracy in the high stakes trials on the y-axis. There was a significant difference in accuracy 
between the high stakes (M = .81, SD = .06) and low stakes (M = .80, SD = .06) conditions, 
(t(74) = 2.8, p < .01), where participants were overall more accurate on the high stakes trials 
when compared to the low stakes trials. B) each datapoint represents an individual subject’s 
reaction time in the low stakes trials on the x-axis plotted against their reaction time in the high 
stakes trials on the y-axis. There was also a significant difference in reaction times between the 
high stakes (M = .43, SD = .09) and low stakes(M = .42, SD = .09) conditions, (t(74) = 4.24, p < 
.01), where participants had overall longer reaction times on high stakes trials when compared to 
low stakes trials.  

Logistic regression analysis was performed for each subject, separated by condition. For 

the side bias, choice kernel, reinforcement learning, and noise suboptimalities, a paired sample 

ttest was performed to assess any differences. A 2-way anova was performed on the mean 

centered click weights for each reward condition, in order to assess any differences in integration 

shape. Here a significant interaction would reveal differences in the integration shape across 

0.6 0.8 1

Accuracy: Low Stakes

0.5

0.6

0.7

0.8

0.9

1

Ac
cu

ra
cy

: H
ig

h 
St

ak
es

0 0.2 0.4 0.6

RT (s): Low Stakes

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

R
T 

(s
): 

H
ig

h 
St

ak
es

A B



24 
 
 
 
reward conditions. If for example a higher accuracy is achieved in the high stakes condition 

through a more even integration shape, but the low stakes condition still shows a biased 

integration shape, then this would be revealed through a significant interaction effect.  

The results of these analyses are shown in Figure 8, separately for each reward condition. 

There were no significant differences between reward conditions for the choice kernel effect, 

reinforcement learning effect, side bias, or the integration shape. However, there was a 

significant difference in the SNR across reward conditions, with High stakes trials (M = .51, SD 

= .19) having a higher SNR when compared to Low Stakes trials (M = .47, SD = .18), (t(74) = 

2.97, p > .01).  

 

Figure 8. Suboptimalities revealed through regression analysis, separated by condition. There 
were no significant differences in the integration shape, choice kernel effect, reinforcement 
learning effect, or side bias across conditions. There was a significant difference in the SNR 
across conditions, with High Stakes trials (M = .51, SD = .19) having a higher SNR when 
compared to Low Stakes trials (M = .47, SD = .18), (t(74) = 2.97, p > .01). This indicates that the 
modulation of the SNR is leading to error reduction in the high stakes trials.  
 

In order to assess what fraction of mistakes are attributable to each source of error, we 

used the fitted beta values for each subject to simulate a decision variable based on the clicks 
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alone, along with the clicks plus each of the different suboptimalities. By doing this, we can see 

an index of how much each suboptimality contributes individually to the overall drop in 

accuracy. The individual contribution of each suboptimality is plotted below (Figure 9), along 

with the original accuracy of the participant for comparison.  There were no significant 

differences between the simulated accuracy including all of the biases, and the subjects’ original 

accuracy from the task. Results show that noise is the largest driver of errors in the task, 

followed by integration shape, side bias, choice kernel, and reinforcement learning.  

 

Figure 9. Simulated data where responses are based on the clicks, along with: all other 
suboptimalities included, only noise included, only shape included, only side bias included, only 
choice kernel included, or only reinforcement learning effects were included, or none of the 
suboptimalities were included. Subjects original behavioral data are also included for 
comparison. Results reveal that the SNR is the highest driver of errors in the task, followed by 
integration shape, side bias, choice kernel, and reinforcement learning effects.  
 

Discussion 

 In the current study, we manipulated the motivation to answer correctly on each trial 

through a High and Low Stakes manipulation. For each subject, on High Stakes trials the 
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potential reward for a correct answer was high, and on Low Stakes trials, potential reward for a 

correct answer was low. On all trials, participants were not rewarded for an incorrect answer. 

Overall, the results show that by increasing the stakes through reward, performance on the Clicks 

Task is indeed improved. The question we sought to answer was which of the various 

suboptimalities was modulated in order to achieve this reduction in errors, due to a higher 

motivation to perform the task. Of the many possibilities was the presence of noise in the 

perceptual processing of the stimulus (SNR); uneven integration shape, where each click is not 

integrated equally into the final decision; choice kernel, or the tendency to alternate between the 

two response options independent of the stimulus; a reinforcement learning effect, when the 

previously rewarded response will be repeated in the current trial; and finally a side bias effect, 

or the tendency to favor one of the two response options. We found that the amount of noise 

relative to the signal of the clicks was reduced in the high stakes condition, effectively resulting 

in greater accuracy. However, strikingly, this was the only suboptimality that showed any 

modulation in our task. It is interesting to note that modulation of perceptual noise alone can 

result in this reduction in errors.  

It is possible that these results are due to the modulating effects of attention, distributed 

through mechanisms of cognitive control. Prior research shows that increased attentional 

allocation results in a higher signal to noise ratio, driving better performance in cognitive tasks 

(Dosher & Lu, 2000; Lu & Dosher, 1998, Briggs et al., 2013). On those High Stakes trials, 

participants are more motivated to respond correctly, and therefore will increase their attentional 

allocation to the stimulus.  This mechanism of increasing your attentional allocation when the 

potential reward is higher is consistent with current theories of cognitive control. These theories 

state that cognitive control will be allocated in those circumstances where the potential reward to 
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be gained is outweighed by the cost associated with achieving that reward (Shenhav et al., 2013). 

Perhaps on the High Stakes trials, the higher potential reward was worth the cost of modulation, 

in order to achieve an increase in performance. This is in contrast with the Low Stakes trials, 

where the reward was not sufficiently high enough to warrant an increased attentional allocation.  

If this increase in performance is indeed achieved through mechanism of cognitive 

control, then why did we see SNR as the only suboptimality modulated in our task? One 

possibility is that SNR is the only suboptimality that is able to be modulated rapidly. Participants 

in our task completed ten trials of each reward condition at a time before alternating to the other 

reward condition. Perhaps such a rapid change in cognitive control necessary to perform the task 

only allowed for modulation of the signal to noise ratio, but no other suboptimality. Another 

possibility is that the other suboptimalities were not worth the cognitive resources it would take 

to modulate them. The results of our simulations show that their relative influence on the 

reduction in accuracy is low across conditions. Perhaps the increase in accuracy that would be 

gained from their modulation would not be worth the cost of modulation. Future studies are 

needed to further address these different possible explanations of our results. 
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CHAPTER 3: MODULATION OF INTEGRATION SHAPE 

Introduction 

 The results of the previous study show that when manipulating the motivation to respond 

correctly in the clicks task through high and low stakes trials, the only suboptimality that was 

modulated in order to achieve a higher accuracy was the SNR. Despite the fact that modulating 

the integration shape such that all of the clicks were weighed evenly would have also resulted in 

an increase in accuracy, no such modulation occurred. In the current study, we sought to find 

another contextual effect that could possibly modulate integration shape. Here we manipulated 

the statistics of the stimulus presented, in order to induce an expectation that certain clicks are 

relevant while other clicks are irrelevant.   

 Previous research suggests that expectation can be a powerful influence on perceptual 

processing (Summerfield & Egner, 2009). Specifically, in the perceptual decision making 

literature, studies show that expectation through biasing the stimulus statistics can bias the 

process of evidence integration to favor one response option over the other. Hanks et al., (2011) 

manipulated the statistics of the stimulus presented by introducing a condition where the correct 

answer favored one response option 80% of the time. This had the effect of biasing the starting 

point of evidence accumulation for that favored response option (Hanks et al., 2011). 

Additionally, Piet et al., (2018) found that when performing a modified version of the 

clicks task, rats can learn to adjust their integration shape to match the statistics of the stimulus 

presented. They designed click trains that would mimic changing environmental conditions, with 

the theory that when encountering information in a natural environment, it will be necessary to 

discount information that is older and no longer relevant to the current decision. When the 

environment is more volatile, or more likely to change, then you should weight your most 
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recently presented information higher in making your decision. They designed click trains with 

more or less volatility by manipulating the burst patterns in the click trains, or how often you 

have many clicks presented on the same side in a row. High volatility trials should result in the 

rats weighting the most recent clicks presented higher than earlier clicks in the click train, or a 

recency effect. Indeed, they found that the rats tended to weight the later occurring clicks more in 

the more volatile click trains, in order to achieve a higher accuracy. In this way, they adjusted 

their integration kernel in order to match the statistics of the presented stimulus (Piet et al., 

2018). 

 In the current study, we set up an expectation through the statistics of the stimulus 

presented that some clicks mattered more than others when making their decision. Here we 

manipulated the actual stimulus weights in the task, such the correct answer on each trial was 

only based on half of the presented clicks. We set up two conditions: one where the correct 

answer on each trial depended only on the first 10 clicks presented (the Early condition), and 

another where the correct answer on each trial dependent on only the second 10 clicks presented 

(the Late condition). In other words, through performing the task, participants should come to 

expect that some clicks are relevant to determining the correct answer, and some are irrelevant to 

determining the correct answer, and adjust their integration shape accordingly. By creating two 

conditions which placed relevance on the opposite clicks in the click train, we were able to 

ascertain if modulation of the integration shape occurred by comparing the integration shapes 

across these two conditions.  

Methods 

Participants were University of Arizona undergraduate students, participating in 

exchange for credit in an introductory psychology course. All gave informed consent and the 
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study was approved by the University of Arizona IRB. Their ages ranged from (18 - 25), with 45 

female participants and 14 participants male participants, for a total of 59 participants. Following 

the same exclusion criteria from our previous study, participants were excluded from the analysis 

if their accuracy was below .5, or if they did not complete at least 500 trials of the experiment. 

No participants were excluded from analysis based on this criteria.  

 A modified version of the Clicks Task was used in this experiment (Figure 10). The 

participants were presented with a series of auditory clicks presented to both the right and left 

ears, and were told to answer which side had more clicks. The number of clicks always summed 

to 20, and no two clicks were presented simultaneously. Clicks were spaced in time equally over 

the duration of 1 s, with each click occurring roughly every 50 ms. Each trial began with the 

presentation of a fixation cross, followed by the click train of 20 clicks. Once they responded, a 

right or a left arrow appeared indicating what choice they made. This was followed by feedback 

indicating if they made the correct choice or not. They were presented either with a 1 for a 

correct response with a corresponding “correct” audio tone, or a 0 for an incorrect response with 

a corresponding “incorrect” audio tone. Participants performed as many trials as they could 

complete within a 50 minute experiment block. The minimum number of trials performed by a 

subject was 513, the maximum number of trials performed by a subject was 868, with an average 

of 739. 
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Figure 10. Early (A) and Late (B) Conditions in the Clicks Task. As in previous version of the 
task, participants were presented with a stream of auditory clicks coming into the right and left 
ears. Their task was to indicate whether there were more clicks on the right or the left side. Their 
responses were displayed with a right or a left arrow, and they were given visual and auditory 
feedback to indicate if their response was correct or incorrect. In the Early condition, only the 
first half of the clicks were predictive of the correct answer. In the Late condition, only the 
second half of the clicks were predictive of the correct response.  

This was a between subjects design, with an Early and a Late condition. In the Early 

condition, the correct answer on each trial was based only on the first half of the clicks. The 

difference in clicks (DNEarly) was calculate for only the first 10 clicks presented in the click train, 

and the correct answer displayed in the feedback portion of the trial was based on this 

calculation. In the Late condition, the correct answer was calculated based on the difference in 

the second 10 clicks presented (DNLate). However, participants instructions remained the same as 

in the original version of the clicks: they were only instructed to answer which side had more 

clicks: right or left? They were not informed that the correct answer on each trial was based on 

only half of the clicks presented. For each condition, DNEarly and DNLate differed from DN 
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calculated using the full 20 clicks in the click train on 25% of the trials. In other words, if 

participants performed the task perfectly, but using the full click train instead of only the relevant 

half, the highest performance they could achieve in the task would be about 75% accuracy.   

 The same logistic regression analysis was used as in the previous experiment to assess a 

change in the integration shape across conditions. The individual clicks, along with the previous 

choice up to five trials back, and the previous choice multiplied times the previous trial’s 

accuracy up to five trials back were used to predict the choices on the current trial. The results of 

this analysis will show any change in integration shape across conditions, along with any change 

in side bias, SNR, reinforcement learning, and choice kernel.  

Results 

For each value of DNEarly or DNLate, average choices and reaction times were calculated 

to generate choice and RT curves for each level of difficulty in the task (Figure 11). DN values 

closer to 0 represent more difficult trials, and DN values closer to 8 or -8 represent easier trials. 

Individual trials were also excluded from the analysis if their reaction time exceeded 3 seconds 

(less than 10% of trials were excluded per subject based on this criteria). 
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Figure 11. Choice curves and RT for each condition. A) the x-axis displays DN, or the difference 
in clicks (R-L). The y-axis displays the probability of choosing right on those trials with the 
various values of DN. The data is separated by early and late condition. B) the x-axis displays 
DN, and the y-axis displays the reaction times for those trials with the various values of DN. The 
data is again separated by early and late condition. 

Accuracy and Reaction Time were computed for each condition (Figure 12). As in the 

previous analysis, trials where reaction time exceeded 3 seconds were excluded from the 

analysis. Trials where DN summed to 0 were also excluded from the analysis, due to the fact that 

there is in fact no correct answer on these trials, and they were rewarded randomly during the 

experiment.  

There were no significant differences found in accuracy or RT across the Early and Late 

conditions. When separating accuracy and RT by first half of experiment and second half of 

experiment for each subject, we found no significant difference in experimental block for 

accuracy. Participants did not improve their accuracy performance over the course of the task. 

However, we did find a decrease in reaction time over experimental block, F(1,1) = 41.49, p < 

.001, indicating that participants are making their responses faster over the course of the 

experiment. This decrease in reaction time over the course of the experiment is consistent with 

previous research (Keung et al., 2019). 
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Figure 12. A) Accuracy and reaction time by condition; there are no significant differences 
between conditions for accuracy or reaction time. B) Accuracy and reaction time separated by 
condition and experimental block. Block 1 comprises the first half of the experiment, and Block 
2 comprises the second half of the experiment. There are no significant differences in accuracies 
across blocks. There is a decrease in reaction time over experiment block F(1,1) = 41.49, p < 
.001.  
 Results of the regression analysis show that there were no significant differences found 

for SNR, side bias, or choice kernel between conditions (Figure 13). Additionally, a two way 

ANOVA looking at Click Position and experiment condition was run to ascertain any change in 

integration shape across condition. Results revealed a significant interaction between the click 

positions and condition F(1,19) = 4.35, p < .001, indicating that participants do adjust their 

integration shape depending on experimental condition. An independent groups ttest revealed a 

significant difference in reinforcement learning one trial back between the Early (M = .41, SD = 

.27) and Late (M = .24, SD = .24) conditions, (t(57) = 2.66, p < .05). 
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Figure 13. Suboptimalities revealed through regression analysis, separated by condition. A two 
way ANOVA looking at click position and experiment condition reveals a significant difference 
in integration shape across conditions F(1,19) = 4.35, p < .001. A significant difference in 
reinforcement learning was also found for one trial back between the early (M = .41, SD = .27) 
and late (M = .24, SD = .24) conditions, (t(57) = 2.66, p < .05). 
 
 By separating the experimental trials into the first half and second half of the experiment 

for each subject, we can get an index of how this change in integration shape was achieved over 

time. Integration shape for each half of the experiment, for each condition are shown in Figure 

14. Using the same two-way ANOVA outlined in the previous analysis, we found significant 

interactions between Click Position and Condition in both the first block F(1,19) = 2.27, p < .01 

and the second Block F(1,19) = 4.73, p < .001. When looking at the difference in reinforcement 

learning across conditions, we conducted a two-way ANOVA looking at experiment condition 

and experimental block. There was no main effect of experimental block, and no significant 

interaction found. This result suggests that this difference in reinforcement learning by 

experimental condition remained constant throughout the course of the experiment. This suggests 

that this effect was not learned throughout the course of the experiment but is possibly due to 

some statistic of the task. Further replication of this effect is needed before we can interpret the 

cause of this difference.  

* * 
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Figure 14. Difference in integration shape for early and late conditions, separated by first half 
and second half of the experiment. A two-way ANOVA reveals a significant interaction between 
click position and condition in both the first block F(1,19) = 2.27, p < .01 and the second block 
F(1,19) = 4.73, p < .001. This indicates a difference in integration shape across conditions for 
both halves of the experiment. 

Next, we wanted to look at the potential gain in accuracy participants in the task could 

have achieved, had they optimally weighted the irrelevant clicks in their condition. Using the 

regression weights for each click returned from our regression analysis, we simulated what 

decisions they would have made had they weighted all the irrelevant clicks to zero. We took the 

regression weights for the clicks returned by our original regression equation for each subject, 

replaced the irrelevant click’s weights with 0’s for each condition, and calculated their new 

simulated decisions by multiplying these new weights with the clicks on each trial. This was 

compared with multiplying the clicks with their actual regression weights for each subject, in 

order to get an index of the difference in accuracy that can be achieved through this optimal 

weighting. Results show an average of about 8% potential increase in accuracy for the Early 

condition, and 13% potential increase in accuracy for the Late condition if they had learned to 

completely down weight the irrelevant clicks to zero when making their decision (figure 15).   

* * 
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Figure 15. Simulated potential gain in accuracy for the early and late condition. Simulated 
potential gain in accuracy was calculated by taking the beta weights returned from our regression 
analysis for the clicks, and multiplying those weights by the clicks to get a simulated decision. 
However, for the early condition, the last 10 click weights were set to 0, and for the late 
condition, the first 10 click weights were set to 0. In other words, the simulated potential gain in 
accuracy was calculated as if the participants did not weight the irrelevant clicks in their 
condition. This was compared to simulating their decisions without replacing the irrelevant click 
weights to 0, in order to get a magnitude potential gain in accuracy for each condition. Results 
show that participants indeed could have improved their accuracy further by optimally weighting 
the clicks according to the statistics of the task.  
 Next, we wanted to get an index of at what point throughout the experiment participants 

began to learn the stimulus weights and had changed their integration shape. We ran a new 

regression, where each click was entered as an individual predictor, as well as each click 

multiplied by the subject’s condition. This returned regression weights for the individual clicks, 

but also returned regression weights for the interaction term between the clicks and the Early vs 

Late conditions. This interaction term will reveal whether there is a difference in the click weight 

across conditions for each click. This regression equation is shown in Figure (16), where Clicki is 

the ith click (represented by +1 for a right click, and -1 for a left click), and Clicki*Condition is 

the ith click multiplied by the experimental condition (+1 for Early condition, -1 for Late 

condition). Bclick represents the weights given to each individual click, and Bchange represents the 

difference in the clicks weights across condition.  
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Figure 16. Regression Equation including only Clicks, and Clicks*Condition. This equation will 
yield a 𝐵𝐵 

𝑐𝑐ℎ𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 for each click, which will indicate if there is a difference in click weights that 
occurs across condition. This regression was run in time bins of 10 trials each, to ascertain how 
these differences in click weights change throughout the course of the experiment. When looking 
collectively at the 𝐵𝐵 

𝑐𝑐ℎ𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 for all of the clicks, we will see how the change in integration shape 
emerges across conditions over the course of the experiment. 

Additionally, we also separated the trials into 10 trial bins, and ran the regression for each 

time bin of the experiment. Dividing the experiment into 10 trial bins resulting in 52 time bins 

that were run in total. For each time bin, we included all subjects’ data for those ten trials, in 

order to have enough data to run each regression. What resulted was a set of regression 

coefficients that represented the difference Click weights across conditions, for each time bin 

throughout the experiment. In other words, for each click position, when does a difference 

between Early and Late click weights emerge throughout the experiment? Figure (17) shows the 

p-value associated with Bchange, for each time bin in the experiment. Results show that we do 

begin to see a difference emerge in the Bchange values for the second half of the click train. 

However, this difference does not emerge until many trials of the experiment have been 

completed. This suggests that while participants can indeed to learn to optimally change their 

integration shape, this is a process that happens more slowly through the course of the 

experiment.  
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Figure 17. Heatmap of significance levels for Bchange values. Bchange values are returned by 
regressing each click (1 for right click, -1 for left click), multiplied by experimental condition (1 
for early condition, -1 for late conditions) onto the current trial’s choices. This gives an index of 
the difference in the beta weight for each click across conditions. The regression was run with 
time binned at 10 trials per bin. The heatmap of the significance values for each Bchange value 
indicates when a difference in integration shape emerges throughout the course of the 
experiment. Time bins are displayed on the x-axis, and click position is displayed on the y-axis. 
Results show that a difference in integration shape begins to emerge around time bin 15, for the 
second half of the click train. 
 Figure 17 shows that over time, a difference in click weights emerges across conditions 

for the second half of the click train, but not the first. In order to get a more precise measure of 

exactly which trials this difference began to emerge in the experiment, we conducted a ttest 

looking at the difference between the Bchange values for the first 10 clicks compared to the second 

10 clicks, for each time bin. In other words, at what point in the experiment do the Early and 

Late click weights for the second 10 clicks in the click train begin to differ? Results are shown in 

Figure 18. Beginning at 160 trials, a significant difference emerges, suggesting that participants 

are learning to adjust their integration shape after conducting roughly 160 trials.  
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Figure 18. ttests between the Bchange values for the first half of the click train vs the second half of 
the click train reveal on which trials difference in integration shape begins to emerge. Results 
show that there is a significant difference beginning at time bin 16, suggesting that a different in 
shape emerges across conditions after roughly 160 trials of the experiment. 
Conclusion 

 In the current study, we manipulated the statistics of the stimulus in order to induce an 

expectation about which clicks were relevant on each trial. We created two conditions, the Early 

condition where only the first half of the clicks were relevant to determining the correct answer, 

and the Late condition where only the second half of the clicks were relevant to determining the 

correct answer. By structuring the trials in such a way that utilizing all of the clicks will only 

result in a maximum accuracy of roughly 75%, we found that participants indeed can modulate 

their integration shape in order to increase the weights given to the relevant clicks.  

These results are consistent with Piet et al., (2018), who showed that rats can adjust their 

integration shape to the statistics of the task. In that study, they were structuring the click trains 

such that they mimicked a volatile and changing environment, where it is not optimal to equally 

weight all of the clicks in each decision. Similarly, our results show that when not all clicks are 
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explicitly relevant to the current decision, participants can modulate their integration shape to 

match the statistics of the stimuli presented.  

While participants can indeed modulate their integration shape to match the statistics of 

the stimulus, the timescale over which the weights can change is relatively slow. Regression 

analysis reveals that a difference in integration shape across condition emerges at 160 trials into 

the experiment (Figure 18). Additionally, while participants can learn to modulate their weights, 

our simulation results show that they still could have increased their accuracy in the task by 8% 

and 13% in the Early and Late Conditions, respectively. One possible reason why we do not see 

a greater magnitude of change could be indicative of the process by which this change is 

achieved itself. It is possible that this change in stimulus weights is achieved by gradient based 

learning, where the weights of each click are adjusted on each trial, until a greater accuracy is 

achieved (Wilson et al., 2019). This could by nature be a slow process, and perhaps with more 

trials we would have seen a difference emerge in the first half of the clicks between conditions as 

well.  

If the kernel shape does change by gradient learning towards a shape that improves 

performance, this may explain an interesting inconsistency in the literature. In particular, in the 

original paper where the Poisson Clicks Task was developed, Brunton et al. (2013), showed that 

both rats and humans exhibited completely flat integration shape (Brunton et al., 2013). 

However, in other studies, including the two presented in this thesis as well as (Keung et al., 

2019) we see a bump shaped kernel as a key suboptimality in the task. One difference is Brunton 

et al., (2013) gave their subjects much more training, and many more trials to complete in their 

task. They had participants perform a total of 20 training sessions, each at 200 trails, for a total of 

4000 trials completed. They then removed the first 2000 trials from their analysis, in order to 



42 
 
 
 
focus on those trials after performance in the task had plateaued. This is in contrast to our 

analyses, where our subjects complete a minimum of 500 trials in one experimental session, and 

all trials are included in our analysis. If in fact our second study reveals a slow shifting in the 

integration shape towards matching the stimulus weights present in the task, then perhaps over 

the course of many more trials we would see an even larger shift in the stimulus weights. Perhaps 

in the original Click’s paradigm, given a sufficient number of trials we would also observe the 

completely flat integration shape observed by Brunton et al., (2013).  
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CHAPTER 4: GENERAL CONCLUSION 

 The purpose of the current research was to understand how various influences can change 

the underlying decision formation process. Specifically, how do contextual effects modulate 

suboptimalities in the evidence accumulation process, in order to change the decisions that 

people make? The current series of studies used the Click’s task, which is a simple perceptual 

decision making task where subjects were presented with a stream of auditory clicks to both ears. 

They are simply asked to report on which side contained more clicks. We introduced contextual 

factors such as motivation and expectation in order to assess their effect on the underlying 

dynamics how participants make their decisions in this task.  

Previous research shows a number of suboptimalities in the Clicks task revealed through 

a logistic regression analysis. These suboptimalities are a side bias, or a tendency to favor one 

response option over the other, Noise in the integration process, integration shape, or a tendency 

to weight information unequally over time, choice kernel, or a tendency to alternate between 

response options while performing the task, and reinforcement learning, or the tendency to repeat 

previously rewarded responses (Keung et al., 2019). By manipulating factors such as motivation 

and expectation, we can assess how each contextual influence changes these suboptimalities.   

In the first study, we manipulated participants’ motivation to respond correctly on each 

trial through a High and Low Stakes manipulation. On some trials, participants were given a 

large reward for a correct response, while on other trials participants were given a small reward 

for a correct response. Indeed, participants were more accurate on High Stakes trials when 

compared to Low Stakes trials. Our logistic regression analysis revealed that this was achieved 

through a rapid modulation of the SNR, with a higher SNR for high stakes trials compared to low 

stakes trials. However, this was the only suboptimality that was modulated in order to achieve 
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this increase in accuracy. There was no effect on the other suboptimalities of integration shape, 

choice kernel, reinforcement learning, or side bias. This begs the question, is it possible to 

modulate these other suboptimalities? Or is SNR the only suboptimality that can be modulated 

through contextual factors?   

In our second study, we focused on whether people can modulate their integration shape 

in a case where it is especially advantageous to do so. By changing the statistics of the stimulus, 

could we create an expectation that only certain clicks were relevant in the task? If so, would this 

result in the modulation of their integration shape? For this study we had two conditions, one 

where the correct answer was based only on the first half of the clicks presented (Early 

condition) and one where the correct answer was based only on the second half of the clicks 

presented (Late condition). By applying the same logistic regression analysis, we found that 

participants can indeed learn to change their integration shape to match the statistics of the 

stimulus. However, when compared with the results from our first study, which showed a rapid 

modulation of SNR that occurred every 10 trials, this modulation of the integration shape 

happened much slower, only emerging after about 160 trials. 

 The rapid modulation of SNR observed in our first study could have been achieved 

through modulation of attention. Perhaps on the High Stakes trials, participants were more 

motivated to respond correctly, and therefore allocated more attention to the clicks. Previous 

research suggests that higher allocation of attention results in modulation of SNR (Dosher & Lu, 

2000; Lu & Dosher, 1998, Briggs et al., 2013). With less noise present to contribute to errors, 

participants were more accurate in the High Stakes trials compared to the Low Stakes trials.  

However, this rapid modulation of SNR is contrasted with the slower timescale of modulation 

for the integration shape in our second study. One possible explanation for this slower 
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modulation could be that the modulation is the result of gradient based learning, which is by 

nature a slower process to induce change in the dynamics of decision making (Wilson et al., 

2019). Using gradient based learning, subjects would learn to adjust the weights applied to each 

click iteratively over each trial, so that any change in integration shape would take many trials to 

achieve.  

To what extent are these suboptimalities subject to cognitive control? Previous research 

suggests that there are three components to the influence of cognitive control: the anticipated 

reward that can be achieved through the allocation of resources towards achieving a goal, the 

amount of resources that must be allocated in order to achieve this anticipated reward, and the 

expected cost associated with this increase allocation of resources (Shenhav et al., 2013). In 

other words, the potential costs of allocating resources towards pursuing a goal are weighed 

against the potential benefits associated with achieving that goal. In some cases, the potential 

reward is simply not worth the cost it would take to achieve.  

The results of study one show that a higher accuracy can be achieved when the potential 

reward is higher. This contextual modulation is consistent with mechanisms of cognitive control 

Shenhav et al., 2013). Results also show that SNR is able to be modulated on a rapid timescale, 

but no other suboptimalities were modulated by our reward manipulation. This may suggest that 

SNR is the only suboptimality observed in our task that is able to be modulated through 

cognitive control. However, an alternative explanation is that the magnitude of our reward 

manipulation was not sufficiently high enough in order to allocate the control resources to 

modulate the other suboptimalities. Results of our simulation analyses show that SNR was the 

largest driver of errors in our task, followed by integration shape, side bias, choice kernel, and 

reinforcement learning.  It is possible that SNR was the only suboptimality where the cost to 
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benefit ratio of allocating control resources was justified through the magnitude of our reward. 

Future studies can address this question by simply increasing the reward magnitude in the High 

Stakes trials. If the allocation of control resources is sufficiently worth the cost of allocation, 

then perhaps we would also see an influence of motivational state on the other dynamics driving 

suboptimalities in the task.  

If the results of our second study are indeed due to gradient based learning processes, 

then this is likely not a result of the allocation of control resources. Instead, this would suggest a 

strictly bottom up mechanism through which the integration shape was modulated, not a 

contextual effect. However, if indeed modulation of the integration shape is possible through 

slower learning processes, then is it possible to use this learning as a basis for inducing future 

contextual effects? For example, further studies can be designed such that participants are trained 

to learn different patterns of relevancies for the clicks, but this time paired with a pre-trial cue to 

indicate which relevancies they were learning. Once learning has occurred, then perhaps the 

presentation of that very same cue could lead to the rapid switching of integration shapes, similar 

to the rapid modulation of SNR observed in study one. Our second study was a between 

subject’s design, where each participant only learned one pattern of relevancies. Perhaps it is 

possible to teach multiple patterns to each subject, then induce a rapid shift in their integration 

shape depending on which pre-trial cue was presented.   

 Thus far we have demonstrated that two suboptimalities in the clicks task, SNR and 

integration shape, can be subject to manipulation. Are the other suboptimalities subject to 

modulation as well? Previous research using the RDK paradigm has demonstrated the ability to 

induce modulation of the side bias through altering the statistics of the stimulus (Hanks et al., 

2011). The Clicks task can also be modified in order to induce the modulation of side bias, as 
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well as the choice kernel and reinforcement learning. For example, side bias can be modulated 

through a trial structure where one response option is the correct option the majority of the 

experiment. Choice kernel can be modulated by a trial structure where the current correct answer 

depends on the previous response. And reinforcement learning can be modulated through a trial 

structure where the current correct answer depends on whether the previous answer was correct 

or incorrect. In all of these cases, we can utilize a pre-trial cue, such that once these modulations 

have been learned, then can then be induced rapidly over the course of very few trials. Results 

such as these would suggest that the remaining suboptimalities are subject to cognitive control, 

and thus able to be manipulated through contextual factors.  

However, if we are not able to achieve such results, then this brings to light a further 

question: what if these suboptimalities are not able to be manipulated through contextual 

control? Results of our first two studies reveal that SNR is likely able to be influenced through 

contextual factors. However, further research is needed to ascertain if the same can be said for 

integration shape, choice kernel, and reinforcement learning. It remains a possibility that these 

underlying dynamics are outside the possible influence of contextual factors, and are strictly 

processes that can only be changed through bottom-up learning mechanisms. Further research is 

needed before the answer to this question can be known.  

 The results of these studies shed light on decision processes that are utilized in our 

everyday lives. When we are highly motivated to make the correct decision, we can optimize our 

decision process to reduce mistakes, such as a referee judging the winning play in the 

championship game. There may be a situation where we need to ignore irrelevant information 

while making decisions, but in other contexts that very same information is now vital to making 

the correct choice. Researching the different contextual factors that can optimize the way we 
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process information to make more effective decisions can reveal how we modulate our biases 

when it is advantageous for us to do so. Future studies looking at how other suboptimalities can 

be modulated can reveal even more ways that we change the way we process fundamental 

information about our environment to best meet the demands of our current circumstances.  
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