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ABSTRACT 
The transfer of large-scale datasets between geographically 
separated systems is a challenge in scientific computing, 
made even more complicated when the systems are clusters 
of computers. In this paper we present Stargate, a file system 
that enables efficient on-demand remote data access for Ha-
doop-based scientific computations. Stargate uses a content-
addressable protocol, on-demand access, and multi-tier 
caching to address the challenges of large data transfers over 
a WAN. Stargate also uses a novel approach that co-locates 
computations and transfers to achieve efficient data access 
in cluster computing. Unlike other approaches, Stargate is 
implemented as an independent file system service that 
works with any computation framework. In our experiments 
Stargate’s performance on heavy I/O workloads was 7% 
faster than WebHDFS and only 8% slower than HDFS. In 
addition, Stargate’s caches effectively trade high-cost WAN 
traffic for low-cost LAN traffic. Stargate’s performance, on-
demand data access, and reduction in WAN traffic make it a 
good platform for providing remote dataset access to scien-
tific computations on clusters. 

CCS CONCEPTS 
•Information systems → Information storage systems →
Storage architectures → Cloud based storage.

KEYWORDS 
remote data access, on-demand remote data access, wide-
area network, WAN, file system, WAN file system, cluster-
to-cluster data transfer 

1 INTRODUCTION 
The transfer of large-scale datasets between geographically 
separated systems is a challenge in scientific computing. 
Collaborative research requires data transfers between 
widely separated researchers, and the increased use of the 
cloud for computation and data storage causes more data 
transfers between remote systems. The net result is that sci-
entific computing is increasingly reliant on data transfers 
over wide-area networks (WAN) [1, 2]. This is problematic 
because WANs are often high-cost and low-bandwidth. 

Scientific computing is also becoming more data-centric 
[3], which makes efficient remote data access even more im-
portant. Today’s scientific research often relies on machine 
learning and big data analytics [4], both of which process 
large amounts of data. The increasing amount of data makes 
data transfer over a low-bandwidth WAN even more chal-
lenging. 

In addition, cluster computing [5] has become the domi-
nant platform for scientific computing. However, making ef-
ficient remote data access in cluster computing is challeng-
ing due to the difficulties in orchestrating independent com-
puting services distributed on a cluster. 

In this paper we present Stargate, a file system that ena-
bles efficient remote data access for scientific computations 
on Hadoop [6] clusters. Stargate provides on-demand access 
to datasets and uses deduplication and multi-tier caching to 
avoid redundant data transfers. Stargate provides efficient 
remote data access in a cluster computing environment by 
orchestrating independent computing services, such as com-
putation, data caching, transportation, and storage. Stargate 
co-schedules computations and transfers on cluster nodes by 
taking cache layout into consideration to provide end-to-end 
data access efficiency. 

Our experiments show that Stargate over a WAN has 
comparable performance to local HDFS [7]. It also has lower 
cost than WebHDFS [8], which is widely used for remote 
data access by Hadoop clusters. 

This paper is organized as follows. Section 2 provides 
background. Section 3 contains the design of Stargate. We 
present its evaluation in Section 4 and Section 5. We discuss 
in Section 6. Section 7 contains future work. We conclude in 
Section 7. 
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2 RELATED WORK 
Scientific computations often access remote datasets by cop-
ying them to local storage prior to starting the computation, 
a process called pre-staging. Pre-staging has several draw-
backs, however. First, data transfers finish before the com-
putation begins. This isolates the computation from the im-
pact of a low-bandwidth WAN, but it precludes overlapping 
computation with data transfers. Second, pre-staging may 
unnecessarily transfer data that are ultimately unused by the 
computation, wasting network bandwidth and local storage. 
Third, pre-staging may incur unnecessary intra-cluster data 
transfers. The cluster node that fetches pre-staged data and 
the node that stores it may not be the same. As a result, the 
data must be transferred within the cluster from the pre-stage 
node to the storage node. Lastly, pre-staging creates local 
copies of datasets in their entirety. Ensuring the consistency 
and integrity of these copies is non-trivial. 

There are several popular data transfer tools for pre-stag-
ing data. The tools curl [9] and scp [10] are present on most 
Linux/Unix systems. However, they run on a single machine 
which can be a bottleneck in a large data transfer. 

GlobusFTP [11] is a data transfer service that is widely 
used in scientific computing. GlobusFTP provides schedul-
ing for cluster-to-cluster transfers. Unlike Stargate, however, 
it transfers data between storage systems rather than provid-
ing on-demand data access. 

An alternative to pre-staging is to make the remote da-
tasets accessible via a file system interface. WebHDFS [8] is 
a built-in data access service for the Hadoop Distributed File 
System (HDFS) [7]. It runs on all nodes in a HDFS cluster 
and provides a REST interface for data access, so it supports 
distributed data transfers. Unlike Stargate, however, it does 
not implement WAN optimization techniques for efficient 
data access over a low-bandwidth WAN. Also, it does not 
provide scheduling of compute and transfer tasks for effi-
cient data access. 

CernVM-FS [12] is a file system that delivers software 
packages across geo-distributed computing infrastructures. 
It uses a content-addressable protocol that supports dedupli-
cation and relies on Content Delivery Networks (CDNs) for 
caching. However, existing datasets must be imported into 
CernVM-FS, which is often impractical. 

Octopus [13] and the co-scheduling system [14] provide 
data-aware job scheduling. Octopus co-locates VMs with 
same input data on the same node for data reuse. The co-
scheduling system schedules Condor jobs according to data 
layout. However, they do not take remote data access over a 
WAN into consideration. Moreover, Octopus caches at the 
granularity of files, which is not ideal for datasets consisting 
of very large files. 

BAD-FS [15] provides job scheduling by taking remote 
data access into consideration. Its scheduler takes full con-
trol of job scheduling, data transfer and caching. BAD-FS 
shares the same vision with Stargate. Unlike BAD-FS, 

however, Stargate does not take control of job scheduling. 
Instead, Stargate provides data layout hints to compute 
framework schedulers to guide job scheduling non-intru-
sively. 

3 STARGATE 
Stargate provides high-performance on-demand data access 
over a WAN. Four considerations influenced the Stargate 
design. First, Stargate must provide read-only access to da-
tasets in existing storage systems. Read-only access suffices 
because scientific computations typically do not update da-
tasets in-place. Second, Stargate must provide high-perfor-
mance data access over a low-bandwidth WAN. Stargate 
must implement various WAN optimization techniques to 
improve performance, including caching, data deduplication, 
and prefetching. Third, Stargate must make efficient use of 
cluster resources, including network bandwidth and disk 
space. Concurrent data transfer and distributed data caching 
enable balanced use of cluster resources, increasing resource 
utilization and improving performance. Fourth, Stargate 
must orchestrate computation, data caching, and data 
transport to provide efficient data access. 

3.1 System Design 
A Stargate cluster is co-located on a compute cluster, such 
as a Hadoop cluster. Each node in the Stargate cluster runs a 
Stargate server. The Stargate nodes coordinate to provide 
concurrent data transfers and distributed data caching for ef-
ficient data access. Stargate implements a peer-to-peer archi-
tecture that does not require a central server for control. The 
peer-to-peer design has benefits in both scalability and fault-
tolerance. 

Scalability and fault-tolerance are achieved through two 
strategies. First, Stargate makes backup copies of important 
data. Stargate replicates frequently accessed small data (e.g., 
the manifest of files in a file system) to each node. An un-
derlying distributed hash table (Apache Ignite [16]) ensures 
the replicas are synchronized. Medium-size data (e.g., a list 
of data block hashes) are partitioned and distributed over the 
nodes in a cluster. For robustness, Stargate makes multiple 
replicas of the data (e.g., 3 replicas) to not lose data in a fail-
ure. The replicas are managed by the underlying distributed 
hash table. Second, Stargate does not recover its data caches 
after a failure to avoid the overhead of replicating them. The 
loss of a cache may have a short-term impact on performance; 
however, this is a trade-off between the space required to 
replicate the caches and short-term performance degradation. 

3.2 Producer and Subscriber Clusters 
A Stargate cluster is either a producer, a subscriber, or both. 
A producer cluster stores data and provides read-only data 
access to the subscriber clusters. A subscriber cluster pro-
vides data access interfaces to its applications. Applications’ 
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data accesses are redirected by Stargate to the producer clus-
ter. 

3.3 Stargate Volume 
Stargate provides a file system abstraction, called a volume, 
that integrates data from different producer clusters. Each 
producer cluster is represented by a subdirectory in the vol-
ume. Access to data in the volume is redirected to the pro-
ducer cluster for that data.  

Stargate provides eventual consistency for volume data. A 
subscriber cluster periodically polls for updates on the pro-
ducer clusters to which it subscribes. The subscriber cluster 
synchronizes cluster information (e.g., a list of nodes and 
their host names) and a list of exported files. Then the sub-
scriber cluster reconstructs the directory hierarchy in its vol-
ume. In addition, the Stargate protocol ensures data con-
sistency during file access by its content-addressable design. 

3.4 Stargate Protocol 
Stargate subscriber clusters access data from Stargate pub-
lisher clusters via a REST-based protocol. Every node in the 
producer clusters implements the Stargate API to provide 
concurrent data access. 

The Stargate protocol uses HTTP and HTTPS to take ad-
vantage of the existing web infrastructure, such as web 
caches and CDNs. 

The Stargate protocol relies on content-addressable nam-
ing, allowing data blocks to be retrieved based on their con-
tents. A file is chunked into fixed-size blocks (e.g., 64MB), 
and each block is named based on its content so that blocks 
with the same content have the same name. Stargate, by de-
fault, uses the SHA-256 cryptographic hash function to gen-
erate block names. 

The file metadata in Stargate includes a list of block 
names called a recipe. Stargate uses the recipe internally to 
translate the file names and offsets used by applications into 
the block accesses that are used by the Stargate Protocol. In 
the protocol, blocks are referenced by their names in data 
request URLs. For example, the URL to access block 
“FF00FF22...” stored on node “n01.abc.com” is: 

http://n01.abc.com/api/data/FF00FF22… 

When chunking a file into blocks, Stargate creates small 
overlaps between adjacent blocks to facilitate line-oriented 
or record-oriented Hadoop computations. These computa-
tions may require the mapper for a block to read data from 
the subsequent block to find the end of the line or record. If 
implemented naively this will result in the mapper reading 
two blocks for every block it maps. Stargate avoids this 
problem by overlapping adjacent blocks by a small amount 
(e.g., 16KB of overlap between 64MB blocks). 

The Stargate protocol has three notable features. First, its 
block-based data transfer avoids a request-response ex-
change on every application read. Stargate uses a large block 

 

size (e.g., 64MB) to improve data transfer performance over 
high-latency WANs. Second, the Stargate protocol enables 
deduplication because blocks with the same content have the 
same name. Lastly, the Stargate protocol enables efficient 
WAN usage because requests for the same block use the 
same URL, allowing web caches and CDNs to cache blocks 
easily. 

3.5 Multi-tier Caching 
Stargate provides multi-tier caching to improve data reusa-
bility and reduce WAN traffic. The bandwidth limitation of 
a WAN is a potential bottleneck for data transfers between 
Stargate clusters. Stargate addresses this by caching the most 
recently accessed data blocks in the subscriber cluster to 
avoid redundant WAN transfers. Stargate’s intra-cluster data 
caching is implemented using a distributed hash table. Data 
caches are distributed over cluster nodes based on their block 
names. This enables balanced distribution of blocks which 
allows efficient resource use and efficient data access. Addi-
tionally, Stargate supports web caches that serve requests 
from clusters on the same LAN, and CDNs that serve even 
larger scales and more clusters. 

By default, Stargate’s intra-cluster data caching uses the 
local disk as storage; however, it is also configurable to use 
RAM for improved access performance. 

3.6 Data Transport 
Stargate transfers data between a producer and a sub-

scriber clusters on demand. On-demand data transfer does 
not require pre-staging datasets nor does it require data man-
agement of local copies because it does not create permanent 
local copies of data. However, on-demand data transfer has 
a potential drawback because data accesses may be sporadic, 
greatly reducing the data transfer bandwidth. Transferring 
blocks one-at-a-time makes inefficient use of network band-
width due to the lack of pipelining. The problem is even 
worse over high-latency, low-bandwidth WANs. To address 
this problem, Stargate implements prefetching. Prefetching 
in Stargate is straight-forward -- when an application re-
quests a block, Stargate begins prefetching the next n blocks 
of the file. 

Stargate schedules data transfers using a transfer request 
queue and a transfer task pool. There are two types of trans-
fer requests: prefetch requests and on-demand requests. Both 
prefetch requests and on-demand requests are queued into 
the transfer request queue before they are sent to the transfer 
task pool. Stargate prioritizes on-demand requests over 
prefetch requests to avoid blocking computations that are 
waiting for data. The transfer task pool has a fixed number 
of transfer threads and removes transfer requests from the 
queue when there are idle threads. Prefetched blocks are 
stored in the intra-cluster cache for subsequent access. 
Blocks for on-demand access are stored in the intra-cluster 
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cache and sent to computations waiting for the blocks sim-
ultaneously. 

3.7 Compute and Transfer Co-location 
Compute frameworks, such as Hadoop, co-locate tasks with 
the file blocks they access to improve performance and re-
duce intra-cluster network traffic. The task scheduler queries 
the storage system to determine where the file blocks are 
stored on the nodes. The scheduler then assigns the task for 
a block to a node that stores that block. 

This presents a problem for systems such as Stargate that 
provide on-demand access to remote data blocks. Ideally, the 
transfer task that fetches a file block from a producer cluster 
should be co-located on the same node as the compute task 
that will process that block. Unfortunately, the task sched-
uler dynamically assigns tasks for the file blocks stored in 
remote clusters based on nodes’ workloads. This makes the 
co-location of the transfer task and the compute task chal-
lenging because the transfer task assignment (e.g., prefetch 
tasks) may precede the compute task assignment. In addition, 
two compute tasks that will process the same block may be 
assigned to different nodes. This can lead to a block’s trans-
fer task and computation task to be assigned to different 
nodes, creating unnecessary intra-cluster traffic. 

Stargate solves this problem by pre-determining which 
nodes will cache a particular data block. When the task 
scheduler queries Stargate to determine current block loca-
tions, Stargate returns future block locations instead. As 
shown in Figure 1, this causes the task scheduler to co-locate 
the transfer and compute tasks for a file block on the same 
node, avoiding intra-cluster traffic. 

Figure 1: Co-location of compute and transfer tasks in Stargate. 
Stargate co-locates compute and transfer tasks taking cache 
layout into consideration. 

In addition, Stargate takes the data layout in producer 
clusters into consideration when scheduling transfer tasks. A 
file recipe includes the locations of the file blocks on the 
nodes in the producer cluster. Stargate uses this information 
to determine which node in the producer cluster will service 

a particular transfer task. The use of data layout reduces un-
necessary intra-cluster network traffic in the producer cluster 
and improves data access performance. 

4 EXPERIMENTAL SETUP 
Our prototype implementation of Stargate is based on Ha-
doop and HDFS in order to demonstrate that Stargate works 
with existing compute frameworks and distributed storage. 

The prototype implementation is written in Java. Stargate 
relies on Apache Ignite [16] for clustering, DHT, and intra-
cluster messaging. Stargate also relies on Eclipse Jetty [17] 
and Eclipse Jersey [18] for REST interfaces. 

We evaluated Stargate by comparing its performance with 
two widely used Hadoop data access methods, DistCP [19] 
and WebHDFS [8]. DistCP pre-stages data and WebHDFS 
provides on-demand data access. To evaluate efficiency, we 
compared the elapsed times of three Hadoop benchmarks 
that have different I/O workloads. 

4.1 Benchmarks 
TestDFSIO [20] is a Hadoop benchmark for measuring stor-
age I/O performance. It measures the time to read and write 
files. Because Stargate provides read-only access, we only 
measured read performance in our experiments. Input data 
for our experiments are generated by the TestDFSIO write 
mode. However, TestDFSIO has a bug that only writes ze-
roes for generated input data, so we fixed the tool to write 
random data instead. We named the new version 
TestDFSIO+. We created 50 1GB files using the 
TestDFSIO+ write mode and used them as input to our ex-
periments. 

TeraSort [21] is a Hadoop benchmark that measures sort-
ing performance. The test requires input files generated by 
TeraGen. We created 50 1GB files using TeraGen and used 
them as input to our experiments. 

Libra [22] is a Hadoop-based bioinformatics tool that 
measures the genetic distance between genome sequence 
files. We used Libra to evaluate I/O performance in a realis-
tic scientific computation. We measured Libra’s first stage 
which creates an inverted index of k-mers from each genome 
sequence file because this stage is I/O and compute intensive. 
Increasing the value of k results in more unique k-mers, in-
creasing I/O and compute workloads. In the experiments, we 
ran Libra using the values 1 and 8 for k. We used a subset of 
the Tara Ocean Viromes (TOVs) dataset from the 2009-2011 
Expedition [23] consisting of 4 files containing approxi-
mately 50GB of data. 

Table 1 shows the I/O workload and elapsed times of the 
benchmarks running on HDFS. TestDFSIO+ has the lightest 
workload as it simply reads input and counts bytes and pro-
duces very small intermediate and final output. Therefore, 
TestDFSIO+ is the fastest. TeraSort has a heavy workload 
as it generates a large amount of intermediate output for sort-
ing and produces final output the same size as the input. 
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Therefore, it is slower than TestDFSIO+. Libra’s workload 
is dependent on k. Increasing the k value results in more k-
mers, increasing intermediate output for combining and sort-
ing. This increases I/O workload, increasing the total elapsed 
time. 

Table 1: I/O workloads and elapsed times of the benchmarks 
on HDFS. TestDFSIO+ has the lightest workload and has the 

shortest elapsed time. TeraSort has a heavy workload and 
therefore has a longer elapsed time. Libra’s workload is de-

pendent on k. 

Map Input 
(MB) 

Shuffle 
(MB) 

Reduce 
Output 
(MB) 

Elapsed 
Time 

TestDFSIO+ 51200 0.004 0 0:00:26 
TeraSort 51200 53248 51200 0:30:15 

Libra (k=1) 51503 0.283 0.124 0:17:08 
Libra (k=8) 51503 430 3.068 0:36:37 

4.2 Access Methods 
In the experiments we compare Stargate with WebHDFS, 
which is a HTTP/REST interface in HDFS, and DistCP, 
which is built-in Hadoop data staging tool. 

WebHDFS runs on all HDFS nodes, including the HDFS 
NameNode. A data access on a node that does not have the 
requested data is automatically redirected using HTTP redi-
rection to a node that does. WebHDFS allows data access to 
be handled by the node that has the data, and it allows load-
balancing of data access because data are distributed over the 
cluster. 

We used WebHDFS for both pre-staging and on-demand 
data access. When it was used for pre-staging, we used 
DistCP (explained below) to transfer data which were then 
stored in local HDFS. For on-demand data access we ran the 
benchmarks directly on WebHDFS. 

DistCP is a built-in Hadoop data staging tool. DistCP is 
implemented in MapReduce [24] and performs concurrent 
data transfers between HDFS clusters. A transfer task is cre-
ated for each file, limiting the number of concurrent transfers 
to the number of files. This can be inefficient when there are 
fewer files than cluster nodes, or the files are of variable 
sizes. 

We evaluated Stargate with cold and warm caches: Star-
gate Cold, Stargate Warm and Stargate Hot. Stargate Cold 
represents the worst-case scenario in which no data are 
cached in the subscriber cluster. We cleared all caches man-
ually before each test. For Stargate Warm and Hot, we ran 
an additional test before the real test to warm up Stargate’s 
intra-cluster cache. For Stargate Warm we evicted 70% of 
cache after the warm-up run, whereas for Stargate Hot all 
blocks remained in the cache. Stargate Hot is the best-case 
scenario in which all data are cached. This is the case when 
a user reruns an analysis with different parameters (e.g., 

Libra with different values of k) or multiple users in the same 
cluster access the same dataset (e.g., reference datasets).  

4.3 Cluster Setup 
For the experiments we used Google Cloud Platform (GCP) 
[25]. We used two clusters deployed in the US East 4 Region 
(Northern Virginia) and Asia Southeast Region (Singapore). 
The clusters had identical machine configurations of eight 
n1-standard-8 instances for Hadoop slave nodes and one n1-
standard-2 instance for Hadoop master node. The n1-stand-
ard-8 instance has 8 vCPUs, 30GB RAM and up to 16Gb 
network bandwidth. The n1-standard-2 instance has 2 
vCPUs, 7.5GB RAM and up to 10Gb network bandwidth. 
Each node has a 200GB SSD persistent disk. 

We used Apache Hadoop 2.7.2 for both clusters. We set 
HDFS to have only one replica since the cluster is small. 
24GB of RAM and 7 vCPUs are allocated for Hadoop com-
putations on each Hadoop slave node. 

Stargate is configured to use RAM for intra-cluster caches. 
Stargate used 64MB data blocks and 16KB overlaps. We set 
Stargate to perform a maximum of 24 concurrent data trans-
fers per node. We also set the number of prefetch blocks to 
one. 

5 EXPERIMENTAL RESULTS 
Our experimental cluster setup presents a scenario in which 
scientists over the world access the data repositories across 
continents via a relatively low-bandwidth network. We per-
formed each benchmark multiple times to drop out outliers 
that had unexpectedly long elapsed time. This was because 
the bandwidth of the WAN between the clusters varied. We 
report the average of the best three runs out of at least five 
runs for each benchmark. 

5.1 Intercontinental Data Access 
In this experiment Hadoop computations in Singapore ac-
cess datasets stored in HDFS running in Northern Virginia. 
We ran several data access methods for comparison. 

Figure 2 shows elapsed times of the experiments. We used 
the performance of local HDFS as a baseline. 

DistCP was generally the slowest. This is because pre-
staging required not only transferring the data but also writ-
ing it to HDFS. Data writes in HDFS incur significant over-
heads for updating information in the NameNode. In addi-
tion, the computation cannot begin until the pre-staging is 
complete. For short-lived benchmarks such as TestDFSIO+ 
the pre-staging time was significant, accounting for 89.2% 
(182 seconds) of the total elapsed time (204 seconds).  

In addition, DistCP performed poorly when running Libra. 
Although all the benchmarks used approximately the same 
amount of data (50GB), with Libra the data were stored in 
only four files. This means that only four of the eight cluster 
nodes participated in the data transfer, reducing overall per-
formance. Staging the Libra input data took 618.7% longer 
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(1308 seconds) than staging the TestDFSIO+ input data (182 
seconds) consisting of fifty files. 

Figure 2: Interstate data access elapsed times. Both Stargate 
and WebHDFS outperformed DistCP. Stargate’s performance 
was comparable to HDFS for benchmarks with TestDFSIO+ 
and TeraSort. Stargate Warm and Stargate Hot were both 
faster than Stargate Cold. 

Both WebHDFS and Stargate Cold had better perfor-
mance than DistCP. Because they make on-demand data ac-
cesses to the remote cluster directly, they do not write data 
to HDFS. 

Stargate Cold, Warm, and Hot showed good performance 
compared to WebHDFS for all benchmarks. Significantly, 
Stargate Cold was 7% faster than WebHDFS for Libra k=1 
even with a cold cache (1302 seconds vs. 1390 seconds). 
Stargate’s prefetching allowed for more efficient use of 
WAN bandwidth. In addition, Stargate’s intra-cluster data 
caching and overlaps in Stargate data blocks reduced data 
transfer over a WAN, resulting in better performance. We 
present details in the next section. 

Stargate Hot had comparable performance to HDFS. In 
this scenario all input data are cached in a Stargate node’s 
RAM and accessed by the local benchmark’s tasks with the 
help of Stargate’s task co-location. This resulted in good per-
formance. However, Stargate is implemented as an inde-
pendent service that communicates with Hadoop via 
REST/HTTP. This incurs an overhead when accessing local 
caches, degrading cache access performance. This caused 
Stargate Hot to have the same performance as HDFS for 
TestDFSIO+ (23 seconds) and TeraSort (2335 seconds). As 
expected, Stargate Warm was faster than Stargate Cold and 
slower than Stargate Hot. 

Overall, Stargate had good performance. It was compara-
ble to HDFS for all workloads even with cold caches. Star-
gate Cold was at most 7% faster than WebHDFS for Libra 
k=1. Also, Stargate Cold was at most 8% slower than HDFS 
for Libra k=8 among benchmarks with heavy workloads. 
Also, Stargate Hot had the same performance as HDFS for 
TestDFSIO+ and TeraSort benchmarks. 

5.2 WAN Traffic 
In this experiment we measured WAN traffic between a 
Stargate producer and subscriber cluster for DistCP, 
WebHDFS, Stargate Cold, and Stargate Warm. The experi-
ment shows that Stargate reduces WAN traffic which re-
duces the cost of scientific computing. Stargate uses data 
caching to trade high-cost WAN traffic for low-cost LAN 
traffic. Figure 3 shows WAN traffic for the intercontinental 
data access experiments. HDFS and Stargate Hot are not in-
cluded in the figure because they do not generate WAN traf-
fic. 

WebHDFS caused more WAN traffic than DistCP and 
Stargate Cold for two reasons. First, Hadoop may create re-
dundant tasks for the same data block, called attempts. Mul-
tiple attempts per data block improve fault-tolerance and 
performance. Multiple attempts typically occur when run-
ning jobs with long elapsed times, such as TeraSort and Li-
bra. Multiple attempts for the same data block run on differ-
ent nodes, resulting in more WAN traffic for WebHDFS. 
Stargate’s block cache avoids this problem.  

Second, line-oriented and record-oriented Hadoop tasks 
often read the beginning of the next block to find the end of 
the line or record. For example, the TeraSort input record 
size is 100 bytes, which does not align to the 64MB HDFS 
block. Therefore, the last record in a block spans the block 
boundary, forcing the task to read the beginning of the next 
block. This caused additional WAN transfers in WebHDFS. 
Typically, it does not transfer the entire next block since 
WebHDFS aborts the transfer when it finishes reading, but 
it transfers more than necessary due to read-ahead. 

Figure 3: WAN traffic required for different data access meth-
ods. WebHDFS had the most traffic. Stargate Cold generated 
the same traffic as DistCP. Stargate Warm transferred approx-
imately 70% of the input data. Stargate Hot is not shown be-
cause it did not generate WAN traffic. 

Stargate’s data caching trades WAN traffic for LAN traf-
fic. This is important because WAN traffic is generally more 
expensive than intra-cluster LAN traffic. For example, 
Google Cloud Platform charges $0.08/GB for intercontinen-
tal egress transfer, while intra-cluster data transfer is free 
[26]. Table 2 shows costs of traffic required for the 
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benchmarks. Stargate was generally less expensive than 
WebHDFS even without a cache. 

Table 2: WAN traffic costs. Stargate Cold saved $0.08 for 
TeraSort, $0.24 for Libra k=1 and $0.32 for Libra k=8 per run 

compared to WebHDFS. Stargate Hot saved $4.32 for Tera-
Sort, $4.48 for Libra k=1 and $4.56 for Libra k=8 per run. 

Each experiment used 50GB datasets. 

Test 
DFSIO+ 

Tera-
Sort 

Libra 
k=1 

Libra 
k=8 

DistCP $4.24 $4.24 $4.24 $4.24 
WebHDFS $4.24 $4.32 $4.48 $4.56 

Stargate Cold $4.24 $4.24 $4.24 $4.24 
Stargate Warm $2.96 $2.96 $2.96 $2.96 

Stargate Hot $0 $0 $0 $0 

Overall, Stargate Cold generated about the same amount 
of WAN traffic as DistCP. Stargate Cold generated less than 
0.1% additional WAN traffic than DistCP due to overlaps in 
data blocks. However, this did not make a noticeable differ-
ence on networking costs. In addition, Stargate is signifi-
cantly cheaper than WebHDFS, even with the relatively 
modest datasets used in our experiments. 

6 DISCUSSION 
The prototype Stargate implementation supports Hadoop 
and HDFS. However, the Stargate design is not tied to these 
systems. For example, any distributed compute framework, 
such as MPI [27], can work with Stargate. In the prototype, 
we provide REST and Hadoop implementations of Stargate 
User Interface that provides data access to compute frame-
works. By augmenting the interface, any compute frame-
work can work with Stargate. 

Although we did not perform experiments on this config-
uration, Stargate supports any HDFS-friendly compute 
frameworks, such as H-Base [28] or Spark [29]. These 
frameworks can read data in Hadoop Compatible File Sys-
tem (HCFS) [30]. Because Stargate implements HCFS, it 
will work with the frameworks without modification. 

Stargate protocol uses HTTP/REST to leverage the exist-
ing web infrastructure. HTTPS is a secure data transfer pro-
tocol based on HTTP and it can be easily added to Stargate. 
With HTTPS, Stargate producer clusters would first authen-
ticate subscriber clusters using certificates in the beginning 
of communication. Data access is only provided to authenti-
cated subscriber clusters with data encryption. We plan to 
implement HTTPS in Stargate in the future. 

The benchmarks used in the evaluation have sequential 
data access workloads. Each process of the benchmarks 
reads input data sequentially starting at the first record in a 
block. However, multiple processes run simultaneously in 
Hadoop, so their accesses are interleaved. This creates non-
sequential data block accesses in storage. Non-sequential 
data access within a block is not critical in Stargate because 

 

a data block is buffered in RAM while a process is accessing 
it. Therefore, non-sequential data access within a data block 
is performed in RAM. 

However, keeping all data blocks in RAM while they are 
accessed increases Stargate’s RAM footprint. To reduce 
RAM usage, Stargate can be configured to split a data block 
into smaller sub-blocks and to buffer sub-blocks. This re-
duces RAM usage but reduces data access performance due 
to the increased number of request-response exchanges. 

7 FUTURE WORK 
Spark and MPI have been widely used in scientific compu-
ting. We plan to implement interfaces for Spark and MPI to 
prove that the Stargate design can be applicable to any com-
pute framework. We also plan to support other storage sys-
tems that are popular in scientific research, such as iRODS. 

Currently Stargate’s intra-cluster caches are configured to 
use either RAM or disk. It would be more effective if the 
intra-cluster caches used both RAM and disk. This would 
provide good data access performance and increase the 
cache space for more data. We plan to improve the intra-
cluster caches to use both RAM and disk. 

Scientific computations communicate with the local Star-
gate server in the same node via a REST interface for data 
access. However, the REST protocol does not provide opti-
mal performance for access within a machine. We plan to 
investigate other options, such as Unix socket or shared 
memory. 

8 CONCLUSION 
This paper explores the design of a new data transfer service, 
Stargate, to address the challenges of large data transfers 
over a WAN. Stargate implements a content-addressable 
protocol and multi-tier caching to address these challenges. 
In addition, Stargate has native support for cluster compu-
ting, the dominant scientific computing environment. Star-
gate uses a novel approach that co-locates computations, 
cache, and transfers to achieve efficient data access in cluster 
computing. In our experiments Stargate outperformed 
DistCP and WebHDFS for all benchmarks. It had compara-
ble performance to HDFS on a WAN environment even with 
cold caches. Stargate was 8% slower than HDFS for bench-
marks with heavy I/O workloads. Moreover, Stargate effec-
tively trade high-cost WAN traffic for low-cost LAN traffic 
using intra-cluster caches. Altogether, Stargate can provide 
efficient remote data access for scientific computations on 
clusters. 
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