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Abstract

One of the core features of scientific work is reading and researching literature. Facing an
unknown disease, beginning a new research project, or writing a paper to present your own
research data are all good examples of why someone would run a wide literature search.
However, it is difficult to stay up to date with the cutting edge of scientific research. A more
recent approach that exceeds the limits of traditional manual research lies in automated literature
analysis using natural language processing (NLP), something which is particularly relevant in
complex biomedical research. Network analysis techniques can be used to analyze the
information extracted from literature, which often comes in the form of relationships between
various biomedical entities. We used the REACH NLP tool to read 1.2 million papers in PubMed
to extract mentions of biologically-relevant molecules and their relationship/interaction with
other molecules. We then created an application - Visualizing Entities and Relationships in Text
(VERIT), that allows users to generate network visualizations by querying the database we
generated, which contains relationships between chemicals, proteins, genes, and phenotypes that
were extracted by running REACH.

Introduction

One of the core features of scientific work is reading and researching literature [1]. Facing an

unknown disease, beginning a new research project, or writing a paper to present your own

research data are all good examples of why someone would run a wide literature search.

However, it is difficult to stay up to date with the cutting edge of scientific research. Recent

bibliometric analysis shows that the amount of published scientific papers has increased by

8–9% each year over the past decades [2]. Just considering the biomedical field alone, more than

1 million papers are uploaded into the PubMed database every year -- practically two papers

every minute [2]. Given this, it could be difficult for researchers, who are already overwhelmed

by clinical and bureaucratic work, to stay up-to-date on all relevant scientific research.

A concrete example of this comes from the torrent of scientific literature about the current

coronavirus disease 2019 (COVID-19) pandemic. Just as COVID-19 has radically affected daily

life since the beginning of 2020, so too has it radically affected scientific literature. There have

been floods of articles related to this topic. Scientists wish to keep pace with the increasing

scientific papers about COVID-19. However, they are metaphorically drowning in COVID-19
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papers, considering that more than 23000 papers on this topic have been published since January

2021, and the number is doubling every 20 days [3].

There are several ways to cope with this difficulty, such as teaming up for the search of

interesting papers and sharing findings or using alerts on research engines to receive notifications

from recent interesting publications [2]. A more recent approach, that exceeds the limits of

traditional manual research, lies in automated literature analysis, something which is particularly

relevant in complex biomedical research [4]. The automated analysis of literature permits more

rapid access to the information contained in scientific databases and may help to drastically

increase the reproducibility of literature searches, allowing researchers to process all documents

for a definite result [5].

From this scenario emerges the need for Natural Language Processing (NLP) methods to help

scientists in their literature search work. NLP is a subfield of linguistics, computer science, and

artificial intelligence that analyzes the interactions between computers and human language. It is

particularly focused on how to program computers to process and analyze a large amount of

natural language data. Its objective is to create software code which is able to understand the

contents of a document. This includes the related language gradations within the text, the correct

extraction of information from inside the document, and the ability to classify the documents

themselves. NLP, thus, can help scientists to quickly detect and cross-reference important data in

papers that are both directly and indirectly related to their specific research, eliminating the

manual work of literature searches related to research. Text mining is a technique that uses NLP

to transform free, unstructured text of documents/databases into structured and normalized data.

An example of the application of NLP is the COVID-19 Open Research Dataset (CORD-19),

developed by the White House and a coalition of leading research groups [6]. It is a resource of

over 500,000 scholarly articles, with more than 200,000 in full text, about COVID-19. This free

dataset is provided to the world research community in order to expand the knowledge about

recent advances in NLP and other artificial intelligence (AI) techniques to generate new insights

in support of the ongoing fight against the COVID-19 pandemic [6]. To generate this archive,

some of the biggest groups active in machine learning, such as Google, the Chan Zuckerberg

Initiative, and the Allen Institute for AI, cooperated with the National Institutes of Health.

Together, they aimed to recognize and gather papers on COVID-19 using NLP methods, which

https://en.wikipedia.org/wiki/Linguistics
https://en.wikipedia.org/wiki/Computer_science
https://en.wikipedia.org/wiki/Artificial_intelligence
https://en.wikipedia.org/wiki/Natural_language
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go beyond the coded keywords in documents for alternatives of search terms and related text [3].

PDF files were also converted into readable formats by machine learning algorithms. The aim

was to help scientists to not only search relevant literature but also to extract relevant patterns

from findings across papers [3]. These findings revealed the urgent need for the world's artificial

intelligence experts to develop text and data mining tools, to help the scientific community to

address high-priority scientific questions.

Social network analysis, a study in the humanities centered around analyzing networks of human

interaction, can be used in conjunction with NLP to analyze data generated from biomedical text

mining. Techniques such as hard and soft clustering group the actors in the network into

communities with similar characteristics. Numerical measurements can also be derived from the

network. For example, closeness measures the relative number of shortest paths that originate

from an actor to all other actors in the network, and betweenness measures the number of times

an actor acts as an indirect connection between other actors in the network [15]. Social network

analysis can be applied to NLP-extracted data, which often comes in the form of relationships

between biological or chemical entities.

In addition to COVID-19 research, NLP is also being used to facilitate research in several other

domains, such as metabolomics [7]. Metabolomics is defined as the scientific study of chemical

processes that involve metabolites, which are intermediates and products of cellular metabolism

[7]. In this field, it has been mainly used as a biomarker discovery tool. A deeper knowledge of

the function and activities of the metabolites could reveal underlying molecular mechanisms at

the core of certain biological conditions of interest, from microbial responses to environmental

contamination, to plant drought resistance, and to cancer metastasis. Some of the primary

bottlenecks are the amount of time and manual effort spent analyzing data, especially in

prioritizing which of several thousand of detected features to characterize and formally identify

and determining the biological importance of the hundreds of statistically significant metabolites.

Biomedical text mining could help resolve these bottlenecks, as NLP could automate the process

of identifying metabolites of interest [18].

Another domain where NLP is increasingly relevant is cancer research, where “up‑to‑date

information about complex processes involving genes, proteins and phenotypes is crucial.” [12]
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For example, Wang et al. used NLP to extract gene networks from gastrointestinal cancer

literature. [13] After obtaining a set of papers by querying the PubMed database for various types

of gastrointestinal cancer, they used Named Entity Recognition (NER), a type of NLP, to identify

genes mentioned in the papers and create a network of interactions between them. Then, they

used network analysis to find the genes that had the highest influence on cancer. In the end, they

were able to identify and validate seven sets of genes that influenced gastrointestinal cancer

outcomes [13]. Additionally, Chang et al. created MarkerHub, a list of 2128 biomarkers for

hepatocellular carcinoma by using NLP to process articles from the PubMed database [14]. What

is more, Jurca et al. used NLP to extract gene networks from breast cancer literature, and

analyzed the networks to find genes and interactions that could be further investigated [15].

In our research we used a NLP tool to read around 1.2 million open-access papers in PubMed,

extract mentions of biologically-relevant molecules and their relationship/interaction with other

molecules, and generate a sub-graph associated with a query list of molecules. Here we present

the results of using NLP to extract information from these papers on PubMed.

Materials and methods

Reading and Assembling Contextual and Holistic Mechanisms from Text (REACH) is an

information extraction system for the biomedical domain, created at the Computational

Language Understanding (CLU) lab at the University of Arizona. Its purpose is to read scientific

literature and extract information about cancer signaling pathways. REACH implements a fairly

complete extraction pipeline. It consists of recognizing biochemical entities (e.g. proteins),

ground them to known knowledge bases (e.g. Uniprot & ChEBI), extracting BioPAX-like

interactions (e.g. phosphorylation, complex assembly, regulation), for both the entities and their

interactions.[8].

REACH was developed using Odin, an open-domain information extraction framework [8],

which was released within the processor repository available on GitHub [17].

http://clulab.cs.arizona.edu/
https://github.com/clulab/processors/wiki/ODIN-(Open-Domain-INformer)
https://github.com/clulab/processors
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This approach captures a system-wide mechanistic understanding of cellular processes through

the automated large-scale reading of scientific literature. REACH can recognize 17 different

biochemical interactions (e.g., phosphorylation, complex assembly, catalysis), relevant

participants (genes, proteins, simple chemicals, sites, mutations), and contextual information

(species, organs, cell types, cell lines). This approach also emerged as a useful tool to discover

novel biological hypotheses for several cancers [8].

Processing of Papers

REACH employs a cascade of rule-based and statistical procedures to read the content of a paper

and recognize mentions of molecular events that describe fragments of a signaling pathway [8].

The steps of this sequence proceed from low to high complexity representations [8]. The first

step is preprocessing, which includes sentence and word segmentation part-of-speech (POS)

tagging and syntactic analyzing [8]. This step is followed by the entity extraction phase, in which

an entity recognizer (NER) component is used to recognize mentions of relevant physical entities

by type, such as protein family or gene. After REACH has determined which entities are

mentioned in the document, it extracts the biochemical processes in which they take part (simple

event extractor step). Then, the nested event extraction step recognizes any external word that

alters the event behavior. Furthermore, REACH can capture complex natural language

phenomena such as co-reference and can interpret event polarity in statements with nested

contrasts [8]. Then, a custom Named Entity Recognizer (NER) component recognizes the names

of relevant physical entities by type, such as protein family, cellular component, simple

chemical, site, and gene or gene product. It then grounds the names of these entities to some

standard databases. For example, protein names are grounded to the Uniprot database, and

simple chemicals to the Chemical Entities of Biological Interest (ChEBI) database.

REACH was run on PubMed papers from January 2017 to February 2021, totaling 1.2 million

papers where REACH found at least one read. The collection of papers was obtained from

“oa_file_list.txt”, a list of all open access papers on PubMed and their PMCIDs [16]. From this

list of papers, we obtained a subset of papers published from 2017 to 2021. REACH accepts

papers in “nxml” format, hence a python script “fetch_nxml.py” [17], was used to download the
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nxml versions of every paper in our subset of papers. Due to the large number of papers, we used

Snakemake workflow manager [21] to automate the process of downloading papers.

Due to the large amount of data that we would need to store, we used High Performance

Computers (HPC) available at university of Arizona, for processing papers using REACH. To

run REACH on HPC, it is necessary to create a FAT JAR containing all the compiled JAVA

classes from the REACH project [17]. Various essential configuration settings, such as memory

allocation and output file format were supplied as per the resource availability at the HPC.

Figure-1 shows the workflow for automating the process of downloading nxml papers and

running REACH on them.
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Figure-1: Paper processing workflow on HPC

Post-Processing of Papers

We configured REACH to output the extracted information in the “arizona-out.tsv” format. This

is a tab-separated values file whose columns are Input, Output, Controller, Event ID, Event

Label, Negated Indirect, Context (Species), Context (Organ), Context (Cell Line), Context (Cell

Type), Context (Cellular Component), Context (Tissue Type), Translocation (Source),
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Translocation (Destination), Triggers, Seen In, and Evidence. In this project, we only used the

Input, Output, Controller, Event ID, Event Label, Seen In, and Evidence columns for meaningful

event visualization. There are two types of rows in arizona-out.tsv files. In the first type, Input

and Output columns contain the entities (name and ID from the database REACH grounds it in)

that are affected by the Controller. For example, if REACH read the sentence “glucose causes

insulin secretion,” the corresponding row in the arizona-out.tsv file would have

“glucose::CHEBI:17234” in the Input column, “glucose::CHEBI:17234.a” in the Output column,

“insulin secretion:GO:0030073” in the Controller column, E656 (an arbitrary ID for illustration

purposes) in the Event ID column, “Activation (Positive)” in the Event Label column, PMC1111

(an arbitrary PMCID for illustration purposes) in the Seen In column, and “glucose causes

insulin secretion” in the Evidence column. The “.a” suffix added to the Output corresponds to the

fact that this is a positive activation event (glucose upregulates insulin secretion). If REACH

read a downregulating event, the Event Label column would be “Activation (Negative),” the

Input column would be “entity name::entity ID.a,” and the Output column would be “entity

name::entity ID.” All upregulating and downregulating events follow this format. The second

type of row in arizona-out.tsv files contain an Event ID (in the format Exx, where xx is a 2 to 3

digit number) in the Input column, an entity in the Output column, and the same format as the

first type of row in the other columns. The Event ID in the Input column corresponds to another

row, in which the Input and Output columns both contain entities, and the Controller column

says NONE. For example, say there is a row with E24 in the Input column,

“mTORC1::fplx:mTORC1.p” in the Output column, “S6K1::uniprot:P23443” in the Controller

column, and “Phosphorylation” in the Event Label column. This row would correspond to a row

with E24 in the Event ID column, “mTORC1::fplx:mTORC1” in the Input column,

“mTORC1::fplx:mTORC1.p” in the Output column, NONE in the Controller column, and

“Phosphorylation” in the Event Label column. Together, these two columns would indicate that

S6K1 phosphorylates mTORC1. This second type of row is used for events that are not simple

Activation (Positive) or Activation (Negative), such as phosphorylation, transcription,

ubiquitination, and acetylation.

Papers were segregated by their event labels where papers with all rows of the first type are

processed en masse, and papers with the rows of the second type are processed on a

paper-by-paper basis due to the need to reference other rows. We classified every row as either
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Activation (Positive), Activation (Negative), or Inconclusive. Rows already labelled as

Activation (Positive) or Activation (Negative) stayed as-is. Rows with Transcription as the Event

Label got classified as Activation (Positive) because transcription increases the quantity of an

entity. Rows with Ubiquitination as the Event Label get classified as Activation (Negative)

because ubiquitination decreases the quantity of an entity. The other Event Labels (such as

acetylation and phosphorylation) get classified as Inconclusive because it is uncertain whether

they lead to the increase or decrease of an entity. Thus, Controller-Input/Output pairs are distilled

into the aforementioned categories, then tallied up into a proportion of positive interactions to

total interactions. A sigmoidal function is applied to the proportion, producing a reliability score

for each of the pairings. Inconclusive-labelled pairings, high-contest literature occurrences, or𝑅

high-contest REACH reads will have an close to 0.5. An above 0.5 indicates a net positive𝑅 𝑅

activation from the controller (max .924), and an below .5 indicates a net negative activation𝑅

from the controller (min .076). The total pairing counts and their values result in an edge table𝑅

that can be queried from to form a network visualization in which the entities are represented by

nodes, and the connections between the entities are represented by edges with color that

corresponds to R, and line thickness that corresponds to the total number of papers that support

the connection. The post-processing workflow is shown in Figure-2.
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Figure-2: Post-processing workflow

We first used Gephi, a network visualization software, to make a preliminary visualization of all

relationships extracted from around 30,000 papers (Figure-3). Due to the large number of nodes

and edges, the network ended up looking like a hairball and it is difficult to discern any

individual relationships of interest. To visualize subgraphs generated by the query results, we

then used PyGraphViz, a network visualization package in python (Figure-4). For our final

application, we decided to use Cytoscape.js, a JavaScript based graph visualization package [22],

because it is more suitable for a web application, and allows the user to drag nodes around and

zoom in. Figure-7 and Figure-8 show visualizations made with Cytoscape.js.



15

Figure-3: Preliminary visualization using Gephi
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Figure-4: PyGraphViz visualization of a sub-network

We then wrote two python scripts that can be used to subset the aforementioned data structure, as

well as an interface that allows users to query the data structure with these scripts and generate a

network visualization of the results (Figure-5).

Figure-5: User Query visualization workflow
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Results

Our workflow resulted in an edge table that contains around 1.2 million unique relationships

between proteins, chemicals, phenotypes, and genes.

Query Algorithms and Visualization

Two main methods of querying are supported in the current version. 1) MultiQuery creates a

visualization by finding the shortest path between all combinations of query species specified by

the user. 2) SingleQuery creates a visualization based on one user-input species, finding all

adjacent nodes to it with a user-specified restriction for the weight threshold which discounts all

pairings that appear fewer times than the threshold. In both visualizations, graphs are directed,

number of reads (weight) is represented by the size of the edge, and is represented by color.𝑅

The shade of the edge is represented by a gradient from red (strong negative activation), to white

(inconclusive/contested), to blue (strong positive activation).

User Interface

We created an application Visualizing Entities and Relationships in Text (VERIT), that allows

users to query the database we generated, which contains around 2.1 million relationships

between chemicals, proteins, genes, and phenotypes that were extracted by running REACH on

around 1.2 million PubMed papers (Figure-6).
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Figure-6: Landing page for Visualizing Entities and Relationships in Text (VERIT) application

In the application, the user has the opportunity to query with a common name, which will be

converted into a correctly formatted ID.

The query algorithms take queries of the format DATABASE_ABBREVIATION:ID, where ID

specifies the species to query for and DATABASE_ABBREVIATION specifies the database

where the ID is located.

There are two query options: 1) SingleQuery takes one ID as input and finds all the entities that

the input directly targets. This indicates that there is a relationship between the input and the

entity such that the input affects the entity. If desired, this algorithm can go to additional depths

by finding the entities directly affected by the entities that are directly affected by the input.

There is the option to drop relationships that do not show up in many papers. For every

relationship that is found, the algorithm checks if there is a relationship going in the opposite

direction. If there is, the algorithm outputs the reverse relationship no matter how many papers

support it. 2) MultiQuery takes a comma-separated list of IDs as input. The algorithm finds all

possible pair combinations within the list. Then, it finds the shortest path (if it exists) between all

pairs. The user can specify the maximum number of linkers that a path can contain.
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Figure-7: Example SingleQuery visualization with COVID-19. All entities (pink nodes in first

layer) directly targeted by COVID-19 (red node in center), and all entities connected to those

entities with a connection supported by 100 or more mentions (blue nodes in second layer).
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Figure-8: Example MultiQuery with urea (CHEBI:16199) and fullerene (CHEBI:2376).

After the application creates the visualization, the user can interact with the graph by dragging

nodes around and zooming in and out by scrolling. To view the evidence that supports a

connection, the user can click on the arrow between two nodes. The evidence is grouped into

three columns, one for positive activation, one for negative activation, and one for inconclusive.

The positive activation evidence is color coded blue, the negative activation evidence is color

coded red, and the inconclusive evidence is color coded black (Figure-9). In the case of

SingleQuery, the user is given the option to perform an additional SingleQuery on a node when

they click on that node (Figure-10). The user can hover their cursor above a node to see a

subgraph of only the nodes that are directly targeted by the node of interest (Figure-11).
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Figure-9: Evidence window that pops up when an edge is clicked

Figure-10: Window that pops up when a node is clicked in SingleQuery
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Figure-11: Subgraph generated when the user hovers their cursor above a node

Discussion

NLP and social network analysis techniques are widely applicable to biomedical research,

especially in areas such as COVID-19, metabolomics, and cancer research. The COVID-19

pandemic caused a spike in research paper publications, which made it difficult for researchers to

keep up with all the latest findings. The COVID-19 Open Research Dataset (CORD-19) is a

large set of COVID-19 research papers that were curated through NLP. Researchers can use

CORD-19 to more efficiently search for papers and extract information from them.
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Currently, many applications of metabolomics have been identified including pharmacology,

toxicology, biochemistry, microbiology, and human diseases. In this latter field, metabolomics

has a central role in understanding the molecular mechanisms underlying different diseases [9].

Furthermore, the identification of new biomarker molecules is very useful for the early detection

and intervention of diseases, particularly neoplastic ones. Presently, metabolomics is

experiencing a transition from classic analytical chemistry to modern cheminformatics and

bioinformatics methods, modeling a new way for large-scale data analysis [10]. NLP plays an

important role in this transition as it allows researchers to efficiently identify metabolites of

interest with information extracted from biomedical literature [18].

Genetic biomarkers are an important part of cancer research because they provide insight into the

identification and treatment of the disease. However, the number of potential genetic biomarkers

is large, and it is impossible to conduct wet lab analysis on each one. NLP has also helped

researchers extract gene interactions from large sets of cancer research literature. Techniques

derived from social network analysis, such as clustering and betweenness measures, can be used

to identify important members within a gene network. This narrows down the list of potential

biomarkers for a cancer, allowing researchers to make a data-driven decision about which genes

to further investigate in a wet lab setting. These techniques have been used to facilitate research

in gastrointestinal cancer [13], hepatocellular carcinoma [14], and breast cancer [15].

In this scenario, REACH is based on the huge body of work in language technology applied to

bioinformatics, which has been mainly studied and developed in the last few years. Considering

the above-mentioned exponential growth of biomedical information, and thus scientific literature

writing, it is necessary to develop reliable and automated methods to search for and mine

information from literature databases. REACH developers provided a declarative rule-based

approach that employs a framework intended to build grammars that are brief and interpretable

and which can combine deep and shallow syntactic analyses [8]. This novel tool also addresses

further significant phenomena that are generally unnoticed in other works, such as co-reference

resolution and event polarity [8]. Moreover, this approach can work in association with other

machine learning approaches to detect relevant grammars automatically in a successful and

cost-saving way [11].

https://www-sciencedirect-com.bibliopass.unito.it/topics/biochemistry-genetics-and-molecular-biology/metabolomics
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The main applications of REACH consist in identifying biomarkers candidates for diseases and

finding metabolic similarities and differences between different diseases. Our application allows

users to query from a large database of REACH-extracted information and visualize the results.

Researchers interested in a certain chemical, gene, protein, or disease could use SingleQuery as a

springboard for future investigations because it shows entities directly and indirectly targeted by

the entity of interest. MultiQuery could be used to find novel pathways and connections. If Entity

A is shown in research to affect Entity B, and Entity B is shown to affect Entity C, the

shortest-path-finding capability of MultiQuery could be used to establish a possible relationship

between Entity A and Entity C, which could be verified in a wet-lab setting. With our current

data, we have not made any new connections, but we intend to expand our database in the future

by running REACH on more papers. On a larger database of mined relationships, we could try to

identify novel biomarkers and connections by using a combination of SingleQuery, MultiQuery,

and social network analysis techniques similar to the ones discussed in [13], [14], and [15].

While NLP can assist greatly in the acquisition of information and its subsequent classification,

another promising avenue for it is in its use of AI writing software. These are commonly

next-word-prediction software such as features seen in Grammarly and Microsoft Editor.

However, they are often limited to native English speakers and tend to not be as useful for

ESL/EFL (English as a Second/Foreign Language) individuals. In such, some efforts have been

made to adapt these technologies using language modeling in order to better assist non-native

speakers in writing English text, to good effect. [19] Perhaps more relevant is the use of NLP in

medical and scientific writing. One such example lies in scientific publication. Scientists have

historically been frustrated by the peer review process, sometimes painfully so. This process can

be fraught with bias, long delays, and even downright corruption. However, using NLP, these

could be dramatically ameliorated. Another area of scientific and medical writing which could

receive a great boon from MLP is regulatory writing. Current tools available to medical writers

(MWs) in the regulatory field (e.g. MS Word) rely on static metrics such as syllables per word

and words per sentence to assist writers in crafting their work. They lack more complex abilities

such as the capacity to understand complex grammar, context, and feelings expressed by words.

Here is where NLP could shine, offering writers different words or word choices depending on

their audience (e.g. laymen, professional) and field (e.g. oncology, data science, neurology, etc).

It may even go so far as to write entire sections of publications authored by MWs such as clinical
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reports. This, in combination with something like REACH could absolutely revolutionize how

medical writing is done by both helping writers in their initial search for information and

subsequent synthesis of information. As stated by Parisis “While it may seem unlikely that AI

will completely overtake the job of MWs, it is likely that MWs who embrace AI will overtake

those who do not.” Indeed, it seems as if for now NLP and its related functions will be to us what

the personal computer was to our predecessors. [20]

Our work is not free from limitations, however. For example, the search was limited to abstracts

and full-text from PubMed OPEN Access, and NLP and REACH are prone to errors, with the

possibility to pick up false positives or miss out on information. Another limitation is that, of

course, REACH is limited by the publications from which it draws information. That is to say, all

limitations found therein will naturally be reflected in the information which REACH provides.

For example, if there is a systematic bias (e.g. an incorrect but popular protocol) in the literature,

it will be magnified with a tool like REACH. Moreover, REACH can only illuminate existing

links between entities but has no predictive power. That is to say, it cannot predict whether entity

A will have a relationship with entity B without that discovery first being made.

The future directions of our research consist in the process of more than 10 million abstract and

full text of the PubMed database, and this approach could be applied to any other domain, like

genetics. The authors also wish to provide a friendly web interface to query any domain of

interest and integrate with other databases, such as LipidMaps and Reactome, to increase the

confidence score. Ultimately, REACH, once dialed-in, could be applied to a myriad of scientific

and medical applications ranging from the wet lab to the clinic. Doctors already make use of

databases of information to make informed decisions on their patients’ health. REACH could

augment these repositories and offer information on previously unforeseen unique interactions,

possibly halting hazardous drug-drug interactions all too often seen in polypharmacy patients.

In conclusion, NLP has a wide range of applications in biomedical research, providing

literature-based contextualization of biomedical entities and relationships that decreases the time

and expert-level subject knowledge required during the prioritization, identification, and

interpretation steps in the data analysis pipeline.
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