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Abstract – The OSIRIS-REx spacecraft successfully collected a sample from the asteroid 

Bennu in October 2020, enabled by the vision navigation system Natural Feature Tracking 

(NFT). NFT autonomously provided state updates by matching features defined from Bennu 

shape model data to onboard camera images and allowed the spacecraft to touch down within 

1 meter of the targeted location. This paper presents the development process and flight 
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performance of the feature catalog used for navigation, including findings about terrain 

characteristics of robust features, validation methodologies despite limited test imagery, and 

trends between feature terrain content and final feature performance. 

I. Introduction

On October 20, 2020, the OSIRIS-REx (Origins, Spectral Interpretation, Resource Identification, and Security–

Regolith Explorer) successfully collected a sample from the asteroid Bennu [1]. To collect a sample, the spacecraft 

performed a Touch-and-Go (TAG) maneuver, contacting the surface with only the sampling head [2] before backing 

away. At the time of TAG, one-way light time to the spacecraft was over 18 minutes, requiring the spacecraft to be 

fully autonomous as it navigated to the asteroid surface. This was made possible in large part due to autonomous, 

camera-based navigation updates provided by Lockheed Martin Space’s Natural Feature Tracking (NFT) algorithm, 

which enabled the spacecraft to touch down within 1 meter of the targeted location amidst an area surrounded by 

boulders and other spacecraft hazards [3][4].  

During TAG, NFT operated autonomously onboard the spacecraft for over four hours, starting at the Orbit 

Departure Maneuver at approximately 700 meters above the surface and continuing through the last image at 27 meters 

just before surface contact. NFT provided spacecraft state updates by matching a catalog of known features to real-

time images of the asteroid surface captured along this trajectory and successfully matched every feature, providing a 

final predicted TAG location that was only 3.5 cm from the actual surface contact point [3][4]. Figure 1 shows an 

image of the sample site on Bennu, overlaid with the hazard map used by NFT as well as the targeted, NFT-estimated, 

and actual contact locations, showing the hazardous surface with little room for error that NFT was able to deliver to. 

This success of NFT was due in large part to the design of the onboard feature catalog and the ability of feature data 

to correctly represent Bennu’s terrain. 

Fig. 1 OSIRIS-REx sample collection site, hazard map, and TAG performance. Image shows the sample site 

on Bennu where the OSIRIS-REx spacecraft successfully collected a sample from. The green, yellow, and red 

overlay represents the hazard map, with green regions determined to be safe for spacecraft contact. In the 

center is the targeted contact location (pink *), NFT’s estimated contact location (purple square), and the 

actual spacecraft contact point (orange circle) – all within 1 meter of one another. 

This paper presents the NFT feature catalog development process for the catalog used for TAG, including feature 

selection criteria for robust matching, feature validation approaches and results, and final feature catalog design and 

ordering. This paper also discusses feature validation challenges due to a lack of test images at the conditions expected 

for sample collection and how this was addressed through detailed feature performance analysis and spacecraft 

rehearsals. Lastly, this paper presents image correlation performance results for the NFT feature catalog during the 

sample collection as well as an analysis comparing trends in feature correlation performance to feature terrain content.  
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II. Background

A. Mission Overview

The OSIRIS-REx spacecraft launched in September 2016, arrived at Bennu in late 2018, performed orbit

operations at Bennu until around March 2021, and will return the collected sample of Bennu’s regolith to Earth in 

September 2023 [1]. Prior to arrival at Bennu, the team had an idea of Bennu’s orbit, shape, mass, rotation state and 

other surface properties from ground-based observations that were used for mission planning and it was expected that 

available sample sites would be at least 50 m in diameter [5][6].  However, upon arrival at Bennu, the team discovered 

a rocky and rugged surface. As operations at Bennu progressed, the spacecraft flew a wide array of trajectories to 

collect data, learn more about Bennu, and identify potential landing sites. This culminated in selection of a primary 

sample site, Nightingale (Fig. 1), as well as a backup sample site, Osprey. Both of these sites were only 8-10 m in 

diameter and surrounded by potential spacecraft hazards, requiring the mission to upgrade NFT from a backup solution 

to the primary navigation method for TAG due to its increased precision over the originally planned lidar-based 

navigation method.  

Payloads onboard the OSIRIS-REx spacecraft include scientific instruments designed for both science and 

navigation purposes. Those relevant to NFT include the TAGCAMS camera suite [7], the OCAMS camera suite [8], 

and the OLA scanning laser altimeter [9]. TAGCAMS has two cameras which were used for navigation – NavCam 1, 

which was used for ground-based optical navigation updates for navigation needs outside of TAG [10], and NavCam 

2, which was used by NFT for navigation during TAG. OCAMS includes three cameras at a range of resolutions and 

was used to collect images to generate feature data for NFT and also provided the majority of the test images available 

for NFT testing prior to TAG. Lastly, OLA was used to build a high resolution model of Bennu and provided the TAG 

site Digital Terrain Model (DTM) used by NFT to predict surface contact [11]. 

Prior to TAG, the mission executed two TAG rehearsals: a Checkpoint Rehearsal and a Matchpoint Rehearsal. 

These were designed to fully validate NFT as well as the two trajectory correction maneuvers that would occur during 

TAG which were referred to as Checkpoint and Matchpoint. The Checkpoint Rehearsal took place in April 2020 and 

brought the spacecraft through the Checkpoint maneuver to an altitude of 86 m above the surface, while the Matchpoint 

Rehearsal took place in August 2020 and brought the spacecraft through both the Checkpoint and Matchpoint 

maneuvers to an altitude of 45 m above the surface. Both rehearsals went extremely well and proved that NFT and the 

spacecraft were ready for sample collection. In October 2020, NFT successfully guided the spacecraft for TAG, 

enabling a sample collection that appears to far exceed the required 60 g of regolith. 

B. NFT Overview

NFT is a type of Terrain Relative Navigation (TRN) system as it provides absolute navigation updates by matching

images to an existing terrain map. Unlike other TRN systems that match features to a map using pre-defined feature 

templates [12][13], feature descriptors [14], or surface patterns like craters [15][16][17], NFT is different in that it 

stores feature shape model data onboard so that it can render the expected appearance of each feature in every image 

using the predicted spacecraft state and sun angle of each image [18]. This approach provides the most accurate 

predicted feature appearance, increasing the likelihood of a valid feature match, but also increases onboard processing 

requirements. For OSIRIS-REx and due to NFT being added later as a backup solution [19], computational resources 

and timing constraints limited NFT to processing only five features per image. This meant little to no margin for 

outliers, or false feature matches, which made the feature selection, modeling processes, and catalog design critical to 

the overall success of NFT [20][21]. 

An NFT ‘feature’ here is defined as a patch of the surface and consists of a DTM and albedo layer, where the DTM 

defines the feature location and surface topography while the albedo defines how light reflects off the surface. These 

combined DTM and albedo products were produced by the OSIRIS-REx Altimetry Working Group (AltWG) team 

for NFT for use in the onboard feature catalog, leveraging shape modelling techniques that were already being applied 

for other OSIRIS-REx science and navigation needs. 

During TAG, a total of 30 images were processed by NFT. For each image, NFT searched the onboard feature 

catalog to identify the first five features visible in that image. Then, for each feature, NFT used the data stored in the 

onboard feature catalog along with the predicted spacecraft position, spacecraft orientation, and sun vector to render 

the expected appearance of the feature. Next, each feature rendering was correlated to the onboard image using a 

search region defined from the predicted feature location in the image plus some margin to account for spacecraft 

uncertainty. The resulting correlation surface was then processed to extract correlation peaks and any peak scoring 

above 0.45 (potentially multiple per feature) was passed to the validation step. When all features in the image had 

been correlated, all peaks were processed by the validation step to remove any outliers and the resulting inliers were 
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used to compute a spacecraft state update [18][3][4]. An example of features processed by NFT for an image during 

TAG is shown in Fig. 2. 

Fig. 2 NFT features for image 26 during TAG. The left side shows the 26th NFT image of the TAG trajectory, 

overlaid with information about the 5 features processed by NFT. For each feature, the orange box is the 

correlation search region, the yellow ‘o’ is the predicted feature location, and the red ‘+’ is the matched 

location. The middle column shows the feature renderings using DTM and albedo data, while the right 

column shows the corresponding matched regions from the image.  

C. Bennu Shape Model Generation

For the OSIRIS-REx mission, AltWG utilized two different methods to produce shape models of Bennu:

Stereophotoclinometry (SPC) and a process leveraging data from OLA. SPC solves for topography and albedo 

simultaneously from images at varying emission angles, incidence angles, and resolutions, leveraging both stereo 

imagery techniques and photoclinometry [22][23] and was used by the Flight Dynamics Team for ground-based 

navigation updates [10]. Alternatively, OLA uses scanning lidar measurements to provide topography data [24][25] 

and provided high-resolution information to assess candidate TAG sites along with the DTM used by NFT to predict 

surface contact [4]. Both methods were evaluated for NFT feature generation during a detailed ground testing 

campaign prior to Bennu arrival [26] but due to NFT’s dependence on albedo data, the presence of strong albedo 

features on Bennu [27][28], and challenges incorporating albedo into OLA features, it was decided to use SPC for 

NFT feature generation.  

Unlike other TRN approaches used for lunar or Mars missions, a “map” of Bennu did not exist prior to the mission 

as the only available Bennu data was from Earth-based observations. This meant that the OSIRIS-REx mission needed 

to plan for operations at Bennu that enabled collecting OCAMS images and OLA scans to support both SPC and OLA 

shape model generation. Both models were continually refined as data at increasingly higher resolutions were collected 

during asteroid operations. Figure 3 shows the timeline of asteroid observation phases at Bennu used for this data 

collection. Significant effort went into planning spacecraft trajectories during these phases [1] to ensure adequate data 

was available to build NFT features at the fidelity needed for robust correlation. This timeline and data availability 

ultimately drove the NFT feature generation and testing schedules as well.  
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Fig. 3 OSIRIS-REx Observation Timeline. The green and blue boxes name the different asteroid observation 

phases, with approximate distances to Bennu’s surface given in parentheses. For comparison, NFT’s feature 

development timeline for the Nightingale site is shown by the yellow box on the bottom.  

D. Correlation Evaluation Criteria and Terminology

With correlation, a feature patch is matched against an image search region and a correlation surface is produced

which contains a score of how well the feature patch matches the image at ever pixel within the search region. Scores 

can range from -1 to 1, where 1 is a perfect match and -1 is an exact inverse match. Ideally the result is a surface with 

a single high scoring “primary” peak representing the correct feature location, without any other high scoring 

“secondary” peaks at incorrect feature locations nearby, and with a small pixel error between the primary peak location 

and the true feature location. However, it’s possible to see multiple high scoring peaks or large pixel errors due to 

differences between the appearance of the feature in the image and the data contained in the patch.  

Since NFT uses a method of normalized cross correlation to match features to onboard images [18], the same 

approach was used to evaluate feature shape model data. In addition, since NFT applies a correlation score threshold 

to the correlation surface and sends all peaks scoring above that threshold to the validate step, correlation score became 

an important metric for feature evaluation. Pixel error between the feature’s true location and its detected location in 

the image was another important metric to ensure feature location errors did not introduce errors to the state update. 

During feature evaluation, features were considered passing if the primary peak scored above 0.45, all secondary peaks 

scored less than 0.4, and the pixel error of the primary peak was less than 6 pixels, which was determined from analysis 

as the requirement needed to ensure NFT could meet TAG navigation requirements.  

Image conditions were the other important aspect of feature evaluation in order to fully characterize feature 

performance. These conditions included ground sample distance (GSD), sun incidence angle, sun azimuth angle, 

camera emission angle, and camera azimuth angle. GSD defines the ground distance between the centers of two 

consecutive pixels and is used in this paper as distance/pixel (i.e. m/pixel). The sun angles define the angles between 

the sun and the surface at the center of the feature, where incidence is the angle between the sun and the surface normal 

while azimuth is the angle between the sun and the y-axis of the feature surface plane. Similarly, the camera angles 

define the angles between the camera boresight and the surface at the center of the feature, where emission angle is 

the angle between the camera boresight and the surface normal and azimuth is the angle between the camera boresight 

and y-axis of the feature surface plane. The use of “image conditions” throughout this paper refers to the collection of 

these five terms.  

III. Feature Catalog Development Process

The flow diagram in Fig. 4 presents the development process to build the feature catalog that enabled NFT’s 

successful autonomous navigation for TAG. This section outlines this approach, describing methods for the feature 

selection process performed by the NFT team (III.A), the feature generation process performed by AltWG (III.B), the 

feature evaluation process performed by the NFT team (III.C), and the final processing steps performed by both teams 

to produce the final feature catalog (III.D). Later, Section V provides detailed results from this approach as it was 

applied to produce the TAG catalog. While this paper focuses on the efforts to produce a TAG catalog for Nightingale, 

the same process was also completed for the backup site Osprey to ensure that the team could transition to a second 

TAG attempt if needed. 
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Fig. 4 NFT feature catalog generation process. 

A. Feature Selection

The NFT feature catalog needed to be designed so that it would provide coverage for all NFT images in the TAG

trajectory, including up to 3-sigma trajectory dispersions. To ensure that 5 features were visible in every image, it was 

expected that 100 to 150 features would be needed to cover the entire trajectory. In addition, feature data needed to 

support images at 20 cm/pixel down to as small as 0.3 cm/pixel and cover areas large enough so that the rendered 

feature size in the intended image would be approximately 100 x 100 pixels. Due to mission timeline and imaging 

constraints, it was not practical to produce a global SPC model of Bennu at the smallest GSD needed for NFT features 

(0.5 cm/pixel). Instead, AltWG generated an SPC model that was 14 cm/pixel globally and 5 cm/pixel near the TAG 

sites, and then focused on generating higher resolution data at locations where the NFT team determined features were 

needed to support the TAG trajectory. This also meant that the NFT team could only use available OCAMS images 

for feature selection. And due to the time-intensive process for AltWG to generate features using SPC, the mission 

timeline could not afford several iterations of feature generation if the NFT team selected feature terrain that could 

not be properly modeled by SPC.  

In order to select features with terrain that SPC could model well and that would be robust for correlation, the team 

leveraged lessons learned from years of testing with synthetic shape models [9][26] and three NFT checkouts in 2019 

[21][29]. This testing determined that SPC often smooths the edges of terrain, impacting the shapes of shadows 

rendered by NFT and potentially impacting correlation performance. Testing also found that SPC struggled with taller 

terrain features, which was often challenging given Bennu’s rugged terrain. However, SPC was able to model albedo 

variations well, which was especially valuable since Bennu had greater albedo variation than originally expected [28]. 

This understanding of the strengths and weaknesses of SPC became important for NFT feature selection.  

The general feature selection process was to first identify the surface coverage area of the nominal TAG trajectory 

and 3-sigma dispersions along with the required feature GSDs. To make processing easier for AltWG, the NFT team 

divided up the feature selection process into bundles based on the feature GSD needed to support ranges of NFT 

images. This allowed AltWG to focus on small portions of the feature development at a time, starting with the largest 

feature GSDs and progressing towards smaller feature GSDs as the mission collected more images for SPC. It also 

enabled the NFT team to start testing as soon as a bundle was ready, allowing the team to refine the testing and 

evaluation process over time as well as learn more about SPC performance at Bennu and incorporate additional lessons 

into feature selection for later bundles. The feature bundles, target image GSDs, and number of features allocated per 

bundle are presented in Table 1. While most bundles had 15 to 20 features, the first bundle (largest GSDs), had 28 

features since these were easier for AltWG to generate using the 14 cm/pixel global model as a starting point. Also, 

even though NFT only processed 30 images during TAG, the feature development process included 31 NFT images 

to account for a small set of cases (65 of 1000 Monte Carlo runs) where NFT processed a 31st image depending on the 

trajectory flown. 
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Table 1 NFT Feature Selection Bundles 

Feature 

Bundle 

NFT Images 

Targeted 

GSD Range of Target 

Images (cm/pix) 

Estimated # 

of Features 

1 1 to 11 6.9 to 16.6 28 

2 12 to 17 3.1 to 5.8 19 

3 18 to 24, Part 1 
2.8 to 3.1 

17 

4 18 to 24, Part 2 17 

5 25 to 27, Part 1 
1.6 to 2.6 

17 

6 25 to 27, Part 2 17 

7 28 to 29 0.8 to 1.1 15 

8 30 to 31 0.3 to 0.5 15 

To select features for each bundle, the NFT team analyzed all OCAMS images that covered the NFT image 

footprints within that bundle. The goal was to identify patches of terrain that the team expected SPC could correctly 

model and were at the size and GSD needed to support the intended NFT image. Once a feature patch was identified 

for potential consideration, the NFT team analyzed it in several different ways. The first was to correlate the patch 

with all other available OCAMS images of that feature. While this did not test SPC’s correlation performance, it did 

allow the NFT team to determine 1) how well that image patch correlated at a range of image conditions, 2) whether 

any nearby terrain was similar and therefore increased the likelihood of false matches, and 3) the range of available 

OCAMS image conditions available. The OCAMS image conditions were an especially important aspect of feature 

selection since they provided insight into SPC model quality, where a wider range of image conditions improved SPC 

performance [11]. Also, since these OCAMS images would be the only images available for NFT feature testing, they 

also let the NFT team assess how closely the test images would match expected TAG image conditions.  

Figure 5 shows an example of some of the information used by the NFT team during this process. In the image of 

the candidate feature on the left, while the terrain selected contains rocks that may be smoothed during SPC processing, 

it is relatively flat compared to the surrounding boulders and the terrain and albedo pattern is distinct, making it a good 

candidate feature. In the plot on the right comparing OCAMS image conditions to NFT image conditions during TAG, 

while no OCAMS images exactly overlap the NFT image conditions, they do span both sides. This meant that for 

testing, if the feature correlated well across all images, it would be expected that the feature would also correlate well 

for NFT images.   

Fig. 5 Example feature selection results. (a) Feature 270065 as identified in an OCAMS image during feature 

selection. (b) A comparison of OCAMS image conditions (blue dot) for Feature 270065 available for both 

feature generation with SPC and feature testing against the expected image conditions for Feature 270065 

during TAG (red ‘x’). 

Lastly, the NFT team ran a Monte Carlo simulation of the TAG trajectory to evaluate how much coverage of the 

3-sigma dispersed trajectories each feature would provide as well as the expected image conditions for each feature.

Features that had either camera emission or sun incidence angles that were too large were thrown out, since both cases

were found to lower correlation scores. This process was repeated until the NFT team had identified a set of features

with terrain that was expected to work well for correlation, provided adequate coverage of all dispersed trajectories to
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ensure 5 features would be available for correlation for each image, and were positioned so that they provided adequate 

spread across each image.  

B. Feature Generation

When feature selection was complete for each bundle, the NFT team sent the necessary feature data to AltWG. To

avoid any potential mix-ups in feature locations or sizes, this data included a distinct feature ID, names of OCAMS 

reference images along with pixel coordinates where the feature was located, and images of the feature as identified 

by the NFT team (i.e. Fig. 5a). In addition, data also included the feature location in both Asteroid-Centered-Fixed 

(ACF) and latitude/longitude coordinates, the desired feature GSD, and the physical size of the feature size in meters. 

AltWG then began refining data from the global shape model in these locations to build features at the specs 

needed for NFT, leveraging available OCAMS images to iterate and improve the SPC model at each location. Prior 

to delivering feature models to the NFT team, AltWG performed their own evaluation of the features, which included 

performing correlation tests as well as other manual and automated tests to identify any drastic model errors. This 

process took on the order of days to weeks, with the exact time dependent on the quantity of the features and the 

desired GSD. 

C. Feature Evaluation

Once the feature DTM and albedo data were ready, the NFT team tested the features against all available OCAMS

images to evaluate correlation performance. This process involved analyzing feature renderings and correlation 

performance on a feature by feature basis, carefully evaluating SPC’s ability to represent terrain and feature 

performance at specific image conditions in an attempt to predict each feature’s ability to correlate well for TAG 

image conditions. Feature correlation performance was evaluated primarily based on correlation score, to ensure 

features would pass NFT’s correlation score threshold check, as well as pixel error needed to meet navigation 

requirements. More information about this process and example results are provided in Section IV. 

 Any features that did not meet correlation requirements were then reviewed by the NFT and AltWG teams together 

to assess whether AltWG thought model quality could be improved with additional processing or if the NFT team 

needed to select a different feature. The feature selection, generation, and evaluation steps would then be repeated as 

needed until the NFT team confirmed that they had sufficient feature coverage to meet their navigation requirements 

for TAG.  

D. Final Feature Catalog Preparations

After the full set of NFT features were generated and passed correlation evaluation, the NFT and AltWG teams

needed to perform the final steps to finalize the TAG catalog. The first part of this process required aligning the NFT 

features with the OLA DTM to improve feature location accuracy and ensure consistency with the DTM used by NFT 

to estimate surface contact. This process was performed by AltWG and used an iterative closest point method to find 

the position of the NFT feature that minimized the difference in topography between the NFT DTM and the OLA 

DTM. This became challenging for NFT features with the smallest GSDs since the OLA DTM was at 4.8 cm/pixel 

and NFT feature GSDs were as small as 0.5 cm/pixel. For these features, AltWG applied a fixed translation based on 

the known offset between SPC and OLA DTMs from prior characterization of the two models. In a few cases, features 

still had large errors after this fixed translation was applied so were manually adjusted further. 

The last step was to optimize the feature catalog order. For the Checkpoint Rehearsal, it was determined that the 

default order of the features as they were selected was sufficient and did not need to be further optimized. However, 

the catalog order was critical for the post-Checkpoint features for images 25-30. Since NFT could only process five 

features per image, it was important to ensure that these features were 1) dispersed across the image to improve 

observability and 2) would be robust for correlation. Therefore, this process required optimizing feature order across 

multiple variables including the range of images each feature would be used, feature position in each image, expected 

correlation performance for the range of image conditions, and 3-sigma trajectory dispersions. Lastly, the Checkpoint 

and Matchpoint rehearsals provided an opportunity to validate feature performance under TAG image conditions using 

the NavCam 2 camera and was especially useful to finalize the feature catalog order.  

IV. Feature Validation Challenges and Mitigation Strategies

There were a few key challenges for feature development and validation testing. The first was due to the fact that 

by its nature, SPC produces models that match the terrain reflected in the images processed. When fewer image 

condition variations are used, this can lead to SPC models being biased towards topography and/or albedo solutions 

that do not correctly capture the terrain’s appearance at all viewing angles and lighting conditions. Related to this 
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challenge was the fact that only OCAMS images were available for NFT feature testing prior to TAG, which were the 

same images processed by SPC to generate NFT feature data. On top of that, very few of the OCAMS image conditions 

matched the image conditions expected to be processed by NFT which employed NavCam 2 during TAG. As a result, 

there was a concern that validating NFT features with OCAMS images could result in features that correlate well in 

OCAMS images but fail to correlate for NFT during TAG.   

The NFT team addressed these challenges in a few different ways. The first was to add margin to what was 

considered an acceptable correlation score for feature testing in OCAMS images, to ensure that even if correlation 

scores decreased for TAG image conditions, they would still pass NFT’s correlation score threshold. While the 

correlation score threshold used by NFT was 0.45, the team aimed to have features score 0.6 or higher in all available 

test images. The other approach was to rigorously evaluate NFT feature performance in OCAMS images, studying 

feature renderings at varying image conditions to understand potential SPC modeling errors, evaluating correlation 

performance as a function of image conditions, and combining all results with a comparison to expected TAG image 

conditions to try to predict correlation performance at TAG. In cases where it was not possible to improve feature 

shape model data so that the feature would score greater than 0.6 in all test images, the team would analyze feature 

renderings and image conditions to determine why the feature had a lower score. If the team determined that either 

the lower scoring image conditions matched expected TAG conditions, or that the TAG image conditions would not 

experience whatever effect was lowering the correlation score (for example, overexposed albedo), then the team still 

considered a feature to be passing. In addition, all of these feature correlation performance considerations were tracked 

and used to optimally order the feature catalog.  

Figures 6 to 9 provide an example of this feature validation process for Feature 270065, the same feature shown 

in Fig. 5. The primary figure used for analysis is shown in Fig. 6a, where the goal was to show that the primary peak 

(Peak 1) always scored at least above the 0.45 correlation score threshold, though ideally above 0.6, with pixel errors 

less than 6 pixels, with all secondary peaks (Peak 2, 3, etc.) scoring below well below the 0.45 correlation score 

threshold. This was done to ensure that only correct matches would be processed by NFT to compute the state update. 

For the results shown for this feature, larger pixel errors (50 to 100 pixels) for some results were due to small errors 

in spacecraft kernels impacting the accuracy of the projected feature location in the image. These results were for 

Recon C images, which were taken at the lowest observation altitudes where the image GSD in many cases was less 

than 1cm. So while the pixel errors were large, Fig. 6b shows that these large pixel errors correspond to approximately 

only 1 m error. In these cases, the NFT team also visually inspected the images and feature match locations to confirm 

these were valid matches, despite the larger pixel errors.  

Fig. 6 Correlation Performance for Feature 270065 in all available OCAMS test images. (a) 3 highest scoring 

correlation peaks for each test image, where “Peak 1” (blue dot) is the highest, “Peak 2” (red ‘x’) is the 

second highest, and “Peak 3” (yellow square) is the third highest. The requirements used for evaluation, a 

minimum Peak 1 correlation score of 0.45 and pixel error less than 6 pixels, are shown by the dotted purple 

lines. Pixel error is computed as the difference in pixels between the predicted feature location in the image, 

computed using available spacecraft kernels, and the matched location. (b) Lateral errors in meters 

associated with each of the primary peak results (blue dots) in the plot on the left. 
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Fig. 7 Correlation score performance by GSD and Monte Carlo coverage for Feature 270065. (a) Same 

results as shown in Fig. 6a, except here correlation score is plotted as a function of test image GSD. The GSD 

of the feature is shown as the green line while the orange dotted lines represent the range of NFT image GSDs 

this feature could be processed for. (b) Visibility of feature in NFT images over 1000 Monte Carlo runs. 

Fig. 8 Feature 270065 correlation score performance as a function of image conditions for test images and 

expected NFT image conditions. In all plots, the purple ‘*’ represents the expected NFT image conditions for 

the nominal TAG trajectory while all other points represent test image correlation results. Test image 

conditions where the primary peak scored above 0.6 are shown as green ‘+’, between 0.55 and 0.6 as a yellow 

‘x’, and between 0.45 and 0.55 as an orange ‘o’.   
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Fig. 9 Feature renderings and corresponding image subsections for all 14 test images for Feature 270065. 

Results 1 to 8 are shown in the top half while 9 to 14 are in the bottom. For each result, the result is labeled 

with the primary peak correlation score and the top row shows the feature rendering while the bottom row 

shows the image subsection corresponding to the highest scoring correlation peak.  

For this feature, these results show that the feature scored greater than 0.7 for most test images, though there were 

a handful of lower scoring results that did not meet the 0.6 target score threshold. Further analysis determined that one 

of these lower scoring results occurred at a larger incidence angle where a rock outside of the feature cast a shadow 

across feature in camera image (see result #6 in Fig. 9, where shadow is in top right corner of image subsection), 

lowering the correlation score. Analysis showed that this would occur at sun angles similar to TAG for NFT images 

28-31 so it was decided to only use this feature for images 26-27. The other low scores (see result #14 in Fig. 9) were

due to both GSD and sun angle. For GSD, the feature was being used outside of a reasonable range for the underlying

feature data, where the feature was built at 2 cm/pixel but was being tested on an image with a GSD at half that size.

This was ultimately not a concern as the previous decision to not use the feature beyond image 27 meant it would not

encounter these image GSDs during TAG. In addition, the rendering result in Fig. 9 showed that the SPC model had

some terrain errors that caused shadows to be rendered incorrectly at this sun angle. Despite these errors, the feature

was still able to correlate due to the overall shadow pattern being correctly represented. This result also confirmed that

the shadow cast from the nearby rock would not be a concern for NFT images 26 and 27. Based on this feature’s

rendering performance at GSDs similar to images 26-27, and the visual inspection of the appearance of shadows and

albedo in the feature rendering at image conditions similar to 26-27, the NFT team felt comfortable using this feature

in the TAG catalog despite not all of the results scoring above 0.6. During TAG, this feature was processed for image

27 and scored 0.77, confirming this assessment was accurate.

This detailed review of feature correlation results and rendering was repeated for every feature and every re-

delivery of reprocessed features, which made for a very manual and time-intensive process. While feature testing was 

automated as much as possible, it was not possible to automate this evaluation process since no test images matched 

expected TAG conditions for all parameters (GSD, incidence, emission, sun azimuth, camera azimuth). Adding 

margin to these parameters to find test images that matched at least a subset of the parameters quickly complicated 

the evaluation to where it was hard to have confidence in feature performance without a visual, per feature assessment 

like the one described here for Feature 270065. While this was tedious, the team felt confident that this approach 

would yield a robust catalog for TAG. 
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Lastly, the two spacecraft rehearsals provided valuable data to evaluate NFT feature performance using NavCam 

2 under the expected TAG image conditions. This also provided an opportunity to compare predicted feature 

performance from the evaluation process using OCAMS images to their actual TAG performance. Section V presents 

the results from these rehearsals and how they were used to improve the NFT catalog design. 

V. TAG Feature Catalog Development Details

The final catalog for TAG had 104 features with resolutions ranging from 15.6 to 0.84 cm/pixel. A total of 124 

were selected by the NFT team and generated by AltWG using SPC. Of these 124 features, 13 were reworked by 

AltWG to improve the model quality while 5 were deemed unfixable and alternative features were selected instead. 

A total of 20 features not used because they did not meet correlation performance requirements. Table 2 shows these 

statistics and how they break down per grouping of NFT images.  

Table 2 TAG Catalog Feature Development Statistics 

Image Range 
Features 

Generated 

Features 

Reworked 

Features 

Reselected 

Features 

Not Used 

Features Used in 

TAG Catalog 

Image 1 to 11 18 2 2 2 16 

Image 12 to 17 20 0 1 5 15 

Image 18 to 24 33 1 1 4 29 

Image 25 to 27 25 2 1 1 24 

Image 28 to 29 15 2 0 4 11 

Image 30 to 31 13 6 0 4 9 

Total 124 13 5 20 104 

A. OLA DTM Alignment Results

As discussed in Section III.D as one of the last steps to finalize the catalog, Fig. 10 shows the results of aligning 

all 104 features to the OLA DTM. The total amount features were translated varied from approximately 0.25 m to 

0.8 m. The RMS error between the topography of the feature DTM and OLA DTM decreased for all features after 

the alignment too, with most features having a final RMS error less than 0.1 m. These are well within the 

uncertainty of 15 cm known to exist for the global shape solution of Bennu [30]. 

Fig. 10 Alignment of NFT Features to OLA DTM. The top plot shows the total amount each feature was 

were translated (with X, Y, and Z given in ACF) while the bottom plot shows a comparison of RMS error for 

each feature before and after they were aligned to the OLA DTM. Here, RMS error is computed as the root-

mean-square of the 90th percentile of difference values between points in the feature DTM point OLA DTM. 

Feature index represents the index of the feature in the final TAG catalog.  
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B. TAG Rehearsals Correlation Performance

Both the Checkpoint and Matchpoint rehearsals provided valuable data for feature validation for NFT. Of the 31

NFT images that could be processed, the Checkpoint Rehearsal processed images 1 to 26, while the Matchpoint 

Rehearsal proceed further through image 28. After the rehearsals, the NFT team analyzed feature correlation 

performance of the features processed during the rehearsals and also correlated all visible features in all images to 

better understand performance for all features. The team also compared performance in rehearsal images at the 

expected TAG conditions to test images to determine how well the test image performance predicted performance for 

TAG.  

Figures 11 to 16 show the analysis results from processing catalog features with the rehearsal images as well as 

comparing rehearsal performance to test image performance. Figure 11 shows that all features tested (using all 

available features, not only those processed during the rehearsals) scored above NFT’s 0.45 score threshold, with the 

majority scoring above 0.7. In addition, all secondary peaks scored below 0.4 showing no images were at risk of 

processing false matches. While some pixel errors were large (up to ~25 pixels), this was expected since the errors 

were computed using NFT’s predicted state for each image as no truth data was available and additional analysis 

confirmed that all primary peak represented correct feature locations. Figure 12 shows the feature performance based 

on the catalog design and was useful to finalize the catalog order that should be used for TAG. In some cases, poorer 

performing features were moved to the end of the catalog. 

Fig. 11 Feature correlation performance for all catalog features using all images from the Checkpoint and 

Matchpoint Rehearsals. Pixel error in the plot in the left is not a true pixel error measurement since it is 

computed using NFT’s predicted state for each image, which had a larger error for some images. The plot on 

the right shows the corresponding physical distance error of each blue point in the left plot. 
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Fig. 12 Feature catalog use and performance during Checkpoint and Matchpoint Rehearsals. In both plots, 

an ‘x’ represents a feature that was available to be processed for a single NFT image based on the catalog 

design. Features used during the rehearsals are colored based on their correlation score performance, where 

green represents features scoring above 0.6, yellow represents features scoring between 0.55 and 0.6, and 

orange represents features scoring between 0.45 and 0.55. No features scored less than 0.45.  

Figures 13 to 16 show a detailed comparison between test image correlation performance and rehearsal 

performance. For features that scored lower than expected in rehearsal images, this set of plots was especially useful 

to allow the NFT team to understand whether the score decrease was due to a change in image conditions. For example, 

feature 61 scored around 0.5 in the rehearsal images, despite scoring over 0.7 in the test images. Analyzing the image 

conditions showed that while most test image conditions were similar to rehearsal image conditions, the emission 

angle during the rehearsals was much larger than tested. The NFT team had concluded from prior testing that large 

emission angles reduced correlation scores so this behavior was expected and part of why the NFT team pushed the 

test image correlation scores to be so high. Feature 30 also saw a large decrease in the rehearsals and these plots 

combined with analysis of the feature renderings suggested this was due to changes in camera angles, especially the 

camera azimuth angle, compared to the test images. This suggested that this feature may have been biased to the view 

angles present in OCAMS images used for SPC processing and did not extrapolate as well to other angles. On the 

other hand, scores increased for some features compared to test images. This increase appeared to be due to the image 

conditions during the rehearsals being more favorable in either GSD or with smaller camera emission angles for those 

features. The NFT team studied these plots in this way for every feature, comparing the results with compared feature 

renderings as needed, to make sure they fully understood feature performance and had confidence features would 

perform well for TAG. 
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Fig. 13 Feature correlation score performance for features visible in rehearsal images compared to test 

images. Pink boxes represent correlation scores of the primary peak for both Checkpoint and Matchpoint 

rehearsal images. Blue data represents the primary peak scores for test images in a box and whisker plot 

form, where the thick blue sections represent data between the 25th and 75th percentiles, the thin lines 

extending out represent the most extreme data points considered inliers, and empty blue circles represent 

outliers. Blue circles with a black dot in the center represent the medians.  

Fig. 14 Comparison of GSD between rehearsal images and test images. Plotting styles are the same as 

defined in Fig. 13.  
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Fig. 15 Comparison of sun angles between rehearsal images and test images. The top plot shows the sun 

incidence angle while the bottom plot shows the sun azimuth angle. Plotting styles are the same as defined in 

Fig. 13.  

Fig. 16 Comparison of camera angles between rehearsal images and test images. The top plot shows the 

camera emission angle while the bottom plot shows the camera azimuth angle. Plotting styles are the same as 

defined in Fig. 13. 

Since the rehearsals only tested NFT features through image 28, they did not test the final low altitude NFT images 

29-31 which were considered some of the riskiest from a correlation perspective. This risk was primarily due to the

small GSD of both the images and features and a lack of test images that supported these GSDs. However, during the

Matchpoint Rehearsal, NavCam 2 collected a series of images as the spacecraft backed away from the surface. While

not at the GSD of the NFT images 29-31, these images provided one of the best datasets to characterize correlation

score changes as a function of only GSD changing, since all other image conditions remained relatively constant

https://arc.aiaa.org/action/showImage?doi=10.2514/6.2022-0357&iName=master.img-018.jpg&w=464&h=237
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during this spacecraft motion. Analysis from this dataset showed that most features were relatively robust to GSD 

changes but some saw score decreases as much as 0.05 per 0.6 cm/pix image GSD decrease. Extrapolating this to 

images 29 to 31 meant that correlation scores could drop from their scores in image 28 by as much as 0.05 to 0.1 

through image 31. Applying this score change to the feature scores from image 28 of the Matchpoint Rehearsal and 

accounting for catalog order and likelihood of which features would be processed suggested that at least 4 features 

would still pass the 0.45 correlation score threshold per image. This gave the team confidence that features would 

correlate well through the final NFT image, despite not being able to test features at those image conditions. Feature 

90 scored lower for image 28 of the rehearsal with a score of 0.57, so there was still a risk that this feature could drop 

below 0.45 but this was less of a concern since the team expected to still have 4 passing features. In the end, Feature 

90 scored 0.52 for image 30 during TAG, which followed the predicted trend of a score decrease of 0.05 to 0.1 over 

the final NFT images. 

C. Catalog Ordering Process

As mentioned in III.D, the last step to finalize the TAG catalog was to optimize the feature order to ensure that

features would correlate robustly and also be spread across the full image field-of-view to ensure good observability. 

Due to limited development time, there was no time to develop tools to do this autonomously so this process was done 

manually. The NFT team determined that for the Checkpoint rehearsal, the order in which features were selected for 

images 1-27 was sufficient, due largely to the fact that these images covered a larger span of terrain and features were 

already dispersed to limit the amount of processing required for AltWG. After the Checkpoint Rehearsal, some slight 

changes were made to this ordering based on correlation performance but the catalog stayed mostly the same. 

Catalog ordering of features for images 28-31 was more complicated however. This was due to the fact that the 

majority of features were located in one part of the camera field of view due to the rugged and sloping terrain nearby 

that prevented NFT from using features in those areas. To order these features, the NFT team first classified features 

by correlation performance into 4 categories: 1) Features with a high confidence in strong correlation performance, 2) 

Features with fewer test images but were still expected to correlate well, 3) Features with some lower scoring results 

but still passed near NFT image conditions, and 4) Features that should be avoided due to poor correlation 

performance. Along with this correlation classification, the NFT team also considered Monte Carlo image conditions 

and the expected correlation performance at those conditions. This was made complicated by the fact that while 

features for these images were separated into one set for images 28-29 and another set for 30-31, many features needed 

to be used across all 4 images to ensure adequate coverage for all simulated Monte Carlo runs.  

Fig. 17 NFT image footprints and feature locations for images 28-31. Shaded boxes represent the surface 

coverage area for the nominal (green), 1-sigma (light blue), 2-sigma (yellow), and 3-sigma (brown) trajectory 

cases. The black asterisk represents the center of the TAG site while the x’s represent available feature 

locations. Pink x’s are features designed for images 28-29; blue x’s are features designed for images 30-31. 
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As shown in Fig. 17, the next step was to visually assess where features would be located in the NavCam 2 field 

of view for images 28-31 for the nominal trajectory and 1-, 2-, and 3-sigma dispersions. The final step was to analyze 

Monte Carlo data to determine the likelihood that a feature would be visible in each image. The NFT team then 

leveraged all of this information to manually optimize the catalog order. Figure 18 shows the spread of the features 

processed in images 28-30 during TAG, demonstrating that the final catalog order resulted in NFT using features that 

were well-distributed across the images, providing good observability for NFT’s state update.  

Fig. 18 Features used in NFT images 28-30 during TAG. The top edge of these images corresponds to the 

lower left edge of the FOVs in the footprints shown in Fig. 17. 

VI. Feature Catalog Performance during TAG

NFT features performed extremely well for TAG, with NFT successfully correlating all features processed, even 

at the lowest altitude images with GSDs smaller than 0.5 cm/pixel. A few features saw lower correlation scores than 

the OCAMS test results and further analysis has determined this was due to a change in image conditions between the 

test images and TAG. This was expected and was also the reason why the NFT team added margin to correlation score 

criteria for OCAMS image testing.  

Figure 19 shows the correlation performance of the features used during TAG for both score and match accuracy. 

While some features have errors approaching 20 pixels, the plot on the right shows that all feature matches were within 

0.5 m of the true feature location. Figure 20 compares these primary peak correlation score results to feature 

performance for the test images. Additional plots are provided in the Appendix that provide data of how the TAG 

images compared to the test image conditions (similar to Figures 14-16 compare for the rehearsals).  

Fig. 19 Correlation performance of features processed during TAG. Correlation peak errors are computed 

using a reconstructed TAG trajectory to predict feature locations. 
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Fig. 20 TAG correlation score performance compared to test images. Plotting styles are the same as 

defined in Fig. 13, except that here, the pink boxes represent results of features processed during TAG. 

Figure 21 provides examples of features that performed well for TAG along with others that saw larger correlation 

errors or lower scores. On the left, both features score extremely high and with match location errors of only 0.2 cm 

and 1.8 cm. Looking at the features and image conditions, this appears to be due to small camera emission angles, 

having TAG images that closely aligned with test images, and using terrain with distinct surface patterns as well as 

being relatively flat for SPC to be able to model well. On the other hand, the right side shows features that did not 

perform as well, with scores just above 0.5 and errors on the order of 20 cm. The top feature (feature 9) seems to have 

performed poorly due both having larger camera emission angles as well as terrain errors that result in incorrectly 

rendered shadows. Meanwhile the bottom feature (feature 90) struggles largely due to terrain modeling errors that do 

not correctly represent the albedo or the shapes of the smaller rocks.  

Fig. 21 Example stronger and weaker features during TAG. For each feature, the image subsection is the 

image patch where the feature matched to, the rendered feature is the output of NFT’s onboard rendering 

software, and the correlation surface is the correlation result. Statistics about correlation match performance 

for both score and accuracy are provided above the correlation surfaces. 

While correlation score performance for these features is dependent mostly on the feature rendering quality, 

position error could also be due to incorrect feature locations from the OLA DTM alignment process. Analyzing 

feature 90 further and removing correlation errors that appear to be due to correlation from the size of the peak shows 
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that the remaining error for all 3 images processed during TAG for this feature is on the order of 12 cm. While the 

RMS error for this feature after the OLA alignment process was slightly higher compared to other features, AltWG 

noted that this particular feature was hard to align due to the large GSD difference between the feature and OLA DTM 

and the lack of any distinct surface topography in the feature to more easily register against the DTM. Given that the 

OLA DTM was at 4.8 cm/pixel, a 12 cm location error corresponds to only 2.5 pixels of the DTM which is a reasonable 

amount of error to expect for this particular case. Despite these registration challenges, the majority of feature 

localization errors were quite low, showing that the AltWG alignment process worked well.  

Figure 22 explores this further, showing feature correlation errors during TAG both on a per feature basis (Fig. 

22a) and as they compare to the RMS errors computed after the OLA DTM alignment process (Fig. 22b). As might 

be expected, the plot comparing feature correlation errors to RMS errors shows a potential trend, where smaller RMS 

errors correlate to smaller correlation errors, further validating that this was a useful metric for AltWG to use to assess 

the alignment process. 

Fig. 22 Feature correlation error during TAG. Correlation error is the error between the detected feature 

location and the feature location and could be due to either correlation errors from inaccurately rendered 

features or errors in defined feature locations. (a) Correlation error per feature. (b) Correlation error 

compared to feature RMS error after alignment to OLA DTM. 

VII. Conclusions

The OSIRIS-REx sample collection event was successful in large part due to the extensive NFT feature catalog 

development process performed by both the NFT and AltWG teams. With only room to process five features per 

image and therefore little room for outlier feature matches, NFT successfully correlated all features, correctly matching 

every feature without a single false match. These feature matches enabled NFT to guide the spacecraft to within 1 m 

of the targeted sample site and produce a final estimate of the contact location that was only 3.5 cm from where the 

spacecraft ultimately made contact.  

The results presented in this paper show that the NFT feature development and validation strategies were effective 

for designing a robust feature catalog that enabled NFT to successfully navigate for the sample collection. Selecting 

features that could be modeled well by SPC entailed selecting terrain that was relatively smooth, without large height 

variations, included unique rock and/or albedo patterns, and had sufficient orbital image coverage to provide a wide 

range of image conditions. While testing was challenging due to the fact that available OCAMS test images did not 

match expected TAG conditions simultaneously for all image conditions, the team developed a feature evaluation 

strategy that analyzed all aspects of feature performance and renderings. Despite being manually intensive, this process 

improved the team’s understanding of SPC performance for Bennu’s rugged surface, increased confidence in feature 

performance for TAG, and helped the team predict score performance for features at TAG conditions. Ultimately, one 

of the most effective feature evaluation strategies was to add margin to the correlation score threshold to ensure that 

the feature would still score above NFT’s onboard threshold even if correlation performance was worse under TAG 

conditions. Lastly, both the Checkpoint and Matchpoint Rehearsals were extremely valuable exercises to validate 

feature performance, predict performance for the final NFT images, and optimize the catalog order.  
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Appendix 

Fig. 23 Feature correlation score performance for features used during TAG compared to test images. 

Pink boxes represent primary peak correlation scores during TAG. Blue data represents the primary peak 

scores for test images in a box and whisker plot form, where the thick blue sections represent data between 

the 25th and 75th percentiles, the thin lines extending out represent the most extreme data points considered 

inliers, and empty blue circles represent outliers. Blue circles with a black dot in the center represent the 

medians.  

Fig. 24 Comparison of GSD between rehearsal images and test images. Plotting styles are the same as 

defined in Fig. 23. 
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Fig. 25 Comparison of sun angles between rehearsal images and test images. The top plot shows the sun 

incidence angle while the bottom plot shows the sun azimuth angle. Plotting styles are the same as defined in 

Fig. 23.  

Fig. 26 Comparison of camera angles between rehearsal images and test images. The top plot shows the 

camera emission angle while the bottom plot shows the camera azimuth angle. Plotting styles are the same as 

defined in Fig. 23. 

https://arc.aiaa.org/action/showImage?doi=10.2514/6.2022-0357&iName=master.img-027.jpg&w=466&h=245
https://arc.aiaa.org/action/showImage?doi=10.2514/6.2022-0357&iName=master.img-028.jpg&w=466&h=242
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