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Abstract 

Desired system ilities, understood as lifecycle properties, generally drive the value of a system’s 

architecture. However, ilities are hard to predict during system architecture development 

before the architecture has been instantiated with a system design. In this paper, an 

experimentation framework that can be employed to validate the adequacy of using 

architectural properties as proxies for ilities is presented. The experimentation framework 

builds upon a theoretical, generic conceptualization of ilities, which helps to formally justify 

the difficulties of, and limitations in, predicting how architectural choices influence system 

ilities. Application of the experimental framework is showcased with a notional scenario, 

where the framework is used to evaluate how different system topologies influence the 

integrability of a system. 

 

Keywords: system architecture; ilities; lifecycle properties; quality attributes; non-functional 

requirements 

 

1 Introduction 

The architecture of a system plays a central role in the extent to which that system will exhibit 

ilities or lifecycle properties (Osorio, Dori et al. 2011). Here, ilities are understood as outcomes 

that can yield value to stakeholders by effectively managing the high uncertainty that systems 

face during their life cycle, especially during their long operational life (McManus and Hastings 

2006). Ilities can materialize, for example, in the form of changing operational environments, 

economic markets, and technology developments (Fricke and Schulz 2005). Other terms are 

used to refer to ilities in the literature, such as quality attributes, lifecycle properties, or non-

functional requirements in the context of requirements. I use these terms indistinctively in this 

paper. 

 
i This paper reports work performed as an independent consultant to the U.S. Army through Skayl, LLC and not as an 
employee of the University of Arizona. 



Distribution Statement A. Approved for public release. Distribution is unlimited. 

Early identification of how an architecture may impact ilities seems to be a preferred 

architectural approach (Grunske 2007). However, “modeling frameworks, definitions, and 

languages in which to communicate effectively about” the ilities are lacking (Dou, Wang et al. 

2015). In fact, a few years ago, the INCOSE UK Architecture Working group posed the 

problem of predicting the qualities of an architecture as one of twelve contentious questions 

(Emes, Bryant et al. 2012). They concluded that evaluation of architectural properties is, in 

general, not addressed, addressed through heuristics based on experience, or vaguely stated as 

‘good’ as long as they satisfy stakeholder concerns.  

Relying on heuristics to evaluate architectures (e.g., (Maier 1998, Maier and Rechtin 2009, 

Salado, Iandoli et al. 2016, Iandoli, Salado et al. 2020)) may result from the perception that 

“many ilities are hard to characterize in ways that are precise enough to support rigorous 

engineering” (Dou, Wang et al. 2015). Some authors claim that the architecting of systems is 

both an art and a science (Ryschkewitsch, Shaible et al. 2009, Jansma 2012). Its scientific side 

deals with producing actual designs; its artistic side drives the value of the system architecture 

(Muirhead and Thomas 2010). Effective systems engineers are usually strong in both 

(Ryschkewitsch, Shaible et al. 2009, Jansma 2012); thus, success in systems architecting appears 

to strongly depend on talent and experience (Griffin 2010). In fact, evaluating architectures 

just on the basis of informal expert opinion is not uncommon (Kazman, Klein et al. 2000).  

Many architectural methods have been proposed in the literature to formalize and add rigor 

to the evaluation of architectures, however, validation methods are scarce (Barbacci, Klein et 

al. 1995). For example, there are many approaches to measuring ilities that rely on arbitrary 

scores (Cormier, Olewnik et al. 2008, Baykasoğlu 2009, Fitzgerald, Barad et al. 2009) where 

the relationship between the scores and the ilities are not validated. Other approaches rely on 

using parameterizations of the architecture as proxies for the ilities, but fail to validate the 

fidelity of such proxies (e.g., (Potts, Sartor et al. 2020)), or on comprehensive models of the 

system solution, which already instantiates the architecture (e.g., (Ross, Stein et al. 2014)). 

Regardless, in most evaluation methods, “the judgement of goodness seems to be assignable 

only after the architecture has already been developed” (Shupp 2003). This type of method 

poses a significant limitation to support early system architecture development efforts; since 

they require the whole architecture to be established, they cannot support the evaluation of 

individual architectural choices as they are made. 

To respond to this gap, this paper presents an experimentation framework that can be utilized 

to validate the use of inherent properties of the architecture as proxies for the ilities. In this 

way, the framework allows for assessment of how individual architectural decisions impact the 

attainment of ilities. A theoretical, generic conceptualization of ilities is presented first and 

used to formally justify the difficulties of, and limitations in, predicting how architectural 

choices influence system ilities. Application of the experimental framework is then showcased 

with a notional example, where the influence of a system’s topology on the attainment of 

certain aspects of integrability is assessed. While an initial evaluation of the usefulness of the 
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framework to practitioners is presented, this paper should serve as a basis for others to test its 

applicability and generalization. 

This paper is organized as follows: Section 2 surveys prior work that addresses the evaluation 

of ilities in architectures, focusing on two main types of approaches—those that rely on the 

use of architectural properties as proxies and those that rely on instantiated architectures. 

Section 3 presents a theoretical framework that is used to formally describe ilities, or quality 

attributes, and serves as the foundation under which the experimentation framework is 

developed. The experimentation framework is presented in Section 4, followed by an 

application example in Section 5. Section 6 discusses the validity, usefulness, and limitations 

of the work. Finally, concluding remarks of the work are presented in Section 7. Nomenclature 

used throughout the paper is summarized at the end of the paper. 

2 Literature review 

2.1 Evaluating ilities, or quality attributes, using heuristics and design principles 

General heuristics or design principles to architect systems supposedly lead to better system 

outcomes in terms of ilities or quality attributes (Maier 1998, Maier and Rechtin 2009, Salado, 

Iandoli et al. 2016, Iandoli, Salado et al. 2020). However, general heuristics or design principles 

do not indicate or explain how a specific heuristic or design guideline relates to a specific ility 

or quality attribute. Because of this, the effectiveness of heuristics and design guidelines to 

evaluate the potential of a system to exhibit certain quality attributes is inherently limited. To 

improve this situation, experts have grouped design principles according to their impact on 

specific quality attributes. Groupings have been deductively developed using predefined 

taxonomies (Boehm and Kukreja 2015, Neill, Sangwan et al. 2017) and inductively developed 

after reviewing multiple architectures (Wilmot, Fesq et al. 2016). In addition, experts have 

investigated design principles for specific quality attributes, such as survivability (Richards, 

Hastings et al. 2007, Richards, Hastings et al. 2008), resilience of systems-of-systems (Uday 

and Marais 2015), or changeability and evolvability (Keese, Takawale et al. 2006). However, 

the relationships between design principles and quality attributes in all these works, which 

were established based on expert opinion or from a limited number of case studies, have not 

been validated.  

Because of the difficulty of directly measuring quality attributes (Potts, Sartor et al. 2020), the 

use of inherent aspects of the architecture as proxies for quality attributes has drawn significant 

attention. For example, the relationships between a system’s components described by a 

Design Structure Matrix (DSM) have been used to evaluate the response of the architecture 

to design changes (Clarkson, Simons  et al. 2004, Eppinger and Browning 2012, Tilstra, 

Seepersad et al. 2012, Luo 2015). Similarly, by modeling the structure of the architecture as a 

social network, social network metrics, such as degree centrality and network density, have 

been used as proxies for interoperability (Enos and Nilchiani 2020). However, the selection 
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of these proxies is based on expert opinion and their adequacy for representing the 

corresponding quality attributes has not been validated.  

Furthermore, the literature indicates that the usefulness of such metrics may not be totally 

understood. For example, Min, Suh et al. (2015) characterized several architectures as graphs 

and evaluated them on the basis of their  total number of elements, median, average, and 

maximum number of connections per element, graph energy, component topology 

complexity, and structural complexity, among others. However, while the authors framed the 

work within the importance of architecting for the ilities, there is no insight as to how those 

metrics are related to the ilities that the system under study exhibits. In fact, in an effort to 

correlate these types of proxies with cascading failure, Potts, Sartor et al. (2020) recognized 

that the activity is far from straightforward and claimed that they could not find any valuable 

architectural conclusion from such proxies with high confidence. In contrast, others have had 

success, such as in a similar study with software systems (Bhattacharya, Iliofotou et al. 2012), 

demonstrating the existence of correlations. However, in this case, the evidence was based on 

the analysis of large sets of historical data that captured full system solutions. Therefore, this 

work is hard to extrapolate to large-scale cyberphysical systems, where such types of data are 

unavailable. I contend that a different approach is necessary for general systems. 

2.2 Evaluating ilities or quality attributes using system design variables 

A different approach to evaluating quality attributes consists of calculating the response of the 

system to different scenarios based on specific design parameters. For example, Tackett, 

Mattson et al. (2014) present a quantitative approach to measuring evolvability based on the 

concept of excess capacity, where they measure the resources of the system (e.g., weight) and 

compare them to how much the system can still consume. A similar concept is employed by 

Neema, Tamaskar et al. (2018), who measure flexibility as a function of the number of designs 

that a base system design can reach. McManus, Richards et al. (2007) incorporate survivability 

in the tradespace exploration approach by modeling it as a function of the satellite’s shield 

thickness, among others. The literature presents similar examples in which other ilities are 

incorporated into the tradespace, such as flexibility (applied to space systems (Viscito and Ross 

2009), Army vehicles (Sapol and Szajnfarber 2020), and oilfield developments (Cardin 2013)) 

or changeability (Rehn, Pettersen et al. 2019). 

These approaches, some of which have been generalized in the form of frameworks for any 

type of quality attribute (Ross and Rhodes 2011, Cardin 2013, Ricci, Fitzgerald et al. 2014), 

leverage parameterizations of fully instantiated system architectures. Therefore, in these 

approaches, “the judgement of goodness seems to be assignable only after the architecture has 

already been developed” (Shupp 2003). Formally evaluating how specific architectural choices 

might influence quality attributes before the whole architecture is established is the central 

purpose of this paper. Prior work has demonstrated the feasibility of pursuing this direction 

(Broniatowski 2017), at least for the specific case of evaluating the influence of abstraction 
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and layering on flexibility. This paper presents a generic framework that can be applied to any 

quality attribute and inherent property of an architecture. 

 

3 Theoretical framework 

In this section, I present theoretical constructs that underpin the development of the 

experimentation framework. These include terms and definitions for the concepts and 

elements used in the paper and a formal, generic model of quality attributes. 

3.1 Definitions  

General systems theory (von Bertalanffy 1969) is used as the underlying theoretical framework 

for this work. I differentiate between the System of Interest (SoI) and the Context System 

(CS). SoI refers to a system that is put in place with the purpose of satisfying a need or pursuing 

an opportunity (Salado 2021). CS refers to a system formed by the SoI and the set of systems 

with which the SoI directly interacts (Salado 2021); such systems are often referred to as 

external systems to the SoI. I conceive the SoI as an open system, since it transfers 

information, matter, and/or energy through its boundaries to interact with external systems 

(Salado 2021). I conceive the CS as a closed system, since only the interactions within it are 

relevant in this work (Salado 2021). 

An outcome is defined as the state of a closed system, which is achieved by the interactions that 

occur within the closed system (Salado 2021). A capability is defined as the disposition of an 

open system (e.g., the SoI) to achieve a desired outcome within a desired closed system (e.g., 

the Context System to which the SoI belongs).  

A quality attribute (QA) of an open system (e.g., of an SoI) is defined as a kind of capability. 

This is because the open system alone cannot guarantee the desired outcome. For example, a 

maintainable system does not guarantee that maintenance will be successful. Success in 

executing a maintenance operation may also depend on the ability of the operators and 

external tools to conduct it. This also implies that an attribute that entirely refers to the system, 

not to a capability, is not considered a QA. This applies even if the attribute’s name seems to 

indicate so. For example, while modularity may seem to be a QA, I consider that it is not a 

QA because it just refers to an aspect inherent to the system, not to a desired outcome that 

the attribute enables. In this sense, modularity is a means to achieve a QA but is not a QA on 

its own. 

Identifying a capability as a QA depends on the specific outcome the capability refers to. For 

example, using the conceptualizations presented in Section 2: 

1) Consider flexibility to be the “degree to which a product or a system can be used with 

effectiveness, efficiency, freedom from risk, and satisfaction in contexts beyond those 

initially specified in the requirements (ISO 2011) or, more generally, the ability of a 
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system to respond to external change” (Ross, Rhodes et al. 2008). Then, flexibility can 

be conceptualized as satisfying a new set of needs (i.e., generate a new set of outcomes), 

potentially including within a new CS (i.e., the SoI is deployed in a new closed system). 

2) Scalability is the ability of a system to adapt to increased demand or, in general, enlarge 

(i.e., generate a new set of outcomes). 

3) Consider portability to be the “degree and efficiency with which a system, product, or 

component can be transferred from one hardware, software, or other operational or 

user environment to another” (ISO 2011). Then, portability can be conceptualized as 

the ability of a system to operate in a new system context (i.e., in a new CS). 

4) Maintainability is the ability of a system to facilitate prevention or repair of system 

failures and/or degradation (i.e., modification of the open system of interest), whether 

it is endogenously or exogenously caused. 

I define a situation q  as a 3-tuple 
( )  ( ), ,q s s O
 

= , where 
( )
s

 is the open system for which the 

QA is defined, 
 s   is a closed system to which 

( )
s

 belongs, and O  is a set of outcomes in 

 s  . 

I denote the starting situation by 0q . Given a desired situation dq , there exists a set of actions 

dA  such that ( )0d dA q q= . That is, there is a set of actions that, when applied to the starting 

situation, can yield the desired situation. Furthermore, it is possible to define the effort de  it 

takes to execute dA  as a direct function such that ( )d de f A= , where the type of effort is 

undefined. This concept is shown in Figure 1. 

q0s(·)

s[·]

O={o1, o2,    om}

qd
Ad

s(·)

s[·]  
O   o1, o2,    ok}

 

Figure 1. Conceptual sketch of a desired situational change. 

3.2 Initial generic model of a QA 

Defining QAs as dispositions implies that they must be characterized as likelihoods. Given a 

set of desired situations  1,..., nq q  associated with QA, the disposition D  of a system 
( )
s

 to 

exhibit QA is given by: 



Distribution Statement A. Approved for public release. Distribution is unlimited. 

 ( )( )
 

( )( ) ( )

( )1

1

,...,

1

| ,

,
n

n

i i i

i

n
q q

i

i

P q s t P t

D s QA

P t


=



=



=



 (1) 

Where it  denotes the actual unfolding of the need for situation iq  with ( )
1

1
n

i

i

P t
=

 , and 

( )( )| ,i iP q s t


 represents the likelihood of 
( )
s

 achieving situation iq  when attempting to do so. 

Equation (1) is valid for ( )
1

0
n

i

i

P t
=

  and the concept of QA is considered undetermined or 

inapplicable for ( )
1

0
n

i

i

P t
=

= . For simplicity, this model assumes that only one of the future 

situations will unfold for each instance of 
( )
s

. Combinations or sequences of unfolding of 

future situations can be incorporated as a Markovian process.  

Note that a system may not be required to achieve a given desired situation during its lifetime, 

which is captured with the condition ( )
1

1
n

i

i

P t
=

 . Furthermore, I suggest that evaluation of 

the disposition should only be based on the situations where the system may have the chance 

to reach them. This is captured by the denominator in Equation (1), which has two positive 

aspects. First, by defining the desired situations independently of 
( )
s

, various candidate 

systems can be fairly and meaningfully compared in a trade-off with respect to their 

dispositions. Second, the disposition of 
( )
s

 becomes independent of the opportunities to reach 

the scenarios, which are beyond the control of 
( )
s

.  

The model in Equation (1) only considers predicted (known) desired situations. That is, the 

disposition of 
( )
s

 to achieve unknown (yet possible) desired situations is not accounted for. 

Yet, such situations play a strong role in the art of systems architectureii. Equation (1) can be 

modified to consider the possibility of desirable situations that are unknown at the time of 

performing the QA assessment. The set of unknown desired situations is denoted by UQ  and 

the corresponding set of triggers as UT . The disposition D  of a system 
( )
s

 to exhibit QA then 

becomes: 

 
ii A common example in the systems engineering community is the B-52 aircraft, which has shown flexibility to perform 
types of missions that were completely unanticipated when it was designed. 
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( )( ) ( ) ( )( ) ( )

( ) ( )

1

1

| , | ,

,

n

i i i U U U
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n

i U

i

P q s t P t P Q s T P T

D s QA

P t P T

 
=



=

 
 +  

 =
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 (2) 

with ( ) ( )
1

1 0
n

i U

i

P t P T
=

 
 +  
 
 , and where the QA is also considered undetermined or 

inapplicable for ( ) ( )
1

0
n

i U

i

P t P T
=

 
+ = 

 
 . 

These concepts are shown in Figure 2. 

q0

s(·)

s[·]

O={o1, o2,    om}

q1 s(·) 

s[·] 
O={o1, o2,    om}

q2 s(·)

s[·]  
O={o1, o2,    om}

qn

s(·)
s[·]

O   o1, o3,    om-4}

QU

???

A1

A2

An

?

System evolution to 
maintain outcomes.

System evolution to 
maintain outcomes in 
the face of new 
external systems.

System to achieve a 
new set of outcomes 
without undergoing 
changes.  

Figure 2. Conceptual sketch of a system reaching various possible scenarios 

3.3 Considering effort to achieve a QA  

Previously, the achievement of the desired situation was defined as a deterministic function of 

a set of actions (i.e., ( )0d dA q q= ), where the set of actions is associated with effort necessary 

to execute them. Different levels of effort lead to different disposition levels, which means 

that the ility of a system depends on the system’s ability to reach desired situations inherently, 



Distribution Statement A. Approved for public release. Distribution is unlimited. 

with no effort, and the availability of necessary resources to reach such situations. Thus, a 

disposition D  to a QA  may be defined as a monotonically increasing function of invested (or 

to be invested) effort 
( )( ), ,D s QA e


 such that the lowest bound of the disposition is given when 

no effort is invested and the highest disposition is given when infinite effort is invested. That 

is: 

 ( )( ) ( )( ) ( )( ), ,0 , , , ,D s QA D s QA e D s QA
  

    (3) 

for e + , and assuming that effort is optimally allocated. 

Furthermore, I assume that, when resources are infinite, there will always be a set of actions 

that will help achieve any desired situation (known or unknown) from any starting scenario. 

The disposition becomes, in this case, deterministic with ( )( ), , 1D s QA


 = , as per Equation (2)

. 

Therefore, characterizing a disposition of a system to exhibit a QA only as a likelihood may 

be limited if they are to be used to compare various architectures. First, using only the 

likelihood of achieving desired situations as a characterization of a QA, as previously defined, 

it is impossible to differentiate the effort that goes into executing different sets of actions. 

That is, likelihood only accounts for success in using actions, regardless of how difficult those 

actions were. This is not in line with architecting principles, as shown by a counter example. 

Consider a system that can integrate with any system as long as infinite resources are invested. 

Engineering judgement indicates that such a system would not be considered integrable, yet 

the likelihood of integration would be 1, as indicated before. 

Second, considering possible solutions as only those situational transitions that can be 

achieved with no effort, that is, 
( )( ), ,0D s QA


, is also contrary to architecting principles. 

Consider a system that can integrate with any other system by just making a minor adjustment 

(e.g., pressing a button) but cannot integrate with any system without such an action. 

Engineering judgement indicates that such a system would likely be deemed highly integrable, 

yet 
( )( ), ,0 0D s QA


=  for such a case when using equation (2).  

Consequently, I contend that characterizing the disposition of a system to a QA must include 

the level of expected effort that is invested in achieving a set of desired situations.  

When the disposition is characterized as a likelihood and a function of effort, assessing and 

comparing the dispositions of various system alternatives may be done using scattered plots 

and Pareto frontiers (Ross and Hastings 2005),iii or collapsing both into a single objective using 

 
iii It should be noted that the principles of decision theory indicate that likelihood should not be used as a criteria in 
decision-making, Howard, R. A. and A. E. Abbas (2015). Foundations of Decision Analysis, Pearson. 
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utility theory-based frameworks (Hazelrigg 1998, Collopy and Hollingsworth 2011, Abbas and 

Cadenbach 2018). 

 

4 Experimentation framework 

Using the theoretical constructs presented in the previous section, I present in this section the 

proposed experimentation framework. After summarizing its purpose and presenting some 

general aspects, I describe its structure and provide guidelines for characterizing its elements. 

4.1 Purpose and general aspects 

The purpose of the experimentation framework is to validate the adequacy of using inherent 

properties of the architecture as proxies for quality attributes (QAs). This is done by evaluating 

how architectural choices might impact QAs.  

Consider integrability as an example of a QA, specifically with respect to integrating two 

components. One could argue that, in general, simple vocabularies will likely yield less 

semantic differences than richer ones. If this relationship is validated, an architect could use 

the size of a vocabulary as a proxy for the semantic equivalence required to achieve integration. 

Similarly, one could conjecture that, since each node between the two components that are to 

be integrated consumes time to process a message, the more nodes a message needs to travel 

through, the more time it takes for the message to reach its destination. Likewise, the more 

nodes a message needs to pass through between a sender and a receiver, the more difficult it 

might be to achieve temporal equivalence between the sender and the receiver. If this 

relationship is validated, an architect could use the number of nodes between two components 

as a proxy for the temporal equivalence required to achieve integration.  

These proxy metrics are inherent to a system; no judgement is necessary. For example, the 

size of a vocabulary and the number of nodes in between two components can be objectively 

measured. Since, at the time of evaluating such architectural choices, a full design of 
( )
s

 does 

not exist, it is necessary to adjust the elaborations presented in Section 3 to consider partial 

portions of the system architecture.  

In this paper, individual architectural choices, like the topology of the architecture or its 

communication paradigm, are called architectural mechanisms and will be referred to, in short, by 

just mechanisms.iv Given a certain mechanism, the framework is then designed to answer 

 
iv The term mechanism is used in the systems engineering literature with many meanings. Among others, it may refer to 
the design of incentives in teams (from mechanism design, ref. Vermillion, S. D. and R. J. Malak (2020). "An investigation 
on requirement and objective allocation strategies using a principal–agent model." Systems Engineering 23(1): 100-117.), 
ways in which change occur and unfold (ref. Ross, A. M. and D. H. Rhodes (2011). Anatomy of Change Mechanism. 
Boston, MA, USA, Massachussets Institute of Technology, ibid.), to moving parts in a system, to ways in which a failure 
occurs (ref. Engel, A., A. Teller, S. Shachar and Y. Reich "Robust design under cumulative damage due to dynamic failure 
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questions such as “How does a specific mechanism contribute, in general, to a specific QA?” 

The answers can lead to establishing whether a property of that mechanism (and, hence, of 

the architecture) can be used as a good predictor (i.e., proxy) for various QAs. For example, 

the framework could be used to determine if the density of an architecture (as a graph) is a 

good predictor for system integrability. 

Because QAs have been defined as dispositions, the contribution of each mechanism of a 

system 
( )
s

 to the system’s QAs are, in general, not likely separable (Voas 2001). Therefore, 

when assessing the effect of each mechanism on the overall QA, the following three aspects 

need to be considered: 

1) A single mechanism may be unable to have an observable effect on the QA. 

2) When multiple mechanisms are assessed simultaneously, plateau effects may occur and 

the effect of yet another mechanism may not be observable in this case. 

3) Some mechanisms may have primary effects (regardless of the simultaneous use of 

other mechanisms), while others may act as enablers, which require being used in 

combination with other mechanisms to be observable. 

Because of these reasons, using approaches centered on decomposing the QA, such as 

projections of a system’s QA into mechanisms or using the partial derivative of a system’s QA 

with respect to a mechanism, are likely inadequate. In fact, the composition of components’ 

QAs has been proven to be difficult, if not impossible, to achieve in the software domain 

(Voas 2001). The same rationale applies to expected effort, since it cannot be guaranteed that 

the contributions to expected effort of various mechanisms are separable. Instead, the 

approach presented in this paper evaluates the general effect that a mechanism has on a QA 

in the context of potential situations in which the mechanism may be used. 

4.2 Structure 

To avoid tautological problems that result from embedding axioms in models, the structure 

of the experimentation framework is inspired by the Tension Matrix (Salado and Nilchiani 

2017). Tension Matrix is a method aimed at aiding the early identification of conflicting or 

inconsistent requirements. Its purpose is to identify potential conflicting requirements before 

design and development activities are executed. The Tension Matrix achieves this by 

relationally coding different types of laws or validated rules and assessing requirements based 

on attributes addressed by such laws and rules.  

I repurpose the spirit of the Tension Matrix to model the relationships between mechanisms 

and QAs. I start by defining five fundamental components in the assessment: mechanisms 

 
mechanisms." Systems Engineering n/a(n/a).), and to tactics and patterns used in architecture (ref. Kazman, R., P. Bianco, 
J. Ivers and J. Klein (2020). Integrability, Carnegie Mellon University.). We take the latter meaning of the term from the 
work in system architecture performed by the Systems Engineering Institute (SEI). 
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(denoted by m ), properties of mechanisms (denoted by z ), consequential attributes (denoted 

by h ), characteristics of a QA (denoted by c ), and QAs and their direct relationships 1 4,...,r r : 

 34 2 1rr r r
m z h c QA⎯⎯→ ⎯⎯ ⎯⎯ ⎯⎯  (4) 

I established these five components by trial and error, being the minimum set that allows the 

creation of models for 1 4,...,r r  that avoid embedding axioms that lead to tautological results. 

Mechanisms and QAs have already been defined.  

Properties of mechanisms refer to factual aspects that define the mechanism. The number of 

nodes in a topology’s path or density are examples of properties.  

Characteristics of a QA define the QA. They are the conditions that establish that a QA is 

exhibited. For example, integrability (as a QA) requires temporal equivalence between the two 

components that are integrated. Characteristics may be further refined. Continuing with the 

previous example, temporal equivalence may be defined in terms of synchronicity between the 

two components.  

Because associating or relating a property of a mechanism with a characteristic of a QA cannot 

generally be done directly, I introduced the consequential attribute element in the framework. 

In the previous example, for example, there was no direct relationship between the number 

of nodes in a path in a topology and the temporal equivalence between the two nodes at the 

extremes of the path. This connection is done through an implicit variable, the consequential 

attribute. For example, the number of nodes in a path (property) in a topology (mechanism) is 

related to temporal equivalence (characteristic) because nodes in a path cause a delay or latency 

(consequential attribute). The specific latency caused by the number of nodes depends on 

parameters beyond the topology (specifically, on the instantiation of the nodes, such as 

processing power of the node). Adding this implicit variable is important to modeling 1 4,...,r r  

using engineering laws, validated rules, and evidence while avoiding embedding axioms that 

could lead to tautological results when using the framework.  

The use of the experimentation framework consists of three operations, represented in Figure 

3: 

1) Definition of the model 3 2 1r r r
z h c QA⎯⎯ ⎯⎯ ⎯⎯  using engineering laws, validated 

rules, and evidence. 

2) Assessment of mechanisms on the basis of existing properties z , that is, establishing 
4rm z⎯⎯→ . 

3) Connection of both models to simulate the impact of the mechanism on the QA of 

interest. 
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Figure 3. Example of relation mapping for the Tension Matrix-like approach 

Creating a full model is necessary because relying on non-monotonic relations may be 

insufficient for some relationships. A detailed discussion is provided in the Appendix. 

 

4.3 Characterization approach 

The experimentation framework can be characterized using a mixed approach of engineering 

laws, validated rules or models, and expert consensus. Consensus here must not be confused 

with the establishment of axioms or opinions. Consensus is used to assess facts or reach an 

agreement on a definition in which scientific grounds do not play a role. From this perspective, 

whereas an opinion or an axiom makes a judgement about the truthfulness of a statement, 

consensus on a definition or factual assessment represents an agreement where the notion of 

truth is not meaningful. Table 1 summarizes the characterization approaches for relationships

1 4,...,r r . 

Table 1. Characterization approach for 1 4,...,r r  

Relation Characterization approach 

1r  The decomposition of a QA as a function of characteristics is a definition based on 
agreement, such as through expert consensus. There is no scientific backing for this 
relationship but just a decision on what the QA entails, possibly even for a particular 
application or scenario. For example, establishing what flexibility, integrability, or 
portability are or entail cannot be found through scientific discovery, as they are 
definitions created by experts.v  

2r  Characterizing this relation requires experimentation, in line with the approach 
presented in this paper. No restriction as to the type of experimentation is imposed. 

3r  This relationship can be established with engineering rules, scientific laws, and 
validated/known engineering models. For example, it is known that the latency of a 
message passing through a link is a function of the link’s capacity and length, the size 
of the data being transferred, the processing speed of intermediate nodes, and other 
factors.  

4r  To model this relation, it is necessary to decide what properties are exhibited by a 
mechanism. There are two potential issues in this activity: (1) incorrectly identifying 
a property as being exhibited by a mechanism when it, in fact, does not, and (2) 
unwillingly omitting a necessary property. I suggest that (1) is not a risk in practice 
because properties are factual, but (2) may be a risk. However, such omission does 

 
v This does not mean that science cannot be used to support the development of sound definitions (e.g., by using formal 
approaches to ontologies). This means that the meaning of the term is subjective and derives from agreement not from 
observation. 



Distribution Statement A. Approved for public release. Distribution is unlimited. 

not indicate an inherent problem in the experimentation framework presented in 
this paper, but one of usage of the framework. 

 

A conceptual sketch of the experimentation framework, including characterization 

approaches, is shown in Figure 4. The sketch is accompanied by examples of the different 

elements. 

 
Figure 4. Experimentation framework 

4.4 Strategies for proxy validation 

Strategies for validating proxies derive from the assessment provided in Table 1.  

From a methodological point of view, the relations 1r  and 4r  do not need to be experimentally 

validated. Instead, since they are based on consensus among experts, validation must address 

the methods and processes by which information is elicited and aggregated. Validation 

methods in the area of decision analysis (Howard and Abbas 2015) and others based on 

prescriptive semantics (Ross and Rhodes 2015), ontologies (Ryan, Jacques et al. 2013, Boehm 

and Kukreja 2015), or systems theory as an underlying framework (Dou, Wang et al. 2015) 

may be used for this purpose.  

Relation 3r  should be constructed upon validated engineering laws and models. Since models 

with different levels of fidelity may be used during the implementation of the experimentation 

framework, there may be a need for validating model fitness for each particular case. 

Traditional model validation techniques may be applied and will not be further discussed here. 

There are three aspects to 2r that need to be addressed with respect to its validation. First, 

there is a need to define the meaning (or factors) of the characteristics of a QA. For example, 

stating that temporal distance is a characteristic of integrability is insufficient. Temporal 

distance needs to be defined as a set of conditions that are testable. For example, it could be 

defined as a set of potentially misaligned assumptions (e.g., different assumptions about 

frequency of response). Regardless of the specific definition, this step is subjective and, 

consequently, cannot be scientifically validated but, rather, is based on expert consensus. The 

same rationale regarding validation given for relations 1r  and 4r  apply in this case as well. 

Second, while measures for characteristics c  may be based upon engineering laws, the effect 

of the consequential attribute on the characteristic needs to be characterized experimentally. 

Third, when any of the effects on characteristics are used to estimate expected effort, as 
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described earlier in the paper, such relationships also require validation, which might likely be 

performed empirically. 

Once all relationships have been established and validated, it may be possible to establish end-

to-end correlations between properties z  and characteristics c . Depending on the results and 

strength of these correlations, such results may support using a given property of a mechanism 

as a surrogate measure (proxy for) of one or more characteristics and, hence, a QA.  

5 Application example 

In this section, I show how to apply the experimentation framework. The selected QA (or 

ility) is integrability and the example is restricted to some aspects of the temporal equivalence 

necessary to achieve integration.  

5.1 Problem setting 

Consider the need to evaluate the effect that different system topologies have on the 

integrability of a system. The objective is to determine if certain properties of the topologies 

can be used as proxies for integrability. The topologies under investigation will be the mesh, 

the hub & spoke, and the daisy chain. In the mesh topology, all components are connected 

pairwise, enabling each pair to communicate directly without involving other components. In 

the hub & spoke topology, all components are connected to a central element that manages 

communication between each pair of components. In the daisy chain topology, components 

are connected forming a line; that is, each component is connected between two other 

components, except for those at the extremes. Communication between each other is enabled 

by the components in between relaying the different messages. A graphical description of each 

of these topologies is given in Figure 5. 

System 1

System 2

System 4

System 5

System 3

System 1

System 2

System 4

System 5

System 3

System HUB
System 1 System 2 System 4 System 5System 3

 

Figure 5. Generic topologies (left: mesh; center: hub & spoke; right: daisy chain) 

All data used in this application example is synthetic and notional.  

5.2 Model 

Step 1. I begin the modeling process by defining integrability as a set of characteristics, that is, 

establishing 4r . I use the definitions and models provided by the Software Engineering 

Institute (SEI) in (Kazman, Bianco et al. 2020) and consider them to be representative of ones 
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arrived at by expert consensus.vi  SEI considers integrability to be the difficulty to integrate a 

component into a system, and claims that it requires the following characteristics: 

• Syntactic equivalence, defined as consistency or equivalence of data types between the 

component and the system. 

• Data semantic equivalence, defined as consistency or equivalence in interpretation of the 

values coded in the data. 

• Behavioral semantic equivalence, defined as consistency between the states and modes of 

operation of the system and those of the component to be integrated into the system. 

• Temporal equivalence, defined as consistency between the temporal assumptions that the 

system and the component embody. 

• Resource equivalence, defined as consistence between the assumptions about resources 

(both devices and computational resources) that the system and the component 

embody. 

The farther a system is away from equivalence, the less integrable that system is considered to 

be. 

I restrict the attention in this application example to temporal equivalence for simplicity. SEI also 

provides a partial refinement for the meaning of temporal equivalence, alluding to the rate of 

operation and the timing assumptions about delays between the occurrence of events. I further 

restrict the attention in this application example to the latter, that is, the temporal assumptions 

related to the response time to a command. These restrictions are considered acceptable 

because the purpose of this example is to show the application of the framework, not to 

validate integrability proxies. 

Step 2. Next, I establish an engineering model that relates the properties of mechanisms to the 

characteristics of QAs; that is, I model the relations 2r  and 3r . The problem can be abstracted 

as two components communicating through a link, as depicted in Figure 6.  

C0 C1link

 

Figure 6. Integration example 

Assume that 1C  will be integrated to 0C . I set the temporal assumptions for 0C  such that it 

expects the response to its message not earlier than 0x  temporal units and not later than 0y  

temporal units. I set the temporal assumptions for 1C  such that it will respond to a message 

not earlier than 1x  temporal units and not later than 1y  temporal units. The temporal 

 
vi While other experts may arrive at different definitions, these are not relevant for this example. It suffices to show that 
such definitions need to be arrived at by consensus and cannot be found through scientific inquiry. 



Distribution Statement A. Approved for public release. Distribution is unlimited. 

assumptions that 0C  embodies are denoted by  0 0,x y , and those that 1C  embodies are 

denoted by  1 1,x y . Equivalence of such temporal assumptions will depend on the latencies 

that the command and response messages may experience in the link that connects both 

components. I denote the latency experienced by the command sent by 0C  by 0a  and that 

experienced by the response sent by 1C  by 1a .  

For simplicity, the model restricts 0C  and 1C  to each being directly connected to a passive 

link, and any two different passive links to always be connected through an active link and 

ignore delays in the link due to physical distance. 

The conditions of temporal equivalence can then be set as followsvii: 

 
0 0 1 1

0 0 1 1

x a x a

y a y a

 + +


 + +
 (5) 

I then develop an engineering model of latency by identifying the different elements that 

contribute to the latency of a link. The latency of a passive link passivea  (e.g., a cable) is given 

by: 

 
passive

data
a l


= +  (6) 

Where   is the capacity of the link and l  is the delay inherent to the length of the passive 

link, which can also be determined using a physics model of the link (omitted here for 

simplicity). 

Similarly, the latency of an active link passivea  (e.g., a processing unit) is given by: 

 active

data
a


=  (7) 

Where   is the processing power of the active link. 

Given the same n  passive links and m  active links between 0C  and 1C  in both directions, 

the latency can be modeled as: 

 
1 1

data datan m

i

i ii i

a l
 = =

 
= + + 

 
   (8) 

 
vii Possible time differences between first and last bits arriving to a component are not considered in the model for 
simplicity. 
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It should be noted that potential contributions to latency of traffic have not been incorporated 

into the model for simplicity. This does not affect the purpose of this discussion because 

externally validated models can be coded into the general latency model, keeping all previous 

discussions about validity and absence of axioms valid.  

Step 3. Now that the model is complete for the purpose of experimentation of the selected 

proxies and QA characteristic, I establish relation 1r  by parameterizing the mechanisms under 

evaluation (i.e., the different topologies) with respect to the properties identified in the latency 

model. Out of those identified earlier, topologies can be parameterized as a set of nodes and 

links between two connected components. All other elements in the latency model are not 

inherent to a topology. 

5.3 Simulation 

Validating whether the number of nodes in a path (the parameter of a topology identified in 

the previous section) can be used as a proxy for integrability is achieved through 

experimentation; note that, as discussed, the study of integrability is restricted in this example 

to the equivalence of the temporal assumptions on command and response time. In this 

example, experimentation is performed using Monte Carlo simulation and analyzing the 

correlation between the number of nodes in a path and the corresponding temporal 

equivalence.  

While Monte Carlo simulation is not a novel method, it is particularly suitable for this problem 

due to the partial instantiation of the architecture under evaluation. To isolate the effect of a 

particular mechanism (enabling validation of one of its properties as a proxy for a QA), the 

mechanism can be fixed in the simulation and parameter variation is performed in all other 

aspects of the architecture and in the system’s usage to reflect a plethora of future scenarios 

(ref. Section 3). This use of Monte Carlo simulation in the context of architecture evaluation 

is novel, as indicated in Section 2. 

Synthetic data is used throughout the example. The purpose of the simulation is to show how 

the experimentation framework can be used to predict the potential impact of a mechanism 

into the QA.  Therefore, while many other aspects of the architecture remain to be instantiated, 

and not to formally validate a proxy, synthetic data is considered suitable. The distributions in 

Table 2 were used. Since these are notional and synthetic, no specific temporal units are 

defined, although they are internally consistent with those used for capacity and data size. 

Table 2. Model data 

Parameter Data 

Number of nodes in a path ( )10,0.5M B  

Number of links in a path 1m n= −  

Temporal assumptions for 0C  ( )0 0,1X U  
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( )0 0 0,1y x U= +  

Temporal assumptions for 1C  ( )1 0,1X U  

( )1 1 0,1y x U= +  

Link capacity ( )5 Beta 1,8 1

0 1 10A
 +

 =  

Link delay due to distance 0l =  
Node processing power ( )5 Beta 2,5 1

10
 +

  
Data size ( )

( )

( )

( )

( )

data 0.1 0.25

data 1 0.50

data 10 0.15

data 100 0.08

data 1000 0.02

P

P

P

P

P

= =

= =

= =

= =

= =

 

 

Two outputs are measured:  

1) The percentage of cases in which temporal assumptions are satisfied vs those in which 

they are not. That is, the percentage of cases in which equation (5) is satisfied vs those 

in which it is not. 

2) A distribution of the temporal distance; that is, the extent to which equation (5) is not 

satisfied. This could potentially be used as a surrogate for effort to achieve integration, 

as discussed in Section 3, but this discussion is outside of the scope of this paper. 

Results are shown in Figure 7, followed by scatter plots showing the relationships between 

temporal distance and number of nodes, data size, node capacity, and edge capacity in Figure 

8. 

 

Figure 7. Example 2: (left) Temporal equivalence; (right) Temporal distance 
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Figure 8. (top left) Correlation with number of nodes; (top right) Correlation with data size; (bottom 

left) Correlation with node capacity; (bottom right) Correlation with edge capacity 

The scatter plots show that, as expected, the number of nodes (and, hence, the number of 

edges, as per the assumptions) and the data size are positively associated with temporal 

distance and the node and edge capacities are negatively associated with temporal distance. 

However, while the correlation between latency and temporal distance is strong (ref. Figure 

9), none of the correlations between temporal distance and properties are strong (with the 

dataset that has been used). Therefore, in this simulated scenario, the properties of the number 

of nodes and edges in a path might not be useful as proxies for temporal distance with high 

confidence. 

 
Figure 9. Relationship between latency and temporal distance 
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5.4 Discussion 

Because using different distributions can yield different results, the fitness of a parameter to 

act as a proxy for a QA depends on the data that goes into the simulation. Any use of proxies 

must be accompanied by a characterization that indicates the conditions under which the 

surrogate is known to fit. This is not a weakness of the approach but, rather, an inherent aspect 

of working with uncertainty. Ignorance, that is, lack of information, or broader sets of 

conditions will generally lead to using distributions that are more uniform. Knowledge or 

scoping of the different conditions of the analysis will generally narrow the distributions and 

lead to more accurate predictions of the QAs. For example, in some cases, the interest might 

be in assessing the integrability of a component into any type of platform, and, in other cases, 

the interest might be in the integrability of that component into a specific set of platforms. 

The uncertainty of the former is likely larger than that of the latter. 

As indicated earlier in the paper, a key benefit of this experimentation framework is that it 

does not embed axioms. All elements and relations in the model are derived either from 

consensus on definitions or from information and/or engineering/physics models that can 

be, or have been, externally validated. Those in this example are summarized in Table 3.  

Table 3. Sources for the different elements in the model. 

Element Source 

 0 0,x y ,  1 1,x y , 

0a , 1a , m , n , 

l ,  ,  , and 

data 

These can be derived from historical data (e.g., performance of systems that 
are representative of those for which the assessment is being performed) or 
be directly elicited from experts. The specific source and characterization 
approach leads to different levels of uncertainty in the model (model error). 
In any case, these variables represent parameters in the model and do not 
embed axioms or judgements. 

Equations (5), (6), 
(7), and (8) 

These are derived from engineering/physics models. Specifically: Equation  
(5) is the equivalence condition, and equations (6), (7), and (8) are basic 
communication models that compute the total latency for the communication 
of a message between two points as the direct sum of the processing time of 
components participating in the communication and the delay experienced in 
the link connecting the components. The processing time of the component 
is a function of the data it needs to process and its processing capacity; the 
delay in a link is a function of the data it needs to transfer and its transferring 
capacity. 

 

It is important to restate that expert elicitation is not necessarily the same as expert opinion. 

First, expert elicitation is a characterization of the information that a subject matter expert 

holds, which, with good elicitation methods, can be considered scientifically sound. Second, 

eliciting a distribution about a specific characteristic of a system does not code relationships 

that have not been validated.  
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Furthermore, even if the results of the simulation show that certain properties cannot be used 

as proxies for a QA, the model can still be used to relatively compare mechanisms. In this 

application example, the Mesh topology can be modeled by setting 0m = , the Hub & Spoke 

topology by setting 1m = , and the daisy chain topology as a link of unknown length, using 

the same distribution shown in Table 2, ( )10,0.5M B . With these assumptions, and ignoring 

traffic as well, their distributions in terms of temporal distance can be compared after running 

a Monte Carlo simulation for each case. The results, in the form of cumulative probability 

distributions, are shown in Figure 10, where the red distribution corresponds to the Mesh 

topology, the blue distribution to the Hub & Spoke topology, and the green distribution to 

the Daisy chain topology; the horizontal axis represents temporal distance (with normalized 

temporal units).  

 

Figure 10. Example 3: Temporal distance per mechanism:  Mesh (red), Hub & Spoke (blue), and 
Daisy chain (green) 

Since less temporal distance is preferred to more temporal distance, the distributions indicate 

that the Mesh topology dominates the other two, and the Hub & Spoke dominates the Daisy 

Chain. Therefore, these results show that, even though it may not be convenient to use the 

number of nodes in a path as a proxy for integrability, the Mesh topology has the most positive 

impact on integrability of the three, whereas the Daisy chain has the least positive impact on 

it.  

These results provide an additional insight of interest for systems architecture. Within a class 

of necessary mechanisms, mechanisms cannot negatively impact a QA. This means that in the 

case of topologies, for example, one could not argue that some topologies negatively impact 

integrability (or any other QA) whereas others do so positively. This is because every 

architecture must have a topology to exist; absent of components and relationships between 

them, a system does not exist. Consequently, every topology will always enable the integration 
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of systems even though they can be ranked based on how well each one facilitates integration, 

as shown in Figure 10. 

Finally, while the purpose of the framework is to support experimentation in the context of 

identifying and validating the use of proxies for QAs, the framework can also be refined to 

support dedicated assessments of specific architectures. This is possible by using specific 

values in the model instead of distributions. 

6 Validity and limitations 

6.1 Theoretical framework 

Because the theoretical framework is theoretical in nature, a data-driven validation process is 

not applicable to this work. Instead, hypotheses validity and logical validity (Mihram 1972, 

Gass 1983) are used. 

Hypothesis validity. Hypothesis validity checks if the model has adequately reproduced the 

connections between the elements of the subject being modeled (Mihram 1972, McCarl 1984). 

The subject in this paper is the exhibition of a QA by a system. The adequacy of the relations 

in the framework has been articulated in Section 3.  

Logical validity. Logical validity checks if a model has been correctly converted into a numerical 

computer model that produces solutions (Gass 1983). There is no standard methodology for 

determining logical validity, but qualitative inspections have been used in the past (Gass 1983). 

To the best of my knowledge, the results of the model when used as part of the 

experimentation framework are numerically correct. The application example, while limited in 

scope and based on synthetic data, represents the various elements that a realistic scenario 

would require.  

Generalization of the theoretical framework needs to be demonstrated by modeling other 

ilities. 

6.2 Experimentation framework 

The experimentation framework presented in this paper was developed using theoretical 

underpinnings instead of using a dataset obtained from the industry. Because the underlying 

models are theoretical in nature, a data-driven validation process is not applicable to this work. 

Instead, hypotheses validity and logical validity (Mihram 1972, Gass 1983) are used with the 

intention of providing a potential user with more confidence in the framework’s applicability. 

Furthermore, the usefulness of the framework to practice was evaluated by a group of subject 

matter experts. 

Hypothesis validity. This is achieved in Section 6.1.  

Logical validity. The application example, while limited in scope and based on synthetic data, 

represents the various elements that a realistic scenario would require. However, I do contend 
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that numerical accuracy does not necessarily imply applicability in reality. The feasibility of 

constructing 
3 2 1r r r

z h c QA⎯⎯ ⎯⎯ ⎯⎯  needs to be assessed. Because the model originates in 

the QA and not in the mechanism, there is a risk of divergence by attempting to model an 

unbounded problem, with always one more consequential attribute or mechanism property to 

be identified. From an efficiency standpoint, one could argue that the model may end up 

coding way more properties than those to be used given the potential mechanisms that are 

selectable in a real architecting effort. On the other hand, from an effectiveness standpoint, 

one could argue that using a QA as the origin can help identify hidden properties that may not 

be initially apparent when originating the work on the mechanism under evaluation. 

Regardless, the effort to come up with such a model could likely be significant. Worthiness of 

constructing such a model may need to be determined by each organization and/or project. 

Usefulness. While a general validation of the usefulness of the experimentation framework was 

outside the scope of this paper and left for future work, some initial findings were collected in 

this direction. The usefulness of the experimentation framework was evaluated by 3 system 

architecture practitioners, who were not involved in the development of the framework. 

Practitioners 1, 2, and 3 had 17, 12, and 24 years of experience in system architecture, all of 

them in the defense industry and Practitioner 3 also in the energy, medical, and automotive 

industries. 

The practitioners had been exposed to and/or worked individually or with their teams with 

the experimentation framework for at least 6 months before being asked to evaluate the 

usefulness of the framework. No specific case was offered to the practitioners. Instead, the 

practitioners used the framework in different scenarios that involved discussing and/or 

assessing the impact of mechanisms to QAs, as part of the projects they were involved in.  

The practitioners were asked to answer four open-ended questions with no time or extension 

limitations. Responses were gathered by email in one shot, that is, there was no interview or 

interaction with the practitioners following their initial response. The questions and the raw 

responses from the practitioners are shown in Table 4. 

Table 4. Raw responses from practitioners using the experimentation framework. 

P Response 

Q1. In what ways did you find the experimentation framework/concept useful? 

1 The knowledge gained from the experimentation framework/concept is useful in performing 
early architecture validations objectively and repeatable. For government project offices, 
architecture validation is primarily done by Subject Matter Expert (SME) review. The 
experimentation framework explores mechanisms that constitute an architecture and relates the 
mechanisms to desired lifecycle characteristics (portability, maintainability, extensibility).  Our 
project has used the concepts from the experimentation framework to mature a process for 
conducting objective and repeatable architecture validations early in the lifecycle.   
The knowledge gained from the experimentation framework is useful to allow non-SMEs to 
evaluate proposed architectures to determine if those architectures are likely to achieve the 
desired lifecycle characteristics. This is because the knowledge generated from the framework 
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is collected objectively and not solely dependent on the experiences and perspectives of one or 
a few SMEs. 
The experimentation framework is useful to architects for selecting mechanisms that are fit for 
purpose and comparing mechanisms within a particular family group. 

2 I found the framework/concept useful by it clearly defining the relationship between a quality 
and a mechanism.  More importantly, identifying which of the concepts in this relationship trace 
are defined by consensus (opinion) and which could be observed/measured/tested by science. 

3 Experimentation framework has been illuminating in the discretization and documentation of 
experience-based opinions. Putting a structure behind what is experience and distilling why 
various systems worked and why others did not have been very informative on impact and result 
of various architectural design patterns, mechanisms, etc. 

Q2. In what ways did you find the experimentation framework/concept not useful? 

1 No, I have not found any intended uses that have proven not useful at this point.   

2 The framework/concept could have more examples to demonstrate the concept. 

3 The challenge to date has been the forward leaning aspect of some of this work. Characterizing 
qualities has proven to be very challenging and work remain to normalize the dimensions of the 
characteristics. So, not a statement of ‘not useful’, more a statement of not complete and use of 
the framework runs into the areas where more work is needed pretty quickly. 

Q3. When using the experimentation framework/concept, did it enable you to do things better in any way? For 
example, thinking, reasoning, selecting… Explain. 

1 I have at least one example of a junior engineer working on the experimentation framework 
applying their knowledge gained on temporal aspects of lifecycle characteristics and 
mechanisms to solve a problem another group was experiencing with the rate and timing of 
information flow during a benchmark test. The thinking and reasoning performed in the 
framework development aided in efficiently solving the problem.   

2 The concept forces you to decompose or isolate the characteristic or mechanism you are 
interested in which is powerful in getting consistent results not biased by inadvertent coupling 
of variables. 

3 The framework has help me be more specific about design intent. It has led to a refinement of 
the core patterns and principles that are critical for architecting for future qualities. It has help 
shift the focus from design for today’s system, to the perspective of the family of systems. 

Q4. When using the experimentation framework/concept, did it make you do things worse in any way? 

1 I have not discovered how the experimentation framework influences activities being done 
worse.   

2 The concept forces you to decompose or isolate the characteristic or mechanism you are 
interested in which is not a skillset that is easily found in a traditional engineer. This results in 
inconsistent results and not being able to isolate what has to change in the experimentation 
approach to fix it.  This may result in needing multiple experimentation tool sets or test set ups 
rather than one configurable framework. 

3 Not at this point – being deliberate in choices a justification of those choices has been a value 
add. 

P: Practitioner. 

In general, the users of the frameworks perceived benefits without experiencing major adverse 

effects in the architecture process. The three users perceived that their architecture decisions 

become independent of individual experiences and became more objectives. This, coupled 

with the rigor in separating the different variables in the framework, seemed to lead to a more 
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consistent and repeatable architecting process. One of the participants reported, with an 

apparent feeling of positive surprise, how a junior engineer could help a team solve a problem 

without having a vast prior experience, often critical to good architecting (Maier and Rechtin 

2009).  

Furthermore, the users did not identify any major adverse effect of using the experimentation 

framework to support their systems architecture process. However, they felt that more 

examples and data were needed to fully leverage the framework and to train engineers that 

would be comfortable in using the resulting process. 

Overall, these findings are in line with the goals of the experimentation framework, although 

additional work is necessary to confirm these outcomes. 

7 Conclusions 

In this paper, I have presented an experimentation framework to support the validation of the 

adequacy of using system or system architecture properties as proxies for QAs or ilities. The 

validated proxies allow evaluation of the impact that a given architectural mechanism or choice 

has on a QA before instantiating the architecture or completing the system design. This fills 

in a gap in the state-of-the-art. 

The framework leverages a granular model that links those properties to the QAs. The model 

is constructed using expert consensus (for those elements and relations that are subjective) 

and information and/or engineering and physics models (for the rest). In this way, the 

framework does not embed any axiom or unvalidated relationship that could lead to 

tautological results. 

I have applied the framework as a proof-of-concept to the case of evaluating the use of the 

number of nodes in a path as a proxy for integrability. Because the framework is underpinned 

by a theoretical, generic conceptualization of QAs, it should be widely applicable to any 

architectural mechanism and QA. This, however, needs to be explored and confirmed in future 

research, particularly for QAs and characteristics that may be more intricate, such as 

adaptability or flexibility, and using real datasets. This paper is intended to seed such 

exploration. 

The usefulness to practice of the experimentation framework was evaluated by 3 systems 

architecture practitioners with ample experience in the defense industry. This evaluation was 

not intended to provide a definite claim about the value of the experimentation framework. 

Rather, it was intended to assess if future research in this direction is worth. The three 

practitioners perceived benefits associated with the objectivity of architectural choices and 

improvement in design intent. The practitioners did not experience any major adverse effect, 

but suggested that additional examples and data are necessary to fully leverage the framework. 

Collectively, I suggest that these experiences support the case for further exploring how 

practitioners can benefit from using the proposed experimentation framework.  
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Appendix 

An alternative to creating a full model is to work only with monotonic relational models (i.e., 

models in the form of more of this leads to more or less of that). The direction of each variable with 

respect to another for each relation might be established by finding partial derivatives, which 

would also yield the strength of the influence. However, while a monotonic relational model 

may be sufficient to capture some of the relationships (e.g., 1r  and 3r ), it may be problematic 

for others (e.g., 2r ). For example, while it is easy to argue that more link capacity (property) 

does not reduce latency (consequential attribute), low latency (consequential attribute) may be 

desirable, or not, depending on the temporal expectations of the two components that are to 

be connected (characteristic). Furthermore, the relational model is unable to establish how 

reinforcing (e.g., two attributes positively contributing to one characteristic) or balancing (e.g., 

one attribute positively contributing to a characteristic while another negatively contributing 

to it) directions must be aggregated. An example follows. 

Consider two components A and B that need to be integrated. Specifically, assume that A is a 

component already integrated in a system with 5 other components and that we want to 

integrate B into such a system. For simplicity, I restrict the example to assessing the impact of 

various topologies on temporal distance. As proposed by the SEI, I define temporal distance 

as the embodiment of different temporal assumptions (Kazman, Bianco et al. 2020).  

Assume that component A was designed such that it expects to receive message b  within 

 0 0,x y  after having sent message a  to another component. Also assume that component B 

has been designed to send response b  within  1 1,x y  after having received message a  from 

another component. For this example, assume that 0 1x x  and that 0 1y y . 

I explore now how different topologies may influence the success of integrating B within the 

system that contains component A. I explore the mesh, daisy chain, and hub & spoke 

topologies, as shown in Figure 11. Note that only the relationship between A and B are 

depicted for ease of visualization. Remember, however, that there are five other components 

in the system. 

A B A BhA B

Mesh Daisy chain Hub & Spoke
 

Figure 11. Topologies being assessed. 

I begin the analysis with the mesh topology. Using SEI’s definition of temporal distance, I 

assess the consistency of temporal assumptions between B (the component to be integrated) 
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and A within the mesh topology. That is, I am interested in the temporal assumptions at the 

interface point of B. Assume a delay in the direct connection between A and B of meshd . The 

temporal assumption of A within the mesh topology becomes  0 0', 'x y , such that 

0 0 mesh' 2x x d= −   and 0 0 mesh' 2y y d= −  . Assume that such temporal assumptions are 

compared against component B’s temporal assumption  1 1,x y  and determine that 0 1'x x  

and that 0 1'y y . While 0 1'y y  is consistent with the needs of component A within the mesh 

topology, 0 1'x x  is not. Therefore, integration is not possible. 

Next, I explore the daisy chain topology. Assume a delay between A and B, in this case, of 

daisy meshd d . This yields the temporal assumption of A within the daisy chain topology to 

 0 0'', ''x y , such that 0 0 daisy'' 2x x d= −   and 0 0 daisy'' 2y y d= −  . Assume that such temporal 

assumptions are compared against component B’s temporal assumption  1 1,x y  and 

determine that 0 1''x x  and 0 1''y y . In this case, while 0 1''x x  is consistent with the needs of 

component A, 0 1''y y  is not. Therefore, integration is also not possible. 

Finally, I evaluate the hub & spoke topology. Assume a delay between A and B, in this case of 

hub&spoked  such that mesh hub&spoke daisyd d d  . This yields the temporal assumption of A within the 

hub & spoke chain topology to be  0 0''', '''x y , where 0 0 hub&spoke''' 2x x d= −   and 

0 0 hub&spoke''' 2y y d= −  . Assume that such temporal assumptions are compared against 

component B’s temporal assumption  1 1,x y  and determine that 0 1'''x x  and that 0 1'''y y . 

In this case, both assumptions are consistent, and integration can occur. 

The interesting insight of this example is that, while the number of edges and nodes within a 

path is monotonically related to latency (the more nodes and edges, the larger the latency), the 

latency is not necessarily monotonically related to temporal distance. As has been shown, the 

shortest and longest latencies did not enable integration, but a latency between such extremes 

did. 

Different temporal assumptions lead to different relationships. For example, if the temporal 

assumption of component A is to receive message b  in less than 0y  after having sent message 

a  to another component, then a monotonic relationship between latency and temporal 

distance would exist. Similarly, although in the opposite direction, if the expectation for 

component A is to receive message b  in more than 0x  after having sent message a  to 
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another component, a monotonic relationship would also exist. In some cases, zero latency is 

helpful, while in other cases, positive latency is helpful. This makes generalizing 2r  relations 

with monotonic functions infeasible in some cases.  
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Nomenclature 

Symbol Meaning 

QA Quality attribute or ility. 
q  A situation, defined by an open system, a closed system to which the open 

system belongs, and a set of outcomes in the closed system. 

0q  A starting situation. 

dq  A desired situation. 

( )
s
  An open system. 

 s   A closed system to which ( )
s
  belongs. 

O  A set of outcomes in  s  . 

dA  A set of actions that, when applied to a starting situation 0q , yields a desired 

situation dq . 

de  The effort it takes to execute a set of actions dA . 

D  The disposition of a system to exhibit a QA. 

it  The actual unfolding of the need for a situation iq . 

UQ  A set of desired yet unknown situations. 

UT  The set of triggers that unfold a set of desired yet unknown situations UQ . 
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  Processing power of an active link.* 

a Latency of a link.* 

  Capacity of a link.* 

l  Delay generated by a link due to physical length.* 

n Number of passive links.* 

m Number of active links.* 

Note: These symbols are specific to the application example in Section 5. 
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