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Abstract

Proteins are biological molecules that carry out a multitude of cellular functions. Their

function is largely determined by the shape of the folded molecule within the cell—called

their structure—which governs how the protein interacts with other cellular molecules

in biochemical reactions. We present algorithms for two fundamental tasks in com-

putational biology that concern proteins and their interactions: pathway inference in

metabolic and cell signaling networks, and protein secondary structure prediction.

Pathway inference involves determining a set of biological reactions that produces

target compounds from source molecules. Two powerful models for pathway inference—

metabolic factories, and cell-signaling hyperpaths—both represent networks of cellular

reactions using directed hypergraphs. In a directed hypergraph, small molecules, pro-

teins, and their complexes are represented by vertices, and a multiway reaction that

creates a set of products from a set of reactants is modeled by a hyperedge, directed from

the set of reactants (called its tail) to the set of products (called its head). A factory

is a set of hyperedges specifying reactions that produce target molecules from source

compounds, properly accounting for reaction stoichiometry to conserve or not deplete

intermediate metabolites. Similarly, a hyperpath is a sequence of hyperedges producing

targets from sources, now ignoring stoichiometry, where the tail of each hyperedge must

be covered by the heads of hyperedges that precede it in the sequence. For factories,

we give the first practical exact algorithm for finding optimal factories that use the

fewest possible reactions to produce targets from sources (implemented in Odinn)—

which we prove is NP-complete—while for the first time incorporating higher-order

models of negative regulation, using mixed-integer linear programming. For hyper-

paths, we address the general shortest hyperpath problem that includes cycles, which

is NP-complete, and develop the first efficient heuristic (implemented in Hhugin)—

which finds provably optimal hyperpaths for the class of singleton-tail hypergraphs—as

well as a practical cutting-plane algorithm for optimal hyperpaths using integer lin-
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ear programming (implemented in Mmunin)—that leverages the first characterization of

hyperpaths by source-sink cuts. We demonstrate, through comprehensive experiments

over the standard reaction databases, that all these algorithms are remarkably fast in

practice, enabling the inference of optimal pathways typically in a few seconds.

Protein secondary structure prediction—a fundamental task in many bioinformatics

workflows—takes as input the known amino-acid sequence of a protein molecule, and

predicts the unknown structural state of each of its amino acids in the folded molecule,

from a discrete set of either three or eight possible states. We develop a novel algorithmic

approach for secondary structure prediction (implemented in Nnessy) that uses metric-

space nearest-neighbor search to estimate structure-state probabilities, and dynamic

programming to compute a maximum-likelihood physically-valid structure prediction

that is globally optimal for the entire protein. We also develop several ensemble methods

that combine a set of heterogeneous prediction tools to obtain a single prediction output

by the ensemble, leveraging feature-based accuracy estimation. In particular, our novel

hybrid approach to ensemble prediction (implemented in Ssylla) is the most accurate

method currently available: over standard CASP and PDB benchmarks, on average it

exceeds the state-of-the-art accuracy for 3-state prediction by nearly 4%, and the state-

of-the-art accuracy for 8-state prediction by more than 8%.

All these tools are freely available at http://{odinn,hhugin,mmunin,nnessy,

ssylla}.cs.arizona.edu.
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Chapter 1

Introduction

Proteins are large biological molecules, each composed of a long chain of simple building

blocks—called amino acids. These simple building blocks combine into many different

sequences, resulting in over 10,000 known human proteins [9]. The structure of a protein

describes the shape of the folded protein, based on the physical and chemical properties

of its amino acids. A biochemical or physical reaction defines the interactions of proteins

with each other and various cellular molecules, and is largely governed by the structure

of the involved proteins. Knowing a protein’s structure is critical to understand its role

within the cell.

A collection of biochemical reactions that culminate in a particular cellular response

is called a pathway. Determining the reactions that cause a given cellular response is vi-

tal to understanding the basic workings of the cell. Biologists have annotated over 2,500

biological pathways in humans [49], corresponding to known cellular functions. Many

of these pathways allow for redundant reactions, so that loss of one protein does not

cause complete loss of function [97]. Pathways can also activate one another in a process

known as cross-talk [35]. Inferring new pathways—those that have not been annotated

by biologists—from known cellular reactions can help biologists gain new understanding

of the cell and uncover potential redundancies and cross-talk.

This dissertation addresses two biological tasks related to proteins and their inter-

actions. The first task focuses on determining the structure of proteins and the second

task focuses on inferring new cellular reaction pathways.

1.1 Folded structure of proteins

Protein structure can be defined according to a three-level hierarchy, that describes

successively higher organizations of structure. The primary structure of a protein is its

sequence of amino acid residues, and can be thought of as a string over the 20-letter

12



amino acid alphabet Σ. Secondary structure is a local and discrete form of structure,

where for amino acid sequence P of length n, secondary structure sequence S—also

of length n—specifies the one of 3 or 8 secondary structure states of the amino acid

at the same position in P . Finally, the tertiary structure describes the folded form of

the protein by the 3-dimensional coordinates of each amino acid. Knowing the tertiary

structure of a protein is key to understanding its function.

For many proteins, the primary structure is known. The tertiary structure, on the

other hand, is very difficult to ascertain experimentally (it takes time on the order of

months). Identifying secondary structure is usually as difficult as tertiary structure:

solved tertiary structure is typically the input to the program DSSP [52], which out-

puts the secondary structure. Knowing the secondary structure of a protein has many

applications, such as enhancing the accuracy of solvent accessibility prediction [3], pro-

tein multiple sequence alignment [54], [72], and even protein tertiary structure pre-

diction [27]. Therefore, computational prediction of protein secondary structure is

fundamental to many workflows in computational biology and bioinformatics.

1.2 Reaction pathways in metabolic and signaling net-

works

Cellular reaction networks consist of all physical and biochemical reactions that occur

within an organism or cell. Metabolic networks focus on cell metabolism and the re-

actions that keep a cell alive. They critically guide research in many areas, including

metabolic engineering, where cell metabolism is altered to improve a targeted cell func-

tion, and interrogation of multi-species relationships, where the interaction between

different organisms is determined by their metabolic output [82]. Participants in these

reactions have associated stoichiometric ratios, and the reactions are often catalyzed by

an enzyme (positive regulation), or inhibited by a substrate (negative regulation).
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Signaling and metabolic pathways are cornerstones of molecular and cellular biology.

Biologically, a typical signaling pathway consists of membrane-bound receptors that

bind to extracellular ligands, triggering intracellular cascades of reactions, culminating

in the activation of transcriptional regulators and factors [4]. These pathways underlie

cellular communication, govern environmental response, and their perturbation has

been implicated in the cause of many diseases [68].

While plenty of pathways have been annotated by biologists, many pathways likely

remain unknown. Furthermore, pathways have been shown to allow for redundancies

or intersect each other, in a mechanism known as cross-talk. Therefore, computational

methods to infer new pathways based on existing signaling and metabolic networks is

important.

1.3 Overview of the dissertation

We address these two biological tasks and present computational approaches to each of

them in the two parts of this dissertation.

The first part focuses on inference of reaction pathways in metabolic and cell-

signaling networks, which we model as hypergraphs. We begin in Chapter 2 by introduc-

ing the pathway inference task and two hypergraph models of pathways—hyperpaths

and factories—including related work and our contributions for each model. We define

several key terms related to hypergraphs, along with the two computational problems

of finding shortest hyperpaths and optimal factories—both of which are NP-complete—

in Chapter 3. After that, we describe our efficient shortest hyperpath heuristic—

implemented in a tool called Hhugin—in Chapter 4 and prove it always finds optimal

solutions on the special class of singleton-tail hypergraphs in Chapter 5. We then give

our algorithm for hyperpath enumeration that allows us to tractably find all source-sink

hyperpaths in Chapter 6. These chapters all come together in Chapter 7, where we give
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experimental results comparing Hhugin to optimal hyperpaths and show that Hhugin is

optimal on over 99% of all instances from standard databases, and even surpasses the

state-of-the-art, finding several cyclic hyperpaths that were missed by previous methods.

In subsequent Chapters 8 and 9, we give the first formulation of the shortest hyperpath

problem that allows cycles—an integer linear program, implemented in a tool called

Mmunin—and then present experimental results, showing that Mmunin typically finds an

optimal shortest hyperpath in a matter of seconds. In the second half of Part 1, we

explore a different pathway model in hypergraphs, called a factory, where we include

negative regulation into pathway inference for the first time. In Chapter 10, we give

our formulation of the optimal factory problem as a mixed-integer linear program—

implemented in a tool called Odinn—and show how to include two orders of negative

regulation. Finally, in Chapter 11, we show through extensive experimentation over

eight different standard databases that Odinn is typically remarkably fast in practice,

with a median running time for finding optimal factories of just three seconds, even

when accounting for negative regulation.

The second part of the dissertation focuses on protein secondary structure predic-

tion, where we introduce two new prediction tools, Nnessy and Ssylla, that surpass

the speed and accuracy of all state-of-the-art methods. In Chapter 12, we formally

define the protein secondary structure prediction task, survey state-of-the-art methods,

and describe our contributions. We introduce our algorithmic approach to secondary

structure prediction—implemented in Nnessy—that uses metric-space nearest-neighbor

search to estimate structure-state probabilities, and dynamic programming to compute

a maximum-likelihood physically-valid structure prediction that is globally optimal for

the entire protein, in Chapter 13. In Chapter 14 we describe how to learn a distance

function for the nearest neighbor searches in Nnessy using a new approach to metric

learning by integer linear programming and give its experimental results. We then

show in Chapter 15 how we can estimate the unknown true accuracy of predictions in
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Nnessy and other state-of-the-art tools, using feature-based accuracy estimation. These

accuracy estimates are used in our several of our eight different approaches to ensemble

secondary structure prediction—the best of which is implemented in Ssylla—which we

describe in Chapter 16. Finally, we conclude in Chapter 17 by comparing the empirical

accuracy of both Nnessy and Ssylla to state-of-the-art tools and existing ensemble

methods, where we show that Ssylla is the most accurate method currently available:

over standard CASP and PDB datasets, on average it exceeds the state-of-the-art accu-

racy for 3-state prediction by nearly 4%, and the state-of-the-art accuracy for 8-state

prediction by more than 8%.

After these two parts, we finish the dissertation in Chapter 18 with final thoughts

and several ideas for further research.

16



Part I

Pathway Inference in Systems

Biology
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Chapter 2

Background on pathway inference

Metabolic and signaling networks (and pathways) are traditionally represented by ordi-

nary graphs [94], [96], where proteins and other small molecules are modeled as vertices,

and each reaction is modeled as a collection of directed edges, where each edge con-

nects a single reactant to a single product. This collection of edges does not adequately

model multiway reactions among compounds [55], [90], and is unable to represent pos-

itive and negative regulation. To illustrate this, Figure 2.1 shows how the general

reaction A + . . . + B −→ C + . . . + D is modeled in ordinary graphs. Notice that the

directed edge e = (A,C) can be traversed without considering if B has been reached

(modeling the availability of B in the cell). Since many reactions involve multiple re-

actants or multiple products, this deficiency in modeling allows for inferred pathways

that are biologically nonviable.

Recently, directed hypergraphs, which generalize ordinary graphs, have emerged as

a viable alternative to model these networks [17], [40], [43], [55], [86], [87], [89], [90],

[107]. In particular, a biochemical reaction that involves multiple reactants—all of

which must be present for the reaction to proceed—and that results in multiple prod-

ucts—all of which are produced upon its completion—is correctly captured by a single

hyperedge, directed from its set of reactants to its set of products. Positive regulation

has been incorporated into hypergraph models by including enzymes in the tail of the

hyperedge that represents the reaction they regulate, however, no hypergraph models

in the literature address negative regulation.

A fundamental task in metabolic and cell-signaling networks is to find the most effi-

cient series of reactions to synthesize a target molecule from the set of source compounds

available to the organism or cell. A possible goal of such a reaction set is to ensure

that intermediate compounds or metabolites are not exhausted. This task motivates

the two closely-related problems we address in this part.
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Figure 2.1: Modeling a reaction in an ordinary graph and a hypergraph. The reaction
A + . . . + B −→ C + . . . + D is modeled in an ordinary graph as a collection edges
from each reactant to each product. This same reaction can be modeled as a single
hyperedge with all reactants in its tail and all products in its head.

• The shortest hyperpath problem: Given a cell-signaling network whose reactants

and reactions are modeled by the vertices and weighted hyperedges of a directed

hypergraph, together with a set of sources and a target, find a hyperpath consist-

ing of hyperedges from the sources to the target of minimum total weight.

• The minimum-hyperedge factory problem: Given a metabolic network modeled by

a directed hypergraph, together with the set of available compounds as sources, a

target molecule, and the stoichiometry of each reaction, find the factory (a special-

ized pathway that takes into account stoichiometry of intermediate metabolites)

from the sources to the target of minimum total weight that considers negative

regulation.

We summarize work on related problems next.

2.1 Related work

Although hyperpaths and factories are similar, they have been used in different contexts

within systems biology, mainly due to the natural inclusion of stoichiometry in factories,
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but not hyperpaths. Hyperpaths have been studied in the algorithms community [7],

[33], [46] and applied within systems biology to cell-signaling networks [32], [88], [89],

[92], and metabolic networks [15]. Factories have only been studied in the context of

metabolic networks [2], [6], [20], [106], and are related to elementary flux modes [30],

[50], [51], [105], which we discuss further in the following section covering related work

on factories.

Related work on hyperpaths

In the field of algorithms, Italiano and Nanni [46] first proved that finding a shortest

source-sink hyperpath is NP-complete, even when hyperedges have a single head vertex.

In a seminal paper that is the source for much of the subsequent work on hypergraphs,

Gallo, Longo, Pallottino and Nguyen [33] explore special cases of hypergraphs, and de-

fine several versions of hyperpaths, including what they call a B-path (though see the

correction of Nielsen and Pretolani [81]), which is essentially equivalent to our definition

of hyperpath in Section 3.1. They show the vertices reachable from a source vertex in

a hypergraph can be found in time linear in the total size of the tail and head sets of

all hyperedges, give an efficient algorithm for a variant of shortest hyperpaths with a

so-called additive cost function, and prove that finding a minimum cut in a hypergraph

is NP-complete. Ausiello and Laura [7] survey results on hypergraphs whose hyperedges

have singleton head sets, and note that a consequence of the NP-completeness reduc-

tion [46] for shortest hyperpaths from the set cover problem is that, unless P=NP, no

approximation algorithm can exist for shortest hyperpaths on hypergraphs of n vertices

with approximation ratio
(
1−o(1)

)
lnn.

In cell-signaling networks, Ritz, Avent and Murali [88], [89] were the first to solve

the shortest acyclic hyperpath problem by formulating it as a mixed-integer linear pro-

gram (MILP)—the current state of the art for shortest hyperpaths—and showed that

in practice, optimal acyclic hyperpaths can be found even for large cell-signaling hy-
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pergraphs. Their formulation does not extend to hyperpaths with cycles, and requires

exponential time in the worst-case (which may be unavoidable, as the acyclic problem

remains NP-complete). Recently, Franzese, Groce, Murali and Ritz [32] defined a pa-

rameterized notion of connectivity that interpolates between hyperpath- and ordinary-

path-connectivity, while Schwob, Zhan and Dempsey [92] modified the acyclic MILP of

Ritz et al. [88] to include time-dependence among reactions.

Hyperpaths have also been studied in metabolic networks, where Carbonell, Fichera,

Pandit and Faulon [15] give an efficient algorithm to find a source-sink hyperpath if

one exists—irrespective of its length—and prove that finding any hyperpath that must

contain a specified set of hyperedges is NP-complete. They also offer an approach to

hyperpath enumeration that relies on solutions to this NP-complete problem, for which

they employ a heuristic.

Related work on factories

Much of the research on metabolic networks modelled as hypergraphs has focused on

solving the minimum precursor problem: given a hypergraph G, a set of sources S, and

a set of targets T , find a source subset P ⊆ S of minimum cardinality with a factory

from P to T that does not exhaust any intermediate metabolites. Cottret, Milreu,

and Acuña et al. [20] proved the minimum precursor problem is NP-complete, and

methods to enumerate all minimal precursor sets ignoring stoichiometry were developed

by Acuña, Milreu, and Cottret et al. [2], and methods including stoichiometry were

developed by Andrade, Wannagat, Klein, Acuña, and Milreu et al. [6] Another approach

from Zarecki, Oberhardt, Reshef, Gophna, and Ruppin [106] computes the precursor

set of minimum cardinality with minimum molecular weight. None of these methods

seek to minimize the number of hyperedges in the factory they output.

Elementary flux modes (EFMs) in metabolic networks are minimal sets of reactions

that conserve intermediate metabolites (which have no proper subset of reactions that
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also conserves them), without specified sources or targets [105]. Most methods enu-

merate all elementary flux modes, which quickly becomes infeasible for genome-scale

networks, whose number of EFMs is vast. In their paper, de Figueiredo, Podhorski, and

Rubio et al. [30] avoid enumerating all EFMs by computing just the k-smallest EFMs

via mixed-integer linear programing (MILP), but due to the minimality of EFMs can

only allow a single target. Two discrete models of transcriptional regulation have also

been considered: Jungreuthmayer and Zanghellini [51] take all possible EFMs as input,

and find the smallest number of gene knockouts that preserve desirable EFMs and ex-

clude undesirable EFMs, where regulation is accommodated through constraints in an

MILP that exclude biologically-infeasible EFMs; while Jungreuthmayer, Ruckerbauer,

and Gerstl et al. [50] add discrete regulatory rules to a generative approach for EFM

enumeration.

2.2 Our contributions

Our contributions to pathway inference using hypergraph models focuses on efficient

heuristics and exact algorithms for the general shortest hyperpath problem and the new

problem of finding a factory that produces the targets from the sources using the fewest

reactions, which we call the minimum-hyperedge factory problem.

Our contributions on hyperpaths

For the shortest hyperpath problem, we present a heuristic that contrasts prior work in

that it handles cycles, is worst-case efficient, and finds hyperpaths that are demonstrably

optimal or close to optimal in real cell-signaling hypergraphs. We also provide two exact

shortest hyperpath algorithms: a practical hyperpath enumeration algorithm and a

cut-based integer linear programming (ILP) formulation, which we solve to optimality

in practice using a cutting plane algorithm. In more detail, we make the following
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contributions.

• We present an efficient heuristic for shortest hyperpaths, that on a hypergraph

of size ℓ, which measures the total cardinality of all hyperedge tail and head sets,

with m hyperedges that are doubly-reachable from the source and sink vertices,

and k defined analogously to ℓ over these doubly-reachable hyperedges, runs in

O(ℓ + m2 k) time.

• We prove that the heuristic finds an optimal shortest hyperpath for the class of

singleton-tail hypergraphs, where the tails of all hyperedges in the hypergraph are

single vertices.

• We also give a practical algorithm for hyperpath enumeration that generates all

possible source-sink hyperpaths, allowing us to tractably measure how close our

heuristic is to the optimum.

• We formulate the general shortest hyperpath problem as a cut-based integer linear

program that for the first time may contain cycles. However, this ILP formulation

has an exponential number of constraints and cannot be solved directly.

• We show that we can solve this ILP on real biological instances using a cutting

planes algorithm that quickly computes a solution to the ILP over a small subset

of the exponentially-many constraints, while still returning an optimal solution

to the full ILP.

• Our heuristicmatches the state-of-the-art MILP for shortest acyclic hyperpaths on

over 99% of all instances from two standard databases of cell-signaling pathways.

• Our heuristic surpasses the state-of-the-art on instances where every source-sink

hyperpath is cyclic, and hence the MILP finds no solution. On all such cyclic bio-

logical instances, our hyperpath enumeration algorithm verified that the heuristic

was in fact optimal.
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To our knowledge, our heuristic is the first in the literature for shortest source-sink

hyperpaths in general directed hypergraphs, where hyperedges have arbitrary tail and

head sets, and the length of a hyperpath is the sum of the weights of its hyperedges.

We note that the worst-case efficiency and subclass optimality of the heuristic

highlighted in the first two points above show that the shortest hyperpaths prob-

lem is polynomial-time solvable for singleton-tail hypergraphs—in contrast to its NP-

completeness for singleton-head hypergraphs [46]—which does not appear to have been

observed before in the literature [7]. Furthermore, while prior work has developed spe-

cialized algorithms that are tailored to shortest hyperpaths under so-called additive

cost functions [33]—which also handle singleton-tail hypergraphs—in distinction, we

give a general heuristic for arbitrary hypergraphs under the non-additive cost function

of total weight of the hyperpath, that as a consequence is optimal for the special case

of singleton-tail hypergraphs.

Source code for an implementation of the shortest hyperpath heuristic in a new tool

we call Hhugin [60] (short for “hypergraph heuristic for general shortest source-sink hy-

perpaths”), as well as the hyperpath enumeration algorithm and all dataset instances, is

available at http://hhugin.cs.arizona.edu. Preliminary implementations of the in-

teger linear program and cutting plane algorithm in a new tool called Mmunin [61] (short

for “Integer-linear-programming-based cutting-plane algorithm for shortest source-sink

hyperpaths”) is available at http://mmunin.cs.arizona.edu.

Our contributions on factories

In contrast to prior work on factories in metabolic networks, we find an optimal factory

that produces the specified targets from the given sources using a minimum number

of reactions, taking into account negative regulation for the first time, while running

remarkably fast in practice. In more detail, this work makes the following contributions.

• We introduce the new problem of finding a minimum-hyperedge factory that uses
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the fewest reactions to produce targets from sources.

• For the first time, we incorporate negative regulation into optimal factories, con-

sidering both its first- and second-order effects.

• We perform the first comparative study of pathway models: minimum-precursor

factories vs. shortest hyperpaths vs. minimum-hyperedge factories with first- and

second-order negative regulation.

• We prove that finding minimum-hyperedge factories is NP-complete, hence there

is likely no method that finds optimal factories and is efficient in the worst-case.

• Even so, our approach to optimal factories via mixed-integer linear programming

is remarkably fast in practice, with a median run time of only a few seconds while

including first- and second-order negative regulation, as demonstrated through

comprehensive experiments across all instances from standard reaction databases.

An implementation of our method for optimal factories under negative regulation

in a new tool we call Odinn [63] (short for “optimal minimum-hyperedge factories in

metabolic networks with negative regulation”) is available at http://odinn.cs.arizona.edu.

2.3 Overview of the chapters

We begin this part of the dissertation in Chapter 3 by defining several key terms related

to hypergraphs and our two hypergraph models of pathways. For hyperpaths, we first

define superpaths—which capture connectivity—and a few reachability measures re-

lated to hyperpaths. We then formally define Shortest Hyperpaths, the computational

problem of finding a source-sink hyperpath of minimum weight and discuss its compu-

tational complexity. We subsequently define factories and a few related terms: flux,

conservation, and accumulation. Finally, we define two notions of Optimal Factories

that seek to minimize either the number of active hyperedges, or the number of active
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sources, and prove both problems are NP-complete.

In Chapter 4 we describe our shortest hyperpath heuristic, implemented in Hhugin,

and provide implementation-ready pseudocode, due to nuances of designing algorithms

for hypergraphs. We then give the running time of the heuristic, showing that it is the

first method for finding shortest hyperpaths that is worst-case efficient, and conclude

by proving that Hhugin always returns a hyperpath, if one exists.

While our hyperpath heuristic is not guaranteed to find an optimal hyperpath in

general hypergraphs, we show in Chapter 5 that for the special class of singleton-tail

hypergraphs, the heuristic always returns an optimal shortest hyperpath.

Hhugin is the first tool that can find hyperpaths that contain cycles. In order to

determine the accuracy of Hhugin on instances where all s, t-hyperpaths are cyclic,

we needed a tractable method for computing optimal s, t-hyperpaths. Chapter 6 de-

scribes our algorithm for enumerating all source-sink hyperpaths. We also prove the

enumeration algorithm is correct and analyze its time complexity.

We give detailed experimental results for Hhugin in Chapter 7, by first introducing

our two standard cell-signaling datasets and describing how we transform them into

hypergraphs and instances of Shortest Hyperpaths, many of which contain only cyclic

hyperpaths. We then show that Hhugin returns optimal shortest hyperpaths on 99.5%

of all instances from these standard benchmark datasets. We subsequently study the

instances where Hhugin is suboptimal and describe our implementation of both Hhugin

and the hyperpath enumeration algorithm and give their respective running times. To

conclude, we present three real-world biological examples that demonstrate the necessity

of a method for finding cyclic hyperpaths.

Chapter 8 deviates and begins to discuss an exact algorithm for Shortest Hyper-

paths. We give the first cut-based characterization of hyperpaths, which leads to a for-

mulation of Shortest Hyperpaths as an integer linear program (ILP). This formulation

requires exponentially-many cut constraints, so it cannot be directly solved. Instead, we
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describe how we tackle the ILP by a cutting plane algorithm, implemented in Mmunin,

that first solves the ILP with only a subset of these cut constraints and iteratively adds

more cut constraints until an optimal hyperpath is returned.

We give preliminary experimental results for Mmunin in Chapter 9, by first describ-

ing the setup for our experiments. We show that Mmunin can find optimal shortest

hyperpaths that may contain cycles for most instances from our datasets. Ultimately,

we give the real-world running time of Mmunin, showing its practicality.

In Chapter 10 we present Odinn, our tool for finding optimal factories. We first give

our mixed-integer linear programming formulation that captures both Minimum-Edge

Factory and Minimum-Source Factory. We then show how to extend these models to

include negative regulation, giving the first model for pathway inference in the presence

of negative regulators.

We conclude this part of the dissertation in Chapter 11 with experimental results

for Odinn. We begin by explaining our datasets and how we transform them into hyper-

graphs and instances of Optimal Factory. We then give results from our comparative

study of pathway models, where we compare minimum-precursor factories, shortest hy-

perpaths, and minimum-hyperedge factories with negative regulation. We show that

computing optimal factories is nearly always fast in practice, with a median running

time of just 3 seconds. Finally, we again contrast different pathway models on concrete

biological examples and then discuss the sensitivity of Odinn to the minimum-flux con-

stant.
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Chapter 3

Pathway inference via hyperpaths and factories

In this chapter, we define several key terms related to the computational problems that

are addressed in this part of the dissertation. These definitions are important to under-

stand the theorems and proofs in the following chapters. We first define hypergraphs

themselves, followed by formally defining hyperpaths, and the shortest hyperpath prob-

lem. We then introduce factories, define several terms related to factories, and finally

formally define two optimal factory problems.

3.1 Hypergraphs

A directed hypergraph is a generalization of an ordinary directed graph, where an edge,

instead of touching two vertices, now connects two subsets of vertices. Formally, a

directed hypergraph is a pair (V,E), where V is a set of vertices, and E is a set of

directed hyperedges. (The literature sometimes uses the term hyperarc for an edge in

a directed hypergraph, but we prefer the simpler term hyperedge—just as the term

edge is conventionally used for both directed and undirected ordinary graphs. We

will occasionally abbreviate the term hyperedge to simply edge, when it is clear that

the context is with respect to a directed hypergraph.) Each hyperedge e ∈ E is an

ordered pair (X,Y ), where both X,Y ⊆ V are vertex subsets. Edge e is directed

from set X to set Y . We call set X the tail of e, and set Y the head of e, and refer

to these sets by the functions tail(e) = X and head(e) = Y . We also refer to the

in-edges of vertex v by in(v) := {e ∈ E : v ∈ head(e)}, and the out-edges of v by

out(v) := {e∈E : v ∈ tail(e)}. Figure 3.1 shows a directed hyperedge.

The material for this chapter comes from the following two papers: Spencer Krieger and John
Kececioglu, “Heuristic shortest hyperpaths in cell signaling hypergraphs,” Algorithms for Molecular Bi-
ology (2022) [59], and Spencer Krieger and John Kececioglu, “Computing optimal factories in metabolic
networks with negative regulation,” ISMB (2022) [57].
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Figure 3.1: A hyperedge e with tail(e) = {v1, . . . , vk} and head(e) = {w1, . . . , wℓ}. To
use e in a hyperpath P , every vertex vi ∈ tail(e) must have a preceding hyperedge f
in P with vi ∈ head(f).

3.2 Hyperpaths

In ordinary directed graphs, a path from a vertex s to a vertex t is a sequence of edges

starting from s and ending at t, where for consecutive edges e and f in the sequence,

the preceding edge e must enter the vertex that the following edge f leaves. We say t

is reachable from s when there is such a path from s to t.

In generalizing these notions to directed hypergraphs, the conditions both for when

a hyperedge can follow another in a hyperpath, and when a vertex is reachable from

another, become more involved. A hyperpath is again a sequence of hyperedges, but

now for hyperedge f in a hyperpath, for every vertex v ∈ tail(f), there must be some

hyperedge e that precedes f in the hyperpath for which v ∈ head(e). Reachability is

captured by the following notion of superpath.

Definition 1 (Superpath) In a directed hypergraph (V,E), an s, t-superpath, for

vertices s, t ∈ V , is an edge subset F ⊆ E such that the hyperedges of F can be ordered

e1, e2, . . . , ek, where

(i) tail(e1) = {s},
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(ii) for each 1 < i ≤ k,

tail(ei) ⊆ {s} ∪
⋃

1≤j<i

head(ej) ,

(iii) and t ∈ head(ek).

For an s, t-superpath, we call s its source, t its sink, and we say t is reachable from s.

□

We can now define hyperpaths in terms of superpaths. Recall that a set S is minimal

with respect to some property X if S satisfies X, but no proper subset of S satisfies X.

Definition 2 (Hyperpath) An s, t-hyperpath is a minimal s, t-superpath. □

In other words, a hyperpath P is a superpath for which removing any edge e ∈ P

leaves a subset P −{e} that is no longer a superpath. Essentially, hyperpaths eliminate

unnecessary edges from superpaths. Figures 7.1, 7.2, and 7.3 later show examples of

hyperpaths.

We say a hyperpath P contains a cycle if, for every ordering e1, . . . , ek of its hy-

peredges satisfying properties (i)–(iii) in the definition of superpath, P contains some

hyperedge f with a vertex in head(f) that also occurs in tail(e) for an earlier hyper-

edge e in the ordering. While in ordinary graphs a minimal s, t-path can never contain

a cycle, in hypergraphs an s, t-hyperpath can in fact contain cycles.

Notice that when the hyperedges of a hypergraph all have real-valued weights that

are strictly positive, then an s, t-superpath of minimum total weight must be minimal.

(If it is not minimal, deleting an edge will give another superpath of strictly smaller

weight, contradicting its optimality.) Hence for positive edge weights, a minimum

weight superpath is a minimum weight hyperpath.
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3.3 Shortest Hyperpaths

We can now define the shortest hyperpath problem. For an edge weight function ω(e),

we extend ω to edge subsets F ⊆ E by

ω(F ) :=
∑

e∈F
ω(e).

Definition 3 (Shortest Hyperpaths) The Shortest Hyperpaths problem is the fol-

lowing. Given a directed hypergraph (V,E), a positive edge weight function ω : E→R+,

source s ∈ V and sink t ∈ V , find an s, t-hyperpath P ⊆ E of minimum total

weight ω(P ). □

By weighting hyperedges with an appropriate choice of edge weights ω(e) that are

a function of reaction rates, Shortest Hyperpaths will find the optimal set of reactions

that most efficiently produce t starting from s. With uniform weights ω(e) = 1, this

finds the fewest possible reactions that produce t from s.

Shortest Hyperpaths with a single source and sink vertex also captures more gen-

eral versions of the problem with multiple sources and multiple sinks, as follows. To

find a hyperpath that starts from a set of sources S ⊆ V , simply add a new source

vertex s to the hypergraph together with a single hyperedge ({s}, S) of zero weight,

and equivalently find a hyperpath from the single source s. To find a hyperpath that

reaches all vertices in a set of sinks T ⊆ V , add a new sink vertex t, a zero-weight

hyperedge (T, {t}), and equivalently find a hyperpath to the single sink t. To find a

hyperpath that reaches some vertex in a set of sinks T ⊆ V , add new sink vertex t,

zero-weight hyperedges ({v}, {t}) from all v ∈ T , and again equivalently find a hyper-

path to the single sink t. Thus versions of shortest hyperpaths with multiple sources

and sinks can be reduced to the problem with a single source and sink.
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3.3.1 Complexity of Shortest Hyperpaths

Italiano and Nanni [46] proved that Shortest Hyperpaths is NP-complete (even for

acyclic hypergraphs with singleton head sets), so we likely cannot efficiently compute

shortest hyperpaths in the worst-case. Further, their NP-completeness reduction from

the set cover problem proves that, unless P=NP, no approximation algorithm can exist

for Shortest Hyperpaths on hypergraphs of n vertices with approximation ratio
(
1−

o(1)
)
lnn.

3.4 Factories

Informally, a factory in a metabolic network is a collection of reactions that produce a

set of target substances starting from a set of source substances, properly taking into

account the stoichiometries of intermediate metabolites in reactions. The reactions

in the factory may form cycles, and effectively can proceed simultaneously. (This is in

contrast to the notion of a hyperpath, which is also a collection of reactions that produce

the targets from the sources, but without taking into account stoichiometry, and where

the reactions in the hyperpath must be ordered so that in each successive reaction all

its input reactants must have been formed as output products of prior reactions in the

ordering.) For factories, two relevant optimization criteria are: minimizing how many

sources it uses to produce the targets, which in synthetic biology reduces the number of

source substances that must be synthesized to produce the targets; or minimizing how

many reactions it involves, which in pathway inference may yield a more likely pathway

by which the cell produces the targets.

For the intermediate metabolites involved in a factory (the substances other than

the sources and the targets), the stoichiometry ratios for the input reactants and output

products of the factory’s reactions must be such that one of two conditions are met:

either intermediate metabolites neither build up nor get depleted as the factory con-
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tinues to produce the targets, known as conservation; or intermediate metabolites are

allowed to build up, but not be depleted, known as accumulation. Under conservation

or accumulation, by continuously supplying just the source substances to the factory,

the targets can be produced indefinitely.

A key concept for metabolic factories is the notion of flux, which is the relative rate

at which each reaction is used in its forward direction by the factory. In a hypergraph,

we represent the flux for a factory by a nonnegative real-valued vector f = (fe)e∈E , with

all fe≥0. For a metabolic network represented by a hypergraph with n = |V | vertices

and m = |E| hyperedges, the stoichiometry ratios of the substances in the reactions of

the network can be summarized by an n×m stoichiometry matrix M = (rij), where rij

is the stoichiometry ratio for substance i in reaction j, or equivalently rv,e gives this

ratio for vertex v in hyperedge e. For v ∈ tail(e), which correspond to an input reac-

tant for the reaction, ratio rv,e is negative, representing that substance v is consumed

in reaction e. For v ∈ head(e), corresponding to an output product of the reaction,

ratio rv,e is positive, as v is produced by e. (If v is both in tail(e) and head(e), quan-

tity rv,e is the difference between the reaction’s stoichiometry ratios for v as an output

product and as an input reactant.) When v ̸∈ tail(e) and v ̸∈ head(e), in stoichiometry

matrix M = (rv,e) we assign rv,e = 0.

The utility of stoichiometry matrix M with respect to flux f for a factory is in

capturing conservation or accumulation of intermediate metabolites. For a set I ⊆

V of intermediate metabolites, we denote by M
∣∣
I
matrix M restricted to its rows

corresponding to I. Then the matrix-vector product M
∣∣
I
· f is a vector giving for

each intermediate metabolite v ∈ I the relative excess of v produced by the reactions

in the factory under flux f . The condition M
∣∣
I
·f = 0 corresponds to conservation,

while M
∣∣
I
·f ≥ 0 corresponds to accumulation.

Given flux f for a factory, we say a hyperedge e with fe > 0 is an active edge,

meaning its corresponding reaction is used by the factory. Similarly we say a source s ∈
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S is an active source, meaning this source is used by the factory to produce the targets,

if
∑

e∈out(s) fe > 0.

3.5 Optimal Factories

We now formally define the basic problem of finding a factory in a metabolic network

that uses the fewest reactions, where we do not yet consider the effects of negative

regulation. This basic problem has two versions below, according to whether we require

conservation or accumulation of intermediate metabolites.

Definition 4 (Minimum-Hyperedge Factory) TheMinimum-Hyperedge Factory

problem without negative regulation is the following.

The input is a metabolic network represented by hypergraph G = (V,E) with stoi-

chiometry matrixM , candidate sources S ⊆ V , target molecules T ⊆ V −S, and minimum-

flux constant ϵ > 0.

The output is nonnegative flux f such that, for all intermediate metabolites I = V −
(
S ∪ T

)

either

• (conservation) M
∣∣
I
· f = 0 or

• (accumulation) M
∣∣
I
· f ≥ 0 holds,

the following production condition holds for each target t ∈ T ,

∑

e∈ in(t)

fe ≥ ϵ ,

and the number of active edges
∣∣∣{e∈E : fe>0}

∣∣∣ is minimum. □

This finds a metabolic factory, given by flux f , that produces all targets T from the

sources S using the fewest reactions. We can also have edge weights, and minimize the

total weight of the active edges.
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The Minimum-Source Factory problem is the same as the above, except the objec-

tive is to instead minimize the number of active sources,
∣∣∣{s∈S :

∑
e∈out(s) fe > 0}

∣∣∣.

We use the shorter termsmin-edge factory andmin-source factory to refer to optimal

solutions to these two problems. One advantage of Minimum-Hyperedge Factory over

Minimum-Source Factory in practice is that a min-source factory can contain useless

cycles that are disconnected from the sources and targets but circulate nonzero flux (as

later illustrated in Figure 11.3), while this can never occur in a min-edge factory.

Including first-order negative regulation

We extend Minimum-Hyperedge Factory to include first-order negative regulation as

follows. The input G,M,S, T, ϵ, output f , the conditions on f , and the minimization

criteria are all the same, except now we also require that for flux f none of its active

edges e are negatively regulated by any inhibitor v that is produced by another active

edge d in the factory with v ∈ head(d). This captures the absence of direct negative

regulation between reactions used by the optimal factory.

Including second-order negative regulation

To further extend Minimum-Hyperedge Factory to include second-order negative regu-

lation, in addition to the first-order requirements given above, we also require that none

of its active edges e are negatively regulated by any inhibitor v that can be produced

from the active sources A ⊆ S of the factory. This captures the absence of indirect

negative regulation of reactions used by the factory via inhibitors produced from the

active sources by reactions outside the factory.

3.5.1 Complexity of computing optimal factories

We now show Minimum-Hyperedge Factory is NP-complete, so there is likely no algo-

rithm that finds min-edge factories that is efficient in the worst-case. In the following,
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the decision version of the problem has an additional input parameter ℓ, and asks

whether a given instance of the problem has a factory with at most ℓ active edges.

Theorem 1 (NP-completeness) The decision version of Minimum-Hyperedge Fac-

tory under conservation is NP-complete.

Proof We use a reduction from Exact Cover by 3-sets, which is NP-complete [34,

p. 221]. Recall an instance of Exact Cover is a ground set X where |X| = n = 3k,

together with a family Y of subsets of X, where all subsets Y ∈Y in the family have

exactly |Y | = 3 elements. The problem is to determine whether there is a subfamily

Ỹ ⊆ Y whose subsets Y ∈ Ỹ cover every element of X exactly once.

Given an instance X,Y of Exact Cover, we construct an instance G,M,S, T, ϵ, ℓ of

Minimum-Hyperedge Factory under conservation as follows. Hypergraph G has a single

source {s} = S, a single target {t} = T , vertices vY for each family subset Y ∈ Y, and

vertices wx for each ground-set element x ∈ X. The hyperedges of G are in three levels.

The top level connects source s to the subset vertices vY by ordinary edges e = (s, vY )

with stoichiometry ratios rs,e = −1 and rvY ,e = +3. The intermediate level connects

each of these subset vertices vY to the corresponding ground-set vertices wx for each

of its three elements x ∈ Y again by ordinary edges e = (vY , wx) with stoichiometry

ratios rvY ,e = −1 and rwx,e = +1. Lastly, the bottom level connects all of these ground-

set vertices wx to the target t conceptually by a large hyperedge whose head set consists

of all wx and whose tail set contains only t. Our construction instead implements

this large conceptual hyperedge for ground set X = {x1, . . . , xn} by a daisy chain of

smaller hyperedges e1, . . . , en−1 involving additional vertices u1, . . . , un−2, where the first

hyperedge e1 =
(
{wx1 , wx2}, {u1}

)
, in general ei =

(
{ui−1, wxi+1}, {ui}

)
for 1 < i < n−1,

and the last hyperedge en−1 =
(
{un−2, wxn}, {t}

)
, with stoichiometry ratios for all daisy-

chain hyperedges ei of −1 for both tail vertices of ei, and ratio +1 for the single head

vertex of ei. Finally, we use minimum-flux constant ϵ = 1, and active-edge upper-
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bound ℓ = 7k−1.

We now claim X,Y is a yes-instance of Exact Cover iff G,M,S, T, ϵ, ℓ is a yes-

instance of Minimum-Hyperedge Factory. For the forward implication, suppose Ỹ ⊆ Y

is an exact cover for X. Consider a flux f that has unit flux on each edge in the top and

intermediate levels of G that touches a vertex vY for Y ∈ Ỹ, unit flux on each hyperedge

in the bottom daisy-chain level, and zero flux on all other edges. It is straightforward

to verify flux f corresponds to a factory yes-instance.

For the reverse implication, suppose the constructed instance of Minimum-Hyperedge

Factory is a yes-instance with corresponding flux f , and rescale f so it has exactly unit

flux entering target t. Conservation at all vertices ui implies every edge in the daisy

chain also has unit flux. Thus for all 3k elements x ∈ X, vertex wx has outgoing unit

flux, so conservation at all wx implies at least 3k edges at the intermediate level must

be active. Since each vertex vY has only three out-edges at the intermediate level,

conservation at all vY implies a lower bound of at least k active edges at the top level.

On the other hand, we have an upper bound of at most k active edges at the top level,

since in total f has at most ℓ = 7k−1 active edges, while there are 3k−1 active edges in

the daisy chain, and at least 3k active edges at the intermediate level. Combining both

bounds, the top level has exactly k active edges. These k active top-level edges touch

subsets Y that form an exact cover of X, demonstrating this is also a yes-instance.

Finally, the instance of Minimum-Hyperedge Factory in the reduction can be con-

structed from X,Y in polynomial time, so the problem is NP-hard. Moreover it is

in NP, as after nondeterministically guessing at most ℓ active edges, we can find a

flux f that satisfies conservation and produces target t in polynomial time by solving a

linear programming problem that enforces zero flux on all non-active edges. Thus it is

NP-complete. □

We note this proof shows Minimum-Hyperedge Factory is NP-complete as well when
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including first- and second-order negative regulation (since the instance constructed

in the reduction has no negative regulators). Furthermore, the proof also shows the

problem is NP-complete when the hypergraph is acyclic, has a single source and a

single target, and when every hyperedge has only one head vertex and at most two tail

vertices. A minor modification to the proof shows the problem remains NP-complete

under accumulation as well.
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Chapter 4

Heuristic shortest hyperpaths by Hhugin

We now give a fast heuristic for Shortest Hyperpaths that always finds an s, t-hyperpath

if one exists, that is implemented in a tool called Hhugin [60] (short for “hypergraph

heuristic for general shortest source-sink hyperpaths”). While the heuristic is not guar-

anteed to find a shortest s, t-hyperpath in general, our later experiments in Chapter 7

on real cell-signaling hypergraphs show it quickly finds a hyperpath that is optimal or

remarkably close to optimal on the vast majority of instances in comprehensive experi-

ments over the two standard cell-signaling databases in the literature. Furthermore, we

will prove in Chapter 5 that the heuristic is guaranteed to find a shortest s, t-hyperpath

for the class of singleton-tail hypergraphs, where the tail-sets of all hyperedges are single

vertices.

4.1 Description of the heuristic

We present the heuristic by providing detailed pseudocode at a level that can be di-

rectly implemented, as the heuristic is carefully designed and many of its component

algorithms are surprisingly tricky to implement correctly. After describing the heuris-

tic, we give a time analysis that shows it is always efficient, prove its feasibility, and

then show that it finds optimal hyperpaths for singleton-tail hypergraphs.

While at a high level the heuristic has some aspects in common with Dijkstra’s al-

gorithm for single-source shortest paths in an ordinary directed graph (see [18, pp. 658–

659])—in that the heuristic maintains a heap of elements prioritized by estimated path

lengths—it has significant differences. In contrast to Dijkstra’s algorithm, the heuristic

is edge-based, rather than vertex-based, and the heap maintains hyperedges e priori-

The material for this chapter comes from the following journal paper: Spencer Krieger and John
Kececioglu, “Heuristic shortest hyperpaths in cell signaling hypergraphs,” Algorithms for Molecular
Biology (2022) [59]. A shorter conference version of this paper appeared as “Fast approximate shortest
hyperpaths for inferring pathways in cell signaling hypergraphs,” WABI (2021) [58].
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tized by the length of the shortest known hyperpath from the source s to edge e, which

will be formally defined later. Also in contrast to Dijkstra’s algorithm, maintaining

a single in-edge to a vertex no longer suffices for recovering a path back to source s;

instead, recovering an s, t-hyperpath now requires the heuristic to maintain a set of in-

edges to each hyperedge e that are candidates for the final edges on the path from s to e.

Furthermore, the total length of a hyperpath P to e is no longer a simple function (like

a minimum or a sum) of the lengths of hyperpaths to the in-edges of e in P that cover

the tail of e, since the constituent hyperpaths within P to these in-edges of e can have

arbitrarily-complicated sharing of hyperedges. Simply determining the length of the

best recovered hyperpath for a hyperedge e on the heap, using these stored in-edges to

each hyperedge, is itself now a hard combinatorial problem, which the heuristic tackles

by a carefully-constructed greedy procedure.

The overall structure of the heuristic is a breadth-first search over the hyperedges e

reachable from source s, ordered by the estimated length of the shortest hyperpath

from s to e. (Admittedly a shortest s, t-hyperpath P is not necessarily composed of

shortest hyperpaths from s to individual hyperedges e in P , which is partly why this

approach is a heuristic.) The search repeatedly invokes a greedy procedure to recover

the currently best-known hyperpath to e in order to evaluate its length. As hyperpaths

are by definition minimal superpaths, to determine minimality this greedy recovery

procedure repeatedly tests reachability of hyperedges. Moreover, for efficiency, the

overall breadth-first search proceeds over a smaller subgraph of the input hypergraph

that only contains hyperedges that are reachable both from source s and in reverse

from sink t. Hence at base, the heuristic builds upon fast algorithms for computing

reachability in a hypergraph.

Accordingly, to present the heuristic, we first give pseudocode for these fundamental

algorithms for directed reachability. These algorithms use the following terminology of

forward-reachable, backward-traceable, and doubly-reachable, which we define next.
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Definition 5 (Reachability and Traceability) Vertex v is forward reachable from

source s in hypergraph G if there is an s, v-superpath in G. Hyperedge e is forward

reachable from s if all vertices v ∈ tail(e) are forward reachable from s.

Vertex v is backward traceable from sink t if v = t, or recursively if v ∈ tail(e)

for an edge e where some w ∈ head(e) is backward traceable from t. Hyperedge e is

backward traceable from t if some v ∈ head(e) is backward traceable from t.

A vertex v or hyperedge e is doubly reachable if v or e, respectively, is both forward

reachable from s and backward traceable from t. □

To describe the heuristic, it will also be convenient to extend the notions of superpath

and hyperpath to go from a source s to a hyperedge e.

Definition 6 (Path from Source to Hyperedge) An s, e-superpath is an edge sub-

set S with e ∈ S where all vertices in tail(e) are forward reachable from source s using

hyperedges in S. An s, e-hyperpath is a minimal s, e-superpath. □

The pseudocode that we present accesses a hypergraphG through the fieldsG.vertices

and G.edges. We access the tail-set and head-set of a hyperedge e through the fields

e.head and e.tail. We access the set of in-edges and out-edges of a vertex v through the

fields v.in and v.out. For a list Q that is handled as a queue, the operation Q.Put(x)

appends item x to the rear of Q, while the operation Q.Get() removes and returns

the item at the front of Q. For a min-heap H, the operation H.Insert(x, k) inserts

item x with key k into H, and returns a reference p to the heap node containing this

pair (x, k) in H; the operation H.Extract() removes and returns the item in H with

minimum key; and the operation H.Decrease(p, k) takes a reference p to a heap node

in H and decreases its key to k if k is smaller than its current key. All functions assume

hypergraph G is passed by reference.

Figure 4.1 gives pseudocode for the two functions ForwardReachable and
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function ForwardReachable (s, G) begin • Find all edges forward-reachable ...
• ... from source s in G

Create queue Q • Initialize a queue of reached vertices
Q.Put(s)
s.reached := true
(F, R) := (∅, ∅)

while not Q.Empty() do begin • Process the reached vertices v
v := Q.Get()
R ∪ := {v}

for e ∈ v.out do begin • Detect which out-edges e of v are now reached
e.count −:= 1
if e.count = 0 then begin • All vertices in tail(e) have been reached ...

F ∪ := {e} • ... so e is reached
for w ∈ e.head do

if not w.reached then begin
Q.Put(w)
w.reached := true

end
end

end
end

for v ∈ R do begin • Restore fields and return the reachable hyperedges
v.reached := false
for e ∈ v.out do e.count +:= 1

end
return F

end

function BackwardTraceable (t, G) begin • Find all edges backward-traceable ...
• ... from sink t in G

Create queue Q • Initialize a queue of reached vertices
Q.Put(t)
t.reached := true
(F, B) := (∅, ∅)

while not Q.Empty() do begin • Process the reached vertices v
v := Q.Get()
B ∪ := {v}

for e ∈ v.in do • Collect the traceable hyperedges e
if not e.marked then begin

F ∪ := {e}
e.marked := true
for w ∈ e.tail do

if not w.reached then begin
Q.Put(w)
w.reached := true

end
end

end

for v ∈ B do v.reached := false • Restore fields and return the traceable hyperedges
for e ∈ F do e.marked := false
return F

end

Figure 4.1: Reachability computations. Function ForwardReachable, given source ver-
tex s in hypergraph G, returns all hyperedges e for which tail(e) is reachable by a
hyperpath from s. Function BackwardTraceable, given sink vertex t in G, returns all
hyperedges e for which some vertex v ∈ head(e) is backward-traceable from t. These
functions assume fields v.reached, e.marked, and e.count have been initialized to false,
false, and |tail(e)|, respectively, for all v and e in G.
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function ShortestHyperpathHeuristic (s, t, G, ω) begin • Find a short s, t-hyperpath

for v ∈ G.vertices do • Initialize fields
(v.reached, v.removed) := (false, false)

for e ∈ G.edges do
(e.count, e.marked, e.node, e.inedges) := (|e.tail|, false, nil, ∅)

D := ForwardReachable(s, G) • Restrict G to doubly-reachable edges D
∩ BackwardTraceable (t, G)

Remove from G all edges not in D

Create min-heap H • Initialize edge heap H
for e ∈ s.out with e.tail = {s} do

e.node := H.Insert(e, ω(e))
s.reached := true

while not H.Empty() do begin • Process reached hyperedges by their path lengths
e := H.Extract()
e.removed := true

P := RecoverShortHyperpath(s, e, G) • Recover a short hyperpath to e ...
e.length := ω(P ) • ... and its path length

F := ∅ • Collect the out-edges F of e ...
for v ∈ e.head do begin • ... and detect which are reached

for f ∈ v.out do begin
if not v.reached then

f .count −:= 1
if not f .marked then begin

F ∪ := {f}
f .marked := true

end
end
v.reached := true

end
for f ∈ F do

f .marked := false

for f ∈ F do begin • Update path lengths, in-edges, and add reached edges to H
f .inedges ∪ := {e}
if f.node ̸= nil and not f .removed then • Update path length to edge on H

H.Decrease(f.node, ω(RecoverShortHyperpath(s, f, G)))
else if f .node = nil and f .count = 0 then • Add reached edge to H

f .node := H.Insert(f, ω(RecoverShortHyperpath(s, f, G)))
end

end

(P∗, L∗) := (∅,∞) • Recover the best s, t-hyperpath P∗

for e ∈ t.in do
if e.node ̸= nil then begin

P := RecoverShortHyperpath(s, e, G)
if ω(P ) < L∗ then

(P∗, L∗) := (P, ω(P ))
end

Restore to G all edges not in D • Unrestrict G and return the best hyperpath
return P∗

end

Figure 4.2: Efficient heuristic for shortest source-sink hyperpaths. Given source s,
sink t, and edge weights ω, function ShortestHyperpathHeuristic finds an s, t-
hyperpath in hypergraph G, attempting to minimize its length. If no s, t-hyperpath
exists, the empty path is returned. For doubly-reachable hyperedges e, the heuristic
maintains fields e.length (the total weight of the shortest hyperpath found to e), and
e.inedges (the subset of edges f with head(f) touching tail(e) where f .length is known),
which are used in RecoverShortHyperpath to recover a short hyperpath to e.
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BackwardTraceable. Function ForwardReachable returns the set of all hyper-

edges that are forward reachable from source s, while function BackwardTraceable

returns the set of hyperedges that are backward traceable from sink t. Func-

tion ForwardReachable uses the Boolean vertex field v.reached, and the integer edge

field e.count, which it assumes have already been initialized to the values v.reached =

false for all v ∈ V and e.count =
∣∣tail(e)

∣∣ for all e ∈ E. Function BackwardTraceable

also uses the Boolean edge field e.marked, which it similarly assumes is initialized to

false for all e. (This initialization will be done once for hypergraph G in the short-

est hyperpath heuristic, which allows these functions when called repeatedly to run

in time bounded by just the size of the forward-reachable or backward-traceable sub-

graphs.) Function ForwardReachable uses the field e.count to detect when all ver-

tices in tail(e) have been reached from s, and hence e is now reached from s. Func-

tion BackwardTraceable performs a similar but simpler computation in reverse from

sink t. The worst-case time for both these functions is linear in the size of the subgraph

they explore, as analyzed in Section 4.2.

Figure 4.2 gives pseudocode for the function ShortestHyperpathHeuristic, our

heuristic. Like Dijkstra’s shortest path algorithm for ordinary graphs, this function

maintains a heap H, but in contrast to Dijkstra’s algorithm this is now a heap of

hyperedges e (rather than a heap of vertices), which are prioritized by keys that are the

best known estimate of the length of a shortest s, e-hyperpath. We refer to this estimate

as the current path length for e. The heuristic starts from the out-edges of source s,

and in a reaching computation repeatedly extracts from heap H the hyperedge e with

minimum key. When hyperedge e is removed from H, the estimated path length for e

is evaluated, and stored in field e.length. To compute this length estimate, it must

construct the best s, e-hyperpath it can find, and evaluate its total weight. Of course,

computing an optimal s, e-hyperpath is NP-complete, so it uses a greedy heuristic to

construct this path by the function RecoverShortPath. This greedy path-construction

44



function RecoverShortHyperpath (s, e, G) begin• Recover a short s, e-hyperpath in G

Create queue Q • Initialize a queue with the in-edges entering e
for f ∈ e.inedges do begin

Q.Put(f)
f .marked := true

end

S := {e} • (I) Recover s, e-superpath S...
while not Q.Empty() do begin • ... tracing backward from e

f := Q.Get()
S ∪ := {f}
for g ∈ f.inedges do

if not g.marked then begin
Q.Put(g)
g.marked := true

end
end
for f ∈ S do

f .marked := false

Remove from G all edges not in S • (II) Trim S greedily...
S −:= {e} • ... to an s, e-hyperpath P
P := {e}
for f ∈ S in decreasing order of f .length do begin

Remove f from G
if not IsReachable(s, e, G) then begin

Restore f back to G
P ∪:= {f}

end
end

Restore back to G all edges removed • Restore G and return hyperpath P
return P

end

Figure 4.3: Recovering a short hyperpath from the source to a hyperedge. Given
source vertex s and hyperedge e, function RecoverShortHyperpath returns an s, e-
hyperpath P in hypergraph G, attempting to minimize its length. The edges of hyper-
path P are greedily selected from an s, e-superpath S that is guaranteed to exist in G,
where S is recovered by tracing backward from e.

heuristic consists of two steps: (1) recovering an s, e-superpath by recursively backward-

traversing hyperedges that enter tail(e), followed by (2) finding a minimal subset of this

superpath that is an s, e-hyperpath while attempting to minimize its total weight.

Figure 4.3 gives pseudocode for the function RecoverShortHyperpath that im-
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plements this greedy path-construction heuristic. For the first step, recovering the

s, e-superpath S is done by recursively backward-traversing what we call in-edges:

those hyperedges whose head-sets intersect the tail-set of a given hyperedge. Func-

tion ShortestHyperpathHeuristic maintains for a hyperedge e the field e.inedges,

which stores the subset of in-edges f to e whose field f .length has been determined.

For the second step, function RecoverShortHyperpath attempts to find the mini-

mum weight subset of S that is still a superpath by greedily considering hyperedges f ∈

S for removal in decreasing order of f .length, which is the estimated total length of

a shortest s, f -hyperpath. (Note this is more sophisticated than a naive greedy ap-

proach that simply removes hyperedges f in decreasing order of their edge-weight ω(f),

which would degenerate to removing edges in random order in real cell-signaling net-

works where hyperedges typically all have unit weight, and hence would all be tied

for removal.) This greedy process for trimming superpath S repeatedly tests whether

tail(e) is still reachable from s on removing f by calling Boolean function IsReachable.

Pseudocode for IsReachable is not given, but it simply implements a version of func-

tion ForwardReachable that halts and returns true as soon as it adds e to the set of

hyperedges reachable from s, or returns false after collecting the entire reachable set

without encountering e.

We note that most of the computation of the shortest hyperpath heuristic proceeds

over a much smaller subgraph of the input hypergraph G: namely the subgraph induced

by the hyperedges D ⊆ E that are doubly reachable (both forward reachable from s and

backward traceable from t). This preserves correctness, since hyperedges that are not

doubly reachable cannot be on an s, t-hyperpath and can safely be ignored (as argued

in Section 4.3 in the proof of Theorem 3).

To summarize, the shortest hyperpath heuristic proceeds greedily like Dijkstra’s

algorithm, but with some important differences: it maintains a heap of hyperedges

prioritized by estimated shortest path lengths to tail-sets, records a set of potential
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in-edges to a given hyperedge used for recovering a hyperpath to the hyperedge, and

recovering such a hyperpath now involves another greedy heuristic to find a minimal

superpath of small total weight.

Later Chapter 7 shows this heuristic is remarkably close to optimal on real cell-

signaling hypergraphs. We determine the optimum by enumerating all s, t-hyperpaths

and taking the minimum of their lengths, using an algorithm we develop in Chapter 6

for tractably generating all source-sink hyperpaths.

We note for this heuristic that the inapproximability of the shortest hyperpath

problem [7], together with the polynomial time analysis of the next subsection, imply

that unless P = NP, the heuristic cannot be a constant-factor approximation algorithm

for shortest hyperpaths.

In the following subsections, we first analyze the running time of the heuristic, and

then show it always finds a feasible solution whenever one exists.

4.2 Time complexity

We now bound the time complexity of the shortest hyperpath heuristic implemented in

Hhugin. Our analysis is in terms of the following parameters measured on a hypergraph,

or an induced subgraph. For a hypergraph G with vertices V and hyperedges E, we

denote its number of vertices and hyperedges by

n := |V | ,

m := |E| .

We also use the size parameter

ℓ :=
∑

e∈E

(∣∣tail(e)
∣∣ +

∣∣head(e)
∣∣
)
,
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and degree parameter

d := max
v ∈V

{ ∣∣in(v)
∣∣,
∣∣out(v)

∣∣
}
.

Note that in general, the space required to represent all hyperedges is Θ(ℓ). We assume

all tail and head sets are nonempty, and every vertex is touched by a hyperedge, which

implies m + n = O(ℓ). When we need to refer to these measures for a particular hy-

pergraph G, such as on an induced subgraph, we explicitly subscript the parameters by

the specific hypergraph, such as nG, . . . , dG, where these parameters are then measured

in terms of the vertices and edges of the subscripted hypergraph G.

The running time of the shortest hyperpath heuristic may be expressed as a func-

tion of parameters measured on both the input hypergraph and its doubly-reachable

subgraph (induced by the hyperedges that are simultaneously forward reachable from

the source and backward traceable from the sink).

Theorem 2 (Time complexity of the heuristic) The time complexity of the short-

est hyperpath heuristic, in terms of the number of hyperedges m and size parameter ℓ

for both the input hypergraph G and its doubly-reachable subgraph H, is

O
(
ℓG + ℓH m2

H

)
.

Proof To bound the running time of the function ShortestHyperpathHeuristic,

we analyze in turn its component functions ForwardReachable, BackwardTraceable,

and RecoverShortHyperpath. The running time of the reachability computations

ForwardReachable and BackwardTraceable (in Figure 4.1) can be expressed in an

output-sensitive way in terms of the size of the edge sets they return.

For ForwardReachable, let R ⊆ V be the set of vertices reachable from source s,

and F ⊆ E be the set of hyperedges reachable from s that are returned. The total time

for ForwardReachable is dominated by the time for its main while-loop, which takes
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time Θ
(∑

v∈R
∣∣out(v)

∣∣ +
∑

e∈F
∣∣head(e)

∣∣ ), or equivalently,

Θ

( ∑

e∈E

∣∣tail(e) ∩ R
∣∣ +

∑

f ∈F

∣∣head(f)
∣∣
)

= O
(
ℓG

)
.

For BackwardTraceable, let B ⊆ V be the set of vertices it reaches from sink t, and

F ⊆ E be the set of hyperedges traceable from t that are returned. A similar analysis

shows the time for BackwardTraceable is

Θ

( ∑

e∈E

∣∣head(e) ∩ B
∣∣ +

∑

f ∈F

∣∣tail(f)
∣∣
)

= O
(
ℓG

)
.

So the time for both ForwardReachable and BackwardTraceable on the input

hypergraph G is O
(
ℓG

)
—but can be bounded more tightly in terms of the subgraph

of G they actually explore.

For the function RecoverShortHyperpath (in Figure 4.3), when it is called by

ShortestHyperpathHeuristic, all its computations are performed on G restricted to

the edge subset D ⊆ E of doubly-reachable hyperedges. We denote by hypergraph H

the doubly-reachable subgraph induced by D.

In RecoverShortHyperpath, the time to recover s, e-superpath S by tracing back

from e is at most

O

( ∑

f ∈S

∑

v ∈ tail(f)

∣∣in(v)
∣∣
)

= O
(
dH ℓH

)
.

The time to greedily trim superpath S to s, e-hyperpath P ⊆ S, in terms of cardinal-

ity k = |S|, is at most

O
(
mH + k log k + k ℓH

)
= O

(
k ℓH

)
.
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Thus the total time for RecoverShortHyperpath is

O
(
dH ℓH

)
+ O

(
k ℓH

)
= O

(
ℓH mH

)
.

For the function ShortestHyperpathHeuristic (in Figure 4.2), we break its time

down into the following components. The time for the initialization, collecting the

doubly-reachable edges D by calling ForwardReachable and BackwardTraceable, and

restricting G to its subgraph H induced by D, is O
(
ℓG

)
. The main while-loop executes

for mH iterations, and spends O
(
mH log mH

)
time for all Extracts. The total time

across all iterations to compute s, e-hyperpath P for all extracted edges e by calling

RecoverShortHyperpath is O
(
ℓH m2

H

)
. The total time to collect the out-edges F for

the extracted e across all iterations is O
(∑

e∈D
∑

v∈head(e)
∣∣out(v)

∣∣) = O
(
dH ℓH

)
. The

total time across all iterations for Decrease and Insert, which take O(1) amortized time

per edge in F using a Fibonacci heap (see [18, pp. 510–522]), is also O
(
dH ℓH

)
. The

time to recover the best s, t-hyperpath P ∗ is O
(
dH ℓH mH

)
.

Finally, adding up the bounds for the above components, the total time for the

shortest hyperpath heuristic is

O
(
ℓG

)
+ O

(
mH log mH

)
+ O

(
ℓH m2

H

)
+ O

(
dH ℓH

)
+ O

(
dH ℓH mH

)
,

which is in turn O
(
ℓG + ℓH m2

H

)
. □

Notice that the overall running time of the heuristic is dominated by the total time to

recover short hyperpaths, which requires invoking RecoverShortHyperpath whenever

the path length to a hyperedge is updated. This is necessary in hypergraphs, since in

contrast to ordinary graphs the length of the hyperpath to a hyperedge can no longer

be expressed as a simple function (such as a minimum or a sum) of the lengths of the

hyperpaths to its in-edges.
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As demonstrated experimentally in Chapter 7, for real biological instances the size

of the doubly-reachable subgraph H is significantly smaller than the full input hyper-

graph G, so designing the heuristic to compute mainly over the much smaller hyper-

graph H yields a significant performance speedup in practice.

Next we show the heuristic always finds a feasible solution.

4.3 Feasibility

The most basic property that a heuristic for a combinatorial optimization problem

should satisfy is feasibility : that it always returns a feasible solution whenever one

exists. In the context of Shortest Hyperpaths, a feasible solution is any s, t-hyperpath,

while an optimal solution is a feasible solution of minimum total edge-weight.

For the hyperpath heuristic, we now show feasibility.

Theorem 3 (Feasibility of the heuristic) The shortest hyperpath heuristic finds a

source-sink hyperpath whenever one exists.

Proof Function ShortestHyperpathHeuristic (in Figure 4.2) first restricts the in-

put hypergraph G to its doubly-reachable subgraph, consisting of the hyperedgesD that

are both forward reachable from source s and backward traceable from sink t. Note

that functions ForwardReachable and BackwardTraceable (in Figure 4.1) together

correctly collect these doubly-reachable hyperedges D: function ForwardReachable

explores breadth-first the hyperedges that are forward reachable from s, maintaining a

counter for each hyperedge e that records the number of vertices in its tail that have

not yet been reached from s, and detecting when e is reached by this counter hitting

zero; while function BackwardTraceable directly implements Definition 5 of backward

traceability from t.

Furthermore, we claim that when restricting to the doubly-reachable subgraph G̃,

the heuristic does not lose any hyperedges on source-sink hyperpaths. Note that any

51



hyperedge e on an s, t-hyperpath P in the input hypergraph G is forward reachable

from s: consider the ordering of hyperedges in P from Definition 1, and take the prefix

of this ordering up through e; this prefix is an s, e-superpath, so e is by definition

forward reachable from s. Note also that any e on P in G is backward traceable

from t as well: if t ∈ head(e), backward traceability immediately holds; otherwise, in the

ordering of P there must be a hyperedge f following e with nonempty head(e) ∩ tail(f)

(else e can be removed from P , contradicting minimality); applying this same process

again at f yields a subsequence of the ordering of P that ends in a hyperedge whose

head contains t; considering this subsequence in reverse order satisfies Definition 5 for

backward traceability of e from t. Hence restricting to the doubly-reachable subgraph G̃

is safe.

To show the implication of the theorem, notice ShortestHyperpathHeuristic ex-

plores all hyperedges that are forward reachable from s in G̃, inserting hyperedge e into

heap H when e is initially reached, again detecting when traversing e causes another

hyperedge f to be first reached using counter f .count, and recording in field f .inedges

all such e that have reached f . So if an s, t-hyperpath exists in G, which implies

sink t has an in-edge e that is forward reachable from s in G̃, this e will eventually

be inserted into H, making e.node non-nil, and at the end of the heuristic causing

RecoverShortHyperpath to be called on e.

We claim that when function RecoverShortHyperpath (in Figure 4.3) is ultimately

called on an in-edge to sink t, phase (I) first recovers an edge set S that is an s, t-superpath

in G. Considering the hyperedges of S in reverse order of their removal from queue Q,

they satisfy the three conditions for an s, t-superpath in Definition 1: the last hyperedge

removed from Q solely has s in its tail, each hyperedge in S (other than this last one)

has its tail set covered by hyperedges removed later from Q, and the first edge removed

has t in its head.

Function RecoverShortHyperpath in phase (II) then trims S to a minimal s, t-superpath,

52



yielding an s, t-hyperpath. Finally, ShortestHyperpathHeuristic returns the shortest

such hyperpath found.

Thus whenever a source-sink hyperpath exists, the heuristic finds one. □

Now that we have proven that the heuristic always finds an s, t-hyperpath if one ex-

ists, we prove in the next chapter that the heuristic actually solves Shortest Hyperpaths

when the input is a singleton-tail hypergraph.
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Chapter 5

Optimality of Hhugin on singleton-tail hypergraphs

While our shortest hyperpath heuristic, implemented in Hhugin, does not necessarily

find shortest hyperpaths in general hypergraphs, we can prove that it does find optimal

solutions for the class of singleton-tail hypergraphs. We will first characterize shortest

singleton-tail hyperpaths, then we will show how the heuristic always recovers an s, t-

superpath in singleton-tail hypergraphs. Finally, we combine these lemmas to show that

the heuristic always returns optimal shortest hyperpaths in singleton-tail hypergraphs.

5.1 Characterization of singleton-tail hyperpaths

A singleton-tail hypergraph is a directed hypergraph G where every hyperedge e in G

has
∣∣tail(e)

∣∣ = 1. (The head sets of hyperedges can be arbitrary.) In other words, in

singleton-tail hypergraphs, the tails of hyperedges are single vertices.

At a high level, the optimality argument for singleton-tail hypergraphs first shows

that shortest source-sink hyperpaths are composed of shortest s, e-hyperpaths; then

argues that the heuristic’s greedy superpath trimming recovers shortest s, e-hyperpaths

when hyperedge fields hold shortest hyperpath lengths; and finally proves that the

heuristic computes exact shortest s, e-hyperpath lengths.

The following characterization states that in singleton-tail hypergraphs, a shortest

s, t-hyperpath is composed of shortest s, e-hyperpaths to its constituent hyperedges.

This does not hold for general hypergraphs, and is partly why the special case of

shortest singleton-tail hyperpaths is polynomial-time solvable.

Lemma 1 (Characterizing shortest singleton-tail hyperpaths) In singleton-tail

hypergraphs with nonnegative edge weights, every shortest s, t-hyperpath can be ordered

The material for this chapter comes from the following journal paper: Spencer Krieger and John
Kececioglu, “Heuristic shortest hyperpaths in cell signaling hypergraphs,” Algorithms for Molecular
Biology (2022) [59].
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as a sequence e1 · · · ek of hyperedges where

(i) each head(ei) ⊇ tail(ei+1), and

(ii) every prefix e1 · · · ei is a shortest s, ei-hyperpath.

Proof Consider a shortest s, t-hyperpath P in a singleton-tail hypergraph. By defi-

nition, P is a minimal s, t-superpath, so its edges can be ordered as a sequence e1 · · · ek

where tail(e1) = {s}, head(ek) ⊇ {t}, and since tail sets contain a single vertex, for ev-

ery hyperedge ej in this sequence other than the first one, there is a prior hyperedge ei

with head(ei) ⊇ tail(ej).

Starting from the last hyperedge ek, and repeatedly picking a prior hyperedge whose

head covers the tail of the current hyperedge until reaching tail {s}, yields a subse-

quence f1 · · · fℓ specifying subset Q = {f1, . . . , fℓ} ⊆ P , where again tail(f1) = {s},

head(fℓ) ⊇ {t}, and now head(fi) ⊇ tail(fi+1) for 1≤ i<ℓ. Furthermore Q = P , oth-

erwise P is not minimal. So subsequence f1 · · · fℓ is exactly sequence e1 · · · ek.

Clearly every prefix e1 · · · ei is an s, ei-superpath. Moreover this prefix must be a

minimal s, ei-superpath, otherwise P is not minimal. Thus every prefix ending in ei is

an s, ei-hyperpath.

Finally, every prefix e1 · · · ei must be a shortest s, ei-hyperpath. Otherwise, replacing

this prefix by a shortest s, ei-hyperpath yields an s, t-superpath S of total weight less

than P . Furthermore, trimming S to a minimal s, t-superpath under nonnegative edge

weights yields an s, t-hyperpath of total weight less than P , contradicting optimality

of P . □

5.2 Optimal recovery of intermediate hyperpaths

In the following, the distance of hyperedge e from source s is the total weight of a short-

est s, e-hyperpath, which we denote by d(e). Recall that function ShortestHyperpathHeuristic
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(in Figure 4.2) maintains field e.length, that holds the total weight of the best-known

s, e-hyperpath, which upper bounds d(e).

The next lemma states that in singleton-tail hypergraphs, given two key conditions,

greedy superpath trimming that is used by the heuristic to recover a hyperpath to

hyperedge e in fact finds a shortest s, e-hyperpath.

Lemma 2 (Recovering hyperpaths in singleton-tail hypergraphs) In a singleton-

tail hypergraph with nonnegative edge weights, when the hyperpath heuristic recovers a

hyperpath from source s to hyperedge e, suppose

(i) field e.inedges contains among its hyperedges an in-edge to e from a shortest

s, e-hyperpath, and

(ii) in the s, e-superpath S found when recovering a hyperpath to e, for all hyper-

edges f ∈ S−{e}, field f .length holds distance d(f).

Then the hyperpath to e that the heuristic recovers is a shortest s, e-hyperpath.

Proof We first claim that under the assumptions of the lemma, when the hyperpath

heuristic calls RecoverShortHyperpath (in Figure 4.3) on a hyperedge e, its first phase

recovers an s, e-superpath S that contains a shortest s, e-hyperpath. By assumption (i),

field e.inedges contains a hyperedge f on a shortest s, e-hyperpath, and f will be in su-

perpath S, hence by assumption (ii), the value of f .length is d(f). This value came from

a shortest s, f -hyperpath Q that was found in a prior call to RecoverShortHyperpath

on f , by trimming an s, f -superpath T . Notice that Q followed by e is an s, e-

superpath P̃ , as head(f) ⊇ tail(e). Now trim P̃ to an s, e-hyperpath P , and let P ∗

be a shortest s, e-hyperpath containing f that exists by assumption (i). By Lemma 1

and minimality of hyperpaths, P ∗ must consist of a shortest s, f -hyperpath Q∗ followed

by e. Under nonnegative edge weights,

ω(P ) ≤ ω(P̃ ) = ω(Q) + ω(e) = ω(Q∗) + ω(e) = ω(P ∗) .
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Thus P is also a shortest s, e-hyperpath. Since f is in e.inedges, tracing back from e

recovers superpath

S ⊇ T ∪ {e} ⊇ Q ∪ {e} = P̃ ⊇ P ,

so the claim holds.

We next claim that when RecoverShortHyperpath in its second phase greedily trims

superpath S, the resulting superpath T ⊆ S still contains a shortest hyperpath. To show

this, we prove that each superpath Si that remains after i iterations of greedy trimming

contains a shortest s, e-hyperpath, by induction on i. For the basis at i=0, the initial

superpath S0 before any trimming contains a shortest hyperpath by our first claim

on S. For the induction at i>0, let P be a shortest s, e-hyperpath that superpath Si−1

contains by our hypothesis, and let f be the hyperedge removed from Si−1 at iteration i.

If f ̸∈ P , then Si = Si−1 − {f} trivially contains P . So we assume f ∈ P . In the

following, the core of hyperpath P consists of the tail vertices of its hyperedges.

In an ordering of shortest hyperpath P that satisfies Lemma 1, consider the hy-

peredges in the suffix of P that begins with f . As edge weights are nonnegative, by

Lemma 1 the distances of these hyperedges must be at least d(f), so by assumption (ii)

the values of the length field for these hyperedges must be at least f .length. Greedy

trimming proceeds in decreasing order of length-field values, so the hyperedges in this

suffix of P must either have been already considered for trimming before f , or not

yet considered due to being tied with f (from having zero edge-weight). If they were

considered before f , then since they were not trimmed, there must be no alternate

s, e-hyperpath in Si−1 that enters their head vertices on the core of P . If they were

not considered yet, then since f can be removed from Si−1, there must be an alter-

nate s, e-hyperpath Q ⊆ Si distinct from P that enters one of the core head-vertices

of the hyperedges in this suffix of P whose length field is tied with f . Moreover, this
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alternate hyperpath Q must enter P with the same length-field value as the edge of P

sharing this core head-vertex. (If Q enters P at a smaller length-value, then P is not

a shortest s, e-hyperpath; if Q enters at a greater length-value, hyperedge f would not

be the next hyperedge removed, as instead a hyperedge from Q of greater length would

be.) Since Q enters P at the same length-value, hyperpath Q is also a shortest s, e-

hyperpath. Hence Si ⊇ Q still contains a shortest hyperpath, which proves the second

claim.

So the final trimmed s, e-superpath T returned by RecoverShortHyperpath con-

tains a shortest s, e-hyperpath P ⊆ T . Since T is minimal (as no further edges could

be trimmed), and P by definition is a minimal, we must have T = P , which proves the

lemma. □

5.3 Proof of optimality

We now show that the hyperpath heuristic solves Shortest Hyperpaths for singleton-tail

hypergraphs.

Theorem 4 (Optimality of the heuristic on singleton-tail hypergraphs) For

singleton-tail hypergraphs with nonnegative edge weights, the hyperpath heuristic finds

a shortest source-sink hyperpath.

Proof The key to proving optimality is showing that in singleton-tail hypergraphs, the

estimates that the heuristic computes for shortest hyperpath lengths are exact. Recall

that when function ShortestHyperpathHeuristic (in Figure 4.2) removes hyperedge e

from heap H, it calls RecoverShortHyperpath on e to recover an s, e-hyperpath P , and

sets field e.length to ω(P ), the total weight of P .

We claim that when this assignment occurs, field e.length holds distance d(e), the

total weight of a shortest s, e-hyperpath. We now prove this claim by induction on
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the number of heap extractions. At a high level, the argument is similar to that for

Dijkstra’s shortest-path algorithm (see [18, pp. 659–661]) on ordinary directed graphs.

For the basis, the first hyperedge extracted has tail(e) = {s} and e.key = ω(e),

which equals d(e), as e itself is a shortest s, e-hyperpath (since all edge weights are

nonnegative). The recovered s, e-hyperpath will consist of e (as e.inedges is empty), so

after the assignment field e.length holds d(e).

For the induction, let e be the next hyperedge to be removed from the heap, and

assume for all hyperedges h extracted prior to e that h.length holds d(h). Now consider

a shortest s, e-hyperpath P , and in the ordering of P given by Lemma 1, let f be the

first hyperedge in P that has not yet been removed from the heap. Note that f exists,

as e has not been removed yet.

We first show f.key = d(f). In the special case where f is the first edge of P ,

notice d(f) = ω(f) by the same reasoning as in the basis. Furthermore f.key = ω(f),

as f .key starts at ω(f), never increases, and cannot decrease below this minimum value.

So f.key = d(f) in this special case.

In the general case where f is not the first edge of P , let g be the in-edge to f

on P , and Q ⊆ P be the prefix of P ending in f , as illustrated in Figure 5.1. Notice g

has already been extracted from the heap (by the definition of f), so g is in f .inedges

(as when a hyperedge is extracted, for all its out-edges h it is added to h.inedges).

Furthermore Q is a shortest s, f -hyperpath by Lemma 1, so g is on a shortest hyperpath

to f . For all hyperedges h extracted before e, by the induction hypothesis h.length =

d(h), and only extracted h add themselves to the field inedges of their out-edges. Hence

when g was extracted, added itself to f .inedges, and updated f .key by recovering an

s, f -hyperpath, in the s, f -superpath S first found during recovery, all hyperedges h ∈ S

had h.length = d(h). Thus by Lemma 2, the recovered s, f -hyperpath was a shortest

hyperpath, so this updated f .key to d(f), and as argued before in the special case, this

key will not change. So again f.key = d(f).
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Figure 5.1: Hyperedges inside the dashed circle have been extracted from the heap;
those outside have not. The next hyperedge to be extracted is e, and P is a shortest
s, e-hyperpath. The first hyperedge of P not yet extracted is f , and Q is the prefix of P
up through f .

We next show,

e.key ≤ f.key (5.1)

= d(f) (5.2)

≤ d(e) (5.3)

≤ e.key . (5.4)

In the above, inequality (5.1) holds since e and f are both on the heap (as f was

inserted in the heap either during initialization or when g was extracted), but e is

removed before f . Equation (5.2) is from our prior analysis of f . Inequality (5.3) holds

as Q and P are shortest s, f - and s, e-hyperpaths respectively, while Q ⊆ P and edge

weights are nonnegative. Lastly, inequality (5.4) holds since the key of e while it is on

the heap is the total weight of some s, e-hyperpath. Thus relations (5.1)–(5.4) must all
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be equalities, so e.key = d(e).

We now argue e.length = d(e) after e is extracted. Since e.key = d(e) is the weight

of a hyperpath recovered earlier for e, notice (i) there was an in-edge to e on a shortest

s, e-hyperpath in e.inedges; moreover (ii) all hyperedges h in the s, e-superpath collected

while recovering a hyperpath for e were extracted earlier, and hence by the induction

hypothesis had h.length = d(h). Furthermore, hyperedges are never removed from the

field inedges, and h.length never changes after h is extracted. Thus the assumptions in

Lemma 2 are still met upon extraction of e, so when ShortestHyperpathHeuristic

assigns to e.length the total weight of the hyperpath P recovered for e, by Lemma 2

this recovered P will again be a shortest s, e-hyperpath, hence e.length = d(e). This

completes the inductive proof of our claim.

So for every hyperedge h in the doubly-reachable subgraph explored by

ShortestHyperpathHeuristic, after extracting h from the heap, the relation

h.length = d(h) holds. Finally, when recovering the best s, t-hyperpath at the end

of the heuristic by examining the in-edges e to sink t, for each such hyperedge e the

assumptions of Lemma 2 are still met (by the same reasoning as above), so the hy-

perpaths P obtained from calling RecoverShortHyperpath on these sink in-edges e

are again shortest s, e-hyperpaths. Since a shortest s, t-hyperpath consists of doubly-

reachable hyperedges (by the proof of Theorem 3), and is a shortest s, e-hyperpath for

some in-edge e to sink t, the best of these recovered hyperpaths P , which is the hyper-

path returned by the heuristic, is a shortest s, t-hyperpath. □

Theorem 4, in combination with Theorem 2, shows that while Shortest Hyperpaths

is NP-complete for singleton-head hypergraphs [46], it is polynomial-time solvable for

singleton-tail hypergraphs.
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Chapter 6

Generating all source-sink hyperpaths

In this chapter, we give our algorithm for tractably generating all the hyperpaths in a

hypergraph from a fixed source to a fixed sink. We use this algorithm later in Chapter 7,

to compare heuristic hyperpaths of Hhugin to optimal shortest hyperpaths. Prior to our

exact algorithm for general Shortest Hyperpaths, implemented in Mmunin, no method

existed to find optimal shortest s, t-hyperpaths that could contain cycles. Therefore,

we developed this algorithm so we could compare our heuristic to optimal hyperpaths

on instances from real-world cell-signaling databases where all possible s, t-hyperpaths

are cyclic.

The technique of inclusion and exclusion of Hamacher and Queyranne [38] provides

a general method for generating all the solutions to any combinatorial optimization

problem whose feasible solutions are subsets of a ground set—where in our context,

hyperpaths are subsets of hyperedges from a hypergraph—but it relies on the ability

to efficiently compute a feasible solution that is constrained to include a given in-

set and exclude a given out-set. Interestingly, for hyperpaths, Carbonell et al. [15]

have shown that just determining whether an s, t-hyperpath exists that contains a

specified in-set of hyperedges (regardless of the length of the hyperpath) is already

NP-complete. Consequently, we cannot generate all s, t-hyperpaths using the standard

inclusion-exclusion technique, as we cannot tractably solve the resulting subproblem

that has both in- and out-set constraints.

Instead, we generate all hyperpaths through a simple and practical algorithm that

only involves out-sets, given in Figure 6.1. Function AllHyperpaths returns a list of all

s, t-hyperpaths in hypergraph G, leveraging a function OneHyperpath that just has to

return one s, t-hyperpath P in G that does not contain any hyperedges from set Out (so

The material for this chapter comes from the following journal paper: Spencer Krieger and John
Kececioglu, “Heuristic shortest hyperpaths in cell signaling hypergraphs,” Algorithms for Molecular
Biology (2022) [59]. A shorter conference version of this paper appeared as “Fast approximate shortest
hyperpaths for inferring pathways in cell signaling hypergraphs,” WABI (2021) [58].
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function AllHyperpaths (s, t, G) begin • Generate all s, t-hyperpaths in G

Create queue Q • Initialize a queue of subproblems, and a set A of hyperpaths
Q.Put

(
(∅, ∅)

)
A := ∅

while not Q.Empty() do begin • Process all subproblems on the queue
(Out, Keep) := Q.Get()

P := OneHyperpath(s, t, Out, G) • Find an s, t-hyperpath excluding edges in Out
if P ̸= ∅ and P ̸∈ A then begin

A ∪ := {P} • Save the new hyperpath

K := Keep • Add all child subproblems to the queue
for e ∈ P with e ̸∈ Keep do begin

Q.Put
(
(Out ∪ {e}, K)

)
• Children cannot exclude edges in Keep ...

K ∪ := {e} • ... or edges excluded by prior siblings
end

end
end

return A • Return the set A of all hyperpaths
end

Figure 6.1: Function AllHyperpaths, given source vertex s, sink vertex t, and hyper-
graph G, returns the set of all s, t-hyperpaths in G. It calls a function OneHyperpath

that returns an s, t-hyperpath not containing any hyperedge from a specified set Out,
and which returns the empty path if no such hyperpath exists.

P ∩Out = ∅), or determine that no such hyperpath exists. This constrained hyperpath

problem with only out-sets is easy to solve: remove all hyperedges in set Out from G,

collect all vertices R and hyperedges F reachable from s in this reduced hypergraph,

and if t ∈ R, then find any minimal subset P ⊆ F in which t is still reachable from s;

otherwise if t ̸∈ R, no such hyperpath exists. Function OneHyperpath can efficiently find

such an s, t-hyperpath P excluding set Out using repeated calls to ForwardReachable

(given earlier in Figure 4.1).
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6.1 Description of the enumeration algorithm

Function AllHyperpaths uses a queue of subproblems. A subproblem is described by a

pair (Out,Keep), which corresponds to finding an s, t-hyperpath excluding Out, where

any subsequent subproblems that arise from this given subproblem must not exclude

any hyperedges from set Keep (though their solutions are not required to actually use

edges from Keep). The purpose of this set Keep is to ensure that all subproblems ever

placed on the queue have distinct Out sets. (So any given subproblem described by an

out-set is only ever solved once, as argued in Section 6.3 in the proof of Theorem 6.) A

subproblem that directly arises from a given one we call a child subproblem (as the entire

collection of subproblems conceptually forms a tree that is explored breadth-first using

the queue). Each child subproblem excludes one edge from the hyperpath found for its

parent subproblem; in this way, the children will generate hyperpaths that are distinct

from their parent hyperpath, if they have a solution. (Once a subproblem becomes

infeasible due to its out-set eliminating any s, t-hyperpath as a solution, it also does

not generate further subproblems.) Though the whole approach never repeatedly solves

the same subproblem, in contrast to the inclusion-exclusion technique it can generate

the same hyperpath from different subproblems, so we check whether hyperpath P is

distinct from those already found before adding it to the list A of all hyperpaths.

We first prove this enumeration approach is correct, and then analyze its time

complexity.

6.2 Correctness

We first show that function AllHyperpaths solves the problem of source-sink hyperpath

enumeration.
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Theorem 5 (Correctness of hyperpath enumeration) The hyperpath enumera-

tion algorithm generates every s, t-hyperpath exactly once.

Proof For function AllHyperpaths (in Figure 6.1), we view the subproblems it pro-

cesses as forming a tree: when a problem p is pulled off queue Q and causes a new

subproblem q to be put onto Q, these subproblems q comprise the children of p in

the tree. Each subproblem is specified by a pair (Out,Keep), representing the prob-

lem of finding an s, t-hyperpath that contains no hyperedge in set Out. Let P be an

s, t-hyperpath satisfying this out-constraint for problem p. Any other s, t-hyperpath P̃

distinct from P that also satisfies the out-constraint for p must not contain some hy-

peredge in P . (If P̃ contains every hyperedge of P yet is distinct, it is a strict superset

of P , contradicting minimality.) Function AllHyperpaths forms the children of p by

adding each hyperedge in P to the out-set of p for a different child. (So the hyper-

paths satisfying the out-constraints of the children are all hyperpaths that both satisfy

the constraints of parent p and are distinct from hyperpath P .) Consequently hyper-

path P , together with every solution to the children of p, comprise all possible solutions

to problem p.

This tree-like process begins at the root with a problem having an empty out-set

(whose solutions are all possible s, t-hyperpaths), and continues refining each problem

into its children subproblems until reaching the leaves (who have no solution). Thus

the set consisting of each hyperpath P found at the nodes of this tree contains all

s, t-hyperpaths.

In brief, function AllHyperpaths generates every s, t-hyperpath. Since it checks for

uniqueness, the enumeration algorithm generates every source-sink hyperpath exactly

once. □
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6.3 Time complexity

We now bound the running time of function AllHyperpaths in terms of the number of

subproblems it solves, and parameters of the input hypergraph.

Theorem 6 (Time complexity of hyperpath enumeration) The running time of

the hyperpath enumeration algorithm, when solving k subproblems on a hypergraph of

size ℓ with m hyperedges, is

O
(
k ℓm

)
= O

(
2m ℓm

)
.

Proof We bound the running time of function AllHyperpaths (in Figure 6.1) as

follows. Solving a given subproblem from the queue by function OneHyperpath (which

finds an s, t-hyperpath by iteratively removing hyperedges from the hypergraph and

testing reachability to identify a minimal set in which t is still reachable from s),

involves at most m calls to function ForwardReachable. A call to ForwardReachable

takes O(ℓ) time (by the analysis in the proof of Theorem 2), so solving a subproblem

takes O(ℓm) time. If AllHyperpaths terminates after processing k subproblems, its

total time is then O(k ℓm).

We argue next that out-sets of subproblems are all distinct. Consider the tree of

subproblems processed by AllHyperpaths (as in the proof of Theorem 5), and two

arbitrary subproblems x and y in this tree. If one of x and y is a descendant of the

other, their out-sets are distinct, as a child always adds a hyperedge to the out-set of

its parent. If neither x nor y is a descendant of the other, let subproblem u be their

nearest common ancestor, subproblems v and w be the children of u on the paths to x

and y respectively, and assume without loss of generality that child v precedes child w.

When child v adds hyperedge e to set Out of its parent u, edge e is not added to

set Out for any other children of u, and e is also added to set Keep for all children of u
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following v, including w. Furthermore, set Out for a descendant is a superset of set Out

for its ancestors, and set Out for a descendant is always disjoint from set Keep for its

ancestors. Consequently, the above hyperedge e is in the out-set of subproblem x but

not subproblem y, so their out-sets are again distinct.

Since subproblem out-sets are distinct, k = O(2m). Combining this with the prior

total time for hyperpath enumeration yields a worst-case time bound of O(2m ℓm). □

In practice, typically k ≪ 2m, so the running time is much faster than the worst-

case bound suggests. Function AllHyperpaths can tractably generate all source-sink

hyperpaths for large hypergraphs, as shown in Section 7, since many of its subproblems

quickly become infeasible for real cell-signaling networks.
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Chapter 7

Experimental results for Hhugin

In the previous Chapters 4 and 6, we introduced our shortest hyperpath heuristic—

implemented in Hhugin—and our algorithm to generate all source-sink hyperpaths that

allows us to tractably find an optimal hyperpath in practice. We now present results

from computational experiments on real pathway databases that compare the hyperpath

found by our heuristic to either the optimal solution. We also remark on the prevalence

of biological instances with cyclic shortest hyperpaths, study the cause of suboptimality

in our heuristic, report actual running times, and discuss biological examples of cyclic

hyperpaths.

7.1 Datasets

We evaluate the quality of our heuristic on four datasets built by combining different

annotated signaling pathways from two pathway databases, NCI-PID and Reactome.

NCI-PID [91] is a curated human-pathway database containing biochemical reactions

for complex assembly, cellular transport, and transcriptional regulation. Reactome [49]

also contains curated human signaling pathways, and is actively maintained with new

reactions being continuously added. We constructed hypergraphs from three subsets

of NCI-PID pathways used in Ritz et al. [90], named the Small, Medium, and Large

datasets. The Small dataset is a small Wnt signaling pathway consisting of the union of

two pathways: “degradation of β-catenin” and “canonical Wnt signaling”. The Medium

dataset is a larger Wnt signaling pathway including four additional pathways: “non-

canonical Wnt signaling”, “Wnt signaling network”, “regulation of nuclear β-catenin”,

and “presenilin action in Notch and Wnt signaling”, which correspond to non-canonical

The material for this chapter comes from the following journal paper: Spencer Krieger and John
Kececioglu, “Heuristic shortest hyperpaths in cell signaling hypergraphs,” Algorithms for Molecular
Biology (2022) [59]. A shorter conference version of this paper appeared as “Fast approximate shortest
hyperpaths for inferring pathways in cell signaling hypergraphs,” WABI (2021) [58].
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branches of Wnt signaling. The Large dataset contains all NCI-PID pathways. Simi-

larly, the Reactome dataset is the union of all Reactome pathways. The NCI-PID and

Reactome pathways were downloaded in the BioPAX format [26] from Pathway Com-

mons, and processed using a parser from Franzese et al. [32] built on PaxTools [25].

To construct the hypergraphs for each dataset, we mapped each entity (such as a

protein, small molecule, and so on) to a vertex in the hypergraph. Each complex was

represented as a unique vertex distinct from the entities in the complex. Multiple forms

of the same protein map to different vertices denoting compartmentalization and post-

translational modifications, such as phosphorylation and ubiquitination. We treated

each variant as a distinct entity because many pathways describe the transportation of

a protein from one cellular compartment to another, or the marking of a protein for

degradation by ubiquitination, necessitating that the corresponding vertices be distinct

to reflect these variants. Each reaction was mapped to a hyperedge, where the reactants

and positive regulators comprise the tail of the hyperedge, and the products comprise

the head. All hyperedges were given unit weight, even though the heuristic handles

weighted edges, as NCI-PID is missing reaction rates for some reactions.

Table 7.1 gives statistics on the hypergraphs constructed from each of the four

datasets. The hypergraphs are very sparse: there are fewer hyperedges than vertices in

all four datasets, with Reactome being even sparser than the NCI-PID datasets. The

hypergraphs from the Large and Reactome datasets contain respectively 40 and 433

self-loops, showing that many cyclic hyperpaths are likely to exist. However, a small

number of these self-loops are unreachable, due to an otherwise unreachable vertex

appearing in both the head and tail of the hyperedge. The sources and targets used

in all our experiments are respectively vertices with no in-edges (or vertices whose

only in-edge is an unreachable self-loop), and vertices with no out-edges. The number

of forward-reachable, backward-traceable, and doubly-reachable hyperedges shows how

many hyperedges remain after the heuristic prunes the input hypergraph to the doubly-
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Table 7.1: NCI-PID and Reactome Dataset Summaries

NCI-PID

Measure Small Medium Large Reactome

Vertices 56 350 9,009 20,458
Hyperedges 36 228 8,456 11,802
Pathways 2 6 213 2,516
Sources 19 138 3,200 8,296
Targets 10 102 2,636 5,066
Self-loops 1 8 40 433
Unreachable self-loops 1 7 14 32

mean max mean max mean max mean max
Tail size 1.8 3 1.9 5 1.9 10 2.4 26
Head size 1.3 3 1.3 4 1.1 5 1.6 28
Forward-reachable set 35 35 192 192 6,169 6,169 4,645 4,645
Backward-traceable set 28 28 49 70 1,198 2,863 4,027 7,021
Doubly-reachable set 27 27 42 60 756 1,836 929 1,725
In-degree 0.8 5 0.8 15 1.0 323 0.9 1,056
Out-degree 1.1 4 1.2 24 1.7 326 1.4 1,167

reachable subgraph before computing a solution. On average, hyperedges from all four

hypergraphs have small head and tail sets, and vertices have low in- and out-degree,

reflecting the sparseness of the hypergraphs.

7.2 Experimental setup

To prepare the hypergraphs from each dataset for our experiments, we parsed the union

of the pathways in the dataset. We connected a supersource s to all source vertices—

namely, the input vertices with no in-edges—by a single zero-weight hyperedge whose

tail consisted of the supersource s and whose head contained all the source vertices.

We also included in the head of this hyperedge from supersource s all input vertices

whose sole in-edge was a self-loop, since otherwise such a self-loop was not traversable.

For each specific target vertex v—namely, each input vertex with no out-edges—we had

a separate version of the hypergraph that differed only by connecting this target v to

a sink t by a single zero-weight ordinary-graph edge directed from v to t, giving us

a specific target instance. Note that these choices for the source and target vertices
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are reasonable, as they are the molecules where biologists stopped annotating a given

pathway. Note also that the supersource s and the sink t remain the same across all

target instances in a dataset.

For each target instance, we trimmed the hypergraph to the doubly-reachable set:

the set of hyperedges that were both forward-reachable from supersource s, and backward-

traceable from sink t (see Chapter 3 for definitions of forward-reachable, backward-

traceable, and doubly-reachable). Table 7.1 gives the average and maximum size of

the forward-reachable, backward-traceable, and doubly-reachable sets over all target

instances for a given dataset, which dramatically reduces the size of the hypergraph

over which the heuristic performs most of its computation.

For each target instance, we found a hyperpath from supersource s to sink t using

our shortest hyperpath heuristic Hhugin [60], and compared its length to the solution of

the MILP of Ritz et al. [88] if the heuristic hyperpath was acyclic. For each cyclic target

instance where the heuristic output a cyclic hyperpath, we exhaustively enumerated all

s, t-hyperpaths, and compared the heuristic hyperpath to the shortest hyperpath found

by this enumeration. (Enumerating all s, t-hyperpaths for one source-sink instance takes

on average around 20 hours in practice—so it is not feasible to perform this enumeration

on all acyclic target instances.)

7.3 Abundance of cyclic hyperpaths

Cyclic shortest hyperpaths appear in all four datasets. To take just one example,

in the Small and Medium datasets, the only hyperpath from ubiquitinated β-catenin

to APC is cyclic, so for this target instance the acyclic shortest-hyperpath MILP fails

to find a solution. Admittedly this particular source-target pair is specially chosen, as

ubiquitinated β-catenin has an in-edge and APC has an out-edge so they would not

normally be considered under our definition of sources and targets. Nevertheless, this
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Table 7.2: Acyclic Instance Statistics

NCI-PID

Measure Small Medium Large Reactome

Target instances 10 102 2,636 5,066
Reachable instances 10 90 2,220 2,432
Acyclic instances 9 89 2,182 2,410
Heuristic was optimal 100% (9) 100% (89) 99% (2,159) 100% (2,410)

pair demonstrates there do exist cyclic hyperpaths in the NCI-PID database—even in

the union of just two pathways—that are missed by the current state-of-the-art when

computing only acyclic shortest hyperpaths.

In the Large dataset, 38 target instances have cyclic heuristic hyperpaths. Of these,

22 were cyclic because of a self-loop, and 16 were cyclic due to a non-trivial cycle. For

all these instances, no acyclic hyperpath exists between supersource s and sink t. It

is likely that even more cycles exist within the hypergraph from the Large dataset, as

there were 8 self-loops that were not on any hyperpath found by the heuristic.

In the Reactome dataset, the heuristic found a cyclic shortest hyperpath on 22 target

instances, and only one of these instances was cyclic due to a self-loop. In general,

Reactome is much sparser than NCI-PID, and 432 of the 433 self-loops in Reactome are

never used in a heuristic hyperpath. This sparcity in Reactome is discussed in detail

by Franzese et al. [32].

In short, the abundance of cyclic hyperpaths in the NCI-PID and Reactome datasets

demonstrates the need for shortest hyperpath algorithms that properly handle cy-

cles. We discuss concrete examples of biological cyclic shortest hyperpaths later in

Section 7.7.

7.4 Quality of the hyperpath heuristic

To determine the quality of our hyperpath heuristic, we compared the length of the

heuristic hyperpath to an optimal shortest hyperpath. In general, no practical exact al-

72



Table 7.3: Cyclic Instance Statistics

NCI-PID

Measure Small Medium Large Reactome

Target instances 10 102 2,636 5,066
Reachable instances 10 90 2,220 2,432
Cyclic instances 1 1 38 22
Heuristic was optimal 100% 100% 100% 100%
Non-trivial cycles 1 1 22 21

median max median max median max median max
Number of hyperpaths∗ 1 1 1 1 3 364 22 136
Path length range† 0 0 0 0 1 43 [2,3] 15

∗Total number of hyperpaths for a cyclic target instance
†Difference between the length of the longest and shortest hyperpaths

gorithm is currently known for finding a shortest source-sink hyperpath. Consequently,

on the target instances where the heuristic found a cyclic hyperpath, we determined the

optimum by generating all source-sink hyperpaths and retaining the shortest one, using

the enumeration algorithm from Chapter 6. On the target instances where the heuristic

found an acyclic hyperpath, we compared its length just to the optimal hyperpath re-

turned by the MILP for shortest acyclic hyperpaths. An even shorter cyclic hyperpath

could exist for these latter instances, but finding it by enumerating all hyperpaths is

simply too time-consuming to carry out for every such instance.

Table 7.2 summarizes the quality of the heuristic on acyclic instances. On the

Small, Medium, and Reactome datasets, the heuristic hyperpath is optimal on all target

instances, meaning the heuristic hyperpath and the shortest acyclic hyperpath from

the MILP have the same length. On the Large dataset, the heuristic is optimal on

over 99% of the instances, demonstrating the quality of the heuristic on these biolog-

ical datasets. The small fraction of instances where our heuristic was suboptimal are

discussed in more detail in the next section.

Table 7.3 summarizes the quality of the heuristic on instances where it output

a cyclic hyperpath. On all these cyclic instances, the acyclic MILP failed to find a
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solution, so we could not compare the heuristic to an optimal hyperpath other than by

exhaustively enumerating all hyperpaths and picking the shortest one—which verified

that the heuristic on these instances in fact found an optimal solution. Cyclic instances

from the Reactome (and Large) datasets contain many distinct hyperpaths, with a

median of 22 (respectively 3) hyperpaths, and a maximum of 136 (respectively 364)

hyperpaths. The hyperpaths tend to vary in length, with a maximum difference between

the length of the longest and shortest hyperpath of 15 (respectively 43) hyperedges,

and a median difference of [2, 3] (respectively 1) hyperedges. This demonstrates that

the heuristic is discriminating between hyperpaths of different lengths and choosing the

best hyperpath over worse hyperpaths, further indicating the quality of the heuristic. In

every cyclic target instance, all s, t-hyperpaths were cyclic, and many shared a common

cycle; most of the hyperedges occurring in one hyperpath but not another appeared

outside this shared cycle.

7.5 Studying suboptimality of the heuristic

We call the small number of target instances in these experiments where the heuristic

found a known suboptimal hyperpath its suboptimal instances. Table 7.4 summarizes

these 23 suboptimal instances, which are all from the Large NCI-PID dataset, and

are all acyclic instances. (The heuristic was optimal on all cyclic instances, and all

Reactome, Small, and Medium instances. We mention as well that the maximum val-

ues across the table occur in distinct target instances.) To gain insight into why the

heuristic found a suboptimal solution on these instances, we enumerated all source-sink

hyperpaths for every suboptimal instance. (This enumeration also verified that on all

suboptimal instances, the acyclic MILP in fact found a shortest hyperpath, as there

was no shorter cyclic hyperpath.)

Hyperpath enumeration confirmed that these suboptimal instances are much harder
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than the cyclic instances. The median number of hyperpaths is nearly 140 times higher

for suboptimal NCI-PID instances compared to cyclic NCI-PID instances, and the length

difference between the longest and shortest hyperpaths is 30 times larger. This stark

contrast indicates the inherent difficulty of these suboptimal instances, where the heuris-

tic must now discriminate among a much higher number of hyperpaths that have much

greater path-length variance. The fraction of all hyperpaths that are optimal is fairly

small, with only around 3% being optimal for the median instance. Even faced with

many alternate solutions, the heuristic still found a hyperpath that was nearly optimal:

the median difference between the length of the heuristic hyperpath and the shortest

hyperpath was 1 hyperedge, the maximum difference was 6 hyperedges, and the median

ratio of the length of the heuristic hyperpath to the shortest hyperpath was 1.1 (so it

was only 10% longer). Next we investigate what could be causing this suboptimality.

The suboptimality of the heuristic is likely coming from the repeated calls to the

function RecoverShortHyperpath, which proceeds in two phases. In phase (I), this

function recovers an s, e-superpath S, relying on in-edge lists to hyperedges f , where

the in-edge list for f contains only hyperedges removed from the heap prior to f , which

may exclude hyperedges in a shortest s, e-hyperpath. In phase (II), this function trims

superpath S to a hyperpath by greedily considering hyperedges in S for removal, which

may also remove a hyperedge in an optimal s, e-hyperpath.

To determine whether the recover or trim phases were responsible for suboptimality,

we ran the following experiment. After the heuristic determined its estimated path

length for every hyperedge in the hypergraph, we called RecoverShortHyperpath on

each in-edge to the target where we ran its recovery phase but stopped before its

trimming phase, and unioned together the resulting s, t-superpaths from each in-edge

to create one large s, t-superpath F . We then took an optimal s, t-hyperpath P and

examined whether P ⊆ F : in other words, whether the recovery phase permitted

the heuristic to potentially find an optimal hyperpath. We discovered that for all
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Table 7.4: Summary of Instances Where Hhugin is Suboptimal

Suboptimal instances Reactome 0 / 2,432
NCI-PID 23 / 2,220
median max

Number of hyperpaths∗ 418 1,470
Path length range† 30 50
Heuristic path-length difference 1 6
Heuristic path-length ratio 1.1 1.3
Number of shortest hyperpaths 7 110
Fraction of shortest hyperpaths 3.1% 26.7%

∗Total number of hyperpaths for a target instance
†Difference between the length of the longest and shortest hyperpaths

23 suboptimal instances P ̸⊆ F , indicating phase (I) of RecoverShortHyperpath that

recovers an s, e-superpath was forcing the heuristic to be suboptimal on every instance.

On the other hand the trimming phase of RecoverShortHyperpath could also be

leading to suboptimality, which we investigated as follows. For each suboptimal in-

stance, we modified the recovery phase of RecoverShortHyperpath to use all in-edges

in the hypergraph to each hyperedge, rather than the in-edge lists collected by the

heuristic. (In this situation, the recovered superpath F definitely contains a shortest

hyperpath P .) Phase (II) then trimmed this superpath as normal. We discovered that

the trimming phase often fails to find a shortest hyperpath within this larger superpath

(which was the entire doubly-reachable subgraph). This indicates that while phase (I)

is definitely causing suboptimality, simply changing phase (I) to recover a larger super-

path may in turn lead to suboptimality in phase (II).

7.6 Implementation and running time

The heuristic is implemented in Python 2.7.3, comprising around 500 lines of code.

The parser used to convert the BioPAX format into hypergraphs is from Franzese

et al. [32]. For directed hypergraph representation and reachability calculations we
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Figure 7.1: Cyclic shortest hyperpath to the JUP/DSP complex in the Large dataset.
All vertices in the hyperpath connected to the supersource are shown at the top of
the figure. The hyperedges in this hyperpath come from four different pathways, and
show the different complexes JUP participates in until finally being free to bind with
desmoplakin (DSP). Positive regulators of reactions are shown by dashed lines ending
in a disc. Hyperedges e1, e5, and e6, shown in red, create two separate cycles back to
α-catenin and δ-catenin.

used the python package Halp (github.com/Murali-group/halp/). All heuristic and

hyperpath enumeration source code is available at http://hhugin.cs.arizona.edu.

Experiments were run on a laptop with a 2.9 GHz Intel Core i5 CPU, and 16 GB

of RAM. The running time of the hyperpath heuristic was 55 seconds on average for the

instances from the Large and Reactome datasets, which have just under 1,000 doubly-

reachable hyperedges on average. Memory usage was low, with the heuristic using less

than 2 GB of memory.

Enumerating all hyperpaths for the instances is time-consuming, taking 20.4 hours

on average for the suboptimal instances with a maximum time of 53.8 hours, which is

not practical to carry out for all 4,600 target instances.

7.7 Biological examples

We now discuss three instances with cyclic shortest hyperpaths from the Large and

Reactome datasets. The hyperpath found by our heuristic for these three instances
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Figure 7.2: Cyclic shortest hyperpath to phosphorylated p53 in the Reactome dataset.
All vertices in the hyperpath connected to the supersource are shown at the top of
the figure. The hyperedges in this hyperpath show the transcription of STK11 and
p53 (TP53) before NUAK1 (ARK5) participates in the phosphorylation of the p53
tetramer. Hyperedges e5, e6, and e7, shown in red, create a cycle when the phosphory-
lation of p53 breaks up a complex, returning STK11 to its solitary state. Hyperedges
e2 and e3 show transcription, and are drawn dotted.

is optimal (as was the case for all instances where the heuristic found a cyclic path),

and is drawn in Figures 7.1, 7.2, and 7.3. We describe the hypergraph structure and

constituent reactions for each instance.

7.7.1 Assembly of the JUP/DSP complex

The first example captures the assembly of the JUP/DSP complex from the Large

dataset. Figure 7.1 shows the shortest hyperpath returned by our heuristic with the

JUP/DSP complex as the target. All vertices at the top of the figure are connected to

the supersource.

This hyperpath includes seven hyperedges from four different NCI-PID pathways:

“E-cadherin signaling in the nascent adherens junction” (hyperedges e1 and e5), “Post-

translational regulation of adherens junction stability and dissassembly” (hyperedges e2,

e6 and e7), “Signaling events mediated by PRL” (hyperedge e3), and “Signaling events

mediated by hepatocyte growth factor receptor (c-Met)” (hyperedge e4). We briefly

describe the key events in this hyperpath. Protein γ-catenin (also known as junction

plakoglobin or JUP) is initially complexed with Cadherin 1 (CDH1) in the tail of hy-
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peredge e1. In hyperedge e2, the metalloprotease meprinβ cleaves E-cadherin (CDH1),

releasing it from its complex with α-catenin (CTNNA1) and δ-catenin (CTNND1) [44].

The CDH1/JUP complex adds α-catenin (CTNNA1 in hyperedge e1) and CTNND1

and Ca2+ (in hyperedge e5) to form a five-member complex. Hepatocyte growth fac-

tor (HGF) activates the proto-oncogene tyrosine-protein kinase Src (hyperedge e4) [84].

Src regulates the breakup of this complex into its individual components [75] (hyper-

edge e6), freeing JUP to bind with DSP and creating the two cycles in this hyperpath

via CTNNA1 and CTNNB1. The hyperpath culminates in the formation of a complex

between desmoplasmin (DSP) and JUP.

The hypergraph for this instance is large, with 6,168 forward-reachable hyperedges,

2,642 backward-traceable hyperedges, and 1,665 doubly-reachable hyperedges. There

is no acyclic hyperpath from the supersource to JUP/DSP. When enumerating all s, t-

hyperpaths for this instance, there were 16 alternate hyperpaths, and the longest hyper-

path had 3 more hyperedges than the heuristic path, which was verified to be optimal.

7.7.2 Phosphorylation of p53

The second example captures the phosphorylation of p53 by NUAK1 (ARK5) from the

Reactome dataset. The heuristic hyperpath, which is optimal, is shown in Figure 7.2.

All of the vertices at the top are connected to the supersource.

Hyperedge e1 shows the complex formation of FOXO3 and FOXO4 with the STK11

gene, allowing for the transcription of the gene in hyperedge e2. Hyperedges e3 and

e4 deal with the transcription of protein p53 (TP53), and its formation into a homote-

tramer. The p53 tetramer then forms a complex with NUAK1 (ARK5) and STK11

in hyperedge e5, allowing for the phosphorylation of NUAK1 via ATP in hyperedge

e6. Once NUAK1 is phosphorylated, it directly phosphorylates p53 [41], activating it

and allowing it to assist in DNA damage repair. The final hyperedge e7, shown in

red, breaks apart the p53 tetramer/NUAK1/STK11 complex, resulting in a cycle of
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free STK11. This hyperpath features two transcriptional hyperedges e2 and e3, shown

dotted.

This example from Reactome is slightly smaller than the example from the Large

dataset, with only 4,645 forward-reachable edges, 7,021 backward-traceable edges, and

1,632 hyperedges in the doubly-reachable set. There was no acyclic hyperpath for this

instance. In contrast to the first example, no alternate hyperpaths to the target exist

in the hypergraph.

7.7.3 HEY2/ARNT complex assembly

The final example we discuss is the formation of the HEY2/ARNT complex from the

Large dataset. The shortest hyperpath from the supersource to HEY2/ARNT, which

was found by the heuristic, is shown in Figure 7.3. Once again, the sources are at the

top of the figure, with the hyperedge from the supersource not shown.

This hyperpath with eleven edges spans three pathways: “Notch signaling path-

way” (hyperdges e1–e7), “Hypoxic and oxygen homeostasis regulation of HIF-1-α”

(hyperedges e9, e10), and “Notch-mediated HES/HEY network” (hyperedges e8, e11).

“Hypoxia-inducible factor 1” (HIF-1) is a heterodimeric transcription factor that reg-

ulates genes that are induced by hypoxia [47]. It is a complex of HIF-1α (HIF1A) and

HIF-1β (aryl hydrocarbon receptor nuclear translocator or ARNT). “Hairy/enhancer-

of-split related with YRPW motif protein 2” (HEY2) is a transcriptional repressor [16]

that physically interacts with ARNT (hyperedge e11). The hyperdges e9 and e11 show

a pair of reactions where HIF1 is formed and then repressed by HEY2. Hyperdges

e1–e7 capture events in the Notch signaling pathway that occur upstream of the for-

mation of the transcriptional activator formed by the complex of the nuclear protein

“recombining binding protein suppressor of hairless” (RBPJ) and “Notch intracellular

domain” (NICD). The expression of protein HEY2 is up-regulated by the NICD/RBPJ

complex [45].
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Figure 7.3: Cyclic shortest hyperpath to the HEY2/ARNT complex in the Large

dataset. All vertices from the hyperpath connected to the supersource are shown at
the top of the figure. Positive regulators of reactions are shown by dashed lines end-
ing in a disc. The eleven hyperedges span three different NCI-PID pathways, and
show the events upstream of HEY2 transcription, ultimately culminating in its repres-
sion of ARNT. The cycle between hyperedges e9 and e11, shown in red in the figure,
recreates nuclear HIF1A. Edge e8, shown dotted, is a template reaction, where the
NOTCH1/RBPJ complex upregulates the transcription of the protein HEY2.

This signaling hypergraph was markedly smaller than the other two examples.

The hypergraph had 6,169 forward-reachable hyperedges, but only 23 hyperedges were

backward-traceable, hence only 23 hyperedges were doubly-reachable, due to the poor

connectivity of the HEY2/ARNT complex to other vertices in the graph. Even though

the hypergraph is small, the hyperpath shown is not the only shortest hyperpath to

the target, as e2 and e3 can be replaced by hyperedges containing Jagged2 instead of

Jagged1.
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Chapter 8

Optimal shortest hyperpaths by Mmunin

In previous chapters, we presented our shortest hyperpath heuristic and showed that it

finds optimal hyperpaths in over 99% of all instances from standard databases. When

performing experiments for the heuristic, an exact algorithm for Shortest Hyperpaths

did not yet exist, so when an instance contained an acyclic hyperpath, we compared our

heuristic to an exact algorithm for shortest acyclic hyperpaths, which solves a mixed-

integer linear program that cannot be easily extended to accommodate cycles. When

no acyclic hyperpath existed, we compared the hyperpath returned by the heuristic to

the shortest hyperpath returned by our enumeration algorithm. While our hyperpath

enumeration algorithm allows us to tractably compute shortest hyperpaths, it is very

slow in practice, so it is not feasible to run the algorithm for all instances.

In this chapter we present a new exact algorithm for Shortest Hyperpaths that allows

cycles, that is implemented in a tool called Mmunin [61]. We first formulate Shortest

Hyperpaths as an integer linear program, using a characterization of superpaths in

terms of cuts. This formulation includes exponentially-many cut inequalities, so it is

not feasible to solve it directly. To tackle this problem, we have designed a cutting plane

algorithm that starts with a small set of initial inequalities and adds previously-violated

cut inequalities at each iteration. We conclude the chapter by describing three sets of

initial inequalities given to the cutting plane algorithm, the first set is a generalization of

optimal cuts for ordinary graphs, the second set captures that the tail of each hyperedge

in a superpath must be covered and that hyperpaths must be minimal, and the third

set ensures the target is reached.

8.1 Characterizing superpaths via cuts

We can give a remarkably clean characterization of superpaths—that captures fully

general superpaths containing cycles—in terms of cuts.
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An s, t-cut of a hypergraph is a bipartition (C,C) of its vertices V , for non-empty

subsets C ⊆ V and C := V −C, where source s ∈ C and sink t ∈ C. We call C the

source side and C the sink side of the cut, and often refer to a cut by just specifying

its source side C.

A hyperedge e crosses an s, t-cut C iff tail(e) ⊆ C and head(e) ∩ C ̸= ∅. In other

words, for a hyperedge to cross a cut, all its tail vertices must be on the source side,

while at least one head vertex must be on the sink side. We say an edge subset F ⊆ E

crosses an s, t-cut iff at least one hyperedge e ∈ F crosses the cut.

We defined the goal of Shortest Hyperpaths in Section 3.3 as finding an s, t-hyperpath

of minimum weight. However, since a hyperpath is defined as a minimal superpath, an

equivalent goal would be to find an s, t-superpath of minimum weight:

argmin
F⊆E

{
ω(F ) : F is an s, t-superpath

}
.

The following theorem uses this alternative goal as the key that will enable us to find

optimal hyperpaths via integer linear programming

Theorem 7 (Characterizing Superpaths) F is an s, t-superpath iff F crosses ev-

ery s, t-cut.

Proof To prove the forward implication, take an ordering of the hyperedges of s, t-

superpath F that satisfies the definition of superpath, and an arbitrary s, t-cut C. In

the ordering of F , consider the first hyperedge e such that head(e) ∩ C ̸= ∅. (Such

an edge e must exist, as F reaches t ∈ C.) We claim that tail(e) ⊆ C, which can be

shown by proving
⋃

f∈F : f precedes e head(f) ⊆ C, using induction over the ordering

of F . Thus edge e∈F crosses cut C, so F crosses C as well.

For the reverse implication, we prove the contrapositive. Suppose F is not an s, t-

superpath. Collect the set R of all vertices reachable from s in F . While s ∈ R,
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notice t ̸∈ R (since otherwise F reaches t from s, contradicting that F is not an s, t-

superpath). Thus (R,R) is an s, t-cut. Furthermore F does not cross cut R (since e∈F

crossing R would contradict that R holds all vertices reachable from s in F ). □

8.2 Representing superpaths by linear inequalites

We now formulate Shortest Hyperpaths as an integer linear programming problem. In

general, an integer linear program (ILP) is a mathematical optimization problem over

integer-valued variables, that maximizes a linear function of these variables, subject to

constraints that are linear inequalities in the variables. The key to the formulation is

to represent the set of all s, t-superpaths in a hypergraph (V,E) by linear inequalities.

The variables of our ILP encode the hyperedges in a superpath F . For every hy-

peredge e ∈ E, there is a variable xe, which takes on integer values xe∈{0, 1}. An

assignment of values to these variables encodes a superpath F by xe = 1 iff e ∈ F .

We represent the collection of all variables in the ILP by a vector x = (xe)e∈E , where

x∈{0, 1}|E|.

The constraints of the ILP ensure that an assignment of values to the variables does

actually encode an s, t-superpath. The domain D of the ILP is all assignments of values

to the variables x that satisfy the constraints. For our ILP, the domain is

D :=

{
x∈{0, 1}|E| : ∀s, t-cuts C,

∑

e∈E : e crosses C

xe ≥ 1

}
. (8.1)

This has a constraint for every s, t-cut of the hypergraph, which is a linear inequality

in the variables xe. Notice that this inequality for a cut C is satisfied iff at least one

hyperedge e crossing C has xe = 1. Equivalently, the set F ⊆ E encoded by x must

contain at least one hyperedge e∈F crossing C. Thus assignments x∈D encode edge

subsets F that cross every s, t-cut.
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Consequently, by Theorem 7, the domain D of the ILP in equation (8.1) is exactly

the set of all s, t-superpaths in the hypergraph.

The objective function of the ILP is to minimize
∑

e∈E ω(e)xe, for fixed edge

weights ω, which is a linear function of the variables x. For x∈D, the value of this

objective function is the total weight of the hyperedges in superpath F encoded by x.

We can write this objective function as a dot product ω ◦ x, where ω is now a vector of

edge weights.

Finally, our integer linear program is to compute

argmin
{
ω ◦ x : x∈D

}
. (8.2)

As domain D is all s, t-superpaths, this is equivalent to the definition of the Shortest

Hyperpaths problem. So a solution to this integer linear program is a shortest s, t-

hyperpath.

8.3 Solving the ILP by a cutting plane algorithm

For a hypergraph of n vertices and m hyperedges, the integer linear program given

by (8.2) above has m variables and Θ(2n) constraints (corresponding to the number

of s, t-cuts). Thus for a large hypergraph, we cannot even feasibly write down the

corresponding ILP, due to its exponentially-many constraints. Nevertheless, we can

actually compute optimal solutions to this full ILP in practice, even for very large

inputs, using an approach known as a cutting plane algorithm.

A cutting plane algorithm computes over a subset of the constraints of the full

integer linear program, and solves a series of less-constrained problems, stopping once

it detects it has a solution to the full ILP. For our above ILP for Shortest Hyperpaths,

this proceeds as follows.
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(1) Let I be an initial subset of the inequalities in the full ILP, and S := I be the

current set of inequalities for the algorithm.

(2) Solve the ILP restricted to the inequalities in S, and let x∗ be the optimal

solution to this current ILP.

(3) Find the set of vertices R reachable from s along hyperedges e with x∗e = 1.

(4) If t ̸∈ R, find new inequalities C given by s, t-cuts that are violated by x∗ and

add these to the set of inequalities S, and go back to Step (2).

(5) Otherwise, t∈R. Halt and output the current solution x∗.

This starts with an initial set I of cut inequalities, and adds inequalities to this set as

it finds cuts that solutions to prior ILPs do not cross. Later in Section 8.4, we give the

initial set I of inequalities and in Section 8.5, we describe the set of new inequalities C

that are added at each iteration to the ILP in step (4). We now prove that this algorithm

actually finds an optimal solution to the full ILP.

Theorem 8 (Optimality of cutting-plane algorithm) For solution x∗ output by

the cutting plane algorithm, the set of active hyperedges F = {e : x∗e = 1} is a short-

est s, t-hyperpath.

Proof At each iteration, Step (4) identifies cuts that F does not cross, and adds

the corresponding inequalities for these cuts C to the current set of constraints S. At

Step (5), set F reaches t from s, so it crosses every s, t-cut (by the same argument as

in the proof of Theorem 7). Hence at Step (5), set F is an s, t-superpath. Moreover,

the weight of F is the objective function value of x∗, which (being an optimal solution

to a less-constrained ILP that is a minimization problem) has value at most that of

an optimal solution to the full ILP. This means at Step (5), set F is an optimal s, t-

superpath.

Thus the final set F is a shortest s, t-hyperpath, and the corresponding solution x∗
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output by the cutting plane algorithm is actually an optimal solution to the full ILP.

□

Note that if we stop this cutting plane algorithm early, by the above reasoning

the objective function value of its current solution x∗ (or even the value of the linear

programming relaxation of its current ILP) is a lower bound on the length of a shortest

hyperpath. Furthermore, across the iterations of the cutting plane algorithm, this lower

bound ismonotonically increasing (as it solves successively more-constrained problems).

Even if we cannot obtain a solution to the full ILP, the resulting lower bound still allows

us to measure the quality of a hyperpath found by our heuristic (presented in Section 4).

And if this lower bound hits the value of the heuristic hyperpath, we then know it is

actually a shortest hyperpath (and we can output the heuristic hyperpath, knowing it

is optimal).

As demonstrated later in Chapter 9, in practice this cutting plane algorithm can

find optimal hyperpaths even for very large instances in real cell signaling networks.

The choice of initial constraint set I is crucial for its success, however, and the next

section explains how we efficiently find a good starting set I.

8.4 Generating initial constraints

We first show that for the case of ordinary graphs, there is a set of at most n con-

straints I that guarantees that the ILP solved just with I has objective function value

equal to the length of a shortest path. Moreover, we can find this set I of distance-based

constraints efficiently, in the same time as running Dijkstra’s shortest path algorithm.

We then generalize this to hypergraphs. Afterwards, we describe two more sets of initial

constraints that ensure the tail set of each hyperedge in the solution is covered and that

at least one vertex in its head reaches a tail vertex of another hyperedge.
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8.4.1 Distance-based cuts for ordinary graphs

For an ordinary directed graph with source s and sink t reachable from s, let d(v) be the

length of a shortest s, v-path for every vertex v reachable from s. Over these reachable

vertices other than s with distance d(v) ≤ d(t), let d1 < · · · < dk be the sorted set of

their unique distances d(v). Define a sequence of s, t-cuts C1⊂· · ·⊂Ck associated with

these unique distances, for 1≤ i≤k, by

Ci := {s} ∪
{
v∈V : d(v) < di

}
.

Finally, call the family of these cuts C := {C1, . . . , Ck}.

The following theorem implies that for an ordinary graph, if we solve our ILP just

over the inequalities corresponding to the cuts in this family C, then the objective

function value of the optimal solution to this small ILP will in fact be the length of a

shortest s, t-path.

Theorem 9 Let F be an edge set that crosses every cut in C. Then F has total weight

ω(F ) ≥ d(t).

Proof We show by induction that the weight of an edge set crossing cuts C1, . . . , Ci

is at least di, for all 1≤ i≤k. Since dk=d(t), this proves the theorem.

For the basis with i=1, consider cut C1 = {s}, and let e = (s, v) be a minimum-

weight edge leaving s. Consider any set F crossing C1, which must contain an edge f

leaving s. Since ω(F ) ≥ ω(f) ≥ ω(e) = d(v) = d1, the basis holds.

For the inductive step with i>1, let F be any edge set that crosses cuts C1, . . . , Ci.

Set F must contain an edge f=(x, y) that crosses cut Ci. Notice that d(x) < di, which

implies d(x)=dj for some j<i. Let F ′ ⊆ F − {(x, y)} be the subset of F that crosses
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cuts C1, . . . , Cj . We have

ω(F ) ≥ ω(F ′) + ω(f)

≥ d(x) + ω(f) (8.3)

≥ d(y) (8.4)

≥ di , (8.5)

where inequality (8.3) follows from the inductive hypothesis on j < i, inequality (8.4)

follows from d(x) + ω(f) = d(x) + ω(x, y) ≥ d(y), and inequality (8.5) follows from the

definitions of edge (x, y) and cut Ci. □

Notice that a shortest s, t-path crosses every cut in family C. Hence a consequence

of Theorem 9 is that the objective function value of an optimal solution to the ILP with

cut constraints given by family C is equal to the length of a shortest s, t-path.

The number of cuts in family C is at most the number of vertices. Morever, Dijkstra’s

shortest path algorithm in the course of its computation will compute distance d(v) for

every vertex v reachable from s with distance at most d(t). Thus for an ordinary graph

with n vertices and m edges, we can find this family C of at most n cut constraints in

the same time as running Dijkstra’s algorithm, namely O(m+ n log n) time.

8.4.2 Generalizing to hypergraphs

To generalize cut family C to hypergraphs, we need both (1) a measure of distance to a

vertex in a hypergraph, and (2) a way to efficiently compute this measure. Interestingly,

there does not appear to be any natural distance measure on vertices in hypergraphs

that corresponds to d(v) in ordinary graphs. For hyperpaths, the most natural distance

measure is defined in terms of edges: namely for hyperedge e, the length of a shortest

(s, e)-hyperpath. We call the length of this shortest hyperpath the tail-distance of
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hyperedge e, which we write as d
(
tail(e)

)
. Clearly, computing this new distance measure

is at least as hard as Shortest Hyperpaths, which is NP-complete.

However, this tail distance is the key for the heap of hyperedges used in our hyper-

path heuristic, described in Chapter 4, so we know how to efficiently find approximate

tail distances. Let d̃
(
tail(e)

)
denote these estimated tail-distances. Given these esti-

mates, we define estimated vertex distances in terms of them as follows. One natural

measure of estimated distance to a vertex v ∈ V in a hypergraph is

d̃tail(v) := min
{
d̃
(
tail(e)

)
: v ∈ tail(e)

}
.

Another (different) natural measure of estimated vertex distance is

d̃head(v) := min
{
d̃
(
tail(e)

)
+ ω(e) : v ∈ head(e)

}
.

With such estimated vertex distances in hand, we can generalize our prior family of

cuts C to hypergraphs.

Let the unique estimated vertex distances using d̃tail be d̃1< · · ·<d̃k. Given these d̃i,

just as we did earlier for ordinary graphs, we can define a natural family of cuts

Ctail = {C1, . . . , Ck}.

Similarly, let the unique estimated vertex distances using d̃head be d̃1< · · ·<d̃ℓ, and

from them define the family of cuts Chead = {C1, . . . , Cℓ}.

Through experimentation described in Chapter 9, we have found that cuts based on

head distance Chead are particularly useful and provide a large boost in performance.

We call these cuts the distance-based cuts, and later define the additional inequalities

we add at each iteration as augmentations of these cuts (in Section 8.5).
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8.4.3 Capturing connectivity and minimality with inequalities

Even though the head cuts greatly decrease the number of iterations required for the

cutting plane algorithm to output an optimal solution, the initial cutting plane solu-

tions tend to contain disconnected hyperedges that do not resemble a hyperpath. We

therefore define two additional sets of initial inequalities that help drive the cutting

plane algorithm toward a solution that is connected, like a hyperpath. We call these

inequalities the tail-covering and the head-hitting inequalities.

The tail-covering inequalities T enforce that for any hyperedge in a solution, all of

its tail vertices are covered by the head sets of other hyperedges in the solution. More

formally we define an inequality for each vertex v in the tail of each hyperedge e,

T :=
∑

f ∈ in(v)

xf ≥ xe ∀ v ∈ tail(e), ∀ e ∈ E.

These inequalities capture the second condition in the definition of s, t-superpaths,

namely that for each hyperedge ei in the superpath, tail(ei) ⊆ {s} ∪
⋃

1≤j<i head(ej).

The head-hitting inequalities H attempt to enforce that any hyperedge in a solution

is “hitting” a vertex in the tail of another hyperedge in the solution. Here, we define

just one inequality for each hyperedge e,

H :=
∑

f : tail(f)∩ head(e)

xf ≥ xe ∀ e ∈ E : t ̸∈ head(e).

These inequalities capture the condition of minimality from the definition of hyperpaths,

since any hyperedge whose head does not contain sink t or intersect the tail of another

hyperedge in the solution can be safely trimmed, while maintaining reachability.

Adding the tail-covering and head-hitting inequalities causes a dramatic reduction

in the number of cutting plane iterations, greatly improving the running time, shown

later in Chapter 9.
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8.4.4 Target-production constraint

The final inequality that is initially given to the cutting plane algorithm ensures that

the target is reached by the hyperedges in the solution, or biologically, the target is

produced by the reactions in the pathway. This constraint very simply ensures that at

least one hyperedge with the sink t in its head is active:

∑

e∈ in(t)

ef ≥ 1.

Although this constraint is simple, it helps promote connectivity in the solutions com-

puted by the cutting plane algorithm.

8.5 Iteratively augmenting the distance-based inequalities

A key step in the cutting plane algorithm is adding a set of new inequalities C at each

iteration, based on s, t-cuts that are violated by the previous solution returned by the

cutting plane algorithm. Since the optimization problem solved at each iteration is

an ILP, we would like to add as many cut constraints as possible at each iteration, to

reduce the total number of iterations needed for the cutting-plane algorithm to return

an optimal solution. We have found through experimentation that the most effective

cut constraints tend to balance the number of vertices on either side of the cut, which is

something that is mostly achieved by our distance-based cuts. We have therefore devel-

oped two procedures that augment these distance-based cuts, by respectively moving

vertices to the source-side or the sink-side of a given distance-based cut.

Let an active hyperedge e with respect to cutting plane solution x∗ be any hyperedge

where x∗e = 1. Given a distance-based cut C, we want to compute a source-augmented

cut C ′ that is violated by the current cutting plane solution x∗, meaning that no active

hyperedge in x∗ crosses C ′. Cut C is crossed by some active hyperedge, since all
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distance-based cuts are given as initial constraints to the initial ILP. To create C ′, we

first set C ′ := C, and then repeatedly take active hyperedges e that cross C ′ and add all

their head vertices to C ′ (so that they no longer crosses C ′), until no active hyperedge

crosses C ′. If t ̸∈ C ′, this source-augmented cut now constitutes an s, t-cut that is

violated by x∗, since no active hyperedge crosses it, so we add C ′ to C. If t ∈ C ′, we

discard C ′ instead of adding it to C. This procedure will always add at least one cut

constraint to C, since the first distance-based cut contains only the source vertex s and

Step (4) of the cutting plane algorithm—where we find C—is only executed if t is not

reachable from s.

We can similarly compute a sink-augmented cut C ′′ for a given distance-based cut C

that will again be violated by x∗. To create C ′′, we initially set C ′′ := C, and repeatedly

take active hyperedges e that cross C ′′ and remove one of their tail vertices from C ′′,

until no active hyperedge crosses C ′′. If s ∈ C ′′, we add C ′′ to C, otherwise, we

discard C ′′. Notice that due to the asymmetry in the definition of crossing a cut, we

only need to move one tail vertex of e to the sink side of the cut for an active hyperedge e

to no longer cross C ′′. Ideally, we would like to move the tail vertex to the sink side

that does not eventually cause the source s to be removed from C ′′, since we would like

to add C ′′ to C. However, this is likely a hard problem, so we instead greedily chose

vertex v ∈ tail(e) that causes the fewest active hyperedges to be newly crossing C ′′.

Unlike the source-augmented cuts, we have no guarantee that our sink-augmenting

procedure will produce at least one cut, because of this final greedy choice.
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Chapter 9

Experimental results for Mmunin

To demonstrate the practicality of our exact algorithm for shortest hyperpaths, imple-

mented in Mmunin [61], we ran Mmunin on some of the same instances as our hyperpath

heuristic, Hhugin. In Chapter 7, for instances where acyclic hyperpaths exist, we com-

pared Hhugin to an exact algorithm for shortest acyclic hyperpaths, as that was the

only exact algorithm available at that time. On instances where no hyperpath was

acyclic, we compared Hhugin to our hyperpath enumeration algorithm, which allows us

to tractably find shortest hyperpaths, but is slow, taking upwards of 50 hours in many

instances.

We now present experimental results for Mmunin, showing that it typically finds

optimal shortest hyperpaths quickly, within a matter of seconds. We first give a brief

summary of our datasets and how we prepare them for our experiments, including how

we transform them into hypergraphs, followed by implementation details of Mmunin. We

then show how Mmunin surpasses both the state-of-the-art exact algorithm for shortest

acyclic hyperpaths and our hyperpath heuristic, Hhugin. Finally, we provide running

time details and show the running time effect of excluding each different class of initial

constraints given to our cutting plane algorithm, in addition to our source- and sink-

augmenting cuts generated at each iteration of the cutting plane algorithm.

9.1 Experimental setup

In order to compare Mmunin to our hyperpath heuristic Hhugin, and the MILP for

shortest acyclic hyperpaths, we use the same datasets we used to evaluate Hhugin in

Section 7.1. Here, we will briefly describe these datasets and how we transform them

into hypergraphs and then give details on our implementation of the methods from the

previous chapter, including two modifications we made to further improve the running

time.
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9.1.1 Datasets and preparation

We found optimal hyperpaths with Mmunin over hypergraphs prepared from the Large

and Reactome datasets. The Large dataset aggregates all pathways from NCI-PID [91],

and the Reactome dataset aggregates all pathways from Reactome [49]. To build a

hypergraph for each dataset, we map each protein or small molecule to a vertex and

each reaction to a hyperedge, with the reactants in the tail and the products in the head.

This results in 9,009 vertices and 8,456 hyperedges for the Large hypergraph, and 20,458

vertices and 11,802 hyperedges for the Reactome hypergraph. For all instances, we

create a supersource s and add a single hyperedge e with only s in its tail and a head

containing all vertices with no in-edges. Then, for each individual instance, we connect

one target v (a vertex with no out-edges) to a sink t by an ordinary graph edge (v, t).

This gives us 2,636 Large instances and 5,066 Reactome instances.

9.1.2 Implementation

The integer linear program (ILP), constraint generation procedures, and cutting plane

algorithm are all implemented in Python 3.8, comprising around 1,000 lines of code.

The cut augmentation procedures that compute source-augmented and sink-augmented

cuts are implemented as described in Chapter 8. The ILP and cutting plane algorithm

are implemented as described in Chapter 8 with two exceptions. We start by com-

puting the doubly-reachable subgraph H, using the procedure from the heuristic, then

we start running both the heuristic and the cutting plane algorithm in parallel. The

initial constraints given to the cutting plane algorithm contain the tail-covering and

head-hitting constraints, and the target-production constraint, but only one distance-

based constraint, where C = {s}. At each iteration of the cutting plane algorithm, it

checks to see if the heuristic has terminated, in which case it replaces this distance-

based constraint with the full set of distance-based constraints, based on tail-distances
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Table 9.1: Running Time of Mmunin on NCI-PID and Reactome

NCI-PID Reactome

Number of instances 23 226
Optimal solution found 23 226
Heuristic finished 0% (0/23) 53% (119/226)

median max median max
Running time (seconds) 8 225 10 1,454
Number of iterations 2 108 1 802
Time per iteration (seconds) 6 9 10 14

returned by the heuristic. For the second exception, after the heuristic has returned its

hyperpath P , the cutting plane algorithm checks if the objective value of its solution is

equal to the length of P , in which case it returns P (because we know P is an optimal

hyperpath, due to the cutting plane objective value being a lower bound on shortest

path length, proven in Theorem 8).

We also made one modification to Hhugin. Previously when hyperedges were re-

moved from the heap, we froze their in-edge lists, so that new hyperedges were never

added. We have now changed this behavior so that these in-edge lists continue to grow

as new hyperedges are extracted from the heap.

The source code for ILP, cut generation procedures, and cutting plane algorithm

are all available at http://mmunin.cs.arizona.edu.

9.2 Computing shortest hyperpaths

Mmunin computes optimal shortest hyperpaths for all instances in our preliminary ex-

periments. (For preliminary experiments, we have only used a subset of the instances

from either dataset). Table 9.1 gives statistics on the subset of NCI-PID and Reactome

used so far. For the nearly 250 preliminary instances, the Mmunin is able to find an

optimal shortest hyperpath, while allowing cycles for the first time. Due to the fast

running time of the cutting plane algorithm, the heuristic—run in a separate, parallel

process—only finishes for about half of all the instances.
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Mmunin surpasses the state-of-the-art MILP for shortest acyclic hyperpaths. For

22 Reactome instances, all s, t-hyperpaths are cyclic, so the MILP for shortest acyclic

hyperpaths fails to return a hyperpath for each of these instances. In contrast, Mmunin

returns an optimal hyperpath for each of these instances in less than 30 minutes.

Mmunin also surpasses our hyperpath heuristic Hhugin on many instances. The pre-

liminary instances from NCI-PID were chosen specifically because the heuristic returns

a suboptimal hyperpath for each of these instances. In contrast, Mmunin returns an

optimal hyperpath, and furthermore, the cutting plane algorithm finishes before the

hyperpath heuristic, showing that Mmunin (even without the distance-based constraints

given by the heuristic) is faster than the heuristic for these instances.

9.3 Speed of computing optimal shortest hyperpaths

Mmunin is remarkably fast in practice, with a median running time of about 10 seconds.

Table 9.1 shows the running time, number of iterations, and time per iteration over

the preliminary instances from both our datasets. The maximum running time over

all these instances is just 1,454 seconds, which is just under 25 minutes, demonstrating

that it is now feasible to find optimal general shortest hyperpaths very fast, even for

large instances of cell-signaling networks.

The number of iterations needed for the cutting plane algorithm to return an optimal

solution tends to be low, around 1 or 2 iterations, but can reach as high as 802 iterations.

Even though the cutting plane algorithm may require many iterations, the instance with

the highest average time per iteration takes only 14 seconds per iteration. This is rather

surprising, because at each iteration the cutting plane algorithm solves an ILP, which

is computationally complex.
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9.3.1 Effects of excluding constraint classes

To better understand why our cutting plane algorithm is so fast, we devised the follow-

ing experiment. We divided the inequalities in our ILP into several constraint classes:

the distance-based cuts, the head-hitting constraints, the tail-covering constraints, the

target-production constraint, and the source- and sink-augmented cuts. For each con-

straint class, we determine their contribution to speedup by removing them from the

cutting plane algorithm and comparing the running time to the cutting plane algo-

rithm run with all constraint classes. We conducted this experiment using a set of 22

instances from Reactome that have no acyclic hyperpath. We chose this small subset

because there is a variety of optimal hyperpath lengths and—as shown in these later

sections—the running time of the cutting plane algorithm with excluded constraint

classes can be very high. We describe the results of this experiment, which are summa-

rized in Table 9.2, in the following sections.

Excluding distance-based cuts Excluding the distance-based cuts dramatically

increased the running time for the hardest instances, but had little effect on easier

instances. The cutting plane algorithm uses the distance-based cuts in two different

ways. They are added to the initial ILP as cut constraints, and they are also the

basis of our source- and sink-augmentation procedures at each iteration. Before the

heuristic finishes running, the single distance-based cut given initially to the cutting

plane algorithm simply encodes that the solution must contain a hyperedge with the

source s as its tail. For all the instances where the cutting plane algorithm finds

an optimal solution before the heuristic terminates, after the first iteration, the source-

augmenting procedure at worst returns this initial distance-based cut, by finding the set

of reachable vertices along active hyperedges. Because of this, excluding the distance-

based cuts is unlikely to have an effect on any instance where the heuristic does not

finish.
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Table 9.2: Comparing Constraint Classes of Mmunin

Number of instances Reactome: 22
Missing class none distance head-hitting tail-covering target-prod. augmented
Optimal within 24h 22 19 19 19 22 22
Heuristic finished 27% (6/22) 32% (7/22) 41% (9/22) 27% (6/22) 32% (7/22) 32% (7/22)

med. max med. max med. max med. max med. max med. max
Running time (s) 9 1,454 9 >24h [39,62] >24h [27,28] >24h 9 1,488 9 1,208
Iteration count 2 802 2 1,150 [81,142] >2,500 [10,11] >2,500 2 718 2 893
Time/iteration (s) 4 5 4 5 1 5 3 8 4 5 4 4
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For harder instances, excluding the distance-based cuts has a big impact on run-

ning time. Once the heuristic finishes and returns an approximate tail-distance for

each hyperedge in the hypergraph, the distance-based cuts are updated, using these

approximate tail distances. This affects the ILP directly, since the distance-based cuts

are immediately added, but also indirectly, as the source- and sink-augmentation pro-

cedures at each iteration are now performed over the updated distance-based cuts. For

the hardest instances, the exclusion of the distance-based cuts results in at least a

5,800% increase in running time, showing the value of the distance-based cuts overall.

Excluding head-hitting constraints The head-hitting constraints affect both the

easiest and hardest instances, both in the number of cutting plane iterations, and

overall running time. The head-hitting constraints attempt to enforce utility of each

active hyperedge, by requiring that at least one of its head vertices is in the tail of

another active hyperedge. By removing these constraints, we saw that at each iteration

of the cutting plane algorithm returned solutions that tended to look like trees, with

hyperedges branching off a central chain. At each iteration, this chain would stay the

same, with the branches changing to satisfy the cuts that were added by the augmenting

procedures at the previous iteration. This resulted in a lower-bound that increased very

slowly, even for the easier instances, which is easily seen by the sharp increase in median

number of iterations.

Excluding tail-covering constraints The tail-covering constraints are critical for

hard instances and help decrease the overall running time and iteration count for most

instances. The tail-covering constraints aim to enforce the second condition in the defi-

nition of superpaths, namely that the tail of each hyperedge is covered by a prior hyper-

edge in the superpath (note that there is no concept of ordering for active hyperedges

in the cutting plane algorithm). Removing these constraints allows active hyperedges

close to the sink to be disconnected from the hyperedges close to the source. Connecting

these two sets of hyperedges requires many iterations of the cutting plane algorithm

for nearly all instances, and for the worst instances, causes a steep increase in overall
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running time.

Somewhat surprisingly, the head-hitting constraints seem to be more critical than

the tail-covering constraints. The tail-covering constraints tend to promote connection

between active hyperedges by the sink, in tandem with the target-production constraint.

A possible non-hyperpath solution given by the cutting plane algorithm without the

head-hitting constraints could be composed of a single hyperedge with the source in its

tail and a cycle of hyperedges near the sink, where the tail of each cycle hyperedge is

covered by other cycle hyperedges. Somewhat symmetrically, a possible non-hyperpath

solution given by the cutting plane algorithm excluding tail-covering constraints could

consist of a single hyperedge with the sink in its head along with a cycle of hyperedges

near the source, where the head of each cycle hyperedge hits the tail of another cycle

hyperedge. Since only the source-augmenting cut procedure is guaranteed to add a

constraint to the cutting plane algorithm (the sink-augmenting procedure is a heuristic

and may not add any constraint), this likely drives the solution toward optimality when

the tail-covering constraints are excluded.

Excluding the target-production constraint The target-production constraint

does not have much of an impact on overall running time. The same source-sink instance

sets both the maximum running time and the maximum number of iterations when no

constraint classes were removed, and the target-production constraint was excluded

from the cutting plane algorithm. Interestingly, the iteration count when you remove

the target-production constraint actually decreases, while the running time increases.

This is likely due to the heuristic finishing at an earlier iteration when the target-

production constraint was missing, allowing for better constraints to be added by the

cut augmentation procedures at each iteration.

Excluding augmentation procedures The cuts given by the source- and sink-

augmentation procedures also have very little impact on overall running time. In order
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to exclude the source- and sink-augmentation procedures and still add a cut constraint

at each iteration of the cutting plane algorithm, we replaced the source- and sink-

augmenting procedures with a procedure that finds all vertices reachable from the

source and adds that cut to the cutting plane algorithm. This cut is the exact cut

we get from running the source-augmenting procedure on a cut containing only the

source vertex, and is the simplest cut that is guaranteed to not be crossed by the active

hyperedges. While the exclusion of these augmenting procedures causes more iterations

of the cutting plane algorithm, the maximum running time actually decreases. This

may seem significant, but the average running time when excluding the augmentation

procedures actually increases, showing that there is basically no impact to including

the augmentation procedures.

9.3.2 Incrementally adding constraint classes

For one final experiment, we ranked the constraint classes by the effect on running time

of their exclusion: head-hitting constraints, tail-covering constraints, distance-based

constraints, target-production constraint, and augmenting cut procedures. Then for

each cyclic Reactome instance, we ran the cutting plane algorithm once without any of

the constraint classes, and then incrementally added them in this sorted order, running

the cutting plane algorithm after each constraint class addition. We set a time limit of

48 hours for any given run.

The cutting plane algorithm with no constraint classes did not finish within the

time limit for any of these instances. When no initial constraints are added to the ILP,

the cutting plane algorithm tends to enumerate as solutions each hyperedge with one

of the sources in its tail, then each pair of such hyperedges, continuing this trend until

it reaches the time limit.

Adding the head-hitting constraints allows us to find optimal shortest hyperpaths on

8 of the 22 instances within 48 hours. For these instances, the cutting plane algorithm
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required many iterations to return an optimal solution, with a median of 5,768 itera-

tions. These instances also require a lot of computation time, with a minimum running

time of 27 hours. So even though we can find optimal solutions for some instances,

more constraint classes are needed to make the cutting plane algorithm practical.

The performance of the cutting plane algorithm when adding in the tail-covering

constraints is similar to performance when only the distance-based cuts are excluded.

The number of instances where we found optimal shortest hyperpaths within 48 hours

rises to 19. The running time, number of iterations, and time per iteration were very

similar to the experiment where we excluded the distance-based cuts—described in

the previous section—with a median running time of 10 seconds, a median iteration

count of 2, and a median time per iteration of 4. This similarity is likely due to the

fact that excluding the target-producing constraints and the augmented cut generation

procedure does not have a major impact on performance (which are the two other

missing constraint classes), as shown by the constraint-class exclusion experiments from

the previous section.

The addition of the distance-based constraints allows us to find optimal solutions

on all 22 instances. The performance statistics are similar to the performance when

we excluded the augmented cut generation procedure, with a median running time of 9

seconds, a median iteration count of 2, and a median of 4 seconds per iteration. Here,

the maximum numbers also closely follow those in the experiment of excluding the

augmented cut generation procedure, with a maximum running time of 1,401 seconds,

a maximum iteration count of 888, and a maximum of 4 seconds per iteration.

The results for adding the final two constraint classes—the target-production con-

straints and the cut-augmentation procedure—are already shown in Table 9.2, under

the columns labelled “target-prod.” and “none”, respectively. Once again, we see

mixed results of adding in these two constraint classes, where the median, average, and

maximum running times do not show a clear consensus on whether their exclusion or
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inclusion has a meaningful effect on performance.

In conclusion, the results of this experiment demonstrate the importance of the

head-hitting, tail-covering, and distance-based inequalities, and show how their mutual

inclusion in the cutting-plane algorithm allows us to find optimal hyperpaths quickly.
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Chapter 10

Optimal factories with negative regulation by Odinn

While we have thus far focused on the hyperpath model for pathways, we will now

instead focus on the factory model. A factory (formally defined in Section 3.4) in a

metabolic network is a collection of reactions that produce a set of target substances

starting from a set of source substances, properly taking into account the stoichiometries

of intermediate metabolites in reactions. The reactions in the factory may form cycles,

and effectively can proceed simultaneously. This contrasts with hyperpaths, which have

a strict ordering of their hyperedges and do not take stoichiometry into account.

In addition to incorporating reaction stoichiometries, factories also allow us to incor-

porate negative regulation into pathway inference for the first time. This chapter focuses

on an optimization approach to solving both Minimum-Hyperedge Factory (Min-Edge

Factory for short) and Minimum-Source Factory (Min-Source Factory for short). (Re-

call that solutions to Min-Edge Factory and Min-Source Factory are called min-edge

factories and min-source factories, respectively). We show that all versions of Min-

Edge Factory and Min-Source Factory (with conservation or accumulation, and none,

first-, or second-order negative regulation) can be reduced to solving either a single

instance, or a series of instances, of a constrained linear optimization problem known

as a mixed-integer linear program (MILP). An MILP optimizes a linear function of a

collection of variables, some of which are real-valued and others integer-valued, subject

to constraints that are linear inequalities in the variables.

The material for this chapter comes from the following conference paper: Spencer Krieger and
John Kececioglu, “Computing optimal factories in metabolic networks with negative regulation,” ISMB
(2022) [57].
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10.1 Modeling minimum factories without negative regu-

lation

We model Minimum-Hyperedge Factory without negative regulation as an MILP as

follows. An instance of Min-Edge Factory consists of hypergraph G = (V,E), candidate

sources S ⊆ V , target t ∈ V −S, stoichiometry matrix M , and constant ϵ > 0. We next

describe the variables, constraints, and objective function of the corresponding MILP

for this instance.

The variables are in two groups. Flux vector f = (fe)e∈E consists of real-valued

variables fe, and active-edge vector x = (xe)e∈E consists of integer-valued variables xe.

The constraints are in three classes. The domain constraints are 0≤fe≤1 and

0≤xe≤1 for all hyperedges e ∈ E (which ensures xe ∈ {0, 1}). For the intermediate

metabolites I = V −
(
S ∪ {t}

)
, we have either the conservation constraints M

∣∣
I
·f = 0,

or the accumulation constraints M
∣∣
I
·f ≥ 0. For the target molecule t, the production

constraint
∑

e∈in(t) fe ≥ ϵ ensures the target is produced. For hyperedges e ∈ E, the

active edge constraints xe ≥ fe ensure xe = 1 for an active edge e with fe > 0. Lastly

for pairs of reverse hyperedges e and rev(e) that model a single reversible reaction, the

reversible-reaction constraints xe + xrev(e) ≤ 1 prevent trivial cycles that send flux

through both e and its reverse.

The objective function is to minimize
∑

e∈E xe. Notice that for this objective, an

optimal solution f∗, x∗ has x∗e = 1 iff f∗
e > 0, so this MILP captures the problem of

finding a factory that produces t with the minimum number of active edges.

We can model Minimum-Source Factory without negative regulation by a simi-

lar MILP. Instead of an active-edge vector x, we now have an active-source vector

y = (ys)s∈S with integer variables ys∈{0, 1}. We keep the production and the accumu-

lation or conservation constraints, but replace active-edge constraints with active-source

constraints; where for every candidate source s ∈ S and every hyperedge e ∈ out(s), we
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have the active-source constraints ys ≥ fe. The objective function is then to minimize

∑
s∈S ys, the number of active sources.

We can also combine these two MILPs for Min-Edge Factory and Min-Source Fac-

tory into a single MILP whose variables include both active-edge vector x and active-

source vector y, that contains the union of their constraints, and minimizes a linear

combination of their objective functions. This has the advantage of solving one op-

timization problem that, by adjusting the weighting constant in the objective on the

contribution of active edges versus active sources, yields a solution to the bi-criteria

problem of finding a min-edge factory that uses the fewest sources, or a min-source

factory that has the fewest edges, as discussed in Section 11.2.

Finally, we mention the value of minimum-flux constant ϵ>0, that ensures target t

is produced, is critical. Since for any flux vector f that satisfies conservation or accu-

mulation the scaled flux vector cf for positive constant c also satisfies these conditions,

we can always rescale solutions so that each fe ∈ [0, 1]. Nevertheless, determining a

priori a good lower bound on how small the nonzero flux on active edges can get in an

optimal solution after such rescaling is challenging, as discussed in Section 11.6.

10.2 Modeling first-order negative regulation

We can easily accommodate first-order negative regulation within the above MILP.

For every hyperedge e∈E that is negatively regulated by substance v∈V , and for all

hyperedges d∈ in(v) that produce v, we add negative-regulation constraints xe+xd ≤ 1.

Since hyperedges e and d now cannot both be active, this prevents as a solution any

factory that both uses a reaction e and directly negatively inhibits e.
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10.3 Handling second-order negative regulation

For Minimum-Hyperedge Factory under second-order negative regulation, we want to

find a min-edge factory whose active edges are not negatively regulated by any inhibitor

that can be produced from its active sources. This complex constraint cannot be readily

incorporated into the original MILP directly. Instead, we take an iterative approach

that essentially generates next-best factories until finding one that satisfies second-order

negative regulation.

Our algorithm first solves problem P1, the original MILP above for Minimum-

Hyperedge Factory under first-order negative regulation, to obtain initial solution f (1).

In general at iteration i, it checks whether the current solution f (i) satisfies second-order

negative regulation, as follows. It determines the active sources A ⊆ S of f (i), and then

for each active edge e of f (i) that has a negative regulator v, it checks whether v can be

produced from A by setting up a linear program (LP) with only flux variables whose

constraints include conservation or accumulation, that sets all fluxes to zero on out-

edges of non-active sources, and instead of the target constraint has the production

constraint
∑

e∈in(v) fe ≥ ϵ. If this LP is feasible, inhibitor v can be produced from the

active sources A, so f (i) is not second-order valid, and the process continues to the next

iteration i+1 below. Otherwise, if no inhibitor of an active edge can be produced from

the active sources, the algorithm halts, and outputs f (i) as an optimal factory.

At iteration i+1, the algorithm adds two new constraints to the current MILP,

which rule out the prior solution f (i), to obtain the next problem Pi+1. The first

constraint requires, for the active edges F ⊆ E of f (i), that
∑

e∈F xe ≤ |F |−1. This

constraint ensures that solving Pi+1 yields an optimal factory distinct from f (i), and

by extension all prior factories. The second constraint requires, for hyperedge e that

was negatively regulated by inhibitor v produced from the active sources A ⊆ S of f (i),

that xe +
∑

s∈A ys ≤ |A|. This constraint ensures that solving Pi+1 yields an optimal
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factory that does not both contain active edge e and use the same active sources A

(since if it does, hyperedge e will again be negatively regulated by v). The algorithm

then solves problem Pi+1 and repeats.

This solves a series of MILPs P1,P2, . . . until finding the optimal factory satisfying

second-order negative regulation. In practice, this algorithm is remarkably fast for the

majority of instances from standard reaction databases, as discussed in Section 11.4.
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Chapter 11

Experimental results for Odinn

In the previous chapter, we introduced our approach to Minimum-Hyperedge and

Minimum-Source Factory based on mixed-integer linear programming (MILP)—

implemented in a tool called Odinn. We now present results from computational ex-

periments on real biological datasets comparing the structure of solutions to these

problems—min-edge factories and min-source factories—and shortest acyclic hyper-

paths. We also study the effects of negative regulation on optimal factories, and evaluate

the speed of our optimization-based approach.

We will compare the structure of min-edge factories to shortest acyclic hyperpaths

and min-source factories, and then discuss sensitivity in the choice of the minimum flux

constant ϵ in the min-edge factory MILP.

11.1 Experimental setup

We begin by discussing our datasets and how we convert them into hypergraphs for

our experiments. We then give implementation details of our min-edge and min-source

MILPs.

11.1.1 Datasets

We evaluate our approach to min-edge factories on eight standard datasets. Seven of

these datasets are metabolic networks for different organisms taken from MetExplore

[19]: namely, B. Aphidicola, B. Cicadellinicola, C. Rudii, E. Coli, H. Sapiens, S. Cere-

visiae, and S. Muelleri. We identify these datasets by an abbreviation of the organism

name (first letter of genus, underscore, first three letters of species). These metabolic

The material for this chapter comes from the following conference paper: Spencer Krieger and
John Kececioglu, “Computing optimal factories in metabolic networks with negative regulation,” ISMB
(2022) [57].
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Figure 11.1: Min-edge factories under zeroth-order and first-order negative regulation to
the target “protectin conjugate in tissue regeneration 3” (PCTR3) from Reactome. The
solid black hyperedges appear in both the optimal min-edge factory without negative
regulation (zeroth-order) and the min-edge factory under first-order negative regula-
tion. Hyperedges in red with a longer dash are only in the zeroth-order factory, while
hyperedges in green with a shorter dash are only in the first-order factory. Some hyper-
edges from the sources have been replaced with ellipses to simplify the drawing. The
zeroth-order and first-order factories have 19 and 21 hyperedges, respectively. The sin-
gle hyperedge in longer red dash that is shown is internally negatively-regulated within
the zeroth-order factory, and its role is effectively replaced in the first-order factory
by the single hyperedge in shorter green dash that is shown. The min-edge factory
under second-order negative regulation again has 21 hyperedges, but also differs from
the first-order factory by a single hyperedge, due to external negative regulation.
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Table 11.1: Metabolic Network Dataset Summaries

Statistic C Rud S Mue B Aph B Cic S Cer H Sap E Col Reactome

Vertices 263 314 460 700 936 1,618 1,877 20,458
Hyperedges 229 273 447 755 1,250 2,132 2,999 11,802
Sources 40 45 45 58 128 171 65 8,296
Targets 44 48 51 67 142 344 73 5,066

median max median max median max median max median max median max median max median max
Tail size 2 4 2 4 2 6 2 6 1 2 1 2 2 7 2 26
Head size 2 5 2 5 2 6 2 6 1 3 1 3 2 95 1 28
In-degree 1 41 1 49 1 67 1 156 1 15 1 13 1 806 1 1,056
Out-degree 1 64 1 72 1 104 1 142 1 8 1 18 1 511 1 1,167

Table 11.2: Target Instance Feasibility

C Rud S Mue B Aph B Cic S Cer H Sap E Col Reactome

Target instances 44 48 51 67 227 344 73 5,066
Instances with factory under accumulation 12 23 34 39 169 320 58 3,955
Instances with factory under conservation 2 1 3 13 161 265 1 1,649
Instances with acyclic hyperpath 1 2 2 1 165 312 1 2,432
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datasets were downloaded as SBML files, and parsed into hypergraphs. We note that

these seven datasets do not contain any regulation information.

The eighth and largest dataset comes from Reactome [49], which contains curated

human signaling pathways. To build the Reactome dataset, we downloaded all Re-

actome pathways in BioPAX format [26] from Pathway Commons, concatenated them

together, and formed the hypergraph using a modified version of a parser from [32]. Re-

actome includes 6051 reactions and 483 reactions annotated with positive and negative

regulators, respectively.

For each dataset, we constructed a hypergraph by mapping each entity (protein,

protein complex, and so on) to a vertex in the hypergraph, accounting for different

compartmentalization and post-translational modification. (So the same protein in the

nucleus and cytoplasm, for example, is represented by two different vertices.) This was

apt, as many of the pathways specifically describe protein transport between cellular

compartments, or post-translational modifications. We mapped each reaction to a

unit-weight hyperedge, with reactants in the tail of the hyperedge, and products in

the head. Following the precedent from [88], positive regulators were added to the

tails of hyperedges they regulate. Negative regulators and stoichiometry ratios for each

hyperedge were stored separately, where unit stoichiometry ratios were used when they

were missing. Reversible reactions were modeled as two separate hyperedges with their

heads and tails reversed.

We consider any vertex with no in-edges a source, and any vertex with no out-edges

a target. A problem instance then involves finding a factory (or hyperpath) from all of

the sources to a given target. (When computing hyperpaths, we created a supersource,

and a zero-weight hyperedge with the supersource as its tail, and all source vertices in

its head; we also added to its head any vertices whose only in-edge is a self-loop, as

otherwise these self-loops are unreachable.)

Table 11.1 gives statistics on the hypergraphs constructed for each dataset, listed

in order of increasing size. Overall, the hypergraphs are very sparse, having fewer

hyperedges than vertices in half the datasets. While the hypergraphs do contain a few
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highly-connected vertices representing ubiquitous molecules, most vertices have very

low connectivity, in terms of the small median in- and out-degrees (as well as the small

median hyperedge tail and head sizes).

11.1.2 Implementation

Our new tool Odinn [63] implements both min-edge and min-source factories, compris-

ing around 300 lines of Python code. The parser to convert the BioPAX format into

hypergraphs is from [32], and was modified to include stoichiometry and negative regu-

lators. The shortest acyclic hyperpath MILP is from [88]. We used the python package

Halp (https://github.com/Murali-group/halp) for directed hypergraph representa-

tions. MILPs were solved using CPLEX 12.6, run on an M1 processor with 8 Gb of

memory.

11.2 Comparing min-edge factories to current models

We highlight the advantages of min-edge factories by comparing them to the current

alternate models of min-source factories [6] and shortest acyclic hyperpaths [90].

Shortest acyclic hyperpaths Hyperpaths have strict order requirements on their

hyperedges that factories do not, so instances with a factory may not have a hyperpath.

As Table 11.2 shows, there are generally more instances with factories than hyperpaths.

In the seven metabolic datasets, when hyperpaths exist they tend to be very short,

sometimes with only one hyperedge. In Reactome, the length of the shortest acyclic

hyperpath and min-edge factory differ on just 2% of the instances under accumulation,

and only 6% under conservation. The vast majority of Reactome instances likely contain

a shortest hyperpath that is also a min-edge factory under accumulation due to many

reactions having unit stoichiometry. An instance where the shortest acyclic hyperpath

is longer than the min-edge factory is discussed later in Section 11.5.
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Min-source factories Min-edge factories tend to also minimize their number of

sources. Table 11.4 shows the fraction of instances where the min-edge and min-source

factory have the same number of sources or hyperedges. The number of sources agrees

for both factories under conservation on almost all instances, possibly due to there be-

ing few feasible factories per instance. Even under accumulation, their median number

of sources is close. (The 0-entry for E col is from min-source factories that produce the

target via cycles that involve no sources.)

On the other hand, min-source factories tend to use much more than the minimum

number of reactions. Table 11.4 shows the number of hyperedges in the two types of

factories under accumulation differs significantly on nearly all instances. Min-source

factories can contain useless cycles that do not contribute to target production, as later

illustrated in Section 11.5.

The merits of min-edge factories are also shown when considering bicriteria opti-

mization (as mentioned earlier in Section 10). We computed the min-edge factory with

fewest sources, the min-source factory with fewest hyperedges, and compared them to

standard min-edge and min-source factories. On over 95% of Reactome instances, the

number of hyperedges differs between the standard min-source factory and its bicriteria

version having fewest hyperedges (with a median difference of 1 hyperedge, and a max-

imum difference of 37). In contrast, on less than 1% of Reactome instances, the number

of sources differs between the standard min-edge factory and its bicriteria version hav-

ing fewest sources (with a median difference of 3 sources, and a maximum difference

of 10). In brief, min-edge factories almost always minimize their number of sources as

well—while the opposite is not true for min-source factories.

11.3 Effects of negative regulation on optimal factories

For a given instance, the hyperedges in the optimal min-edge factory without nega-
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Table 11.3: Negative Regulation Feasibility and Structure

Reactome

accumulation conservation
0◦ factory instances (min-edge and min-source) 3,955 1,649
1◦ factory instances (min-edge and min-source) 3,933 1,640
2◦ factory instances (min-edge) 3,671 1,614
Instances where 1◦ worse than 0◦ (min-edge) 83 6
Instances where 1◦ worse than 0◦ (min-source) 14 0
Instances where 2◦ worse than 1◦ (min-edge) 11 4

med. max med. max
0◦ to 1◦ factory length change 1 4 2 3
0◦ to 1◦ factory source change 1 4 0 0
1◦ to 2◦ factory length change 3 6 3 4
Number of 2◦ iterations 1 554 1 285

tive regulation (zeroth-order factories) often differ from the hyperedges in the optimal

min-edge factory satisfying higher-order negative regulation (first- and second-order fac-

tories). In fact for many Reactome instances, all feasible factories violate higher-order

negative regulation. Table 11.3 gives the number of Reactome instances with a feasible

factory for each order of negative regulation, along with statistics on instances with

longer min-edge factories under negative regulation. (We note that Reactome is the

only dataset with negative regulation information.) Under accumulation, 22 instances

have no first-order factories, while for 83 instances all optimal zeroth-order factories

violate first-order negative regulation. This clearly demonstrates the importance of

directly considering negative regulation in pathway inference.

Even more instances have zeroth-order factories that violate second-order negative

regulation. Under accumulation, a further 262 instances have no second-order factories,

while for 11 instances all optimal first-order factories violate second-order negative

regulation. In addition for these 11 instances, the optimal second-order factory is often

much longer than the optimal first-order factory.

We now give two concrete biological examples that highlight the importance of

discrete negative regulation in pathway inference. The first example is for the in-
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Figure 11.2: Minimum-hyperedge factory and shortest acyclic hyperpath to the
atRA/RAR/RXR complex in Reactome, including positive but not negative regula-
tion. Hyperedges in solid black appear in both the minimum-hyperedge factory and
the shortest acyclic hyperpath. Hyperedges with a shorter green dash appear only in
the shortest acyclic hyperpath, while hyperedges with a longer red dash only appear in
the minimum-hyperedge factory. To simplify the drawing, two hyperedges creating the
RAR/RXR/SUMO-CRABP2/atRA complex have been omitted.

stance with the target “protectin conjugate in tissue regeneration 3” (PCTR3) from

Reactome. Figure 11.1 illustrates the optimal zeroth- and first-order min-edge facto-

ries for this instance, where only a portion of these factories is explicitly drawn due

to their complexity. The solid black hyperedges are common to both the zeroth- and

first-order factories. The hyperedges in red with a longer dash are unique to the zeroth-

order factory, while the hyperedges in green with a shorter dash are unique to the

first-order factory. Several hyperedges have been replaced with ellipses to simplify the

figure. Both factories contain hyperedges from the Reactome pathway “Biosynthesis

of DHA-derived sulfido conjugates,” representing reactions that create PCTR3, a sul-

fido conjugate. Docosahexaenoic acid (DHA)—which appears in both factories—is an

omega-3 fatty acid often found in fish. DHA is transformed through a cascade of re-

actions to a group of resolvins and protectins in response to inflammation [76]. The
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Figure 11.3: Minimum-hyperedge factory and minimum-source factory to the
atRA/RAR/RXR complex in Reactome, including positive but not negative regulation.
Hyperedges in solid black appear in both the minimum-hyperedge and minimum-source
factory. Hyperedges with a shorter green dash appear only in the minimum-source fac-
tory, while hyperedges with a longer red dash only appear in the minimum-hyperedge
factory. To simplify the drawing, two hyperedges creating the RAR/RXR/SUMO-
CRABP2/atRA complex have been omitted.

zeroth-order factory has 19 hyperedges, and contains the hyperedge drawn with a red

dash, which is a negative feedback loop where reduced glutathione (GSH) negatively

regulates the hyperedge that produces it. The optimal first-order factory cannot use

this hyperedge, and instead requires 21 hyperedges, which replace this hyperedge by a

series of reactions that culminate in the green hyperedge shown. The optimal second-

order factory also has 21 hyperedges, but now replaces an invalid upstream hyperedge

whose negative regulator is reachable from the sources.

Our second example highlights how much the reactions utilized for a given instance

can differ between the optimal zeroth- and first-order factories. For this example we

chose the instance from Reactome with Exoin E4 as a target, as it has the largest vari-

ation in number of hyperedges between the optimal zeroth- and first-order factories,
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with 21 and 25 hyperedges respectively. We first enumerated all optimal zeroth- and

first-order factories. We then compared the hyperedges in each zeroth-order factory

to each first-order factory, measuring their symmetric difference and percent overlap

(namely the size of their intersection divided by their average length). The minimum

symmetric difference was 10 (and must be at least 4 due to the length difference be-

tween factories), with a maximum of 26. The percent overlap between pairs ranged

from 43% to 78% (so at most 78% of the hyperedges in every optimal zeroth-order

factory appeared in any optimal first-order factory).

As this example demonstrates, optimal factories that ignore negative regulation

can differ markedly from optimal factories that take into account even just first-order

negative regulation.

11.4 Speed of computing optimal factories

Our MILP-based approach to min-edge factories with zeroth- and first-order negative

regulation runs in a matter of seconds, with a median running time over all instances

from all datasets of 3 seconds, and a maximum of 61 seconds. Finding min-source

factories with zeroth- and first-order negative regulation is also fast, with a maximum

running time of 10 seconds. Finding shortest acyclic hyperpaths is typically fast as well,

but can get expensive: on the larger E Col and Reactome datasets, its median running

time is 10 seconds, while the maximum time is 5,335 seconds, or nearly 15 hours.

Finding min-edge factories with second-order negative regulation is usually remark-

ably fast as well, with a median running time of 3.5 seconds, and only 17 instances

with a running time over an hour. On instances where no factory satisfies second-order

negative regulation, it can end up generating all first-order factories that produce the

target in order of increasing length, before finally failing; in this situation, the maximum

running time was nearly 70 hours.
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Table 11.4: Empirical Structure of Pathway Models

C Rud S Mue B Aph B Cic S Cer H Sap E Col Reactome

acc. cons. acc. cons. acc. cons. acc. cons. acc. cons. acc. cons. acc. cons. acc. cons.

Sources same number
(min-edge, min-source)

41% 100% 35% 100% 50% 100% 10% 100% 51% 51% 65% 64% 14% 100% 23% 99%

Hyperedges same number
(min-edge, min-source)

33% 100% 0% 0% 0% 33% 3% 0% 0% 50% 0% 59% 2% 0% 0% 96%

Hyperedges same number
(min-edge, hyperpath)

100% 0% 100% 0% 100% 100% 100% 100% 93% 66% 92% 88% 100% 100% 98% 94%

med. max. med. max. med. max. med. max. med. max. med. max. med. max. med. max.
Sources (min-edge, acc.) 2 6 3 7 3 6 3 7 1 7 1 4 4 7 2 43
Sources (min-source, acc.) 2 5 1 4 2 4 2 4 1 4 1 3 1 2 2 40

Sources (min-edge, cons.) 1 1 1 1 1 1 2 2 1 4 1 3 1 1 2 20
Sources (min-source, cons.) 1 1 1 1 1 1 2 2 1 4 1 2 1 1 2 20

Hyperedges (min-edge, acc.) 4 7 6 22 5 15 4 30 3 48 3 44 13 90 2 37
Hyperedges (min-source, acc.) 5 10 27 40 10 27 10 62 12 61 9 108 163 205 3 39

Hyperedges (min-edge, cons.) 4 5 3 3 3 7 7 14 3 48 3 44 1 1 1 24
Hyperedges (min-source, cons.) 4 5 6 6 8 8 10 34 5 54 3 99 100 100 1 25

Hyperedges (hyperpath) 1 1 1 1 1 2 2 2 3 48 3 44. 1 1 1 16
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11.5 Contrasting models on concrete biological examples

Figures 11.2 and 11.3 contrast the optimal min-edge factory for a given instance with

the shortest acyclic hyperpath (Figure 11.2) and the optimal min-source factory (Fig-

ure 11.3). Hyperedges common to all three pathway models are drawn in solid black,

while hyperedges unique to the min-edge factory are drawn in a longer red dash, and hy-

peredges unique to the shortest hyperpath or min-source factory are drawn in a shorter

green dash. (Some hyperedges common to both the factories and the hyperpath were

removed to simplify the drawings.)

These figures show the metabolism of vitamin A (retinol) in Reactome pathway

“Signaling by retinoic acid.” The pathway creates all-trans-retinal (atRAL) in the eye

before being oxidized by aldehyde dehydrogenase 1A1 tetramer (ALDH1A1), forming

all-trans-retinoic acid (atRA), which is free to bind with cellular retinoic acid-binding

protein 2 (SUMO-CRABP2). It then moves to the nucleoplasm, where it binds with

the retinoic acid receptor complex (RAR/RXR), and SUMO-CRABP2 disassociates,

creating the target atRA/RAR/RXR complex.

Figure 11.2 reveals how hyperpaths can have more restrictive constraints than fac-

tories. Notice that in the factory, vertex H+ in the red dashed hyperedge’s tail has

not been reached by prior hyperedges. The shortest acyclic hyperpath cannot use this

red hyperedge due to strict ordering requirements, and hence requires an additional

hyperedge in its pathway.

Figure 11.3 illustrates how min-source factories can contain useless cycles that do not

contribute to creating the target, such as the self-loop between the 6-member complex

and hyaluronic acid (HA). This extra cycle does not affect the active sources and so

was included, as the min-source criterion does not attempt to minimize the number of

hyperedges. The min-source factory also uses extra hyperedges (unrelated to the retinol

pathway) to create NAD+, in order to minimize the number of active sources.

11.6 Sensitivity to the minimum-flux constant

The value of minimum-flux constant ϵ in our min-edge factory MILP is crucial. If ϵ

is too large, factories that produce the target with nonzero flux smaller than ϵ are
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excluded as infeasible, even though they are valid solutions. If ϵ is too small, numerical

errors can occur internally within the MILP solver, leading to outputs that are not

actually valid factories.

We experimentally demonstrate the sensitivity to ϵ on a Reactome instance where

we ran the min-edge MILP with three different values of ϵ: specifically 10−2, 10−4,

and 10−6. Even though this smallest value for ϵ is larger than the smallest real-value

allowed by CPLEX (our MILP solver), the solution contained no active edges, and so was

clearly not a valid factory. Factories for the two larger ϵ-values differed in their number

of hyperedges, indicating the largest ϵ-value was too big and excluded valid factories.

(This shows the necessity of validating factories output by the MILP.) In general, an ϵ

of 10−4 did not return an invalid factory for any instance—though it is possible that a

smaller ϵ could result in a valid factory with fewer hyperedges (that was excluded by

this greater ϵ).
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Part II

Protein Secondary Structure

Prediction
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Chapter 12

Background on secondary structure prediction

Protein secondary structure prediction is fundamental in computational biology and

bioinformatics, and has many applications, such as enhancing the accuracy of protein

tertiary structure prediction [27], solvent accessibility prediction [3], and protein mul-

tiple sequence alignment [54], [72].

In general, the prediction task is: given the primary sequence P for a protein of

length n over the 20-symbol amino acid alphabet Σ, to predict the corresponding sec-

ondary structure sequence S of length n for the folded protein, which specifies the

discrete secondary structure state of the residue associated with the amino acid at each

position in P .

In the standard 8-state model (Kabsch and Sander [52]), secondary structure se-

quence S is over the alphabet Γ8 := {B, C, E, G, H, I, S, T}, where symbol B denotes iso-

lated β-bridge, E is extended β-strand; G is 310-helix, H is α-helix, I is π-helix; C is coil,

S is bend, and T is bonded turn.

More typically, in the reduced 3-state model, structure sequence S is over the al-

phabet Γ3 := {α, β, γ}, where usually α = {G, H, I} (class α-helix), β = {B, E} (class

β-strand), and γ = {C, S, T} (class coil, the “other” class that contains everything else).

Predicting from primary sequence P the correct secondary structure sequence S that

encodes the protein’s unknown folded structure under models Γ3 or Γ8 is challenging,

and has a long history of development of many computational approaches.

12.1 Related work

A plethora of tools are currently available for protein secondary structure prediction.

Well over 250 methods have been published since the 1970s (see [103]), and there are

many tools in widespread use today.

PSIPRED (Jones [48]) was among the first to leverage a PSI-BLAST [5] protein se-
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quence database homology search coupled with a neural network, while JPred (Drozdet-

skiy, Cole, Proctor, and Barton [28]) incorporates a HMMer [31] search as well. SSpro (Pol-

lastri, Przybylski, Rost, and Baldi [85]) searches a smaller template database to find

homologous proteins with known secondary structure, relying on a PSI-BLAST search

and neural network when template matches are not found. Porter (Mirabello and

Pollastri [74]), DeepCNF (Wang, Peng, Ma, and Xu [98]), and MUFOLD (Fang, Shang,

and Xu [29]) each use variations on deep neural networks, including convolutional neu-

ral networks, conditional neural fields, and inception-inside-inception networks, while

PSRSM (Ma, Liu, and Cheng [73]) uses a semi-random subspace variant of support vector

machines—all in conjunction with PSI-BLAST. Our prediction method, Nnessy (Krieger

and Kececioglu [56], [62]), is unique in that it forgoes a time-intensive PSI-BLAST search,

instead replacing it with metric-space nearest neighbor search over a template database

of short protein words, coupled with a fast dynamic programming algorithm for finding

an optimal physically-valid prediction of maximum likelihood.

Ensemble methods from machine learning (see [108]) are an established means of

harnessing such a collection of prediction tools. The main techniques for training an

ensemble of predictors from the same model class are boosting, which reweights train-

ing examples sequentially to form linked predictors; and bagging, which resamples the

training set in parallel to form independent predictors. Given an ensemble of predictors,

the main techniques for combining their predictions into one that is output are aver-

aging, often over real-valued output vectors; voting, including weights; and stacking,

which trains a higher-level predictor to map the many predictions in the ensemble to

one that is output.

While most of the commonly-used tools for protein secondary structure prediction

apply bagging internally to train a uniform collection of classifiers all coming from the

same model class, the thrust of our work here is how to best utilize a diverse collection

of external prediction tools coming from distinct or even arbitrary model classes that
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we cannot control or train ourselves. Accordingly, our emphasis is on how to optimally

combine the predictions from such tools into the most accurate one output.

To briefly survey the literature on ensemble secondary structure prediction, many

methods employ bagging to train a homogeneous collection of classifiers (typically either

neural networks or support vector machines) that they then combine by stacking a final

classifier of the same type [39], [42], [69], [70], [102], [104]. Only a few methods combine

a heterogeneous collection of secondary structure predictors [8], [13], [14], [36], [37], [93].

Guermeur, Geourjon, Gallinari, and Deléage [36] apply multivariate linear regression

to secondary structure class scores output by the predictors. Selbig, Mevissen, and

Lengauer [93] build decision trees to combine predictions. Ouali and King [83] use lin-

ear or quadratic discrimination (and neural networks) to combine classifiers. Guermeur,

Pollastri, Elisseeff, Zelus, Paugam-Moisy, and Baldi [37] train a multi-class support vec-

tor machine on predictor class score vectors, while Liu, Carbonell, Klein-Seetharaman,

and Gopalakrishnan [71] employ conditional random fields on such vectors. Bouziane,

Messabih, and Chouarfia [13], [14] combine class membership probability vectors by a

variety of arithmetic functions, while Aydin and Uzut [8] directly average them. No-

tably, all of these heterogeneous ensemble methods for secondary structure prediction

that perform the following comparisons achieve only a very minor improvement over

simple unweighted voting (an order of magnitude less than 1% increase in Q3 accuracy),

and a fairly modest improvement over the best single predictor (around a 1% increase

in Q3 accuracy).

12.2 Our contributions

In contrast to prior prediction tools, our method, Nnessy, is an algorithmic approach

for protein secondary structure prediction. At a high level, Nnessy is template-based,

and avoids sequence database homology searches to surpass the speed of state-of-the-art
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tools. Nnessy also outputs a physically-valid maximum-likelihood structure prediction,

instead of greedily choosing for each position of the input sequence the secondary struc-

ture state of highest probability.

We combine predictions from Nnessy with predictions from other tools—in a tool

called Ssylla [64]—by leveraging the recent technique of feature-based accuracy esti-

mation (DeBlasio and Kececioglu [21], [24], [53]), originally developed in the context

of parameter advising for protein multiple sequence alignment [22], [23]. This tech-

nique estimates the unknown true accuracy of a prediction using efficiently-computable

real-valued feature functions evaluated on the prediction, assuming features can be dis-

covered whose values tend to be correlated with true accuracy. The form of accuracy

estimation we develop here is somewhat different than [23], since good estimators on

secondary structures will need to be functions of auxiliary information internal to the

prediction method (whereas the original estimators in [23] were strictly functions of a

prediction). As a consequence, we now have to learn separate estimators specific to

each tool in our ensemble. We also construct estimators somewhat differently, as they

now require learning an intermediate transformation on feature values. Feature-based

accuracy estimation leads to a large boost in ensemble prediction accuracy, both over

the best single predictor and over simple voting.

More concretely, we make the following contributions.

• Nnessy replaces expensive protein sequence database homology search by nearest

neighbor search over a smaller template database of fixed-length words under

substitution distance, which is up to 6 times faster, and has a large potential for

further speedup.

• Nnessy also finds a globally-optimal maximum likelihood prediction for the sec-

ondary structure of the entire protein, taking into account class membership prob-

abilities at residues, structure transition probabilities between residues, and distri-

127



butions of run lengths for structure classes. This maximum likelihood prediction

is efficiently computed using dynamic programming.

• We learn a distance metric for nearest neighbor search through a new integer

programming formulation of metric learning that we tackle by iterated linear

programming relaxation, enabling us to handle large training sets in practice.

• Ssylla leverages feature-based accuracy estimation, which estimates the unknown

true accuracy of a secondary structure prediction using easily-computed features

of both the predicted structure and its associated prediction method. As part

of this work we provide, for the first time, concrete accuracy estimators for all

widely-used secondary structure prediction tools, for both Q3 and Q8 accuracy.

The average error of these estimators is currently around 5-7% for Q3 and around

6-11% for Q8 accuracy.

• Ssylla is significantly more accurate than any single prediction tool averaged over

standard CASP and PDB benchmarks, exceeding the state-of-the-art Q3 accuracy

for 3-state structure prediction by nearly 4%, and exceeding the state-of-the-art

Q8 accuracy for 8-state prediction by more than 8%.

In brief, our ensemble approach is the most accurate method currently available

for both 3- and 8-state prediction, on all standard benchmarks. The running time of

this ensemble approach is also similar to the best single tool, running only two tools in

parallel.

Lastly we emphasize that the general estimator-based approach to ensemble predic-

tion leveraged here has broad applicability, and applies to any ensemble prediction task

where accuracy estimators can be constructed.

Implementations of our standalone prediction tool Nnessy (short for “nearest-neighbor-

based prediction of protein secondary structure without searching for homology”), and

our best ensemble approach Ssylla (short for “protein secondary structure prediction
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by an ensemble leveraging accuracy estimation”), together with accuracy estimators

for the best widely-used prediction tools, are available free for non-commercial use at

http://nnessy.cs.arizona.edu and http://ssylla.cs.arizona.edu.

12.3 Overview of the chapters

In this part of the dissertation, we describe our work on protein secondary structure

prediction. Chapter 13 describes our algorithmic approach to prediction, implemented

in Nnessy, including how we calculate secondary structure state probabilities at each

residue of the input sequence and then use those in a maximum-likelihood approach

to find the physically-valid globally-optimal secondary structure using dynamic pro-

gramming. Then we present experimental setup and results, including the prediction

accuracy, running time, and a potential method to improve running time by sparsifying

Nnessy’s template database.

In Chapter 14, we present a new method to learn an amino acid word distance

function for Nnessy. This new approach to metric learning based on integer linear pro-

gramming is markedly different from previous approaches for automatic metric learning,

which traditionally solve difficult quadratic or semi-definite programs. After introducing

the approach, we show experimental results, including the boost in prediction accuracy

over a default distance function.

Chapter 15 details our adaptation of feature-based accuracy estimation to protein

secondary structure prediction. We first describe how to choose features, followed by

how to combine initial estimates into a final estimate. We then illustrate how to fit an

accuracy estimator with a concrete example and show estimator error for the accuracy

estimators we built for all widely-used prediction tools.

Lastly, we present several new approaches for ensemble prediction in Chapter 16,

including variants that combine predictions at the per-protein and per-residue level.
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We provide benchmark accuracies of each ensemble method and compare them to each

other and to state-of-the-art tools. Afterwards, we present several visualizations, to

give intuition for why these approaches work well in practice, and to show how many

of these ensemble variants do not degrade in accuracy as low-accuracy predictions are

added to the ensemble. Finally, we define an empirical limit on the accuracy of any

ensemble method and show how improvements to accuracy estimators would improve

ensemble accuracy.
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Chapter 13

Algorithmic secondary structure prediction by Nnessy

Our approach to protein secondary structure prediction, implemented in a tool called

Nnessy (short for “nearest-neighbor-based prediction of protein secondary structure

without searching for homology”), contrasts other state-of-the-art methods in many

ways. We replace an unstructured PSI-BLAST search over a huge sequence database

of proteins without solved structure, with a metric-space nearest-neighbor search over

a smaller template database of proteins with known structures. We determine sec-

ondary structure state probabilities for each amino acid in the input sequence using

an algorithmic approach, which contrasts machine learning methods used by all other

state-of-the-art tools. Lastly, we output a physically-valid maximum-likelihood struc-

ture prediction, instead of greedily choosing for each position of the input sequence the

secondary structure state of highest probability.

These improvements result in a prediction method that is at least twice as fast as any

state-of-the-art method that uses PSI-BLAST (all widely-used tools) and up to 6 times

as fast as PSIPRED (one of the most widely-used tools). This speedup also has room for

improvement, including bulk nearest-neighbor search, optimizing our nearest neighbor

search data structure, and sparsifying our template database. Nnessy also exceeds the

accuracy of all other tools for 8-state prediction by around 1% on benchmark CASP and

PDB datasets.

This chapter describes the prediction procedure of Nnessy, which proceeds in two

phases. The first phase estimates for each residue in the protein its class membership

probability for secondary structure classes. The second phase takes these probability

estimates, together with empirical transition rates between secondary structure runs

from different classes and empirical distributions of run lengths, and computes a sec-

The material for this chapter comes from the following conference paper: (Spencer Krieger and
John Kececioglu, “Boosting the accuracy of protein secondary structure prediction through nearest
neighbor search and method hybridization,” ISMB 2020) [56].
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ondary structure prediction for the entire protein that is globally optimal with respect

to a maximum likelihood objective. The residue class membership probabilities for the

first phase are estimated by a variant of nearest neighbor classification, using nearest

neighbor search over fixed-length amino-acid words. The optimal maximum likelihood

prediction for the second phase is computed by dynamic programming.

After presenting Nnessy’s prediction procedure, we detail experimental setup and

results, including a summary of prediction accuracy (full prediction accuracies are given

in Chapter 17), running time, and the potential to improve running time by sparsifying

our template database.

13.1 Estimating structure probabilities at residues

Key to our approach is estimating class membership probabilities for the residues of the

protein: at each position i in the protein, for each structure class c, the probability that

class c is the true secondary structure state of the residue at position i. We estimate

these probabilities by a form of nearest neighbor classification, using words of a fixed

length ℓ extracted from the amino acid sequence P of the protein.

Given a collection of proteins with known tertiary structure, and hence whose correct

secondary structure is known, we form a template database D by extracting all words

of length ℓ from their amino acid sequences, together with their associated secondary

structure word of the same length. (If the same amino acid word w occurs more

than once in the protein collection with different associated secondary structure words,

we collapse the differences into a single secondary structure word over an extended

secondary structure alphabet that contains ambiguity codes for non-empty subsets of

the structure classes. For each amino acid word in database D, we also keep a count of

its number of occurrences in the protein collection. If the amino acid sequence for the

protein has positions with ambiguous amino acids, we retain these ambiguities in the
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amino acid word put into D.)

To predict the secondary structure of a new protein, we extract words of this length ℓ

from its amino acid sequence P , and for each such query word w from P , we find its

so-called k-nearest neighbors in template database D: the k amino acid words v in D

that have smallest distance d(v, w) to query word w, under a word distance function d.

The associated secondary structure words inD for these k-nearest neighbors of w are

then used to estimate class membership probabilities. For a given residue at position i

in P , there are, in general, ℓ words of length ℓ that overlap position i. For each of these ℓ

query words w overlapping i, we find their k-nearest neighbors v in D, and combine

together the associated secondary structure words for all of these kℓ overlapping words v

to estimate the class membership probabilities for residue i.

We next describe how we measure word distances, search for nearest neighbors, and

combine overlapping words into a probability estimate.

13.1.1 Measuring distances between words

To measure the distance d between two amino acid words v and w, both of length ℓ,

we use a form of substitution distance, d(v, w) =
∑

1≤i≤ℓ δ
(
v[i], w[i]

)
, where δ(a, b) is

the substitution dissimilarity score for amino acid pair a, b. For substitution scores δ,

we take the standard VTML200 amino acid similarity matrix [80] and transform it into

dissimilarity scores by negating its values, shifting them to positive scores by adding

in the most negative value, and rescaling them into the range [0, 1]. Note, that in

Chapter 14, we describe an approach to learn an optimal distance function for amino

acid words.

13.1.2 Finding nearest neighbors

When the substitution scores δ in word distance function d satisfy the so-called triangle

inequality, namely δ(a, c) ≤ δ(a, b) + δ(b, c) for all amino acids a, b, c, word distance d
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will also satisfy the triangle inequality d(u,w) ≤ d(u, v) + d(v, w) for all words u, v, w.

The transformed VTML dissimilarity scores δ mentioned above do satisfy the triangle

inequality, hence word distance function d does as well.

In general, a distance function d that satisfies the triangle inequality, non-negativity

(d(v, w) ≥ 0 for all v, w), symmetry (d(v, w) = d(w, v) for all v, w), and identity (d(v, w) = 0

iff v = w), is called a metric. When word distance function d is a metric, template

database D under distance d is known as a metric space.

One of the best data structures for nearest neighbor search in a metric space is the

cover tree of Beygelzimer, Kakade and Langford [12]. Theoretically, cover trees permit

nearest neighbor searches over a set of n objects in O(log n) time, after constructing a

cover tree in O(n log n) time, assuming the intrinsic dimension of the metric space has a

so-called bounded expansion constant [12]. (For actual data, the expansion constant can

be exponential in the intrinsic dimension.) In our implementation, for nearest neighbor

search we use the recently-developed dispersion tree data structure of Woerner and

Kececioglu [101], which in extensive testing on scientific data is significantly faster in

practice than cover trees [100]. Dispersion trees, which are hierarchies of bounding

balls, are unique in that they are the first to use a provably optimal algorithm for tree

searching: over all possible ways of searching the tree, they use the minimum number

of distance function evaluations to find the k-nearest neighbors for any query.

13.1.3 Combining overlapping words

We first describe how to estimate class membership probabilities at a residue using

k-nearest neighbor searches in our template database when k=1, and then generalize

to k>1.

For position i in a protein with amino acid sequence P , and an odd word length 2ℓ+1,

let w(i) be the word of this length extracted from P that is centered at position i, v(i) be

the 1-nearest neighbor word to w(i) in template database D under word distance d,
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and s(i) be the known secondary structure word associated with amino acid word v(i)

in database D. We weight position j in a word of length 2ℓ + 1, where 0 ≤ j ≤ 2ℓ,

by ω(j), where these weights form a discrete distribution: ω(j)≥ 0 and
∑

j ω(j) = 1.

In our implementation, weight ω peaks at the central position of a word.

In the following, we use the notation ⟨a = b⟩, which evaluates to 1 when a = b, and

0 otherwise. Also, we denote the symbol at position j in a word s by s[j], where word

positions are indexed starting from 0.

We estimate the class membership probability of residue i being in structure class c

as follows:

Pr
(
c occurs at i

)
:=

∑

−ℓ≤∆≤+ℓ

ω(ℓ−∆)
〈
s(i+∆)[ℓ−∆] = c

〉
.

In the above summation, for each nearest neighbor structure word s(j) from an adjacent

location j = i+∆ that has structure class c at position ℓ−∆ (which is the position

in s(j) that overlaps with location i in the protein), weight ω(ℓ−∆) is added into the

class membership probability for c at position i. For the above definition, the relation

∑
c Pr(c occurs at i) = 1 holds, as a consequence of

∑
j ω(j) = 1.

This way of estimating class membership probabilities is illustrated in Figure 13.1,

for k=1. To generalize to k> 1, for a query word w(i) we find its k nearest neighbor

words v(i), and retrieve their k associated structure words s(i). The above summation

for class membership probabilities now also sums over these k structure words at loca-

tion i+∆, and each of these k structure words s(i+∆) now contributes a weight that

is 1/k times the original weight ω(ℓ−∆) given above for k=1.

To handle the degenerate case of a boundary position i near the start or end of a

protein without an amino acid word of length ℓ centered at i, we create a full border

word padded out to length ℓ by putting dummy amino acid Z at the missing positions.

We create border words at boundary positions when inserting template words into our
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 INVGGKVYKIKGRADAIIRNDNG
 NVGGKVYKIKGRADAIIRNDNGK
 VGGKVYKIKGRADAIIRNDNGKS
 GGKVYKIKGRADAIIRNDNGKSI
 GKVYKIKGRADAIIRNDNGKSIV
 KVYKIKGRADAIIRNDNGKSIVI
 VYAVTGRGDSPASSKPISINYRT
 YKIKGRADAIIRNDNGKSIVIEI
 KIKGRADAIIRNDNGKSIVIEIK
 DEGQLNQILAHRNIVTQVRFSKE
 AGVPDAILKPEQVLISVFVPRSS
 DAIIRNDNGKSIVIEIKTSRSDK
 AIIRNDNGKSIVIEIKTSRSDKG
 IIRNDNGKSIVIEIKTSRSDKGL
 IRNDNGKSIVIEIKTSRSDKGLP
 RNDNGKSIVIEIKTSRSDKGLPL
 NDNGKSIVIEIKTSRSDKGLPLI
 DNGKSIVIEIKTSRSDKGLPLIH
 NGKSIVIEIKTSRSDKGLPLIHH
 GKSIVIEIKTSRSDKGLPLIHHK
 KSIVIEIKTSRSDKGLPLIHHKM
 SIVIEIKTSRSDKGLPLIHHKMQ
 IVIEIKTSRSDKGLPLIHHKMQL

 EVETLREINVGGKVYKIKGRADAIIRXKSIVIEIKTSRSDKGLPLIHHKMQLQIYLW
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Figure 13.1: Template database words overlapping a given query residue con-
tribute to its class membership probability. Across the bottom is a portion of
the amino acid sequence of an actual query protein. Stacked above the residue high-
lighted by the arrows in the query sequence are the 1-nearest-neighbor words from our
template database found for the query words containing the highlighted residue. The
known secondary structure class of each amino acid is indicated by its color: blue for
α, green for β, and black for γ. The example is for word length 23, and positional
weights ω from our implementation (namely, uniform across a word, except the cen-
tral weight is doubled). For this word length and positional weights, the α-, β- and
γ-class membership probabilities for the highlighted residue are respectively 0.00, 0.62
and 0.38.

database and extracting query words during prediction. We ensure query words have

as nearest neighbors only template words with the same or fewer dummy symbols by

making δ(a, b) ≪ δ(Z, Z) < δ(a, Z) for a, b ̸= Z. Estimating structure probabilites at

boundary positions then proceeds as described earlier.

13.2 Computing maximum likelihood structures

Given the residue class-membership probabilities for the protein, a straightforward

greedy algorithm for prediction would simply output the highest-probability structure-
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class, independently at each residue. A failing of this natural greedy approach is that

it does not necessarily output a physically valid secondary-structure prediction: runs of

consecutive residues that share the same structure class are known to physically have

minimum lengths, and a greedy prediction may violate these minimum run lengths. In

contrast, we develop an efficient dynamic programming algorithm that is guaranteed

to output a physically valid prediction that satisfies minimum run length constraints,

while optimizing the structure class probabilities at residues, as well as other features

of the prediction such as the rates of transitions between runs and the lengths of runs.

13.2.1 Maximum likelihood objective

Given a protein whose secondary structure we want to predict, that has amino acid

sequence P of length n, we view a secondary structure prediction for the protein as a

string S of length n over the secondary structure alphabet Σ. We index the positions

of structure prediction S starting from 1.

Let S be the set of all valid secondary structure predictions for P : namely, the set

of all strings of length n over alphabet Σ whose runs of a given structure class satisfy

the minimum run-length requirements for physically-valid secondary structures.

Our likelihood function on a prediction S ∈ S is a product of the probabilities that

a secondary structure for P has the observed: (1) states of structure classes at the

positions in S, (2) transitions between classes at adjacent positions in S, and (3) runs

of the given lengths in S.

The contribution of the structure states in S to the likelihood is the product over

positions i for 1≤ i≤n of the class membership probability Pr
(
S[i] occurs at i

)
.

The contribution of transitions in S to the overall likelihood is the product over

positions i < n of the probability Pr
(
S[i] followed by S[i+1]

)
.

For the contribution of runs in S to the likelihood, for a position i let ρ(i) be the

length of the run of class S[i] that extends to the left from position i. We assume that
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prediction S is terminated with a dummy symbol at S[n+1] that is not in alphabet Σ

(to capture the last run in S in the following product). The contribution of runs to the

likelihood is then the product, over positions 1≤ i≤n for which S[i] ̸= S[i+1], of the

run-length probability Pr
(
run of S[i] of length ρ(i)

)
.

We denote the minimum run length for runs of structure class c by λc. In practice,

when empirically measuring the probability of a run of length ℓ, we explicitly record

this empirical probability for runs of length ℓ < h, for a fixed length upper bound h.

(We ensure this length upper bound satisfies h ≥ maxc λc.) The empirical probability

that we then store for length h is really a lumped sum over all runs of length ℓ ≥ h.

We express our optimization problem as finding a prediction that minimizes the neg-

ative logarithm of the likehood function. For residue position i, structure classes a, b, c,

and run length ℓ < h, define

p(i, c) := − log Pr
(
c occurs at i

)
,

q(a, b) := − log Pr
(
a followed by b

)
,

r(ℓ, c) := − log Pr
(
run of c of length ℓ

)
,

r(h, c) := − log Pr
(
run of c of length at least h

)
.

We weight the relative contribution to the log-likelihood of terms due to probabilities for

class membership p(i, c), transitions q(a, b), and lengths of runs r(ℓ, c), by the respective

coefficients astate, atrans, and arun.

The negative log-likelihood function that we optimize over structure predictions S
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is then

L(S) := astate
∑

1≤i≤n

p
(
i, S[i]

)
+

atrans
∑

1≤i<n

q
(
S[i], S[i+1]

)
+

arun
∑

1≤i≤n
S[i] ̸=S[i+1]

r
(
ρ(i), S[i]

)
.

Next we explain how to efficiently find a prediction S ∈ S that minimizes L(S), or

equivalently, has maximum likelihood.

13.2.2 Dynamic programming algorithm

We find an optimal physically-valid prediction of maximum likelihood using dynamic

programming, as follows.

Let L(i, ℓ, c), for ℓ < h, be the negative log-likelihood of an optimal prediction

ending at position i, where position i is predicted to have structure class c and the run

of class c ending at position i has length ℓ. For ℓ = h, quantity L(i, h, c) is defined to be

the negative log-likelihood of an optimal prediction ending in a run of length at least h.

The negative log-likelihood of an optimal prediction S ∈ S for a protein of length n

is then minc∈Σ minλc≤ℓ≤h L(n, ℓ, c).

We now give recurrences for L(i, ℓ, c) in general.

For structure class c and lengths ℓ in the range λc < ℓ < h,

L(i, ℓ, c) = astate p(c, i) + atrans q(c, c) +

arun

(
r(ℓ, c) − r(ℓ−1, c)

)
+ L(i−1, ℓ−1, c) .
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For structure class c and length ℓ = λc,

L(i, λc, c) = astate
∑

i−λc <j≤ i

p(j, c) + atrans (λc−1) q(c, c) +

min
b ̸= c

{
min

λb ≤ k≤h

{
L(i−λc, k, b)

}
+ atrans q(b, c)

}
+

arun r(λc, c) .

For structure class c and length ℓ = h,

L(i, h, c) = astate
∑

i−h+λc <j≤ i

p(j, c) +

atrans (h−λc) q(c, c) +

min
λc ≤ k≤h





L(i−h+λc, k, c) +

arun

(
r(h, c) − r(k, c)

)





.

Together the above recurrences specify how to compute L(i, ℓ, c) for all λc ≤ ℓ≤ h

and λc≤ i≤n. For the boundary values where 1≤ i<λc, we set L(i, ℓ, c) := ∞.

The dynamic programming algorithm uses the above recurrences to first fill in a

three-dimensional table for L(i, ℓ, c), in order of increasing i and ℓ. It then finds the

optimal entry, argminℓ,c L(n, ℓ, c), that corresponds to a complete prediction of mini-

mum negative log-likelihood, and recovers an optimal prediction by tracing backward

from this final entry. Since the length parameter ℓ satisfies λc≤ ℓ≤h for constants λc

and h, there are O(1) values for ℓ; there are also O(1) values for c. So the table has

Θ(n) entries, and filling in an entry by the recurrences takes O(1) time. Thus filling

the entire table takes Θ(n) total time, which is also the time to recover the optimal

prediction.

In short, the dynamic programming algorithm finds a physically-valid secondary
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structure prediction of maximum likelihood in Θ(n) time.

13.3 Performance of Nnessy

We ran extensive experiments on Nnessy to compare its accuracy to state-of-the-art

tools and our ensemble methods (described in Chapter 16), and also to identify potential

opportunities for further improvements in running time. We describe the datasets used

in our experiments along with prediction accuracies for all state-of-the-art tools and

ensemble variants later in Chapter 17. Here, we provide the setup details to prepare

Nnessy for these experiments including implementation and parameter tuning, and

give a brief summary of Nnessy’s prediction accuracy. After, we discuss Nnessy’s

running time and parallizability, and show it maintains prediction accuracy, even when

its template database is sparsified, allowing for further improvements in running time.

13.3.1 Implementation and parameter tuning

We implemented Nnessy in C/C++ and Python and used cross-validation to tune

the following parameters: word length (ℓ), the number of neighbors found in nearest

neighbor searches (k), positional weights for secondary structure words (ω), and weights

on the terms in the maximum likelihood objective function.

Word length for the template database was chosen to be ℓ = 23, which maximizes

the number of words in the template database. We found a strong correlation between

larger template databases and higher-accuracy predictions. Word lengths in the range

[13,33] were tested and accuracies differed by about 1%. The template database for the

PDB2019 dataset (the largest template database) contains 24,312,377 length-23 words.

In the overlapping secondary structure words method discussed in Section 13.1, k is

the number of neighbors returned from the template database for a given query word.

We tuned the value of k to yield the highest accuracy on our testing set, and chose
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k = 3.

Positional weights ω for a secondary structure word used in the overlapping words

procedure are uniform, except at the central position, where the weight is doubled.

In the negative log-likelihood objective function used in the dynamic programming

algorithm, the coefficients put lower weight on transition rate (0.1) and run-length (0.1)

terms, while coefficients for the other terms are 1. Run lengths were found over the

template database, and the objective function weights were chosen using grid search

over possible values.

Source code for Nnessy along with its accuracy estimator (described later in Chap-

ter 15) is available at http://nnessy.cs.arizona.edu.

13.3.2 Summary of prediction accuracy

We give a brief summary of the prediction accuracy for Nnessy compared to state-of-

the-art tools and our ensemble methods over standard benchmark datasets. The full

results are later in Chapter 17.

Nnessy outperforms all other prediction methods for 8-state prediction on all bench-

mark datasets by around 1%. As discussed in the next section, this improvement in

accuracy is coupled with a marked improvement in running time. State-of-the-art tools

tend to be more accurate for 3-state prediction, so Nnessy is the most-accurate tool for

only one of the eight benchmark datasets.

When Nnessy is combined with another tool in a hybrid ensemble (see Chapter 16),

it outperforms all other prediction tools by nearly 4% for 3-state prediction and by

at least 8% for 8-state prediction. Even with this huge boost in prediction accuracy,

the Nnessy hybrid maintains its speedup over all other tools through a clever use of

parallelization and accuracy estimation (see Chapter 15).
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Figure 13.2: Speedup when parallelizing Nnessy and PSI-BLAST. The horizontal axis
shows the number of cores used. The vertical axis gives speedup: the time it takes to
process a protein using n cores, divided by the time it takes to process the protein using
1 core, averaged over the holdout proteins. The speedup achieved by parallelization
of Nnessy and PSI-BLAST is compared to optimal speedup. The dotted line shows
optimal speedup (where speedup equals the number of cores), assuming no overhead
for parallelization. PSI-BLAST was run using the Uniref90 database. Nnessy was
timed for the entire prediction procedure. The closer the curve is to optimal speedup,
the better the parallelization.

13.3.3 Running time

Nnessy circumvents a traditional homology search, offering a speedup over a PSI-BLAST

search of large protein sequence databases. To compare the running time of PSI-BLAST

and Nnessy in an possible user scenario (predicting the secondary structure of a sin-

gle 200-length protein sequence), we ran the following experiment. We measured the
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processing time (using four cores of a Xeon Broadwell E5-2695 Dual 14-core, 2.3 GHz

processor with 24 GB of memory) for each protein in the CASP datasets, divided that

processing time by the protein’s length, and then averaged this quantity over all pro-

teins, giving us average per-residue time. We then multiplied this per-residue time by

200 to get a meaningful running time. In this scenario, Nnessy takes 1.4 seconds per

residue, or 5 minutes to process a 200-length protein on average. PSI-BLAST over the

smallest protein sequence database used by state-of-the-art tools (Uniref50, used by

SSpro), takes 2.7 seconds per residue, or 9 minutes to process a 200-length protein

on average. PSI-BLAST over a typical large sequence database (Uniref90, used by

PSIPRED), takes 9.6 seconds per residue, or 32 minutes for a 200-length protein. Our

current implementation is nearly twice as fast as the fastest PSI-BLAST search used by

state-of-the-art tools, and over six times faster than PSIPRED.

Nnessy is also highly parallelizable, and achieves better speedup than PSI-BLAST.

Recall that Nnessy runs in two phases: first, class-membership probabilities are cal-

culated for each residue of the query protein based on nearest neighbor search. Sec-

ond, dynamic programming takes these probabilities and outputs the final prediction.

Nnessy’s running time is dominated by the first phase, which can be trivially parallelized

by splitting the query words into separate groups and finding nearest neighbors for the

words in each group in parallel. Figure 13.2 shows the speedup of Nnessy compared to

PSI-BLAST. As the number of cores increases, Nnessy (shown by red squares) is much

closer to the optimal speedup (shown by the dotted line) than PSI-BLAST (shown by

green diamonds). This shows that Nnessy is more parallelizable than any method that

uses a PSI-BLAST sequence homology search (currently all state-of-the-art methods).

13.3.4 Tradeoffs in accuracy and template database size

Sparsifying Nnessy’s template database sacrifices a small amount of accuracy, while

further improving running time. The running time of Nnessy is proportional to the
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Figure 13.3: Average accuracy on PDB2019, using a fraction of the full template
database. The horizontal axis is the percentage of the full template database used,
for a random subset of the database. The vertical axis is the accuracy on PDB2019.
The solid curves in the plot give the Q3 and Q8 accuracy of Nnessy. Dashed lines
represent the accuracy of other methods on PDB2019; their intersection point with a
curve gives the fractional size of the template database at which Nnessy meets their
accuracy. Only tools whose accuracies intersect each curve are shown. By reducing its
template database size, Nnessy can be further sped up, and still exceed the accuracy
of state-of-the-art tools on such datasets.

size of its template database in its current implementation. We measured the trade-

off between template database size and accuracy by randomly sub-sampling Nnessy’s

template database and then predicting secondary structure for all proteins in PDB2019

using these smaller template databases. Figure 13.3 shows the tradeoff of Q3 or Q8

accuracy and template database size. The horizontal axis gives the fraction of the

template database used by Nnessy and the vertical axis gives the average Q3 or Q8
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accuracy over the PDB2019 proteins. The top red curve gives Nnessy’s Q3 accuracy

using each fractional template database, while the bottom blue curve shows the same

for 8-state prediction. Somewhat unexpectedly, Nnessy’s accuracy remains stable until

more than 50% of the words are removed from the template database. This might

be due to redundancy among overlapping words, where removing random words from

long runs of nearest neighbors with near-identical secondary structure has little effect

on overall accuracy. If this is the case, it is possible that a more careful sub-sampling

(where we remove words systematically instead of randomly) could achieve even bet-

ter results. Figure 13.3 also shows the accuracy achieved by state-of-the-art methods

whose Q3 or Q8 accuracies intersect the respective curve. Nnessy could use a template

database of 30% size and still match the accuracy of the next-best method on PDB2019,

while running about three times faster than our current implementation.
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Chapter 14

Learning a distance function for structure template

search

As presented in Chapter 13, Nnessy uses an amino acid word distance function in its

nearest-neighbor-based approach for estimating structure probabilities with the goal of

finding associated secondary structure words from the template database that are sim-

ilar to the unknown secondary structure of the query protein. Nnessy uses a standard

distance function, the VTML200 amino acid similarity matrix [80], however, VTML200 was

not designed for measuring amino acid word distance as a proxy for secondary struc-

ture distance. Ideally, Nnessy’s distance function over amino acid words would result

in minimum classification error, which is exactly the objective of our metric learning

approach we discuss in this chapter.

We first present our new approach to learning such a distance function based on

integer linear programming that we tackle in practice by solving a series of linear pro-

gramming relaxations. Afterward, we briefly discuss the accuracy boost of the learned

distance function over the default distance function.

14.1 Metric learning by integer linear programming

We present a new approach to automatically learning a distance metric for a form of

nearest neighbor classification. Our approach reduces the problem of finding a distance

metric to solving a mixed-integer linear program. While we present this in the context

of learning a distance function on words for secondary structure prediction, our under-

lying approach actually applies to a very general setting of metric learning for nearest

neighbor classification, and has several advantages over current techniques from ma-

chine learning. Our new integer programming formulation is unique in that its objective

directly minimizes classification error, and it can be tackled in practice through a relax-
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ation to linear programming. In contrast, current metric learning techniques optimize

an indirect proxy for classification error, and require solving more computationally chal-

lenging quadratic programming or semidefinite programming problems [10], [67], [95].

Since we ultimately solve linear programming relaxations, we can also handle much

larger training sets than would be feasible with current state-of-the-art semidefinite-

programming-based approaches.

We state our formulation in terms of so-called targets and impostors (which parallels

the terminology of Weinberger and Saul [99]). For word w in our training set, we identify

a target t for w from the words in our training template database D, where t ̸= w is the

word that we want our learned distance function d to make close to w (and ideally, the

nearest neighbor of w under d). For w, we also identify a collection of impostors s from

the words in D, where each impostor s for w is a critical word that we want to ensure

our learned d will make farther from w (so ideally, if all impostors s are farther from w

then the target t, or another equivalently good word, will be left as the nearest neighbor

of w under d). Essentially, the target t for w is the word from template database D

whose associated secondary structure word has the smallest Hamming distance to the

true secondary structure word for w (so t is the best template match for the structure

of w). On the other hand, the impostors s for w are those amino acid words from D

that are similar to w but whose associated secondary structure words are far from the

true secondary structure word for w. To ensure that the correct template t is closest

to w under d, it is critical that these impostors s are farther from w than t, which the

integer program below tries to ensure.

To control the size of the integer program (and its subsequent linear programming

relaxation that we solve), we must limit the number of training words w in the integer

program. Since we cannot accommodate all words w from our training data, we form

the integer program over a carefully chosen subset of n training words, which we call

the training sample S. Section 14.3 of this chapter gives details on how in practice we
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choose the training sample, and identify targets and impostors for the training sample.

The distance function that we learn by solving the following integer program satisfies

the following properties of a metric: triangle inequality, non-negativity, and symmetry.

It does not necessarily satisfy identity: d(v, w) = 0 iff v = w is not guaranteed to hold.

(This last property of identity is not actually needed for nearest neighbor search, and

for our classification problem having δi(a, a) > 0 can be advantageous.) On the other

hand, the learned distance function does satisfy the following useful property that we

call distinctness: d(w,w) < d(v, w) for all v ̸= w.

For every dissimilarity score δi(a, b) at each position i in the word distance func-

tion d, we have a corresponding real variable σi,a,b. These variables have trivial con-

straints σi,a,b ≥ 0 and σi,a,b = σi,b,a, which ensure non-negativity d(v, w) ≥ 0 and

symmetry d(v, w) = d(w, v). The values of these variables σi,a,b specify the learned

distance function d.

For the integer program to correctly minimize classification error, it will be impor-

tant that the learned distance function has a bounded range. For each position i, the

integer program has a real variable λi, with the following constraints for all amino acid

pairs a, b: σi,a,b ≤ λi, and
∑

i λi ≤ 1. These inequalities ensure that d(v, w) ≤ 1 for all

words v, w.

To ensure distance d satisfies the triangle inequality, at every position i and for all

triples of amino acids a, b, c, we have a constraint σi,a,c ≤ σi,a,b + σi,b,c. To ensure d

satisfies distinctness, for all amino acids a ̸= b, we have the constraint σi,a,a ≤ σi,a,b − ϵ

for a small constant ϵ > 0.

For each training sample word w, we have an integer variable ew ∈ {0, 1} that cap-

tures whether the learned distance function d does not correctly classify word w, or

more precisely whether the target for w is not closer under d than all impostors for w.

Formally, we want d(w, t) < d(w, s) for target t and all impostors s, which we con-

vert into a non-strict inequality by d(w, t) ≤ d(w, s)−µ for some margin µ > 0.
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The amount by which this condition is violated we call the error value for w, namely

maxs
{
d(w, t) −

(
d(w, s)−µ

)
, 0

}
. If this error value is non-zero, we want to count w

as not correctly classified. We capture this by the following constraints on the integer

variable ew. For every training sample word w, its target t, and each of its impostors s,

ew ≥ d(w, t) −
(
d(w, s)− µ

)
, (14.1)

ew ≥ 0 ,

d(w, s) ≥ µ ,

where fixed constant µ > 0 is again the margin. Distance function d is a linear function

of the variables σi,a,b, so the above are linear inequalities. Note also that the right-hand

side of inequality (14.1) is at most 1 by the earlier inequalities involving variables λi

that upper bound the range of d, which is critical, since if the right-hand side of (14.1)

were to exceed 1 then this inequality would make the integer program with ew ∈ {0, 1}

infeasible.

The objective function for the integer program minimizes the total number of words

in the training sample S that are not correctly classified,

min
σ, λ, e

∑

w∈S

ew .

This counts all training sample words whose target is not closer than their impostors

by the margin.

To summarize, the mixed-integer linear program uses real variables σi,a,b and λi,

integer variables ew, and constants µ and ϵ. For a training sample of n words of length ℓ

(over the constant-size amino acid alphabet), and k impostors per sample word, the

formulation has Θ(ℓ) real variables, n integer variables, and Θ(kn+ ℓ) inequalities.

150



14.2 Tackling the integer program by iterated relaxation

While solving the new integer programming formulation of metric learning is not pos-

sible for realistic training sample sizes, even using state-of-the-art ILP solvers such

as CPLEX, we can tackle the integer program in practice even for very large training

samples by a heuristic approach that iteratively solves a series of linear programming

relaxations. The distance function obtained by this iterated relaxation approach is not

guaranteed to be an optimal solution to the original integer program, but it enables

us to tackle very large instances in practice and learn a distance metric that improves

upon the initial default distance function in terms of prediction accuracy.

We tackle our original integer programming formulation through relaxation to a

series of linear programming problems. The motivation for our iterated relaxation

approach comes from the following perhaps surprising result (formalized below): solving

a single linear program that is obtained from an appropriate relaxation will actually

yield an optimal solution to the original integer program.

For a given optimal solution to the integer program of Section 14.1 (which may not

have a unique optimal solution), let E∗ be the subset of the training sample S that is

correctly classified, namely E∗ :=
{
w ∈ S : e∗w = 0

}
, where the e∗w are the values of

the integer error variables in an optimal solution to the integer program. We call E∗

an error-free set for the integer program.

For an integer program P whose integer variables take on binary values 0 or 1, the

linear programming relaxation of P is a linear program P̃ that is identical to P except

the integer variables xi ∈ {0, 1} in P now correspond to real variables x̃i in P̃ that

are allowed to take on real values x̃i ∈ [0, 1]. While in general we may not be able to

optimally solve integer program P in practice, its linear programming relaxation P̃ can

always be efficiently solved.

The following theorem says we can optimally solve the integer program for metric
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learning by instead solving its linear programming relaxation, if we make the right

choice of training sample for the relaxation.

Theorem 10 (Optimal Solution by Relaxation) Suppose E∗ is an error-free set

for the integer program P on training sample S, and let distance function d̃ be an

optimal solution to the linear programming relaxation of P on the restricted training

sample E∗ ⊆ S. Then d̃ is an optimal distance function for integer program P on the

full training sample S.

Proof Let d∗ be an optimal distance function for integer program P on training

sample S, and E∗ ⊆ S be the error-free set for d∗. On all words w ∈ E∗, distance

function d∗ achieves error value e∗w = 0. Notice that d∗ is a feasible solution for the linear

programming relaxation P̃ on restricted training sample E∗. The optimal distance

function d̃ for linear program P̃ on E∗ has objective function value at most that of

feasible solution d∗ for P̃, and this value is always non-negative, so d̃ must also achieve

error value 0 on all words in E∗, both in P̃ and in P. Furthermore, on the words

in S −E∗ for integer program P, distance function d̃ cannot have error worse than d∗,

which has error value 1 on these words. Thus d̃ is an optimal distance function for P

on S. □

Theorem 10 of course does not enable us in practice to directly solve the integer

program via a linear programming relaxation, since it is not clear how to find an error-

free set E∗ (without already knowing an optimal solution to the integer program).

Nevertheless, this theorem does suggest the following iterative heuristic that attempts

to converge on set E∗.

Restricting to training sample E∗ is equivalent to modifying the terms of the objec-

tive function for the linear programming relaxation on full training sample S to have

coefficient 1 on terms corresponding to words in E∗, and coefficient 0 on terms for all
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other words. While we do not know error free set E∗, we can first solve the linear

programming relaxation on training sample S with coefficient 1 on the terms for all

words in the objective function, evaluate the error value for each word, identify those

words w ∈ S whose error ew is 0 or close to 0, decrease the coefficient in the objective

function on all other words, and repeat, now solving this updated objective. Ideally,

these updated coefficients eventually approach the 0- and 1-coefficients for set E∗. The

following iterative procedure equivalently upweights the coefficients on words whose er-

ror in the current solution is close to 0 (rather than downweighting the coefficients on

all other words).

More precisely, for constants ρ>1 and 0<ϵ≪1, start with uniform weights ϕ
(0)
w =1

for all w ∈ S. In general at iteration i ≥ 1, solve the linear programming relaxation P̃

on training sample S under the weighted objective function
∑

w∈S ϕ
(i)
w ew to obtain

distance function d̃(i). For all words w ∈ S whose error value under d̃(i) satisfies ew ≤ ϵ,

update their weights by ϕ
(i+1)
w = ρ ϕ

(i)
w . Repeat, solving the linear programming relax-

ation P̃ with this updated objective function for the next iteration i+1, until reaching

a fixed total number of iterations. On termination, return the distance function d̃ with

the best testing accuracy across the iterations, where again this accuracy is on a testing

set used for parameter learning that is disjoint from the holdout dataset used for the

final evaluation.

14.3 Experimental results of metric learning

Datasets Our template database consisted of proteins deposited into the Protein

Databank (PDB) [11] before December 31, 2018. These proteins are split into words of

length 23, for our nearest neighbor search. For method development and parameter

tuning, our testing set consists of proteins deposited into PDB between October 1, 2018

and December 31, 2018. Our training set consists of all proteins deposited into PDB be-
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fore October 1, 2018. Finally, we evaluated the learned distance function over PDB2019,

which contains proteins deposited into PDB between January 1, 2019 and May 15, 2019.

Forming the training sample We could not use the entire training set to learn

a distance function, because of the size and running time of the linear programming

relaxation (LP). We instead used a training sample consisting of a subset of words

from the training set proteins. We wanted to choose words for our training sample for

which small changes to the distance function could significantly decrease the secondary

structure distance of that word to its nearest neighbors. We therefore chose training

sample words with imposters that were slightly closer than their targets under the

default distance function, where the imposters had distant secondary structure from

our training sample word. To form the training sample, we sorted all the words in

the training set by increasing default distance difference between their target and their

nearest neighbor (possibly an imposter). Next, we put words into our training sample if

the difference in secondary structure distance to the target and to the nearest neighbor

was above a threshold τ (here, τ = 8 where secondary structure distance is measured

using hamming distance) and we scanned the sorted list adding words until the training

sample was full (225,000 words). Even solving the LP with this much-reduced training

sample takes around 30 hours on a high-performance cluster.

Finding targets and imposters For each word in our training sample, we find one

target and 100 imposters. The target is obtained by finding the 20 closest words from

the template database to the training sample word under secondary structure distance

and taking the closest word from that set under the default distance function. For

imposters, we find the closest 200 words from the template database under the default

distance function then scan the list in sorted order adding any word to our imposter list

whose secondary structure distance to our training sample word is at least two units

higher than the target’s. The final list of imposters has 100 words, chosen based on
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memory constraints required to solve the LP, as each imposter requires one constraint

in the LP.

Prediction accuracy We found that learning a new distance function resulted in a

small 0.1% boost in accuracy over the weighted default distance function.
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Chapter 15

Estimating the accuracy of secondary structure

predictions

The technique of feature-based accuracy estimation learns an estimator that takes real-

valued features of a prediction and maps them to an accuracy estimate (here an esti-

mated Q3 or Q8 accuracy value, which measures the fraction of residues with correctly

predicted secondary structure). While in practice it is normally not possible to mea-

sure the true Q3 or Q8 accuracy of a prediction (since the correct secondary structure

for the protein is usually not known), we can actually estimate this unknown accuracy

reasonably well, even for secondary structure prediction tools we did not design. The

estimated accuracy of a prediction is more desirable to a user than confidence (which

is explained in the next section) because it is normalized between prediction tools and

easier to comprehend. We also use accuracy estimators to combine predictions from

different tools in our heterogeneous ensemble methods, described in Chapter 16.

Feature-based accuracy estimation was originally developed by DeBlasio, Wheeler,

and Kececioglu for estimating the unknown true accuracy of protein multiple sequence

alignments [22], [24], [53]. How we apply this technique to protein secondary structure

predictions is somewhat different than its application in multiple sequence alignment, as

in this context we need an estimate of the accuracy of the prediction at each residue of

the protein (as opposed to a single estimate for an entire alignment), and to get a good

estimator we will need to leverage additional information that is internal to the predic-

tion method (as opposed to solely basing the estimate on information that is contained

in the external structure prediction itself). The key is having easily-computed features

of a prediction that tend to be correlated with true accuracy. (Such features may be

The material for this chapter comes from the following two conference papers: Spencer Krieger
and John Kececioglu, “Boosting the accuracy of protein secondary structure prediction through near-
est neighbor search and method hybridization,” ISMB (2020) [56], and Spencer Krieger and John
Kececioglu, “Predicting protein secondary structure by an ensemble through feature-based accuracy
estimation,” ACM-BCB (2020) [64].
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challenging to discover.) The final estimator is obtained from an affine combination of

transformed feature-values that is fitted on training data consisting of benchmark pre-

dictions with associated true-accuracy values (which requires knowing a ground-truth

secondary structure for the benchmark’s proteins).

We next describe the features we use for our accuracy estimators, and how we

fit an estimator to these transformed features. We then give a concrete example of

how to build an accuracy estimator in practice and discuss the quality of the accuracy

estimators we built for each state-of-the-art tool.

15.1 Feature-based accuracy estimation

A feature of a protein secondary structure prediction is a real-valued function f of the

structure prediction P and the prediction method M , which we write as f(P,M). As

ultimately a feature will be mapped by an estimator to an accuracy value, which is

in the range [0, 1], it is desirable for the feature function f to ideally have a bounded

range. For the feature f to be useful for accuracy estimation, it should be efficiently

computable, and the value of f(P,M) for a given method M should be correlated

(positively or negatively) with the true accuracy of prediction P .

To estimate the accuracy of a protein secondary structure prediction, we make use

of two distinct features, both of which are not strictly functions of a prediction P but

also require additional information from the method M : (1) residue confidence, which

is a quantity that many prediction tools already output at each residue (or which can

be computed from other information they output such as structure class membership

probabilities for residues), that reflects the tool’s degree of certainty in its prediction at

that residue; and (2) template similarity, which for template-based prediction tools is a

measure of the similarity of the template database matches to the input protein amino-

acid sequence S around the given residue position (which for evaluation requires having
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access to the source code for the template-based tool). Both of these features tend to

be correlated with true accuracy: as a method’s confidence increases in its predicted

structure states at residues, the accuracy of the protein’s structure prediction tends to

increase, and as the template database matches become more similar to the amino acid

sequence surrounding a residue, the secondary structure sequence associated with the

template match tends to better agree with the correct secondary structure around that

residue for the input protein.

We also considered other features besides these two (for example, the entropy of the

prediction’s estimated state probabilities at residues), but only found confidence and

similarity to have sufficiently strong correlation with true accuracy.

Residue confidence Tools that provide confidence values at residues for their struc-

ture prediction typically output an integer from {0, 1, . . . , 9}, where a larger value re-

flects greater confidence in the residue’s predicted state. Tools that do not directly

provide confidences fortunately instead often output estimated structure class mem-

bership probabilities at residues. For residue position j, and each possible struc-

ture state q ∈ Γ, such tools give an estimated probability pj(q) that residue j is in

state q, where
∑

q pj(q) = 1. Let s := argmaxq pj(q) be the highest-probability state

at residue j. A confidence value can then be derived from these estimated structure

probabilities by computing the difference pj(s) − maxq ̸=s pj(q) between the highest

and second-highest probabilities (and for compatibility with standard tool confidences,

scaling this difference by a factor of 10, although we do not round it to an integer). Note

that confidence essentially reflects how unambiguous is the state of highest estimated

structure probability.

We denote the residue confidence feature function by fcon, where fcon(P,M) either

returns a vector of confidence values for corresponding residue positions, or a single

aggregate confidence value for the entire prediction P .
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Template similarity For template-based tools, like Nnessy we measure the similar-

ity of the template database match to the query sequence coming from the input protein

around the residue position. The similarity between these two portions of amino acid

sequence from the template match and the query sequence is either measured by aver-

age percent identity (the fraction of amino acids that agree) or average word distance

(the average substitution dissimilarity score between the corresponding amino acids).

We denote the template similarity feature function by fsim, which either returns a

vector of similarity values for residues, or an aggregate similarity value for the entire

prediction.

15.2 Fitting the estimator

Our accuracy estimators evaluate their estimate by a two-step process:

(1) for each feature function fi, the individual feature fi is first mapped via a

transformation into an initial accuracy estimator Ai(P,M); and then

(2) the initial estimators Ai are then combined into the final accuracy estimator A,

A(P,M) := c0 +
∑

i

ciAi(P,M) ,

where coefficients c0, c1, . . . specify the linear affine combination.

For feature functions fcon and fsim, we have initial estimators Acon and Asim.

For the first step, we consider two ways of mapping a feature fi into an initial

accuracy estimator Ai, both of which use a piecewise-linear transform function. With

per-residue mapping, we first transform feature f at a residue into an accuracy estimate

at that residue, and then average these individual residue accuracy estimates across the

protein, to obtain an initial accuracy estimate for the whole prediction. With per-

protein mapping, we first average the feature f for a residue across the entire protein,
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and then transform this single average feature value for the entire protein into an initial

accuracy estimate for the whole prediction.

For per-residue mapping, we obtain the piecewise-linear transform function as fol-

lows. On training data consisting of predictions for which we know their true accuracy,

we evaluate the feature function at all residues of the training proteins, sort these

residues by their feature value, and for each residue, take a window of the closest

residues in feature value centered at that residue, and evaluate the empirical accuracy

over the residues in the window by counting how many of them were correctly predicted

divided by the window size. This process yields data where we have pairs consisting of

the feature value for residues together with associated empirical accuracies for residues.

We then fit a piecewise-linear function to this data, to obtain a transform function that

maps a residue feature value to an estimated accuracy. The initial estimator evalu-

ates this transform at all residues of the protein, and averages the mapped estimated

accuracies across the prediction. (This process is later shown in Fig 15.1.)

For per-protein mapping, the piecewise-linear transform function is obtained simi-

larly, except it is fit to data over proteins, where the pair of values for a protein is its

average feature value across all residues, and the true accuracy of the prediction for the

protein.

Generally, we find that per-residue mapping yields an initial accuracy estimator

that has a stronger correlation with true accuracy, and hence a better final accuracy

estimator. However, for the confidence feature, tools that directly provide confidences

give values with a coarse integer resolution of {0, . . . , 9}, which is not well-suited for

the per-residue mapping process, so for confidence we rely on per-protein mapping.

For the second step of combining initial estimators, we find the coefficients ci for

final estimator A through linear regression on training data consisting of predictions

(from which we compute initial estimator values) and their associated true accuracy.

We now show the process of fitting an accuracy estimator more concretely.
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15.3 Accuracy estimation in Nnessy

To construct an accuracy estimator, we fit features from a prediction tool to true

accuracy. We mapped the confidence given by a tool (JPred and Porter) or calculated

by us to true accuracy using linear regression. Because we fit only two parameters,

the slope and intercept of the linear regression, we did not perform leave-one-out cross

validation to fit this linear regression as omitting one of almost 1000 proteins would not

have meaningfully changed the fit, so there was no danger of overfitting the estimator

line. For the template-based tools Nnessy and SSpro, additional information from

their template database searches were used. For SSpro, the average percent identity of

template database searches was used. For Nnessy, we used the percent identity of the

input protein to the nearest neighbors found in the template database, as explained in

the next paragraph.

Fig 15.1 shows the two features, confidence and percent identity of template database

words, used in Nnessy’s accuracy estimator, along with their linear fit. For confidence

(Fig 15.1a), the average protein confidence is mapped to an accuracy estimate using

the shown piecewise-linear fit. For percent identity (Fig 15.1b), each residue’s percent

identity is mapped to an accuracy estimate, which is then averaged over the protein.

The feature is given on the horizontal axis in both plots, and Nnessy’s true Q3 accuracy

for that protein (confidence) or the 300 residues closest to that feature value (percent

identity) is given on the vertical axis. In Fig 15.1a, each blue circle and green triangle

respectively corresponds to a CASP or PDB protein. In Fig 15.1b, each circle represents

a residue from the CASP and PDB proteins, but has been sparsified by a factor of 250.

The dashed lines give the piecewise-linear fit, calculated by linear regression for each

piece.

Fig 15.2 shows the true versus estimated accuracy using these two features inde-

pendently and then combined. Each blue circle and green triangle represents a CASP
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(a) Protein accuracy versus Nnessy confidence.

(b) Residue accuracy versus Nnessy percent identity.

Figure 15.1: True accuracy versus Nnessy estimator features. The scatterplots show
Q3 accuracy versus Nnessy feature values for (a) protein confidence, and (b) residue
percent identity. The dashed lines show the initial accuracy estimator for each feature.
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(a) Initial estimator using confidence. (b) Initial estimator using percent identity.

(c) Final combined estimator.

Figure 15.2: True versus estimated accuracy of Nnessy estimators. The scatterplots
show Q3 accuracy versus estimated accuracy over CASP and PDB proteins, for the esti-
mators using (a) protein confidence, (b) residue percent identity, and (c) a combination
of the two features. For reference, the line is the identity function, where true and
estimated accuracy are equal.

or PDB protein, respectively, the same as Fig 15.1. Its estimated accuracy is given on

the horizontal axis and its true Q3 accuracy is given on the vertical axis. The identity

(where true equals estimated accuracy) is plotted as a dotted line. The closer to the

identity, the lower the error of the accuracy estimator for a protein.

Figs 15.1a and 15.2a combine to show the quality of confidence as an estimation

feature. The flatter region in Fig 15.1a corresponds to the vertical swath of green
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Figure 15.3: Distribution of error in three-state accuracy estimators. For each
tool a histogram is plotted of the difference between their accuracy estimate and true
accuracy, over the CASP and PDB datasets.

triangles around 0.9 estimated accuracy in Fig 15.2a. This trend is also visible with the

flatter section of Figs 15.1b and 15.2b.

When the two features are combined in Fig 15.2c, the noise present using only con-

fidence or percent identity cancels out for many of the points, resulting in an accuracy

estimator with less error. This approach could be employed for the accuracy estimators

for other tools by using some feature of the output of their neural network architectures

to estimate accuracy.
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15.4 Developing estimators for standard prediction tools

We built accuracy estimators for all state-of-the-art tools, using the CASP and PDB

datasets described in Section 13.3.1. Accuracy estimators for these tools were fit using

the proteins from all CASP and PDB datasets. We did not perform leave-one-out cross

validation when fitting estimators on proteins: the regression for an estimator fits at

most four parameters, so removing one protein (out of nearly a thousand) would have

a negligible effect on an estimator.

As described in the previous section, we used residue confidence for all tools and

used template similarity for template-based tools (Nnessy and SSpro). These accuracy

estimators have the following error:

MUFOLD PSIPRED Porter DeepCNF JPred Nnessy SSpro

3-state 4.3 ± 5.2 4.4 ± 4.5 4.4 ± 5.0 4.8 ± 5.7 5.0 ± 4.5 5.4 ± 5.2 7.1 ± 7.0

8-state 6.0 ± 6.4 — 5.7 ± 6.0 6.1 ± 6.5 — 7.7 ± 7.8 11.0 ± 9.3

where the error measured is mean absolute error. Tools with lower variance in accuracy

tend to have lower estimator error. Template-based tools like SSpro and Nnessy have

high estimator error because of their high prediction accuracy variance caused by the

presence and absence of template data for a prediction.

We also plotted a histogram of estimated accuracy minus true accuracy for each tool

over the CASP and PDB datasets in Figure 15.3. These histograms show that the error

values are roughly normally distributed, which we will use in Section 17.6 to simulate

decreasing accuracy estimator error to better understand how prediction accuracy of

ensembles using accuracy estimators might increase.
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Chapter 16

Ensemble secondary structure prediction by Ssylla

Ensemble prediction takes a collection of prediction methods, applies them to an input

instance of the prediction problem, and combines their individual predictions into a

single prediction that is output by the ensemble. Most state-of-the-art tools for pro-

tein secondary structure prediction are actually homogeneous ensembles of classifiers

from the same model class, where each classifier is trained on a subset of the data and

then combined together by yet another trained classifier of the same type (this is called

stacking). In contrast, we define several heterogeneous ensembles that combine the

predictions of classifiers from different model classes (different prediction tools) into a

single output prediction. We use algorithmic methods to combine predictions, including

using the estimated accuracy of predictions (accuracy estimators are discussed in Chap-

ter 15), contrasting machine learning methods like stacking. Where previous ensemble

methods only see a very small improvement in accuracy over single tools (around 1%),

our best ensemble methods are nearly 5% more accurate than single tools for 3-state

prediction and over 8% more accurate for 8-state prediction.

In this chapter, we first describe the methods we used to combine predictions in our

ensembles, including combining predictions at the per-protein and per-residue level.

We then report empirical performance of our ensembles, starting with details on our

implementation, followed by a summary of prediction accuracy, the composition of all

optimal ensembles, and visualizations of ensemble behavior to give intuition of why

ensembles based on accuracy estimators work well in practice. In the next chapter, we

discuss the full results from our comprehensive experiments on both Nnessy and Ssylla,

where we compare them to state-of-the-art tools on standard benchmark datasets.

The material for this chapter comes from the following conference paper: Spencer Krieger and John
Kececioglu, “Predicting protein secondary structure by an ensemble through feature-based accuracy
estimation,” ACM-BCB (2020) [64].
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16.1 Ensemble variants for combining predictions

In general, given an input protein sequence S and an ensemble E = {M1, . . . ,Mk} of

k protein secondary structure prediction methods Mi, we want to combine their individ-

ual structure predictions P1, . . . , Pk, where Pi := Mi(S), into a single prediction P that

is output by ensemble E . Protein sequence S is a string of length n over the 20-letter

amino acid alphabet, while predictions Pi and P are corresponding secondary structure

strings of length n over the 3- or 8-symbol secondary structure alphabets Γ3 or Γ8, for

respectively 3- or 8-state structure prediction.

Each position j in protein sequence S is referred to as a residue. In a structure

prediction P , the corresponding symbol P [j] at position j gives the predicted secondary

structure state of the jth residue in S.

We consider two categories of ensemble variants. In per-protein variants, the pre-

diction P output by ensemble E is one of the protein structure predictions computed by

a method in the ensemble: specifically, P := Pi for some i ∈ {1, . . . , k}. In per-residue

variants, the ensemble prediction P may combine different predictions Pi at different

residues j: formally, the ensemble’s predicted structural state P[j] := PI(j)[j], where at

each residue j the function I(j) can potentially select a different prediction Pi.

We describe per-residue variants first, and then per-protein variants.

16.1.1 Per-residue variants

The ensemble variants that operate per-residue use forms of weighted voting to choose

the predicted structural state P[j]. At each residue position j, and every structure

state q in secondary structure alphabet Γ, state q at position j receives a total vote,

Vj(q) :=
∑

1≤ i≤ k

w(i, j, q) ,

167



where weight function w(i, j, q) gives the real-valued vote of method Mi at residue j

for state q. (For most of the variants we consider, the vote of a method Mi at residue j

is concentrated on the single state Pi[j], as in practice many tools only output a single

prediction Pi, but we also consider variants where the vote for a method at a residue

is spread over all states q ∈ Γ.) Per-residue variants choose, for their ensemble predic-

tion P at residue j, the state with the highest total vote,

P[j] := argmax
q ∈Γ

Vj(q) .

These variants differ in how weight w is computed.

Uniform voting With uniform voting, each prediction receives a uniform weight,

w(i, j, q) :=





1, if q = Pi[j];

0, otherwise.

Effectively, every method gives the same weight to its predicted state Pi[j].

While uniform voting is simple and is frequently used for ensemble prediction, a

consequence of every method having the same weight—including weak predictors that

can corrupt Vj(q) with poor votes—is that eventually the accuracy of the ensemble

tends to degrade as the number of methods k increases (as shown in our experiments

later in Section 17.4).

Probability voting With probability voting, each method votes for the structure

states at each residue with its class membership probabilities. More formally, we as-

sume each prediction method Mi at residue j computes structure class membership

probabilities, in particular, the probability pij(q) ≥ 0 of predicting state q, where
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∑
q∈Γ pij(q) = 1. Given these probabilities, the weight function is simply,

w(i, j, q) := pij(q) .

(In this variant, a method can vote for multiple structure states at a residue.) Some pre-

diction tools do not output class membership probabilities, in which case we concentrate

all of the probability mass on the predicted state: pij(Pi[j]) = 1 (which degenerates to

uniform voting).

Probability voting is equivalent to uniformly averaging class membership probability

vectors (or averaging the normalized class score vectors obtained for instance from

neural networks), and is the approach perhaps most often used to combine classifiers

that produce class membership probabilities; in the machine learning literature, it is

sometimes called “soft voting” (see for instance [108, pp. 75–77]).

Confidence voting In confidence voting, we weight votes by the confidence values

that many standard protein secondary structure prediction tools output at residues.

At position j, we assume prediction method Mi provides a confidence value Ci(j) for

its predicted state Pi[j], which reflects its degree of certainty in its prediction at that

residue. The weight function is then simply confidence:

w(i, j, q) :=





Ci(j), if q = Pi[j];

0, otherwise.

(Typically, confidence Ci(j) is computed internally by method Mi from estimated struc-

ture class membership probabilities at residue j, by taking the difference between the

highest and second-highest structure class probabilities, as described in Section 15.1.

In practice, the confidence that a prediction tool outputs is often scaled and rounded to

an integer in the range [0, 9].) With confidence voting, a structural state that is chosen
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by methods with higher confidence receives a greater vote.

One aspect of confidence voting is that while the relative values for confidences

may be meaningful across residues within the same method, their values are not always

comparable between methods, so methods that are less objective about their certainty

can still distort vote Vj(q).

Estimator voting In estimator voting, we weight votes by an estimate of the ac-

curacy of a method’s prediction at that residue. While in practice the true accuracy

of a prediction is usually not known (since a protein’s ground-truth secondary struc-

ture is often unavailable), we can estimate its unknown true accuracy using features

of both a structure prediction and its prediction method. The recent technique of

feature-based accuracy estimation [23], [53], described in Section 15 combines together

efficiently-computable real-valued features that tend to be correlated with true accuracy

to construct an accuracy estimator that is trained on benchmark data for which true

accuracy is known. Given an accuracy estimator Ei(j) with range [0, 1] that returns an

estimate of the true accuracy of prediction Pi[j], the weight function is then simply,

w(i, j, q) :=





Ei(j), if q = Pi[j];

0, otherwise.

(We note that for some secondary structure prediction tools, such as JPred [28], the

best estimator we can construct gives a single estimated accuracy value for the entire

prediction Pi, not per residue; in that case Ei(j) is independent of j, and the method

votes with the estimated accuracy of its whole prediction at every residue.)

While the burden is now on the construction of a good estimator, estimator voting

offers many advantages: in contrast to both uniform and probability voting, it tends

to be stable even when weak predictors are added to the ensemble, and in contrast to

confidence voting, it puts the weights of votes on a comparable basis across methods.

170



16.1.2 Per-protein variants

The variants that operate per-protein evaluate a specific scoring function F on each of

the protein structure predictions Pi returned by the k methods in the ensemble, and

select the ensemble prediction P of highest score,

P := argmax
Q∈{P1, ..., Pk}

F (Q) .

These variants differ by the scoring function F they use for selection.

Support selection In support selection, the scoring function on a protein structure

prediction Q is the average across residues of the total vote for Q under uniform voting,

F (Q) :=
1

n

∑

1≤ j≤n

∣∣∣
{
i : Pi[j] = Q[j]

}∣∣∣ .

Effectively, support selection chooses the prediction that has the most support from

other predictions in the ensemble. While this is natural, support selection can suffer

on hard instances of the prediction task where most predictors in the ensemble are

inaccurate, which may cause the rare prediction that is accurate to receive little support.

Confidence selection In confidence selection, the scoring function on structure pre-

diction Pi in the ensemble is the average confidence of the prediction,

F
(
Pi

)
:=

1

n

∑

1≤ j≤n

Ci(j) .

The predictor that is the most confident in its own prediction dominates the ensemble.
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Estimator selection In estimator selection, the scoring function is the average esti-

mated accuracy of a prediction,

F
(
Pi

)
:=

1

n

∑

1≤ j≤n

Ei(j) .

Ensemble prediction by estimator selection was originally introduced by DeBlasio

and Kececioglu [21] (see also [23, Chapter 7]). Their context was ensemble multiple

sequence alignment, which they viewed as an instance of parameter advising where the

parameter is the choice of aligner.

Hybrid selection When predicting on a protein whose amino acid words match well

to our template database, this core template-based approach tends to achieve high

accuracy, but for proteins without good template matches its accuracy can drop sub-

stantially. Fortunately, we can leverage our accuracy estimator to recognize when our

core approach’s prediction is likely inaccurate, and in that situation invoke a non-

template-based method. This leads to a natural hybrid approach, that combines the

distinct advantages of both template-based methods (which are very accurate for pro-

teins sufficiently similar to their template database) and non-template-based methods

(which tend to be more stable and generalize better, though they usually do not reach

the peak accuracies of template-based methods).

For structure prediction S, let Q̃(S) be the estimated accuracy of this prediction

using our estimator from Chapter 15. (Note that in reality our accuracy estimator

uses information beyond simply the prediction S: namely, average word distances at

residues.) The hybrid approach uses an accuracy threshold τ , as well as an alternate

prediction method (ideally, complementary to our core approach) that supplies alternate

prediction S′.

Our hybrid approach then simply evaluates accuracy estimator Q̃ on prediction S
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from our core approach, and if Q̃(S)≥τ , outputs S; otherwise, it invokes the alternate

prediction method to output S′.

Surprisingly, this new hybrid approach significantly exceeds the average accuracy of

both methods it hybridizes, as shown in Section 17.3.

While per-residue variants may seem more powerful than per-protein variants due

to their potential to combine the best parts of different predictions into one ensemble

prediction, generally the per-protein variants are more accurate than their per-residue

counterparts (shown in Section 17.3). This may be due to per-protein variants, in aver-

aging their selection criteria across residues, tending to dampen the unavoidable noise

present at individual residues. Furthermore, hybrid selection is surprisingly strong,

achieving the highest accuracy of all these approaches, while using an ensemble of only

two prediction methods.

16.2 Empirical performance

We next give brief details on the implementation of our ensemble approaches. Then,

we compare the accuracy of our best ensemble to individual tools, as well as to all other

ensembles, and tabulate the composition of the optimal ensemble for each combining

approach. After that, we give intuition of why our accuracy-estimator-based ensembles

perform well, using visualizations of their behavior and their accuracy with respect to

ensemble cardinality. Finally, we discuss an empirical limit to ensemble accuracy and

how improvements in accuracy estimators equate to increased ensemble accuracy.

16.2.1 Implementation

Source code (in Python) for the highest-accuracy ensemble variant—namely hybrid

selection—in a new tool we call Ssylla [65], together with accuracy estimators for all

widely-used prediction tools, is available at http://ssylla.cs.arizona.edu.
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Table 16.1: Composition of Optimal Ensembles for Three- and Eight-State Prediction

3-state
Variant Ensemble
Probability voting {MUFOLD, Nnessy, PSIPRED, SSpro}
Uniform voting {Nnessy, Porter, SSpro}
Confidence selection
Confidence voting {MUFOLD, Nnessy, Porter, SSpro}
Estimator voting
Support selection
Estimator selection {DeepCNF, MUFOLD, Nnessy, Porter, PSIPRED}
Hybrid selection (Nnessy, Porter)

8-state
Variant Ensemble
Support selection {DeepCNF, Nnessy, Porter, SSpro}
Probability voting {DeepCNF, MUFOLD, Nnessy, SSpro}
Uniform voting {Nnessy, Porter, SSpro}
Confidence voting {Nnessy, Porter}
Estimator voting
Confidence selection
Estimator selection
Hybrid selection (Nnessy, Porter)

16.2.2 Summary of prediction accuracy

In short, hybrid selection is the most accurate method for protein secondary structure

prediction. Averaged over standard CASP and PDB datasets, it surpasses the state-of-

the-art Q3 accuracy by nearly 4%, and the state-of-the-art Q8 accuracy by over 8%.

This contrasts previous ensemble prediction methods as well, which only see a boost in

accuracy of an order of magnitude less than 1%.

The ensemble methods that use accuracy estimation tend to have high accuracy,

with estimator selection nearly meeting the accuracy of hybrid selection. As expected,

ensemble methods based on voting, and nearly all per-residue variants, tend to have

lower accuracy than the per-protein selection variants based on accuracy estimation.
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Figure 16.1: Three-state accuracy of ensemble selection. For CASP proteins ranked by
ensemble prediction accuracy, the plot shows the Q3 accuracy of the estimator selection
ensemble and individual tools, as well as average accuracies for the oracle, ensemble,
and best single tool, which is Porter.

16.2.3 Composition of optimal ensembles

For both 3- and 8-state prediction, the best ensemble composition differs among en-

semble variants. Unsurprisingly, per-residue voting and support variants suffer when

low-accuracy predictions are added to the ensemble. For 3-state prediction, two of the

lowest-accuracy methods, DeepCNF and JPred, are excluded from the best support and

per-residue ensembles. This trend is mirrored in the 8-state ensembles as well, where

the addition of DeepCNF and SSpro to the per-residue and support ensembles lowers

their accuracy.
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Figure 16.2: Distribution of eight-state accuracies. For each tool and the estimator
selection ensemble, a histogram is plotted of their Q8 accuracy, over the CASP and PDB

datasets.

The best 3- and 8-state hybrid ensemble is a hybrid between only Nnessy and

Porter, due to the estimator selection ensemble excluding Nnessy having lower accu-

racy than Porter alone, where the ensemble achieves 70.5% Q8 (83.6% Q3) accuracy

compared to 71.2% Q8 (84.0% Q3) accuracy for Porter alone. This accuracy difference

is probably due to the accuracy drop of most tools on CASP12 and CASP13, resulting

in an overestimation of accuracy, which lowers the accuracy of any ensemble using

accuracy estimation.

For 3-state selection ensembles, the estimator selection ensemble excludes JPred

and the confidence selection ensemble excludes PSIPRED, JPred, and MUFOLD. The 8-

state estimator selection and confidence selection ensembles exclude DeepCNF, SSpro
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and MUFOLD. For the confidence ensembles, the lack of normalization between tools may

cause lower accuracy compared to the estimator ensembles, which fits a linear regression

converting confidence to estimated accuracy.

16.2.4 Visualizing ensemble behavior

The hybrid selection ensemble is the most accurate ensemble method, slightly outper-

forming estimator selection (full comparison of all ensemble variants, along with dataset

descriptions are in Section 13.3.1). To better understand the estimator selection variant

and how it behaves, we visualized the ensemble method in two ways.

Figure 16.1 shows the proteins from the CASP datasets sorted by Q3 accuracy of

the estimator selection ensemble. The rank of the protein in this sorted order is given

on the horizontal axis. On the vertical axis, the Q3 accuracy of each individual tool

is given, so that for each protein, a marker is present for each individual tool. The

solid black curve intersects the prediction output by the estimator selection ensemble

for each protein. The average accuracies of the oracle (a theoretical ensemble method

where the highest-accuracy prediction is chosen for each protein), estimator selection

ensemble, and the best tool (Porter) are given by the dashed and dotted horizontal

lines. In this plot, any marker above the curve represents a suboptimal choice made

by the ensemble method, caused by accuracy estimator error, where markers below the

curve show predictions with lower accuracy than the ensemble. The high prediction

accuracy variance of Nnessy and SSpro is visible by the spread of the green triangles

and blue inverted triangles in the plot. The highest-accuracy predictions are almost

exclusively from Nnessy, as shown by the black curve intersecting mostly green triangles

for roughly the last 100 proteins.

To show the contribution of each tool to the estimator selection ensemble, we plotted

histograms of each tool’s true Q8 accuracy on evaluation proteins and compared their

histograms to the Q8 accuracy of the ensemble. Fig 16.2 shows these histograms.
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Along the horizontal axis, the true Q8 accuracy is given, where the vertical axis gives

the relative frequency of proteins with that accuracy. The colored curves show the

histograms of the individual tools and the thicker black curve shows the histogram of

the estimator selection ensemble. The ensemble curve has peaks at roughly the same

positions as Porter and Nnessy, showing that they contribute a significant amount of

predictions to the ensemble.
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Chapter 17

Accuracy of Nnessy and Ssylla

In previous chapters, we have introduced the methods for both our fast, template-

based protein secondary structure prediction tool, implemented in Nnessy, and for our

several approaches to ensemble secondary structure prediction, implemented in Ssylla.

In this chapter, we give experimental results showing that Nnessy is the most accurate

prediction method for 8-state prediction and when combined with another prediction

tool, using our hybrid approach, Ssylla surpasses the state-of-the-art accuracy by

nearly 4% on average for 3-state prediction over standard benchmarks, and by over 8%

for 8-state prediction.

We first describe the benchmark datasets and how we prepared the datasets for

each of the state-of-the-art tools, including what template databases were used for

template-based tools. We then give the accuracy of individual prediction methods,

and compare them to Nnessy. Afterwards, we compare the prediction accuracy of our

best ensemble method to individual tools, as well as to our other seven ensembles.

We then explore several possible reasons why the ensemble does so well, showing the

effect of ensemble cardinality on accuracy, an empirical limit on an ensemble built from

current methods, and a simulation showing the effect on ensemble accuracy of improving

accuracy estimators.

17.1 Datasets

To evaluate Nnessy against other prediction tools and our ensemble variants, we used

both CASP benchmark datasets [66], [77]–[79], and datasets extracted from PDB, the

Protein Data Bank [11]. For the CASP datasets (named CASP10 through CASP13), all

The material for this chapter comes from the following two conference papers: Spencer Krieger
and John Kececioglu, “Boosting the accuracy of protein secondary structure prediction through near-
est neighbor search and method hybridization,” ISMB (2020) [56], and Spencer Krieger and John
Kececioglu, “Predicting protein secondary structure by an ensemble through feature-based accuracy
estimation,” ACM-BCB (2020) [64].
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proteins were used. For the PDB datasets, which are organized by year from 2016

to 2019 (named PDB2016 through PDB2019), a random subset of 100 proteins deposited

into PDB that year were used, except for PDB2019 which contains all proteins deposited

between 1 January 2019 and 15 May 2019. From all datasets, we filtered out proteins

shorter than length 23, or whose sequences contained more than five ambiguous amino

acids.

Below are brief summary statistics for each dataset, giving their number of proteins

and average protein length in amino acids.

CASP10 CASP11 CASP12 CASP13 PDB2016 PDB2017 PDB2018 PDB2019

proteins 129 105 55 49 100 100 100 292

length 177 183 188 280 318 318 211 281

We compare Nnessy with the following state-of-the-art tools (listed along with their

version number): DeepCNF 1.02 [98], JPred 4 [28], MUFOLD 3 [29], Nnessy 1.0.2 [56], [62],

Porter 5 [74], PSIPRED 4.02 [48], PSRSM 1.0 [73] and SSpro 5.2 [85]. Our ensembles

are also formed from these same tools, except for PSRSM, as it outputs neither state

probabilities nor confidences, which our ensembles require.

When evaluating Nnessy on a CASP or PDB dataset its template database was con-

structed only over proteins deposited into PDB prior to the date of the CASP compe-

tition, or prior to the year of the PDB dataset. (While SSpro is also template-based,

we did not modify the template database used by its software; this tends to inflate

its prediction accuracy on CASP and PDB datasets whose years fall within those of its

template database construction.)

17.2 Nnessy prediction accuracy

To measure the accuracy of 3- or 8-state secondary structure prediction on a benchmark

dataset we use, respectively, standard Q3 or Q8 accuracy : the percentage of residues
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in a protein where the predicted state, under model Γ3 or Γ8, matches the correct

state from the gold-standard structure for the benchmark protein, averaged over all the

proteins in the dataset.

Nnessy outperforms all other prediction methods for 8-state prediction. Table 17.2

shows the prediction accuracies of all state-of-the-art tools on each benchmark datasets

(excluding MUFOLD, explained in the next paragraph). Nnessy has particularly high

accuracy on the PDB datasets, which are formed to simulate a standard use case for

biologists, where new sequences deposited into PDB are similar to sequences already

within PDB. The CASP datasets, on the other hand, tend to be more challenging for

Nnessy, because proteins that differ from proteins with solved structure are explicitly

chosen for CASP datasets.

The average accuracy for MUFOLD, which appears to be the highest in both Ta-

bles 17.2 and 17.1, is in parentheses for the following reasons. MUFOLD has the most

severe input requirements of any tool: it disallows any ambiguous amino acids in a

protein sequence. Consequently, these tabulated MUFOLD accuracies are over the most

restricted subset of the data. Since predicting the secondary structure of proteins that

do contain ambiguous amino acids is generally harder, the 3- and 8-state MUFOLD ac-

curacies reflect prediction over a comparatively easier subset of proteins. Moreover,

when evaluated on this easier subset, other tools actually achieve higher accuracy than

MUFOLD.

Nnessy is the most-accurate tool on the PDB2017-2019 datasets for 3-state predic-

tion. Table 17.1 shows the prediction accuracy of all tools on the benchmark datasets.

A newer prediction tool, PSRSM, does extremely well on both CASP and PDB datasets,

achieving the highest accuracy on all but CASP12 and PDB2019 (and an average accu-

racy of 86.6%), however, PSRSM does not output features alongside its prediction, so we

could not use it in most of our ensembles, and hence it is not included in the table. We

note that the hybrid ensemble composed of PSRSM and Nnessy—which only requires an
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Table 17.1: Three-State Accuracies on CASP and PDB Datasets

Q3 accuracy (%)
Method CASP10 CASP11 CASP12 CASP13 PDB2016 PDB2017 PDB2018 PDB2019 average
JPred 77.7 ± 7.9 77.5 ± 7.0 75.3 ± 9.5 75.4 ± 9.2 78.5 ± 6.6 77.7 ± 7.0 78.1 ± 7.4 77.1 ± 7.6 77.2
Nnessy 75.5 ± 18.5 74.5 ± 17.0 67.9 ± 15.8 75.7 ± 16.3 87.3 ± 12.0 84.9 ± 12.7 87.4 ± 10.5 86.3 ± 10.7 79.9
DeepCNF 83.3 ± 7.7 82.4 ± 6.0 81.1 ± 8.2 78.0 ± 8.6 81.7 ± 10.7 81.9 ± 7.4 83.0 ± 7.7 81.0 ± 8.9 81.6
PSIPRED 85.0 ± 7.4 83.8 ± 5.8 80.2 ± 9.9 80.0 ± 8.1 84.2 ± 6.6 82.8 ± 7.3 80.1 ± 8.8 79.8 ± 8.5 82.0
SSpro 84.7 ± 11.5 85.2 ± 10.4 74.6 ± 10.7 76.2 ± 9.7 87.5 ± 7.5 84.5 ± 9.3 84.6 ± 9.7 82.1 ± 12.9 82.4
Porter 84.7 ± 4.7 83.8 ± 4.7 83.0 ± 6.4 81.8 ± 4.6 85.1 ± 4.2 84.6 ± 3.7 84.8 ± 4.7 84.3 ± 4.1 84.0
MUFOLD⋆ 86.6 ± 8.1 85.4 ± 6.5 81.9 ± 9.1 83.6 ± 5.4 86.7 ± 5.7 84.9 ± 7.9 85.2 ± 7.8 83.4 ± 8.6 (84.7)

Ensemble, specific† (89.8 ± 8.6) (89.4 ± 7.9) (84.9 ± 7.5) (85.5 ± 6.6) (90.1 ± 10.3) (88.6 ± 7.8) (89.6 ± 6.5) (88.2 ± 7.9) —

Ensemble, general‡ 89.3 ± 8.4 88.4 ± 8.1 84.9 ± 7.5 85.5 ± 6.6 89.7 ± 6.5 88.5 ± 7.9 89.4 ± 6.9 87.8 ± 8.6 87.9

⋆MUFOLD predicts on the most restricted subset of each dataset, and is not the most accurate tool on its subset.
†“Ensemble, specific” lists accuracies for the different, specific ensembles that achieve optimum accuracy on each dataset.
‡“Ensemble, general” gives the accuracy of the single, general ensemble that achieves optimal accuracy averaged across datasets.

Table 17.2: Eight-State Accuracies on CASP and PDB Datasets

Q8 accuracy (%)
Method CASP10 CASP11 CASP12 CASP13 PDB2016 PDB2017 PDB2018 PDB2019 average
DeepCNF 72.7 ± 10.8 72.7 ± 8.0 68.4 ± 13.2 64.3 ± 11.4 71.7 ± 12.0 71.6 ± 9.5 73.7 ± 10.2 68.4 ± 11.8 70.4
Porter 74.5 ± 7.7 74.5 ± 6.3 72.6 ± 9.5 68.8 ± 9.2 75.2 ± 6.4 73.7 ± 6.6 73.7 ± 7.6 72.4 ± 6.8 71.2
SSpro 76.6 ± 15.9 77.3 ± 14.8 62.0 ± 14.7 59.4 ± 16.6 80.3 ± 12.7 75.5 ± 14.3 75.9 ± 15.1 73.4 ± 18.7 72.6
Nnessy 67.4 ± 22.4 67.2 ± 21.3 55.5 ± 21.8 67.0 ± 21.2 82.5 ± 15.3 80.1 ± 17.7 82.8 ± 15.7 82.4 ± 15.6 73.1
MUFOLD⋆ 76.1 ± 11.4 75.9 ± 8.3 70.7 ± 12.9 67.2 ± 11.8 76.6 ± 9.0 74.2 ± 9.3 74.7 ± 10.9 71.3 ± 11.2 (73.3)

Ensemble, specific† (82.2 ± 13.5) (83.4 ± 11.8) (75.0 ± 11.4) (75.3 ± 14.7) (85.4 ± 11.8) (84.1 ± 11.6) (84.6 ± 10.6) (84.0 ± 12.9) —

Ensemble, general‡ 81.6 ± 14.2 82.3 ± 12.6 75.0 ± 11.4 74.6 ± 11.6 85.4 ± 11.8 84.1 ± 11.6 84.6 ± 10.6 84.0 ± 12.9 81.5

⋆MUFOLD predicts on the most restricted subset of each dataset, and is not the most accurate tool on its subset.
†“Ensemble, specific” lists accuracies for the different, specific ensembles that achieve optimum accuracy on each dataset.
‡“Ensemble, general” gives the accuracy of the single, general ensemble that achieves optimal accuracy averaged across datasets.
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accuracy estimator for Nnessy—is more accurate than both PSRSM by itself, and the

Porter/Nnessy hybrid (listed as the general ensemble in the table), with an average

accuracy of 88.8%. As with 8-state prediction, sequence similarity of PDB proteins to

those in Nnessy’s template database allows Nnessy to find good template matches,

permitting high prediction accuracy.

17.3 Ssylla prediction accuracy

We next report prediction accuracies on the CASP and PDB benchmarks.

For each ensemble variant, we report the Q3 or Q8 accuracy of the optimal ensemble

for that variant. More precisely, over all the tools that perform 3- or 8-state structure

prediction, for each variant we found the subset of tools whose ensemble had the high-

est Q3 or Q8 accuracy averaged over all CASP and PDB datasets (where each dataset

is weighted equally when averaging), by exhaustively enumerating all subsets of tools.

(As a point of comparison, we also compute the specific ensembles that are optimal

for each particular dataset, though our main focus is on the general ensemble that has

optimal accuracy averaged equally across datasets.)

We note that tools have differing requirements for the proteins on which they can

predict secondary structure (in terms of the minimum length of a protein sequence,

and the maximum number of ambiguous amino acids they allow). The accuracy we

report for a tool is over the subset of proteins in a dataset on which that tool can make

predictions. Similarly, the accuracy we report for an ensemble predicting on a protein

is over the subset of tools in the ensemble that can make predictions on that protein.

We first report these accuracies for individual tools compared to the most accurate

ensemble variant, and then report accuracies for all ensemble variants described earlier

(Section “Ensemble variants”).
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17.3.1 Comparing the best ensemble to individual tools

The best ensemble method significantly outperforms all individual tools, consistently

across the CASP and PDB datasets, for both 3- and 8-state structure prediction.

Tables 17.1 and 17.2 show the mean and standard deviation of respectively the Q3

and Q8 accuracies for:

• individual prediction tools,

• the specific ensembles that are optimal for each dataset, and

• the general ensemble that is optimal when averaged across all datasets.

(These dataset-specific ensembles provide an upper bound on the best-possible accuracy

achievable on a given dataset by a general ensemble.) Next we dive into the results in

these tables.

The best ensemble for both 3- and 8-state prediction, when averaging over all

datasets, uses hybrid selection. This optimal general ensemble forms a hybrid of Nnessy

as the core method with Porter as the alternate method. Surprisingly, this Nnessy/Porter-

hybrid, which exceeds all other ensemble variants, outperforms in particular every hy-

brid selection ensemble where either Nnessy or SSpro as the core method are hybridized

with an ensemble of other tools, considering all ensemble variants as the alternate

method. This is due to error in the accuracy estimators, which for instance causes lower-

accuracy alternate predictions to be chosen by the Nnessy/ensemble-hybrid, compared

to Porter’s higher-accuracy alternate predictions in the Nnessy/Porter-hybrid. (This

behavior occurs especially on CASP12 and CASP13, where Porter has high accuracy

while other tools have unusually low accuracy (including MUFOLD, as explained later).

Specifically, for 3-state prediction, Porter alone achieves an average accuracy of 84.0%,

while the best ensemble with which to hybridize Nnessy (that excludes Nnessy) has a

lower accuracy of 83.6%. Similarly, for 8-state prediction, Porter’s average accuracy

is 71.2%, while the best non-Nnessy ensemble only gets 70.5%.)
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Tables 17.1 and 17.2 highlight in bold for each dataset the best Q3 and Q8 accuracy

achieved by a single tool (where the best tool varies per dataset), as well as the accuracy

achieved on that dataset by the best general ensemble (that has highest accuracy aver-

aged over all datasets); the final column highlights in bold the highest average accuracy

(weighting datasets equally) of both the best tool and ensemble. The best tool overall

for 3-state prediction is Porter, and for 8-state prediction is Nnessy. Once again, the

accuracy for MUFOLD is in parentheses because it has very strict input requirements, so

it only predicts over a very restricted subset of the data, and is not the most-accurate

tool over this restricted subset. The best ensemble, on the other hand (which again is

the Nnessy/Porter-hybrid both for 3- and 8-state prediction), consistently outperforms

all tools on every dataset, and significantly improves upon the overall accuracy of the

best individual tool: for 3-state prediction by nearly 4%, and for 8-state prediction by

more than 8%.

We also mention that the best general ensemble comes remarkably close to the

accuracy upper-bound given by the best specific ensemble for each dataset: on some

datasets they agree, while on most they differ in Q3 and Q8 accuracy by much less

than 1%.

Obviously, 8-state prediction is harder than 3-state prediction, both for individual

tools and the best ensemble. (Datasets from CASP also tend to be harder than from

PDB.) The variance in accuracy of a method on a dataset is larger as well for 8-state

than 3-state prediction.

The template-based tools SSpro and Nnessy notably have the most inconsistent

performance across datasets. For SSpro, its template database is drawn from proteins

submitted to PDB before 2017, and this may explain its markedly higher accuracy on

CASP10, CASP11, and PDB2016 than other datasets (as its database likely contains struc-

ture templates similar to their proteins). For Nnessy, which is markedly better on PDB

datasets compared to CASP, recall that when it is evaluated on a given dataset, its
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template database is deliberately formed only over proteins deposited into PDB prior

to the date of the given PDB or CASP dataset. Even so, the PDB dataset for a partic-

ular year—which might arguably better-reflect actual bioinformatics practice for that

year than the corresponding CASP dataset—could contain proteins similar to those de-

posited in previous years. Furthermore, CASP datasets are intentionally designed to

contain proteins that differ from prior PDB entries, making them especially challenging

for template-based tools.

Given that the Nnessy/Porter-hybrid had the highest 3- and 8-state average accu-

racy, we further evaluated Nnessy, Porter, and their hybrid on the most recent CASP

dataset, CASP14 [1]. The 3- and 8-state accuracies on CASP14 for Porter are respectively

82.0% and 70.2%; for Nnessy, they are 77.1% and 66.7%. When hybridized together,

their hybrid’s accuracy rises to respectively 83.5% and 71.5%. These accuracies on

CASP14, and the boost from hybridizing Nnessy with Porter, are consistent with their

performance trend on the other CASP datasets.

17.3.2 Comparing ensemble variants

In brief, as noted before the best ensemble variant for both 3- and 8-state structure

prediction, that achieves the highest accuracy averaged across all datasets, is hybrid

selection. Variants attaining the top accuracy on individual datasets are most frequently

hybrid selection and estimator selection, with per-protein selection variants generally

tending to outperform per-residue voting variants.

Tables 17.3 and 17.4 show in full detail the mean and standard deviation of the

Q3 and Q8 accuracies of all ensemble variants described earlier (Section “Ensemble

variants”) on all datasets. The accuracy shown on a given dataset for a given variant

is again for the optimal ensemble employing that variant, which achieves the highest

accuracy averaged across all datasets (found by exhaustive enumeration of all subsets of

tools). Highlighted in bold in each column is the variant achieving the highest accuracy
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Table 17.3: Three-State Accuracies of Optimized Ensemble Variants on CASP and PDB Datasets

Q3 accuracy (%)
Method CASP10 CASP11 CASP12 CASP13 PDB2016 PDB2017 PDB2018 PDB2019 average

Per-residue voting

Probability 86.4 ± 7.2 85.8 ± 5.7 81.7 ± 9.0 83.3 ± 6.9 89.0 ± 9.9 88.1 ± 7.5 88.1 ± 6.7 83.0 ± 9.3 85.6
Uniform 86.8 ± 7.2 86.0 ± 6.5 80.5 ± 9.0 82.3 ± 7.6 88.5 ± 9.6 87.1 ± 7.3 88.2 ± 6.9 85.1 ± 11.2 85.6
Confidence 87.7 ± 7.8 87.4 ± 6.1 82.0 ± 9.4 84.0 ± 8.3 89.9 ± 9.8 88.7 ± 7.8 89.2 ± 6.7 87.2 ± 9.1 87.0
Estimator 87.9 ± 7.7 87.5 ± 6.3 81.6 ± 9.5 83.6 ± 7.8 90.1 ± 10.3 88.6 ± 7.9 89.4 ± 6.9 87.4 ± 9.2 87.0

Per-protein selection

Support 86.8 ± 8.3 86.2 ± 7.1 81.4 ± 9.4 81.5 ± 9.0 89.2 ± 9.8 87.6 ± 7.9 88.3 ± 7.3 86.1 ± 9.7 85.9
Confidence 87.1 ± 6.5 83.7 ± 6.3 82.5 ± 8.3 81.8 ± 7.5 88.2 ± 11.5 88.0 ± 9.4 89.0 ± 7.1 87.5 ± 9.0 86.0
Estimator 89.1 ± 7.6 87.6 ± 7.2 83.2 ± 9.0 84.8 ± 8.2 89.5 ± 10.9 89.0 ± 8.1 89.9 ± 7.0 87.4 ± 10.3 87.6
Hybrid 89.3 ± 8.4 88.4 ± 8.1 84.9 ± 7.5 85.5 ± 6.6 89.7 ± 6.5 88.5 ± 7.9 89.4 ± 6.9 87.8 ± 8.6 87.9

Table 17.4: Eight-State Accuracies of Optimized Ensemble Variants on CASP and PDB Datasets

Q8 accuracy (%)
Method CASP10 CASP11 CASP12 CASP13 PDB2016 PDB2017 PDB2018 PDB2019 average

Per-residue voting

Probability 74.4 ± 12.5 77.0 ± 9.3 67.1 ± 16.2 69.7 ± 11.8 79.8 ± 12.0 78.9 ± 9.9 80.0 ± 9.7 76.8 ± 11.8 75.8
Uniform 77.0 ± 11.9 77.7 ± 10.2 66.2 ± 15.2 67.7 ± 12.6 83.4 ± 13.4 80.4 ± 12.8 80.9 ± 12.4 79.3 ± 15.7 76.6
Confidence 80.5 ± 10.6 80.0 ± 9.6 69.7 ± 14.6 71.7 ± 15.5 84.7 ± 12.1 82.3 ± 12.3 83.7 ± 11.0 78.3 ± 21.4 78.9
Estimator 79.9 ± 12.0 80.4 ± 10.3 67.8 ± 15.5 71.5 ± 12.4 84.3 ± 13.5 81.6 ± 12.8 82.8 ± 11.7 80.9 ± 14.9 78.7

Per-protein selection

Support 77.6 ± 13.1 76.3 ± 11.5 66.8 ± 14.6 65.1 ± 16.1 82.3 ± 12.2 78.5 ± 12.7 79.8 ± 11.9 77.5 ± 15.6 75.5
Confidence 77.6 ± 10.6 76.1 ± 9.0 72.4 ± 14.1 71.5 ± 16.0 84.0 ± 12.9 82.2 ± 12.7 83.2 ± 11.1 83.4 ± 13.1 78.8
Estimator 82.2 ± 13.5 83.4 ± 11.8 70.4 ± 16.6 75.2 ± 15.7 84.5 ± 13.5 81.8 ± 14.8 82.8 ± 14.4 82.2 ± 15.4 80.3
Hybrid 81.6 ± 14.2 82.3 ± 12.6 75.0 ± 11.4 74.6 ± 11.6 85.4 ± 11.8 84.1 ± 11.6 84.6 ± 10.6 84.0 ± 12.9 81.5
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on that specific dataset, as well as on average across all datasets.

To contrast variants that use per-protein selection versus per-residue voting, for

3-state prediction, estimator selection is better than every per-residue variant on all

datasets except PDB2016. For 8-state prediction, hybrid selection is better than all

per-residue variants on all datasets. That per-protein variants tend to outperform per-

residue variants is likely due to the inherent noise at individual residues in the state

probabilities, confidence values, and accuracy estimates used by per-residue voting,

which may be getting dampened when aggregating across an entire protein with per-

protein selection. The separation in prediction accuracy among variants that weight

votes by uniform, confidence, and accuracy-estimate values is also more pronounced

between per-protein variants than per-residue variants, and is further amplified in 8-

state versus 3-state prediction.

Interestingly, probability voting—perhaps the most widely-used approach for ensem-

ble prediction in the machine learning literature (equivalent to averaging class mem-

bership probabilities or class score vectors across the ensemble)—is the worst ensemble

variant for 3-state prediction, averaged across datasets, and nearly the worst for 8-state

prediction. (Even so, probability voting does outperform all individual tools.)

The new ensemble approach of hybrid selection exceeds probability voting on average

by more than 2% in Q3 accuracy, and more than 5% in Q8 accuracy.

17.4 Effect of ensemble cardinality

Many traditional ensemble methods see a decrease in accuracy as lower-quality pre-

dictions are added to the ensemble. Using accuracy estimation allows us to maintain

ensemble prediction accuracy, even as lower-accuracy predictions are added to the en-

semble. This allows us to combine predictions from many tools, without worrying if

the new predictions will decrease the overall accuracy of the ensemble.

To explore the effects of ensemble cardinality on prediction accuracy, we plotted

the accuracy of the ensemble variants as their cardinality increases. Fig 17.1 gives the
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accuracy of each ensemble on the vertical axis of a given cardinality on the horizontal

axis. For each cardinality, all possible ensembles were considered and only the high-

est accuracy for a given variant is shown. Unsurprisingly, for most ensemble variants,

the tools were added to the highest-accuracy ensemble in order of average accuracy.

Voting-based methods, especially uniform voting and probability voting, suffer from

the addition of lower-accuracy predictions to the ensemble. This is reflected by the

downward slopes of the curves after a certain cardinality (around 4 for Q3 and around

3 for Q8). Per-protein selection methods based on accuracy estimation tend to have

more stable accuracies as more tools are added to the ensemble. With perfect accuracy

estimators, adding more prediction methods to the ensemble could only improve the

ensemble’s accuracy, as lower-accuracy predictions would never be selected by the en-

semble. The accuracy of uniform voting tends to improve on odd numbered cardinality

and decline on even-numbered cardinalities probably due to fewer arbitrarily-broken

ties of secondary structure states in ensembles with odd-numbered cardinality.

17.5 Empirical limit on ensemble accuracy

We can define a conceptual oracle ensemble that always combines predictions in the

most advantageous way using their true accuracy, which provides an empirical limit on

the actual accuracy that can be attained by any real ensemble. The per-protein oracle

accuracy for a CASP or PDB protein is the highest accuracy of any tool’s prediction.

For each protein the per-residue oracle outputs the fraction of residues for which at

least one prediction method predicted the correct state. The following table gives these

accuracies and the difference ∆ between the oracle and the best ensemble variant (either

per-protein or per-residue).
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Figure 17.1: Accuracy of ensemble variants versus ensemble cardinality. The top curves
show the average Q3 accuracy of ensemble variants, while the bottom curves show their
average Q8 accuracy, over the CASP and PDB datasets.

CASP PDB average

(Oracle) ∆ (Oracle) ∆ (Oracle) ∆

3-state, per-protein 89.9% -2.9% 91.3% -2.3% 90.6% -2.7%

3-state, per-residue 96.1% -10.8% 96.7% -7.8% 96.4% -9.4%

8-state, per-protein 82.2% -3.8% 87.0% -2.5% 84.6% -3.1%

8-state, per-residue 88.9% -13.4% 92.3% -10.1% 90.6% -11.7%

The per-residue oracles achieve much higher accuracy than the per-protein oracles,

but surprisingly do not reach 100% accuracy for 3-state prediction, even though 7 tools

were used in the oracle. For certain residues in the proteins from the CASP and PDB

datasets, no tool predicts the correct secondary structure state.

Even though the two-tool hybrid of Nnessy and Porter outperforms the estimator

selection ensemble, the oracle accuracy of the estimator selection ensemble far surpasses

the oracle accuracy of the hybrid, which is further discussed later (Section “Effect of
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improving accuracy estimators”). The hybrid method actually approaches and in some

cases achieves the two-tool oracle accuracy for certain CASP and PDB datasets [56]. As

accuracy estimators improve, the estimator selection ensemble is likely to surpass the

accuracy of hybrid selection.

17.6 Effect of improving accuracy estimators

To quantify the effect of improving the accuracy estimators on the estimator selection

ensemble’s accuracy, we simulated decreasing accuracy estimator error. We fit a nor-

mal distribution over the error values for each prediction method to get a mean and

standard deviation of the error in each method. We changed the mean to 0 and for each

prediction, computed a simulated estimated accuracy by sampling error randomly from

the fitted normal distribution and adding that to the true accuracy of the prediction.

This gives us an accuracy estimate with the expected error for a given accuracy esti-

mator We then decreased the standard deviation of the distribution in 10% increments,

simulating a better accuracy estimator, until the standard deviation was 0 (giving the

oracle accuracy), shown in Fig 17.2. We also show the effect of increasing the standard

deviation, simulating the accuracy estimator worsening. The dashed line toward the

top of the plot is the ensemble oracle accuracy, where the dashed line near the bottom is

the Nnessy-Porter hybrid oracle accuracy (the most-accurate ensemble variant). Each

data point is shown as a box spanning the 1st and 3rd quartiles of the 10 simulations

that were performed with the given standard deviation ratio, where the top and bottom

lines give the maximum and minimum values from the runs. This shows the sensitivity

of the hybrid and estimator selection ensembles to accuracy estimator error.

The simulation assumes that the mean estimated error is 0, which is close to the

actual mean error of the accuracy estimator for each tool (these histograms can be

seen in Fig 15.3). We also assume that the error is uncorrelated to the accuracy of
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Figure 17.2: Simulated accuracy of the hybrid and estimator selection ensembles. The
curves show the Q3 accuracy of these variants when the standard deviation of accuracy
estimator error is fixed at a given ratio.

the prediction. If this assumption were true, then simulating the observed distribution

should give us the true ensemble accuracy, which is not the case. Regardless, this

simulation is useful to show how quickly we expect the true ensemble accuracy to

change as accuracy estimators improve.

In practice, incorporating the confidence feature in addition to the similarity feature

in Nnessy’s accuracy estimator gave a 19% reduction in the standard deviation of the

normal fit to the error. This trend is likely to also hold for accuracy estimators of other

tools.
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Chapter 18

Conclusion

We have presented computational methods that address the biological problems of

inferring reaction pathways in metabolic and signaling networks, and protein secondary

structure prediction. Our approaches are all implemented in five software tools that

are available open-source: Hhugin, Mmunin, and Odinn for pathway inference; Nnessy

and Ssylla for protein secondary structure prediction.

For pathway inference, we have developed the first heuristic for Shortest Hyper-

paths in general directed hypergraphs with positive edge weights, where the length of

a hyperpath is the sum of the weights of its hyperedges. The heuristic handles cycles,

is guaranteed to be efficient, finds optimal hyperpaths for singleton-tail hypergraphs,

and is highly accurate in practice. It matches the state-of-the-art mixed-integer linear

program for shortest acyclic hyperpaths on over 99% of all instances from the NCI-PID

and Reactome databases, and surpasses the state-of-the-art on all instances where no

acyclic hyperpath exists. We also have given the first formulation of Shortest Hyper-

paths as an integer linear program and shown how to tackle it in practice with a cutting

plane algorithm.

For the factory model of pathways, we presented a new formulation of the minimum-

hyperedge factory problem as an MILP that incorporates negative regulation in two

different ways. We have demonstrated the practicality of our approach by running

it on an extensive array of instances from real metabolic networks. Comparisons to

minimum-source factories and shortest acyclic hyperpaths illustrated structural differ-

ences between solutions and showed the need for minimum-hyperedge factories.

For protein secondary structure prediction, we have presented algorithmic approaches

to predict secondary structure and also to combine the predictions from several tools

into an ensemble. Our approach to secondary structure prediction replaces the se-

quence database homology searches of other methods with a faster nearest neighbor
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search over a smaller template database of fixed-length words and uses this to compute

physically-valid maximum-likelihood structure predictions. Our new approaches to en-

semble protein secondary structure prediction significantly exceed the state-of-the-art

accuracy for 3- and 8-state structure prediction. These approaches leverage feature-

based accuracy estimation in a variety of ways to select a prediction from the ensemble

of high estimated accuracy.

18.1 Further research

We highlight a few promising directions for further research, both for pathway inference

and protein secondary structure prediction.

Pathway inference

One shortcoming of our approach to optimal factories is our reliance on the minimum-

flux constant ϵ. In our formulation, we must be careful when setting ϵ, since high values

exclude feasible factories, and low values cause numerical problems. Automatically

determining the right value of ϵ in our formulation is challenging, and we would like to

develop an algorithmic approach for setting a valid ϵ.

We would also like to explore two possible extensions of negative regulation. We

have modeled both direct (first-order) and indirect (second-order) negative regulation in

factories. Second-order negative regulation currently looks at what negative regulators

are reachable from the active sources in the factory. A possible third order would

model mutual interference between negative regulators, where regulator a inhibits the

production of regulator b, and vice versa. Biologically, this leads to periodic production

of both a and b, which would correspond to periodic target production. A possible

fourth order would also look at mutual interference between negative regulators, where a

second-order “reachable” negative regulator might be inhibited by another second-order
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“reachable” regulator, and therefore might not affect target production by a factory.

Both of these extensions likely require modeling time- or concentration-dependence

among reactions, which, in turn, would more faithfully reflect the actual effects of

negative regulation in real metabolic networks.

Due to the lack of stoichiometry in hyperpaths and the flux-based definition of

factories, there is currently no way to meaningfully compare these two pathway mod-

els. Computing hyperpaths that satisfy conservation or accumulation of intermediate

metabolites is therefore desirable. Another possible research direction would be to

develop a graph-theoretic characterization of factories, which could allow a better com-

parison to hyperpaths.

Our heuristic Hhugin is the first efficient method for Shortest Hyperpaths, but has

no approximation guarantee. While no approximation algorithm will have a ratio better

than lnn, due to inapproximability of Shortest Hyperpaths, an approximation algorithm

whose approximation ratio comes close to this lower bound would be desirable.

Protein secondary structure prediction

Nnessy offers a meaningful speedup over all state-of-the-art tools, by replacing an

unstructured homology search with a well-structured metric-space nearest-neighbor

search. Although Nnessy currently finds nearest neighbors from a template database

and uses their known secondary structure in its prediction process, the nearest neighbor

search could be extended to run over a larger sequence database to output homology

sequence profiles, similar to BLAST. This would allow us to develop a template-free

prediction tool that potentially matches the speed of Nnessy, allowing for a very-fast

hybrid method.

Nnessy currently uses a generic data structure for nearest neighbor search, which

has not been optimized for searching over strings. We have several ideas for speeding up

the searches, including finding better bounding balls within our current data structure,

195



developing batch nearest-neighbor search, and carefully sparsifying our database. These

running time improvements would affect Nnessy, the template-free tool described in the

previous paragraph, and the potential hybrid between the two tools.

Finding new features that are correlated with true accuracy would improve the

accuracy estimators for all state-of-the-art tools. We have shown previously in Sec-

tion 17.6 the possible accuracy boost for our ensemble methods if accuracy estimators

were improved.

Our hybrid ensemble can be generalized to a recursive process where the alternate

method again employs hybrid selection, now on a smaller ensemble, leading to a kind of

decision tree that thresholds on accuracy estimates of the prediction methods. Recursive

hybrid selection could be well-suited for an ensemble setting with independent tools that

have high variance in true accuracy, yet moderate error in their accuracy estimators

(where simply picking the prediction of highest estimated accuracy might not perform

as well due to estimator error).

Since estimator selection tends to behave robustly as predictors are added, it is ideal

for ensembles that expand to incorporate future tools as new ones are developed. In

general, the applicability of estimator selection is extremely broad, as it yields a natural

ensemble method for any prediction task where accuracy estimators can be constructed.

Specifically, computational methods using new single-cell sequencing technology often

take different datasets, say datasets A or B, to predict something for dataset C. En-

semble methods based on accuracy estimation could use both datasets A and B for

prediction separately, and output the prediction with highest estimated accuracy. This

opens the possibility of combining tools that leverage distinct datasets to predict on

the same input instance.
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