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Abstract

Astronomical adaptive optics (AO) systems and wavefront sensors (WFS) have

advanced significantly over the past three decades. However, WFS development has

typically focused on coherent or incoherent sources. This work seeks to extend the

design and optimization of astronomical WFS to partially spatially coherent sources,

such as laser beacons with AO correction, to reduce the beacon size below the limit

imposed by atmospheric turbulence. This work develops a theoretical foundation for

partially coherent wavefront sensing using Hopkins’ formula, leading to a discrete

approximation of the Fisher information matrix for a generic class of astronomical

WFSs. The derivation provides insight into the degradation in WFS sensitivity

due to partial coherence and suggests an approach for mitigating the deleterious

effects by limiting interference to include only coherent point pairs in the pupil.

The derived numerical approximation also leads to a new technique for simulating

partially coherence sources and linear WFSs using the coherent impulse response

(CIR) of the WFS and the complex coherence factor of the source, evaluated at the

entrance pupil. Because this new simulation approach more directly accounts for

the effects of spatial coherence on the detector output, arbitrarily large source sizes

can be quickly and accurately modeled. Insights gained by the theoretical work

suggest two novel methods for optimizing WFS sensitivity with partially coherent

sources: pupil segmentation (PS) and impulse response engineering (IRE). The
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former method takes the form of a hybrid WFS which pairs pupil subdivision with

a high-sensitivity coherent wavefront sensing method to measure the wavefront over

each subaperture. The latter method modifies the CIR of the WFS to match the

coherence area of the source. Simulation results, using both the new CIR and

more traditional Fresnel propagation methods, indicate a significant decrease in

the photon-noise gain with each approach. The efficacy of the PS approach is

demonstrated using a novel hybrid Shack-Hartmann pyramid WFS setup, while the

IRE approach was explored using modifications to a Zernike WFS. The simulation

results were further confirmed using a novel software-defined WFS installed on a

bench top AO system and used to directly measure the sensitivity of various WFS

configurations with an extended beacon simulating a partially coherent source. The

bench-level results showed good agreement with the simulation results confirming

the validity of the proposed optimization methods for increasing WFS sensitivity

with a partially coherent source.
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Chapter 1

Introduction

This work is concerned with optimizing astronomical wavefront sensors for use

with partially coherent beacons. While a full review of the fundamental concepts

in adaptive optics (AO) and astronomical wavefront sensing is beyond the scope

of this work, a short overview of AO for astronomical applications is provided to

define the terms and concepts that will be used throughout this work. The reader

is referred to any number of books that provide a history and technical description

of astronomical AO for a more rigorous treatment of the topic [7, 8].

1.1 Adaptive Optics for Astronomical Imaging

Since the earliest days, humankind has looked to the stars for insight and

direction, and some of the earliest applications of science and mathematics were

attempts to predict the movement of heavenly objects [9]. With the invention of

the telescope, celestial observations were not limited to the small aperture of the

human pupil. Larger apertures collect more light allowing ever-more distant and

fainter objects to be observed. Increasing the aperture size also promised increased

angular resolution, but this promise was frustrated by a turbulent atmosphere. Isaac
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Newton noted that the air’s movement and mixing introduced optical aberrations,

which limited the angular resolution in long-exposure images [10].

It wasn’t until the 1950s that a proposal was made to overcome the turbulence-

induced degradation in astronomical images [11]. The concept of adaptive optics was

thus born, though it would take a few more decades for the enabling technologies

to mature to the point that a practical AO system could be built. There are two

fundamental components to any AO system: the wavefront sensor (WFS) and the

wavefront corrector (WFC). The WFS measures the turbulent wavefront, and the

WFC applies a correction to the incoming wavefront. While numerous types of WFC

have been proposed, demonstrated, and implemented on astronomical AO systems,

the most common WFC by far is the deformable mirror (DM) [7, 8]. A DM is a

continuous or segmented mirror with electronically controlled actuators that distort

the mirror surface [7]. In a typical DM, the actuators are arranged in a uniform

grid and oriented to push and pull on a thin face sheet with a mirror coating on the

outside surface, as shown in Figure 1.1.
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Figures 1.1: Cross section of a continuous face-sheet deformable mirror [1].

The configuration shown in Figure 1.1 is not universal but is general enough

to serve as a conceptual model of the WFC. The number of actuators in the DM

determines the maximum phase spatial frequency that can be corrected. Due to the

cost and complexity of increasing the number of actuators, the total actuator count

is typically set by the desired wavefront sampling requirements. This relationship

is less strict for systems that use modal methods for wavefront reconstruction, i.e.,

estimating the coefficients for an orthogonal set of basis functions or modes (such as

the well-known Zernike polynomial modes). Nevertheless, the number of measure-

ment points should roughly equal the number of actuators for efficient and stable

control.

The optimal number of actuators for a given AO system is determined by

carefully balancing competing error sources. The wavefront correction error due to

finite sampling and correction of the phase error is called fitting error. The power

spectral density of phase error due to atmospheric turbulence is well approximated
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by the negative 5/3rd Kolmogorov power law, with an inner and outer scale limit [7].

The largest phase errors are thus in the lowest spatial frequencies, at least up to

the outer scale limit, as seen by the phase structure function, φ(r) = 6.88(r/r0)
5/3,

where r0 is the coherence length or Fried parameter which defines the diameter over

which the phase variance is approximately 1 rad2. From an AO perspective, the ratio

of the actuator spacing scaled to the entrance pupil diameter, rs, to the coherence

length determines the fitting error: σ2
fit = κ(rs/r0)

5/3 [8]. Where κ depends on the

specific DM influence function, i.e., the shape of the mirror surface due to an actuator

movement, which for a continuous facesheet DM is typically 0.3–0.35 [8]. As the

actuator number and configuration cannot be easily changed with a standard DM,

an extensive site survey is usually conducted to determine the turbulence statistics

at the observatory, and the AO system is built to optimize performance for the most

commonly observed r0 values.

Atmospheric turbulence not only has a spatial structure function describing the

statistics of phase variance versus distance but also a temporal structure function,

which describes the phase variance over time. Thus, temporal error accounts for

the finite temporal sampling and correction of the wavefront. The rate of change

of atmospheric turbulence is often described via the Greenwood frequency, fG, the

reciprocal of a coherence time, or simply the coherence length concept applied to

the temporal domain. A relatively quiescent atmosphere may have a Greenwood

frequency of around 20–30Hz, while an atmosphere with high wind or local jet

stream can have a Greenwood frequency greater than 100Hz [8]. The temporal

error is computed as, σ2
temp = (fG/f3dB)

5/3), where f3dB is the 3 dB bandwidth of

the AO control loop [8]. The control loop bandwidth depends on every source of

latency from wavefront measurement to wavefront correction, but the fundamental
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limiting factor is typically the integration time of the WFS detector. A standard

rule of thumb is that the control bandwidth is no more than 1/10th the sampling

rate of the WFS [7]. Unlike fitting error, the integration time of the camera (and,

by extension, the control bandwidth) is usually varied during system operation to

optimize AO performance for a given target brightness and the current turbulence

conditions.

Although fundamental limits to fitting and temporal error exist, in practice,

the limiting factor to increased spatial or temporal sampling is the wavefront mea-

surement error. A high-fidelity AO correction is worse than useless if the wavefront

measurement error is larger than the turbulence-induced phase error. The measure-

ment error is primarily determined by the signal-to-noise ratio (SNR) of the detector

output and the sensitivity of the wavefront measurement. The SNR is a relatively

simple concept that depends on a few factors: the available photon flux from the

reference source, the transmission efficiency of the optical path, the quantum effi-

ciency of the detector, and the noise characteristics of the detector readout. The

sensitivity of the wavefront measurement is a more complicated topic, one explored

in more detail in Chapter 2. A helpful conceptual definition is that the sensitivity

of the wavefront measurement is the efficiency of converting phase variations, which

cannot be directly measured in the optical regime with current technology, into

irradiance variations that can be readily measured. Although strong atmospheric

turbulence will result in scintillation, i.e., irradiance variations at the pupil, for most

astronomical imaging applications, the weak turbulence approximation applies, and

scintillation is negligible. Thus, the primary role of the WFS is to measure phase

variations across the pupil, and a WFS that produces a larger change in irradiance

for a given phase error at the pupil will yield a more accurate wavefront measurement
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for an equivalent SNR. WFS sensitivity is also often referred to as the noise gain of

the WFS, as it describes the propagation of noise errors inherent to the measurement

process to the final estimate of the wavefront. Recent advancements in high-speed,

low-noise cameras with high quantum efficiency provide significant improvements in

detector SNR, but even an ideal WFS with zero noise will be limited by shot noise.

Thus, the ultimate limiting factor on AO performance is often the sensitivity of the

wavefront measurement and the brightness of available reference sources. The WFS

sensitivity, however, is not a static metric and will vary depending on the properties

of the reference source. These two factors: WFS sensitivity and reference source

limitations, will be further discussed in the following two sections.

1.2 Astronomical Wavefront Sensors

The concept of WFS measurement sensitivity can be further clarified by re-

viewing some examples of astronomical WFSs. The number of astronomical WFS

proposed in the literature and demonstrated to one extent or another is vast and con-

tinually growing, so this review will be limited to three WFS: the Shack-Hartmann

(SHWFS), pyramid (PWFS), and Zernike WFS (ZWFS). These WFS are either

widely used in astronomical AO systems (SHWFS and PWFS) or have unique prop-

erties with regard to sensitivity (ZWFS).

1.2.1 The Shack-Hartmann WFS

The SHWFS was one of the first WFSs to be developed and used for astro-

nomical adaptive optics and still remains in widespread use in astronomical AO

systems [8]. The operating principle of the SHWFS is relatively straightforward;

the wavefront at the pupil plane is subdivided into smaller subapertures by a lenslet
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array, and the focused light from the lenslet array falls on a detector. Wavefront

tilt across a subaperture results in a displaced spot on the detector, which can then

be measured using centroiding algorithms. The spot centroid is directly related to

the gradient of the wavefront across the aperture, and the entire wavefront can be

reconstructed using a least-squares fit or another estimation process. An example

of the basic SHWFS geometry and operation is shown in Figure 1.2.

Figures 1.2: Diagram of standard SHWFS design with quad-cell detector output [1].

As illustrated in Figure 1.2, the standard SHWFS design uses square lenslets

to subdivide the pupil plane, though other subaperture geometries are also possible,

including hexagonal, circle, and keystone designs [12]. The quad-cell arrangement

shown in Figure 1.2, with its simple centroid calculation, can also be varied with

more pixels per subaperture, allowing for more sophisticated centroiding algorithms

[13], though the increased sampling comes at the cost of more camera pixels to
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readout and thus typically more latency and readout noise.

The greatest strength of the SHWFS is the robustness and simplicity of the

wavefront measurement. The primary weakness of the SHWFS is its poor sensitivity,

particularly for low spatial frequency phase errors (low-order wavefront modes) due

to the division of the pupil plane. This limitation will become apparent in the

discussion of the pyramid WFS.

1.2.2 The Pyramid WFS

The PWFS is similar to the SHWFS but uses the full aperture for measuring

the wavefront slope. The basic geometry of a PWFS is illustrated in Figure 1.3 and

consists of a lens located at the pupil plane focusing onto a pyramid prism, with

a second lens used to reimage the pupil plane onto the detector plane. Due to the

linear phase of the pyramid prism, four separate pupil images are generated, one for

each facet of the prism.
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Figures 1.3: Diagram of a standard pyramid WFS design with a four-sided pyramid

prism [2].

From a geometric perspective, the operation of the PWFS is very similar to the

operation of the SHWFS. Any slope in the wavefront will shift the focused light on

the pyramid tip, and more light falls on one of the pupil images than on the others. In

this sense, the PWFS is a gradient detector just like the SHWFS, but one that avoids

the pupil subdivision of the SHWFS and thus yields a more sensitive wavefront

measurement. Consider a small tilt in the wavefront; the resulting shift in the spots

for a SHWFS may be only a fraction of the spot width, yielding minimal change

in the detector output, but with the PWFS, even a small tilt sends a significant

fraction of the light to one of the pupil images thus generating a much larger change
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in the detector output. The key difference is that the diffraction-limited spot size of

the focused point on the pyramid prism is much smaller than the diffraction limited

spot size for each lenslet. This increase in sensitivity is the primary advantage of

the PWFS, but there are other benefits. For example, the pixel sampling of the

pupil images can be changed by binning the output of a camera focal plane, which

allows for additional flexibility in optimizing the wavefront sampling for changing

atmospheric conditions.

The primary weakness of the PWFS is the small dynamic range of the mea-

surement for low-order modes. Returning to the tilt example, if all of the light is in

one pupil image, the sign of the tilt error is clear, but the magnitude of the error

is not. This non-linearity in the relation between irradiance and phase complicates

the reconstruction of the phase error and the control law for the WFC. While non-

linearity effects can be mitigated, the irradiance distribution induced by minor tilt

errors reduces sensitivity to other higher-order modes. Essentially only gradients of

opposite sign and greater in magnitude can be reliably measured when there is a

large tilt error.

The standard solution is to modulate the position of the spot around the tip

of the pyramid. This can be accomplished through the use of a high-speed steering

mirror at a conjugate pupil position before the PWFS. The tilt of the steering mirror

is varied to yield a circular pattern centered on the tip, with a complete revolution

being timed to match the integration time of the camera. As may be expected, the

modulation reduces the PWFS sensitivity to tilt errors but increases the range over

which the irradiance output is linearly related to the tilt error. Modulation also

leads to a more robust wavefront measurement as small tilt errors do not lead to

large reductions in sensitivity to high-order modes.
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1.2.3 The Zernike WFS (ZWFS)

The final WFS for review is the Zernike WFS (ZWFS). The ZWFS shares a

general layout with the PWFS, but instead of using a pyramid prism at the focal

plane of the pupil lens, the ZWFS uses a circular phase mask. The diameter of the

phase mask size is typically sized to match the full-width, half-maximum (FHWM)

of the Airy disk diameter (i.e., approximately λF/#) and is designed to introduce

a quarter-wave phase shift. As phase aberrations diffract light out of the Airy disk

core, the phase mask generates a spatially filtered reference wavefront that is phase-

shifted by a quarter wave. The interference between a slightly altered version of

the original wavefront and the spatially filtered reference wavefront yields a highly

sensitive phase measurement. A diagram of the ZWFS proposed and tested on the

VLT is shown in Figure 1.4 [3].
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Figures 1.4: Diagram of a ZWFS design for the VLT SPHERE instrument [3].

Due to the more direct interference-based method for converting phase errors

into irradiance variations, the ZWFS is often considered a phase sensor as opposed

to the SHWFS, which is referred to as a slope or gradient sensor. For small aber-

rations in the pupil, the irradiance variation at the output is approximately linear

with respect to the phase error, and the ZWFS provides a very sensitive wavefront

measurement approaching the theoretical limit [6]. The ZWFS also benefits from

using fewer pixels for an equivalent wavefront sampling resolution. Similar to the

PWFS, the sampling resolution is set by the number of pixels used for detecting the

pupil image. However, unlike the PWFS, only a single pupil image is required for

a phase measurement, thus reducing the total number of pixels required by a factor

of four.
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The downside of the increased sensitivity is the reduced dynamic range for the

phase measurement. The quarter-wave phase shift from the phase mask optimizes

the sensitivity around the null or zero-phase-error point. For large phase errors, the

optimal interference conditions no longer apply. In addition, just as a large tilt error

limited the sensitivity to higher-order modes with the PWFS, the same effect is also

at play in the ZWFS. Unlike the PWFS, there is no simple modulation or other

schemes that allow for tuning the sensitivity and dynamic range. This shortfall has

limited the use of a ZWFS as a general purpose astronomical WFS, though it may

be ideal for specific applications [3].

The WFSs presented in this section have differing levels of sensitivity, the

SHWFS being the least sensitive and the ZWFS the most sensitive. However, this

assessment assumes a coherent reference source. The ultimate sensitivity of the

wavefront measurement also depends on the spatial coherence of the reference source.

The next section will review common reference sources for astronomical wavefront

sensing and discuss the strengths and weaknesses of the different reference sources

with respect to wavefront sensing requirements.

1.3 Reference Sources for Astronomical Wavefront Sensing

Three main criteria determine the suitability of a source for wavefront mea-

surement. First, and most important, is that the source should propagate through

the turbulence along the imaging path, i.e., the propagation path between the ob-

server and the source should be as close as possible to the path between the observer

and the object to be imaged. The second criterion is the spatial coherence of the

source. The higher the spatial coherence, the more ideal the source is for wavefront
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sensing. Finally, as implied by the discussion of measurement error, the source must

be bright enough to produce a reasonable SNR in the WFS detector output. There

are two categories of reference sources used in astronomical applications: natural

and artificial; the strengths and weaknesses of these two types of sources will be

discussed next.

1.3.1 Natural Sources

Astronomical AO benefits from abundant natural sources for wavefront sens-

ing: stars. The use of a star, or other naturally occurring astronomical objects,

for AO wavefront sensing is often referred to as natural guide star (NGS) AO. Un-

fortunately, while stars typically have a high degree of spatial coherence and are

practically infinite in number, most are too dim to serve as a practical guide star.

Those stars that are bright enough to serve as a guide star are limited, and their

location is fixed relative to other targets of interest. This limitation prevents using

NGS AO for a large portion of the night’s sky because the aberrations induced by

atmospheric turbulence are very sensitive to look angle.

The correction error induced by measuring turbulence along a line of sight

different than the desired imaging path is referred to as angular isoplanatic error.

Similar to fitting error and temporal error, the angular isoplanatic error is defined

by a reference angle, the isoplanatic angle θ0, which is simply the angular distance

over which the variation in atmospheric distortion is on average 1 rad2 [7]. This

error source limits AO correction to a relatively small angular distance from the

reference source. For perspective, at an excellent astronomical site, the isoplanatic

angle can be on the order of 20 µrad in the visible [14], but this is still only about

1/3rd of the angular resolution of the human eye. Thus any two stars that can be
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distinguished by eye are too far apart for a wavefront measurement on one star to be

usefully applied to imaging the other star. The limited sky coverage achievable with

NGS AO has led to a number of innovative technical solutions, but of particular

importance for this work is the development of laser guide star (LGS) AO.

1.3.2 Artificial Sources

One of the most significant developments in the history of astronomical AO has

been the development of artificial reference sources for wavefront sensing. Though

the first developments in this area were undertaken primarily for defense applica-

tions [15], the technology has seen widespread adoption across the astronomical

community. An LGS AO system solves the fundamental limitation of NGS AO sys-

tems in that the reference source can be generated nearly anywhere in the night sky,

but it also introduces additional errors and limitations. Figure 1.5 illustrates the

basic components and operation of an LGS AO system.
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Figures 1.5: Block diagram of a standard LGS AO system highlighting critical

components and illustrating the difference between the two main types of LGS

systems: Rayleigh and sodium.
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The largest additional source of wavefront correction error introduced by an

LGS source is focal anisoplanatic (FA) error. Similar to the concept of angular

anisoplanatism, FA error is introduced when the source used for measuring wave-

front aberrations is at a different distance from the target object [7]. This error is

also referred to as the cone effect [8]. As shown in Figure 1.5, the cone of light ema-

nating from the reference source does not traverse the same turbulence as the target

light. Focal anisoplanatic error is primarily determined by the beacon altitude and

sensing aperture and is typically defined by a diameter, d0, which, similar to the

other error sources, defines the aperture diameter over which the FA error is 1 rad2.

Higher altitude beacons and imaging at longer wavelengths can increase d0, but the

continual growth of telescope diameters ensures that FA error is a significant factor

in most LGS AO systems.

The primary limitation of a standard LGS source is tilt indeterminacy. The

laser beacon is affected by atmospheric turbulence on the upward propagation path.

When the laser launch telescope is separate from the observing aperture, beacon

movement due to the uplink turbulence cannot be separated from the perceived

movement of the beacon due to downlink turbulence effects. Even in those cases

where the same aperture is used to launch and receive the return light from the

beacon, optical reciprocity eliminates any ability to measure global tilt from the

beacon [16]. Similarly, while the range or distance of the beacon from the telescope

aperture can be controlled in some systems, the exact range is often variable, which

results in focus errors. Thus, in the LGS AO diagram in Figure 1.5, a separate

tracking and focus sensor (TFS) is employed to overcome this limitation. A separate

NGS source is required for tilt correction, but the combination of an increased

isoplanatic angle for lower-order modes and the reduced flux requirements for tilt-
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only measurements is typically sufficient to achieve good wavefront correction over

a majority of the sky [17].

While alternative LGS AO concepts have been proposed [18], deployed as-

tronomical LGS AO systems can be divided into two categories: Rayleigh and

sodium-based systems. The difference between the two is illustrated in Figure 1.5.

As the name suggests, Rayleigh systems create a reference source using Rayleigh

scattering, and the first LGS AO system to be fully implemented used a Rayleigh

beacon [15]. Localization of the scattering, to increase the spatial coherence of the

reference source, requires pulsing the laser output and range gating, which work to

limit detector exposure to a narrow range of distance along the laser’s propagation

path [7]. Rayleigh systems have the benefit of reduced laser system complexity and

flexibility in choosing a laser wavelength, though various factors such as atmospheric

transmission and the 1/λ4 relation for Rayleigh scattering typically limit the range

of wavelengths considered [7]. The primary drawback of Rayleigh systems is the

limited altitude at which a Rayleigh beacon can be generated due to the rapidly

diminishing atmospheric density as altitude increases [7]. As telescope apertures

increase in size, higher altitude beacons are necessary to minimize FA error which

has driven the development of sodium LGS AO systems.

Instead of relying on Rayleigh scattering, a sodium LGS system generates

beacons through the excitation of mesospheric sodium atoms [8] that reside in a

layer approximately 80 to 100 km above the Earth’s surface [19]. Due to the re-

quirements for resonant excitation of the sodium atoms, the wavelength of the laser

source is limited to a few specific wavelengths (and in practice, one specific wave-

length: 589.159 nm) that correspond to the sodium atomic absorption lines [19].

As no readily available laser medium operates at 589 nm, developing robust sodium
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laser systems has taken decades to achieve, and continued development is still on-

going [20]. Sodium laser systems must also account for the complex interaction

between emitted radiation and sodium atoms, between sodium and other meso-

spheric atoms and molecules, and even interactions with the geomagnetic field [19].

These effects drive even more stringent laser requirements, e.g., narrow bandwidth

(ideally < 10 MHz), circular polarization, and even two-line operation at the D2a

and D2b absorption lines [19]. The primary weakness of sodium beacons has been

weak returns (partially mitigated by recent laser developments) and the extreme

elongation of the beacon due to the >10 km thickness of the sodium layer. Sodium

beacons, despite the significantly higher altitude, do not eliminate FA errors. The

value of d0 for a sodium beacon at an excellent astronomical site is still limited to ap-

proximately 10–15 m in the short-wave infrared and 4–6 m in the visible [7], while

the next generation of extremely large telescopes (ELTs) have effective apertures

ranging from approximately 25–40 m [21].

Active research is ongoing to address the residual FA errors for sodium bea-

cons [22], and the use of polychromatic beacons [23] or separate sensing apertures [24]

have been explored to overcome the tilt indeterminacy limitation of LGS sources.

However, another limitation of laser beacons has received comparatively little at-

tention: the degraded spatial coherence of a laser beacon relative to stars and other

natural sources. A more rigorous introduction to spatial coherence and its effects

on wavefront measurement can be found in Chapter 2. At the conceptual level,

the effect of spatial coherence on a wavefront measurement is roughly equivalent to

estimating a person’s height by measuring their shadow using a single, distant incan-

descent light bulb versus a nearby large fluorescent light bulb. The more extended

source produces a less-distinct shadow which introduces more measurement error.
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The same effect is present in wavefront measurement. The next section introduces

and defines the concept of partially coherent beacons and discuss the importance of

developing WFS design and optimization techniques for this unique class of WFSs.

1.4 Partially Coherent Beacons

The spatial coherence of an NGS or LGS source is inversely proportional to its

angular extent [25]; thus, the size of the laser beacon is the primary limiting factor

for spatial coherence. Just as the uplink laser propagation through the atmosphere

adds tip/tilt errors, atmospheric turbulence limits the minimum size of the laser

beacon created. The same process that disrupts high-resolution imaging through

the atmosphere also leads to an aberrated and expanded laser beacon. As a highly

aberrated beacon with a random speckle pattern is undesirable for wavefront sensing,

the laser launch aperture is limited to a small fraction of the receiver aperture.

Launch apertures typically range in size from 30-50 cm in diameter, and the angular

size of sodium beacon varies from 3.5 to 8.5 µrad [26]. Recall that the isoplanatic

angle in the visible is often less than 20 µrad even at an ideal observatory, and the

relatively large size of a sodium beacon becomes clear.

The natural solution to the limitation imposed by atmospheric turbulence on

the laser uplink is to use AO to precompensate the laser before propagation through

the atmosphere. This approach has been proposed, and the potential benefits stud-

ied in simulation [27], but nearly all LGS systems built to date do not include a

separate AO system for the laser launch telescope. Perhaps surprisingly, one of

the exceptions was the first LGS AO system ever developed [15]. Due to the poor

beam quality of the laser available at the time, a large aperture size was necessary
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to achieve the minimum beam size requirements, and thus the laser was launched

through the same telescope used for imaging [15]. At that point, including the DM

in the outgoing path was relatively straightforward. Thus, the first LGS AO sys-

tem was also the first to employ uplink correction on the outgoing beam, though

the resulting beacon size was roughly comparable to what can be achieved with an

uncompensated laser uplink at a descent astronomical site.

A key consideration in the potential benefit of uplink correction is the im-

provement in the sensitivity of the wavefront measurement made possible by the

increased coherence of the beacon. Previous examinations of the benefits of uplink

correction have been limited by only considering the benefits of a single wavefront

sensor design and a relatively small laser launch aperture of 30 cm [27]. In the first

case, the examination did not consider alternative wavefront sensor designs that

may yield more significant improvements in sensitivity. In the latter case, the ex-

amination did not consider the benefits of increasing the laser launch aperture up

to the natural limit of using the full telescope diameter to propagate the laser.

However, even in the case of a monostatic LGS system, the laser beacon pro-

duced would still not be fully spatially coherent due to uncorrected aberrations and

limitations on the beam waist diameter vis-a-vis the launch aperture. This limi-

tation leads to a distinct class of beacons that would fall between the two most

common reference sources: the coherent natural guide star and the incoherent laser

guide star. For this work, this class of sources is referred to as a partially coherent

beacon.

Note that every reference source is partially coherent in that the labels coher-

ent and incoherent represent valuable approximations more than strict categories.

Still, it is useful to distinguish between beacons that can be considered coherent,
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incoherent, or partially coherent. A coherent beacon is defined as having an angular

size smaller than the angular resolution of the telescope aperture. Various metrics

can define the angular resolution of a circular aperture, but a simple standard is

the ratio of the source wavelength and the diameter of the aperture: λ/D. This

definition of angular resolution is an approximation of the Rayleigh criterion for

discriminating between two points. Resolving two points in angular space is a use-

ful metric for determining the spatial coherence of a reference source [28]; if the

angular size of the reference source is much smaller than the angular resolution of

the receiving aperture, the coherent assumption applies because the optical system

cannot resolve the distinct source points in the reference. A reference source larger

than the angular resolution is not fully coherent because the optical system can

distinguish multiple source points, and thus any wavefront measurement will be de-

graded. Returning to the example of estimating a person’s height by their measuring

their shadow, multiple distinct source points lead to multiple shadows that overlap,

blurring the shadow’s edge.

Conversely, a genuinely incoherent beacon is an oxymoron as no wavefront

measurement is possible with a spatially incoherent source. Still, it is helpful to

distinguish between beacons that can be resolved by the full telescope aperture

from those sources which exceed the angular resolution of the wavefront sampling

area, or in the case of a SHWFS, the subaperture defined by the lenslet array. The

need for distinguishing between the two can best be explained by the van Cittert–

Zernike theorem and coherence theory more broadly [25]. Again, a more detailed

explanation of these topics is provided in Chapter 2, but in brief, for a given beacon

angular size, the coherence area is the maximum distance between points that will

yield interference effects. In other words, light from two points inscribed by the
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coherence area will constructively or destructively interfere and thus deviate from

a simple summing of the irradiance from each point. If the SHWFS subaperture

resolves the beacon, the coherence area is smaller than the SHWFS subaperture.

Thus points separated by the sampling area or sampling distance will not interfere.

An incoherent beacon is thus any beacon incompatible with direct interference-based

wavefront measurements and thus restricted to slope or gradient measurements. As

the slope measurements can be predicted using the incoherent approximation, the

beacon is incoherent from a wavefront sensing perspective.

A partially coherent beacon is simply one that does not fall into the other two

categories. The telescope aperture resolves the beacon, so the coherent approxima-

tion is not valid, but the coherence area is larger than the sampling area, so interfer-

ence between some sample points can be leveraged to measure the wavefront. This

work aims to explore wavefront sensing in this partially coherent regime, develop

tools and techniques for optimizing WFS design for a partially coherent beacon,

and ultimately understand the limits of WFS sensitivity vis-a-vis spatial coherence.

Although the research’s primary motivation was to quantify the benefits of uplink

correction for LGS AO, the general thrust of this work is focused on the interaction

between spatial coherence and WFS sensitivity. As such, a brief review of previous

research on this topic is included in the following section.

1.5 Spatial Coherence and WFS Sensitivity

Most research on astronomical wavefront sensing has focused on coherent and

incoherent beacons, as described in section 1.4. Developments in WFSs for NGS

applications concentrate on coherent beacons [2,3,29] and LGS WFS designs tend to
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focus on uncompensated and elongated beacons [5, 30–33]. The modulated PWFS

is an interesting exception to this rule. As described in section 1.2.2, modulation

artificially increases the reference source’s effective size, creating a partially coherent

beacon out of a coherent beacon.

The effects of modulation on the sensitivity of the wavefront measurement have

been well documented in the literature (see [29,34,35] for a few examples). Although

anchored by simplified analytical formulations, these treatments typically depend

on wave-optic simulations to quantify the reduction in sensitivity. The emphasis in

these papers is also on quantifying the reduction in sensitivity relative to a fixed

PWFS versus optimizing the sensitivity of the wavefront measurement for a given

modulation. Fauvarque et al. examined the effect of modulation shape as well as

modulation schemes, i.e., modulation with variable dwell times on the pyramid face

versus the pyramid edge, on the sensitivity and concluded that increased dwell time

on the edge increased the sensitivity of the wavefront measurement [35]. In general,

research has focused on avoiding the need for modulation through diffusers [36, 37]

or uncorrected aberrations [38]. While modulation generates a partially coherent

beacon and reduces sensitivity, this is mostly accepted as an unavoidable side effect

and justified by the increased linearity and dynamic range it provides.

Outside of modulation, there has been some work examining the possibility of

using the PWFS with an extended beacon, primarily focused on sodium LGS AO

applications [39–41]. In these cases, the beacon size is typically well into the incoher-

ent beacon regime, though Pinna et al. did test a PWFS across a range of beacon

sizes that included cases within the partially coherent regime [41]. Their results,

while interesting, did not yield many insights into the effects of a partially coherent

beacon on the wavefront sensitivity other than to demonstrate that measurement
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sensitivity for lower-order modes was more affected by a partially coherent beacon

than higher-order modes [41]. One exception to the focus on LGS applications was a

proceedings paper by Ellerbroek et al. which developed an analytical expression for

a pyramid and roof-WFS (the roof-WFS being a single axis measurement) with an

extended source [42]. The derivation is based on incoherently summing the contri-

bution from a distribution of points in the source, which must then be numerically

evaluated to determine the final noise gain of the wavefront measurement for a given

mode [42]. The results are interesting; in addition to modulation radius, the paper

includes extended objects with angular sizes ranging from 0 to 10 λ/D, which are

firmly in the partially coherent range, though the extended-object results were only

calculated for the roof-WFS and only limited modulation results were provided for

the PWFS [42].

Although uncompensated sodium beacons fall within the incoherent limit,

some recent WFS developments aimed at sodium beacons are worth reviewing, par-

ticularly the development of the ingot WFS (IWFS) [4]. The IWFS is a variation

of the PWFS designed to deal with the extreme elongation of the sodium beacon,

particularly for the upcoming ELTs, which in its most common configuration gener-

ates six pupil images using a complex refractive and reflective prism element [5]. In

essence, the extra pupil images allow for additional sampling of the beacon image.

If a standard PWFS produces a quad-cell-like gradient measurement, the IWFS

produces gradients using six pixels tailored to improve centroiding measurements

with an elongated beacon [43]. An example of an IWFS layout and illustration of

the beacon sampling is shown in Figure 1.6.
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Figures 1.6: Diagrams of an IWFS. a) Layout of an IWFS with six pupil images,

numbered for reference. b) Focal plane segmentation from the perspective of sub-

aperture close to the laser beacon launch aperture. c) Focal plane segmentation

from the perspective of subaperture distant from laser launch aperture [4, 5].

The unique shape of the ingot prism in Figure 1.6 helps to compensate for

the elongated beacon, optimizing the focal plane sampling to detect relative beacon

displacement due to phase aberrations even for extreme elongation. The IWFS

is notable because it deviates from the standard SHWFS design that dominates

current LGS AO wavefront sensing, and just like the pyramid, it takes advantage of

the full telescope aperture; thus, any increase in the spatial coherence of the beacon
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should increase the sensitivity of the wavefront measurement. However, there is no

indication that the IWFS would yield optimal sensitivity for a partially coherent

beacon, and there are limited examples of research into optimizing wavefront sensor

design for a partially coherent beacon.

One exception is a relatively old paper published in 1986 by Cederquist et

al. [44]. The paper introduces a method to evaluate the sensitivity of a WFS based

on the Cramer-Rao lower bound (CRLB). It applies that method toward optimiz-

ing the shear distance for a shearing interferometer with an extended beacon using

a coherence theory-based formulation [44]. The shearing interferometer was used

in the first AO system built and demonstrated by ARPA researchers in the early

1970s [7] but has since been mostly displaced by the SHWFS for astronomical AO

systems. The operation of a shearing interferometer relies on amplitude splitting of

the wavefront (creating two copies of the wavefront with roughly equal amplitude)

and introducing a lateral shift before recombining with the resulting interference be-

ing proportional to a gradient measurement [7]. Two orthogonal shears are needed

for wavefront sensing applications, requiring a four-way split of the initial wave-

front. Although numerous methods exist for achieving the desired splitting and

shearing, all methods introduce additional complexity relative to a SHWFS but do

not significantly increase performance [7].

While the specific application to the shearing interferometer is of limited inter-

est, the techniques developed directly apply to this work and are not limited to the

case of a shearing interferometer. For example, the CRLB method has been used to

determine the fundamental limit for WFS sensitivity for any linear WFS (i.e., a WFS

that does not use amplitude modulation or filtering) [45]. The coherence-theory-

based formulation developed in the paper is also unique and generally applicable as
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it is based on the coherent impulse response of the sensor [44]. These two techniques

will be the foundation for pursuing the objective of this work: optimizing wavefront

sensor design for partially coherent beacons.

1.6 Summary

This chapter reviewed some of the basic concepts of astronomical adaptive op-

tics, with particular emphasis on the various sources of error that limit the overall

performance of the AO system, i.e., the accuracy of the wavefront correction. The

two primary sources of error, fitting error and temporal error, are determined by

the spatial and temporal resolution at which the wavefront is measured and cor-

rected. Minimizing these errors is primarily limited by measurement error, i.e., an

inaccurate wavefront estimate due to low SNR. Although stars are ideal reference

sources for wavefront sensing, most stars are too dim to meet the required spatial

and temporal sampling resolution. Those stars which are bright enough cannot sup-

port full sky coverage due to the extreme angular sensitivity of turbulence-induced

phase errors. This limitation has led to the development of artificial sources using

lasers, but LGS AO systems are limited by focus anisoplanatism and poor WFS

sensitivity due to the extended nature of the laser beacon. The use of AO-enabled

pre-compensation of atmospheric turbulence can reduce the size of a laser beacon,

but practical and fundamental constraints prevent the creation of a fully spatially

coherent laser beacon. Thus there is a need to explore WFS designs for partially co-

herent beacons, i.e., beacons with an angular size larger than the angular resolution

of the full telescope aperture but significantly smaller than the angular resolution of

a standard SHWFS subaperture. There has been limited research into optimizing
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a wavefront sensor design with a partially coherent beacon. One of the few exemp-

tions was the optimization of a shearing interferometer for an extended beacon. The

techniques developed in that work will serve as the foundation for broadening the

application to a more general class of WFSs with more favorable characteristics for

optimizing sensitivity.
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Chapter 2

Optical Coherence and Wavefront Sensor

Sensitivity

As laid out in Chapter 1, this research aims to optimize wavefront sensor de-

sign for a beacon size that falls between the two extremes of spatial coherence. The

design optimization depends on two key concepts: optical coherence and estimation

theory. This chapter briefly reviews the basic concepts of spatial coherence, intro-

duces estimation theory, and demonstrates the impact of optical coherence on WFS

sensitivity using the example of a simple double-pinhole interferometer.

2.1 Optical Coherence

Optical coherence is, at heart, a statistical description of a source. A perfectly

monochromatic source has perfect optical coherence. Any electromagnetic wave em-

anating from this source exhibits perfect correlation between the phase of the E-field

at any combination of points across space and time. As perfectly monochromatic

sources do not exist, optical coherence is a measure of the deviation from this ideal.

While optical coherence covers any statistical measure of an optical source, this

treatment will focus exclusively on second-order statistical measurements. Second-
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order statistics are fully described by the mutual coherence function [25],

Γ(r⃗1, r⃗2, τ) = ⟨u(r⃗1, t+ τ)u∗(r⃗2, t)⟩. (2.1)

The angled brackets in Equation 2.1 denote the time average or ensemble average,

assuming the field is ergodic. The mutual coherence function is thus a measure of

the covariance between two points in an electromagnetic wave separated in time and

space. Given the extreme frequency of optical radiation, any practical integration

over time generates a time average of the field or, more specifically, a time aver-

age of the Poynting vector. Coherence is closely tied to interference as the mutual

coherence function measures the degree to which interference effects remain after

time averaging, with interference effects defined as the degree to which the mea-

sured irradiance deviates from the sum of individual irradiance, i.e., constructive or

destructive interference is present. The mutual coherence function shown in Equa-

tion 2.1 assumes a complex representation of the electric field. Thus, for a linear,

isotropic, and homogeneous medium, the irradiance is 1/2cnϵ0⟨|u(r⃗, t|2⟩, where c is

the speed of light, n is the refractive index of the medium, ϵ0 is the permittivity of

free space, and u(r⃗, t) is the complex representation of the electric field amplitude.

For simplicity, these constants will not be included in future expressions, instead

the irradiance is defined as ⟨|u(r⃗, t)|2⟩.

The standard demonstration of the effects of coherence on interference uses

Young’s double pinhole interferometer (YDPI), which is a useful theoretical con-

struct because it limits the treatment to fields emanating from two pinholes. This

simple construct is also helpful for demonstrating the link between the mutual co-

herence function and fringe visibility. Assuming the pinholes are small relative to

the distance to the screen, the total field at the screen is the sum of the fields ema-
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nating from each pinhole with a complex factor K accounting for propagation from

the pinholes to the detector plane. The field at the screen is [25]

us(r⃗, t) = K1u(r⃗1, t−R1/c) +K2u(r⃗2, t−R2/c), (2.2)

where us is the complex amplitude on the screen, R1 and R2 are the distances

between pinhole one and pinhole two to the point r⃗ respectively, and u is the complex

amplitude at the pinhole plane. The irradiance at a point r⃗ on the detector plane is

I(r⃗) = ⟨|K1u(r⃗1, t−R1/c) +K2u(r⃗2, t−R2/c)|2⟩. (2.3)

After some algebra, the irradiance becomes

I(r⃗) =|K1|2⟨|u(r⃗1, t−R1/c)|2⟩+

|K2|2⟨|u(r⃗2, t−R2/c)|2⟩+

K1K
∗
2⟨u(r⃗1, t−R1/c)u

∗(r⃗2, t−R2/c)⟩+

K∗
1K2⟨u∗(r⃗1, t−R1/c)u(r⃗2, t−R2/c)⟩.

(2.4)

At this point the first two terms in Equation 2.4 are defined as the irradiance from

pinhole 1 and 2 respectively: I1(r⃗) and I2(r⃗). Note that the last two terms have a

similar form to Equation 2.1 and that the time delay in the complex amplitude can

be expressed in terms of a difference in time. The irradiance equation can thus be

simplified as

I(r⃗) = I1(r⃗)+I2(r⃗)+K1K
∗
2Γ

(
r⃗1, r⃗2,

R2 −R1

c

)
+K∗

1K2Γ

(
r⃗2, r⃗1,

R1 −R2

c

)
. (2.5)

Equation 2.5 is further simplified by noting that Γ(r⃗1, r⃗2,−τ) = Γ∗(r⃗2, r⃗1, τ) and

the complex factors K1 and K2 can be expressed as Kn = |K|eik̄Rn in the far-field

approximation. This allows the last two terms to be combined:

I(r⃗) = I1(r⃗) + I2(r⃗) + 2|K|2 cos(2πν̄τ)Re{Γ(r⃗1, r⃗2; τ}, (2.6)
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where τ is the optical path difference (OPD) expressed in time. Normalizing the

mutual coherence function,

γ(r⃗1, r⃗2; τ) =
Γ(r⃗1, r⃗2; τ)√
I1(r⃗1)I2(r⃗2)

, (2.7)

and expressing it in polar form leads to the well-known coherence equation for a

double pinhole,

I(r⃗) = I1(r⃗) + I2(r⃗) + 2
√

I1(r⃗)I2(r⃗)|γ(r⃗1, r⃗2; τ)|cos(2πν̄τ + φ21), (2.8)

where φ21 = φ(r⃗2) − φ(r⃗1) is the argument of the complex degree of coherence or

the difference in phase of the complex electric field between the two pinholes.

Equation 2.8 is further simplified by applying the quasimonochromatic ap-

proximation, or the assumption that the maximum OPD in the system is much

smaller than the coherence length of the source. Under the quasimonochromatic

assumption, temporal coherence effects are ignored, and τ is assumed to be zero.

The applicability of the quasimonochromatic approximation depends on the

coherence length of the source, which is proportional to c/∆ν, where c is the speed

of light and ∆ν is the spectral bandwidth of the source. Note that the assumption is

not that the source is monochromatic as that would imply perfect temporal and spa-

tial coherence. Laser beacons are quasimonochromatic incoherent sources because

separate points in the source have zero phase correlation. For example, narrowband,

circularly-polarized laser radiation excites a specific energy transition in mesospheric

sodium atoms to induce optical pumping [19]. The atomic transition linewidth is

very narrow, about 10 MHz, but still generated from spontaneous emission and

thus, the phase is uncorrelated between individual atoms [19]. While Rayleigh LGS

systems use pulsed lasers and generate a beacon through Rayleigh scattering, the
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beacon generated can also be approximated as a quasimonochromatic source due to

the longitudinal extent of the beacon being longer than the laser’s coherence length,

even with range gating.

The quasimonochromatic approximation will be used throughout this work,

which reduces the mutual coherence function, Γ to the mutual intensity, J : J(r⃗1, r⃗2) =

Γ(r⃗1, r⃗2; τ = 0) and reduces the complex degree of coherence, γ, to the complex co-

herence factor, µ: µ(r⃗1, r⃗2) = γ(r⃗1, r⃗2; τ = 0) [25]. As the name suggests, the

complex coherence factor is complex with an amplitude and a phase, but these

quantities are often separated, so the magnitude of the complex coherence factor

will be referred to as the spatial coherence magnitude for the remainder of the text.

The final expression for the irradiance from a double pinhole with a quasimonochro-

matic source is thus

I(r⃗) = I1(r⃗) + I2(r⃗) + 2
√

I1(r⃗)I2(r⃗)|µ(r⃗1, r⃗2)|cos(2πν̄τ + φ21). (2.9)

The results expressed in Equations 2.8 and 2.9 show that the impact of coher-

ence is primarily observed as a reduction in the visibility of the interference. When

the spatial coherence magnitude equals one, the equation simplifies to the standard

interference equation for two pinholes. Otherwise, the visibility of the interference,

defined as V = (Imax − Imin)/(Imax + Imin), can be shown to be equal to |µ(r⃗1, r⃗2)|

when I1(r⃗) = I2(r⃗).

The reduction in fringe visibility degrades any attempt to estimate wavefront

parameters, as the sensitivity of a wavefront measurement is linked to the change

in irradiance for a given change in phase, which requires interference. The follow-

ing section briefly introduces estimation theory and the foundational mathematical

concepts for predicting estimation performance, which will be used to quantify the
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reduction in sensitivity.

2.2 Estimation Theory

Due to the extremely high frequency of optical and infrared radiation, wave-

front measurement necessitates the conversion of phase errors into irradiance varia-

tions on a detector. The phase errors are thus estimated based on a measurement of

the irradiance, and the accuracy of the phase estimate will depend on the noise dis-

tribution and the estimator, i.e., the mathematical process used to convert measured

irradiance values into wavefront estimates. Estimation theory is the mathematical

study of estimators and provides the framework for quantifying the interaction be-

tween noise distributions and estimation accuracy. Note that the following treatment

uses the traditional frequentist representation of probability rather than a Bayesian

framework.

The performance of all estimators, from simple averaging to complicated multi-

parameter nonlinear estimators, is described by two metrics: bias and variance. The

bias describes the average deviation of the estimate from the actual value, while the

variance describes the variation in predicted values. In more mathematical terms,

the bias is the expected value or average of the estimator, while the variance is

the second central moment of the estimator. For most applications, the optimal

estimator has zero bias and minimal variance and is referred to as the minimum

variance unbiased estimator [46].

Critically, the quality of an estimator can only be assessed if the noise process

follows a known and quantifiable distribution or likelihood function, p(x; θ). The

likelihood function is the probability density of measuring a value, x, given that the
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parameter’s actual value is θ. The concept of a likelihood function is illustrated in

Figure 2.1 using a normal distribution.

Figures 2.1: Example likelihood functions for a zero-mean Gaussian-noise process

with an actual parameter value of θ.

Figure 2.1 illustrates the impact of noise distribution on the estimation ac-

curacy. The broad likelihood function (blue curve) has a significant probability of

measuring a negative value even though the actual value of θ is greater than zero.

With the narrower distribution (red curve), the chance of measuring a negative value

for the given θ is nearly zero. For a known likelihood function, the lower bound on

the measurement variance for an unbiased estimator is known as the Cramer-Rao

lower bound (CRLB) [46]. The CRLB is similar to comparing the performance of an

optical design to the diffraction limit; it represents a fundamental limit on estimator

performance.

The derivation of the CRLB for a scalar parameter estimator is relatively

straightforward and is presented in an abbreviated form below; for a full derivation,
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the reader is referred to Kay’s excellent book on estimation theory [46]. The deriva-

tion relies on meeting a few conditions: the estimator is unbiased, the likelihood

function is known, and a regularity condition [46],∫
∂ ln p(x; θ)

∂θ
p(x; θ)dx = 0. (2.10)

The regularity condition will hold if the order of integration and differentiation

can be switched, which is generally the case for functions that are continuously

differentiable [46]. Starting with the unbiased estimator condition [46],

E(α̂) =

∫
α̂p(x; θ)dx =

∫
g(θ)p(x; θ)dx = α, (2.11)

where α̂ is the estimate of α = g(θ), each side is differentiated with respect to θ and

the order of integration and differentiation is swapped (valid based on the regularity

condition) to produce the following expression∫
α̂
∂ ln p(x; θ)

∂θ
p(x; θ)dx =

∂g(θ)

∂θ
. (2.12)

Using the regularity condition expression as a null factor, Equation 2.12 becomes∫
(α̂− α)

∂ ln p(x; θ)

∂θ
dx =

∂g(θ)

∂θ
. (2.13)

Applying the Cauchy-Schwarz inequality [46],(
∂g(θ)

∂θ

)2

≤
∫

(α̂− α)p(x; θ)dx

∫ (
∂ ln p(x; θ)

∂θ

)2

p(x; θ)dx, (2.14)

the first integral on the right side of the inequality is the variance of α̂ and the terms

are rearranged to yield the general expression for the CRLB,

var(α̂) ≥

(
∂g(θ)
∂θ

)2

∫ (
∂ ln p(x;θ)

∂θ

)2

p(x; θ)dx
. (2.15)



55

The denominator on the right side of the inequality is referred to as the Fisher

information (FI). The FI is inversely related to the CRLB. Thus, the larger the FI,

the smaller the variance in the unbiased estimate of the parameter. The CRLB can

be extended to the estimation of multiple parameters or vector estimation using [46]

Cα̂ −
∂g(θ⃗)

∂θ⃗
F−1(θ⃗)

∂g(θ⃗)T

∂θ⃗
≥ 0, (2.16)

where C α̂ is the covariance matrix, ∂g(θ⃗)/∂θ⃗ is the Jacobian for converting θ⃗ to α⃗,

and F is the Fisher information matrix (FIM),

Fij(θ⃗) =

∫
∂ ln p(x⃗; θ⃗)

∂θi

∂ ln p(x⃗; θ⃗)

∂θj
p(x⃗; θ⃗)dx⃗. (2.17)

The expression in Equation 2.16 indicates that the difference between the covariance

matrix and the vector CRLB is positive semidefinite. A matrix, A, is positive

semidefinite if x⃗†Ax⃗ ≥ 0 for all vectors x⃗ [47].

The FIM is a mathematically rigorous method for quantifying the impact of

noise on the wavefront measurement and will form the foundation for exploring the

impact of spatial coherence on WFS sensitivity in this work. The FIM is too un-

wieldy to use for WFS comparison, and thus a sensitivity metric will be derived

from the FIM in Chapter 4. However, the FI is a useful sensitivity metric when

estimating a single parameter. The next section will apply the concepts of coher-

ence and estimation theory to a simple OPD or tilt measurement using a YDPI to

demonstrate the utility of this approach.

2.3 Coherence and Wavefront Measurement Sensitivity in Young’s

Double-Pinhole Interferometer

Section 2.1 derived a second-order coherence equation for a double pinhole

setup. Using the FI expression derived in Section 2.2, this section provides a simple
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example quantifying the reduction in sensitivity due to spatial coherence using a

YDPI as a simple wavefront sensor. The use of FI as a measure of coherence [48]

and WFS sensitivity [6, 45] is well-established in the literature; thus, it is a natural

extension to use the FI to quantify the degradation in WFS sensitivity due to spatial

coherence.

Young’s double pinhole interferometer can be used to measure the difference

in phase between the two pinholes using the shift in the irradiance fringe pattern,

yielding a single wavefront estimate. Figure 2.2 illustrates the basic setup of a YDPI

used throughout this section.

Figures 2.2: Young’s double pinhole interferometer measuring the optical path dif-

ference (OPD), ∆12, between two points in the wavefront using an array of detector

elements, g⃗.

The first step in calculating the FI is defining the noise model. In most WFS
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applications, the noise is dominated by some combination of photon and camera

read noise. Photon noise follows a Poisson distribution, while read noise follows

a Gaussian distribution. As camera read noise depends on the detector and can

theoretically be reduced to zero, this work will focus primarily on photon noise.

The likelihood function for a Poisson noise process is expressed as [47]

p(g⃗; θ⃗) =
M∏

m=1

exp[−ḡm(θ⃗)]
ḡm(θ⃗)

gm

gm!
, (2.18)

where ḡm is the average number of photo-electrons generated from detector element

m for a given integration period. For comparison, the likelihood function for a

Gaussian noise process is [47]

p(k⃗; θ⃗) =
M∑

m=1

1√
2πσ2

exp

[
−(km − k̄m(θ⃗))

2

2σ2

]
, (2.19)

where k is used to indicate a conversion from photo-electrons to the detector readout

units, e.g., voltage or current. Plugging Equations 2.18 and 2.19 into Equation 2.17

and simplifying leads to the following expressions for the photon noise and read

noise FIM, respectively [47]:

Fij(θ⃗) =
M∑

m=1

1

ḡm(θ⃗)

∂ḡm(θ⃗)

∂θi

∂ḡm(θ⃗)

∂θj
, (2.20)

Fij(θ⃗) =
M∑

m=1

1

σ2
m

∂k̄m(θ⃗)

∂θi

∂k̄m(θ⃗)

∂θj
, (2.21)

where σ2
m is the read noise for detector element m. The WFS sensitivity will be

fundamentally limited by the photon noise, as expressed in Equation 2.20. For the

specific application shown in Figure 2.2, estimating the OPD between two points,

Equation 2.20 reduces to

F (∆12) =
M∑

m=1

1

ḡm(∆12)

[
∂ḡm(∆12)

∂∆12

]2
. (2.22)
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The average photon flux is proportional to the irradiance integrated over the

area of a detector element. Using Equation 2.9 and assuming the wavefront ampli-

tude is the same at each pinhole, the irradiance at the detector plane is

I(r⃗) = 2Ip(r⃗)

(
1 + |µ(r⃗1, r⃗2)| cos(k

d

z
y + k∆21)

)
, (2.23)

where k = 2π/λ, z is the distance between the pinhole and detector planes, and d is

the pinhole separation distance. Integrating over the area of each detector element

yields the following expression for ḡm in terms of the OPD

ḡm(∆12) = 2Ipτ∆x

∫ y+m

y−m

[
1 + |µ(r⃗1, r⃗2)| cos

(
k
d

z
y + k∆12

)]
dy, (2.24)

where y+m and y−m are the y-coordinates defining the vertical extent of a detector

element m, ∆x is the width a detector element, τ is the integration time, and Ip is

expressed in terms of photon flux.

Assuming the irradiance is uniform across the width of a detector element, only

integration in the y-direction is required. The size of the detector elements in the

y-direction can be arbitrarily small in the photon-noise regime without penalty, but

for simplicity, the fringes are assumed to be Nyquist sampled, with a height equal

to λz/2d, and aligned such that the detector edges are defined as y+m = mλz/2d and

y−m = (m− 1)λz/2d. In this case, Equation 2.24 can be simplified to two equations

that define all detector elements:

ḡ+(∆12) = n

[
1

2
+
|µ12|
π

sin (k∆12)

]
, (2.25)

ḡ−(∆12) = n

[
1

2
− |µ12|

π
sin (k∆12)

]
, (2.26)

where n = 4πIpτ∆x z
kd

is the average number of photons incident on the detector

element in an integration period, τ , and |µ12| is the spatial coherence magnitude.
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Equations 2.25 and 2.26 apply to each detector element pair across the detector

plane, with each pair being centered on a fringe peak. The change in the average

photon flux with respect to a change in OPD is

∂ḡ±(∆12)

∂∆12

= ±kn

π
|µ12| cos (k∆12), (2.27)

and the FI is

F (∆12) =
nk2|µ12|2 cos2(∆12)

π2/2 + π|µ12| sin (k∆12)
+

nk2|µ12|2 cos2(k∆12)

π2/2− π|µ12| sin (k∆12)
. (2.28)

Equation 2.28 includes a single fringe pair, but additional detector elements

scale linearly due to the summation of m and can be assumed to be included in the

calculation of n. For simplicity, sensitivity is defined for a photon flux: n = 1, and

the FI is evaluated at the point ∆12 = 0, i.e., the sensitivity of the measurement to

small deviations from zero. This assumption simplifies the FI,

F (∆12 = 0) =
4k2|µ12|2

π2
, (2.29)

and thus sensitivity to OPD scales as the square of the spatial coherence magnitude

and inversely with the square of the wavelength.

To this point, the spatial coherence magnitude was assumed to be known.

The van-Cittert Zernike theorem can be used to calculate the spatial coherence

magnitude [25]. The theorem is expressed as

µ(r⃗1, r⃗2) = eiθ12

∫∞
−∞ I(r⃗s)exp [ik/Z(r⃗s · (r⃗2 − r⃗1))] dr⃗s∫∞

−∞ I(r⃗s)dr⃗s
, (2.30)

where I(r⃗s is the radiant exitance of the source, Z is the distance from the source

to the pinhole plane, and θ12 is a phase factor defined as

θ12 =
π

λz
(|r⃗1|2 − |r⃗2|2). (2.31)
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The complex coherence factor is thus defined by the Fourier transform of the

normalized exitance of the source and the phase factor, θ12. For a simple 2D source,

the phase factor can be ignored if Z is large relative to maximum pinhole separation

or if the source is reimaged to the infinite conjugate plane at the WFS entrance

pupil. The transformation variable is the scaled difference vector: (r⃗2 − r⃗1)/λz.

Thus, for a circularly symmetric source, the spatial coherence magnitude is simply

a function of the distance between two points in the pupil scaled by the wavelength

and distance of the source.

For simplicity, the irradiance profile is assumed to be Gaussian; thus, the spa-

tial coherence magnitude from the van-Cittert Zernike theorem will also be Gaus-

sian. For a normalized beacon irradiance proportional to: exp
(

−(x2+y2)
σ2

)
, the spatial

coherence magnitude is

|µ(d)| = exp

(
−π2 σ2

λ2Z2
d2
)
, (2.32)

where σ is the 1/e radius of the beacon, d is the distance between the pinhole pairs,

and Z is the distance from the beacon to the plane at which the spatial coherence is

being calculated. Combining Equations 2.29 and 2.32 and simplifying leads to the

following expression for the FI for a Gaussian extended beacon:

F (∆12 = 0) =
4k2

π
exp

[
−4π2

(
σd

Zλ

)2
]

(2.33)

A practical application of the results of Equation 2.33 would be to determine

the optimal pinhole spacing for estimating the tilt of a wavefront at the pinhole plane.

In this case, the OPD between the pinholes, in the small angle approximation, is

equal to dθwf , with the distance between the pinholes acting as a gain term. It

is trivial to show that when estimating small deviations about the zero-tilt point,
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θwf = 0, the FI is

F (θwf = 0) =
4k2d2

π
exp

[
−4π2

(
σd

Zλ

)2
]
, (2.34)

where the switch from estimating OPD to tilt leads to the FI increasing with the

square of the distance between the pinholes. The equation is further simplified by

expressing the FI in terms of the angular resolution of the YDPI, θres = λ/d, and

the angular full-width at half maximum (FWHM) of the beacon, θFWHM = σ
2ln(2)Z

as

F (θwf = 0) =
16π

θ2res
exp

[
− π2

ln(2)

(
θFWHM

θres

)2
]
. (2.35)

From Equation 2.35, it is clear that the sensitivity of the tilt estimate will

decrease rapidly as the angular FWHM of the source increases past the angular

resolution of the YDPI. The inverse of the FI is the CRLB. Thus for a coherent

beacon (θFWHM → 0), the minimum variance is simply proportional to the square

of the angular resolution of the pinhole pair. Normalizing Equation 2.35 with respect

to a common reference angle, the optimal pinhole separation for a given beacon size

is shown in Figure 2.3.
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Figures 2.3: Plot of the normalized FI versus the angular resolution of YDPI

configuration. The FI is normalized relative to the FI attained with a fully coherent

source and reference configuration, θR = 1. The angular resolution is expressed

relative to the same reference configuration. The black line is a quadratic fit to the

maximum FI for each beacon size.

Figure 2.3 illustrates the trade-offs in optimizing the pinhole separation. De-

creasing the angular resolution of the YDPI (increasing the pinhole separation) leads

to increased sensitivity, but only up to a point determined by the size of the source.

The larger the source, the larger the cutoff in angular resolution or the smaller the

maximum pinhole separation is for optimizing sensitivity. The black line shows that

the reduction in the optimal FI is quadratic with the increase in the beacon size.

The optimal angular resolution point, i.e., angular resolution for maximum

FI, is linearly related to the beacon size, as can be seen in Figure 2.4, which plots

the relationship between the optimal angular resolution and the beacon size on the

right-hand y-axis.
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Figures 2.4: Plot of the normalized FI versus the angular resolution of YDPI

configuration. The orange line is a linear fit between optimal angular resolution and

the beacon angular FWHM.

The slope of the linear fit between beacon size and angular resolution is√
ln(2)/π, which can also be derived by differentiating Equation 2.35 and solv-

ing for the optimal angular resolution for a given beacon FWHM. For a Gaussian

beam, the optimal point occurs when the spatial coherence magnitude is equal to

1/e ≈ 0.368. This point is a convenient cutoff for defining the coherence area of a

source. The source coherence area is simply the area at the sensor which inscribes

coherent points in the wavefront. From this example, the coherence area can be fur-

ther defined, in the context of wavefront sensing, as the maximum distance between

points in the wavefront where the benefit of the increased separation for estimating

low-order phase errors, such as tilt, is offset by the reduced fringe visibility due to

the source spatial coherence.

While this YDPI example is elementary, it provides some intuition for the

impact of spatial coherence on WFS sensitivity. The rapid decrease in FI once the

pinhole separation surpasses the optimal point (i.e., angular resolution is reduced
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below the optimal point) suggests that for a partially coherent beacon limiting

interference to pupil points within the coherence area of the source may lead to

overall improvements in sensitivity. This effect will be more apparent as the analysis

is extended to a more representative WFS model in Chapter 3.

2.4 Conclusion

This chapter provided a short overview of coherence theory, emphasizing spa-

tial coherence, and a brief introduction to estimation theory. These concepts were

then applied to a simple Young’s double pinhole interferometer to explore the in-

teraction between WFS sensitivity and spatial coherence. The results indicate that

the sensitivity of a YDPI tilt measurement can be optimized for a given beacon

size by balancing the increased sensitivity of more widely spaced pinholes with the

reduced fringe visibility due to the spatial coherence of the source. The next chapter

will expand upon the simple double pinhole formulation and derive a technique for

numerically approximating the FIM for a general class of astronomical WFSs.
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Chapter 3

Spatial Coherence and Astronomical Wavefront

Sensing

Chapter 2 provided a short overview of coherence and estimation theory and

showed how the Fisher information (FI) relates to the spatial coherence magnitude

for a simple Young’s double pinhole interferometer measuring an OPD or tilt error at

the pinhole aperture. This chapter will extend those concepts to the more complex

problem of estimating the phase variation across an aperture to derive an expression

for WFS sensitivity versus spatial coherence for a common class of astronomical

WFSs.

3.1 Hopkins’ Formula

The first step in extending the analysis from Chapter 2 is to move from the

simple geometry of the double pinhole to a more general representation that can be

applied to any linear WFS through the use of Hopkins’ formula [49],

Jd (r⃗1, r⃗2) =

∫ ∫
K(r⃗1; p⃗1)K

∗(r⃗2; p⃗2)Jp(p⃗1, p⃗2)d
2p⃗1d

2p⃗2, (3.1)

where Jd is the mutual intensity at the detector plane and Jp is the mutual intensity

at the entrance pupil of the WFS. Recall that the mutual intensity is simply the
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mutual coherence function (see Equation 2.1) simplified by the quasimonochromatic

approximation:

J(r⃗1, r⃗2) = Γ(r⃗1, r⃗2, τ = 0) = ⟨u(r⃗1, t)u∗(r⃗2, t)⟩ = ⟨u(r⃗1)u∗(r⃗2)⟩. (3.2)

In Equation 3.1, the detector output is defined by the input mutual intensity

propagated to the detector by complex function K, which is the coherent impulse

response (CIR) of the optical system such that

u(r⃗; p⃗) = K(r⃗; p⃗)u(p⃗)dA, (3.3)

where u(r⃗; p⃗) is the complex field at a point r⃗ in the detector plane due to a dif-

ferential area, dA, in the pupil plane at p⃗. Note that this is a logical extension of

the factor K used in the YDPI derivation in Chapter 2, which takes the form of

a complex factor, but still represents the propagation of the field at the pinhole to

the field at the detector plane. Expanding Equation 3.1 using Equations 3.2 and

3.3 and evaluating the irradiance, Id(r⃗) = Jd(r⃗1 = r⃗, r⃗2 = r⃗), instead of the mutual

intensity at the detector plane, leads to an alternative version of Hopkins’ formula:

Id(r⃗) =
1

dA2

∫ ∫
⟨u(r⃗; p⃗1)u∗(r⃗; p⃗2)⟩d2p⃗1d2p⃗2. (3.4)

The formulation in Equation 3.4 provides some insight into the effect of spa-

tial coherence on irradiance. The irradiance is simply the integrated contribution

from each combination of points in the input plane. The expressions for the inco-

herent and coherent approximations are readily derived from this formulation. In

the incoherent approximation, ⟨u(r⃗; p⃗1)u∗(r⃗; p⃗2)⟩ is assumed to be zero for all points

p⃗1 ̸= p⃗2 and the 4D integral reduces to a 2D integral summing the irradiance con-

tributions from each point in the originating plane. In the coherent approximation,
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⟨u(r⃗; p⃗1)u∗(r⃗; p⃗2)⟩ = u(r⃗; p⃗1)u
∗(r⃗; p⃗2) and the 4D integral is separable into the prod-

uct of two 2D integrals or the complex magnitude squared of the integrated complex

amplitude from each pinhole.

In the partially coherent case, neither approximation is valid, and the full 4D

integral is required as the contribution of each pinhole pair to the final irradiance will

vary depending on the separation of the contributing pinholes and the coherence of

the source. The absence of approximation or simplification makes a partial coherence

treatment of WFS difficult; however, an approximation of the integral expression

can be derived, providing some insight into partial coherence’s effect on wavefront

sensing.

3.2 Fourier-based Wavefront Sensors

While any linear WFS can be defined by its impulse response, the common

class of astronomical WFS referred to as Fourier-based wavefront sensors by Fauvar-

que et al. [35] is particularly amenable to this approach. This class of WFSs includes

the pyramid and Zernike WFS [35], which are increasingly used in astronomical

applications [3, 50–52]. Figure 3.1 illustrates the basic setup for a Fourier-based

WFS [53].
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Figures 3.1: A simplified diagram for a Fourier-based WFS, defined by the Fourier

filtering phase mask, tf , at the focal plane.

In the standard wave-optics formulation included at the bottom of Figure 3.1,

the incoming wavefront is described by the complex amplitude u(p⃗). The wavefront

is modified by the complex transmittance of the pupil, tp(p⃗), and filtered by the

complex transmittance, tf (p⃗), of the mask located at the focal plane. In the standard

formulation, the irradiance at the detector is proportional to the complex magnitude

squared of the input complex amplitude convolved with the Fourier transform of the

focal plane phase mask.

Hopkins’ formula, by contrast, calculates the irradiance at a point r⃗ in the

detector plane based on the mutual intensity between two points in the entrance

pupil by the vectors p⃗1 and p⃗2 and the WFS’s CIR. Note that the coordinates in the

detector plane are inverted with respect to the pupil plane due to the lens at the

focal plane.

Calculating the general CIR for a Fourier-based WFS can be accomplished

using standard Fresnel propagation techniques. First, a delta function is used to

define the pupil complex amplitude (equivalent to a pinhole function), and then
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the complex amplitude at the detector plane can be found by propagating the field

through each intermediary plane. The transfer function is readily derived using this

method as

K(r⃗; p⃗) = − 1

λ2f 2
ei2kfeik|r⃗|

2/(2f)Tf

[
r⃗ − p⃗

λf

]
, (3.5)

where Tf is the 2D Fourier transform of the Fourier plane complex transmittance,

tf . Combining Equations 3.5 and 3.1 and simplifying then leads to the following

expression for irradiance:

I(r⃗) =
1

λ4f 4

∫ ∫
Tf

(
r⃗ − p⃗1
λf

)
T ∗
f

(
r⃗ − p⃗2
λf

)
Jp(p⃗1, p⃗2)d

2p⃗1d
2p⃗2. (3.6)

From Equation 3.6, it is clear that the irradiance at the output of a Fourier-

based WFS is defined by the Fourier transform of the focal plane phase mask, as

expected. Moving towards an expression for the FIM, the total photon flux for each

detector element and the differential change in flux for a differential change in phase

are required (see 2.20). However, the resulting six-dimensional integral is prohibitive

to calculate analytically for all but the most trivial spatial coherence magnitudes

(i.e., the coherent and incoherent approximation). However, the discrete nature of

the FIM naturally lends itself to approximation.

First, to express the irradiance in terms of phase, the mutual intensity Jp(p⃗1, p⃗2)

can be expanded using the derivation from section 2.1 as

Jp (p⃗1, p⃗2) =⟨A(p⃗1)eiφ(p⃗1)A(p⃗2)e−iφ(p⃗2)⟩

=A(p⃗1)A(p⃗2)µ(p⃗1, p⃗2)e
i[φ(p⃗1)−φ(p⃗2)],

(3.7)

where A is the magnitude of the complex amplitude, φ is the phase, and µ(p⃗1, p⃗2) is

the complex coherence factor. Using this expanded mutual intensity and applying

the weak turbulence approximation, A(p⃗1) = A(p⃗2), leads to an expression of the
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irradiance in terms of the differential phase,

I(r⃗) =
A2

λ4f 4

∫ ∫
Tf

(
r⃗ − p⃗1
λf

)
T ∗
f

(
r⃗ − p⃗2
λf

)
µ(p⃗1, p⃗2)e

i[φ(p⃗1)−φ(p⃗2)]d2p⃗1d
2p⃗2. (3.8)

If the integrand is smooth and slowly varying over a pupil plane area, ∆x∆y,

the total radiant flux on a detector element of the same size, ∆x∆y, can be approx-

imated as

Φm ≈
A2∆x3∆y3

λ4f 4

M∑
a

M∑
b

Tf

(
r⃗m − r⃗a

λf

)
T ∗
f

(
r⃗m − r⃗b
λf

)
µabe

iφab , (3.9)

where Φm is used to indicate the flux (irradiance integrated over the area of the

detector element) at a detector element m, M is the total number of points in the

aperture to be simulated, and a vector with a letter subscript defines the center point

of a discrete area in the detector plane or the pupil plane as imaged onto the detector.

In general, letter subscripts will be used to indicate discrete functions. Thus, the

complex coherence factor is now defined as µab, a discrete function or, equivalently,

a matrix defining the spatial coherence between each combination of points in the

pupil. The differential phase is similarly expressed as φab or the difference in phase

between pupil element a and pupil element b.

The expression in 3.9 can be further simplified by noting that µaa = 1 and

µab = µ∗
ba, which allows the total flux to be written as the sum of two contributions:

the incoherent flux from each pupil point and the change in flux due to coherent

interference between each pair of pupil points. The flux at a detector element m is

thus written as

Φm ≈ A2∆x∆y

{
M∑
a

|Kma|2 +
M∑
a̸=b

|µab|
[
KmaK

∗
mbe

iφab +KmbK
∗
mae

−iφab
]}

, (3.10)

where Kma is the discrete coherent impulse response,

Kma =
∆x∆y

(λf)2
Tf

(
r⃗m − r⃗a

λf

)
. (3.11)



71

Note that in Equation 3.9, µab is complex, but Equation 3.10 only includes the

spatial coherence magnitude. The full complex expression allows for the possibility

that a partially coherent source may lead to additional phase errors relative to

the differential wavefront phase that would be measured with a perfectly coherent

source. For this work, the source is assumed to be uniform, symmetric, and at an

infinite conjugate such that the source introduces no additional phase errors. Thus,

only the differential phase due to atmospheric-induced phase errors is present in

Equation 3.10. More complicated source geometries can be modeled by including

an additional phase factor to φab due to the beacon geometry if required.

Equation 3.10 is intuitive as the first summation is simply the flux from each

point in the pupil plane, while the second summation is the change in flux due to

interference between each pair of points in the pupil plane. The first summation also

represents the incoherent portion of the total flux, present regardless of the complex

coherence factor value, while the second summation represents the coherent contri-

bution, which converts phase errors at the WFS entrance pupil into a detectable

change in detector output.

Using this understanding and including time integration to convert flux to the

average number of detected photo-electrons (assuming perfect quantum efficiency),

Equation 3.10 is expressed as

ḡm ≈ n

[
M∑
a

ζma +
M∑
a̸=b

|µab|Υmab

]
, (3.12)

where ḡm is used in place of Φm to indicate time-integrated photon flux, and the fol-

lowing substitutions are used to represent the incoherent and coherent contributions

to final irradiance, respectively:

ζma = |Kma|2, (3.13)
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Υmab = KmaK
∗
mbe

iφab +KmbK
∗
mae

−iφab . (3.14)

As the WFS’s objective is to estimate the phase error at the pupil, the partial

derivative of the average photon flux is also required. The partial derivative is calcu-

lated with respect to a change in the phase at a pupil element, φa. This calculation

is roughly analogous to the differential change in irradiance for an idealized DM ac-

tuator pushing or pulling on the mirror surface. From an examination of Equations

3.13 and 3.14, only the coherent contribution changes with phase thus the change

in average photon flux with respect to a change in phase at a pupil point, a is

∂ḡm
∂φa

= n
M∑
a̸=b

|µab|Υa
mab, (3.15)

where for compactness, the partial derivative of the coherent irradiance contribution,

Υmab with respect to a change in phase at a point, a, is written as

Υa
mab =

∂Υmab

∂φa

= KmaK
∗
mbie

iφab +KmbK
∗
maie

−iφab . (3.16)

Using Equations 3.12 and 3.15, the FIM due to photon noise (from Equation

2.20) can be written as

Fjk(θ⃗) = n
M∑
m

(∑M
b |µjb|Υj

mjb

)(∑M
b |µkb|Υk

mkb

)
∑M

a ζma +
∑M

a̸=b |µab|Υmab

, (3.17)

where θ⃗ = [φ1, φ2, ...φM ], is the vector representing the phase for each discrete

element in the pupil plane, which is the vector parameter to be estimated by the

WFS. Note that in an actual WFS, the piston phase would not be estimated, but

this detail can be accounted for when using the FIM to calculate the CRLB (see

section 4.1).

The expression in Equation 3.17 yields some important insights into the effect

of partial coherence on the sensitivity of a WFS. In general, the sensitivity of a WFS
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increases as the diagonal elements of the FIM increase, i.e., when j = k. There are

two methods for increasing the FIM, increasing the numerator or decreasing the

denominator. The partial coherence primarily affects the numerator with no clear

method for mitigating the reduction outside of changes to the source itself. However,

the denominator term is amenable to reductions, particularly minimizing ζmp. The

efficacy of this approach will become more apparent in the following two sections,

which apply the derived FIM expression to the Zernike and pyramid WFS.

3.3 Zernike WFS

The Zernike WFS (ZWFS) is defined by a simple phase mask with a π/2 phase

shift in a central circular area of the screen, the diameter of which is sized to match

the diffraction limit spot diameter, roughly λF/# [53]. The complex transmission

of the mask can be expressed via Babinet’s principle [54] as

tf (p⃗) = circ

(
2|p⃗|
Do

)
+ (i− 1)circ

(
2|p⃗|
Di

)
, (3.18)

where circ is the well-known circular function, with a value of one within a circular

aperture of diameter, D, and zero everywhere else. The diameter Di inscribes

the phase mask at the center of the filter, and the outer diameter of the phase

mask/pupil-imaging lens is bounded by the diameter Do.

The discrete CIR is proportional to the Fourier transform of 3.18 which can

be expressed at the detector plane as [25]

Tf (r⃗) =
Doλf

2|r⃗|
J1

(
π
|r⃗|
λf

Do

)
+ (i− 1)

Diλf

2|r⃗|
J1

(
π
|r⃗|
λf

Di

)
, (3.19)

where J1 is a Bessel function of the first kind with an order of one. The discrete
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CIR is then

Kma =
∆x∆y

λf

[
Do

2|r⃗ma|
J1

(
π
|r⃗ma|
λf

Do

)
+ (i− 1)

Di

2|r⃗ma|
J1

(
π
|r⃗ma|
λf

Di

)]
, (3.20)

where |r⃗ma| = |r⃗m − r⃗a| is the distance between the center of the pupil element

image, r⃗a, and a detector element at r⃗m.

Since the outer diameter of the Fourier filter is much larger than the inner

diameter of the phase mask, the sampling requirements are driven by the size of the

outer diameter. However, for a numerical approximation of the impulse response,

the first term in the impulse response expression can be approximated as a Kronecker

delta function, which is equivalent to assuming that the outer diameter extends to

infinity. This approximation significantly decreases the sampling requirements with

minimal impact to the calculated irradiance. Plugging Equation 3.20 into Equations

3.13, 3.14, and 3.16 yields the following expressions:

ζma = δma − 2δmaϱma + 2ϱ2ma, (3.21)

Υmab = 2 [sin(φab) (δmaϱmb − δmbϱma)−

cos(φab) (δmaϱmb + δmbϱma − 2ϱmaϱmb)] ,

(3.22)

Υa
mab = 2 [cos(φab) (δmaϱmb − δmbϱma)+

sin(φab) (δmaϱmb + δmbϱma − 2ϱmaϱmb)] ,

(3.23)

where δma is the Kronecker delta function evaluated at r⃗m − r⃗a and scaled by

∆x∆y/λf and the substitution,

ϱma =
Di∆x∆y

2|r⃗maλf |
J1

(
πDi
|r⃗ma|
λf

)
, (3.24)

is made for compactness. The expressions in Equations 3.22 and 3.23 were also

simplified using the complex identity: eiφ(A+iB)(C−iD)+e−iφ(A−iB)(C+iD) =

2sin(φ)(AD −BC) + 2cos(φ)(AC +BD).
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Inserting Equations 3.21, 3.22, and 3.23 into Equation 3.17 and evaluating at

the point θ⃗ = 0⃗, i.e., the zero-phase-error point, yields

Fjk = 4n
M∑
m

∑M
b |µjb| (δmjϱmb − δmbϱmj)

∑M
b |µkb| (δmkϱmb − δmbϱmk)∑M

a (δma − 2δmaϱma + 2ϱ2ma) + 2
∑M

a̸=b |µab| (δmaϱmb + δmbϱma − 2ϱmaϱmb)
. (3.25)

From Equation 3.25, it is clear that the primary factor affecting the sensitivity

of the wavefront measurement is the term ϱma. To understand its effect, consider

a double pinhole mask placed at the ZWFS entrance pupil. The detector output

would essentially be an image of the double pinhole aperture, but the measured

signal at each pinhole location would vary depending on the difference in phase

between pinholes. Assuming the source is spatially coherent, the magnitude of the

shift in irradiance is proportional to ϱab, which is the CIR evaluated at the dis-

tance between the two pinholes. As the spatial coherence magnitude for the source

decreases, the relative shift in irradiance also approaches zero, but the incoherent

irradiance contribution from each pinhole is still present. In effect, each pinhole

is still contributing irradiance to the other pinhole image, but, due to the spatial

coherence of the source, no interference is present, and thus the light from the other

pinhole only increases the denominator of the FIM with little to no increase in the

numerator. Reducing the spread of the CIR, i.e., making the inner phase mask

diameter larger, can minimize the spread of light beyond the coherence area of the

source. This approach is similar to optimizing the diameter of the inner phase mask

to balance the increased interference between widely separated points against the

light lost due to diffraction outside the pupil image size. This approach will be

referred to as impulse response engineering and will be further explored in Chapter

4.
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3.4 Pyramid WFS

The pyramid WFS (PWFS) is another example of an astronomical WFS that

falls within the Fourier-based WFS class. The PWFS is an increasingly popular

WFS choice for NGS AO systems (see for example [50–52, 55]). While there are

many possible PWFS configurations (see [53,56]), this section will focus on deriving

the partially coherent FIM for the most common four-sided pyramid configuration,

though the results can be readily extended to other configurations. In the four-sided

configuration, the Fourier plane is divided into quadrants, and a separate pupil image

is generated for each, which contains only a quarter of the Fourier components. This

division is typically accomplished through the use of a pyramid prism but can be

accomplished by other means, as the primary purpose of the prism is the division

of the Fourier plane.

The pyramid prism can be reduced to a 2D phase screen by converting the

OPD introduced by each pyramid facet into a linear phase. While some treatments

approximate the pyramid prism as an object with infinite extent [35], this treatment

will assume that the pyramid facet has a finite width and height, defined as wx and

wy respectively. A vertical and horizontal spatial frequency can describe the linear

phase for each quadrant: ξ0 and η0 respectively. While the linear phase can be

unique for each quadrant, for simplicity, it is assumed that |ξ0| and |η0| are the same
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for each quadrant. The phase at the Fourier plane is

tf (x, y) =rect

(
x+ wx/2

wx

,
y + wy/2

wy

)
e2πi(ξ0x+η0y)+

rect

(
x− wx/2

wx

,
y + wy/2

wy

)
e−2πi(ξ0x−η0y)+

rect

(
x+ wx/2

wx

,
y − wy/2

wy

)
e2πi(ξ0x−η0y)+

rect

(
x− wx/2

wx

,
y − wy/2

wy

)
e−2πi(ξ0x+η0y).

(3.26)

The Fourier transform of the filter phase in Equation 3.26 is then

Tf (x, y) =|wxwy|sinc
[
π
wx

λf
(x− x0), π

wy

λf
(y − y0)

]
e

πi
λf

[wx(x−x0)+wy(y−y0)]+

|wxwy|sinc
[
π
wx

λf
(x+ x0), π

wy

λf
(y − y0)

]
e−

πi
λf

[wx(x+x0)−wy(y−y0)]+

|wxwy|sinc
[
π
wx

λf
(x− x0), π

wy

λf
(y + y0)

]
e

πi
λf

[wx(x−x0)−wy(y+y0)]+

|wxwy|sinc
[
π
wx

λf
(x+ x0), π

wy

λf
(y + y0)

]
e−

πi
λf

[wx(x+x0)+wy(y+y0)],

(3.27)

where x0 = λfξ0 and y0 = λfη0 are the shifts in the pupil image due to the linear

phase of the pyramid prism facet. Equation 3.27 is unwieldy when used to derive

the partially coherent FIM calculation due to the four pupil images. Any irradiance

calculation yields 16 terms to include the interaction of each pupil image with itself

and the other pupil images. However, the only difference between the different

outputs, other than the shift (x0, y0), is the different linear phase factor. The basic

function of the WFS does not depend on the distance between the pupil images, so

a useful simplification is to assume that the distance between the pupil images is

large enough to effectively eliminate any interaction between the pupil images, such

as might be the case for a reflective pyramid element. The final calculation is then

comprised of four independent equations, one for each pupil image. The equations

can be further simplified by eliminating the shift, (x0, y0), from the equation, i.e.,
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assuming that the coordinates for each pupil image are centered at the x0 = 0, y0 = 0

point. This simplified approach serves as a useful illustration of the derivation

without getting bogged down in the algebra required to track all the pupil image

interactions.

The four discrete impulse response equations are thus:

Kma 1 =
∆x∆y

(λf)2
|wxwy|sinc

(
w

′

xxma, w
′

yyma

)
e
πi

(
w

′
xxma+w

′
yyma

)
, (3.28)

Kma 2 =
∆x∆y

(λf)2
|wxwy|sinc

(
w

′

xxma, w
′

yyma

)
e
−πi

(
w

′
xxma−w

′
yyma

)
, (3.29)

Kma 3 =
∆x∆y

(λf)2
|wxwy|sinc

(
w

′

xxma, w
′

yyma

)
e
πi

(
w

′
xxma−w

′
yyma

)
, (3.30)

Kma 4 =
∆x∆y

(λf)2
|wxwy|sinc

(
w

′

xxma, w
′

yyma

)
e
−πi

(
w

′
xxma+w

′
yyma

)
, (3.31)

where the equations are numbered for later reference, and the following substitutions

are used to simplify the expressions: xma = xm − xa, yma = ym − ya, w
′
x = πwx/λf ,

and w
′
y = πwy/λf . From Equations 3.28–3.31, the basic elements of the partially

coherent FIM can be derived. Since the CIR for each pupil image only varies in the

phase, the expression for the incoherent flux is the same for all four outputs,

ζma =
1

4
S2
ma, (3.32)

where

Sma =
∆x∆y

(λf)2
sin(w

′
xxma)

πxma

sin(w
′
yyma)

πyma

(3.33)

is used for compactness, and the factor of 1/4 is required to maintain normalization

across the four pupil images. The expressions for the coherent flux contribution are

Υmab 1 =
1

2
SmaSmb cos(w

′

xxab + w
′

yyab − φab), (3.34)

Υmab 2 =
1

2
SmaSmb cos(w

′

xxab − w
′

yyab + φab), (3.35)
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Υmab 3 =
1

2
SmaSmb cos(w

′

xxab − w
′

yyab − φab), (3.36)

Υmab 4 =
1

2
SmaSmb cos(w

′

xxab + w
′

yyab + φab), (3.37)

and the derivative of the flux with respect to the phase, φa is simply:

Υa
mab 1 =

1

2
SmaSmbsin(w

′

xxab + w
′

yyab − φab), (3.38)

Υa
mab 2 = −

1

2
SmaSmbsin(w

′

xxab − w
′

yyab + φab), (3.39)

Υa
mab 3 =

1

2
SmaSmbsin(w

′

xxab − w
′

yyab − φab), (3.40)

Υa
mab 4 = −

1

2
SmaSmbsin(w

′

xxab + w
′

yyab + φab). (3.41)

The partially coherent FIM evaluated at the zero-phase-error point is then

Fjk = 2n
M∑
m


[∑M

b |µjb|SmjSmbsin(θ
+
jb)

] [∑M
b |µkb|SmkSmbsin(θ

+
kb)

]
∑M

a S2
ma + 2

∑M
a̸=b |µab|SmaSmbcos(θ

+
ab)

+

[∑M
b |µjb|SmjSmbsin(θ

−
jb)

] [∑M
b |µkb|SmkSmbsin(θ

−
kb)

]
∑M

a S2
ma + 2

∑M
a̸=b |µab|SmaSmbcos(θ

−
ab)

 ,

(3.42)

where the following substitutions were made to simplify the expression: θ+ab =

w
′
xxab + w

′
yyab and θ−pq = w

′
xxab − w

′
yyab.

The final expression for the PWFS partially coherent FIM in Equation 3.42

takes advantage of the fact that at the zero-phase-error point, the equations for

the four pupil images can be reduced to two expressions, as with zero phase error,

the second and third pupil images are equivalent (see Equations 3.35 and 3.36) and

the first and fourth images are also equivalent (Equations 3.34 and 3.37). Note

in the case of the derivative that the difference in sign can be ignored due to the

multiplication in the numerator of the FIM.

The PWFS FIM differs from the ZWFS FIM in several ways. One major

difference is the sin(θjb) term in the numerator. This term introduces an oscilla-
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tory factor to the FIM that depends on the distance between the source point and

the detection point. Thus, some points in the pupil will interfere at the optimal

phase contrast point, sin(θjb) = ±1, while other points contribute zero information,

sin(θjb) = 0. On average, this reduces the wavefront measurement’s sensitivity by a

factor of two, which agrees with other examinations of WFS sensitivity [6, 29].

The other significant difference is the form of the CIR. The size of the pyramid

filter has a limited effect on the CIR and thus the FIM. Increasing the overall

filter size does not significantly decrease the spread of the light but does require

finer sampling of the pupil and detector plane. This effect is confirmed by the

common approximation of an infinite aperture for the pyramid prism. Thus, unlike

the ZWFS, where optimization was possible through modifying its CIR, a different

approach is required to limit the spread of light beyond the source coherence area

with a PWFS. One potential method would be to segment the pupil plane, as is done

with the SHWFS, but with larger subapertures sized to match the coherence area of

the source. The same pyramid wavefront sensing method can then be applied to each

subaperture. This method of WFS optimization is referred to as pupil segmentation

and Chapter 4 will explore the efficacy of this approach in more detail.

3.5 Coherent Impulse Response versus Fresnel Propagation

The approach described above is different from the standard method for mod-

eling the effect of spatial coherence on WFS sensitivity, and though it has been

applied to shearing interferometers, see [44], it has not been applied more broadly

to Fourier-based WFS to the author’s knowledge. The standard approach to model-

ing an extended spatially incoherent extended source requires propagating multiple
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points through the WFS and summing the irradiance contribution from each point.

The same approach was used by Ellerbrook et al. to calculate the impact of an

extended object on the sensitivity of pyramid and roof WFSs [42] and is often used

to simulate modulated PWFS [53].

From a computational perspective, the standard approach works well for small

extended beacons, especially if the longitudinal extent of the source can be ignored.

However, the approach becomes computationally prohibitive with large beacons as

the number of source points that must be propagated through the system increases

by the square of the transverse radius of the source and by an additional factor if

the source is significantly elongated. By contrast, the CIR-based approach relies

on calculating the spatial coherence magnitude at the pupil, and its computational

requirements are essentially independent of source size. The downside of the CIR-

based approach is that it scales poorly with the number of simulation points relative

to FFT-based methods due to the absence of the efficiencies inherent to the FFT

calculation.

As the CIR-based calculation of the WFS output and FIM is new, this sec-

tion will compare predicted WFS outputs for the Zernike and pyramid WFS using

both approaches to demonstrate the validity of this new approach. In the following

figures, the output of a coherent impulse response calculation will be labeled CIR,

while the output of the standard Fresnel propagation calculation will be labeled

FFT. The first comparison is shown in Figure 3.2 using the ZWFS.
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Figures 3.2: Comparison of predicted ZWFS output using a) FFT-based Fresnel

propagation and b) CIR-based calculation and c) the difference between the two.

Figure 3.2 shows the estimated output of a ZWFS with zero phase variation

across the pupil using the standard Fresnel propagation and the CIR as well as the

difference between the two. The results include a test of the normalization, with

the summed total of the image shown in the title. For the FFT-based method,

the normalization is preserved exactly due to aliasing. By contrast, the CIR-based

method loses some of the original energy as the CIR is normalized over infinity, but

only a portion of the output is included in the image. On the other hand, the FFT

method includes some artifacts that arise due to the inability to form a perfectly

circular phase mask with square pixels. The impulse response, which is based on a

more analytical calculation, does not suffer from the same artifacts. For comparison,

the CIR calculation was completed for every point in the grid, which significantly

increases the number of operations required (and limits the number of simulation

points that can be included). Far fewer points are required for typical WFS calcu-

lations as only the pixels that are read out and used for wavefront estimation are
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typically required.

In Figure 3.3, a similar comparison is made for the PWFS. In the derivation of

the partially coherent FIM for the PWFS, the interactions between the pupil images

were not included for simplicity. However, these interaction terms are straightfor-

ward to calculate when an accurate simulation of a standard PWFS output is desired

and are included in all simulation results presented in this and later sections.

The comparison results are similar to Figure 3.2, though the pyramid does

not have a circular geometry and is thus more amenable to simulation on a square

grid. The interaction between the pupil images also minimizes light lost due to

diffraction outside of the simulation grid. Performing a similar calculation of the

total irradiance for the reflective pyramid design derived in section 3.4 yielded a

sum of only 0.9540 versus 0.9979 for the fully interacting case. Given the nature

of the CIR of the PWFS, pupil images diagonal from each have limited interaction;

thus, there is room for some optimizing the calculation by ignoring those interaction

terms if computational speed is a concern.
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Figures 3.3: Comparison of PWFS output modeled with a) FFT-based Fresnel

propagation and b) CIR-based calculation and c) the difference between the two.

The results in Figures 3.2 and 3.3 establish the basic viability of the irradiance

prediction, but do not include any phase variation across the pupil. Figure 3.4

compares results for the ZWFS and PWFS using a simple Zernike polynomial phase

mode in the pupil (radial order: 5, azimuthal order: -3) to verify the validity of the

CIR-method for phase estimation. Note that the extent of the detector output in

Figure 3.4 is minimized to reduce computational requirements for the CIR-based

results.
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Figures 3.4: Comparison of outputs for ZWFS and PWFS using point source and

Zernike-based phase error in the pupil.

As with the earlier calculations, the FFT- and CIR-based methods yield equiv-

alent results, with the difference between the two methods being about 100 times

smaller than the predicted irradiance distribution, once again confirming the equiv-

alency of the new approach.

One final concern is the difference in how the two methods account for an

extended source. Figure 3.5 is a repeat of the calculation from Figure 3.4 but uses

a 2D extended Gaussian source with a full width half max (FWHM) of 2 λ/D. The
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CIR results use the van Cittert-Zernike theorem (see section 2.3) to calculate the

spatial coherence magnitude at the pupil, while the FFT-based results propagate

multiple wavefronts through the WFS based on a representative sampling of source

points in the extended source.

Figures 3.5: Comparison of outputs for ZWFS and PWFS using 2 λ/D source and

Zernike-based phase error in the pupil.

The results in Figure 3.5 show that the CIR-based method still yields equiv-

alent results to the more standard approach even with the different approach to
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modeling extended sources. Once again, the difference between the calculated out-

put between the two methods is less than 1/100 of the predicted max irradiance

variation.

As a final check, the derived expression for the partially coherent FIM is

validated by comparing the FIM calculated from Equations 3.25 and 3.42 versus

the more traditional FFT-based approach. The FIM based on the standard Fresnel

propagation method requires a numerical approximation for the partial derivative

of the normalized irradiance with respect to the estimated phase mode. In this case,

the phase mode to be estimated is analogous to an idealized DM actuator mode, as

the FIM is calculated relative to a change in the phase at a single point in the pupil.

The coherent FIM is calculated for the ZWFS and PWFS using both methods

in Figure 3.6. The FIMs are displayed as an image, while the diagonal elements of

the FIM and the ratio of each method are plotted on the right. As can be seen from

the FIM images, the FIM for each WFS is nearly diagonal; thus, a comparison of

the diagonal elements captures most of the differences between the two methods. As

expected, the FIM calculation between the two methods shows excellent agreement,

with the ratio being less than about 2% for all points in the pupil.
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Figures 3.6: A comparison of the coherent FIM for a ZWFS (top row) and PWFS

(bottom row) using the standard FFT method (left column) and the new CIR

method (right column). The graphs compare the diagonal elements of the FIM,

calculated at the zero-phase-error point, with the x-axis representing an actuator or

a point in the pupil.

Although the FIM diagonal elements are not strictly equivalent to sensitivity

(the CRLB is calculated from the inverse of the FIM), the nearly diagonal nature of

the FIM ensures that the diagonal elements are at least approximately equivalent

to the overall sensitivity of the wavefront estimation. The difference in sensitivity

between the two WFSs can be estimated by comparing the two graphs. As expected,

the ZWFS appears to have twice the sensitivity of the PWFS.
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The same calculation is repeated using an extended Gaussian source with a

FWHM of 2 λ/D in Figure 3.7. As with Figure 3.6, a close examination of the FIMs

in Figure 3.7 reveals a close agreement between the two methods for calculating the

FIM in both the magnitude and shape of the FIM. The quantitative comparison

of the diagonal elements shows even better agreement for the point source, likely

due to the reduced sensitivity to small differences in the methods with an extended

source. The PWFS, in particular, shows excellent agreement with a small variation

in the ratio that oscillates around one. The ZWFS shows excellent agreement in

the shape of the FIM, but the impulse response calculation has a slight bias in each

case. The bias is relatively small, approximately 1%, but still noticeably different

than the PWFS. Again, this discrepancy is likely due to the circular geometry of

the ZWFS versus the rectangular geometry of the PWFS.
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Figures 3.7: A comparison of the FIM for a ZWFS (top row) and PWFS (bottom

row) with a 2 λ/D source using the standard FFT method (left column of images)

and the new CIR method (right column of images). The graphs compare the diag-

onal elements of the FIM, calculated at the zero-phase-error point, with the x-axis

representing an actuator or a point in the pupil.

The results in Figure 3.7 also provide an initial look at the effect of spatial

coherence on the different WFSs. The y-axis scale is reduced for the extended case

to better highlight the agreement between the two methods, but the same scale is

used for both WFSs. Whereas the ZWFS has about twice the sensitivity of the

PWFS for a point source, for the extended source, the average FIM is roughly the

same for each WFS. The next chapter will extend this analysis to explore various
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methods for improving the sensitivity and develop a more convenient metric for

comparing WFS sensitivity using the FIM as the starting point.

3.6 Summary

In this chapter, the basic methodology developed in Chapter 2 was extended to

the problem of partially coherent wavefront estimation using Hopkins’ formula. An

alternative approach was developed to calculate the output of a linear WFS using

the coherent impulse response of the system. This new formulation was used to

derive an approximate expression for the partially coherent FIM of a generic Fourier-

based WFS, with specific expressions for the ZWFS and PWFS. The irradiance

calculated from the CIR was compared to the standard approach, using the FFT

to propagate the complex amplitude through the system to show that the CIR

method yielded equivalent results. Finally, the FIM calculated using the derived

equations was compared to an equivalent FIM calculated from the standard methods

to validate the overall and specific derivations. While the FIM expressions are

numerically evaluated, the derivation yielded some basic insight into the effect of

partial coherence on WFS sensitivity. The next chapter will explore two methods

for optimizing WFS sensitivity with a partially coherent source: impulse response

engineering and pupil segmentation, and use numerical simulations to estimate the

improvement in WFS sensitivity.
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Chapter 4

Optimizing WFS Sensitivity with a Partially

Coherent Source

Chapter 3 derived a numerical approximation for the partially coherent FIM

and demonstrated that an impulse response calculation yielded equivalent results

for predicting WFS output and sensitivity. The derivation also yielded some insight

into the effects of partial coherence and possible methods for optimizing the sensitiv-

ity of a WFS for use with a partially coherent source. This chapter will explore two

methods for optimization: pupil segmentation (PS) and impulse response engineer-

ing (IRE). The first approach segments the pupil into independent subapertures to

limit the interaction between points in the pupil to an area that roughly matches the

coherence area of the source. The second approach modifies the coherent impulse

response (CIR) to limit the spread of energy from a given point in the pupil, once

again matching the spread of light to the coherence area of the source. The first

approach is explored using a hybrid Shack-Hartman, pyramid WFS (SH-PWFS),

where a lenslet array is used to segment the pupil plane, and a pyramid array at

the focal plane is used to generate a pyramid response for each subaperture. The

second approach is explored using the Zernike WFS (ZWFS), where the diameter



93

and shape of the inner phase mask are modified to optimize the CIR relative to

the size and shape of the beacon. The performance of these two approaches will be

compared through simulations using the CIR-based methods developed in Chapter

3 and the standard FFT-based approach to wave optic simulation. The performance

of a standard ZWFS and PWFS will serve as a baseline to determine the efficacy of

the two proposed optimization techniques.

To more accurately compare the sensitivity, the link between FIM and the

total measurement error of the WFS is used to develop a sensitivity metric based

on the FIM and CRLB that can compare WFS designs and predict the minimum

measurement error for a given WFS configuration.

4.1 Fisher Information Matrix and Measurement Error

Chapter 2 ended with a simple example using Young’s double-pinhole inter-

ferometer to measure tilt between two pinholes. In that example, only a single

parameter, tilt, was estimated, and thus the FIM was a scalar value and inversely

related to the CRLB. Chapter 3 extended the treatment to a full WFS, estimating

the differential phase across an aperture, but while an expression for the full FIM

was derived, Chapter 3 did not convert the FIM into an estimate of the CRLB on

the measurement error. Instead, some preliminary comparisons were made using

the diagonal elements as a rough approximation of the sensitivity.

The CRLB on the measurement error is related to the FIM by Equation 2.16,

Cθ̂ −
∂g(θ⃗)

∂θ⃗
F−1(θ⃗)

∂g(θ⃗)T

∂θ⃗
≥ 0. (4.1)

The function g(θ⃗) is the Jacobian describing the transformation of the variables

used in calculating the FIM to any new set of desired estimation parameters. If
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no transformation is required, then the CRLB is simply the inverse of the FIM.

Equation 4.1 allows a FIM formulated for something akin to idealized DM actuator

modes, as was done in Chapter 3, to also be used to calculate the lower bound for

estimating Zernike or Karhunen-Loève modes. Thus, the FIM equations derived in

Chapter 3 can be applied regardless of the final basis modes used to estimate the

phase error. The FIM Equations 3.25 and 3.42 were derived based on estimating

the change in phase at each point in the pupil plane; however, no WFS can measure

the piston mode, i.e., a change in phase common to all points in the pupil. Thus the

FIM is singular and cannot be directly inverted. Instead, the ever-useful singular

value decomposition is used to calculate the pseudo-inverse of the FIM, which is the

covariance matrix for each mirror mode that can be estimated from the WFS. The

trace of this covariance matrix is then the minimum phase variance across the pupil

that can be achieved with an unbiased estimator [45].

While a maximum likelihood estimator (MLE) is typically the preferred es-

timator in those cases where an estimator that achieves the CRLB cannot be an-

alytically derived, the derivation of a full MLE estimator for the WFS is beyond

the scope of this work. However, at the zero-phase-error point, the WFS response

for all proposed WFSs is linear. In fact, the output of a WFS will be linear over

some range of phase error magnitude. Assuming the AO system is operating in a

closed loop, and the residual phase error is within the linearity range of the WFS, a

simple linear estimator can be used to convert WFS measurements to a phase error

estimate. The general linear model is [46]

x⃗ = Hθ⃗ + s⃗+ w⃗, (4.2)

where x⃗ is the measured quantity (in this case the camera pixel readout), H is
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generally referred to as the influence matrix, θ⃗ is the parameter to be estimate

(phase in the pupil), s⃗ is a known offset to the measurement (e.g., a reference

image to account for non-common path aberration), and w⃗ is the noise vector with

a covariance matrix C. If the system response is linear and the noise covariance

matrix is uncorrelated with a zero-mean normal PDF, then the linear estimator will

also be the maximum likelihood estimator [46]. Even when these requirements are

not met, or only approximately met, the linear estimator still performs well and

may be preferable when the computational demands of more rigorous estimators

introduce unacceptable latency into the control system. The linear estimator can

be shown to be [46]

θ̂ =
(
HTC−1H

)−1
HTC−1(x⃗− s⃗), (4.3)

and the covariance matrix of the linear estimator is then [46]

Cθ̂ =
(
HTC−1H

)−1
. (4.4)

If the assumptions listed above hold, the covariance matrix in Equation 4.4

attains the CRLB as n ← ∞, and HTC−1H is the FIM. In fact, this is simply a

matrix formulation for the FIM. The influence matrix, H is a compilation of the

individual partial derivative terms in Equations 2.19 and 2.20. Multiplying H with

its conjugate has the same effect as summing the product of the partial derivatives

for each combination of modes. The noise matrix, C is a diagonal matrix defined

by the mean photon flux in the case of a photon-noise limited system and the pixel

readout variance in the case of a read-noise limited system. While this work focuses

on the photon-noise case, most, if not all, astronomical WFS cameras currently

in use have some amount of read noise. The rigorous formulation of the FIM for

combined photon noise and read noise together requires an additional integral term
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(see [47] for a full derivation) and thus is more cumbersome to use; however, a simple

and useful approximation is [47]

Fij(θ⃗) =
M∑

m=1

R2

σ2 +Rk̄m(θ⃗)

∂k̄m(θ⃗)

∂θi

∂k̄m(θ⃗)

∂θj
. (4.5)

where R is the camera gain, the factor that converts photo-electrons into a measur-

able quantity such as voltage: ḡm = Rk̄m. The expression in Equation 4.5 reduces

to the original equations for photon and read noise at the extremes: σ → 0 and

σ2 ≫ Rk̄m. For other cases, the approximation holds if σ/R > 0.5 [47].

To provide a useful comparison between different types of WFS, a sensitivity

metric independent of the signal and other details of the WFS design is highly

desirable. Unfortunately, a cursory examination of the FIM for photon noise and

read noise (Equations 2.19 and 2.20 respectively) reveals that the FIM coefficients

will scale linearly with the signal (i.e., number of photons incident on the WFS) in

the photon-noise regime while the FIM scales quadratically with respect to signal in

the read-noise regime. Thus, two separate sensitivity metrics are required for photon

and read noise so that they can be scaled independently based on the signal and

other WFS parameters. It is possible to define two covariance matrices for photon

noise and read noise that will approximately sum to equal the total covariance

matrix defined in Equation 4.4 [45]. Assuming C is a diagonal matrix and applying

the matrix theorem: (ABC)−1 = C−1B−1A−1, Equation 4.4 can be written as

Cθ̂ =
(
HTC−1H

)−1

= H−1C(HT )−1

=
1

n
H−1Cph(H

T )−1 +
1

n2
H−1Crn(H

T )−1,

(4.6)

where Cph and Crn are diagonal matrices containing the normalized signal and the

pixel readout variance for each detector element, respectively. The matrix theorem
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used in Equation 4.6 does not rigorously hold if the matrices are not invertible, but a

comparison with the full covariance matrix formulation using Equation 4.5 provides

a simple metric for determining the validity of the approximation. An alternative

approach would be to use the photon-noise and read-noise expressions for the FIM

to calculate the individual contributions to the total measurement error. In either

case, the noise gain coefficient for photon noise and read noise should represent the

WFS sensitivity to each error source. The two noise gain coefficients for photon and

read noise are

Gph−approx. = tr
{
(H−1Cph(H)T )−1

}
, (4.7)

Gph−only = tr
{
(HTCphH)−1

}
, (4.8)

GRN−approx. = tr
{
H−1(HT )−1

}
, (4.9)

GRN−only = tr
{
(HTH)−1

}
. (4.10)

It can be shown that the two formulations for read noise are equivalent, but

the photon noise coefficient definitions are slightly different. Using the total noise

gain calculated from Equation 4.5 as the standard and assuming that the read noise

contribution is known due to its formulations being equivalent, the error for the

different photon noise formulations can be calculated as a function of the read noise

per pixel as shown in Figure 4.1.
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Figures 4.1: Error in photon-noise gain contribution. Calculated based on total

noise gain minus the read noise for the two different formulations of the photon-

noise gain coefficient for a standard pyramid (left axis) and Zernike WFS (right

axis).

From Figure 4.1, it is clear that Gph−approx. formulation applies for all but the

smallest levels of read noise. In the case of the ZWFS, the difference between the two

formulations is negligible, but with the PWFS, the error is more significant. As this

work is primarily focused on the fundamental limits of wavefront estimation error,

the photon-only formulation will be used throughout this work as the definition of

Gph, but for most practical applications, the approximate formulation would yield

a more accurate estimate of the total noise gain.

Using the individual noise gain coefficients, the total measurement error for a

given system is then

σ2
tot = tr

{(
HTC−1H

)−1
}
≈ Nact

n
Gph +

σ2
RNN

2
act

n2
GRN , (4.11)

where Nact is the number of DM actuators in the system, or the number of modes

to be estimated, and n is the number of detected photo-electrons. The read-noise

expression assumes that all detector elements have the same read noise and that
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the number of detector elements scales proportionally to the number of actuators

for simplicity. Note that for both photon and read noise, the noise gain depends

on the number of photons per actuator or, more generally, photons per correction

mode. This formulation is equivalent to the fundamental noise limit for a linear WFS

derived by C. Paterson [6]. Paterson found that the minimum variance estimating

a mode in the photon noise regime was 1/(4n)rad2 [6], where n is the number of

photons detected per mode. Assuming independent modes are being estimated, the

total wavefront error scales with the number of modes or actuators in the system in

something close to a linear relationship. Thus, 0.25 rad2 is the lower limit for Gph.

The validity of the noise gain coefficient approach is verified by comparing the

predicted measurement error for the PWFS and ZWFS with a Monte Carlo simula-

tion, generating a random signal and then using the linear estimator to reconstruct

the phase. Since the linear estimator was derived for zero phase input, no aberration

is introduced into the simulation, but the scaling of the estimator was verified using

known poke frames to ensure that the estimates are unbiased.
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Figures 4.2: Comparison of the reconstructed phase variance with the predicted

noise gain for a pyramid and Zernike WFS. Also shown is the fundamental limit for

a linear WFS [6].

In Figure 4.2, the linear estimator performance closely matches the CRLB,

particularly as the number of photo-electrons per actuator increases. The ZWFS has

superior performance relative to the PWFS but does not quite reach the fundamental

information limit, which also agrees with Paterson’s findings [6]. For the remainder

of this work, the photon-noise gain coefficient Gph will be the sensitivity metric of

choice for comparing different WFS configurations.

4.2 Optimizing Sensitivity: Pupil Segmentation

Chapter 3 introduced the concept of pupil segmentation (PS) as a possible

optimization tool as it can limit the interaction between pupil points to those within

the coherence area of the source. This section will explore this technique using the

hybrid SH-PWFS. First, the efficacy of this approach is illustrated using the spatial

coherence matrix, |µab|, see section 3.2.

In its simplest form, the spatial coherence matrix is simply the magnitude of

the complex spatial coherence for each pair of points in the pupil. For an incoherent



101

source, the spatial coherence matrix will resemble an identity matrix, all but the

diagonal elements will be zero or nearly zero. For a coherent source, the matrix will

have values approaching one, which is the coherent approximation. A partially co-

herent spatial coherence matrix will not be purely diagonal or readily approximated

by a single value; instead, it will have values ranging from zero to one. Examples

for each of these cases are shown in Figure 4.3 using a 16x16 wavefront sampling

grid in the pupil.

Figures 4.3: Spatial coherence matrix, |µab|, for a Gaussian source with an angular

FWHM of a) 20, b) 2, and c) 0.2 λ/D.

The general aim of pupil segmentation is to separate incoherent pupil-point

pairs. This aim is accomplished by subdividing the pupil, the same approach taken

by the Shack-Hartmann WFS (SHWFS), which uses a lenslet array located at the

pupil to subdivide the pupil and then uses centroiding to retrieve the tilt of the

wavefront over each subaperture [7]. The PS approach can be thought of as a hybrid

approach, using larger subapertures than the standard SHWFS and pairing them
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with a separate WFS technique to recover higher-order modes for each subaperture,

in addition to tilt. The benefit of this approach can be seen in Figure 4.4.

Figures 4.4: Comparison of the pupil-point-pair interactions after pupil segmenta-

tion (red dots) overlaid on the spatial coherence matrix for differing source sizes and

levels of segmentation. a–c) A Gaussian source with angular FWHM of 2λ/D. d–f)

A 4λ/D Gaussian source. a) and d) Pupil segmentation with 2X2 lenslet array. b)

and e) 3X3 lenslet array. c) and f) 4X4 lenslet array.

In Figure 4.4, it is clear that the pupil segmentation rigorously eliminates

incoherent pupil-point pairs, but the method also excludes some coherent pupil-

point pairs. Comparing the top- and bottom-row plots, it is apparent that the 2X2

lenslet array will likely work better for the smaller source, and the 4X4 configuration

will likely be preferable for the larger source. As the number of subapertures grows,

the number of pupil-point pairs interaction is diminished and further limited to the

diagonal portion of the spatial coherence matrix. Once the size of the subaperture
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matches the desired wavefront sampling interval, the SHWFS design is attained,

and other system constraints limit the benefit of further reduction.

A standard SHWFS estimates only two modes per subaperture: tip and tilt.

Pupil segmentation for partially coherent optimization requires some method of re-

trieving additional modes per subaperture. As each subaperture is essentially an

independent aperture, any WFS technique that can be applied to the full aper-

ture can be applied to a subaperture, though the greatest benefit will come from

WFS techniques with the highest sensitivity. A simple example of this approach is

the linearized focal-plane technique SHWFS or more simply LIFTed SHWFS [57].

The LIFTed SHWFS uses larger subapertures with a slightly astigmatic lenslet to

sense additional modes for each subaperture [57]. The LIFTed SHWFS thus pairs

a SHWFS with a focal plane wavefront sensor to increase overall sensitivity. The

LIFTed SHWFS has increased sensitivity relative to the standard SHWFS; Plantet

et al. found that the LIFTed SHWFS had better photon-noise gain performance

than a modulated pyramid for higher order modes [45]. This result does not di-

rectly confirm the viability of this approach, as the LIFTed WFS was not used with

a modulated beacon. However, the system simulated used 40X40 subapertures for

the baseline SHWFS and 20X20 subapertures for the LIFTed SHWFS, while the

modulation was 6 λ/D; thus, even a similarly modulated source on the LIFTed

SHWFS would have been < 1/3 the diffraction limit of the LIFTed subaperture and

likely would have had little effect on the results [45].

The number of modes that can be reconstructed per subaperture with the LIFT

technique is limited due to noise considerations [58]. However, the PS approach is

not limited to focal-plane WFS methods for sensing higher-order modes. A pyramid

wavefront sensor can also be applied to each subaperture. The PWFS is potentially
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an ideal choice due to its robustness to extended sources, as evidenced by most

PWFS being modulated [50–52], and its increased sensitivity relative to the SHWFS

[59]. One practical limitation would be the difficulty fabricating an array of pyramid

prisms, but methods for implementing a practical hybrid SH-PWFS exist and will

be discussed in more detail in Chapter 5.

4.3 Optimizing Sensitivity: Impulse Response Engineering

Impulse response engineering for WFS optimization arises from the formula-

tion derived in Chapter 3, where the impulse response of a WFS, i.e., the complex

amplitude at the output due to a single point in the pupil plane, was used to calcu-

late the FIM with a partially coherent source. The derivation revealed that changes

in irradiance due to phase errors arise from the interference between the CIR from

different points in the pupil. In section 4.2, a lenslet array at the pupil plane isolates

points in the pupil from interfering with distant incoherent points, but at the cost of

preventing some coherent pupil-point pairs from interfering. With impulse response

engineering, the spread of light from each point is reduced by modifying the CIR to

eliminate incoherent pupil-point pairs.

To illustrate the effect, consider the shape of a ZWFS CIR as shown in Figure

4.5 with the pupil aperture shown in black. For the standard configuration, most

of the energy is contained within the aperture of the pupil. For a fully coherent

beacon, the optimal diameter of the phase mask is primarily driven by the balance

between light leakage outside of the detector detection mask and increased inter-

ference between distantly separate points for low order wavefront sensitivity, see

2.3.
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Figures 4.5: Graphical comparison of the magnitude of the ZWFS CIR versus pupil

size (black line). Left: log scale of CIR magnitude. Right: same but with Kronecker

delta function contribution removed and normalized, linear scale.

For a partially coherent beacon, this balance shifts. There is a trade-off be-

tween the natural gain of low-order modes having larger phase contrast at distantly

separated points and the reduced coherence between more distant points. As de-

scribed in Chapter 2, the coherence area (or simply coherence distance if the source

is circularly symmetric) identifies coherent pupil-point pairs. Although the exact

coherence cutoff is somewhat arbitrary, the results from Chapter 2 indicate that for

a Gaussian profile, the 1/e point serves as a practical coherent cutoff, as it marks the

point where any increase in sensitivity due to the phase distribution of a low-order

mode is offset by decreasing coherence. Thus, limiting the spread light in the im-

pulse response to the coherence area should optimize the WFS sensitivity, and since

the impulse response is proportional to the Fourier Transform of the phase mask,

this can be readily accomplished by increasing the diameter of the central phase
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mask. Figure 4.6 illustrates how this works in practice, comparing the normalized

CIR magnitude to the spatial coherence matrix. As in the right-side plot in Figure

4.5, the normalized CIR magnitude only includes the contribution from the inner

phase mask diameter as the outer phase mask diameter, approximated as infinite in

extent, remains unchanged.
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Figures 4.6: Comparison of normalized CIR magnitude and spatial coherence ma-

trix. The normalized CIR magnitude is shown for an inner phase mask diameter

of a) 1 λF/# and b) 4 λF/#. The spatial coherence matrix is calculated for a

Gaussian source with an angular FWHM of c) 0.5 λ/D and d) 2 λ/D.

From Figure 4.6 it’s clear that images a) and c) and b) and d) are closely

matched in distribution, with most coherent points in the coherence matrix also

having a large normalized CIR magnitude. Increasing the size of the beacon four-

fold reduces the coherence for the most widely separated points in the pupil, but
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a similar increase in the diameter of the phase mask reduces the normalized CIR

magnitude to minimize interactions between incoherent pupil-point pairs. The nor-

malized CIR magnitude does not precisely match the spatial coherence matrix be-

cause the impulse response is proportional to a Bessel function of the first kind.

The match could be improved if the source profile were changed or the edges of the

phase mask were smoothed. These techniques will be explored further in section

4.4.2, but Figure 4.6 demonstrates the basic concept of modifying the CIR to match

the coherence of the source.

4.4 Simulation Results for Simple Extended Beacon

This section will explore the improvements in WFS sensitivity using the two

methods of WFS optimization discussed in sections 4.2 and 4.3 quantified by the

sensitivity metric introduced in section4.1. Only transversely extended beacons

with circularly symmetric profiles are considered, but results will include two beacon

profiles: Gaussian and top hat. The Gaussian profile is by far the more representative

case for laser beacons. However, the top hat profile, i.e., uniform distribution over a

circular aperture, better represents the lab-based extended source (see section 5.5)

and also serves as the natural limiting case for uplink correction that includes beam

shaping [27]. In section 4.5, the analysis is extended to include elongation, which is

an important factor, particularly for sodium laser beacons.

As demonstrated in section 3.5, the CIR-based method for calculating the FIM

yields results that closely match the more standard FFT-based approach. However,

in this and later sections, results will be presented using both methods to minimize

calculation errors and build confidence in the results. Limitations inherent to each
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method may result in partial or no results in some cases, but this will be avoided

as much as practical. The metric for comparison will be the photon-noise gain term

derived in section 4.1. The coefficient, Gph), was assumed to be independent of the

number of modes being sensed, but that is only an approximation. The sensitivity of

any practical WFS will vary with the spatial modes used to estimate the phase [29].

Although the results will primarily be based on an idealized DM actuator mode, i.e.,

a change in phase at a single point in the pupil, sensing fewer actuator modes will

still emphasize lower-order modes, while more actuator modes emphasize higher-

order modes. As shown in Figure 4.7, the sensitivity converges on a set value as

the number of modes increases. Thus, the approximation of a constant noise gain

coefficient improves as the number of modes estimated increases.

Figures 4.7: Comparison of WFS photon-noise gain, Gph, versus the number of

actuator modes being estimated using a point source.

From Figure 4.7, the PWFS has an asymptotic photon-noise gain of ∼0.53,

while the ZWFS has an asymptotic photon-noise gain of ∼0.31. Figure 4.7 also

demonstrates the benefit of using both methods for calculating the noise gain. The

CIR-based calculation becomes computationally prohibitive as the number of sim-



110

Tables 4.1: Variations in the Noise Gain Versus Simulation Parameters

Pyramid Zernike

# Act
# Sim. Points

# Act
# Sim. Points

16 32 64 128 16 32 64 128

16 0.6195 0.5765 0.5824 0.5774 16 0.3208 0.3392 0.3404 0.3399
32 — 0.5705 0.5546 0.5457 32 — 0.3107 0.3247 0.3213
64 — — 0.5397 0.5269 64 — — 0.3083 0.3144

ulation points in the pupil grows, but for a point source, the FFT method scales

relatively well. The close agreement between the two methods for fewer actuators

builds confidence that the CIR-based method would give similar results for increas-

ing actuator counts, avoiding the need for lengthy computations.

There is an ambiguity between the number of actuators and simulation points

in Figure 4.7, as both scale in parallel. By binning multiple points together to act as

an actuator, a given actuator count can be simulated with higher spatial sampling

to examine the impact of spatial sampling on the results. Table 4.1 tabulates the

results for the pyramid and Zernike WFS.

From Table 4.1, it is clear that the number of simulation points has a limited

effect on the calculated noise gain for the different WFS. Interestingly, the binning

process has a small but noticeable positive effect on the PWFS noise gain and a

small but negative effect on the ZWFS; however, further increases in the number of

simulation points, and thus the number of binned pixels, have minimal effect on the

calculated noise gain. The noise gain decrease is thus primarily tied to the number

of actuator modes as predicted. The effect of binning on the PWFS noise gain will

be explored more in section 4.4.1.

Unless noted otherwise, simulations will use the N=32 case (32 actuators across
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the pupil, 812 simulation points total in the pupil). While this setup will slightly

overestimate the asymptotic photon-noise gain, particularly for the PWFS, the error

is less than 10% and will not affect the conclusions drawn from the simulations. This

set point is the best compromise point between the strengths and weaknesses of the

two methods allowing for easy comparison without lengthy computational times for

one or the other.

As a starting point for WFS optimization, an initial comparison of the impact

of an extended or partially coherent beacon on the standard PWFS and ZWFS

designs is shown in Figure 4.8. For consistency, sensitivity plots will follow a similar

format. The different WFS configurations will be delineated by color, while results

using different methods will be indicated by the line style (typically, CIR-based

calculations will use a solid line, while FFT-based calculations will use a dashed

line). Most results will include two beam profiles: Gaussian and top hat, in separate

side-by-side plots with the limits of the y-axis held constant for each beam profile.

The photon-noise gain coefficient, Gph is plotted on the y-axis while the x-axis is

used for the angular size of the beacon expressed relative to the angular resolution

of the sensing aperture, λ/D.

Figure 4.7 indicates that the ZWFS is approximately twice as efficient as the

PWFS in the photon-noise regime for a point source. However, as the size of the

beacon grows, the ZWFS noise gain increases much more rapidly than PWFS, as

seen in Figure 4.8.
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Figures 4.8: WFS photon-noise gain, Gph, versus beacon angular FWHM for a

Gaussian (left) and top-hat beam profile (right) comparing PWFS and ZWFS per-

formance.

In Figure 4.8, the PWFS noise gain is lower than the ZWFS once the size of

the beacon exceeds about 1.6λ/D for the Gaussian profile. After that point, the

ZWFS noise gain increases exponentially, indicating, as expected, the robustness of

the PWFS design to partial coherence. A comparison of the Gaussian and top hat

results illustrates the effect the beacon profile has on WFS sensitivity; the sharper

top-hat beam profile significantly reduces the noise gain for both WFS designs,

though more dramatically for the ZWFS with the point of equivalent noise gain

being pushed out to about 2.5λ/D.

The results in Figure 4.8 establish the baseline performance for each WFS.

The following sections will quantify the improvement in WFS sensitivity using the

proposed optimization methods.
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4.4.1 Hybrid Shack-Hartmann-Pyramid WFS

The hybrid SH-PWFS, introduced in section 4.2, segments the pupil plane to

improve WFS sensitivity with a partially coherent beacon. While the PS approach

is not limited to using a PWFS for each subaperture, the results from Figure 4.8

indicate the utility of the PWFS design as it is relatively robust to the beacon size

and shape. Thus in cases when the size of the beacon may vary widely in width and

shape, a hybrid pyramid design would deliver more consistent performance than a

hybrid Zernike WFS setup.

For these simulations, the hybrid SH-PWFS is modeled such that each sub-

aperture is independent. This assumption does not strictly hold if the pupil plane

is segmented by a lenslet array but does hold if the diameter of the lenslet is much

greater than the size of the spot at the focal plane, see section 5.2.

The simulation of the hybrid WFS is relatively straightforward. For FFT-

based calculations, each subaperture is modeled as a pyramid with a pupil function

defined by the segmented portion of the full pupil function. The output for each sub-

aperture is combined into a unified output for convenience, allowing for equivalent

sensitivity calculations as the standard PWFS. As mentioned earlier, the extended

beacon is modeled as a series of point sources incident on the WFS; the hybrid

simulation uses the same method but applies the correct tilt phase to the wavefront

for a given source point before the complex amplitude is segmented. The irradiance

from each source point is then summed with the proper weighting to estimate the

final irradiance at the detector plane for the extended beacon. In the case of the

CIR-based calculation, the spatial coherence function is defined based on the sepa-

ration distance and orientation of the pinhole pairs in each subaperture. The same
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methodology outlined in section 3.4 is then applied to estimate the final irradiance

at the detector plane and the differential irradiance for a change in phase. These

outputs are reconstructed into a sparse FIM, where the interactions between points

in different subapertures are set to zero, mirroring the independent FFT-based cal-

culation for each subaperture.

The first simulation result, shown in Figure 4.9 compares a PWFS with a

2X2 hybrid SH-PWFS and a 4X4 configuration, the pupil being segmented into 4

and 16 subapertures, respectively. Once again, the photon-noise gain coefficient,

Gph, is plotted against the angular size of the beacon normalized to the angular

resolution of the aperture. Figure 4.9 shows that the PWFS is more sensitive in the

coherent limit than the hybrid SH-PWFS designs, but as the beacon size increases,

the hybrid designs outperform the PWFS. At the cost of reduced sensitivity to lower

order modes, the hybrid design is less degraded by increasing beacon size. In essence,

the beacon appears more coherent to each subaperture given the decreased angular

resolution of the smaller aperture size.

Figures 4.9: WFS photon-noise gain, Gph, versus beacon angular FWHM comparing

PWFS (blue lines) with 2X2 SH-PWFS (green lines) and 4x4 SH-PWFS (cyan lines).
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The simulation results in Figure 4.9 show the benefit of the hybrid design over

the standard PWFS as the beacon size increases. However, the results disregard the

null modes introduced by the pupil segmentation from the noise gain calculation.

Just as the PWFS is insensitive to a constant phase term across the pupil, the hybrid

WFSs, as simulated, are insensitive to a constant phase across each subaperture.

The additional unsensed modes are primarily a problem for stable control of the

deformable mirror, but there is some performance reduction as well; eliminating the

subaperture piston modes will degrade the reconstruction of lower order modes. In

Figure 4.10, the unsensed piston modes are eliminated by transforming the estima-

tion modes from idealized DM actuator modes to Zernike modes, calculating the

noise gain for estimating the first 30 radial orders.

Figures 4.10: WFS photon-noise gain, Gph, versus beacon angular FWHM compar-

ing estimation based on actuator modes (no marker) and Zernike modes (circular

markers).

The results in Figure 4.10 reveal a significant difference in the PWFS results.

The difference is due to the dual nature of the pyramid wavefront measurement;
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in the coherent limit, the PWFS acts as a phase sensor, i.e., relies on interference

between a reference wave and a test wave for wavefront measurement, see [29] for a

more detailed explanation. However, the PWFS also acts as a slope sensor with any

non-zero gradient in the pupil phase changing the light distribution at the detector.

Slope-sensor measurements average the phase over a given area and are thus more

robust to incoherence in the source. The initial PWFS results do not account for

slope measurements because every point simulated is also a phase estimation point,

which eliminates any effect due to phase averaging and is equivalent to simulating

a SHWFS with a single simulation point per subaperture.

The PWFS is even more robust to spatial incoherence than shown in Figure

4.8, but the initial results are valuable as they contrast phase-sensor and slope-

sensor measurements. The results shown in Figure 4.10 indicate that the noise

gain increases approximately linearly with a slope sensor. This result is found in

other examinations of the effect of an extended beacon (typically modulation) on

the sensitivity of the PWFS. In particular, Plantet et al. compared various levels

of modulation, and the results show an initial overall degradation in the noise gain

across all modes for any level of modulation, but increasing the radius of modulation

beyond 2 λ/D primarily degraded lower-order modes [45].

An alternative method bins multiple simulation points to form a single ac-

tuator mode. This approach also allows the actuator mode to be offset from the

pupil segmentation, eliminating the need to exclude subaperture piston modes when

calculating the final noise-covariance matrix. The offset of actuator modes is equiv-

alent to the Fried geometry in the SHWFS, which places actuators at the corners

of each subaperture [7]. Due to the complexity of incorporating this result into a

CIR-based simulation, the analysis will be done using the FFT method. The result
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of this simulation is shown in Figure 4.11.

Figures 4.11: WFS photon-noise gain, Gph, versus beacon angular FWHM compar-

ing simulation with 32X32 grid and 32X32 actuators (no marker) and 64X64 grid

and 32X32 actuators (square marker).

Figure 4.11 reveals a similar relationship between the noise gain and angular

beacon size for the binned results as the Zernike-mode results. There is a large initial

increase in noise gain with increasing beacon size, but the rate of increase becomes

more linear once the beacon size is larger than about 2 λ/D. Though diminished,

the improvement in photon-noise gain with the hybrid SH-PWFS configurations is

still present in both the Zernike-mode and the binned results demonstrating the

effectiveness of the PS method for optimizing the WFS sensitivity with a partially

coherent beacon.

Although this work focuses on photon-noise gain, a fundamental and unavoid-

able source of noise in the wavefront measurement, many practical WFS applications

include some amount of read noise. Thus, a brief examination of the read-noise gain

is beneficial. The FIM derived in Chapter 3 indicates that the read-noise gain is
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not as amenable to optimization as photon-noise gain. The read-noise gain depends

solely on the change in the irradiance for a given phase, and the noise is indepen-

dent of the signal level on each detector element. Using the results in Figure 4.11

as a starting point, the read-noise gain coefficient for the PWFS and the two hybrid

configurations is plotted in Figure 4.12.

Figures 4.12: WFS read-noise gain coefficient, GRN versus beacon angular FWHM

comparing PWFS (blue), 2X2 SH-PWFS (green), and 4x4 SH-PWFS (cyan).

As expected, the hybrid configurations yield minimal improvement in the read-

noise gain versus the standard pyramid configuration. The fact that there is some

improvement is likely due to the dual nature of the pyramid wavefront measurement.

The hybrid configurations retain some increased sensitivity from the phase-sensor

measurement at larger beacon sizes, but that improved sensitivity largely disappears

once the hybrid subapertures resolve the beacon.



119

4.4.2 Zernike Phase Mask Optimization

The other method proposed for optimizing WFS sensitivity with a partially

coherent beacon is to modify the CIR of the WFS to limit the spread of energy from

a point in the pupil to a region roughly corresponding to the coherence area of the

source. With a ZWFS, this is readily accomplished by adjusting the phase-mask

diameter and shape.

The diameter of the Zernike phase mask is approximately equal to the diffraction-

limited spot size at the Fourier plane, but the optimal diameter for a point source

will depend on the relative weighting between low-order and high-order modes or the

number of actuators across the pupil. Low-order modes benefit from a smaller phase

mask, which spreads more energy across the pupil image leading to more interfer-

ence for the most widely separated points in the pupil. The downside of the smaller

phase mask is that more light is diffracted out of the pupil image and thus does not

contribute to the wavefront measurement. Higher-order modes benefit from a larger

phase mask which reduces light lost due to diffraction and has minimal impact on

the interference between more closely-spaced points in the pupil.

The simulation results presented earlier in this section set the phase mask

diameter to 1.7xλ/D. This mask diameter was found to be optimal for the N=32

actuator mode case and is very close to the asymptotic optimum for increasing

actuator modes, as seen in Figure 4.13.
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Figures 4.13: WFS photon-noise gain, Gph, versus ZWFS phase-mask diameter

comparing optimal phase-mask diameter for different number of actuator modes

across pupil.

The optimal point for the ZWFS phase-mask diameter is relatively broad

in Figure 4.13 such that a slight variation in the diameter has minimal effect on

the final photon-noise gain. The sensitivity varies by less than 5% over a range

of ±0.2λF/#, but the optimal point noticeably shifts to a larger diameter as the

number of actuators increases, though the decrease in noise gain for a larger diameter

is minimal. The optimal diameter of 1.7 λF/# falls in between the standard phase-

mask diameter of 1.06 λF/# and a diameter of 2 λF/# that was found to be optimal

by Chambouleyron, et al. [60], but the difference is negligible.

Figure 4.14 repeats the optimization process for a Gaussian and top-hat ex-

tended source with an angular FWHM of 1 λ/D.
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Figures 4.14: WFS photon-noise gain, Gph, versus ZWFS phase-mask diameter for

different number of actuator modes across pupil with a Gaussian and top-hat source

with angular FWHM of 1λ/D.

In Figure 4.14, there are a few interesting results to note. As with the point

source, the optimal phase-mask diameter increases with the number of actuators

estimated. The difference in the optimal point and the overall noise gain is more

extreme for the Gaussian profile than the top hat profile, but both are clearly near

the asymptote for the N=32 case. This difference is likely because the extended bea-

con preferentially degrades low-order modes, further emphasizing high-order modes

and thus increasing the benefit of a larger phase mask diameter when the number

of modes increases. In the right-side plot in Figure 4.14, the optimal phase mask

diameter is noticeably smaller than for the Gaussian case, indicating that the shape

of the source is important for optimization.

The more significant difference between the CIR and FFT results for the top-

hat profile is due to the difficulty in adequately sampling the beam profile when

propagating a discrete number of points. The uniform angular distribution of the

source amplifies the effect of minor differences in which points at the edge of the
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source are propagated. The top-hat beam profile also shows a more extreme increase

in the photon-noise gain coefficient as the phase mask diameter increases beyond 2.5

λF/#. The more rapid increase is due to poorly sensed modes in the FIM leading

to dramatic increases in some elements of the noise covariance matrix. From a

phase spatial frequency perspective, this result is to be expected. If the phase mask

diameter is significantly larger than the image of the beacon at the Fourier plane,

low spatial frequency phase errors do not diffract light outside of the phase mask

and are thus poorly sensed by the WFS.

As the analysis is extended to larger beacon sizes, a noticeable trend line

develops, which defines the minimum noise gain attainable for a given beacon size.

Figure 4.15 applies the same methodology as in Figures 4.13 and 4.14, but for a

range of beacon sizes.

Figures 4.15: WFS photon-noise gain, Gph, versus source angular size FWHM. The

line color indicates the size of the ZWFS phase mask, bluer line: smaller diameter,

redder line: larger diameter, and black: minimum noise gain across configurations.

The ZWFS configurations with larger phase-mask diameters also have ex-

tremely large noise gain at the smaller beacon sizes. As described previously, this
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is due to poorly sensed low-order modes. Similar to the hybrid design, the cost

of increased sensitivity with a partially coherent beacon is reduced sensitivity to

low-order modes, though, in the case of the Zernike WFS, there is no clear cutoff

between sensed and unsensed modes. While the unsensed modes can be filtered

from the phase reconstruction, it is clear that the ZWFS has a limited coherence

range. Some variation in the angular size of the beacon is tolerated, but a design

optimized for a 3 λ/D source will perform poorly with a 1 λ/D source and vice-

versa. The difference between a Gaussian beam profile and a top-hat beam profile is

also notable. The minimum fit curve for the top-hat beam profile is flatter than the

Gaussian minimum. Although some improvement in the noise gain with the top-hat

profile is expected, the size of the difference suggests that a phase-mask shape better

matched to the Gaussian spatial coherence magnitude may reduce the noise gain.

Notably, the sharp edges of the ZWFS phase mask lead to more diffraction in

the CIR; thus, smoothing out the edge of the mask may lead to better sensitivity

with a Gaussian beam profile. Instead of using the perfectly sharp circ function

as the phase mask, using a super-Gaussian function allows for various degrees of

smoothing. The symmetric 2D super-Gaussian function can be written as [61]

S(x, y) = Aexp

[
−
(
x2 + y2

2σ2
r

)P
]
, (4.12)

where the function is assumed to be centered at zero, and the variable P is the

order of the super-Gaussian function. As P → ∞, the function approaches a limit

corresponding to the circ function, which typically defines a ZWFS phase mask. As

P → 1, the super-Gaussian function becomes smoother, approaching the standard

Gaussian function. Thus the order of the function determines the smoothness of the

resulting phase profile.
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One unfortunate side effect of the smoothing process is a deviation from the

π/2 phase shift for the diffracted light. The smoothing process can only be done on

the phase profile itself; thus, there is a trade-off between improving performance by

decreasing the spread of the impulse response and the introduction of non-optimal

phase contrast into the interference at the pupil image plane. The super-Gaussian

function also does not have a simple analytical expression for the Fourier transform;

while this does not strictly prevent the use of the CIR method, it does represent

a more significant change to the algorithm than for the FFT method. Thus, the

analysis is restricted to the FFT method for an initial look at the effect of varying

the phase mask shape.

The results of varying the phase-mask shape are shown in Figure 4.16, which

plots the photon-noise gain for various P factors and a range of source sizes. Plots

with three different phase-mask diameters are shown to illustrate the effect of the

source size on the benefit of varying the phase-mask shape, and a final plot compiling

the optimal diameter for each shape and each beacon size highlights the overall trend

in the results.
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Figures 4.16: WFS photon-noise gain, Gph, versus source angular FWHM compar-

ing different levels of phase-mask smoothing.

The results in Figure 4.16 are interesting. The Gaussian shape is never optimal

for a given source size but does not appear to be affected by poorly sensed low-order

modes when the phase-mask diameter is too large for a given source size. The

Gaussian shape is also less sensitive to increasing beacon size when the phase mask

diameter is undersized, particularly with respect to the standard shape. For the

smallest phase-mask diameter, the improvement in noise gain with a super-Gaussian

shape is negligible; however, as the source size increases, the super-Gaussian shape

results in noticeably lower noise gain. The difference between using a super-Gaussian

factor of three or four appears to be negligible from an optimization perspective,

indicating the result is not overly sensitive to an exact phase-mask shape.

These results, although relatively simple examples of impulse response en-

gineering, demonstrate the potential for improving the sensitivity of a wavefront
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measurement with a partially coherent beacon.

4.5 Simulating Elongated Beacons

The simulations to this point assumed a two-dimensional source, which can be

applied to Rayleigh beacons, assuming a narrow range gate. However, sodium bea-

con simulations must also account for elongation. As stated in Chapter 1, sodium

LGS AO is typically preferred for larger telescope apertures due to the higher alti-

tude beacon, which reduces focal anisoplanatic error. The downside of the higher

altitude is the extreme elongation of the beacon created. The mesospheric sodium

layer lies at about 90 km altitude and is approximately 10-20 km thick, varying

on a seasonal and hourly basis [62]. Although pulsed sodium LGS systems have

been developed in the past, these pulsed systems operated in a quasi-CW mode,

with many pulses traversing the sodium layer concurrently. Any attempt to limit

the elongation through pulsed operation and range gating will need to deal with the

reduced excitation efficiency of a pulsed laser as well as the reduced return from only

using a portion of the sodium layer [63]. Elongation effects are thus a significant

factor for sodium beacons.

Rayleigh beacons can avoid elongation effects with range gating, limiting the

laser return to a relatively short longitudinal distance. However, the shorter the

range gate, the fewer the detected photons. Thus, even in Rayleigh LGS AO system

design where elongation can be eliminated, modeling the effects of elongation is

necessary to optimally balance the increased signal available from a wider range

gate with potential WFS sensitivity degradation due to beacon elongation.

In a standard FFT-based calculation, an elongated beacon is modeled by prop-
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agating representative points in the beacon and introducing a differential focus term.

The telescope optical path to the WFS can be assumed to be focused and centered

on the beacon, such that the centroid of the irradiance profile has zero tilt and focus

error. The focus and tilt for every other representative point in the beacon are then

calculated with reference to the center point. For measuring the noise gain, it is

sufficient to include the proper tilt and focus phase at the pupil plane for each point

and propagate the complex amplitude through the system to the detector plane.

The CIR method, by contrast, relies on defining the spatial coherence magni-

tude for each pair of points in the pupil. If the spatial coherence matrix can describe

the effects of the beacon elongation, the CIR method is still valid. For each pin-

hole pair in the pupil, the spatial coherence magnitude is defined by the angular

distribution of the source irradiance in the plane defined by the difference vector

and the surface normal [25]. The van Cittert-Zernike theorem is a reflection of this

fact. Thus calculating the angular distribution of the beacon for each pair of points

in the pupil will account for elongation. This process is illustrated in Figure 4.17.
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Figures 4.17: Geometry for calculating the angular distribution of an elongated

reference source for a given pupil-point pair, a precursor to calculating the spatial

coherence matrix for an elongated beacon.

In Figure 4.17, the beacon is centered on the optical axis of the pupil. The

difference vector for a pinhole pair is shown in red, and the surface normal centered at

the midpoint of the difference vector is the dashed red line. These two vectors define

the pinhole plane shown in blue. The three-dimensional beacon is first projected

onto the pinhole plane to create a two-dimensional irradiance distribution. For a
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circularly symmetric beacon, this projection will be the same for each pinhole pair.

The projection of the beacon’s central axis (shown as a blue dashed line) defines the

beacon offset (x0) from the midpoint of the difference vector. The offset and beacon

altitude, (y0), are used to calculate the angle for each beacon point, as seen from

the midpoint of the pinhole pair. For mild elongation with a symmetric beacon, a

single projection along the angle defined by the centroid of the beacon is sufficient.

For non-symmetric beacons or very elongated beacons, a Radon transformation

generates the angular distribution of the irradiance. Once the angular distribution

of source exitance is known, the van Cittert-Zernike theorem is applied to estimate

the spatial coherence magnitude for the pinhole pair separation distance.

The Radon transformation can be expressed as [64]

R(ρ, τ) =

∫ ∞

−∞

∫ ∞

−∞
f(x, y)δ [y − (τ + ρx)] dxdy. (4.13)

where τ is the intercept and ρ is the slope for a line projection through the function

to be transformed, f(x, y). For the case of a symmetric Gaussian beacon with an

elongation profile that is also approximately Gaussian, Equation 4.13 can be written

as

R(ρ, 0) =
1

2πσxσy

∫ ∞

−∞

∫ ∞

−∞
exp

[
−(x− x0)

2

2σ2
x

− (y − y0)
2

2σ2
y

]
δ(x− ρy)dxdy, (4.14)

where the Radon transformation is simplified by assuming the midpoint of the dif-

ference vector is at the τ = 0 point, and the Gaussian distribution is offset by a

factor x0 with an altitude of y0. The definition of ρ is also switched to the angle

from the y-axis. Using the sifting property of the Dirac delta function and after

some simplifying, the Radon Transform for a Gaussian beacon is

R(ρ, 0) =
1√

2π(σ2
x + ρ2σ2

y)
exp

[
− (ρy0 − x0)

2

2(σ2
x + ρ2σ2

y)

]
. (4.15)
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The angular distribution of the exitance is roughly Gaussian in shape, but the

effective width of the Gaussian varies with the angle of projection. If σy is small

relative to the altitude of the beacon, y0, then the distribution is approximately

Gaussian with σeff =
√

σ2
x + ρ2σ2

y as shown in Figure 4.18.

Figures 4.18: Comparison of Radon transformation versus single angle projection

for various beacon lengths. Calculated for an angular offset of 0.2 milli-radians, a

beacon altitude of 10 km, and a transverse width of σx = 0.05m.

Figure 4.18 shows that at the most extreme elongation, 10% of the beacon

altitude, the profile for the simplified Gaussian approximation and the Radon trans-

formation begin to diverge. The primary difference is the asymmetry of the Radon

transformation and a slight shift in the angle for the peak irradiance. In general,

the offset of the peak irradiance from the zero angle point indicates a static phase

difference between the pinholes. This offset can be reflected in the phase term in the

van Cittert-Zernike theorem (see Equation 2.30). However, the offset, (θ ≈ x0/y0),

can be shown to match the differential phase that would be applied to correct for

the finite distance of the beacon. At the WFS pupil plane, the focus term is as-
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sumed to be zero, and thus any remaining phase difference between the pinhole pair

is due to the slight offset of the beacon centroid from the centroid of the Radon

transformation. This slight phase error is negligible for simple beacon profiles and

elongation up to 10% of the altitude. The complex coherence factor should include

the additional phase for more elongated beacons. Elongation has an interesting

effect on the spatial coherence matrix, as seen in Figure 4.19.

Figures 4.19: Comparison of spatial coherence matrix for a) 2 λ/D source with no

elongation and b) 2 λ/D source with elongation equivalent to 2λ defocus.

In Figure 4.19, it is clear that the elongation reduces the number of coherent

pinhole pairs in the pupil. Elongation also introduces a curious shape to the spatial

coherence matrix, with a bulge at the center of the matrix along the opposite diag-

onal. This effect is due to the offset distance between the beacon’s optical axis and

the optical axis of the pinhole pair, as illustrated in Figure 4.20.
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Figures 4.20: Effect of elongation on spatial coherence matrix. a) Inverse of the

offset distance with saturated limits to highlight the areas with the smallest off-

set (brightest yellow). b) Inverse of the separation distance between pinhole pairs

(brightest yellow = shortest separation distance). c) Product of the offset distance

and the separation distance with reversed coloring (brightest yellow = minimal prod-

uct of offset and separation distance). d) Spatial coherence magnitude for 2 λ/D

source with 4 waves of defocus illustrating the combined effect of offset and separa-

tion distance.

The points represented by the lower-left and upper-right quadrants of the

spatial coherence matrix have the largest separation distance, but the offset distance
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is minimal because the points, by necessity, are at opposite ends of the pupil. On

the other hand, the points with the largest offset are pinhole pairs located near the

same edge of the pupil (upper-left and lower-right quadrants), but these points also

have the smallest separation distance. The combined effect is further degradation of

the coherence magnitude away from the diagonals of the spatial coherence matrix.

The effect of elongation on standard WFS designs and the design variations

examined in section 4.4 are now examined. For simplicity, the analysis is restricted

to Gaussian beams with a Gaussian elongation profile, though the same techniques

can be applied to more complicated beam and elongation profiles. As seen with the

Gaussian and top-hat simulations in section 4.4, the increased spatial coherence of

the top-hat beam profile reduces the overall noise gain, but the general trends in

the WFS response to decreasing spatial coherence were generally consistent between

the two beam profiles. Thus, a simple Gaussian elongation profile is sufficient to

demonstrate the extension of the CIR method to elongated beacons and capture the

overall trends in the effect of elongation. More complicated profiles can be examined

in future efforts. The initial results shown in Figure 4.21 include three transverse

angular sizes and plot the photon-noise gain with respect to elongation expressed

in terms of the difference in waves of defocus across the longitudinal FWHM of the

beacon.
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Figures 4.21: WFS photon-noise gain coefficient, Gph, versus beacon elongation

for various beacon sizes. Line color indicates WFS configuration, with numeric

values indicating the number of subapertures for hybrid configurations, or phase-

mask diameter for ZWFS configurations.

The general effect of elongation in Figure 4.21 is an increase in the photon-

noise gain with increasing elongation. The increase is minor for the pyramid and

hybrid WFS configurations, particularly when estimating Zernike modes, while the

ZWFS is more impacted by elongation. Of particular concern for this work, the

discrepancy between the CIR- and FFT-based methods is negligible. The excellent

agreement helps demonstrate the validity of the proposed method for calculating the
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spatial coherence matrix for an elongated beacon. Though reducing computational

time was not the primary motive in developing this alternative method, it should

be noted that with limited optimization of the CIR algorithm, the CIR calculations

were completed in less than 1/10 the time as the FFT results for the 3λ/D beacon

width, even calculating 5X more points and 50% greater elongation.

While optimization of WFS sensitivity for elongated beacons is not the pri-

mary focus of this work, the results presented in this section show that the same

optimization principles can be applied to longitudinally extended beacons as to

transversely extended beacons. Pupil segmentation remains valuable as the relative

elongation of the pupil is smaller for the smaller aperture, though subapertures far-

ther from the center will have an elongated beacon image at the focal plane. The

2X2 hybrid configuration does not appear to convey any significant advantage viz-

a-viz elongation, though the 4X4 hybrid configuration appears to be slightly more

robust to elongation. The 2X2 configuration yields a maximally elongated beacon

image on the focal point of each subaperture, while the inner subapertures of the

4X4 configuration have reduced elongation and a smaller effective defocus.

For the impulse response engineering approach to optimization, elongation

presents an additional challenge as the spatial coherence matrix no longer depends

solely on the separation of the points but also the offset distance for the pinhole pair.

Thus, an ideal impulse response must vary across the pupil, whereas the standard

impulse response for a Fourier-based WFS is shift-invariant. A linear WFS is not

limited to a shift-invariant impulse response; the IWFS, with its more complicated

prism design, would yield an impulse response that varied across the pupil [4]. This

type of WFS configuration may be a solution to optimizing for elongation. A second

possibility would be to combine the two proposed methods, using pupil segmentation
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to minimize the relative amount of defocus and a Zernike-type phase mask, tailored

to the beacon size and shape, for each subaperture. Alternatively, machine learning

techniques could be used to explore more complicated phase masks for both the

pupil plane and the Fourier plane (and potentially additional planes as required),

using the optimal phase contrast condition and the spatial coherence function as a

guide for optimizing the final impulse response. These are all research avenues that

can be explored in future work.

4.6 Summary

This chapter used numerical simulations to explore various methods for op-

timizing WFS sensitivity with a partially coherent beacon, using transversely ex-

tended and elongated beacons. The simulation results used the standard FFT-based

methods for wave optic simulation and the newly developed CIR method. The close

agreement between the two methods increases confidence in the results, while the

strengths and weaknesses of each method were leveraged to improve the exploration

of the parameter space. Both methods proposed for optimizing a WFS design for

partially coherent reference sources were shown to be viable. The PS approach de-

livered significant though not dramatic, improvements to the standard PWFS. The

results for impulse response engineering were more promising than the PS approach;

in particular, a ZWFS with a top-hat source and an optimized phase mask diameter

showed exceptional performance with increasing beacon size. Optimizing the ZWFS

phase mask diameter with a Gaussian source had more limited benefit, though the

introduction of smoothing to the phase-mask profile yielded some additional per-

formance gains. Adjusting the phase-mask shape did not result in more significant



137

improvements due to the impact on the optimal phase-contrast condition for in-

terference. Simulation results were also extended to elongate beacons primarily to

demonstrate the viability of the CIR method to simulate sources more representa-

tive of standard laser beacons. Initial simulation results with an elongated beacon

showed that the same basic techniques for WFS optimization could be applied to

elongated beacons. In the next chapter, the focus shifts to implementing the pro-

posed solutions in hardware using an AO testbed and a novel WFS design that can

be configured through simple software changes.
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Chapter 5

Software-Defined WFS

5.1 Introduction

The modeling and simulation results in Chapter 4 quantified the improvement

in photon-noise gain that can be attained through pupil segmentation or impulse

response engineering. This chapter will focus on implementing a bench-level test to

verify some of the key predictions of the simulation work. First, a short review of the

design considerations for implementing a hybrid SH-PWFS and a beacon-optimized

ZWFS is provided. These design considerations motivated the development of a

software-defined wavefront sensor (SWd-WFS) based on spatial light modulators

(SLM), which serves as a flexible WFS development tool enabling the rapid testing

of various WFS configurations with a single hardware setup. This chapter will also

cover the development of an extended beacon whose size can be quickly adjusted to

test multiple beacon sizes. The remainder of the chapter will focus on the bench-

level results obtained using the extended beacon and SWd-WFS, with an emphasis

on verifying the simulation results in Chapter 4.
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5.2 Hybrid WFS Practical Design

A general Fourier-based WFS is defined by the phase mask applied at the

Fourier plane, with the shape determining the subdivision of the Fourier plane. In a

standard PWFS, the pyramid prism produces a quadrant-based subdivision, as each

pyramid facet redirects the light in that quadrant of the Fourier plane to a different

pupil image. Full separation of the pupil images is not required, as evidenced by

the ”Flattened” PWFS [53], and the number of facets can also be varied [53, 56].

However, every implementation of a Fourier-based WFS uses a lens to generate the

pupil image (or images) at the detector plane. Reimaging the pupil onto the detector

plane localizes the irradiance variation due to pupil phase errors and simplifies the

phase reconstruction process. The reimaging lens can be described as an ideal thin

lens, a phase-only optical element that applies a symmetrical quadratic phase to

the incident wavefront. As the pyramid prism and reimaging lens are ideally phase-

only elements, their functions can be combined to form a single phase-only optical

element at the Fourier plane. In the case of the standard PWFS, the combination

of the quadratic phase of the reimaging lens and the linear phase of the pyramid

prism is simply a shifted quadratic phase profile, which for a specific linear phase

produces a phase profile identical to a standard 2X2 lenslet. Thus the pyramid

prism and reimaging lens can be replaced by a 2X2 lenslet [65]. This result can

also be applied to the hybrid WFS to avoid the difficulty of fabricating an array of

pyramid elements by instead using a second lenslet array at the Fourier plane, as

shown in Figure 5.1.
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Figures 5.1: Comparison of a standard PWFS design layout (top) with a notional

hybrid design. The phase of the pyramid array and reimaging lenslet array in the

hybrid design can be combined using second lenslet array. Also shown is a notional

detector output for each design illustrating the change in the pupil image orientation

when combining the pyramid array and reimaging lens.
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The basic structure of the hybrid SH-PWFS is shown in Figure 5.1 with a

visual representation of how the separate subaperture pyramid WFS optics can be

combined into a single optic in the form of a lenslet array with half the pitch of the

initial lenslet array. The detector plane output in Figure 5.1 is notional but helps

to illustrate the impact of using a lenslet on the orientation of the pupil images

and the increase in the minimum separation between pupil images. Theoretically,

the Fourier-plane lenslet array could be fabricated to achieve any desired separation

between pupil images using off-centered lenses in the array. However, a standard

lenslet array with centered lenses requires at least a 3X reduction in the pupil image

size to avoid overlap between subaperture images. Similarly, although this work

focuses on laser beacons which are typically monochromatic, multi-element lenslet

arrays at the Fourier plane could be employed to minimize chromatic aberration

similar to dual pyramid prism setups in PWFS [66]. Although the use of a lenslet

avoids the need for fabricating an array of pyramid prisms, the fabrication of the

second lenslet is not trivial due to the requirement for a high fill factor [67].

The simulation results in Chapter 4 assumed that each subaperture (SA) was

completely independent. With a lenslet-based approach to segmenting the pupil

plane, the assumption of independence may not hold, particularly for a lenslet size

and F/# that can be reasonably fabricated. In this case, some amount of light for a

given SA leaks over into adjacent SA, resulting in crosstalk. The key metric for this

SA crosstalk is the ratio between the diameter or pitch of the lenslet array at the

pupil and the spot size generated by the lenslet (proportional to λF/#). As F/#

is dependent on the diameter of the lenslet, the ratio increases linearly with the

wavelength and focal length and decreases quadratically with the diameter. Thus,

increasing the lenslet pitch is likely the most effective approach for reducing the
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effects of crosstalk.

Simulating the impact of crosstalk between subapertures is most readily ac-

complished through the FFT method. The number of simulation points and the

ratio between the total size of the simulation grid and the size of the pupil function

determines the Fourier-plane scaling. With proper scaling, the propagation of the

complex amplitude from the pupil plane to the Fourier plane can be calculated to

yield a Fourier plane complex amplitude that extends across the full pupil lenslet

area. The contribution for each SA can be shifted and added to generate the final

complex amplitude at the Fourier plane to include the complex amplitude from ad-

jacent SAs in the final results. This approach will slightly overstate the crosstalk

due to aliasing from the FFT operator but provides a conservative estimate of the

minimum ratio required to avoid significant degradation due to crosstalk.

As a starting point, the predicted WFS output is calculated for varying lev-

els of crosstalk in terms of the ratio between the diameter of the lenslet element

(i.e., the lenslet pitch) and the spot size diameter (approximated as λF/#)). The

differing ratios could be achieved through a variety of methods but, as mentioned

previously, are most readily accomplished by scaling the diameter of the lenslet el-

ements. Thus, assuming the F/# is constrained to minimize aberration and the

wavelength determined by the desired application, the ratios represent a scaling of

the lenslet diameter. The impact of the lenslet pitch and spot size ratio on the

detector output for a 2X2 hybrid SH-PWFS is shown in Figure 5.2.
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Figures 5.2: Predicted detector output for lenslet-based hybrid SH-PWFS with

varying levels of crosstalk defined by the ratio between the lenslet pitch (subaperture

diameter) and the spot size (λF/#).

The outputs shown in Figure 5.2 assume a magnification of one-fourth be-

tween the pupil and pupil image, which requires the Fourier-plane lenslet array to

have a focal length that is one-fifth that of the pupil plane lenslet array. Since the

Fourier-plane lenslet pitch is one-half that of the pupil plane lenslet pitch, the final

F/# required for the Fourier-plane lenslet is two-fifths that of the pupil plane lenslet

for this configuration. The ratio in the F/#’s can be increased but only to one-half

without off-centered lenses in the lenslet array or pupil image overlap in the detector

plane. The detector outputs in Figure 5.2 illustrate the effect of crosstalk between

the subapertures and the mitigation of that effect by increasing the subaperture di-
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ameter (or decreasing the wavelength or F/#). For a more quantitative comparison,

the FIM diagonal components were calculated versus phase spatial frequency in the

pupil as shown in Figure 5.3.

Figures 5.3: Hybrid WFS sensitivity in terms of the FIM diagonal components

versus phase spatial frequency in the pupil. Line color indicates ratio between

subaperture diameter and spot size.

Although the Fourier modes are not orthogonal for a circular aperture, they

provide clearer insight into the effect of SA crosstalk. The FIM diagonal components

roughly approximate the sensitivity of the WFS versus spatial frequency while avoid-

ing anomalous effects from the non-orthogonal modes. As may be expected from

the detector outputs in Figure 5.2, the SA crosstalk degrades sensitivity, particu-

larly for the smaller diameter ratio. Figure 5.3 illustrates that the effect is primarily

linked to the phase spatial frequency as there is a clear cutoff in sensitivity at higher

spatial frequencies. This cutoff is due to the correlation between phase spatial fre-

quency at the pupil plane and the distance of the resulting speckle from the optical

axis [29] with higher spatial frequencies leading to a larger diffraction distance from
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the optical axis. Thus, the minimum diameter ratio for a hybrid WFS will depend

on the desired spatial sampling of the WFS. Figure 5.3 also provides insight into

the effect of the beacon size on the minimum diameter ratio. Although the effect

is subtle, the figure shows that the larger the beacon, the larger the diameter ratio

required to minimize the deleterious effect of SA crosstalk. For example, a diameter

ratio of 16 is largely unaffected by crosstalk up to a spatial frequency of ∼14 Dia−1

with a points source; however, a 4 λ/D source leads to degradation at a spatial

frequency of ∼12.5-13 Dia−1. The effect of SA crosstalk on sensitivity is thus an

important design consideration for constructing a lenslet array-based hybrid WFS,

but the effect is easily mitigated with proper sizing of the lenslet array pitch.

5.3 Zernike WFS with Variable Phase Mask Diameter

The simulation results from section 4.4.2 highlight the importance of matching

the beacon image diameter with the phase mask diameter. Practical implementation

of a ZWFS optimized for use with an extended source will thus likely require some

variability in the relative size of the phase-mask diameter to accommodate variations

in the beacon size. In addition, while a single phase mask can be used for wavefront

estimation, this leads to some limitations. In particular, any spatial variation in the

irradiance at the pupil is carried over into the pupil image and is indistinguishable

from phase-error-induced irradiance changes. This limitation can be overcome by

using a second phase mask with a negative π/2 phase shift with the difference

between the two pupil images allowing for discrimination between amplitude and

phase variations in the pupil [68]. The dynamic range of a ZWFS is also limited. For

small phase aberrations, the π/2 phase shift is optimal, but as the phase aberration
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grows, the sensitivity decreases, as seen in 3.25. Additional pupil images generated

with alternative phase shifts would increase dynamic range, which would be critical

for practical use as an astronomical WFS. However, these considerations apply to

any use of the ZWFS for wavefront measurement, so the rest of this section will

focus on methods for varying the size of the phase-mask diameter to function with

a partially coherent beacon.

In the case of a laser beacon, one solution would be to use a spatial light modu-

lator (SLM) for the phase mask. A typical SLM consists of an array of liquid crystal

elements or pixels whose orientation can be controlled electronically [69]. Due to the

birefringence of the liquid crystals, adjusting the angular orientation of the crystals

changes the optical path length for light passing through the material [69]. Thus, the

SLM can act as a programmable phase element with the phase of each liquid crystal

pixel controlled through software. While there have been some applications using

SLMs as a WFC [70], the wavelength and polarization dependence of the induced

phase change limits their usefulness for wavefront correction. However, for most

LGS applications, these limitations do not apply. The light from a laser beacon is

monochromatic and, in many cases, highly polarized. Rayleigh scattering preserves

polarization, and optical pumping of sodium atoms via circularly polarized output

also generates a highly polarized return flux [71]. These factors do not eliminate

the polarization limitation, as any optics in the telescope path to the WFS must

maintain polarization to take advantage of the polarized return. However, highly

polarized beacons limit the potential for high losses due to the polarization require-

ment of the SLM. The other factor limiting the use of an SLM for a Zernike phase

mask is the diffraction efficiency of the device due to a less than 100% fill factor

for the liquid crystal pixels [69]. The SLM acts as a diffraction grating producing
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multiple orders and a zero-order mode with the light that did not interact with the

applied phase profile on the SLM. While these effects can be mitigated, there will

be a reduction in the optical efficiency of a ZWFS if an SLM is used as the phase

mask, though the zero-order mode is not entirely useless as it provides a reference

for discriminating between phase and amplitude variations.

An alternative solution to an SLM-generated phase mask is to use a zoom

lens for the initial focusing lens at the WFS entrance pupil. The critical metric for

optimizing the ZWFS phase mask diameter is the phase mask’s physical diameter

relative to the focused spot’s diffraction-limited diameter. Simulations in Chapter

4 expressed the spot size in terms of λF/# where F/# is the ratio of the lens focal

length to the diameter of the entrance pupil of the WFS. Although the wavelength

cannot be varied, the focal length and diameter can. A standard AO system uses

pupil relays to create an image of the entrance pupil of the telescope on the DM and

another set of lenses to relay the pupil onto the entrance pupil of the WFS. In the

process of relaying the pupils, the pupil image size is increased or decreased through

the choice of focal lengths in the pupil relay, the magnification in a Keplerian pupil

relay being equivalent to the ratio of the focal lengths of the two lenses. Assuming

the overall distance from the DM to the WFS entrance pupil position is constant,

changing the diameter using the pupil relay would require at least one zoom lens and

the movement of two lens groups or two zoom lenses and the movement of at least

one lens group. By contrast, changing the focal length of the lens at the pupil plane

can be accomplished by a single zoom lens. The reduction in complexity with a focal

length adjustment comes at the cost of a higher tolerance on the lens focus, as any

misalignment will be indistinguishable from a turbulence-induced focus error. For

the high-sensitivity ZWFS, even minor focus errors are problematic. While some of
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the effects of a focus error can be mitigated by careful calibration, the sensitivity

of the wavefront measurement degrades when not operating at the zero-phase-error

point, particularly for a single phase-mask configuration. By contrast, the tolerance

on the pupil image location is more relaxed, with a focus-induced misalignment on

the order of a fraction of a millimeter (depending on the pupil magnification) being

acceptable. Similarly, transverse errors arising from the movement of lens elements

are important for both the spot position relative to the center of the phase mask

diameter and the pupil image position relative to the center of the entrance pupil,

but the tolerance for the latter is likely to be less severe than on the former.

The SLM-based approach provides clear benefits for this work, which seeks

to demonstrate multiple WFS configurations. The AO testbed, available for im-

plementing and demonstrating the optimization techniques discussed in Chapters

3 and 4, uses a single monochromatic laser source at 1550 nm. A more detailed

description of the AO testbed is provided in section 5.4.1, but the use of an SLM

on the system has already been established in previous research efforts, and thus an

SLM-based ZWFS presents minimal risks. Using a single SLM would enable testing

of the variable Zernike WFS and the pyramid WFS, but implementing a hybrid WFS

requires either a separate lenslet array or a second SLM at the pupil plane. This

latter approach leads to a WFS whose configuration is determined by the software-

defined phase applied to the SLMs; thus, it is referred to as a Software-Defined WFS

(SWd-WFS).
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5.4 The Software-Defined WFS Concept and Design

Given the desire to test multiple WFS configurations and compare the mea-

sured sensitivity, a novel SLM-based WFS design was developed for integration

with an AO testbed at the Air Force Research Lab’s Starfire Optical Range (SOR).

SLMs at the pupil and focal plane enable the WFS configuration to be defined in

software. A single setup can thus test a standard PWFS, a 2X2 hybrid SH-PWFS,

and a Zernike WFS with a variable phase-mask diameter. The design also allowed

for automatic alignment procedures for each WFS to improve the repeatability of

each test configuration. The design places one SLM at the pupil plane (PP-SLM),

configured as a simple imaging lens in the case of the pyramid and Zernike WFS,

and configured as a 2X2 lenslet in the case of the hybrid WFS. The second SLM

(FP-SLM) is placed at the focal plane of the first SLM, and a separate reimaging

lens generates a pupil image on the camera. Figure 5.4 shows the basic optical

layout of the SWd-WFS, and example camera outputs for different phase profiles

applied to each SLM.
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Figures 5.4: The basic optical layout of the SWd-WFS with examples of the WFS

camera output for different phase profiles loaded onto the two SLMs.

Figure 5.4 illustrates the flexibility of this setup. The camera outputs shown in

Figure 5.4 were collected without any modifications to the optical layout or physical

alignment. The design includes an optical trombone with a 1:1 imaging relay to

facilitate variable focal lengths generated with the PP-SLM and for easy setup and

alignment. Note that the PP-SLM has a smaller angle of incidence than the FP-

SLM. The smaller angle accounts for an additional tilt on the PP-SLM, which shifts

the first diffractive order separating it from the unwanted zero order. A beam block

is then used to block the zero- and second-order modes from propagating through

the rest of the system.

For the FP-SLM, the zero-order mode is allowed to propagate to the camera

as the desired pupil images are readily separated from the zero order by the pyramid

tilt applied in the PWFS and hybrid WFS. In the case of the ZWFS, an additional

tilt is introduced to separate the first- and zero-order modes. As labeled on the
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ZWFS output in Figure 5.4, the downside of using SLMs is the additional orders

introduced by each SLM. The extra modes are irrelevant for the ZWFS design, a

slight annoyance for the PWFS, and a significant limitation for the hybrid WFS. In

the case of the PWFS, the tilts applied are vertically asymmetric to avoid overlap

of the ±1 modes. The effect of overlapping the modes on WFS operation is worth

studying but was outside the scope of the present work and was avoided to minimize

any impact on the desired results. In the case of the hybrid WFS, each tilt in the

subaperture was carefully selected to avoid overlap between positive and negative

first-order modes and also the second-order modes. While it is possible a 3X3 or

4X4 hybrid WFS could be implemented with this setup; the extra diffractive orders

add significant complication unless overlapping modes did not significantly degrade

WFS performance.

5.4.1 Optical Design and Integration with AO Testbed

At the SOR, an AO testbed was developed in the early 2000s to enable rapid

testing of AO technologies. The testbed consists of a 1550 nm fiber-coupled source,

two spinning phase wheels to simulate atmospheric turbulence, a steering mirror, a

577-actuator DM, multiple WFS options, and a scoring camera. A series of beam-

splitter cubes split the light after the DM into multiple paths, allowing for concurrent

testing of different WFS options in addition to the standard scoring path. The

testbed was originally constructed to test out a self-referencing interferometer (SRI)

for wavefront sensing, though it has been used for other research efforts across the

intervening years [72, 73]. The AO testbed was designed to run at a reduced frame

rate, often described as a stop-motion system. The phase wheels are advanced

by a distance that leads to an effective Greenwood frequency relative to the overall
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testbed frame rate, allowing for accurate simulation of a limited temporal bandwidth

regardless of the extra latency induced by new components or unrefined algorithms.

The setup also enables rapid reconfiguration with software-based control loops that

are changed depending on the experiment requirements.

The current bench configuration includes a variation of the original SRI WFS

and a standard SHWFS as wavefront sensing options. A previously unused optical

path was used for the integration of the SWd-WFS. The parameters of the optical

design of the SWd-WFS are listed in Table 5.1. An initial pupil relay is used to

reimage the exit pupil of the AO testbed onto the PP-SLM. The pupil relay also

provides the appropriate magnification to achieve the desired pupil-image diameter

on the SLM. The pupil diameter at the PP-SLM was selected to balance the benefit

of a large pupil for minimizing crosstalk between subapertures in the hybrid WFS

configuration (see section 5.2) and the benefit of a small pupil diameter for filtering

out unwanted diffraction orders. The filtering is slightly complicated by the hybrid

configuration, which generates spots at off-axis positions, requiring an increase in

the diffraction angle or focal length. The 1:1 optical relay used to reimage the

focal plane of the PP-SLM onto the FP-SLM is configured as a trombone which

simplifies realignment when the focal length of the SLM-generated lens/lenslet is

varied. The pupil-imaging lens can also be varied to achieve the desired pupil-image

magnification on the camera.

The basic design outlined in Table 5.1 can be seen in graphical format and in

an early picture of the final setup in Figure 5.5. The long pupil-relay distance was

necessitated by the need to work around other imaging and WFS paths on the optics

bench. The open space on the right side of the bench was ideal for supporting the

SWd-WFS, which requires longer focal lengths for mode separation and filtering.
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Tables 5.1: SWd-WFS Optical Design Key Specifications

System Specifications Physical (mm) SLM (pix) Cam. (pix)

Pupil
Relay

AO Exit Pupil Diameter 16.45 — —
Total Relay Distance ∼2422 — —

Extrance Pupil Diameter 8.39 912 —

PP-SLM
Width x Height 17.664x10.635 1920 x 1156 —

Nominal Focal Length 400 — —
Grating Spacing 0.055 6 —

Image
Relay

Effective Focal Length (2x) 401 — —
Separation Distance 790 — —

FP-SLM
Width x Height 17.664x10.635 1920 x 1156 —

Pupil Shift Calibration 2.355 deg−1 — 94.2 deg−1

Pupil Img.
Lens

Focal Length 179 — —
Diameter 50.8 — —

Detector
Width x Height 16 x 12.8 — 640 x 512

Pupil Image Diameter 3 — 120
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Not shown in the optical layout in Figure 5.5 but visible in the picture are some

polarization optics after the last lens group of the pupil relay. These elements, a

linear polarizer and a λ/2 waveplate, are used to filter out any depolarized light

and ensure optimal polarization orientation with respect to the SLMs, respectively.

Also not shown in the optical layout or the picture is the beam block used to filter

out unwanted diffractive modes from the pupil plane SLM, which took the form of

two angled plates spaced to filter out the zero-order and second-order. The pupil

image diameter on the first SLM results in a subaperture diameter to spot size

ratio of about 28. As can be seen in the picture in Figure 5.5, the optics of the

1:1 reimaging relay are mounted on a small optical breadboard sitting on a rail

carrier. This setup supports a range of focal lengths generated by the pupil plane

SLM (from approximately 40 to 800 mm). The design can also reimage the pupil

plane at the PP-SLM onto the FP-SLM to aid alignment or for applications where

only the pupil-plane phase is required (such as a SHWFS or a LIFTed SHWFS

configuration). The optical rail is roughly aligned to the optical axes of the two

SLMs, which is sufficient as the PP-SLM can be used for fine alignment.
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Figures 5.5: ZEMAX design showing optical integration of the SWd-WFS on the

AO testbed (right) and an early picture of the final SWd-WFS setup (left).

Although initial designs combined the Fourier-plane phase and reimaging-lens

phase on the FP-SLM, this arrangement was found to be suboptimal, particularly

for the hybrid configuration, due to the multiple diffractive orders generated by the

SLM and the limited aperture of the SLM. Instead, a pupil relay lens reimages the

pupil output from the 1:1 relay eliminating the need for the reimaging-lens phase on

the FP-SLM and generating a much clearer pupil image on the camera. The short

focal length of the pupil imaging lens is necessary to pass the maximum tilt applied

to the focal plane SLM. Originally a longer focal length (∼225 mm) was used to

ensure maximum image quality for the pupil image, but as can be seen in Figure 5.6,

the outer corner pupil image on the hybrid WFS was spatially filtered by the imaging

lens. An alternative arrangement of the pupil images was developed to minimize the

required tilt on the FP-SLM, but ultimately a shorter focal length, ∼179 mm, was

installed. The shorter focal length yielded a slightly more aberrated pupil image, but

the aberration induced was negligible for the desired spatial sampling and effectively

eliminated the spatial filtering due to the reimaging lens.
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Figures 5.6: Example hybrid SH-PWFS output with SWd-WFS. Left: initial hybrid

WFS output with noticeable spatial filtering of the outer pupil images. Center:

alternative pupil image arrangement to mitigate spatial filtering. Right: spatial

filtering issue fixed with shorter focal length lens.

The camera used for the SWd-WFS is an early model Sensor Unlimited InGaAs

camera with 640X512 pixels, with a pixel pitch of 25 µm. The pupil-relay lens was

designed to generate a pupil image with a diameter of 120 pixels on the camera,

which was selected to be an integer multiple of the number of subapertures desired

for the system while minimizing the required magnification of the reimaging lens.

After initial alignment, various tilts applied to the focal plane SLM were used to

calibrate the conversion between diffraction tilt and pixel pupil shift on the camera.

While the camera is limited to 30 fps for full frame readout, this frame rate is more

than sufficient for the AO testbed, which typically operates at a frame rate of ∼3-10

Hz depending on the number of components implemented.

5.4.2 SWd-WFS Automated Alignment

As mentioned in section 5.4, the primary benefit of the SWd-WFS is the rapid

implementation of different WFS designs through software control of the SLM phase.
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The three primary configurations implemented and tested as part of this work were:

a standard PWFS, a 2X2 hybrid SH-PWFS, and a ZWFS. The PWFS configura-

tion includes four pupil images, which is standard for a PWFS, though alternative

configurations using 3, 6, or 8 pupil images could also be readily implemented. The

final configuration for the PWFS included the introduction of vertical asymmetry

to the tilts to avoid overlap with negative diffractive orders, and as seen in Figure

5.6, the hybrid configuration was changed to minimize the maximum tilt applied.

These changes demonstrate one of the benefits of the SWd-WFS setup as it enables

rapid reconfiguration without changing hardware components.

Another strength of the SWd-WFS is the ability to apply phase screens that

can aid alignment and, in some cases, allow for automated WFS alignment proce-

dures. Figure 5.7 illustrates some examples of how the SLM phase can be varied to

aid or automate alignment.
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Figures 5.7: Examples of aided or automated alignment of the SWd-WFS. Top

row: phase applied to the SLMs for initial alignment and calibration. Second row:

automated alignment of PWFS. Third row: automated alignment of hybrid WFS.

Bottom row: Higher order phase correction with ZWFS.

The top row in Figure 5.7 shows how the phase applied to both SLMs helps

align the initial pupil image to the SLM. The tilt and focus phase is zeroed out at

various points on the pupil plane SLM, which creates a pupil image with pokes or

areas with near zero irradiance. Comparing the centroid of the known poke locations

with the overall centroid of the pupil image reveals any transverse misalignment of

the pupil with the SLM. The pokes nearer the pupil edge can be used to measure any

rotation in the SLM relative to the horizontal axis of the camera, and the distance
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between opposing pokes relative to the overall pupil diameter provides an estimate

of the pupil diameter at the first SLM. Furthermore, the sharpness of the poke edges

provides a metric for the longitudinal alignment of the pupil with the SLM. A simple

tilt phase applied to the second SLM creates a shifted pupil image, and the centroid

of this shifted pupil image compared to the centroid of the zero-order provides a

measure of any rotation on the second SLM and an estimate for the pixel shift

versus diffraction angle. Further tilt and focus alignment between the two SLMs

is handled by the automated alignment procedures for each WFS configuration, as

shown in the next rows.

The second row of Figure 5.7 illustrates an example of an automated alignment

procedure for the PWFS. The PWFS phase profile on the focal plane SLM consists

of four different tilts applied to each quadrant of the SLM. The tilt for one quadrant

is applied to the full SLM to ensure proper alignment of the pupil image to the

camera. The single pupil image, after thresholding, is used to estimate its position

relative to the desired position using correlation with a matched filter. A simple

control loop adjusting the tilt applied to the FP-SLM then moves the pupil image

position to match the desired location with sub-pixel accuracy. The procedure then

applies the tilt for the next pupil image until all pupil images are correctly positioned

on the camera. After the pupil image locations are aligned, the full pyramid phase

is applied to the FP-SLM, and the WFS output can be used to tweak the phase

applied to the PP-SLM. The signal distribution between the pupil images gives a

tilt estimate, and the intra-pupil distribution is used to adjust the focus.

The third row of Figure 5.7 illustrates the auto-alignment for the hybrid SH-

PWFS. In this case, four subapertures are created with a lenslet phase profile applied

to the PP-SLM. Similar to the PWFS, a single tilt phase is applied, but now to each
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quadrant of the FP-SLM, thus each subaperture is aligned concurrently. The process

is repeated four times for each pupil image, and then the full hybrid phase profile is

applied to the focal plane SLM, and the WFS output is used to adjust the tilt and

focus for each lenslet phase applied to the pupil plane SLM.

The bottom row of Figure 5.7 illustrates a slightly different alignment ap-

proach for the ZWFS. The pupil position of the ZWFS is automatically aligned,

similar to the pyramid and hybrid configurations, but the sign of the phase mask

applied to the focal plane SLM is switched after each frame of data collection. The

difference between the positive phase WFS output image and the negative phase

WFS output image can be used to estimate the pupil phase while accounting for

irradiance variations in the pupil image. After applying a low bandpass filter and

scaling, the inverted phase estimate can be applied to the pupil plane SLM to correct

for tilt and focus errors and higher order phase aberrations along the WFS path.

This same correction can also be applied to the pyramid and hybrid WFS, which

helps reduce non-common path errors and allow the WFSs to operate nearer to the

optimal zero-phase-error point. The benefit of the higher order wavefront correction

is shown in Figure 5.8.
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Figures 5.8: Output of SWd-WFS in pyramid configuration with focus and tip/tilt

correction (left) and higher-order correction (right).

5.5 Extended Beacon

A partially coherent beacon is required to adequately test the WFS optimiza-

tion approaches developed in Chapter 4. The primary requirement for a partially co-

herent or extended beacon is to generate a source with the desired spatial coherence.

However, as this work is primarily focused on astronomical applications, particularly

LGS AO, the extended source should ideally approximate a quasimonochromatic in-

coherent source. This requirement also simplifies the spatial coherence measurement

as the spatial coherence is proportional to the angular size of the beacon for an in-

coherent source [25].

The AO testbed at the SOR has an entrance pupil diameter of ∼1.3 mm, which

results in an angular resolution of ∼1.2 mrad. The object-space numerical aperture

is ∼0.03, which places a very tight tolerance on the source size and extent. The

standard source for the system is launched from a single mode fiber, with a mode
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field diameter of ∼10 µm. A 1 λ/D source diameter placed at the same location

would have a diameter of ∼25 µm. Thus a small diameter source that can efficiently

couple into a fairly small numerical aperture is needed.

A standard method for generating quasimonochromatic incoherent light is to

use an integrating sphere; the combination of multiple bounces and near Lambertian

scattering from the interior surface generates a very uniform and incoherent output.

Unfortunately, the source size requirements and limited numerical aperture prevent

using an integrating sphere with any practical laser source available in the lab, as

the amount of light that can be coupled into the system is insufficient for data

collection.

Given that the current bench source is fiber launched, the decision was made

to pursue an extended source that can be coupled into a multi-mode fiber, with the

size of the fiber core determining the angular size. As noted previously, a 25 µm fiber

diameter yields a ∼1 λ/D beacon size, thus standard multimode fiber diameters of

50, 105, and 200 µm nicely line up with 2, 4, and 8 λ/D effective source sizes.

Additional variation in the source size can also be generated using relay optics to

magnify or demagnify the fiber output.

A diagram of the final extended beacon source is shown in Figure 5.9. Two

holographic diffusers in counter-rotating mounts degrade the spatial coherence of the

single-mode lasers available in the lab, the counter-rotation increasing the effective

rate of change in the applied phase. These diffusers have high transmission (> 85%)

and offer a range of diffusion angles. Ground glass diffusers were initially considered

due to the low cost, but testing revealed a coarse scatter function that did not evenly

fill the modes of the multimode fiber. The holographic diffusers performed better in

this regard, though their diffraction efficiency was not ideal. The poor diffraction
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efficiency leads to a large fraction of the laser energy being coupled into a single

mode of the multimode fiber. The particular mode stimulated changes slowly as

the diffusers rotate as it depends more on the diffuser’s residual wedge than on

the phase. The deficiency of the holographic diffusers is partially compensated by

using two separate laser sources, which are independently propagated through the

diffusers and then recombined into a single output using a 50:50 multimode coupler.

The two laser sources are closely spaced in wavelength but incoherent with each

other, which helps decrease the spatial coherence of the final source. This same

technique could be further expanded to include more laser sources, though the cost

required for additional sources quickly becomes prohibitive.

Figures 5.9: Diagram showing the primary optical components of the extended

beacon setup and examples of different beacon sizes.
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The setup illustrated in Figure 5.9 can be improved with better diffusers, addi-

tional laser sources, and higher speed motors, but most deficiencies in the extended

beacon can be mitigated by increasing the integration time or averaging over more

camera frames. This work uses frame averaging to mitigate the remaining irregu-

larities in the extended beacon irradiance. The plot shown in Figure 5.10 illustrates

the efficacy of frame averaging to improve the source’s uniformity and highlights the

improvement gained from combining two sources.
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Figures 5.10: Plot of goodness of fit, R2, versus the number of averaged frames for

a super-Gaussian fit of an extended beacon image. Red and blue points indicated

results for single laser contribution, and yellow points indicate a combination of both

lasers.

The results shown in Figure 5.10 indicate that averaging over approximately

5-10 frames of data is sufficient to achieve most of the desired smoothing with

minimal improvement in the R2 goodness of fit metric when averaging additional

frames. Using a single laser required 15-20 averaged frames to reach a similar knee in

the curve, though the goodness of fit remained significantly worse than the combined

output for all points tested. As the variability in the extended beacon output is one
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of the primary sources of error in the results, similar fitting methods will be used to

track variability in the source for bench-level results.

5.6 Results

Initial bench-level testing focused on confirming the predicted sensitivity gains

for the two optimization methods, with an emphasis on the pupil-segmentation

method, which was assessed to be riskier than the impulse response engineering.

As the simulation results primarily focused on the photon-noise gain coefficient, the

initial bench-level experiments sought to measure the noise gain using the DM to

poke and pull each actuator while measuring the irradiance response. Collecting

multiple frames of data for each actuator averages out errors introduced by the

non-uniform extended source and any variation from read or photon noise.

Unlike the simulation results, the bench-level experiment requires the applica-

tion of a larger phase to ensure the change in irradiance can be accurately measured

without requiring a large number of frames per actuator to average out the noise

from the various sources described previously. An initial data set was collected

by applying varying levels of poke or pull to a random selection of actuators to

ensure the applied phase does not exceed the linear regime of the WFS. A plot

of the irradiance response to the varying levels of poke/pull provides insight into

non-linear effects and helps in selecting a differential phase that balances the com-

peting requirements for estimating the sensitivity in the linear regime of the WFS

and avoiding a low SNR of the measurement of the change in irradiance at the

detector. The results shown in Figures 5.11 and 5.12 show the measured linearity

with a single mode source for the PWFS and hybrid SH-PWFS and various Zernike
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configurations, respectively.

Figures 5.11: Plot of signal change versus poke phase for a random selection of

actuators. Results are broken out between the outer, middle, and central portions

of the DM for the pyramid and hybrid configurations.
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Figures 5.12: Plot of signal change versus poke phase for a random selection of

actuators. Results are broken out between the outer, middle, and central portions

of the DM for a ZWFS with various phase mask diameters.

Figures 5.11 and 5.12 indicate a fairly broad linear range for the PWFS and

SH-PWFS and a much more limited range for the ZWFS, particularly with the

smaller phase-mask diameters. In general, the outer ring of actuators appears to

have a more noisy response than the central actuators, likely due to edge effects or

actuators that are not fully inscribed by the pupil mask.

Conversely, the analysis was repeated using a 4 λ/D extended beacon to de-

termine the minimum poke distance for a clear signal using a reasonable number of

averaged frames (24 frames per actuator, 12 each for poke and pull). Figures 5.13

and 5.14 show the result of this analysis.
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Figures 5.13: Plot of signal change versus poke phase for a random selection of

actuators using a 4 λ/D extended beacon. Results are broken out between the outer,

middle, and central portions of the DM for the pyramid and hybrid configurations.
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Figures 5.14: Plot of signal change versus poke phase for a random selection of

actuators using a 4 λ/D extended beacon. Results are broken out between the

outer, middle, and central portions of the DM for a ZWFS with various phase mask

diameters.

The results of the linearity analysis indicate that an actuator poke ∼1000-2000

counts for the PWFS and SH-PWFS will likely be within the linear regime of each

WFS and above the noise introduced by the extended beacon setup. The results

for the ZWFS configurations indicate a similar poke range is acceptable for all but

the smallest phase mask diameter, which may require a smaller poke distance. For

reference, the calibration for converting actuator counts to radians was measured

as 2230 counts per radians. The extended source introduces a significant amount of

noise, though averaging over hundreds of actuator modes minimizes the impact on

the estimate. The following section presents results comparing the sensitivity of the
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PWFS and hybrid SH-PWFS with a range of source sizes.

5.6.1 Hybrid WFS Results

The primary result from Chapter 4, comparing the PWFS and SH-PWFS,

was an improvement in the photon-noise gain coefficient with the SH-PWFS for

extended beacons > 0.5 λ/D. The primary objective of the lab-based experiment

is to confirm this prediction. The simulation results calculated an average noise

gain coefficient for the WFS, which ignored variations in the estimation variance for

actuators across the pupil. However, the bench-level data is not nearly as pristine as

the simulation data, and differences in actuator-level results are likely to be larger;

thus, for an initial comparison, it is helpful to compare the WFS sensitivity at the

actuator level.

An estimate of the photon-noise gain for each WFS can be attained by mea-

suring the change in the detector output for a given change in an actuator position.

As shown earlier in this section, pushing and pulling on an actuator by 1000 counts

(approximately 0.45 rad) can be used to measure the derivative of the output signal

versus a relatively localized change in phase. This procedure is repeated for each

fully illuminated and functional actuator (the DM has one stuck actuator), and a

series of null frames, frames with no changes to the DM flat, is collected to estimate

the zero-phase detector output. From this data, the full photon-noise FIM can be

calculated. The FIM is then inverted to attain the noise covariance matrix, with

only the piston mode filtered out of the final results. Note that due to the Fried ge-

ometry of the actuators on the bench setup, the offset-actuator geometry described

in section 4.4.1 holds and the piston mode of each subaperture is no longer in the

null space of the FIM. The noise covariance matrix is thus expressed in terms of
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actuator modes, with the diagonal elements of the matrix being the noise gain for

each actuator.

As the lab data is noisier than the simulation data, particularly for the data

taken with the extended beacon, taking the difference between the noise gain for

each actuator provides an estimate of the relative difference in noise gain and the

distribution of the change across actuators. Figure 5.15 contains a histogram of the

differential noise gain coefficient for each actuator using multiple source sizes.

Figures 5.15: Histogram of the differential actuator photon-noise gain coefficients

with various source sizes. Dashed lines indicate the average difference in the noise

gain coefficients.

In Figure 5.15, a left-ward shift indicates a smaller noise gain coefficient for

the PWFS than the hybrid WFS, while a right-ward shift indicates the opposite.

While the extended source results are noisier than the point source results, there is

a clear shift to the right in the noise gain comparison for the extended sources that

increases with increasing beacon size.
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The results shown in Figure 5.15 can also be used for a simple statistical test to

determine whether the difference in noise gain is statistically significant. Student’s

t-Test is a simple statistical metric for determining whether two distributions are

statistically different, i.e., whether the difference in the mean of the distributions is

probable given the estimated variance. The t-test can take various forms depending

on the desired comparison. For the present purposes, a one-tailed, paired t-test is

useful as it pairs the results for each actuator and can be used to determine whether

one WFS configuration yields a higher or lower noise gain than the other.

Using this test, the null hypothesis that the hybrid WFS had lower noise gain

than the PWFS for a coherent source can be rejected with a significance level (or

p-value) of 1E− 48. In other words, the probability that the difference distribution

shown in blue in Figure 5.15 was measured due to random noise is less than 1E−48.

A similar test for the extended beacon results, but with the null hypothesis reversed,

i.e., the PWFS had lower noise gain than the hybrid WFS, lends support for the

increased performance of the hybrid WFS. For the 1.5 λ/D source size, the null

hypothesis can be rejected with a significance level of 1E − 15. The larger source

sizes, 2.5 λ/D and 4 λ/D, can be rejected with a significance level of 1E − 33 and

1E−31, respectively. Thus, the likelihood that the PWFS had lower total noise gain

than the SH-PWFS with an extended beacon due solely to noise in the measurement

is vanishingly small.

The ratio of the average noise gain between the two WFS configurations is a

more useful metric for comparing the results to the simulations. Using the ratio

eliminates any common reduction in performance due to the imperfect nature of

bench-level measurements and instead focuses on comparative performance. Figure

5.16 contains a plot comparing the predicted and measured ratio in photon-noise
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gain.

Figures 5.16: Comparison of the predicted (blue) and measured (red) ratio between

the PWFS and SH-PWFS photon-noise gain.

The measured ratio in Figure 5.16 follows the predicted ratio with what ap-

pears to be a consistent offset. The offset indicates the measured ratio was less than

predicted, i.e., the hybrid configuration had more noise gain than predicted, which

is not surprising given the results from section 5.2. The one notable exception is the

data point at 1.5 λ/D, which requires further explanation.

While the data used to calculate the results in Figure 5.15 were taken with

identical optical setups (the only difference being the phase applied to the SLMs),

the extended source setup was less repeatable and exhibited some variation over

time. To account for the variability in the extended source, the same techniques

developed in section 5.5 were used to estimate the source size using the scoring-

camera image collected concurrently with the poke/pull data. The fitted value of

the spot radius was plotted in a histogram to identify differences in the measured

size of the extended beacon. An example of two results is shown in Figure 5.17.
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Figures 5.17: Histogram of the super-Gaussian fitted radius for the averaged image

of the extended beacon on the scoring camera during actuator poke/pull data col-

lection. The left-hand plot contains the measurement for the 1.5 λ/D source, and

the right-hand plot contains the measurement for the 2.5 λ/D source.

The results of the fitting and analysis in 5.17 indicate a plausible explanation

for the anomalous result for the 1.5 λ/D data point is the significant difference in the

source size for the hybrid data collection versus the pyramid data collection. The

smaller measured beacon size for the hybrid data collection would suggest that the

measurement underestimated the noise gain for the SH-PWFS. Thus, the calculated

ratio is higher than it would be if the sources were equivalent. The other data points

showed a more uniform source size for the data sets.

Note that, while the results in Figure 5.17 indicate a relatively large range of

measured spot sizes, the example images shown at the top indicate the variation in

the measured radius is primarily a function of the uniformity of the extended beacon.

The smaller estimated radius is due mainly to one or a subset of modes in the fiber

being preferentially illuminated rather than the source being smaller, though some

variation in source size due to alignment is possible. Still, the measurement is
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valuable because a non-uniform beacon will also affect the spatial coherence and

thus the measured sensitivity.

A compilation of the hybrid vs. pyramid WFS test results is shown in Table

5.2. The hybrid WFS showed a consistent decrease in the average actuator noise

gain coefficient for each extended beacon configuration. While the magnitude of

the noise gain reduction increases with larger beacon sizes, the ratio of the noise

gain between the two configurations remains fairly constant, which tracks with the

results seen in Figure 5.16.

Tables 5.2: Comparison of Pyramid and Hybrid Noise Gain Measurements

Launch Fiber Diameter (µm) SM 50 50 105

Optical Magnification 1 1.33 2 1.33

Source Angular FWHM (λ/D) 0 1.5 2.5 4

Avg. Spot Radius [pix]
Pyramid 1.58 2.65 3.79 5.95

Hybrid 1.58 2.39 3.78 6.24

Pyramid:Hybrid Spot Radius Ratio 1.00 1.11 1.00 0.95

Avg. Photon-Noise Gain [rad2]
Pyramid 1.07 2.26 2.67 3.7

Hybrid 1.39 1.77 2.01 2.82

Pyramid:Hybrid Noise Gain Ratio 0.77 1.28 1.33 1.31

Simulation Pyramid:Hybrid Noise Gain Ratio 0.89 1.31 1.45 1.42

Before implementing a higher order phase correction using the PP-SLM, the

average measured noise gain coefficient for the hybridWFS configuration was slightly

better than the pyramid WFS configuration (∼2-5% improvement). This result is
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likely due to the larger dynamic range of the hybrid configuration but does indicate

that the noise-gain measurement is sensitive to residual phase errors in the WFS

path, which will be a factor in the Zernike WFS analysis.

In addition, because the hybrid WFS configuration includes more diffractive

orders than the pyramid (some second-order subaperture images are captured by

the WFS camera in the hybrid configuration, but no second-order pupil images for

the PWFS), the noise gain was calculated using only the pixel values within the

pupil images. This approach drastically underestimates the total noise gain as it

excludes light lost due to diffraction. Based on simulation results, a correction factor

was included in the final estimate of the measured noise gain. This approach allows

for a measurement of the noise gain that is less sensitive to background subtraction

errors, variation in diffraction efficiency across the SLM, and, most importantly,

excess diffractive orders while still yielding a reasonable estimate of the achievable

noise gain. The results recorded in Table 5.2 are based on this calculation. As the

same method is used for both configurations, the impact on the noise-gain ratio is

insignificant. These results validate the analytical and simulation results presented

in the previous chapters.

5.6.2 Zernike WFS Results

For the PS method of optimizing WFS sensitivity for a partially coherent bea-

con, it was sufficient to compare the measured photon-noise gain of the hybrid SH-

PWFS configuration against a standard PWFS configuration. For the IRE method,

the key effect is the reduction in noise gain attained by optimizing the coherent

impulse response. As with the simulation results, the lab-based results focus on

adjusting the phase-mask diameter of a ZWFS. The primary result obtained from
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the simulation work in Chapter 4 was that the optimal diameter increased as the

size of the beacon increased. Thus, the lab-based results focus on measuring the

noise gain for different ZWFS configurations, i.e., different phase-mask diameters,

for a range of source sizes.

Testing multiple phase-mask diameters is relatively straightforward with the

SWd-WFS, but somewhat complicated by the fact that the linearity of the response

appears to vary based on the phase-mask diameter, see Figure 5.12, which suggests

that the linearity of the response increases with a larger diameter. An initial se-

lection of 1000 counts (∼0.45 radians) for the actuator poke/pull was used for the

Zernike analysis. This value was likely too large for an entirely linear result in the

case of a single-mode fiber and the smallest phase-mask diameter but was also at

the edge of the extended source noise floor. Although different poke distances could

have been used to optimize the measurement for each configuration, the decision was

made to use a common distance for uniformity across the configurations. A common

distance may not be optimal from a noise or linearity standpoint but avoids intro-

ducing unknown variation into the comparison as the test uses open-loop commands

with no feedback on the actual DM actuator position.

The initial results for optimizing Zernike WFS configurations are shown in

Figure 5.18, which plots the measured photon-noise gain coefficient versus the size

of the phase mask.
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Figures 5.18: Plot of the average photon-noise gain coefficient versus phase-mask

diameter for three source sizes showing the effect of source size on the optimal phase-

mask diameter.

The results in Figure 5.18 show a clear improvement in the WFS sensitivity

for increasing the phase-mask diameter as the source size increases. This result is

seen by comparing the left side of the plot at the smaller phase mask diameters.

The larger the source size, the larger the phase-mask diameter with minimal noise

gain, which matches the primary prediction from Chapter 4.

The ZWFS optimization results can also be compared to the simulation pre-

dictions as shown in Figure 5.19.
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Figures 5.19: Plot of the average photon-noise gain coefficient versus phase mask

diameter for three source sizes and a comparison with the simulation results for an

equivalent setup.

The measured results for the ZWFS do not line up with the simulation predic-

tions as closely as was seen with the hybrid vs. pyramid WFS comparison. There

are a couple of factors that affect the lab results. The most notable difference is

between the lab and simulation results for the smaller source sizes (point source and

2 λ/D source). The simulation predicted a dramatic increase in the noise gain as the

phase-mask diameter is increased much beyond the optimal point. The lab results

showed a much more benign increase in noise, primarily due to residual wavefront

aberration in the wavefront sensor path as seen in Figure 5.20).
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Figures 5.20: Images of the point spread function (PSF) formed at the focal plane

SLM with higher-order correction applied (right side) and without correction (left

side). The bottom row of images uses alternative color mapping over a saturated

range of values to better highlight the PSF structure outside of the central core of

the spot.

The corrected PSFs in Figure 5.20 were attained using the auto-alignment

procedures outlined in Figure 5.7. Although the corrected PSF is more circularly
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symmetric and has about a 50% increase in peak counts, there is some room for im-

proving the applied correction. The residual wavefront errors are important because

the aberrated spot is also effectively larger and will limit the expected increase in

noise gain as the phase-mask diameter exceeds the source size. It is also possible

that the simulation results were overly pessimistic on the increase in noise gain for

an oversized phase mask.

The other significant difference between the lab and simulation results is seen

in the 4 λ/D source results. The simulation predicted a larger noise gain at the

smaller phase-mask diameters for the larger source size that was not seen in the lab

results. This discrepancy is most likely due to the deficiencies in the extended source

used in the lab. Once again, the scoring camera images can be used to estimate

variations and non-uniformities in the source. Figure 5.21 illustrates the variation

and uniformity of the two beacon sizes used for the ZWFS test results. 5.20).
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Figures 5.21: Histogram of the super-Gaussian fitted radius for the averaged im-

age of the extended beacon on the scoring camera during actuator poke/pull data

collection. The left-hand plot contains the measurements for the 2 λ/D source, and

the right-hand plot contains the measurement for the 4 λ/D source. Pictures below

the plots show examples of the minimum, average, and maximum beacon sizes for

each phase-mask diameter.

The left-hand plot in Figure 5.21, the 2 λ/D source, showed a much more

uniform source profile than the 4 λ/D source. There was no significant variation

in the source size across WFS configurations for either source size, but the 4 λ/D

source was less uniform with a long left-ward tail, indicating a highly non-uniform

source was relatively common. Thus, it is likely that the larger noise gain predicted
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at smaller phase-mask diameters was not observed in the lab data due to the non-

uniform source.

Another factor affecting the lab results, particularly in comparison to the

simulation predictions, is the difference between the commanded phase profile on

the SLM and the actual phase produced. Although a perfectly sharp phase profile

can be commanded, the actual phase induced is likely smoother. This effect would

also contribute to the lower noise gain for an oversized phase mask and may account

for other discrepancies between the measured and predicted results.

Although the lab-based results deviated somewhat from predicted results, the

primary conclusion from the theoretical and simulation work was confirmed: larger

phase-mask diameters do yield a smaller noise gain with partially coherent beacons.

Additional improvements to the extended source and a more realistic simulation

would likely reduce the discrepancies between the lab and simulation initial results.

5.6.3 Additional Results

While the lab results presented in section 5.6.1 provide conclusive data for

supporting the viability of the proposed WFS optimization methods, some addi-

tional testing was conducted to demonstrate the practical operation of a hybrid

SH-PWFS. The more radical departure of the hybrid WFS from conventional WFS

design motivated this effort. While subdivision of the pupil is a key feature of the

SHWFS, this is typically done at the desired wavefront sampling interval. Combin-

ing pupil segmentation with a separate wavefront sensing technique that does not

rely on focal plane detection has not been previously demonstrated to the author’s

knowledge. Thus, some effort was made to demonstrate closed-loop operation with

the SH-PWFS using the Strehl Ratio (SR) to compare the hybrid WFS performance
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with a standard PWFS.

The first attempt at a hybrid WFS reconstruction estimator did exhibit some

artifacts related to the large-scale subdivision of the pupil aperture. In Figure 5.22,

a static closed-loop test with the hybrid WFS exhibited a strange local maximum in

the SR on the scoring camera. This effect was due to a discontinuity in the recon-

structed phase down the center of the DM. This discontinuity eventually cleared,

but an examination of the frame-by-frame DM commands generated by the wave-

front reconstruction revealed that these discontinuities were a common occurrence

along the boundaries of the subapertures.

Figures 5.22: Initial closed-loop results with hybrid SH-PWFS, showing disconti-

nuity in the DM phase and the discontinuity’s effect on the SR and scoring image.

These discontinuities were eliminated in later testing using a modal reconstruc-

tion based on Zernike modes rather than actuator modes, as previously used. Better

alignment and fine-tuning could make the actuator-mode reconstruction viable, but
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efforts along those lines are outside the scope of the present work. An example of the

results attained with the Zernike-modal reconstructor is shown in Figure 5.23, which

compares the closed-loop performance of the SH-PWFS and PWFS both using a

similar reconstructor.

Figures 5.23: Comparison of closed-loop performance for PWFS and SH-PWFS

using a static aberration in terms of residual wavefront error (left axis) and the

Strehl ratio (right axis).

In Figure 5.23, closed-loop performance was measured using a single-mode

fiber source, and a static phase aberration was introduced using one of the phase

wheels on the AO testbed. The wavefront error for each frame was estimated by

comparing the current DM phase profile with an average of the DM phase profile

for the last 60 frames after the loop was closed and had converged to a set point.

The estimated wavefront error mostly tracks with the measured SR on the scoring

camera, although the SH-PWFS results appeared to have a consistently smaller

wavefront error even in those cases where the pyramid has a higher SR (see, for

example, frames 3-5 in Figure 5.23). The increasing wavefront error in later frames



187

is likely due to artifacts in the reconstruction process that were observed around the

outer edge of the pupil. The artifacts do not affect the SR on the scoring camera

but were significant enough to be seen on the DM phase and in the wavefront error

results. These artifacts can likely be suppressed with a better reconstructor.

The results in this section emphasize the difficulty in measuring the impact of

sensitivity improvements on overall AO performance without significant fine-tuning

of the phase-reconstruction process. Thus, the process used in sections 5.6.1 and

5.6.2 is preferable for an initial demonstration of sensitivity improvements. After

further development of the phase-reconstruction process, a more representative test

could measure the practical benefits of the proposed optimization techniques.

Another factor affecting the overall results is the impact of read noise on the

measurement error. This work has focused primarily on improving photon-noise

gain performance, as it is the more fundamental limiting factor on WFS sensitivity,

but in practice, most WFS cameras will introduce some read noise. The camera

available for use on this project has approximately 30 e− of read noise per pixel.

Section 4.4.1 showed that the hybrid architecture offered relatively minimal improve-

ment in the read noise gain coefficient < 10% for an extended beacon. Thus using

open-loop or closed-loop performance to demonstrate the improvement in photon-

noise gain would need to account for any read-noise gain contribution to the overall

measurement error. Given the relatively noisy sensors used on the AO testbed, any

open-loop or closed-loop wavefront measurement would be dominated by read noise

except at irradiance levels well beyond the well depth of the camera, as can be seen

in Figure 5.24.
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Figures 5.24: Comparison of the photon-noise (solid lines) and read-noise (dashed

lines) contribution to the total wavefront error (dashed-dotted lines) for PWFS and

SH-PWFS. The wavefront error versus signal assumes the estimation is based on

actuator modes with one detector pixel per actuator and a 4 λ/D source. The plot

uses the measured photon-noise gain from the lab experiments and the read-noise

gain from simulation results.

As shown in Figure 5.24, the total measurement error is dominated by the read-

noise contribution even for relatively high signal levels if the read noise per pixel is 30

e−. This result is due to the much larger noise gain for read noise versus photon noise.

The read noise per pixel determines the point at which the total error is dominated

by photon noise. Thus, for an open-loop or closed-loop measurement of the AO

performance to be significantly affected by the photon-noise gain, the detector needs

to have relatively low readout noise. Given the continual improvement in reducing

readout noise with the latest generation of cameras designed for wavefront-sensing

applications, this requirement is not unreasonable but also not readily met with

older, cheaper cameras.

The results presented in this chapter demonstrate the practical operation of a

hybrid SH-PWFS in a closed-loop AO system and help to justify the approach used
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in sections 5.6.1 and 5.6.2 to demonstrate the efficacy of the proposed methods for

optimizing WFS sensitivity with partially coherent beacons. In particular, focusing

on a more direct noise gain measurement avoids potential pitfalls in developing a

practical phase-reconstruction estimator and allows for separation of the photon-

and read-noise contributions to the total measurement error.

5.7 Summary

This chapter introduced the SWd-WFS as a novel setup with many advan-

tages for WFS development. The SWd-WFS allows multiple WFS configurations to

be tested with the same optical components by simply adjusting the phase profile

applied to two SLMs located at the pupil and focal plane. The SWd-WFS also

supports the automated alignment of the WFS configurations and the correction

of non-common path errors in the WFS optical path. Some practical considera-

tions for implementing the hybrid SH-PWFS architecture and creating a ZWFS

with variable phase mask diameter were discussed to establish the viability of the

proposed WFS architectures and to confirm the suitability of the SWd-WFS for

testing the concepts. The final design of the SWd-WFS and an extended source to

simulate a partially coherent beacon were briefly reviewed, with some discussion of

the limitations of the design, particularly with the extended source. The SWd-WFS

and extended source were used to successfully collect measurements with multiple

source sizes of the photon-noise gain of a PWFS, a 2X2 hybrid SH-PWFS, and a

ZWFS with varying phase-mask diameters. The results confirmed the primary pre-

dictions from Chapter 4, demonstrating improved photon-noise gain with the hybrid

WFS relative to the PWFS for an extended source, and showed that the optimal
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phase-mask diameter for a ZWFS increased with increasing beacon size. Closed-

loop results with the SH-PWFS were presented to demonstrate the viability of the

hybrid architecture for closed-loop AO operation. Furthermore, a brief comparison

of the relative contributions from photon and read noise was used to justify the more

direct approach to measuring the photon-noise gain of the WFS configurations.
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Chapter 6

Conclusion and Future Work

This work has examined the impact of a partially coherent source on astro-

nomical wavefront sensing and explored methods for optimizing the fundamental

sensitivity of the wavefront measurement (i.e., minimizing the measurement error

for a given signal level). This chapter presents a short review of the major concepts

and conclusions from each chapter, followed by a brief look at some broader appli-

cations of the work to astronomical AO and a discussion of potential avenues for

further development of the underlying concepts.

6.1 Review

Chapter 1 presented a brief background on astronomical AO, reviewed the

central concepts in wavefront sensing, introduced some important examples of as-

tronomical WFS, developed a formal definition for partially coherent beacons, and

reviewed some prior work that was relevant to this topic. Chapter 1 provided the

background and context to explain the motivation for this work. Astronomical AO

system design is primarily an exercise in balancing various noise sources to deliver

optimal performance for a specific application or science objective. While fitting and
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temporal error will always be present due to finite spatial and temporal sampling,

the error source that typically limits AO system performance is the wavefront mea-

surement error. For a reference source with unlimited flux, the limitations on AO

system performance would be primarily practical and technical, i.e., limited by the

cost of hardware or technical limitations in component development. Unfortunately,

despite the nearly limitless number of stars to serve as reference sources, their limited

flux and the relatively small isoplanatic angle drastically limit AO performance for

a large portion of the night sky. This limitation motivated the development of laser

beacons to serve as reference sources, but the problem of limited flux was not elim-

inated, particularly for the most popular LGS AO systems based on sodium laser

beacons. The problem of limited flux is exacerbated by the relatively large angular

extent of laser beacons due to the limitations imposed by atmospheric turbulence on

the upward propagation of the laser. The angular extent of the laser beacon can be

reduced using AO on the laser output, but practical considerations limit the beacon

to the partially coherent regime. As limited research has explored the performance

of wavefront sensors in the partially coherent regime, this work sought to develop

methods for optimizing wavefront sensor design for this particular class of beacons.

Chapter 2 provided an overview of two critical concepts for understanding the

interaction between partially coherent beacons and wavefront measurement sensitiv-

ity: coherence and estimation theory. In the former case, a short review of coherence

theory emphasizing spatial coherence introduced concepts and terminology under-

pinning the derivations in Chapter 3. In the latter case, estimation theory provided a

rigorous mathematical framework for quantifying the wavefront measurement error.

As wavefront sensing is, at its core, an estimation problem, estimation theory rig-

orously quantifies the fundamental limit for an unbiased estimate’s variance, given
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that the underlying noise sources in the measurement are quantifiable and meet the

regularity criteria. Chapter 2 concluded with a brief example applying the con-

cepts of spatial coherence and estimation to a simple wavefront measurement, using

Young’s double pinhole interferometer to estimate the tilt of a wavefront based on

the differential phase between the two pinholes. Although simple, the example al-

lowed for a pure analytical quantification of the wavefront measurement error with

an extended beacon and showed how the wavefront sensor configuration could be

optimized for a given beacon size.

Chapter 3 expanded on the simple double pinhole example, using Hopkins’

formula to derive an approximate expression for the partially coherent FIM for a

common class of astronomical WFSs, i.e., Fourier-based WFSs. Hopkins’ formula

uses the coherent impulse response of the optical system and the mutual intensity

defined at the system input to predict the mutual intensity at the system output for

any linear system. The derivation was applied to two specific WFSs: the pyramid

and Zernike WFS. The derivation results, while based on discrete approximations,

still proved useful in understanding the underlying mechanism for increased wave-

front measurement error with extended sources. In particular, the derivation high-

lighted the detrimental effect of a CIR spreading light beyond the coherence area

of the source, as imaged on the detector plane. In essence, spreading light beyond

the coherence area leads to additional photon noise but no increase in wavefront

information as it is only through interference that phase errors in the pupil are con-

verted to irradiance variations at the detector. This insight motivated two methods

for optimizing WFS design for partially coherent sources: pupil segmentation and

impulse response engineering. The chapter also introduced a new method for nu-

meric simulation of partially coherent beacons in a wave-optics model using the CIR
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and spatial coherence magnitude defined at the entrance pupil and demonstrated the

approach’s viability by comparing the simulation outputs of the CIR-based method

with the more standard FFT-based simulation method.

Chapter 4 briefly reviewed the use of the FIM in predicting the minimum

measurement error and introduced the photon- and read-noise gain coefficients that

were the primary sensitivity metrics used for comparing WFS sensitivity. The two

methods for optimizing WFS design introduced in Chapter 3, pupil segmentation

and impulse response engineering, were further developed using the spatial coherence

matrix to illustrate the basic concept underlying each optimization method. In the

case of pupil segmentation, incoherent point pairs are separated with a lenslet array

in the pupil plane, while in the case of impulse response engineering, incoherent point

pairs are separated through modifications to the CIR of the WFS. The efficacy of

each approach was explored in simulations using the newly developed CIR method

and the more standard FFT-based approach. The pupil-segmentation approach

was applied to the PWFS to create a hybrid SH-PWFS, while the impulse-response

method was applied to the ZWFS, exploring variations in the size and shape of

the Zernike phase mask. In both cases, the proposed solutions exhibited significant

improvements in the photon-noise gain for a simple transversely extended beacon.

The same methods were then applied to more realistic three-dimensional beacons,

using a modified calculation of the spatial coherence matrix at the pupil plane to

account for elongation. While the proposed methods did not specifically address

the effects of beacon elongation, the new methods were also valuable for mitigating

elongation effects.

Finally, Chapter 5 discussed practical implementations of the hybrid SH-

PWFS and a variable diameter Zernike WFS before introducing a software-defined
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WFS that could quickly implement various WFS designs through the use of pro-

grammable SLMs located at the pupil and focal planes of a generic Fourier-base

WFS. The design and implementation of a SWd-WFS on an AO testbed were briefly

reviewed, including some practical benefits of the SWd-WFS: automated alignment

and correction of non-common path errors. The implementation of an extended

source to simulate a partially coherent beacon was also reviewed, including a dis-

cussion of the extended source limitations that were difficult to avoid due to the

small numerical aperture of the AO testbed. The remainder of Chapter 5 focused

on presenting results using the extended beacon and SWd-WFS to measure the

photon-noise gain coefficient for different WFS configurations as a function of bea-

con size. These testbed results confirmed the primary predictions of the theoretical

and simulation analysis, showing decreased photon-noise gain with an extended bea-

con using a hybrid SH-PWFS versus the standard PWFS. The Zernike WFS also

demonstrated decreased photon-noise gain by increasing the phase mask diameter

as the size of the beacon increased. The chapter concluded with some examples

of closed-loop performance analysis with the PWFS and SH-PWFS, which demon-

strated the practical operation of a hybrid WFS and justified the more direct per-

formance measurements used to demonstrate the improvements in WFS sensitivity.

6.2 Additional Applications to Astronomical AO

Although the focus of this work has primarily been on optimizing the sensitiv-

ity of WFS measurements with partially coherent beacons, the concepts developed

in this work can apply to any beacon type. Partially coherent beacons were de-

fined as having a coherence area smaller than the full telescope aperture but larger
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than the minimum sampling area of the wavefront measurement. However, all ref-

erence sources are partially coherent as the coherent and incoherent labels are just

approximations. Thus, concepts such as impulse response engineering, while pri-

marily developed to mitigate the effects of partial coherence, may have applications

to reference sources whose angular size falls outside the defined limits of a partially

coherent beacon.

For example, impulse response engineering may prove valuable for making

tradeoffs between sensitivity and dynamic range in a ZWFS. The optimization of

the phase-mask shape in Chapter 4 was motivated by the need to improve the

match between the CIR and the spatial coherence matrix, but the Gaussian shape

profile exhibited robust operation over a large range of phase-mask diameters. A

standard ZWFS phase-mask diameter significantly larger than the source size leads

to unacceptable noise gain in lower-order modes. The Gaussian phase profile, by

contrast, did not suffer from the same effect, which suggests an oversized Gaussian-

Zernike phase mask could be employed to increase the dynamic range of the ZWFS,

particularly for tilt errors, without introducing a severe increase in noise gain.

Similarly, the hybrid SH-PWFS developed to improve sensitivity with a par-

tially coherent beacon may prove valuable for use with a fully coherent source as an

alternative to modulation. The hybrid approach yields a similar tradeoff to modula-

tion in that sensitivity to lower spatial frequencies is sacrificed for increased dynamic

range. However, the hybrid retains increased sensitivity to higher spatial frequencies

lost due to the artificially extended nature of the modulated beacon.

The development of the SWd-WFS also presents additional opportunities for

exploring novel WFS designs. In previous work, variations in the pyramid and

Zernike WFS designs have focused on changes to the phase mask at the focal
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plane [53,60]; however, as the hybrid SH-PWFS demonstrates, introducing an addi-

tional phase profile to the pupil plane may be beneficial in balancing sensitivity and

dynamic range in a WFS design. The hybrid setup increased dynamic range using

a quadrant-based linear phase profile in the pupil plane, but other phase profiles

may also be worth exploring. For example, in the case of a PWFS, the downsides

of modulation may be avoided by introducing an azimuthal phase profile as is done

with vortex lenses. One effect of the azimuthal phase is to generate a donut-shaped

PSF [74], which would increase the dynamic range of the tip/tilt measurement but

not degrade the higher-order phase measurements because the spatial coherence of

the source is unchanged.

The CIR method for numerically simulating partially coherent systems could

also prove valuable for simulations involving large elongated sodium beacons. As

noted in Chapter 4, the CIR method, while more limited in its ability to support fine

spatial sampling of the wavefront, provides significant benefits when attempting to

simulate the effects of arbitrarily large, elongated beacons. Sensitivity calculations

based on the CIR method had an order of magnitude shorter run time than an

equivalent FFT-based simulation for large, elongated beacons. The CIR method

can not only simulate arbitrarily large beacons as easily as point sources but was

also able to simultaneously simulate multiple beacon sizes and shapes with minimal

impact on the processing time. While it would have limited application in a standard

SHWFS design, this new approach may be highly advantageous when developing

alternative designs such as the IWFS [4].
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6.3 Future Work

As described in the previous section, there are numerous ancillary applications

of the presented work to astronomical AO. However, this section will specifically

examine developments that would advance the underlying motivation for the work:

exploring the fundamental limits for LGS AO.

Chapter 3 derived a numerical approximation of the FIM for a generic class

of astronomical WFS based on Fourier-plane filtering. This analysis could be ex-

tended by exploring a more analytical approach and extending the treatment to

cover any linear (potentially even non-linear) wavefront measurement. A more gen-

eral approach would be useful in exploring and eventually defining the fundamental

limit on wavefront measurement sensitivity for a given beacon size and shape, sim-

ilar to work already done for the coherent case [6]. This work demonstrated that

the underlying mechanism for degraded wavefront measurements was the spread of

the CIR beyond the coherence area of the source and developed a generally ap-

plicable approach for quantifying the degradation in wavefront estimation with a

partially coherent source, but did not establish the fundamental limitation to wave-

front estimation. However, the impulse response engineering method does point to a

potential numerical solution to calculating this limit, as an optimal, albeit artificial,

CIR could be found using numerical methods assuming some basic restrictions on

the CIR such as energy conservation.

For example, section 4.4.2 explored the potential for changing the shape of the

Zernike phase mask to better match the spatial coherence matrix at the entrance

pupil. Using a super-Gaussian profile yielded some improvement but was limited by

the concurrent effect of introducing non-optimal phase contrast to the interference,
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as a smooth phase profile does not lead to a uniform π/2 phase shift for the diffrac-

tion portion of the impulse response. However, theoretically, a generic linear CIR

may not be limited by this coupling between the shape of the phase mask and the

phase of the CIR. With appropriate limits to ensure linearity and energy conserva-

tion, it may be possible to calculate the optimal CIR and then explore methods for

generating the optimal CIR in a WFS design. This theoretical WFS design should

fully exploit coherent point pairs in the pupil while rigorously avoiding incoherent

point pairs. Absent a more rigorous analytical approach; this method would at least

allow for exploration of the fundamental limits of wavefront sensor sensitivity with

partially coherent sources.

If the fundamental limit is defined or at least approximated, the results could

be applied to optimize the overall design of an LGS AO system. Particularly in

the case of a sodium beacon, decreasing the size of the beacon inevitably leads to

a reduction in the return flux, as fewer sodium atoms interact with the laser radi-

ation. Simulation tools exist which can accurately model the various interactions

affecting the sodium return, including the effects of beacon size [26, 63]. Thus, it

should be possible to determine the optimal beacon size which balances the reduced

laser return from the smaller beacon with the increased sensitivity from the addi-

tional spatial coherence. Such analysis would be helpful for overall system design,

particularly for systems using uplink correction on the laser launch system, or be

used to inform future laser and WFS developments. If nothing else, knowing the

fundamental limit for partially coherent sensitivity aids WFS design as it provides

a valuable reference, identifying the point of diminishing returns in development

efforts.

Further development of the SWd-WFS concept is also warranted. As men-
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tioned in section 6.2, there are many potential avenues for exploiting the flexibility

of the SWd-WFS to explore alternative wavefront sensor concepts. Although this

work has primarily focused on the sensitivity of the wavefront measurement, prac-

tical implementation of a WFS requires additional consideration for dynamic range

and linearity. A sensitive wavefront measurement with a limited dynamic range

may be ultimately unworkable in a practical AO system, and a highly non-linear

wavefront measurement may require complicated reconstruction techniques which

introduce unacceptable latency into the control loop. The SWd-WFS offers the

potential to explore WFS designs with a more optimal tradeoff between sensitivity,

dynamic range, and linearity by including an ability to introduce new phase profiles

not only at the Fourier plane but also at the pupil plane.

Any future work should aim to further the development of astronomical AO

by exploring the limits of wavefront sensor design. The work presented in this

dissertation represents the initial foray into what will hopefully be a broad avenue

for future technical and scientific development in this field.
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L. M. Close, and J.-P. Véran, eds.), vol. 9148, pp. 798 – 811, International
Society for Optics and Photonics, SPIE, 2014.

[34] C. Vérinaud, “On the nature of the measurements provided by a pyramid wave-
front sensor,” Opt. Commun., vol. 233, pp. 27–38, mar 2004.

[35] O. Fauvarque, B. Neichel, T. Fusco, J.-F. Sauvage, and O. Girault, “General
formalism for Fourier based Wave Front Sensing,” Optica, vol. 3, pp. 1440–1452,
nov 2016.

[36] R. Ragazzoni, E. Diolaiti, and E. Vernet, “A pyramid wavefront sensor with
no dynamic modulation,” Optics Communications, vol. 208, no. 1, pp. 51–60,
2002.

[37] L. Marafatto, R. Ragazzoni, D. Vassallo, M. Bergomi, F. Biondi, E. Carolo,
S. Chinellato, M. Dima, J. Farinato, D. Greggio, M. Gullieuszik, D. Magrin,
E. Portaluri, G. Umbriaco, and V. Viotto, “A holographic diffuser generalised
optical differentiation wavefront sensor,” in Proceedings of the Adaptive Optics
for Extremely Large Telescopes 5, Instituto de Astrof́ı sica de Canarias (IAC),
2017.

[38] J. B. Costa, R. Ragazzoni, A. Ghedina, M. Carbillet, C. Verinaud, M. Feldt,
S. Esposito, E. Puga, and J. Farinato, “Is there need of any modulation in the
pyramid wavefront sensor?,” in Adaptive Optical System Technologies II (P. L.
Wizinowich and D. Bonaccini, eds.), vol. 4839, pp. 288 – 298, International
Society for Optics and Photonics, SPIE, 2003.



205

[39] C. Blain, S. Esposito, A. Puglisi, G. Agapito, and E. Pinna, “Use of Laser
Guide Star with Pyramid Wavefront Sensor,” in Adaptive Optics for Extremely
Large Telescopes IV (AO4ELT4), p. E37, 10 2015.

[40] S. Esposito, G. Agapito, C. Giordano, A. Puglisi, E. Pinna, C. Blain, and
C. Bradley, “Pyramid wavefront sensing using Laser Guide Star for 8m and
ELT class telescopes,” in Adaptive Optics Systems V (E. Marchetti, L. M.
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