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1. Abstract

We present experiments on the Richtmyer-Meshkov Instability (RMI) in reshock,

conducted in a Dual-Driver Vertical Shock Tube (DDVST). The DDVST is a new

shock tube that was designed, optimized, constructed, and utilized as part of this

work. The DDVST, in effect, consists of two traditional single driver shock tubes,

each consisting of a single driver and driven section, oriented vertically opposed on

opposite sides of a test section. This new configuration permits a controllable time

between the arrival of the first shock that initiates the RMI and the second shock that

initiates the reshock regime. Additionally, the dual driver configuration also permits

the strength of the first and second shocks to be individually controlled so as to allow

for a prescribed post-reshock bulk interface velocity. This capability allows for the

post-reshock bulk interface motion to be halted which in turn allows for the cameras

used for imaging to be brought closer to the test section, increasing imaging resolution

while maintaining a long temporal window in which the RMI may be observed.

The DDVST was designed with the goal of achieving the longest post-reshock

growth period possible within the physical and practical constraints of the laboratory

setting in which the tube resides. The design process was assisted by coupling a nu-

merical solver for 1D compressible flow within a shock tube to a genetic optimization

routine with the aim of finding the combination of shock tube section lengths that

produce the longest window in which the RMI in reshock may be observed. Different

optimal designs corresponding to different light shock Mach numbers were calculated

to examine whether a longer effective period of RMI evolution could be obtained for

a given light shock Mach number. A single design was selected from these candidate

designs based on its performance over a range of expected experimental parameters,

which was then constructed and used for this work.

The DDVST uses the method of Jones and Jacobs (Phys. Fluids 9 (10), October
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1997) to generate the initial interface between the two test fluids without the use of

a membrane which may influence the flow. This method forms the initial interface

between two gases of differing density by flowing the more dense gas into to the tube

from below a set of holes drilled at the desired interface location while simultaneously

flowing a less dense gas from above the same holes. These two gas streams meet at

the set of holes and flow out of the tube, forming a stable, stratified, and slightly

diffuse interface. Multimode, three-dimensional, random initial perturbations are

then imposed on the interface using a pair of voice coil actuators.

The test gases for all experiments are Air and Sulfur Hexafluoride (SF6) which

yields an Atwood number of 0.67. The experiments presented as part of this work have

a nominal light gas shock wave Mach number ML = 1.17 (σ = 0.007) and heavy gas

shock wave Mach number MH = 1.18 (σ = 0.004) for all experiments, where σ is the

standard deviation. This results in the bulk interface motion being halted following

the passage of the second shock. The experiments presented examine the influence of

changing the length of time between shock and reshock on the behavior of the RMI in

reshock for a range of shock to reshock times. Also examined is the influence on the

order of arrival of the two shock waves, with both the traditional (light shock first)

and reversed (Heavy shock first) configurations considered. The shock to reshock

times examined are between -4.0 (Heavy shock first) and +3.8 (Light shock first) ms.

The growth exponent, θ, extracted from a fit of h(t) = atθ to the width of the

mixing layer versus time for each experiment, appears to be insensitive to changes

in the shock-to-reshock time or order of arrival of the two shocks, with an average

value of θH,W = 0.365± 0.018 (95%) and θL,W = 0.381± 0.02 (95%) for heavy shock

first and light shock first experiments, respectively, where (95%) denotes the 95%

confidence interval of the result. The rate of decay of TKE appears to be affected by

the order of arrival of the two shock waves, using a fit of TKE(t) = atp to the total

amount of TKE in the mixing layer for each experiment, yielding an average value of

pH = −0.823±0.06 (95%) and pL = −1.061±0.032 (95%) for the heavy and light shock
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first experiments, respectively. The method of Thornber, Drikakis, Youngs, et al. (J.

Fluid Mech. 654, 2010) is used to extract a value of the growth exponent from these

rate of decay of TKE measurements, yielding values of θH,TKE = 0.392± 0.02 (95%)

and θL,TKE = 0.312 ± 0.011 (95%) for the heavy and light shock first experiments,

respectively.

Analysis of the anisotropy of the mixing layer over time is performed by examining

the Reynolds anisotropy tensor in addition to the anisotropy ratio. An early time

trend towards isotropy following reshock is found, with experiments with longer shock-

to-reshock times demonstrating a more rapid trend towards isotropy than those with

a shorter shock-to-reshock time. The anisotropy ratio of the mixing layer approaches

an average minimum value of A ≈ 1.2 for the longest shock-to-reshock times, and

A ≈ 1.3 for shorter shock to reshock times. The mixing layer becomes increasingly

anisotropic over the remainder of the experiment, with no notable difference in the

degree of anisotropy versus shock-to-reshock time or order of arrival of the two shock

waves. The analysis of the spectrum of anisotropy shows that the largest scales of the

flow have a trend towards anisotropy, but those at smaller scales tend to be isotropic.

The Reynolds number, defined as Re = hḣ/νavg, is analyzed versus shock-to-

reshock time. For shock-to-reshock times ⪆ 1 ms, the Reynolds number is found to

approach Re ≈ 1 × 105 for both heavy shock first and light shock first experiments.

This is excess of the Re > 1×104 proposed by Dimotakis (J. Fluid Mech. 409, 2000)

for a transition to turbulent mixing, though it does not meet the suggested critical

value of Re > 1.6× 105 suggested by Zhou (Phys. Plasmas, 14 (8), 2007). Analysis

of these experiments using the time-dependent turbulent length scales and associated

turbulent transition criteria of Zhou, Robey, and Buckingham (Phys. Reveiw E,

67 (5), 2003) suggests that these experiments are beginning to transition to a fully

turbulent state.
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2. Introduction and Motivation

The Richtmyer-Meshkov Instability (RMI) is a turbulent fluid instability generated

when an initially stable, perturbed, interface between two fluids of differing density

is impulsively accelerated.[104] The RMI was first described by R.D. Richtmyer in

1960 and later studied experimentally by E.E. Meshkov in 1969.[71, 104] The RMI

can be considered a variant of the perhaps better-known Rayleigh-Taylor Instability

(RTI), first described by Lord Rayleigh in 1883 and expanded upon by G. I. Taylor in

1950.[98, 114] The RTI differs from the RMI in that the RTI occurs under the action of

a constant acceleration, such as resulting from gravity, while the RMI occurs under

the influence of an impulsive acceleration, such as one which is produced by passage

of a shock wave. An additional difference between the RTI and RMI is that while

the RTI requires the acceleration vector to be directed from the heavy fluid to the

light fluid to produce instability, the RMI can be initiated regardless of whether the

impulsive acceleration is directed from the heavy fluid in to the light fluid or vice

versa.[104] Both instabilities can be described using the vorticity equation,

Dω⃗

Dt︸︷︷︸
Transport

=
(
ω⃗ · ∇⃗

)
u⃗

︸ ︷︷ ︸
Vortex stretching

+ ω⃗
(
∇⃗ · u⃗

)

︸ ︷︷ ︸
Compressibility

+
1

ρ2
∇⃗ρ× ∇⃗p

︸ ︷︷ ︸
Baroclinic Torque

+∇×
(∇ · τ

ρ

)

︸ ︷︷ ︸
Diffusion

(2.1)

Here, ω⃗ represents the vorticity, ρ is the density, p is the pressure, and τ is the

viscous stress tensor. Of particular interest to RMI and RTI in Equation 2.1 is the

baroclinic torque term. This term is responsible for the production of vorticity due

to the misalignment of pressure and density gradients. For example, the pressure

gradient across a normal shock wave transiting a perturbed interface and the density

gradient on that perturbed interface will, in general, not be aligned which results in a

production of vorticity. This is shown schematically in Figure 2.1. This misalignment

of pressure and density gradients results in the production of vorticity at the interface
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Figure 2.1. A schematic of the RMI as initiated by a shock wave.

and leads to the formation of spikes of heavy fluid moving into the light fluid and

bubbles of light fluid moving into the heavy fluid. As these perturbations grow they

will begin to form mushroom-like structures like those shown in Figure 2.2. These

structures grow with time, eventually self-interacting which can lead to increased

mixing of the two fluids.[48]

The RMI appears in many notable areas of research ranging from astrophysics

to combustion in SCRAMJETs.[8, 68] Most notably, the RMI appears during the

implosion stages of inertial confinement fusion (ICF) experiments at the National

Ignition Facility (NIF). This application is of particular interest for the present study.

The NIF functions by irradiating a spherical capsule of Duterium-Tritium (DT) gas

and ice encased in a gold hohlraum in a bath of x-rays. This causes the outer surface of

the capsule to be ablated resulting in the core of the capsule undergoing compression.

The laser drive is not constant which leads to multiple shock waves being sent through

the capsule, interacting with density interfaces formed at the intersection of layers of
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Figure 2.2. An example RMI experiment from Jacobs & Krivets,[48] illustrating the
growth of spikes of heavy fluid and bubbles of light fluid, followed at later times by
the appearance of mushroom structures during the growth of the RMI following the
passage of a shock wave.

the different material components forming the capsule.[64, 65] Importantly, the density

interfaces are typically subject to interactions with multiple shock waves. These shock

waves originate from both the outer surface of the capsule as well from the reflections

of shock waves from the center of the capsule, resulting in shock wave impacts from

both sides of the interface. These additional shock wave impacts drive the RMI to

a more energetic state with enhanced material mixing. This in turn leads to an

unacceptable temperature loss in the plasma core at the center of the capsule which

results in reduced fusion yield.

The desire to understand the parameters that affect the amount of mixing induced

by the RMI has motivated a significant amount of research in experiments, modeling,

and simulation. Diagnostics in NIF experiments are inherently limited by the high
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energy density and rapid progression of the experiments. Additionally, the high cost

of the experiments as well as the complex physics involved makes simple iterative test-

ing of this problem intractable. These issues motivate the use of computational codes

to perform simulations of the ICF process, which are less costly than the physical

experiment while also providing a full description of flow variables including species

concentration, density, and flow velocities over the entire domain. These tools, there-

fore, allow different experimental configurations to be tested without the high cost of

designing and implementing a real world experiment. Simulation of the RMI is itself

not necessarily less challenging than the experiments, however. Computational codes

function by solving the Navier-Stokes equations on a grid of points. Computers do not

work in the continuous domain of the governing equations and so the equations must

be converted in to discrete formulations which can be then translated into computer

code. This discretization process can add additional viscosity, dispersion, diffusion,

and other non-physical phenomena to the simulations. In effect, the discretization

process can, and often does, modify the actual equations being solved, meaning that

care must be taken to ensure the simulations accurately reflect the physical problem

of interest.[15]

The issues with discretization are only part of the challenge of simulation. The

RMI often becomes turbulent, resulting in the flow taking place over a wide range of

scales, from those on the largest scales of the problem at hand down to those where

viscosity acts to dissipate energy from the flow.[54, 55,94,103] This presents a problem to

simulations in that all scales of motion are important to resolve, but the computational

cost to simulate the full range of scales can require days, months, years, or even

decades of computer time. This cost can be lessened by the use of computational

models which are essentially mathematical expressions for what happens to the flow

at the scales below what the simulation can directly resolve.[94] This allows the

simulation to use a more coarse grid to directly solve the equations of motion, lowering

the computational cost of the simulation. The model is then utilized to fill in the



20

flow motion at scales smaller than the size of the grid. These models can be derived

in a variety of ways with varying assumptions, but often end up with one or more

unknown coefficients remaining in the equation. The value of these coefficients are

arbitrary and must be found by comparison with experimental data and adjusting

the values to achieve good agreement with a range of experimental data.[94]

It is in this comparison that the utility of laboratory experiments are demon-

strated. The cost and limitations of diagnostics in NIF experiments make utilization

of their experimental results as the sole source of model validation problematic owing

to the lack of detailed flow data.[74] Laboratory experiments, such as those in the

shock tube presented in this work, address an inherently more simple problem than

the one present in NIF, but do so with greater fidelity of the flow measurements.

While the laboratory scale experiments are often not directly comparable to experi-

ments such as those conducted at NIF due to their simplified configuration, they do

provide data that is useful in the tuning of computational turbulence models. These

models can then in turn be used to predict the behavior of NIF experiments.

2.1. Turbulence

As suggested above, the study of the turbulent Richtmyer-Meshkov instability is,

perhaps unsurprisingly, inherently connected with the study of turbulence in general.

The theory and modeling of turbulence provides an essential backbone to the study

of the turbulent RMI, particularly as it relates to simulation and modeling of the

instability. As such, the concepts of turbulence are an integral part of the analysis of

the turbulent RMI. For this reason, this section will present a brief introduction to

the notion of turbulence.

A metric commonly measured in both simulations and experiments to quantify the

RMI is the presence of turbulent kinetic energy (TKE), which plays a vital role in the

definition of turbulence. TKE is calculated from the fluctuating component of a flow
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velocity. A fluctuating velocity signal may be separated in to two components, one

representing the mean value of the signal, and the other representing the fluctuations

of velocity about that mean. This is known as the Reynolds Decomposition,[102] and

is expressed symbolically as

ui = ui,mean + ui,fluctuating = ūi + u′
i (2.2)

where ui represents the flow velocity in the i-th coordinate axis (e.g 1 = x, 2 = y,

3 = z). (̄·) indicates the average value of the fluctuating velocity and the prime

(’) symbol indicates the fluctuating component of the velocity with zero mean. The

mean portion of the signal is defined as[94]

¯f(t) = lim
T→∞

1

T

∫ t+T

t

f(t′)dt′ (2.3)

where T is the period over which the mean is taken, and for an infinitely long signal

the mean value is obtained as T → ∞. In practice signals are not infinitely long and

so T must be large enough that the integral approaches a steady value within some

allowable tolerance. Equations 2.2 and 2.3 use time as the independent variable, but

this definition also applies to other independent variables, such as physical space or

individual realizations that comprise an ensemble average. Turbulent kinetic energy

(TKE) may then be calculated from the fluctuating component of the velocity signal

as

TKE =
3∑

i=1

u
′2
i (2.4)

where ui represents the i-th component of velocity as shown previously. The value

of TKE is therefore the sum of the squares of velocity fluctuations about the mean

value, and represents the kinetic energy per unit mass of the fluctuating velocity field.

Unlike many other flow phenomena, turbulence does not exist at one single scale.

In fact, one aspect of the definition of turbulence requires that flow motion exists

at all scales from those on the largest scales of the problem at hand to the smallest
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scales where viscosity acts to transfer the kinetic energy of the flow in to heat.[54, 55,94]

This was once (rather famously) put in to rhyming verse by Richardson in 1922:[103]

We realize thus that: big whirls have little whirls that feed on their ve-

locity, and little whirls have lesser whirls and so on to viscosity - in a

molecular sense

This was later expanded upon in a more rigorous way by Kolmogorov in 1941 (Origi-

nally in Russian, translated to English in 1991).[54, 55] In that work, Kolmogorov uses

dimensional analysis to argue that in the case of a homogeneous, isotropic, statis-

tically stationary flow the energy content of the flow at various scales should decay

according to a k−5/3 relationship, where k is the wavenumber. More specifically, this

decay should be observed in the “inertial range”, defined as the range of scales that

are smaller than the scales at which energy is entering the flow, but larger than the

scales at which energy is being removed due to viscosity such that the flow in this

inertial range of scales is not affected by the largest nor the smallest scales.

It is important to note that turbulence is not only defined by the flow motions

existing at a range of scales. Pope[94] further defines turbulence as having the fluc-

tuating component of velocity be random. This is to say that the exact value of a

measurement of the fluctuating variable is nearly impossible to predict due to small

changes to initial or boundary conditions having a large influence on the flow. As

a result, the value of the fluctuating variable can only be predicted in a statistical

sense, i.e., that the flow velocity will be in some range with a certain confidence.

A natural first step in the analysis of a turbulent flow is to estimate the size of

the Kolmogorov length scale, or the scale at which viscosity acts to remove energy

from the flow. Knowledge of the size of this scale can inform whether a simulation or

experiment resolves (or is capable of resolving) the full range of turbulent motions.

Kolmogorov[54] notes that this dissipation scale follows a dimensional scaling law as

η =

(
ν3

ϵ

) 1
4

(2.5)
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where η is the Kolmogorov scale, ϵ is the dissipation rate, and ν is the fluid viscosity.

Kolmogorov further asserts that the dissipative scales are determined exclusively by

viscosity and dissipation rate. Through this argument it can be shown that the ratio

of the integral scale to the dissipative scale can be calculated by scaling the dissipation

rate, ϵ by U3/L[55, 94]

η

L
=

(ν3/ϵ)1/4

L
=

(ν3/(U3/L))1/4

L
=

ν3/4L1/4

U3/4L
= Re

−3/4
L (2.6)

where η is the dissipative scale, L is the integral scale, ϵ is the dissipation rate, U

is a characteristic velocity of the flow, and ν is the fluid viscosity. This illustrates

that the Reynolds number is the factor that drives the relative size of the largest and

smallest scales in a turbulent flow. Thus, a flow with a large integral scale Reynolds

number will naturally have dissipative scales that are comparatively very small.[40]

It is also desirable to establish the size of the scales that bound the inertial range

of the flow. Recall that the inertial range is specifically the range of scales that is de-

coupled from the influence of the largest and smallest scales of the flow. Dimotakis[33]

suggests, based on analysis of data from several different classes of turbulent flows,

that the largest scales in the inertial range, i.e. the largest scale that is not influenced

by the outer scales of the problem,[142] may be estimated based on the width of a

laminar viscous boundary layer with an equivalent Reynolds number. He calls this

the Liepmann-Taylor scale, λL ≈ 5Re−1/2h, where Re is the outer scale Reynolds

number. On the other end of the inertial range is the scale at which the energy

decay begins to depart from the k−5/3 inertial range scaling due to the influence of

viscosity.[142] Dimotakis defines this as the inner viscous scale, λν , and notes based

on experimental data that it about 50 times larger than the Kolmogorov length scale,

where the Kolmogorov length scale is the scale at which viscous forces act to damp

out flow motion. This gives rise to the relationship λν = 50λK . Dimotakis again

remarks that λK ∼ Re−3/4h based on experimental data for a turbulent jet, and so

therefore λν ≈ 50Re−3/4h.
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Dimotakis[33] further notes that in order to have an inertial range of scales, the

upper bound of the inertial range, λL, must be larger than the lower bound at which

viscosity influences the flow, λν , giving rise to the inequality for a turbulent flow of

λL/λν > 1. Using the above definitions, he computes the critical Reynolds number

for this inequality to be satisfied as

λL

λν

=
5Re−1/2h

50Re−3/4h
=

1

10
Re1/4 > 1 ∴ Re > 1× 104 (2.7)

where λL and λν are the estimates for the Liepmann-Taylor and inner viscous scales

given above. This gives rise to the notion that a Reynolds number of Re = 1× 104 is

required for a flow to transition to turbulence.

Zhou, Robey, and Buckingham[141] expand further on the definitions of Dimotakis

in order to consider the time dependent nature of the RMI. Specifically, they add a

growth rate scale, for which they use the growth of a viscous layer due to a plate at

rest which is suddenly accelerated. They call this the outer-scale viscous shear scale,

which grows according to λD = C(νt)1/2. This scale is a time-dependent analogue of

λL, and considers the fact that the scale at which the flow is free from influence of the

largest scales will change with time in an unsteady flow, rather than be a constant

as suggested by λL. The coefficient C is dependent on the flow in question, with the

suggestion that C take the value
√
15 for homogeneous, isotropic flows, 4 for unsteady

parallel flows, and 5 for boundary layer flows. They then use this additional scale to

define an inequality for the transition to turbulence of a time dependent flow such as

the RMI. The least upper bound of the developing inertial range of a turbulent flow

is given by the lesser of λL or λD - that is λmin = min(λL, λD), and the greatest lower

bound of the inertial range is given by the developing inner viscous scale, λν . These

relationships give rise to the inequality λmin > λν which, if satisfied, is a sufficient

condition for a flow to be considered turbulent.[141]

In summary, the ranges over which an inertial range of scales develop in a turbulent
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flow is given by[33, 141]

λL ≃5Re−1/2h

λD ≃C(νt)1/2

λν ≃50Re−3/4h

λK ≃Re−3/4h

(2.8)

where the scales are ordered from largest to smallest in the case of a turbulent flow.

λL is the Liepmann-Taylor scale, which is based on the scale of an equivalent laminar

viscous boundary layer. λD is the outer-scale viscous shear layer scale with coefficient

C = 5 for RMI flows, which is based on the growth of a boundary layer in time from

a plate suddenly accelerated from rest. The lesser of λL and λD is the largest scale

at which the flow is decoupled from the outer scales of the problem. λν is the inner

viscous scale, where the decay of energy with increasing wavelength departs from the

k−5/3 inertial range scaling, and represents the smallest scale that remains decoupled

from the influence of viscosity. Finally, λK is the Kolmogorov scale, or the smallest

scale of a turbulent flow.[55] Zhou[138] later uses these length scale definitions and

their relationship in his transition criterion to arrive at a suggested Reynolds number

of Re > 1.6× 105 for transition to turbulence in an RMI flow at laboratory scale.

The measurement and quantification of TKE can provide many useful insights

into the characteristics of the RMI. Firstly, TKE is a useful parameter to identify

the mixing layer in diagnostics where flow data is available but concentration data

is not, such as in experiments utilizing the particle image velocimetry (PIV) tech-

nique.[35, 109,110] This does not provide a direct replacement for species concentration

measurements, but it does permit the identification of the region where mixing is oc-

curring when it is otherwise not possible to identify either using computer algorithms

or manually.

TKE is also a useful metric by which the scales of motion present in a flow may be

analyzed by examining the rate of decay of energy versus scale size in the flow. Recall

that Kolmogorov[54, 55] suggests that the energy at each scale in the inertial range of
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a fully developed, isotropic, homogeneous turbulent flow should decrease according

to k−5/3 where k is the wavenumber of a given scale. The RMI may be reasonably

thought to not be fully isotropic due to the directional nature of the forcing mechanism

of the instability. Zhou[137] suggests that that the energy contained in a scale k for

RMI type flows should decay according to k−3/2, shifting to k−5/3 at later times as

the flow becomes isotropic and more closely resembles freely decaying turbulence.

Mikaelian also suggests a decay of k−1, though Zhou remarks that the result assumes

a three dimensional wavenumber which, due to the anisotropic nature of RMI, may

not be a valid assumption.[74, 137]

The presence of TKE is not the only way that TKE measurements are useful in

quantifying a turbulent flow. The rate that TKE is dissipated at the smallest scales

as heat, and thus the rate at which the total amount of energy present in the flow

decreases when there is no external forcing continually supplying energy to the flow,

also has relevance to describing the flow as a whole. Thornber, Drikakis, Youngs, et

al.[116–118] suggests a link between the temporal dissipation rate of turbulent kinetic

energy in the mixing layer and the rate of mixing layer growth. If the mixing layer is

modeled as growing according to a power law of the form h(t) = atθ,[4] the exponent

θ is related to the rate of decay of TKE in the mixing layer as

Wqk ∝ t3θ−2 (2.9)

where W is the mixing layer width, qk is the mean value of turbulent kinetic energy

in the mixing layer, t is time, and θ is the growth exponent that will be discussed

further in Section 3.1.3. This relationship arises from the same assumed scaling of

dissipation, ϵ = dqk
dt

∼ U3/L as used by Kolmogorov.[55] In this case the width of the

mixing layer is used as the length scale, and U ∼ q
1/2
k is used as the velocity scale.

This method of determining θ has recently seen use within our group.[109]
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3. Previous Work

A great deal of prior work has been undertaken which this research builds upon.

This section will detail a history of the study of the RMI and how it has been built

upon to reach the current state of knowledge. Discussion of previous work will begin

with linear and non-linear analyses of the RMI. Next, models that can be used to

describe the flow will be presented. A discussion of experimental work on the RMI

will follow, and finally an overview of simulations performed to study the RMI will

be presented. Due to the fact that research often occurs concurrently, the timeline

of each section will be described separately from the others, and the same work may

appear in multiple sections.

3.1. Theory & Modeling

The following section will outline the great deal of theoretical work that has been un-

dertaken to describe the Richtmyer-Meshkov Instability. First, a description of initial

analyses consisted of a linearized theory for the growth of sinusoidal perturbations

on an interface between two fluids, as well as modifications to that result to better

agree with data from experiment and simulation are presented. Next, extensions from

linear analysis in to nonlinear analysis with the goal of extending the validity of this

analysis beyond the linear regime will be discussed. Finally, the creation of models

used to describe the RMI flow will be discussed.

3.1.1. Linear Stability Analyses

Lord Rayleigh[98] was the first to analyze the Rayleigh-Taylor instability. Rayleigh’s

work was initially related to the growth of cumulus clouds, but is not specific to that

application. In that work, he considers a continually stratified fluid in the presence
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of a uniform gravity field. Rayleigh adds the assumptions of incompressibility of a

fluid parcel, that the initial density is only a function of the z coordinate, that fluid

velocities are small, and that pressure and density are subject to small perturbations

to linearize the equations, arriving at the following system of equations[98]

Momentum

dp′

dx
= −ρ

du

dt
dp′

dy
= −ρ

dv

dt

dp′

dz
= −gρ′ − ρ

dw

dt

Incompressibility

∇ · u⃗ =
du

dx
+

dv

dy
+

dw

dz
= 0

Conservation of Mass (with Incompressibility applied)

dρ′

dt
= w

dρ

dz
= 0

(3.1)

Here, p is the pressure, ρ is the density, g is gravity, and u, v, w are the components

of velocity. An overbar represents a mean quantity and and a prime represents a

fluctuating quantity, i.e., p = p + p′. This representation reflects some symbolic

changes from those used by Rayleigh, and these changes are to keep the notation

consistent within this work and with broader modern convention to avoid confusion.

Rayleigh then considers the case of a sharp interface between two fluids with densities

ρ1 and ρ2. He further assumes the solutions to these equations to be periodic with

wavenumber k, that is to have the form f(x) ∼ eikxx, f(y) ∼ eikyy, and f(t) ∼ eint.

The solution he arrives at for this case is the classical linear stability result for the

Rayleigh Taylor instability at the interface of two fluids,[98]

a(t) ∼ eint where n2 = gk
ρ2 − ρ1
ρ2 + ρ1

(3.2)

where kx and ky are the wavenumbers of the perturbations parallel to the x and y axis

respectively and n is a growth rate of the mixing layer width. Rayleigh then notes
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that if the upper fluid is the less dense one, ρ2 > ρ1, and n2 is positive. Therefore the

time component of the solution remains oscillatory without growing. In the opposite

case when ρ2 < ρ1, n
2 < 0 and so n is imaginary and the time component of the

solution grows exponentially indicating instability. This derivation was later repeated

by Taylor[114] using stream functions in which he finds that a situation equivalent to

that of Rayleigh’s may be created from an initially stable configuration. Taylor shows

that a situation in which the fluids are initially stably stratified, with acceleration

vector directed from the light fluid into the heavy one, can be made unstable by

accelerating the system such that the net acceleration vector is directed from the

heavy fluid into the light one.

Richtmyer[104] expanded on Rayleigh and Taylor’s works by considering a time

dependent gravity force, g(t), that is momentary rather than constant as in the works

of Rayleigh and Taylor. Richtmyer considers the case of an interface with perturbation

whose height is given by the equation

z(x, t) = a(t)sin(kx)

where a(t) is the amplitude of the perturbations at a time t ≥ 0 and k is the per-

turbation wavenumber. Richtmyer found a(t) is governed by the ordinary differential

equation
d2

dt2
a(t) = ka(t)g(t)At, ka << 1 (3.3)

where At is the Atwood Number, defined as

At =
ρ2 − ρ1
ρ2 + ρ1

(3.4)

and ρ1 and ρ2 are the densities of the upper and lower fluids respectively. Equation

3.3 reduces to the results of Taylor if g(t) = const = g.[98, 104,114] Richtmyer instead

considers the case where the acceleration of the interface is impulsive according to

g(t) = δ(t), where δ(t) is the Dirac delta function. This can be viewed as a sud-

den impulsive acceleration at t = 0, such as would be produced by a shock wave.



30

Richtmyer finds that for this situation the interface perturbations grow as

da

dt
= k∆Ua0At (3.5)

where ∆U is the velocity change imparted by the momentary acceleration, ∆U =
∫
g(t)dt. Of note for this case is that the perturbation amplitude grows linearly with

time rather than exponentially as in Rayleigh and Taylor’s constant gravity case in

equation 3.2. Equally notable is that, unlike in the constant gravity case, perturbation

growth occurs regardless of whether the impulsive acceleration is directed from the

heavy fluid to the light or vice-versa. Additionally, Equation 3.5 also indicates that

the interface should invert - that is, the amplitude will go through zero and grow

again with opposite phase, following an impulsive acceleration that is directed from

the heavy fluid in to the light fluid.

Several modifications to Richtmyer’s linear formula have been suggested. Meyer

and Blewett[72] performed a simulation of the single mode RMI with a 2D Lagrangian

code, and found that the linear growth rates predicted by Richtmyer’s formula could

be made to better agree with those found by the simulation by taking the average of

the pre-shocked and post-shocked interface amplitudes as the value of a0 in equation

3.5 for the heavy-to-light shock case. In other words

da

dt
= k∆V

a−0 + a+0
2

At (3.6)

where the − and + superscripts indicate the pre-shocked and post-shocked initial

amplitudes respectively. Meyer and Blewett note that this modification was partic-

ularly important for the heavy-to-light shocked case, but that the initial amplitude

a0 was sufficient in the light-to-heavy shock case. Vandenboomgaerde, Mügler, and

Gauthier[126] heuristically arrive at another modification to Richtmyer’s formula

da

dt
=

1

2
k∆V

(
At+a+0 + At−a−0

)
− 1

6
k∆V

(
At+ − At−

) (
a+0 − a−0

)
(3.7)

where the − and + superscripts again indicate pre-shocked and post-shocked quan-

tities respectively. Vandenboomgaerde notes that the second term on the right side
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appears to be small in most cases tested and therefore they neglect it. Fraley[39]

performed an analysis on the RMI which used Laplace transforms to solve the per-

turbation equations in the presence of increasingly strong shocks, in contrast to the

weak shock limit used by Richtmyer. He finds that including the effects of compress-

ibility results in a lower growth rate of the RMI within the linear regime. Mikaelian[75]

later notes that both Richtmyer’s and Fraley’s analyses agrees with the available data

from both experiment and simulation, and that Fraley’s analysis further accounts for

deviations from Richtmyer’s theory observed in simulations conducted as part of

Mikaelian’s work.

3.1.2. Nonlinear Analyses

An important assumption underlying any linear stability analysis, including that of

Richtmyer’s treatment of the instability growth, is that the governing equations may

be expressed in terms of powers of a small term. For the case of the RMI, this small

term is product of the wavenumber times the perturbation amplitude, ka << 1. This

permits the equations of motion to be linearized by discarding terms that are the

product of two or more of these small terms (the nonlinear terms) which are much

smaller than the linear terms. This simplification often allows closed form solutions

that are much more difficult to find for the fully nonlinear problem. This assumption

does not remain true for the duration of an RMI experiment, however. This makes

nonlinear treatments of the RMI valuable for predicting the behavior of the instability

outside of the linear regime. While these analyses may be more capable of capturing

the behavior of the RMI at later times when linear analyses would fail, they come

at the cost that the solutions are typically in the form of an infinite series in powers

of small values of ka instead of a single closed-form equation with a finite number of

terms. As a result, these analyses often only have a range of validity, and will fail

far away from the point about which the power series is expanded. These expansions
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can be extended in validity through the use of Padé approximants.[126,136]

Zhang and Sohn[136] published a nonlinear analysis of the RMI in which the insta-

bility is treated as compressible but linear at early times, transitioning to incompress-

ible and nonlinear at later times. This is presented as a series solution valid only for

early times and as a Padé approximant which acts to extend the validity of the solution

beyond the validity of the series expansion itself.[136] Vandenboomgaerde, Gauthier,

and Mügler[125] published a method by which higher order perturbation solutions for

both single and multimode interfaces may be found using symbolic manipulation soft-

ware. Matsuoka, Hishihara, and Fukuda[69] published a nonlinear analysis of the RMI

considering the self-interaction of a nonuniform vortex sheet without the need for an

impulsive formulation. Mikaelian[77] presents a nonlinear analysis which arrives at a

logarithmic expression for the height of interface perturbations with time.

3.1.3. Models

Linear and nonlinear analyses allow for the behavior of the RMI to be predicted

through a closed-form solution. This is advantageous as these solutions arise from

the equations of motion, and so inherently are tied to the fundamental governing

equations of fluid flow relevant to the RMI. Unfortunately, many assumptions must

also be made to manipulate the governing equations into a form that may be solved

analytically, and so these solutions are inherently limited to the validity of the as-

sumptions made to obtain them. This means that more complicated situations for

which meaningful simplifications to the governing equations may not exist remain out

of reach. This gives rise to the utility of models. These are expressions that predict

the behavior of the RMI, but may be arrived at through observational, heuristic,

or dimensional arguments rather than solutions to the governing equations directly.

As such, they do not possess the direct connection to the governing equations that

stability analyses do, but they may also better predict the behavior of the RMI in
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situations where direct solutions are not possible.

Layzer[60] was the first to present a nonlinear model for the single-mode RTI. In

that work Layzer considers a potential flow solution for a sinusoidal fluid-vacuum

(At = 1) interface in an infinitely long cylindrical tube. Goncharov[41] later extended

Layzer’s results to arbitrary Atwood numbers. Additionally, Sohn[111] published a

generalization of the work of Layzer to arbitrary Atwood numbers, as well as for the

RMI case in addition to RTI. Ramaprabhu[97] notes that this potential flow solution

works well where the solution is valid (At ≈ 1), but becomes increasing inaccurate as

the Atwood number decreases, particularly at late times.[139]

Mikaelian[74] approached the problem of modeling both the Rayleigh-Taylor and

Richtmyer-Meshkov instabilities by utilizing the Canuto-Goldman model[22, 46] with

the goal of modeling inertial confinement fusion experiments at NIF. In that work, he

predicts that the width of the mixing layer for a perturbation of given size should grow

linearly in time at early times in the form of dh/dt(k) = Ckr, where C is a constant, k

is the wavenumber, and r is another constant. He notes r = 1 for Richtmyer-Meshkov

Instabilities and C is given by

C = ∆U

(
ρ2 − ρ1
ρ2 + ρ1

)
(3.8)

Mikaelian also suggests a model for the growth of the RMI which is linear in time

according to

h(t) = 0.14∆U

(
ρ2 − ρ1
ρ2 + ρ1

)
t (3.9)

where ∆U is the velocity jump imparted by the shock, ρ1 and ρ2 are the densities of the

light and heavy fluids respectively, and t is time. Equation 3.9 comes with the caveat

that the result is arrived at by using a method which was proposed by Richtmyer for

a much more simple problem than the multi-scale, nonlinear problems at hand and is

arrived at utilizing an empirical relationship for Rayleigh-Taylor growth.[74, 99,104,131]

Mikaelian additionally makes the observation that the ratio of the largest to smallest

eddy scales should only be about 1.6 - or that the largest scales should only be
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about 60% larger than the smallest scales in Richtmyer-Meshkov turbulent mixing.[74]

This is as contrasted to what he finds for Rayleigh-Taylor mixing, where the size

of the largest to smallest scales of mixing must differ by at least a factor of 10.

Mikaelian concludes by saying that this suggests that Richtmyer-Meshkov induced

mixing is responsible for small scale (atomic) mixing while Rayleigh-Taylor induced

mixing is responsible for large scale (chunk) mixing. It is also noted that the lack

of experimental data and simplifications made to arrive at a solvable problem do

introduce errors to the result.

Youngs[131] used dimensional reasoning to argue that the width of the mixing

layer should grow proportionally to the largest length scales of the problem. Given

sufficiently long development time, the flow should forget its initial conditions, making

the distance traveled downstream the only remaining length scale. He uses this to

suggest that the growth of the RTI mixing layer should grow following h(t) ∝ gt2.[131]

By similar logic the growth of the RMI mixing layer should be h(t) ∝ ∆Ut, where

∆U is the bulk velocity imparted on to the interface by the shock wave.

Barenblatt[12] considered a case of zero viscosity to arrive at the conclusion that

the width of the mixing layer for an instantaneous plane source of turbulence grows

as h(t) ∝ t2/3. One would expect, however, that viscosity should decrease the growth

rate of the mixing layer, and so logically this exponent should be smaller than 2/3.

Barenblatt also considers a case with nonzero dissipation which shows that the layer

should grow like h(t) ∝ t1−µ where µ = 1/3 for the zero-dissipation case and 1 > µ >

1/3 if dissipation is present.

Alon, Shvarts, and Mukamel,[3] and Alon, Hecht, Mukamel, et al.[4] presented a

model for the nonlinear growth the RMI which was in turn based on their work on

RTI in the nonlinear regime. That work utilizes a statistical bubble-merger model

to describe the growth of the mixing layer. They put forth a model to describe the
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growth of the RMI mixing layer in time as a power law,

h(t) = atθ (3.10)

where a and θ are undetermined constants. They propose that while the constant a

in equation 3.10 is dependent on the nature of the initial perturbation, the exponent

θ is not and should be θ = 0.4. This prediction is later confirmed by their own

simulations.[4, 5]

Work on the RMI since this time has led to widely ranging estimations of θ.

Experiments and simulations have attempted to calculate this value, though a single

consistent value has been elusive.[53, 116,139,140] A review published by Brouillette[16]

presents values of θ between θ = 1/4 using Saffman’s hypothesis,[107] θ = 1/2,[28]

and θ = 1.[74, 99] The work of Barenblatt[12] yields a value of θ = 2/3 for the zero-

dissipation case and θ < 2/3 when dissipation is present. Oron, Sadot, Srebro, et

al.[91] find θ = 0.25 for a three-dimensional configuration by similar logic as Alon, et

al, but find that θ is lower in the 3D case due to three dimensional bubbles having a

smaller size distribution and thus a lower merging rate. Experiments have found wide

variation in the values of θ from as low as θ = 0.25 to as high as θ = 0.8.[16, 28,30,31,37,96]

Dimonte and Ramaprabhu[29] present an emperical model for the RMI based on

an examination of the models of Sadot,[106] Mikaelian,[76, 77] and Zhang and Sohn.[136]

This model was designed with the goal of better modeling ICF configurations as well

as ejecta formation. It shows a logarithmic growth rate of the mixing layer. The

model shows good agreement with results from simulation for large values of At and

ka0.

The RMI can be initiated following the passage of a shock wave from either above

or below the interface. In most shock tube experiments the incident shock wave

impacts the interface from the light gas going in to the heavy, and a second time

following reflection of the end of the shock tube from the heavy gas in to the light.

This leads to the phenomenon known as reshock, which is when the interface is
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impacted a second time by a shock wave from the opposite direction. This second

interaction imparts additional energy to the RMI, enhancing TKE, growth rates, and

mixing layer widths. As a result there has been additional interest in the modeling

of the RMI not only in the incident shock regime but also in the reshock regime,

particularly as it pertains to the multiple shock wave interactions that can occur

during an experiment on NIF, for example. Mikaelian has suggested that there is no

reason not to expect the growth rate of the mixing layer to be any different in the

reshocked regime as compared to the incident shock regime.[74, 78,79] He specifically

suggests that for any shock or reshock, the width of the mixing layer should grow

according to h(t) ∼ t for some time t < t∗, and then h(t) ∼ tθ for t > t∗, where t∗ is

a time given by

t∗ =
hb+s
0

∆U
β (3.11)

where hb+s
0 is the initial width of the interface, ∆U is the change in bulk velocity

imparted by the passage of the shock wave, and β is a non-dimensional constant that

he argues should, in fact, be a true constant in the same sense as θ.

3.2. Experiments

Meshkov[71] presented the first experimental validation of Richtmyer’s analysis, uti-

lizing a shock tube with a thin nitrocellulose film separating the two gases with an

imposed sinusoidal perturbation to create the initial perturbation. The results from

Meshkov’s experiments are presented with linear trend lines with a remark that the

experimental limitations restricted their ability to compare to the “more minute ef-

fects” predicted by Richtmyer.[71] Meshkov then goes on to examine the perturbation

growth rate versus the density ratio of the two test gases. As the results of exact

calculations (simulation) performed by Richtmyer were not available, the results of

incompressible theory which showed no more than 10% disagreement with Richtmyer’s

calculations was used.[71, 104] Qualitative agreement with Richtmyer’s predictions were
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observed in that the growth rate increased with increasing density ratio, however the

discrepancy between the theory and experimental results exceeded that 10% margin.

Meshkov puts forth several possible explanations for this discrepancy, including vio-

lation of the ka0 << 1 criteria for the linearization of the equations of motion leading

to nonlinearity in the growth of the instability, limitations of the optical setup of the

experiment, and effects of diffusion on the initial interface. Meshkov also explored

the possibility that the presence of the membrane affected the flow, but concludes

that the effect was negligible.

Brouillette and Sturtevant[17] conducted experiments on the the RMI using a ver-

tical shock tube. Their experiments formed the initial interface in two ways. The

first method involved using a thin nitrocellulose membrane similar to the method of

Meshkov, and the second was a sliding plate that was removed from the shock tube

just prior to the shock tube firing. The former results had a sharp initial interface

but resulted in having broken pieces of the membrane entrained in the flow following

the passage of the shock wave. The latter had a diffuse interface initial interface but

without the entrained pieces of membrane. Also notable is that their experiments

included cases where the incident shock transits from the light gas to the heavy gas,

and vice versa. In addition, they examined the growth of the RMI in the regime

where the interface is impacted a single time, and where it is impacted multiple times

from both directions produced by the reverberation of waves within the shock tube.

They find the growth rates following the first reshock to be ḣ = 10.2 ± 1.5 m/s for

light-heavy experiments and ḣ = 9.9 ± 1.0 m/s for the heavy-light experiments for

the sharp interface case. They also performed the same analysis on the continuous

interface, albeit only in the configuration with the incident shock wave arriving from

the light gas, and find ḣ = 2.4 ± 0.1 m/s following multiple interactions. All of the

experiments mentioned here used Air/SF6 as the working gas and an incident Mach

number M = 1.32, though other incident Mach numbers were used. All of their

growth rates are determined using linear fits, and they do not attempt to account for
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nonlinear growth.

Brouillette and Sturtevant make several observations of their results. The first in-

teraction of a reflected shock following the initial shock in the sharp interface experi-

ments appears to greatly increase the growth rate of the mixing layer, but subsequent

interactions actually appear to decrease the growth rate. Additionally, they note

that a greater linear growth rate is observed for the heavy-shock first experiments.

They attribute this to the required phase reversal which must occur when reshock

arrives from the heavy gas as in the light shock first case. They also make note of

the heavy-light case potentially having a more energetic pre-reshock state as being a

contributing factor. This is contrasted with the diffuse interface experiments where

no substantial growth of the mixing layer is observed prior to the arrival of reshock,

and a slow growth afterwards. While slow, they do find the growth of the mixing

layer to be substantially larger than what would be caused by diffusion alone, giving

confidence that the growth is due to turbulent mixing. They suggest that the reason

for this is because the diffuse interface is initially so smooth that growth does not

occur until the acoustic field perturbations generated by the experimental apparatus

cause small perturbations to be deposited on the interface.

Brouillette and Sturtevant[18] conclude in later experiments that a diffuse interface

with a diffusion thickness around the same length as the perturbation wavelength does

indeed grow more slowly than predicted by linear theory. They put forth a model

which combines the work of Richtmyer[104] with that of Duff, Harlow & Hirt[36] on

a diffuse interface under constant acceleration. They conclude that the RMI growth

rate becomes independent of wavelength for an infinitely diffuse interface, δ/λ → ∞,

and that the growth rate can be reduced substantially for an interface whose diffusive

length scale is greater than the perturbation wavelength.

Zaitsev, Titov, and Chebotareva[135] also presented experiments on the RMI which

used a plate suddenly withdrawn prior to the initiation of the experiment to generate

initial perturbations. In those experiments, however, the interface was allowed to
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diffuse for a short period prior to shock wave passage which produced an interface

with a continuous density variation. They find that the interface growth rate deter-

mined using the growth rate reduction factor presented by Duff, Harlow, and Hirt[36]

combined with the model of Brouillette and Sturtevant[18] provides good agreement

to experimental data.

Vetter and Sturtevant[127] conducted experiments with a much larger test section

utilizing nitrocellulose membranes to separate the gases to examine the growth of

the RMI in a configuration where the shock-boundary layer interaction would have

a less substantial impact on the measurements of the instability growth rate. Vetter

and Sturtevant note that the shock tube in use was not designed for the kinds of

over pressure that would be generated by anything stronger than a relatively weak

shock wave. As a result, they needed to reduce the pressure in the test section to

achieve higher shock wave Mach numbers while lowering the absolute over pressure

exerted on the shock tube. This required supporting the membrane with a grid of

wires, though it was noted that this made experimental setup considerably more

difficult, and that the membrane would typically be slightly deformed by the mesh

prior to each run. To examine this effect, they conducted experiments with the

supporting mesh both upstream and downstream of the membrane, as well as having

the membrane sandwiched by two sets of wires oriented perpendicular to each other.

They find good agreement of the mixing layer width versus time with the model of

Mikaelian 1989.[74] Additionally, they note a substantial increase in the growth rate

of the RMI following incident shock depending on wire mesh orientation relative to

the membrane, especially for the case where the membrane was located upstream of

the wire mesh.

Other experiments have utilized different methods to combat the difficulties asso-

ciated with the thin membrane and diffuse interface experiments of Vetter and Sturte-

vant,[127] Brouillette and Sturtevant,[17, 18] and Meshkov[71] by attempting to create a

stratified interface with perturbations without the requirement of a potentially-flow-
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altering inclusion in the experiment. This was further motivated by the fact that

flow inclusions, such as the pieces of broken membrane in earlier experiments, may

also impede schlieren or shadowgraph visualization techniques and make laser-based

visualization techniques impossible. This problem is complicated by the additional

desire to have experiments be repeatable from run-to-run, which is difficult due to

the apparent sensitivity of the flow to minute changes in initial conditions.[47, 50,53]

Jacobs[47] conducted experiments which accomplished the goal of a membraneless

interface by injecting a laminar jet of gas into a test section to form a cylinder of gas

with a different density than its surroundings which was then impulsively accelerated

by a shock wave. Jacobs, Klein, Jenkins, and Benjamin[50] later published experiments

on the Richtmyer-Meshkov instability of a thin gas layer, also called a ”gas curtain“.

These experiments utilized a similar technique as the gas cylinder experiments with

a laminar jet of gas injected in to the tube, but utilizes a nozzle with a prescribed

shape to inject a layer of heavy gas in to the side of a shock tube to produce a

nearly-sinusoidal interface with regular perturbations. This permitted the study of

the RMI with a less diffuse, well defined interface and no flow inclusions, although

with only single mode perturbations and for a thin fluid layer. They find three

distinct flow patterns that are attributed to subtle differences in the initial conditions

of each experiment causing different modes of pairing of vortices on the interface.

Experiments utilizing this gas-curtain method have seen continued use at Los Alamos

National Laboratory.[9, 11,89]

Jones and Jacobs[53] introduced a novel technique for shock tube experiments

which did not require the use of a membrane or other inclusion that may alter the

flow. This was accomplished by flowing the two test gases into the test section from

opposite ends with opposed slots located at the desired interface location. The slots

were later replaced with a series of small holes drilled at the interface location in work

published by Long.[67] The gases would meet at the desired interface location and

flow out of the tube, forming a stable, stratified, and slightly diffuse interface without
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the need for flow inclusions which may alter the flow in the shock tube.

Perturbations to the initial interface in this configuration needed to be imposed

on the interface due to the lack of a physical barrier or mechanism (i.e. the boundary

layer from the sliding plate in Brouillette’s experiments[18]) to generate the initial

perturbations. Initial experiments in this configuration placed perturbations on the

interface by gently oscillating the tube horizontally using a stepper motor and crank

mechanism. This method resulted in a two-dimensional, single-mode standing wave

on the interface.[25, 48,52,53,84,85] Jacobs and Krivets[48] performed a comparison of sin-

gle mode, late time RMI results using this technique to a number of different late

time and nonlinear models, and find the best agreement with the model of Sadot, et

al.[106] Long[66, 67] later introduced the use of a linear actuator and bellows to oscillate

the gas column vertically to produce three-dimensional, although still single-mode,

perturbations. Krivets later utilized this technique to generate 3D multimodal Fara-

day wave type perturbations.[56] Valancius[124] introduced the use of a pair of speakers

placed on either end of the shock tube. The use of comparatively low mass speakers

reduced the amount of force imparted on the shock tube by the forcing mechanism

and allowed the experiment to address the issue of late-time long wavelength growth

overwhelming the experiment while still generating random, multimodal initial per-

turbations. Morgan, Aure, Stockero, et al.[86] compared the results of Mie scattering

as well as PIV experiments on the 2D RMI in a shock tube to several models in

the late time period of growth. They find varying levels of agreement with late time

RMI models, with the vortex model of Likhachev and Jacobs[63] presenting the best

agreement.

Sewell,[109] and Sewell, Ferguson, Krivets, and Jacobs[110] performed particle-image

velocimetry (PIV) experiments on the RMI in the incident shock regime (I) and early

times in reshock (R) with both high (H) amplitude and low (L) amplitude initial

perturbations. They found θ to be θH,I = 0.41±0.04 and θL,I = 0.45±0.08 for the high

and low amplitude experiments in the incident shock regime, and θH,R = 0.33± 0.07
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and θL,R = 0.50 ± 0.07 in reshock, though the reshock period was relatively short,

making fits of that data more uncertain. A similar analysis was carried out on the

rate of decay of TKE according to the method proposed by Thornber[117] to find

θH,I = 0.51 ± 0.06, θH,R = 0.46 ± 0.09, θL,I = 0.68 ± 0.11 and θL,R = 0.62 ± 0.29.

Finally, Sewell observes an asymptotic value of anisotropy of 1.88 in the incident shock

regime, but does not reach asymptotic behavior for reshock though it qualitatively

appears to be trending lower than the incident shock regime.

Jacobs and Sheeley[49] conducted experiments on the incompressible Richtmyer-

Meshkov instability using two liquids in a tank which is impulsively accelerated using

a stiff spring. They also put forth a modified version of Richtmyer’s theory which

accounts for a finite acceleration pulse instead of the Dirac-delta like function pro-

posed by Richtmyer. This model assumes an initially flat interface, corresponding

to an instantaneous formation of concentrated line vortices following the impulsive

acceleration. The model produces amplitude growth curves with the same qualitative

shape as their data but significantly under predicts the actual values. Augmenting the

model for a non-flat initial interface shape, corresponding to a delay in the creation

of the vortices, achieves better agreement with the data in an absolute sense, but the

trend line itself clearly does not follow the data through time. They conclude that

these discrepancies originate from the model assumption that the vorticity deposited

on the interface is instantly transferred to line vortices while this is physically not

the case. They note that the concentration of vorticity into line vortices produces

a reduced growth rate compared to a sinusoidal vorticity distribution as is assumed

by linear stability analysis. As a result, a model which assumes an instantaneous

formation of line vortices should logically under-predict experimental data owing to

the fact that this coalescence occurs gradually in reality.

Niederhaus and Jacobs[87] conducted experiments in a similar apparatus as Jacobs

and Sheeley and also find that the model of Jacobs and Sheeley under-predicts the

actual growth rate when assuming instantaneous vortex formation. They find that
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considering a later vortex concentration time provides better late-time agreement to

the data. Finally, they observe that the early time growth rate predicted by the

model is lower than the data by a factor of π/2, and that augmenting the model by

this constant provides an excellent fit to the data despite that it assumes an incorrect

value of circulation.

Chapman and Jacobs[23] performed planar laser-induced fluorescence (PLIF) ex-

periments on the incompressible RMI in liquids with a single mode, 3D, square pertur-

bation. The PLIF technique permits the measurement of concentration data to obtain

information about the behavior of the mixing layer. They find good agreement with

various models of the RMI, such as those of Oron,[92] Goncharov,[41] or Mikaelian[77]

with the two-dimensional experiments, but significantly worse agreement for three

dimensions.

Leinov, Sadot, Formoza, et al.[61] and Leinov, Malamud, Elbaz, et al.[62] conducted

experiments on the RMI in a shock tube with variable shock-to-reshock timing and

strength and with a random initial perturbation. This was accomplished through

two means. The incident shock strength could be adjusted by adjusting the driver

pressure prior to the experiment. The strength of the reflected shock wave was made

adjustable independently of the incident shock wave strength by replacing the end

wall of the shock tube with elastomeric foam. The foam would absorb some of the

energy of the incident shock wave, thereby altering the Mach number of the reflected

shock wave. Their experiments also altered the shock-to-reshock timing by changing

the distance from the interface to the shock tube end wall. Combinations of these

two parameters allow for a small range of shock-to-reshock timings and strengths.

Leinov, Malamud, Elbaz, et al.[62] also present DNS calculations of his experimental

setup, showing good agreement between the two.[62] Their analysis of the mixing layer

growth rate was in pursuit of comparison to the model of Mikaelian which predicts

a linear growth in time,[74] though they do observe nonlinear growth in experiments

with the longest interface-to-endwall configuration. They attribute this non-linearity
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to dominance of a single mode at later times. They also note that self-similarity

assumptions do not appear to be valid for periods immediately following reshock.

Weber[128] performed experiments using the PLIF technique on RMI in a shock

tube with a broadband initial condition. In that work they find that their experi-

ments approach or exceed the mixing transition Reynolds number criterion suggested

by Dimotakis[33] as well as the modifications proposed by Zhou, Robey, and Buck-

ingham.[141] Weber finds in later work that the power law exponent, θ, for these

experiments to be θ = 0.43 ± 0.01.[129] Also of note is that Weber proposes an in-

terlacing technique for the turbulent kinetic energy spectrum in order to reduce the

noise floor of the spectrum and permit a greater range of valid measurement of the

TKE spectrum.

Reilly[101] has presented work on the RMI using a combination of PIV and PLIF

techniques in an inclined shock tube. Further work on this apparatus was published

by McFarland, Reilly, Creel, et al.,[70] and Mohaghar, Carter, Musci, et al.[80] They

remark that they observe a full range of turbulent spectra, and localized isotropy

at scales smaller than the integral scale in reshock. These experiments were later

repeated for an inclined interface and with a higher Mach number to examine the

effect of the initial condition and shock strength on the RMI evolution.[81] Other

simultaneous PLIF/PIV experiments were presented by Reese, Ames, Noble, et al.[100]

in a shock tube. In this work they find θ = 0.34± 0.01.

3.3. Simulation

Simulation represents the third arm of work on the RMI. Simulations have the ad-

vantage that they can provide fully described flow data including concentrations,

densities, pressures, and other flow variables at every point. This kind of fidelity

is difficult, if not impossible, to achieve in either experiment or theory. However a

simulation with sufficient resolution to describe the full scales of a turbulent flow is
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extremely computationally expensive, requiring days, months, or years of computer

time to complete. These simulations which attempt to directly simulate all scales of

flow motion are referred to as Direct Numerical Simulation, or DNS.

Richtmyer performed what may be considered the first simulation of the RMI in his

1960 work, acknowledging that an analytic solution may be possible, but likely very

complicated and so numerical integration made more sense.[104] Youngs performed

some of the first direct numerical simulations (DNS) of both the RTI and RMI.[131,132]

In those works Youngs presents simulations on the two dimensional instability and,

where available, compares the results to experiment.

Dimonte, Frerking, and Schneider[28] performed two-dimensional simulations on

the RMI as it would appear in the context of experiments at the NOVA laser facility.

Cabot and Cook conducted a simulation on the Rayleigh-Taylor instability in what

remains one of the largest computations of the instability to date at approximately

(3× 103)
3
grid points.[20, 21,26] This simulation took 4.3 days on 32,768 nodes, followed

by another 10.2 days on 65,536 nodes. Making the assumption that “nodes” as used

in that work refers to CPU cores (As opposed to one node having multiple CPUs,

which they do not specify), this corresponds to 4.3∗32, 768+10.2∗65, 536 = 809, 370

processor-days, corresponding to over 2200 years on a single processor, to complete

that simulation.

It is apparent by examining the massive computational cost of the simulations

of Cabot and Cook[20, 21,26] that a flow with a large range of scales that must be

resolved can quickly become computationally intractable. A type of simulation that

lies in the “middle ground” between models of the RMI and DNS simulations is called

Large Eddy Simulation (LES). LES directly simulates the largest scales of the flow

but utilizes a model for the flow motions smaller than the grid scale. This approach

allows a more coarse simulation grid to be utilized which reduces computational cost

while still accounting for the full range of flow motions, but comes with the caveat

that the results for scales smaller than that of the grid are only as accurate as the
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models used. Additionally, poor sub-grid scale models can influence the larger scale

result, making proper selection and tuning of turbulence models critical. Logically,

LES should converge to DNS given a sufficiently high resolution.

Another type of simulation that can be used to lessen the computational cost of

DNS simulations are Reynolds-Averaged Navier-Stokes (RANS) simulations, which

use turbulence models to simplify the computationally intractable problem to one

that can be solved. In contrast with LES, however, RANS simulations only solve

the governing equations for the mean flow, and use turbulence models to describe

the entirety of the turbulent part of the flow. This results in a greatly reduced

computational cost versus DNS, and even a reduction versus LES. The cost to this

approach is that the solutions found using this approach have an increased dependence

on the validity of the turbulence models used.

Youngs also directly acknowledges the utility of models in the simulation of tur-

bulent instabilities, stating in his 1984 work:[131]

The two dimensional calculations of multiple wavelength instability

growth described in sections 2.3 and 3.4 each took about two hours on a

CRAY-I computer. For the more complex geometries present in real ap-

plications, such calculations would be impractical in two dimensions, out

of the question in three dimensions. Simple empirical models are there-

fore needed to assess the effects of interface break up in these situations.

Such a model would not attempt to predict the mixing processes from

first principles. Instead it should be thought of as a way of applying the

results of experiments and computer simulation in simple situations, to

real problems.

The amount of computational power available has undoubtedly increased substan-

tially since Youngs’ work, but a fully resolved three-dimensional DNS simulation re-

mains intractable for even moderate Reynolds Numbers. Kolmogorov’s relationship
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between the smallest and largest scales of a turbulent flow (Equation 2.6) indicates

that the number of points required for a simulation to fully resolve a turbulent flow

of a given Reynolds number grows according to

N ∼
(
L

η

)3

=
(
Re

3/4
L

)3

= Re
9/4
L = Re2.25L

This indicates that a flow with a Reynolds number at the minimum to achieve a

transition to turbulence, ReL ≈ 104,[33] would require N = (104)2.25 ≈ 109 points,

roughly equivalent with the simulation which took 2200 processor-years performed

by Cabot, Cook, Miller, et al.[20, 21] Even though it may be technically possible to

perform these simulations when it previously would not have been due to increases in

memory and computational power, the simulations still take a great deal of time and

resources and so do not allow for the rapid iteration and modification of solutions

which would give them greater utility. Models simplify the problem and allow for

computations to be executed more rapidly, though with the caveat that the models

are only as good as their assumptions and the underlying data used to validate and

tune them.

Turbulence models used in LES and RANS simulations are distinct from models

of the RMI previously discussed, and specifically focus on the description of turbulent

flow motions. Turbulence models are a means to approach the currently intractable

problem of simulating the full range of scales of a turbulent flow by replacing direct

simulation with a simplified model that describes the the flow instead. These models

are arrived at through a myriad of processes and assumptions, and typically contain

undetermined constants that must be “tuned”, and further validated and tested using

experimental data. The RANS equations in which these models are used are derived

by assuming flow quantities consist of a constant mean part and a small, periodically

fluctuating part of the form shown in equation 2.2. The equations of motion can be

manipulated using the Reynolds Decomposition to arrive at the Reynolds-Averaged
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Navier Stokes (RANS) equations,

ρuj
∂ui

∂xj

= ρfi +
∂

∂xj


−pδij + µ

(
∂ui

∂xj

+
∂uj

∂xi

)
− ρu′

iu
′
j︸ ︷︷ ︸

Reynolds Stress


 (3.12)

Of particular note, this process leads to a nonlinear term in the resulting equations

of motion consisting of the average of the product of the fluctuating quantities for

which the other equations of motion do not provide a solution, known as the Reynolds

Stress tensor. Additional equations are needed to “close the system” to determine

these values, and is where turbulence models arise.[94, 102,115]

The field of turbulence modeling is a broad one owing to the wide range of cir-

cumstances in which turbulent flows arise. Further discussion in this work will be

restricted to relevant works in the field of the Richtmyer-Meshkov instability to main-

tain brevity. The closures for u′
iu

′
j can be based on a number of assumptions, but

most commonly for this work is the eddy viscosity model, which in turn relies on the

Boussinesq approximation. This relationship modifies the true viscosity of the fluid

to account for the effects of the flow below the resolved scales.[14] This leads to a

restatement of the Reynolds Stress term as,

Ri,j = −u′
iu

′
j = νt

(
∂ui

∂xj

+
∂uj

∂xi

)
− 2

3
kδij (3.13)

The determination of this eddy viscosity term, νt, can be calculated numerous ways.

This ranges from assuming a simple constant value based on theory or empirical

relations to more complicated models which define eddy viscosity and then model the

transport of quantities that affect it. Notably, because this viscosity term is meant

to model the influence of eddies below the grid scale of a simulation and does not

represent a physical quantity, the viscosity may have a range of values, including

negative values.

Dimonte and Tipton[32] introduced a turbulence model for the RMI based on the

K-L model. A K-L model performs the closure by modeling the behavior of turbulent
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kinetic energy (K) and eddy size (L). In this work they find θ ≈ 0.26. Morgan and

Wickett[83] utilize a third equation to extend the K-L model of Dimonte and Tipton

to a K-L-a model by including mass-flux velocity (a). They assume θ = 0.25 for

the model equation constants and find θ ≈ 0.251 for low Mach number cases and

θ ≈ 0.262 for higher Mach numbers.

Schilling, Latini, and Don[108] and Latini, Shilling, and Don[59] presented work

using 5th and 9th order weighted essentially non-oscillatory (WENO) schemes for a

2D, single-mode RMI flow based on the experiments of Collins and Jacobs[25] as well

as Jacobs and Krivets.[51] In that work they consider the spectrum of enstrophy and

kinetic energy and find Kolmogorov-type k−5/3 type decay at the larger scales, with

k−3 type scaling for smaller scales. Further comparison to these experiments by Latini

and Schilling[57] using two- and three-dimensional simulations and multiple models

were conducted and extended the simulations in to the reshock regime. They found

good agreement between simulations, models, and experiment for early times, but

later times found that the models tended to under-predict the simulation amplitudes

in both incident and reshock regimes. Morán-López[82] performed a RANS simulation

of the RMI using a WENO method similar to Schilling and Latini,[108] where they

find that θ ≈ 0.30 when using the K − ϵ model with standard coefficients.

A multitude of other simulations have been performed using LES and RANS

approaches as well as various numerical methods meant to improve the artificial dis-

sipation in DNS simulations.[44, 121] Tritschler, Hu, Hickel, et al.[122] use an LES

simulation to find the growth exponent (Equation 3.10) to be θ = 7/12 ≈ 0.58 in

the incident shock regime and θ = 2/7 ≈ 0.285 long after reshock. Soulard, Guillois,

Griffond, et al.[112] presents a method for calculating θ for the late-time regime, but

note that the model parameters, while expected to be independent of initial condi-

tions, are unknown and so that value cannot be calculated. Assuming various values

of the unknown constants yields a value of θ of 0.2 ≤ θ ≤ 0.5. The θ-group col-

laboration, which conducted simulations on a standard RMI problem with a diffuse,
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multimodal interface across a host of different codes, found the growth exponent, θ,

to have a mean value of θ ≈ 0.22 with a standard deviation of ≈ 0.01 for the full scale

problem and θ = 0.291 with a standard deviation of σ = 0.025 across all codes used

for the quarter scale problem. All simulations were conducted in the incident shock

regime.[119] Groom and Thornber[43] finds θ = 0.218, and note that a value of θ > 0.5

implies that the Reynolds number increases with time or, if θ < 0.5, decreases with

time.

Quantities such as the total mass of mixed fluid have been used as a metric for

measuring the level of mixing caused by the RMI. The volume fraction of a given

fluid species is defined by Youngs,[133]

fi =
mi/ρi∑
i mi/ρi

(3.14)

where mi is the mass fraction and ρi is the density of the i-th fluid species. Youngs

further defines the molecular mixing fraction for a given line (2D) or plane (3D) in

space located at position x for two fluids as

θ(x) =
f1f2

f1 · f2
(3.15)

where fi is the volume fraction of the i-th fluid species, the overbar denotes an average

along the line or plane, and x is the coordinate perpendicular to the plane of the

interface. Integrating equation 3.15 over the whole mixing layer gives the molecular

mixing fraction for the whole layer,

Θ =

∫
f1f2dx∫
f1 · f2dx

(3.16)

where the integrals are assumed to be over all x, and fi is the volume fraction of

the i-th fluid species, defined in equation 3.14. A situation where there are zero

fluctuations in volume fraction at a given plane will yield θ(x) = 1, i.e., complete

molecular mixing, and θ(x) = 0 if no molecular mixing is taking place, and likewise

for Θ.[133,134] Comparison with experimental data in these cases is difficult, however,
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as concentration data, particularly in three dimensions, is typically not a readily

measurable quantity for experimental configurations. Some experimental techniques

allow for the measurement of concentration in two dimensions, but three dimensional

resolution of a concentration field in experiments remains out of reach[70, 80,81,100,101]
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4. Experimental Apparatus

This chapter will focus on discussion of the dual driver vertical shock tube used in this

work. This will begin with examination of why a novel shock tube design is desirable

versus existing solutions, including what can be gained from a new design. Next, the

design constraints and optimization methodologies will be presented. This will be

followed by the construction of the DDVST, including ways in which the design has

been altered from previous designs to account for new lessons learned. Finally, an

overview of the procedure for running an experiment in the DDVST will be presented.

4.1. Motivation

The present work focuses primarily on the RMI in reshock. This regime has seen a

significant amount of interest in simulation and modeling.[17, 24,79,108,117,118] Although

some work has been done to study the RMI in reshock,[17, 18,52,61,62,109,135] it has

primarily been limited to relatively short times following reshock due to apparatus

limitations. The present work seeks to specifically address the lack of availability of

late-time data on the RMI in reshock. In order to address this gap in the available

data, a shock tube designed with the goals of achieving the longest possible post-

reshock observational window was designed and built. Traditional single-driver shock

tube designs limit the acquisition of late time data following reshock. As a result, a

new shock tube design consisting of two drivers and driven sections was felt necessary

to achieve these goals. The process of designing a novel dual-driver vertical shock tube

(DDVST) will be described in this chapter. This shock tube consists of two vertically

opposed driver sections on opposing ends of two driven sections. The design was

optimized to allow for the longest possible time period for the growth of the RMI

in reshock within the design constraints and physical limitations. This design also
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permits the strengths and relative arrival times of the shock waves generated from the

two drivers to be individually controlled, permitting the post-reshock bulk interface

motion to be specified. Additionally, the length of the incident shock period, and thus

the initial conditions for reshock, are also controllable. This, in turn, allows for new

experimental configurations that are not possible in traditional shock tube designs.

4.1.1. Single Driver Shock Tube Designs

As stated above, the goal of this work is to study the late-time behavior of the RMI

in reshock. This goal is difficult to accomplish using the more typical single driver

shock tube designs utilized in experiments up to this point. Reshock is defined here

as being initiated by the passage of a second shock wave through the interface in

the opposite direction of the first passage. In single-driver shock tubes this second

shock wave is produced by the reflection of the first shock from the end of the test

section which has significant limitations. A convenient way to view the waves in a

shock tube is through the use of an x-t diagram, which shows the position (x) versus

time (t) of waves in the shock tube. An x-t diagram for the single driver shock tube

in our lab is shown in Figure 4.1. This diagram illustrates several major points to a

single driver design, and how such a design leads to a relatively short post-reshock

period. This drawing indicates several important waves present in the tube, as well

as important events which occur during the duration of an experiment. To begin,

the diaphragm between the driver and driven sections is suddenly ruptured, sending

the incident shock wave towards the interface, and an expansion wave in to the

driver. The incident shock wave impacts the interface (a), which results in reflected

and transmitted shock waves. The transmitted shock wave travels through the SF6,

impacting the bottom of the shock tube (b), and reflecting, now traveling back up

the shock tube towards the interface. This shock wave impacts the interface again,

this time from the heavy gas side (c) producing reshock. The reshock interaction
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Figure 4.1. x-t diagram for Air/SF6 in a single driver tube, from Jacobs, 2013,[52]

with modifications for illustrative purposes. (a): Impact of incident shock in air with
interface, resulting in a transmitted and reflected shock. (b): Transmitted shock
reflects off of bottom of shock tube. (c): Transmitted shock impacts interface from
heavy gas, resulting in a transmitted shock wave and a reflected expansion wave.
(d): Reflected expansion wave and/or expansion wave emitted from driver section
arrive at interface, resulting in a secondary acceleration and ending RMI portion of
experiment.

again produces a transmitted shock wave along with a reflected expansion wave that

travels through the SF6, reflecting off the bottom of the tube and returning to the

interface (d). This results in the re-acceleration of the interface, ending the pure

RMI portion of the experiment. It also happens in the specific case shown in Figure

4.1 that the expansion wave reflected from the driver section arrives at the interface

around the same time. This is a product of this particular shock tube design, and is

not necessarily the case with different shock tube section lengths or different incident

shock Mach numbers.

There are several important things to note about the shock tube operating param-

eters as it is illustrated in Figure 4.1. Firstly, the strength of reshock is set directly

by the strength of the incident shock wave owing to the fact that reshock is merely

the returning transmitted shock. This means that the most straightforward way to
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change the strength of reshock also requires changing the strength of the incident

shock at the same time. It should be noted that while there are shock tube designs

that accomplish this in other ways, such as by using compliant materials to absorb en-

ergy from the transmitted shock wave and thus lowering the strength of the reflected

wave,[61, 62] these methods do not one to easily choose the desired reshock strength.

Additionally, the fact that the strengths of the incident and reshock shock waves are

related means that the interface will have a non-zero bulk velocity following reshock.

The non-zero bulk interface velocity following reshock necessitates that the cameras

used to image the instability have a sufficient field of view in order to image the whole

region where the interface will travel during the experiment which in turn results in

an undesirable reduction in image resolution. Secondly, the length of time from the

incident shock to reshock is controlled by the shock tube geometry. This means that

the only way by which the time from shock to reshock can be altered is by altering

either the incident shock wave strength, which also alters the strength of reshock,

or by physically altering the shock tube length. This can be a time consuming and

potentially expensive process, although some designs have addressed this issue by

having the end of the shock tube mounted on an adjustable screw,[61, 62] or using a

false wall to artificially shorten the tube.[109] It can also be observed that the re-

flected expansion wave from the heavy-to-light shock wave impact (reshock, point (c)

in Fig. 4.1) is reflected off of the bottom of the shock tube similarly to the transmitted

shock wave. The time of arrival of this expansion wave is therefore directly related to

the shock-to-reshock time, and so changing the length of the shock-to-reshock time

necessarily also changes the length of the post-reshock observational window.

These complications necessitate an alternative shock tube design if study for a

long period in to reshock is desired with an independently chosen shock to reshock

interval. The present study uses a shock tube design that consists of two shock tube

drivers and driven sections oriented vertically opposed on opposite ends of a test

section in the center. This design allows many of the challenges described in the
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previous paragraphs to be overcome by allowing a controllable time interval between

the firing of the upper and lower drivers which in turn permits the time period from

shock to reshock to be controlled. The two driver design also allows the strength

of the two shocks to be independently controlled. This permits the shock strengths

to be chosen such that the bulk interface motion is halted following passage of the

second shock. Finally, the addition of two drivers allows the the expansion wave from

the arrival of the heavy-to-light shock wave, which reflects off of the end of the shock

tube in a traditional design, to instead simply propagate away from the interface, in

turn permitting a longer study of the RMI in the reshock regime.

Figure 4.2 illustrates the changes in wave behavior in a dual driver design. This

x-t diagram shows that the two drivers are fired at separate times (a, b) in order

to achieve a prescribed separation in their arrival times at the interface (c). The

required separation in driver firing times is determined by the gas properties in the

respective driven sections. Notably, the shock waves and expansion waves that are

both transmitted and reflected by these interactions with the interface are allowed

to propagate down the tube rather than reflecting off the nearby end wall as in the

single driver case, eliminating one of the limiting factors in achieving a long post-

reshock growth period. In this case the shock Mach number have been chosen so

that the interface has zero bulk interface motion following the passage of the second

shock wave, and remains so for some time until the expansion waves which were

emitted from the rupture of the diaphragms reflect off of the ends of the drivers and

return to the interface (d). Notably, careful design of the shock tube that considers

known gas properties and shock-to-reshock times can be used to maximize the post-

reshock unaccelerated period by choosing section lengths such that both expansion

waves arrive nearly simultaneously. The design optimization process that was used for

designing the DDVST used in the present study is described in the following section.
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Figure 4.2. x-t diagram corresponding to a dual driver shock tube, with colors
added for illustrative purposes. (a): Heavy driver is fired first, emitting the heavy
shock wave towards the interface and an expansion wave in to the heavy driver. (b):
The light driver is fired a few milliseconds later, emitting the light shock wave towards
the interface and an expansion wave in to the light driver. (c): The two shock waves
arrive at the interface some time apart. (d): The interface has zero bulk interface
motion following the second shock until the expansion waves reflected from the ends
of the drivers return to the interface.

4.2. Design Optimization

A design optimization was undertaken to facilitate achieving the longest possible

window after reshock in which the RMI is observable. This section will outline the

components used to perform this optimization, including the code used to simulate

the shock tube, the cost function design used for optimization, and enforcement of

parameter constraints. Finally, the results of performing this optimization will be

shown.
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This optimization was accomplished by coupling a numerical solver of the com-

pressible Euler equations with a genetic optimization library.[13] A genetic optimiza-

tion routine was chosen over faster methods, i.e., gradient based, as multiple local

minima may exist in the cost function and it is not known in advance what the cost

function surface will look like. A genetic algorithm requires a greater number of

evaluations of the cost function versus a gradient based optimizer, but can generally

avoid getting “stuck” in local minima.

This design optimization was undertaken for a shock tube which uses Air as the

light gas and Sulfur Hexaflouride (SF6) as the heavy gas. This gas combination

was chosen for a number of reasons. SF6 is a gas that is nontoxic and inert, which

simplifies issues of safety and handling of the gas. It is also relatively inexpensive,

and readily available. SF6 has a density of ρsf6 = 6.17 kg/m3, and Air has a density

of ρair = 1.225 kg/m3. This gives a density of ρsf6/ρair ≈ 5, which yields an Atwood

number of At = 0.67. This large density ratio simplifies the forming of an interface

which is produced by the stable stratification of the two gases. In addition the

relatively large Atwood number produced yields a relatively large instability growth

rate following the passage of the shock wave shock wave.[104]

4.2.1. Simulation Code

The motion of the waves within the shock tube must be simulated in order to pre-

dict the performance of each shock tube design being tested by the optimization

routine. This requires solving the 1D Euler equations. These equations arise from

simplifications to the Navier-Stokes equations, specifically assuming that viscosity is

negligible, but retaining compressibility. This gives rise to the following system of

partial differential equations[27, 45]

∂

∂t




ρ
ρU
ρE


+

∂

∂x




ρU
ρU2 + p

(ρE + p)U


 = 0 (4.1)
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where ρ is the density, U is velocity, E is total energy per unit mass, and p is pressure.

This system of equations is written in conservation form - that is, the quantities within

the time derivative are conserved quantities, and the spatial derivatives represent

fluxes of the conserved quantities. These conservative quantities are the mass per

unit volume, ρ, the momentum per unit volume, ρU , and the total energy per unit

volume, ρE. This gives 3 equations for 4 unknowns, ρ, U , E, and p. The system is

closed using two additional relationships[27, 45]

p =ρRT

E =
p

ρ

1

γ − 1
+

U2

2

(4.2)

Finally, it should be noted that the system as described in Eqs. 4.1 and 4.2 is for

a system consisting of a single fluid. The inclusion of additional fluid components is

accomplished using additional simple transport equations. A system with N compo-

nents will add N − 1 extra equations to be solved. Expressed in the same form as

equation 4.1, these equations are[7]

∂

∂t
(ρYi) +

∂

∂x
(ρUYi) = 0,

∑

i

Yi = 1 (4.3)

Yi represents the species fraction of the i-th species of gas. The final (i = N) compo-

nent is calculated as YN = 1− ∑
i ̸=N

Yi.

There exists a multitude of methods to solve the system of equations shown in

Equations 4.1 and 4.2, ranging from simple single-step methods to more complex

multi-step approaches.[15, 38,94] A particular challenge in solving these equations is that

they can (and, in this case, are expected to) form discontinuities, and these are very

problematic for typical centered finite difference schemes. Solution discontinuities

will result in non-physical oscillations near the discontinuity, also called “ringing”.

As such, special care is needed to maintain a solution that is physically valid in

the vicinity of these discontinuities. There are a number of ways by which this can

be accomplished. One possible way to damp spurious oscillations around solution
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discontinuities is to apply dissipation to the governing equations. At its most basic

level, this can be accomplished by adding a uniform dissipation term to the governing

equations with some coefficient to obtain an acceptable amount of damping. This is

not ideal for a number of reasons, including that artificial dissipation is then added to a

non-dissipative system everywhere, not just in regions with discontinuities, therefore

fundamentally changing the system being solved. Additionally, the choice of the

dissipation constant is arbitrary and involves manual intervention to set properly,

and may not even function as desired for all discontinuities in the solution. A second

approach is to set the dissipation constant as a function of space, with greater values

of dissipation in regions where the solution is discontinuous and lesser values where

the solution is smooth.

The code used for the design of the dual-driver vertical shock tube was developed

in-house by Vitaliy Krivets using a method based on Popov and Samarskii,[95] and

modified for this problem. This method utilizes a space-varying artificial viscosity

with the intent of smoothing solution discontinuities to preserve stability without

affecting the flow as a whole. This does require the selection of a dissipation constant

which is dependent on flow parameters such as the speed of sound and shock wave

strengths. The code was modified as part of the process to integrate it with the

optimization routine to choose this dissipation constant based on a linear interpolation

of values at the lower (M = 1.1) and upper (M = 1.5) shock wave strengths which

showed good behavior of the solution near discontinuities based on the desired shock

Mach number. As an additional check, the outputs of the optimization code were

examined by eye for signs of numerical instability or nonphysical phenomena.

4.2.2. Cost Function

All optimization routines require careful selection and design of the cost function, or

the function to be minimized. The reason for this is that even a perfect optimization
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routine will only find the minima in the cost function that it is evaluating, and this

may or may not correspond to a true minima when evaluated in a physical sense.

Additionally, care must be taken at the boundaries of the solution space that the cost

function does not have discontinuities, otherwise the optimizer may be ”driven away”

from solutions near these boundaries.

The cost function chosen for this design optimization can be expressed in func-

tional form as

G = ∆U∆t (4.4)

where ∆U represents the change in interface velocity imparted by the passage of the

second (reshock) shock wave, and ∆t represents the total time from reshock to the

arrival of the expansion waves at the interface (points (c) to (d) in Figure 4.2). G,

therefore, has units of length. Linear stability theory,[104] as well as some models

of the turbulent RMI,[74] show that the instability should grow linearly in time like

h ∝ ∆Ut. Equation 4.4 therefore can be viewed as giving a rough surrogate of

instability growth during the reshocked portion of the experiment, and so will be

called the growth potential. It is important to note, however, that the purpose of

a cost function of this form is not to attempt to predict the actual growth of the

RMI in an absolute sense as part of the shock tube design. As discussed in section

3.1, analytical models that are simple to evaluate are only valid at early times of the

experiment, and models valid at later times are more computationally expensive to

evaluate, or may involve the use of constants (such as the growth exponent θ) for

which there is not a single agreed upon value. It thus follows that a prediction of the

true width of the RMI mixing layer from equation 4.4 will be inaccurate. The purpose

of having a cost function of the form in equation 4.4 is that it is an easily calculated

value that has physical significance to the problem being studied. Equation 4.4 also

contains both ∆U and ∆t, which allows both the strength of the shock wave as well

as the duration of the resulting experiment to enter in to the optimization. This
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allows the optimization to explore not only the combination of tube lengths that give

the longest post-reshock growth period for a given Mach number, but also whether

a higher (or lower) Mach number would permit experiments with effectively more

growth of the RMI despite lasting a shorter absolute time. In essence, this design

optimization seeks to achieve the greatest possible potential growth of the RMI during

the reshocked portion of the experiment.

The calculation of the cost function requires the determination of both ∆U and ∆t

in equation 4.4. These parameters are found by analyzing the results of the simulation.

The measurement of ∆U from the simulation is accomplished by monitoring the

interface for the initial jump in velocity to detect the initial shock wave impact (∆Us),

and for a second jump (∆Urs) to detect the impact of reshock. The determination

of ∆t similarly depends on the accurate measurement of both the beginning and end

of the reshock portion of the simulation. The beginning of the reshocked portion of

the experiment is easily detected from the second velocity jump at the interface. The

detection of the end of the experiment is slightly more problematic. Experimentation

revealed that trying to detect the end of the experiment by looking for, i.e., a change

in the interface velocity above a certain threshold would lead to the optimizer finding

a set of parameters that would have the interface velocity remain just under this

threshold, such as a configuration where two opposing expansion waves arrive nearly

simultaneously, resulting in their pressure gradients nearly canceling each other and

producing little velocity change at the interface. The design would perform well in the

context of the cost function, but manual inspection would reveal that RMI portion

of the experiment had ended far earlier than the optimizer had determined.

The solution to detecting the passage of both shock waves as well as the end of

the experiment due to the arrival of reflected expansion waves at the interface was

found to lie in the use of Riemann invariants. Riemann invariants remain constant

along the characteristic curves of a given PDE. The passage of these characteristics

through the interface can be detected by monitoring the value of the invariant at the
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interface as the invariant will remain constant so long as another characteristic has

not intersected with the interface. The Riemann invariants, J±, for the 1-dimensional

Euler equations used here are

J± = u± 2

γ − 1
c = u± 2

γ − 1

√
γRT = u± 2

√
γP/ρ

γ − 1
(4.5)

where u is the velocity, c =
√
γRT is the speed of sound, γ is the ratio of specific heats

of the gas, R is the gas constant for the gas, T is the temperature, P is the pressure,

and ρ is the density. There are only three intersections of characteristics with the

interface that are expected: The first shock wave, the second shock wave, and the

arrival of the expansion waves from the driver sections. The first two interactions

will result in a temperature increase (with a corresponding increase in pressure and

density), resulting in the positive and negative invariants (the + and − signs in

equation 4.5, respectively) increasing (+) or decreasing (-). The passage of these

shock waves can be detected by monitoring the value of either invariant separately

for a sudden change in value, or monitoring the difference in the value of the positive

and negative invariants for a sudden change in value, with the latter being the method

used here. A similar process is used to detect the arrival of the expansion wave. In the

case of the expansion wave the pressure, density, and temperature at the interface will

drop, and so the invariants will decrease (+) or increase (-) in value. The expansion

can then be detected by monitoring the difference between the two invariants for

a change above a certain threshold. This works more effectively than monitoring

a quantity such as interface velocity due to the fact that there is no way for two

expansion waves (or two shock waves) to cancel each other in this sense for this

specific problem.1

1A similar result could likely have been achieved by monitoring just pressure, temperature, or
density rather than the invariants. The invariants have the advantage that changes to their values
are tied to the intersection of characteristic waves with the interface, which is what we are actually
trying to detect here.
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4.2.3. Parameters and Constraints

The design optimization was subject to constraints regarding manufacturability, avail-

able space, and cost. The dimensions of the high bay laboratory in which this tube

is operated imposes a constraint that the tube can be no taller than 10 meters when

installed. Furthermore, the requirement that the shock wave be flat and fully formed

before impacting the interface imposes a restriction that the driven sections of the

tube have an aspect ratio, or ratio of tube diameter to tube length, of no less than

20.[93, 130] The inter-shock growth potential, ∆Gs→rs = 0.1, was added as a constraint

as experimentation revealed that leaving this value unconstrained resulted in the op-

timizer often failing to converge, with the constrained value chosen to correspond to

a shock-to-reshock time of ≈ 1.5 ms as observed in single-driver experiments in the

lab at the typical shock wave Mach number of M = 1.2. This required adding the

delay between the firing of the first and second drivers as a new optimization param-

eter in order to enforce ∆Gs→rs as ∆U is fixed by the shock Mach number, leaving

∆ts→rs as the only remaining parameter. Adding this new optimization parameter

was required as attempting to estimate the required driver delay time through the

use of moving shock wave equations proved to be too inaccurate and would not main-

tain the desired value of ∆Gs→rs as section lengths were altered over the course of

the optimization. This disagreement between the simulation and manual calculation

may be due to phase and amplitude errors introduced by the numerical method used

by the simulation code which will result in different shock speeds and strengths as

compared to the 1D calculation, particularly due to the intentionally added viscosity

in order to maintain numerical stability and damp oscillations. Further discussion of

the numerical method is presented in Section 4.2.1.



65

These constraints are specified in functional form as

∑
Li ≤ 10 m (Constraint 1)

LL,drvn/D ≥ 20 (Constraint 2)

LH,drvn/D ≥ 20 (Constraint 3)

∆Gs→rs = 0.1 m (Constraint 4)

(4.6)

where Li is the length of the i-th tube section, LL,drvn and LH,drvn is the length

of the light and heavy driven sections respectively, D is the tube diameter, and

∆Gs→rs is the growth potential from shock to reshock. The implementation of the

aspect ratio constraint (Constraints 2 and 3) is trivial as it is simply a lower bound

on the parameter space, and the CMA-ES library supports imposing these kinds of

constraints directly. The implementation of the total tube length is more difficult as

the optimization code only allows individual parameters to be constrained and does

not permit constraints on combinations of the parameters. These constraints that

are combinations of problem parameters will be referred to as compound constraints

in this work. A first solution to this problem may be to add a check if a compound

constraint is violated and set the value of the cost function to a large negative value to

inform the optimizer that the configuration is not valid. This creates sharp gradients

in the cost function at these boundaries of the problem domain, however, which results

in the optimizer failing to converge or converging to a result that is inconsistent across

multiple runs of the optimizer or physically unrealistic upon inspection.

An alternative approach to enforcing these compound constraints, and the one

utilized here, is to smoothly increase the output of the cost function when a com-

pound constraint is violated as a function of the degree to which the constraint is

violated. One method of accomplishing this is to apply a “penalty” added to the out-

put which increases with increasing violation of the compound constraint. This not

only eliminates sharp gradients at the edges of the problem domain, but also allows

for the constraint to be “soft”. The constraint of a maximum length of 10 meters,
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for example, is based on a measurement of the ceiling of our high bay laboratory and

is an intentionally conservative measurement, so some small amount of additional

space is available. Therefore, this penalty approach still allows the optimizer to find

a design which may only violate the constraint by a small margin but gives a large

benefit to the design. In functional form, this penalty approach was implemented as

G = ∆U∆t︸ ︷︷ ︸
Grs

−
∑

i

Ci(Pi,a − Pi,d)
2 (4.7)

where ∆U and ∆t are the velocity jump and experiment length as described for

the growth potential, and Pi,a and Pi,d are the actual and desired values of the i-th

parameter, P , which has a compound constraint that is to be enforced using this

penalty approach. Ci is an arbitrary constant chosen to ensure that the penalty

increases rapidly enough that the desired constraint is preserved but slowly enough

so as not to drive the optimizer far away from the domain boundaries. Ci has a value

of zero if a constraint is not violated (Therefore eliminating the penalty associated

with that parameter), and is Ci = O(1 × 102) if a penalty is to be applied for a

given parameter. The two compound constraints to which penalties was applied were

Ltot = 10 m and Gs→rs = 0.1 m, which are the maximum allowable length and the

desired growth potential between shock and reshock. The penalty was applied to the

total length constraint only when the total length exceeded 10 m, and was applied to

the shock-to-reshock growth potential for any deviation from the desired value.

4.2.4. Optimization

As described previously, a genetic optimization library written by Benez[13] is used

for this work. A genetic optimizer works by generating a number of “candidate”

designs at each iteration of the optimizer. Each candidate is then evaluated and

ranked using the cost function shown in equation 4.4. This ranking is used to inform

the generation of candidates at the next iteration. This process repeats until the

optimization parameters achieve convergence to a specific value.
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The genetic optimization routine was allowed to run to convergence within the

constraints specified in Equation 4.6. An example of solution convergence is shown in

Figure 4.3. Plot (a) shows the value of G obtained at each iteration of the optimizer,

with the dashed line representing the value corresponding to the best performing

candidate (maximum value of G) at that iteration, and the shaded area representing

the range of values of G found from each candidate design at that iteration. Plot

(b) indicates the values of each section length found versus iteration number, stacked

according to how they would appear in the real tube, starting with the heavy driver

at the bottom. The shaded areas represent the range of section lengths tested at that

iteration, and the dashed line represents the values of section length which corresponds

to the maximum value of G for that iteration. It can be observed that the value of G

increases with iteration number until it approaches a maximum value, and the range

of parameters tested converges for each subsequent iteration as the optimal design is

found.

The optimization was run for each in a set of 5 light shock wave Mach numbers:

ML = 1.1, 1.2, 1.3, 1.4, 1.5 with the heavy shock wave strength chosen to result in

zero bulk interface velocity following reshock. Additionally, each optimization was run

multiple times with randomly chosen initial search location parameters to ensure that

each optimization consistently converged to the same values of test section lengths.

This was done as a sanity check of the optimization routine to demonstrate that small

changes in the initial conditions did not result in wildly different final results. These

optimization runs resulted in 5 different shock tube designs, each optimized to run

at their respective design Mach number. A method was then needed to compare the

designs to select the best design for construction. This was done by taking each design

and testing its performance for each considered Mach number (1.1 ≤ ML ≤ 1.5)

and a range of expected values of Gs→rs (0.05 ≤ ∆Gs→rs ≤ 0.25). This was, in

effect, testing the sensitivity of each design to deviations from its design point to

ensure that changing the experimental parameters would not result in a substantial
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(a) (b)

Figure 4.3. Demonstration of solution convergence versus iteration number for a
single optimization run. (a): The dashed line represents the maximum value of G for
the duration of the experiment obtained at each iteration of the optimizer and the
shaded area represents the range of values of G obtained for all candidate designs at a
given iteration of the optimizer. (b): The corresponding values of test section length,
stacked as they would appear in the constructed tube. Dark shaded areas represent
the range of values of each parameter tested for each iteration of the optimizer and the
dashed line represents the parameter chosen as the best candidate at that iteration.

degradation of shock tube performance. The ML = 1.1 design was discarded as,

while it demonstrated the best performance at its design Mach number, the other

designs outperformed it by a large margin at other Mach numbers. The ML = 1.4

and ML = 1.5 designs were discarded for two reasons. Firstly, as in the ML = 1.1

case, these designs performed their best at their design Mach numbers but did not

perform as well as other designs at different Mach numbers. Secondly, the additional

design and engineering requirements to accommodate the increased pressure from

the stronger shocks, combined with the changes in diagnostic requirements due to the

increased speed at which the experiment would progress in an absolute sense, were

deemed excessive given that there were no plans to operate the shock tube at these

Mach numbers. This left the designs that were optimized for ML = 1.2 and ML = 1.3

as candidate designs. Figure 4.4 shows the performance of these designs for a range

of Mach numbers, with the shaded area representing the performance at a range of
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Figure 4.4. Performance comparison of the shock tubes optimized for shock wave
Mach numbers of ML = 1.2 (Black) and ML = 1.3 (Red). Solid line indicates
performance of design at target value of Gs→rs = 0.1, and shaded region represents
range of performance achieved by varying values of Gs→rs in the range 0.05 ≤ Gs→rs ≤
0.25.

values of ∆Gs→rs at each Mach number.

Examining Figure 4.4, it can be observed that the design optimized for a light

shock Mach number ML = 1.2 performs better for Mach numbers ML < 1.3 while

the design optimized for ML = 1.3 performs better for light shock Mach numbers

ML ≥ 1.3. All currently planned experiments, as well as existing knowledge and

experience, are in the lower end of this range. Therefore, the design optimized for

ML = 1.2 was chosen to be constructed for these reasons. The resultant x-t diagram

is the same as the one shown in Figure 4.2, and is reproduced in simplified form in

Figure 4.5.
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Figure 4.5. x-t diagram for the chosen DDVST design at its design point of ML =
1.2, MH = 1.217, and ∆Gs→rs = 0.1. The interface position is indicated in red, the
heavy shock in green, and the light shock in purple. The time from the impact of
the second shock (Heavy→Light in this case) to the arrival of the expansion waves is
approximately 13 ms

4.3. Construction

The next step in the design process following the identification of an optimum design

was to construct the physical shock tube. The shock tube was constructed out of

aluminum in contrast to the fiberglass construction of previous shock tubes at the

University of Arizona. The shock tube sections are made of 4.0 inch diameter schedule

40 aluminum tube for the driver sections, and square extruded aluminum tubing with

a 3.5 inch inner dimension and a 0.25 inch wall thickness for the driven sections.

The aluminum tubing is stronger and more permissive to modifications such as by

drilling and tapping for installation of pressure transducers, pipe fittings, and other
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instrumentation than the fiberglass composite used in previous tubes. The additional

strength provided by the use of aluminum over fiberglass composite also makes this

design more tolerant to increased shock Mach numbers and less prone to fracture,

cracking, or delamination due to repeated shock loading.

A second change made to the DDVST construction from our previous shock tubes

is the redesign of the diaphragm clamping section that lies between the driver and

driven sections of the tube. This clamping apparatus must be separable to permit the

diaphragms that divide the driver and driven sections for pressurization to be inserted

before the experiment, and for the diaphragm fragments to be removed following the

experiment. The clamping mechanism must also be capable of providing sufficient

clamping force on the diaphragm so that it does not slip out or leak during the

pressurization process. This must be balanced with the desire to make the diaphragm

removal and replacement process as simple and quick as possible. The desire for a

simplified loading mechanism is enhanced by the DDVST’s dual drivers. Previous

shock tube designs used in our laboratory have used a screw mechanism that must

be tightened and loosened using a strap wrench,[109] or a set of hold-down latching

clamps.[52] Both of these implementations were subject to variations in clamping

pressure due to inconsistent torquing of the screw mechanism or deformation of the

latching clamps over time.

For these reasons, the decision was made to update the clamping mechanism in

this design to address these concerns. The clamping design used is illustrated in

Figure 4.6. It consists of a bladder beneath a plastic clamping ring mounted to the

end of the driven section and a mating flange with a rotating aluminum lock ring

on the driver section. Plastic was chosen for the clamping ring due to its increased

pliability as compared to metal, leading to a more airtight seal between the diaphragm

and the clamp ring. A rubber gasket is adhered to the metal flange on the driver

side of the assembly, providing a conformable surface against which the diaphragm

can seal to prevent leaks. The two halves of the assembly can be separated to insert
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Figure 4.6. Mechanical drawing of the clamping mechanism.

or remove diaphragms by rotating the locking ring so as to align the cut out sections

with the guide posts and lifting the driver section with the assistance of a pulley

and counterweight. The two halves of the assembly are loosely held together after

inserting the diaphragm by rotating the lock ring such that the top surface of the

lock ring and the bottom surface of the guide posts are in contact. The bladder is

then filled with pressurized air, pushing the plastic clamping ring upwards into the

mating flange on the driver section which is in turn held against the driven section

by the guide posts. This results in a clamping pressure that is highly consistent both

spatially around the clamping ring, but also from run to run. In practice the clamping

force of this design far more consistent than previous designs. The supply is regulated

to approximately 50 PSI and the clamping disk area is about 48.75 in2, resulting in

about 2,000 pounds of clamping force applied to the flange surface.

Visible in the center of the clamping mechanism in Figure 4.6, particularly in
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the views on the right hand side of the drawing, is the solenoid mechanism used to

puncture the diaphragm to generate the shock wave. The puncturing mechanism

consists of a solenoid with a field point2 that has been ground to have a four-sided

tip which is attached to the tip of the solenoid’s actuating rod. One end of the

solenoid mechanism is threaded, allowing the solenoid and field point tip assembly to

be screwed in to the matching threads in a circular tube with a T shaped profile. This

allows the field point tip to be recessed slightly below the surface of the tube when

the solenoid arm is retracted. This solenoid and tube assembly is then inserted into

the hole in the center of the inner ring of the shock tube clamping apparatus (point B

in Figure 4.6) and retained in place using a circlip. The solenoid has a spring-assisted

retraction so that it can be used with the solenoid and field point tip pointed either

upward or downward.

The clamping mechanism is mated with a redesigned forcing chamber on the driven

side of the clamping mechanism. This redesigned chamber is depicted in Figure 4.7.

A perforated steel mesh ring is installed in a groove where the thin plenum section

opens out to the driven section of the shock tube. This metal ring serves to provide

resistance to the shock wave as it passes this thin section, reducing the disruption of

the flow inside the tube by this forcing assembly. A large cylinder containing a Tang

Band W5-1138SMF 5.25 inch subwoofer is attached to the opposite end of this thin

section. A sheet of perforated steel which has been formed in to a cup shape is installed

between the front of the speaker and the bottom of the thin section, with a thin sheet

of latex rubber bonded to the front of this mesh cup. This cup and rubber assembly

acts as a means to shield the front surface of the speaker cone from the pressure

jumps produced by diaphragm rupture and subsequent shock passages by limiting

the maximum overpressure experienced by the front of the speaker and therefore

reducing damage to the speaker associated with the pressure jumps. The back side

2Field points are a type of arrowhead used for archery target practice. It is usually conical in
shape in contrast to typical arrowheads which have several independent blades
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Figure 4.7. Mechanical drawing of the redesigned forcing chamber.

of the speaker is contained in a sealed cylinder. This was done so that the shock tube

may be operated at an overpressure condition, which requires that the front and back

of the speaker also be maintained at this overpressure condition in order to enable

a full range of motion. Sewell[109] noted that, above a certain amplitude of speaker

displacement, the interface location could briefly reach below-atmospheric pressures,

resulting in outside air being drawn in to the shock tube through the holes at the

interface and interfering with the initial perturbations. Operating the shock tube at

an overpressure condition allows a greater maximum speaker forcing amplitudes to

be utilized before this occurs. The pressure on the front and back sides of the speaker

is equalized through a small hole which is drilled from the thin section, through the
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steel cup, and through the mounting ring for the speaker. This hole is small enough

to allow the front and back sides of the speaker to maintain equal pressure in the

forcing mechanism at normal conditions while limiting the pressure jump inside the

forcing chamber caused by the passage of shock waves during an experiment.

Figure 4.8 shows a Solidworks model of each section of the DDVST design. The

design consists of a 2.246 m long light driver, a 3.204 m long light driven section, a

2.230 m long heavy driven section, and a 2.360 m long heavy driver section, totaling

10 m in length. A 1 m long clear test section is located between the light and heavy

driven sections where the holes for interface formation using the method of Jones and

Jacobs[53] are located. Note that the 1 m test section length results in the aluminum

portions of the driven sections being shortened such that the total distance from the

diaphragm to the interface hole location is the 2.246 m (light driver→interface) and

2.230 m (heavy driver→interface) dimensions being preserved. Also visible are the

redesigned forcing chambers and pneumatic clamping mechanisms located between

the light driver and driven sections, as well as between the heavy driver and driven

sections.

4.4. Experimental Control and Monitoring

The dual driver design requires independent control of each of the two drivers. This

includes monitoring of environmental conditions such as atmospheric pressure and

temperature, calculation of the firing pressures needed for a shock wave of a given

strength from each driver, control of the pressurization of each driver, and control of

the relative firing time between each driver to achieve a desired shock-to-reshock tim-

ing. The experiment is controlled in real time using an Arduino microcontroller con-

nected to a control board designed in-house by Matthew Mokler. This control board

provides an interface between the Arduino and the various hardware components

needed for experimental control, monitoring, and feedback. The board additionally
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Heavy Driver
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Figure 4.8. The sections and final lengths of each section of the DDVST. The
forcing chambers and clamping apparatus are visible between the driver and driven
sections.
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allows for power to be distributed to connected components as required. Figure 4.9

shows an block diagram of the electrical interconnections between the systems in the

DDVST that are used to monitor and control the state of the shock tube. Broadly,

there are two primary electrical systems that serve to control the shock tube and its

operation. The first is the Arduino Due and its connected components. This system

is responsible for monitoring and controlling the state of the shock tube, including

atmospheric pressures and temperatures as well as driver pressures. The individual

components of this system and their functions will be discussed later in this section.

The other primary electrical system responsible for the control of an experiment on

the DDVST is located on the right hand side of Figure 4.9. These components con-

sist of a computer that runs the LaVision DaVis software and a LaVision high speed

controller. This high speed controller is responsible for synchronizing the pulses of

light emitted by a DM-527 Nd:YLF laser with the images taken by the high speed

camera(s). More information on the imaging and illumination systems will be also

be presented later in this section.

Shock tube experiments also require the flow of pressurized gas. This includes the

heavy and light gases used within the shock tube driven and test sections, but also

includes pressurized air that is used for the clamping assembly as well as to pressurize

the driver sections of the shock tube. A block diagram indicating the connections and

flow of these gases is shown in Figure 4.10. Black lines indicate the flow of the building

supply of pressurized air, blue lines indicate the flow of the light gas, and green lines

indicate the flow of the heavy gas. Visible at the top and bottom of this figure are

valves labeled “flush valves”. These are manually operated ball valves that connect

the unregulated high pressure building air supply to a small, angled port at the end

of each driver. This ball valve can be opened to flush the driver sections with a high

velocity jet of air that mixes with and carries out the test gases that have settled to

the bottom of the lower driver at the end of the experiment. These flush valves can

also be used to remove broken pieces of diaphragm which may have fallen in to the
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Figure 4.9. Block diagram depicting electrical connections in the DDVST. Multiple
items grouped inside a larger block indicate components that are located within the
same assembly/physical location.
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driver sections as well.

4.4.1. Arduino Control Subsystem

At the core of the system shown on the left hand side of Figure 4.9 is an Arduino

Due microcontroller. This microcontroller serves as the “brain” of the DDVST con-

trol system. The Due was chosen over other Arduino models as it provides a large

number of digital input/output pins for controlling devices, as well as providing the

ability to output a true analog signal via a digital-to-analog converter (DAC). This

is in contrast with other Arduino models which accomplish a pseudo-analog output

via pulse-width modulation of a TTL-level signal. This PWM approach allows the

Arduino to simulate an analog voltage level output by changing the duty cycle of a

0-5V TTL signal, but will not work for devices that expect a true analog signal, such

as speakers, and so the DAC approach is needed here. The Arduino does not provide

any direct human-readable output. To provide this, a 4 line display to indicate the

values of program variables and measured environmental values is used, together with

a knob to allow input from the user. This configuration allows a user to view the

current status of shock tube components and environmental data, such as whether

the clamping mechanisms are engaged, or the current atmospheric pressure. The user

can use the knob to scroll through different screens to view status information on the

shock tube, as well as to command the Arduino to perform actions such as opening

or closing valves, or to read data from a sensor. The Arduino is responsible for the

monitoring and control of a range of devices installed on the shock tube which are

discussed in the following paragraphs.

Monitoring of the atmospheric conditions around the shock tube is accomplished

through the use of a BMP280 combination barometer and temperature sensor. This

allows the local pressure and temperature in the laboratory to be measured. The

choice for an in-room temperature and pressure monitor was made due to the fact
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that the laboratory in which the shock tube is located is at a slight negative pressure

relative to the rest of the building and is climate controlled. This means that the

pressure and temperature of the room cannot be assumed to be the same as the mea-

sured pressure and temperature as reported by local meteorology services, and may

fluctuate due to many environmental factors. Therefore, a pressure and temperature

monitoring solution in the room provides the most accurate means to measure local

atmospheric conditions and, by extension, calculate the properties of the gases in the

shock tube.

The monitoring of the pressure in the driver sections of the shock tube is accom-

plished through the use of Baratron MKS Micro 892B-27635 pressure transducers

that are attached via tubing to the upper and lower driver sections. These transduc-

ers utilize a thermal element to keep the electronics at a fixed temperature and so

require a 10-15 minute warm up period for their outputs to stabilize. The power for

these pressure transducers is provided by the control board, and their output is in

the form of an analog voltage that corresponds to the measured absolute pressure.

The Baratron readings can be noisy, and so the measurement is smoothed utilizing

an exponentially weighted moving average calculated as

Pi+1 = 0.99Pi + 0.01Pbaratron (4.8)

where Pi is the current pressure average pressure, Pbaratron is the most recent reading

from the Baratron, and Pi+1 is the new average pressure. This averaging process

produces a lag time of approximately 1 second behind the “true” reading.

It is important to note that the Baratron pressure transducers do not typically

indicate the correct atmospheric pressure even after warming up, and so must be

calibrated. This requires knowledge of the state of the atmosphere around the shock

tube. The atmospheric pressure measured from the BMP280 is used to calibrate the

Baratron pressure transducers in order to produce an offset between their indicated

value and the real value. The calibration process takes a set of 100 readings from each
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Baratron over 10 seconds to obtain the current measured pressure for each Baratron,

and generates an offset to the signal from the average value of the measurements

and the atmospheric pressure reading. This offset is then added to any subsequent

Baratron reading to calculate the corrected pressure.

One way the Arduino assists in increasing repeatability of experiments is through

the calculation of required gas parameters to achieve a desired shock wave strength.

The calculation of required driver pressures is handled by the Arduino microcontroller.

A routine calculates the required firing pressure for a given Mach number using the

shock tube equation

p4
p1

=
p2
p1

{
1− (γ4 − 1)(a1/a4)(p2/p1 − 1)√

2γ1[2γ1 + (γ1 + 1)(p2/p1 − 1)]

}−2γ4/(γ4−1)

(4.9)

where p is the pressure, γ = cp/cv is the ratio of specific heats of the gas, and

a =
√
γRT is the speed of sound with gas constant R and temperature T . State 1

is the unshocked driven gas and State 4 is the pressurized driver gas. State 2 is the

post-shock state in the driven gas. Therefore p2/p1 is the strength of the shock wave

in terms of the pressure ratio across it and can be calculated using normal shock wave

gas relations as[6]

p2
p1

=
2γ1M

2
s − (γ1 − 1)

γ1 + 1
(4.10)

where Ms is the Mach number of the shock wave. State 1 is the unshocked driven

gas and State 2 is the shocked driven gas. The temperature and pressure of State

1 is taken to be the same as the atmospheric conditions measured by the BMP280.

The calculation of driver pressures also accounts for the gas pairing between the

relevant driver and driven sections. The driver sections are always filled with air,

and the light and heavy driven sections are filled with the light and heavy test gases

respectively. The properties of a number of test gases including Air, CO2, SF6, and

Helium are pre-programmed into the microcontroller and can be selected separately

for the upper and lower driven sections. The required pressure ratio between the
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driver and driven section can be calculated by first calculating p2/p1 based on a

desired shock wave Mach number, and then calculating p4/p1 from that result. The

required pressure ratio for the desired shock wave strength is then multiplied by the

atmospheric pressure measured by the BMP280 to get the required absolute firing

pressure.

A number of electrically actuated on/off valves are located within the clamping

apparatuses as well as the driver caps for the upper and lower sections of the tube.

These valves control the passage of high pressure air through them, either opening

or closing based on an activation signal sent from the Arduino. The valves located

within the clamping apparatuses are responsible for allowing high pressure air in to

the bladder below the clamping ring which in turn pushes the ring upwards and seals

the shock tube and clamps the diaphragms separating the driver and driven sections

in place. These valves have an exhaust port such that when the valve is deactivated

the pressurized air is permitted to flow back out of the clamp, releasing it. The

valves that are attached to the driver caps are responsible for permitting the flow

of high pressure air in to the driver sections of the shock tube. These valves have

their exhaust ports sealed so that when the valves are deactivated the drivers remain

pressurized. Notably, all of these valves have a physical switch in series with their

connection to the control board. This allows the valves to be “locked out” to avoid

unexpected actuation, or to manually de-activate them, overriding the microcontroller

if required.

Finally, a trigger solenoid is located within the upper and lower clamping assem-

blies. These solenoids drive a shaft with an arrowhead attached to its tip, which

in turn ruptures the diaphragms separating the driver and driven sections. Each

solenoid is driven using a large 0.18 Farad capacitor. This results in a large amount

of current being passed through the solenoid for a short period of time which results

in a large force to deploy the rupturing mechanism which increases repeatability. The

short duration of this current limits any risk of damage to the solenoid coils. The
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capacitor is charged from the control board over about 30 seconds, and is triggered

to deploy the solenoid via a TTL pulse from the controller. As with the valves, the

circuit that charges the capacitors has a physical switch in series which can be used

to prevent the capacitor from charging, ensuring it is not energized when it is not

expected to be.

The Arduino Due’s analog outputs cannot provide enough current to directly drive

the speakers used to impose perturbations upon the interface. This is addressed by

passing the signal output from the microcontroller through a SoundStorm Labs F2.200

audio amplifier, which can provide the necessary current. This now-amplified forcing

signal is then passed through a relay which is normally closed. The speakers are

physically disconnected during an experiment using this relay, which can be actuated

by the Arduino. This is done to eliminate damaging of the speaker drivers due to

eddy currents in the coils which has been found to cause damage to the speaker cones

when the shock wave passes.

The use of an Arduino microcontroller to control the operation of the DDVST

allows for increased repeatability of the experiments conducted in the shock tube.

One way this is accomplished is through phase locking of the forcing signal used to

impose the initial interface perturbations. The is done by having the user specify a

desired phase angle of the forcing signal at which the experiment should be triggered.

The Arduino calculates the initial phase of the forcing signal based on the user-

inputted desired forcing time, forcing frequency, and ending phase. This ensures that

the experiment has been forced for the same number of cycles and ends at the same

phase in every experiment, thereby increasing repeatability.

The Arduino microcontroller is also responsible for controlling the time between

the firing of the two drivers. It is important that the time between the signals used to

trigger the first and second drivers is consistent in order to have a repeatable experi-

ment. Testing has revealed that the puncturing mechanism is fairly consistent, with

the arrival of the shock wave relative to the time of the trigger signal to be repeatable
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within ≈ 100µs across experiments for a single plunger3. Given that the time from

the triggering of the plunger to the rupture of the diaphragm is long, but repeatable,

simply triggering the rupture of the diaphragm with a known temporal separation

will be repeatable so long as the source of the triggering signals is repeatable. The

Arduino controlling the experiment has a clock frequency of 16 MHz, and Arduino’s

documentation states that the delay microseconds() function used to delay the fir-

ing of the second driver is very precise for delays ≥ 3µs where our delays are typically

≥ 100µs. Thus, the triggering signal will be repeatable far more precisely than any

mechanical aspect of the experiment and timing jitter will be primarily influenced by

the mechanical components.

The length of the delay between the firing of the two drivers can be manually set or

calculated. Calculating the required delay between the two drivers uses the method

of Toro[120] together with the known gas properties in the tube and atmospheric

measurements. This calculation can be performed semi-analytically by considering

only the interaction of the first shock wave with the interface, the interaction of

the transmitted first shock with the incoming second shock, and the interaction of

the second shock wave with the interface. This reduces the calculation to only three

interactions, which is easily performed on the Arduino. These interactions can be used

to calculate the time of interaction of the first and second shocks with the interface to

determine what the required driver firing delay must be to obtain a desired separation

in the arrival of the two shock waves at the interface. The delay between the two

drivers is typically first set using the calculated required time between the firing of

the two drivers and then is manually adjusted by running experiments to compensate

for differences between the calculation and in situ results to get the shock-to-reshock

time in the range desired.

Another aspect unique to the dual driver design is that it allows the strength of

3This value was found to depend on a few factors. Further analysis on this result is available in
Appendix A
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both the first and second shock waves to be individually controlled. The calculation

to find what the second shock wave strength must be to achieve a desired post-reshock

interface velocity is performed using the same simplified set of interactions as when

finding the required driver delay time described previously. One complicating factor is

that this process cannot be calculated directly as with the driver delay calculation and

must be done iteratively. Therefore, this calculation utilizes a bisection method root

finding algorithm to determine what the strength of the second shock must be. This is

used to find the post-reshock interface velocity for a given first and second shock wave

strengths. This process is repeated based on the difference between the desired post-

reshock interface velocity and the calculated velocity until the upper and lower bounds

of the estimates are within some tolerance. This process is illustrated schematically

in Figure 4.11. The calculation outlined in Fig. 4.11 assumes M1, the Mach number

of the first shock wave to impact the interface, and the firing delay between the two

drivers, ∆t, to be fixed and M2, the Mach number of the second shock wave to impact

the interface, as the parameter to be found. This process allows for either the heavy

shock or light shock wave to be the first one to impact the interface. The assumption

for this work is that ∆Uf , the post-reshock interface velocity, is ∆Uf = 0. In practice

this calculation will not find the Mach number exactly required to halt bulk interface

motion after reshock due to differences between the ideal calculation and non-ideal

factors in the shock tube such as losses from viscous losses or flow restrictions (e.g.

from the part in the clamping mechanism which houses the solenoid and supports

the diaphragm, cf. Figure 4.6), and so must also be adjusted to account for these

non-ideal factors.

4.4.2. Imaging and Visualization Subsystem

The other important aspect of the DDVST control system is the control of the cameras

and laser used to image the RMI, and the synchronization of this recording system
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with the initiation of an RMI experiment. The components used to perform this task

are depicted on the right side of the DDVST model shown in Figure 4.9. This section

will outline the individual components of this subsystem.

Imaging of the RMI in this apparatus is accomplished through the use of a set

of high speed cameras and a high speed laser system. These components are shown

schematically in the “Mezzanine” and “Laser Dark Room” blocks in Figure 4.9. For

this work two different camera systems are used. One system consists of a set of

four Photron APX-RS Fastcam cameras. These cameras can operate a maximum

resolution of 1024x1024 pixels each at up to 3,000 frames per second, or 1,500 frames

per second in dual frame mode. The second system utilizes a single Phantom V2640

high speed camera that was acquired near the end of the work described in this

document. This camera has a maximum resolution of 2048x1920 at a frame rate of

6,600 frames per second, or 3,300 dual frames per second. The light source for all

experiments is a Photonics DM-527 70W Nd:YLF laser that emits light at 527 nm at

a maximum repetition rate of 10 kHz. The cameras and laser are programmed and

synchronized through LaVision’s DaVis software together with a LaVision high speed

controller. The configuration of the laser and optics is shown in Figure 4.12. This

configuration uses a series of turning mirrors to align the laser beam with the test

section, and to raise the beam to the height of the interface location. A spherical lens

is used to converge the slightly divergent laser beam and results in a narrow beam

profile at the test section. A pair of cylindrical lenses are used to transform the laser

beam in to a sheet of laser light. Two cylindrical lenses are used to achieve greater

beam spread than is possible with a single lens. Additionally, either of the cylindrical

lenses may be removed if additional beam spread is not required, thereby increasing

the illumination of a smaller area of the test section through a lower amount of beam

spread.

The DaVis software allows for the recording sequence used to capture images to be

initiated based on one of several different criteria. The option used here is to initiate
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Figure 4.12. Configuration of the optics for forming a laser sheet. This configuration
is used for all experiments.
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the recording based on the high speed controller receiving a TTL-level HIGH pulse

on its trigger input. In this mode, the recording is armed by clicking the “begin

recording” button in DaVis. At this point, the laser will begin emitting light and

the camera will record images in a continuous loop, though no images will be saved.

A TTL HIGH pulse received on the high speed controller’s trigger input tells the

high speed controller to capture and store the next user-specified number of images

following the receipt of that trigger signal. This approach requires a source for this

triggering signal. This trigger signal may be generated from a range of sources, such as

the trigger signal sent to a driver diaphragm rupturing solenoid, or from the passage

of a shock wave along the tube. The latter is the source of the trigger signal used in

this work as it allows the beginning of the image recording to be synchronized to a

known event in the shock tube. Any of the four PCB Piezotronics 112A22 pressure

transducers installed in the walls of the driven sections above and below the interface

can be used to detect the passage of the shock waves through the tube. The time of

arrival of the shock waves at each pressure transducer can then be used to measure the

shock wave velocity, and from this the arrival time of each shock wave at the interface

location may be calculated. Using these pressure transducer signals as a trigger for

the imaging system allows the determination of the time of each captured image

relative to the time of arrival of the shock waves at the interface to be established.

Two of the four pressure transducers installed in the walls of the shock tube are

located 391 and 615 mm above the default interface location, and the remaining two

are located 804 and 1029 mm below the default interface location. Some experiments,

such as the heavy shock first experiments described in section 5.1.3, required the shock

tube test section be inverted. This results in the initial interface location to be shifted

downward by 406.4 mm, resulting an equivalent change in the distance from the

pressure transducers to the interface location. A digital oscilloscope connected to the

pressure transducers monitors and records the output of the pressure transducers for

determination of the passage of the shock waves. The oscilloscope recording sequence
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is triggered by the passage of a shock wave past one of the four pressure transducers.

The transducer on which the oscilloscope is triggered is dependent on the specific

experimental configuration, and is chosen to be the transducer that will first see the

passage of the first shock wave. The oscilloscope records pressure transducer output

from 2 milliseconds before to 22 milliseconds after the passage of the first shock wave.

The triggering of the oscilloscope by the passage of the first shock wave causes the

oscilloscope to emit a TTL HIGH level pulse on its trigger out connection to the

LaVision high speed controller that triggers the cameras and laser to begin acquiring

images. This ensures that the triggering of the experiments is repeatable and based

on a known event in the shock tube that does not have a dependence on mechanical

jitter such as would be the case if the system was triggered by the signal to fire the

solenoids. The imaging system can also be placed into “random reset” mode which

causes the cameras to immediately begin recording upon receiving a trigger signal

with minimal jitter at the cost that the first 1-2 images acquired typically have an

increased level of noise. This is in contrast to the normal mode of operation where

the actual beginning of the recording only occurs at the next vsync pulse and so the

true beginning of the recording may vary by as much as 1-2 frames. This greatly

simplifies the establishment of a time base for the experiments during processing as

the time of the first captured image relative to the time of the trigger signal is known.

4.5. Experimental Progression

The experimental progression is described below, and is written from the perspective

of a “cold start”, representing the first experiment of the day when all components

have been powered off for some period of time.

To begin, the control board is powered up, which in turn starts the Arduino Due

microcontroller and delivers power to the various valves and pressure transducers

which get their power from the control board. This includes the two Baratron MKS



92

Micro 892B-27635 pressure transducers which are attached to the upper and lower

driver sections. These transducers utilize a thermal element to monitor pressure and

so require a 10-15 minute warm up period for their outputs to stabilize. During

this time other supporting tasks can be completed such as opening the valve to the

pressurized air supply for the clamps, opening the pressurized gas cylinders for the

test gases to be used, and setting the desired shock strengths and timings via the

Arduino’s 4 line screen.

Once the system has warmed up the Baratrons can be calibrated. The Baratrons

typically do not properly indicate room pressure at startup and so are calibrated using

the measured room pressure. This is accomplished by first selecting the “read sen-

sors” option under the “Environment Data” screen to obtain the current atmospheric

pressure and temperature from the BMP280. Next, the “Get PT Offsets” option is

selected from the “Gas Parameters” screen in order to perform the calibration pro-

cess to correct the reading of the Baratron pressure transducers. This causes the

microcontroller to take a series of 100 readings from each Baratron over 10 seconds

to calculate an offset between the Baratron’s measured pressure and the atmospheric

pressure indicated by the BMP280. Due to the fact that this calibration affects the

measurement of driver pressures it is important to only perform this step once the

Baratrons have fully warmed up and come to a stable output.

The laser system and cameras can be powered on and allowed to warm up as well.

This is particularly important for the cameras to ensure that the dark current levels

are consistent as they will shift slightly as the cameras warm up and so would invali-

date a dark calibration taken too early. Once warmed up a dark image calibration is

performed on each camera which is simply a set of images taken with the lens caps

on and the room lights off in order to obtain a measure of image intensity with zero

light which can be subtracted off of the final image. The process of subtracting the

dark image intensity from subsequent images is handled automatically through the

LaVision DaVis software.
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At this point the shock tube is set up and ready to run experiments. Subsequent

runs would return to this point in the process to prepare any further experiments bar-

ring any unexpected changes to the system. A common example of a situation which

may require repeating the system calibration process is the arrival of an afternoon

monsoon which can change the local air pressure and temperature.

The driver section diaphragms are cut from a 2µm thick polypropylene film. The

number of diaphragms used in each section depends on the desired driver to driven

pressure ratio. Ideally the minimum number of diaphragms should be used to fa-

cilitate minimum bursting time while still preventing premature bursting of the di-

aphragm.[130] For the ML = 1.2 experiments presented here a single diaphragm for

each driver is utilized. Once inserted into the tube the pneumatic clamps can be shut

and pressurized to seal the tube. It is particularly important in this apparatus that

the diaphragms be inserted and the clamps closed prior to initiating the flow of gas.

The heavy gas will flow into the lower driver, altering the gas properties within and

thus the resulting shock wave strength if the lower driver is not sealed from the driven

sections prior to initiating the flow of the test gases. This is not as critical in tradi-

tional single driver vertical shock tube designs as the driver is typically located at the

top of the tube and so gas flowing in to the driver is unlikely unless a lighter-than-air

driven gas is used.

The test gases can be flowed into the driven sections once the driver sections have

been sealed. Any particles to be added to the flow for visualization are also added at

this point by energizing the power supplies connected to the nichrome wire seeding

apparatus. The gases are flowed for long enough such that a steady state of the

gas and concentration of particles is reached. This typically takes longer if the light

gas is seeded air as the seeded gas must displace the unseeded gas which is nearly

identical in density. The heavy gas typically reaches a uniform state more rapidly as

it is displacing the air already in the tube. The heavy gases are much more expensive

than the light gas and typically does not require a long time for particle seeding to
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reach a consistent state, so in practice the light gas is allowed to flow for 5-10 minutes

to reach a pseudo-steady state without the heavy gas flowing. Once the seeded air

is visible in significant amounts at the interface the heavy gas is turned on. This

causes the heavy gas to displace the non-uniformly seeded light gas, which has fallen

below the interface location, and force it out of the tube, forming a more uniform

concentration of particles in both gases than if this process was not performed. The

experiment is initiated as soon as the concentration of particles at the interface in

both gases reaches a steady value and no wisps of unseeded air remain.

The pressurization process can begin as soon as the test gases and particle seeding

are deemed acceptable. The pressurization process is initiated by selecting the option

to begin pressurization on the Arduino’s screen. The pressures in the drivers are con-

trolled by individually opening and closing an electrically actuated valve attached to

each driver section to permit additional pressurized air to enter. The microcontroller

opens the valve until the pressure is within ±0.5 % of the desired pressure at which

point it is closed. This threshold is chosen due to the stated accuracy of the Baratrons

of 1% of the pressure reading. The lag associated with the exponentially weighted

averaging of the Baratron data in equation 4.8 results in the pressure in the driver

rising slightly after the valve is closed, resulting in a pressure overshoot and justifying

the decision to close the valve earlier than the desired pressure. The pressure read-

ing in each driver will drop slightly as the diaphragm deforms under pressure, and

so the controller will re-open the valve if the pressure falls out of range. Typically

the diaphragm stops deforming after 1-2 of these cycles and the driver pressure will

reach a steady value. It was found as part of this work that this results in the actual

firing pressure of the light driver being within 0.08% (σ = 0.09%) of the commanded

pressure, and 0.3% (σ = 0.11%) for the heavy driver on average.

Secondary tasks can be completed during the pressurization process, which usually

takes about 90 seconds. The oscilloscope connected to the four high-speed pressure

transducers should be placed in to “single shot” mode at this time. The laser and
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imaging system should be armed to be ready for a signal from the triggering pressure

transducer input to indicate that the experiment has begun. It is important that the

oscilloscope be placed in to single shot mode before the imaging system is armed as the

oscilloscope will continuously output a triggering signal when running continuously.

Failing to place the oscilloscope in to single shot mode before arming the imaging

system will result in the imaging system beginning the recording immediately instead

of waiting for the passage of a shock wave. The solenoids used to puncture the

diaphragms are powered by a large 0.18 Farad capacitor which takes about 30 seconds

to charge, and so these should also be charged during this period.

Once the pressure in both drivers has reached a steady value the system waits

the operator to begin the experiment by selecting the “begin experiment” prompt

on the 4 line screen using the control knob. The experiment is fully controlled by

the microcontroller once the operator initiates the experiment. The pressurization

valves are closed, and the two speakers located next to the upper and lower clamps

are turned on and driven at the specified forcing frequency and amplitude. Once

the designated forcing time is elapsed, the forcing output is halted and the speaker

relay is commanded to disconnect. Once 100µs has passed to allow the speaker relay

to disconnect, the solenoid corresponding to the first driver to be fired is triggered,

generating the first shock wave. The Arduino then waits the specified amount of

time between the firing of the two drivers using delay microseconds() and sends

the triggering signal to the second driver firing solenoid. Both triggering signals are

held for several seconds during the experiment to prevent partial deployment of the

solenoids that could be caused by too short of a triggering pulse. The oscilloscope

connected to the four pressure transducers will be triggered when a shock wave passes

the pressure transducer associated with the oscilloscope channel specified for trigger-

ing. A TTL HIGH pulse will be emitted to the LaVision High Speed Controller at

this time, initiating the experimental recording.

The microcontroller waits 5 seconds following the triggering of the second solenoid
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for the experiment to complete and to allow for the tube to depressurize via the holes

at the interface. At the end of that period the microcontroller depressurizes the clamps

and unseals the tube, and DaVis automatically begins downloading the experimental

images off of the cameras. During this time the laser should be de-energized, the

the shock tube is cleaned of any broken diaphragm fragments, and the test gases are

flushed from the tube using the flush valves. The flush valves can also help to dislodge

pieces of broken diaphragm that may have gotten stuck to inaccessible parts of the

tube walls or that have fallen into the bottom driver sections. This step is important

to ensure that the driver section properties remain consistent from run to run.

At this point the experiment has been completed. The pressure transducer traces

should be saved from the oscilloscope to a USB thumb drive for later analysis to

determine shock wave strengths and timing. The process can be repeated from the

point of replacing the driver section diaphragms if additional runs are to be conducted,

or the system can be shut down at this point by simply powering off the components

and closing the valves from the gas cylinders and high pressure air supplies.
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5. Experiment Description

This chapter will begin by describing the different groups of experiments which have

been conducted as part of this work, including the experimental goals of each group.

Next, information will be presented on the method used for generation of the tracer

particles used to visualize the flow. This will be followed by information on the

process for the calibration and registration of the images captured by each camera.

Finally, information on the two diagnostic methods used, Planar Mie Visualization

(PMV) and Particle Image Velocimetry (PIV) will be presented. This will include

information on image normalization for the PMV experiments, and the method of

vector field merging used for the multiple-camera PIV experiments.

5.1. Experimental Configurations

This section will describe the sets of experiments conducted as part of this work.

Each section will describe the experimental goals of a given set of experiments as well

as hardware configuration, number of runs conducted, and other relevant parameters.

All experiments conducted as part of this work use Air as the light gas and Sulfur

Hexaflouride (SF6) as the heavy gas, yielding an Atwood number of 0.67. The shock

waves have a nominal light shock wave Mach number of ML = 1.17 (σ = 0.007) and

heavy gas shock wave Mach number MH = 1.18 (σ = 0.004), where these values were

determined for each experiment from pressure transducer traces and recorded atmo-

spheric parameters, and σ is the standard deviation across all experiments. These

Mach numbers result in a halted bulk interface motion for all experiments following

reshock. Parameters which are specific to each experimental configuration will be

detailed in the relevant section. More in-depth analysis on each set of experiments,

as well as the analysis of all experiments together, will be discussed in Chapter 6.
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Parameter PMV PIV (Initial)
Imaging Rate 6000 fps 2000 fps, dual frame

Inter-Frame Time - 100µs
Seeding Particles Propylene glycol droplets Propylene glycol droplets

Cameras 1x APX RS Fastcam 1x APX RS Fastcam
Resolution 1024 x 528 1024 x 528

# Experiments 4 6

Table 5.1. Summary of experimental parameters used in the initial DDVST exper-
iments

5.1.1. Initial Experiments

Initial experiments performed in the DDVST had the primary goal to perform valida-

tion of the design of the shock tube. As this was the primary goal, these experiments

were performed with a single camera operating at a low resolution to provide a broad

view of an experiment with a simple setup. Some analysis was performed on these

experiments, with 4 experiments using the Planar Mie Visualization (PMV) diagnos-

tic, and additional 6 using the Particle Image Velocimetry (PIV) technique. Table 5.1

outlines the experimental parameters used for both the PMV and PIV experiments

in this set.

The camera configuration for this set of experiments consisted of a single APX-RS

high speed camera operating at a resolution of 1024x512 pixels. PMV experiments

were recorded at a frame rate of 6000 fps, and PIV experiments were recorded at

2000 fps in double frame mode, with 100 µs between the images in each pair. This

relatively low resolution does allow for a long shock-to-reshock time to be visible with

only a single camera. However, given that the purpose of these experiments was

primarily to simply validate that the shock tube behaves as expected, only a single

shock-to-reshock time was examined.
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Figure 5.1. (a): Initial state of the experiment prior to shock arrival. (b): Exper-
iment immediately following incident shock. (c): Experiment immediately following
reshock. Note that the cameras are stationary and the shock-to-reshock time ∆ts→rs

is small so that the interface does not leave the camera frame.

5.1.2. High Speed, High Resolution Experiments

This set of experiments has the goal of achieving higher spatial resolutions than has

previously been possible while maintaining a high recording frame rate. Greater

spatial resolution allows for a more fully resolved measurement of the spectrum of

turbulent kinetic energy and for examination of the behavior of the RMI at smaller

scales. This is accomplished by zooming each camera in to view half of the test section

width and combining the images from the four cameras in to a single image which

encompasses the whole test section width. The cameras were therefore positioned

such that their fields of view form a 2 x 2 tiled grid, where each camera views 1/4 of

the total area of interest. This resulted in a relatively small viewable area which means

that only a relatively short period of time between shock and reshock is visible due to

the bulk motion of the interface in the incident shock regime, and so these experiments

focus on the RMI with a very short shock to reshock time of 0.14 ≤ ts→rs ≤ 0.96 ms,

and with the light shock arriving first. This arrangement is illustrated schematically

in Figure 5.1.

This experimental configuration had the requirement to position the physical view-

ing areas of each camera so they possess sufficient overlap such that the PIV vector
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field from each camera can be smoothly merged into a single combined PIV vector

field. This is made difficult by the fact that each camera’s view covers an area that

is effectively only half the width of the test section in both width and height. This

viewing area is much smaller than the size of the camera body, indicating that under

no circumstances can the cameras be moved close enough together to have their views

overlap while keeping the viewing angle normal to the laser sheet so as to keep the

whole of the light sheet in focus as required for good PIV results. This constraint

necessitated the design and construction of an apparatus to turn the views of each

camera such that they have sufficient overlap to later allow them to be merged in to

a single combined vector field. The task of overlapping the four camera views was ac-

complished through the apparatus shown in Figure 5.2. This apparatus consists of a

set of four ”turning mirrors”, one for each of the four cameras. These turning mirrors

redirect the views of the two vertically coincident cameras onto a single, larger mirror

located between the upper and lower sets of cameras. This results in two images, one

for each of the upper and lower pairs of cameras, with the left and right cameras in

each pair sharing a small overlap. These two larger mirrors then redirect the upper

and lower camera pair views in to a single, 2 x 2 tiled image.

This configuration is a unique one to shock tube experiments as the DDVST design

allows for the bulk movement of the interface to be halted following the second shock.

This means that the cameras can be zoomed in as close as possible so as to resolve

the greatest possible range of scales while still maintaining the long post-reshock

observation window that the tube was designed for. Each resulting PIV image is

processed separately and then merged in to a single vector field at each time instant.

The merging process is described in section 5.5.1. A table of experimental parameters

for this set of experiments is shown in Table 5.2.
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(a) (b) (c)

Figure 5.2. Apparatus for combining the views of four cameras for the high speed,
high resolution experiments. (a): Isometric view of whole apparatus. (b): Zoomed in
frontal view, showing mirrors which combine the two horizontally opposed cameras
on to a single mirror. (c): Zoomed in side view, showing mirrors which combine
upper and lower camera pairs.

5.1.3. Experiments on the Influence of Shock-To-Reshock Time

This set of experiments seeks to examine the influence of the length of time from

shock to reshock on the behavior of the RMI in reshock. This setup has traded the

2x2 tiled grid for a 4x1 stacked array of cameras. This decreases the spatial resolution,

but permits an increased allowable range of time between shock and reshock. The

specific parameters used are similar to those used in the high resolution experiments,

and are outlined in Table 5.3.

The camera arrangement used for this set of experiments is illustrated in Figure

5.3. This configuration makes use of the DDVST’s clear test section to allow the

cameras to be oriented on both sides of the test section. This allows the vertical

arrangement of the cameras to alternate on horizontally opposing sides of the test

section. This, in effect, allows each camera to have sufficient physical spacing to view

its part of the experimental area of interest without requiring elaborate methods to

combine the camera views as was required in Section 5.1.2.
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Parameter Value
Imaging Rate 1500 fps, dual frame

Inter-Frame Time 100µs
Seeding Particles Propylene glycol droplets

Cameras 4x APX RS Fastcam
Resolution (each) 1024 x 1024
# Experiments 21

∆ts→rs,min 0.14 ms
∆ts→rs,max 0.96 ms

PIV vector field size 480 x 480
PIV vector spacing 0.18 mm

Table 5.2. Summary of experimental parameters used in the high resolution DDVST
experiments

Figure 5.3. Camera configuration for the experiments on the influence of shock-
to-reshock time on the RMI. The views of each of the four cameras are shown as
indicated, and the green line represents the laser sheet.
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Parameter Value
Imaging Rate 1500 fps, dual frame

Inter-Frame Time 100µs
Seeding Particles Propylene glycol droplets

Cameras 4x APX RS Fastcam
Resolution (each) 1024 x 1024
# Experiments 58

∆ts→rs,min -4.02 ms
∆ts→rs,max +3.85 ms

PIV vector field size 874 x 231
PIV vector spacing 0.37 mm

Table 5.3. Summary of experimental parameters used in the shock-to-reshock in-
fluence DDVST experiments

In this set of experiments the continuously variable nature of the triggering time

between the two drivers is heavily utilized. A schematic illustration of the effective

camera image layout is shown in Figure 5.4 and experimental progression is shown

in Figure 5.5. As noted in the previous chapter the DDVST has the capability of

performing experiments having the initial shock coming from either the light gas or

the heavy gas. Most of the previous work on the RMI has been in the light shock

first case. Therefore, a positive shock-to-reshock time is defined as the shock from

the light gas impacting first followed by the shock from the heavy gas. Conversely,

a negative shock-to-reshock time is defined as the shock wave from the heavy gas

impacting first followed by the one from the light gas.

Experiments were conducted in both the light-shock-first and heavy-shock-first

configurations. The shock tube test section was inverted and the cameras reoriented

between the two sets of experiments. This step was done due to the expected bulk

translation of the interface in the incident shock regime. The interface holes drilled

in the test section are located nearer to one end of the test section which gives a

long span between the interface holes and the end of the test section on one side

of the interface with a correspondingly shorter span on the other. The test section

can therefore be oriented (and the cameras reoriented such that the initial interface
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Figure 5.4. Layout of the two shock-to-reshock influence study configurations. The
corresponding initial interface locations and camera view areas are indicated.

location is visible in each case) such that the interface will always travel in to this

longer section, in turn allowing for a longer range of shock-to-reshock times to be

observed regardless of the order of arrival of the shock waves. This allowed for a

range of shock-to-reshock times of −4.02 ≤ ∆ts→rs ≤ 3.85 ms.

5.1.4. Experiments Near Zero Shock-To-Reshock Time

The primary goal of these experiments was to return to the high speed, high resolution

experiments described in Section 5.1.2. A Phantom V2640 high speed camera was
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Figure 5.5. Progression of an experiment in the shock-to-reshock time influence
experiments. The experiment begins with arrival of the incident shock at the interface
(Left) and is followed some time ∆ts→rs later by arrival of reshock which halts the
bulk interface motion (Right). This time can be controlled to achieve a range of
shock-to-reshock timings, including reversing the order of arrival of the shock waves.

acquired near the end of this work which permits these experiments to be conducted

again with an improved diagnostic. The V2640 camera has greater image sensitiv-

ity and a higher overall framerate and twice the resolution of the Photron APX-RS

cameras. The v2640 has a maximum resolution of 2048 x 1920 pixels at a frame rate

of fmax = 6600Hz. This is as compared to the APX-RS with a maximum resolution

of 1024 x 1024 pixels at a frame rate of fmax = 3000Hz. This means that one v2640

can effectively replace four APX-RS cameras and still have higher frame rate with

greater sensitivity. The effect of these improvements are improved experimental di-

agnostics, reduced measurement noise, and elimination of errors associated with PIV

field merging with a greatly simplified setup. Figure 5.6 shows the change in exper-

imental configuration with this new camera relative to the previous high resolution
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Figure 5.6. Change in configuration from initial high resolution experiments utiliz-
ing four cameras (left) to these experiments utilizing a single higher resolution camera
(right). Note that the vertical area of interest has been increased at the cost of some
resolution in order to address the issues of the mixing layer drifting out of frame
observed in the initial high resolution experiments.

experiments.

The improved capabilities of the new V2640 camera also required the methods

for capturing PIV images to be reevaluated. The V2640 is capable of its maximum

resolution at nearly double the framerate of the Photron APX-RS cameras. It was also

desired to increase the vertical field of view slightly from those of the 4 camera, high

resolution experiments. This was done to address an issue which was observed with

the 4 camera, high resolution experiments, where the very small viewable area often

resulted in the edges of the RMI mixing layer leaving the camera views before the

end of the experiment. This effectively shortened the usable part of the experiment

and reduced one of the key advantages to the DDVST design. This shortcoming

made the slight decrease in spatial resolution an acceptable compromise to regain the

long post-reshock observational window. Increasing the vertical field of view for these

experiments required backing the camera slightly further away from the test section.

This led to the horizontal camera resolution being slightly reduced from the cameras

maximum of 1920 pixels down to 1536 pixels.

One benefit of this reduced horizontal field of view is that it allowed the camera to
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Figure 5.7. Schematic representation of (a) “traditional” dual-frame PIV, with two
images taken some time dt apart, but a longer (1/f ≫ dt) period of time between
each pair. (b) Sequential PIV, where one PIV vector field is generated from two
sequential images.

operate at a higher frame rate of f ≈ 7500Hz due to the decreased image size. This

increase in frame rate in turn allowed switching from the “dual frame PIV” operation

mode as has been used in previous experiments in this work to a “sequential PIV”

mode. Sequential PIV differs from the dual frame PIV used up to this point in that it

calculates velocity fields using sequential images in a time series as the two frames in

the image pair instead of capturing a series of two images closely spaced in time with a

longer time between each pair. This is shown schematically in Figure 5.7. Sequential

PIV allows the calculation of PIV images at a much higher frame rate than initially

possible, but comes at the cost that the inter-frame time, ∆t is now a direct function

of the imaging frame rate and is not directly controllable. Fortunately, as shown

in Figure 5.12, the output and error rate of the PIV algorithms used in DaVis are

relatively insensitive to changing the inter-frame time within a small range. The new

frame rate of fnew ≈ 7500Hz corresponds to an inter-frame time of ∆t ≈ 133µs, which

is within the range of ∆t in Figure 5.12 which showed no significant degradation in

PIV quality.

Another goal of this group of experiments is to return to the short shock-to-reshock

spacing that was initially examined by the experiments in Section 5.1.2. This serves

to fill in the gap in experiments with a short shock-to-reshock time that was not
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Parameter Value
Imaging Rate 7500 fps, single frame

Inter-Frame Time 1/7500 ≈ 133µs
Seeding Particles Propylene glycol droplets

Cameras 1x Phantom v2640
Resolution (each) 1952 x 1536
# Experiments 10

∆ts→rs,min -0.76 ms
∆ts→rs,max +0.87 ms

PIV vector field size 473 x 327
PIV vector spacing 0.26 mm

Table 5.4. Summary of experimental parameters used in the near-zero experiments

captured by the experiments described in Section 5.1.3 while also improving upon

the results of the previous near-zero shock-to-reshock time experiments. This set of

experiments specifically focuses on capturing experiments with a very short shock-

to-reshock time in both the case where the light shock arrives first, and in the case

where the heavy shock arrives first. A summary of experimental parameters is shown

in Table 5.4. The camera was re-oriented for the light shock first and heavy shock

first experiments as was done for the shock-to-reshock study experiments described

in Section 5.1.3.

5.2. Flow Tracer Particles

The two gases used in this work are Air and Sulfur Hexaflouride (SF6). Both of these

gases are colorless, and so one or both gases must be seeded with tracer particles

to allow for the gases to be visualized. The seeding of a gas entails mixing tracer

particles with the gas stream that will follow the motion of that gas. This has been

done in the past in our lab using incense smoke,[52, 84,85] or condensed droplets formed

from a mixture of vegetable glycerin and propylene glycol droplets.[109,110] The seed-

ing particles for the initial set of experiments described in Section 5.1.1 consisted of

a 50/50 mixture of propylene glycol and vegetable glycerin. In all subsequent ex-
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Figure 5.8. Schematic representation of the seeding apparatus used for this work,
with gas path indicated using a red arrow.

periments droplets consisting of pure vegetable glycerin were used. The change from

the 50/50 mixture to pure vegetable glycerin was made following the discovery that

the particles generated when using the 50/50 mixture had a tendency to evaporate

during the reshock portion of the experiment. This resulted in an unacceptable loss

of scattered light intensity during the course of an experiment. The higher boiling

point of pure vegetable glycerin resulted in particles that do not evaporate as readily

as those made from the 50/50 mixture and alleviated this issue. Further discussion

on this evaporation issue is presented in section 5.4.1.

The particles in this work are generated using a seeding device conceived and

constructed by Sewell.[109] The device consists of a heated nichrome wire coil wrapped

around a glass wick in a shallow bath of the seeding fluid being used over which the

gas is flowed. A schematic depiction of the seeding apparatus and the gas flow is

shown in Figure 5.8. According to Sewell,[109] the device heats the fluid contained

within the wick and produces a locally saturated vapor. This vapor then cools as it
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leaves the flask resulting the seeding fluid condensing in to droplets. These droplets

have a mean diameter of ≈ 2µm as measured using the acceleration of particles in the

flow. This measurement was performed by measuring the time it takes for particles

to approach the free stream velocity following the passage of a shock wave. The rate

of acceleration of the particles, as measured by their velocity from PIV analysis, is

related to the mass of the particles, and therefore their diameter.[2] Knowledge of

the rate at which the particles approach the freestream velocity following a shock

allows one to calculate the average diameter of the particles. Further discussion on

the details of this method are given by Sewell,[109] which was in turn based on the

Stokes drag model outlined by Adrian.[2]

5.3. Image Calibration and Registration

The images captured by any camera do not typically contain information associated

with the physical scale, extents, and origin of the viewable area, or their position

relative to any other cameras in use. These corrections are critical in establishing

physical scale and position for images taken by each camera. PIV, in particular, can-

not function without a valid calibration established for each camera. This coordinate

data may be established through a calibration process. This is performed in this work

by taking an image of a calibration target consisting of a planar plate with dots of a

known size and spacing located at regular intervals across its face. DaVis can then

analyze this image to determine a function that corrects the image for tilt, roll, and

yaw of the image, in addition to removing the effects of distortion due to the camera

lens in use. This calibration plate can also be used to establish the relative physical

coordinates of each camera in space, i.e. to indicate that one camera is looking at a

view that is located x millimeters to the left of another.

The calibration process for each camera also produces a “scale factor” for the im-

age in each camera. This scale factor arises from the fact that the relative positions
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of each camera result in the physical size of a single pixel as projected on to the laser

plane to be different depending on the distance from the image sensor to the laser

plane. The scale factor indicates the physical size that a single pixel in an image

represents, and is expressed in pixels per unit length, typically pixels per millimeter

in DaVis. It can be imagined that cameras with vastly disparate scale factors would

produce images that are difficult, if not impossible, to directly compare due to differ-

ences in the coordinate systems of the cameras, as well as in terms of the size of flow

features that an image may resolve. This problem becomes especially pronounced

with configurations where the images or PIV results from each camera are desired

to be merged in to a single image. Cameras with disparate scale factors will have

to have their content interpolated on to a new grid in order to merge them, which

results in undesirable inaccuracy. As a result, it is important that the scale factors of

each camera match as closely as possible to minimize this discrepancy and thus also

minimize the need for interpolation. This was accomplished through iterative cali-

bration of the cameras. Each camera would be aligned with the test section, focused,

and calibrated. DaVis then indicates a resultant scale factor for each image. These

scale factors are compared, and the cameras with disparate scale factors are adjusted

to bring them closer to the group scale factor. This process is repeated until the scale

factors have a maximum disagreement of ≤ 0.05 px/mm.

Another consideration for the registration and calibration of each camera is asso-

ciated with the fact that it may be desirable to have the cameras not view the test

section from the same side of the tube, such as the experiments described in Section

5.1.3. Each camera must be able to calibrate from the same set of points as every other

camera so that the absolute positioning of each camera relative to the rest can be

accurately determined. The calibration plate used for registering the cameras cannot

be a simple plate with the same pattern of dots printed on both sides as this does not

guarantee that the dots are physically co-located on the front and back of the plate.

Image (a) of Figure 5.9 illustrates this issue schematically. Successful calibration and
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(a) (b)

Figure 5.9. Schematic representation of a two sided calibration plate. (a) Printing
a pattern independently on the front and back of the plate can result in misalignment.
(b) A grid of holes cut in a thin sheet guarantees the pattern is co-located on the
front and back surfaces.

registration of multiple cameras when viewing the same object from opposing sides

of the test section required the creation of a calibration plate which guarantees that

the reference points are physically coincident on the front and back of the plate. This

is shown schematically in image (b) of Figure 5.9. This was accomplished by laser

cutting a calibration pattern in the form of a regular grid of holes in a 0.05 inch thick

sheet of aluminum. A thin calibration plate is required so that the front and back

surfaces of the plate are essentially co-planar, meaning that cameras focused on each

surface view the same plane in space. This requirement results in a sheet which is not

stiff enough to remain planar under its own weight, and so the plate was also designed

with stiffening braces attached to the outside perimeter to keep the calibration plate

planar.
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5.4. Planar Mie Visualization (PMV) Diagnostic

This section will describe the PMV technique, which was used for several experiments

in the early stages of DDVST testing. These experiments are outlined in Section 5.1.1.

While this technique did not see extensive use in this work outside of these initial

experiments, it is still valuable to outline the process and procedures used. This

section will begin by outlining the goals and considerations for a PMV experiment.

Information on the process of image normalization for these experiments will also be

presented.

The ultimate goal for images captured using the PMV technique is to achieve a

quantitative relationship between scattered light intensity as received by the camera

and the concentration of one of the two gases at that location.[123] The PMV di-

agnostic functions by seeding one of the working gases with a tracer particle. The

concentration of seeding particles should be high enough to appear as a continuum,

rather than individually resolvable tracer particles. To accomplish this, one of the

two test gases is seeded with a tracer particle prior to entering the shock tube driven

section, while the other gas remains unseeded. The two gases can then be illuminated

using a laser light sheet and imaged with a camera. The resulting image intensity

will be high in regions where the seeded gas is present, and low in regions where

the unseeded gas is present. The illumination varies between the lowest and highest

intensities where a mixture of the two gases is present.

The desired concentration of seeding particles is a function of a multitude of

factors including the available light and the sensitivity of the cameras being used.

It is preferable to have the concentration of the seeding be as low as possible while

still achieving the desired continuum of seeding particles (as opposed to individually

identifiable particles) and allowing adequate light to be collected. This is desirable

as excessively high seeding density can alter the characteristics of the test gases, as

well as foul the test section walls and tubing. Coalescence of particles can also be an
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issue in cases with extremely high seeding concentration. The particles can merge,

forming larger and larger particles which less faithfully follow the flow.[1, 2]

5.4.1. Image Normalization

The images captured by the imaging system during an experiment with the PMV

technique has scattered light intensity that is non-uniform in space, resulting in non-

constant scattered light intensity in regions where it is logically expected to be uni-

form. This is due to a number of factors, including the spreading of the laser light

sheet, the absorption of the light, and the angular dependence of light scattering.

This indicates the necessity of normalizing the raw images to achieve a quantitative

relationship between image intensity and gas volume fraction. This normalization

process requires the acquisition of images which represent the shock tube when filled

with 100% unseeded gas, and 100% seeded gas. These images, called the “dark refer-

ence image” and “light reference image” respectively, can be captured as part of the

experimental process.

The dark reference image is typically acquired with the lens cap on the camera.

The dark reference image may be acquired and stored as a regular image which may

be loaded during post processing. It may alternatively be acquired by using the

“dark subtraction” function of DaVis. The latter option takes a series of images to

get an average representation an image with no light and subtracts that value from

every subsequently captured image. This results in every image being automatically

calibrated for the zero-light signal level, but does not provide an independently usable

image representing the dark image.

There are multiple ways in which the light reference image can be acquired. One

technique is to fill the shock tube completely with the seeded gas and illuminate it

with the laser in order to capture an image representing the scattered light intensity

of the tube filled purely with the seeded gas. This image will capture the spatial
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Figure 5.10. White reference image for the PMV Experiments. Note the non-
uniform illumination intensity which is captured by this image.

non-uniformity of scattered light intensity as seen by the cameras, although it will

not accurately correct for Beer’s law absorption. The light reference image used for

the PMV experiments presented in this work is shown in Figure 5.10. This image

illustrates how the light reference image captures artifacts such as non-uniform light

intensity, allowing them to be accounted for during post processing.

The normalization of the images can be performed using the captured dark and

light reference images. This normalization is calculated pixel-wise using the dark and

light reference images using

In =
Ir − Id
Il − Id

(5.1)

where the subscripts n, r, d, and l correspond to the intensity of the normalized, raw,

dark, and light images respectively. Note that the dark image, Id, will be automati-

cally included in the raw and light images if DaVis’ “dark image subtraction” method

was used instead of capturing a dark reference image directly. The raw image should,

ideally, be no darker than the dark reference image where the purely unseeded gas

is present, and should be no brighter than the light reference image where purely

seeded gas is present. In practice, however, there will be parts of the image where
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the captured value falls outside of these minimum and maximum values. A primary

reason for this is that the passage of the two shock waves through the test section

results in a compression of the gas. This, in turn, results in an increase in illumi-

nation intensity at a given pixel beyond what was captured in the light reference

image. The non-uniformities in the laser sheet may still be removed by the white

calibration image as these will not change with gas compression, but individual pixel

intensities in the shock compressed regions of the raw image will be higher than the

uncompressed pure gas pixel intensities in the calibration image. In other words, the

light calibration image alone will yield seeded gas concentration values greater than

unity once the shock waves compress the gas.

In addition to the challenges posed by a spatially non-uniform scattered light

intensity, it was also observed that the scattered light intensity also varies over time.

The raw images from experiments utilizing the PMV technique show a unexpected

decrease in image intensity during most of an experiment and that this decrease

is suddenly reversed once the expansion wave arrives. The average pure gas pixel

intensity for a single experiment in the reshock regime is shown in Figure 5.11. A

jump in light intensity as a result of the compression of the gas by the shock waves is

observed. The average pure gas illumination intensity then decreases with time over

the duration of the experiment. The average illumination intensity then increases

once the expansion waves arrive. The fluid used to form seeding droplets used for

these experiments was the same 50/50 mixture of propylene glycol and vegetable

glycerin that was used by Sewell.[109] It is important to note that propylene glycol

has a boiling point of ≈ 186o C, while vegetable glycerin has a pointing point of

≈ 280o C.[19] 1D gas dynamics calculations indicate that the temperature of the air

in the shock tube approaches 80o C following passage of the second shock wave.

It is hypothesized that the decrease in scattered light intensity over time is due to

the evaporation of the droplets in the seeded flow during the hottest parts of the

experiment, followed by a re-condensation of particles when the expansion waves cool
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Figure 5.11. Average pixel intensity of the pure gas versus time for one experiment
with CO2 as the heavy gas. A jump in average illumination intensity is observed
following the shock waves, followed by a decay due to evaporation. The illumination
increases again following the arrival of the expansion waves, resulting in a cooling of
the gas and resulting condensation of the particles.

the gas which results in an increase in scattered light intensity. As evaporation is

believed to be the primary driver of the decrease in illumination intensity over time,

logically, using a fluid with a higher boiling point should alleviate this issue. Changing

the seeding fluid to pure vegetable glycerin alleviated this issue to the degree that

it is no longer perceptible during the duration of an experiment. It is thought that

this effect was also present in the work of Sewell,[109,110] but was negligible due to

that work having been primarily carried out in the incident shock regime and that

the reshocked portion of the experiment is significantly shorter compared with the
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present work.[109]

The decrease in scattered light intensity over time due to particle evaporation

required a slightly more complicated image processing strategy than simply utilizing

a single dark and light calibration image as described. Each image first has the light

and dark reference images applied to remove spatial non-uniformity in scattered light

as seen by the cameras. A second calibration pass is performed by taking the average

illumination intensity in a region known to consist only of purely seeded gas, and

another from a region known to consist of only unseeded gas to obtain image-wise

white and dark calibration values, respectively. The same calibration process outlined

above, utilizing equation 5.1, is repeated with these values. Any pixel values above

1.0 or below 0.0 are clamped to the range 0.0 ≤ I ≤ 1.0. This results in an image

whose intensity varies from 0 to 1, with 0 representing a location containing entirely

unseeded gas and 1 representing a location containing entirely seeded gas.

5.5. Particle Image Velocimetry (PIV) Diagnostic

This section will outline the Particle Image Velocimetry technique used for most of the

experiments in this work. It will begin with an explanation of the basic principle of

operation of PIV. The sensitivity of results to changing the length of time between the

two frames captured for PIV analysis (i.e. the inter-frame time) will be presented.

Finally, the technique used to merge the PIV vector fields captured from multiple

cameras in to one resultant vector field will be presented.

The particle image velocimetry technique employs the use of two images taken

with a known temporal spacing. The flow is seeded with particles which are small

enough to trace the important motions of the flow while remaining large enough to

be visualized. Particle image velocimetry techniques require that individual particles

be visible in the captured image, and excessively high particle densities can make

distinguishing one particle from its neighbors difficult. The ideal density of seeding
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for PIV is with 8-10 particles visible per interrogation window.[1, 2] Too few particles

can prevent PIV correlation algorithms from functioning due to a lack of data, and

too many can cause many spurious correlations and inaccurate results. It is also

important that these particles remain as small as possible while being large enough

to scatter sufficient light to be visualized. This is important as tracer particles that are

too large may not follow the flow as expected, a particularly important requirement

for turbulent flows.[2]

The images captured from the cameras are then sub-divided in to “windows”, and

the window in the first image is correlated against pixels in the same neighborhood in

the second image. This results in a correlation peak which is located at the position

where the particles have traveled to in the time between the first and second images.

This allows for the motion of a cluster of particles to be traced through time, and when

repeated for many windows over the whole image will result in a recreation of the

vector field of the flow. The technique used in this work results in a two-dimensional

flow field, but techniques do exist to reconstruct the field in three dimensions.[2]

A wide assortment of techniques for improving the results of PIV exist. LaVi-

sion’s DaVis software used in our lab and for these analyses contains an “adaptive

PIV” algorithm. This algorithm functions by starting the calculation process with a

window size that is larger than that of the final desired window size. The flow field is

obtained for each window size before splitting the window in to quarters to repeat the

process. At each level the windows are deformed - as opposed to simply translated -

in accordance with the information obtained in previous iterations. This allows the

windows to deform according to the flow characteristics which in turn lessens the

likelihood of false or spurious correlations.[2, 109]

The techniques discussed above are sensitive to the value of the inter-frame time,

or the time between the two images in each PIV pair. Quality of the results is

dependent upon having an inter-frame time that is long enough that motion can

be perceived, but not so long that the particles present in the window in the first
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image have completely left the plane of the image or are otherwise lost or become

indistinguishable from the rest of the particles. There is thus an optimization process

to ensure the best possible choice is made for a given experiment.

To perform this optimization, a set of experiments with a variety of inter-frame

times was run and the quality of the results were analyzed. This was done in two

ways. First, the average value of the peak ratio through time for different inter-frame

times was examined. The peak ratio is the ratio of the correlation peak associated

with the chosen vector to the next highest peak. This can be viewed as the PIV

equivalent to signal to noise ratio. The other metric by which the quality of PIV

results may be assessed is the vector choice. DaVis’ PIV algorithm calculates and

saves the first several correlation peaks corresponding to a particular possible vector

choice and then will replace vectors with the alternate choices during postprocessing

if a vector is detected as an outlier to its neighbors to correct for error. Ideally

the maximum number of first choice vectors should be chosen. Figure 5.12 shows

the value of these parameters versus inter-frame time. It was found that the DaVis

PIV algorithm seems robust to the choice of inter-frame time, and so the choice of

100µs was made as it was in the center of this range. Additionally, the laser used

for this work is a single cavity, dual pulse laser, and as a result the relative light

intensities of each pulse are influenced by the temporal separation of the two pulses.

The 100 µs inter-frame time chosen has the additonal advantage that it provides the

most consistent light intensity between the first and second images when used with

our laser.

5.5.1. Merging of Vector Fields

Most of the PIV experiments conducted in this work make use of multiple cameras.

Each of these cameras capture images of the experiment at different physical loca-

tions, and these images are each individually processed to generate PIV fields. It is
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Figure 5.12. PIV quality metrics versus interframe time. (a): Q Ratio versus inter-
frame time. Q Ratio is the ratio of the highest correlation peak to the next highest
peak, and can be viewed as a signal-to-noise measurement. (b): Percentage of total
vectors which were the first, second, etc, choice of the processing algorithm. Note
that extraneous vectors, such as those that were disabled via masking, are excluded
and so the percentages will not add up to 100%.

desirable, however, to be able to merge these fields from each camera in to a single

resultant, combined field. This requires careful consideration on how best to merge

these vector fields. DaVis has a built in algorithm for for merging velocity fields

acquired by multiple cameras that simply takes the average of two fields where an

overlap exists. This, however, was found to be insufficient for our needs, owing to the

wide field of view used. The PIV algorithm includes an assumption that out-of-plane

motion, that is motion perpendicular to the illumination plane, is also perpendicular

to the image plane. However, camera perspective makes this assumption not always

accurate. This is an acceptable assumption when the cameras are located a relatively

far distance from the experiment so the total view angle is small. Situations with

larger angles of view can lead to interpretation of out-of-plane velocity components

as in-plane velocity components during PIV processing that will result in incorrect re-

sults. Additionally, two cameras looking at the same particle at opposite ends of their
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1 2

Figure 5.13. Illustration of how a wide angle of view leads to a perceived velocity
error, shown greatly exaggerated. Out of plane motion is interpreted as in-plane
motion at extreme view angles because the angle of view and image plane are no
longer perpendicular.

view angles will perceive that out of plane motion as moving in opposing directions.

This is illustrated schematically in greatly exaggerated form in Figure 5.13.

These issues outlined above are observable when using the built-in DaVis vector

merging algorithm in the form of discontinuities in velocity that are observed at

the edges of the camera overlap regions. These discontinuities are not desirable in

general, but are particularly problematic when examining the vorticity in the merged

field. This was addressed by replacing the simple average merge algorithm in use by

DaVis with an alternative merging algorithm which picks vectors from each field to

be merged according to which is closer to the center of their respective image (which

is therefore assumed to be more accurate). The goal is to preferentially choose vectors

which should be less subject to error due to out of plane motion while not completely

neglecting the presence of the other vector fields. This is accomplished through the

use of weighting functions applied to the vectors calculated from each camera. A

resultant vector is calculated from each source field as

vavg = w1v⃗1 + w2v⃗2 + w3v⃗3 + w4v⃗4 (5.2)

where w1, w2, w3 and w4 are the values of the weighting function for each camera, and

v⃗1, v⃗2, v⃗3 and v⃗4 are the vectors at the same merged field location from each source



123

field. These weighting functions are subject to the constraint that the sum of the four

weights be equal to unity at each point to ensure the average vector is not artificially

increased or decreased in magnitude. That is

w1 + w2 + w3 + w4 = 1 (5.3)

The exact functional form of the weighting equations depends on the relative ori-

entation of the cameras. For example, the experiments described in Section 5.1.3

utilized a vertical stack of four cameras, depicted schematically alongside the weight-

ing function for each camera in Figure 5.14. Note that because the cameras are

horizontally aligned, the weighting function only needs to be a function of the verti-

cal coordinate and is applied equally across all points at a fixed y coordinate value.

The weighting functions in this case are

w1(y) =
1

2

[
erfc(

y − y12
sy

)

]
Camera 1

w2(y) =
1

4

[
erf(
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) + 1

] [
erfc(
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)

]
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4

[
erf(
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] [
erfc(
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)
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erf(

y − y34
sy

) + 1

]
Camera 4

(5.4)

where erf(x) and erfc(x) = 1− erf(x) are the error function and complementary error

function respectively, and w1, w2, w3, w4 is the values of the weighting function for

cameras 1, 2, 3, and 4 respectively. yab is the center of the overlap region between

cameras a and b, i.e y23 refers to the center of the overlap region between cameras 2

and 3. Finally, sy refers to the “stretch factor” which controls the length over which

the weighting functions transition from 0 to 1. A value of sy = 1
4
woverlap was found

to work well for the present study, where woverlap is the width of the overlap region

between the two cameras views being merge. It can also be shown that the weights

sum to unity at all points, satisfying the constraint in equation 5.3.
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Figure 5.14. Camera orientation and weighting functions for the merging of PIV
fields in the case of the experiments on the influence of shock-to-reshock time (Section
5.1.3).

This process is similar, although slightly more complicated, for the 2x2 grid of

cameras used in the high resolution experiments described in Section 5.1.2. This

configuration requires a two dimensional weighting function instead of the one di-

mensional functions shown in Equation 5.4. This is illustrated in Figure 5.15. This

figure illustrates that the weighting function for each camera is calculated according

to the product of one weighting function in the x direction, and another in the y

direction. The weighting functions for the x direction are

wx,13(x) =
1

2

[
erfc(

x− xc

sx
)

]
Camera 1 or Camera 3

wx,24(x) =
1

2

[
erf(

x− xc

sx
) + 1

]
Camera 2 or Camera 4

(5.5)
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Figure 5.15. Depiction of the weighting functions for merging a 2x2 grid of camera
views (See Section 5.1.2). The 2D weighting function is the product of a weighting
function in the x direction and another in the y direction.

and for the y direction these weighting functions are

wy,12(y) =
1

2

[
erf(

y − yc
sy

) + 1

]
Camera 1 or Camera 2

wy,34(y) =
1

2

[
erfc(

y − yc
sy

)

]
Camera 3 or Camera 4

(5.6)

where xc and yc is the center of the horizontal and vertical overlap regions for the

cameras, respectively. sx and sy are stretching factors, with values of sx = 1
4
woverlap,x

and sy =
1
4
woverlap,y, where woverlap,x and woverlap,y are the width of the horizontal and

vertical overlap regions respectively having been found to work well. The weighting
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Figure 5.16. Plot representing the weighting function applied to Camera 1 for the
2D merging case, with red indicating a weight of 1 and blue a weight of 0. The plots
for Cameras 2-4 are identical save for the position of the region where w = 1.

functions for each camera are therefore
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It may also be shown that these four weighting functions sum to unity everywhere,

satisfying the constraint in equation 5.3. This produces a 2 dimensional weighting

function for each camera. This is shown in Figure 5.16 for a single weighting function.

The use of error functions in the weighting functions for merging was chosen over

others, i.e., bilinear, to ensure smooth derivatives at the edges of the overlap zone.

Discontinuous derivatives will appear as artifacts in calculation of vorticity fields.
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The merging operation is performed in several steps. First, the coordinate system

of what will become the final image is established using the coordinate system asso-

ciated with the first camera. The extents of this merged coordinate system are taken

from the minimum and maximum extents across all four cameras, i.e. the maximum

value of the y coordinate in the final field is determined by the maximum value of

the y coordinate across all four source fields, and similarly with the minimum value

of y, as well as for the minimum and maximum values of the x coordinate. This

information is used to create a new vector field for the merged results. Each source

vector field is interpolated on to this global grid to align the data in each source field

to the final merged vector field. The weighting functions described above are then

applied to each source vector field. The weighted vectors from each source field are

then added to their equivalent positions in the merged vector field to complete the

merging operation.
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6. Results

This chapter will discuss the results extracted from the data collected from the exper-

iments described in Chapter 5. The total amount of experimental data is too large to

present in detail for every experiment in a succinct way. Therefore, results presented

in the following sections will generally focus on the analysis of data across a range of

experiments, with individual representative experiments presented as appropriate for

illustrative purposes.

6.1. Planar Mie Visualization Experiments

6.1.1. Qualitative Results

A sample Planar Mie Visualization experiment progression is shown in Figure 6.2.

The bright regions of the images correspond to the location of the SF6, and the dark

regions correspond to where the air is located. Image (a) shows the initial state of

the interface prior to the passage of the first shock. The first shock then impacts the

interface from the light gas into the heavy gas prior to frame (b). A short while later,

the shock wave traveling upward from the heavy gas intersects with the downwards

traveling first shock wave in frame (c). The second shock wave then impacts the

interface in frame (d), causing the perturbations on the interface to invert in frame

(e), and the RMI continues to grow in the reshock regime from frame (f) until the

end of the experiment.

The sequence of images from the experiment shown in Figure 6.1 represent only

select images from the first few frames of a single experiment. The full set of images

from the same experiment are shown in figure 6.2. The images shown in this figure

have had their brightness and contrast greatly increased so as to make the structures
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(a) (b) (c) (d) (e) (f)

Figure 6.1. Initial images of a sample PMV experiment. Times relative to reshock.
Location and direction of travel of shock waves are indicated by red (light) and blue
(heavy) arrows. (a): Initial state of the interface. (b): Immediately after the first
shock arrives at the interface, incident shock is visible just below interface as a jump
in brightness. (c): First and second shock waves intersect. (d): Just prior to second
shock impact (e): Just after reshock, inversion of perturbations is visible. (f): The
RMI continues to grow in the reshock regime.

present in the mixing layer more visible. As time progresses the evolution of the RMI

from distinguishable spikes and bubbles in to a turbulent mixing layer is apparent.

One notable feature from the experiment presented in Figures 6.1 and 6.2 is the

“inversion” of the interface following the passage of the shock wave from the heavy

to light gas. “Inversion”, in this case, refers to the fact that structures on the inter-

face between the two fluids will initially decrease in amplitude following the passage

of a shock wave from the heavy to light fluid. The perturbations will decrease in

amplitude following the passage of shock and then grow again but with the phase of

the perturbations reversed. This manifests in a physical sense with spikes of heavy

fluid becoming bubbles of light fluid and vice versa. Figure 6.3 depicts this inversion



130

Figure 6.2. Progression of a sample Mie scattering experiment. Times relative to
reshock. Images have had their brightness and contrast increased for reproduction.
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Figure 6.3. Images from two consecutive images from the same experiment. The
upper image is just prior to reshock and the lower is just following reshock. The
arrows indicate the same feature in both frames.

by comparing two consecutive images, one taken just prior to reshock and one taken

immediately after reshock. The arrows point to the same feature in the first and sec-

ond images. The feature indicated by the red arrow is still nearly sinusoidal, whereas

the feature indicated by the blue arrow has begun to form a mushroom like structure

in the frame just prior to reshock. Following reshock the nearly-sinusoidal feature

(red arrow) has totally inverted, becoming a bubble where it was once a spike. The

mushroom-like structure (blue arrow) has also inverted but left behind a “fork” due

to the slight roll up on the edges of the spike.
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6.1.2. Row-Averaged Concentration Profile

One of the main quantitative measurements that may be extracted from a PMV

experiment is the measurement of the width of the mixing layer. This may be accom-

plished by taking the row-averaged profile of seeded gas volume fraction. Logically,

a row which is comprised purely of the unseeded gas will have a row-averaged value

of 0, a row comprised purely of seeded gas will have a row-averaged value of 1, and a

row containing both gases will be somewhere between 0 and 1. Note that this defini-

tion does not require molecular mixing of the two gases in order for a row to have a

average volume fraction that is not 0 or 1. An interface with a sinusoidal shape but

no mixing, for example, will still have average values of seeded gas volume fraction

between 0 and 1 in rows which cross the interface between the heavy and light gases.

The result of calculating a row-averaged concentration profile is illustrated for a single

experiment in Figure 6.4. Note that the images shown in this figure have been rotated

90 degrees from their true vertical orientation to horizontal. This figure shows the

row averaged concentration profile (top) for a single image from a single experiment.

The source image has a red arrow indicating the direction over which the average

is taken. Given that the initial interface as examined in this apparatus is parallel

to the rows of pixels in the camera images, and the mixing layer grows without any

substantial left-to-right tilt, using the row-averaged concentration profile as shown

here is an effective way to determine the region in which mixing is occurring.

The row-averaged concentration profile can be used to establish the locations of

the edges of the mixing layer, as well as to determine its center. The center of the

mixing layer can be logically chosen as the location where the row averaged profile of

concentration crosses 50%.[85, 124] The edges of the mixing layer are generally chosen as

the location where the row averaged concentration profile crosses a certain threshold,

such as 1% and 99%, 5% and 95%, or 10% and 90%, although other values can be

used. The width of the mixing layer for the the present experiments was extracted by
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Figure 6.4. A single image from a PMV experiment, with the red arrow indicating
the direction of averaging (top), and the resulting row-averaged concentration profile
(bottom). Note that these images have been rotated 90 degrees to make them easier
to view on the page.

taking the distance between the location of the 5% and 95% concentration locations

of the row-averaged concentration profile. There are a number of ways that these

threshold crossings may be searched for. The approach used in this work is find the

edges of the mixing layer in two steps. First, the center of the mixing layer is located

by looking for where the row average profile crosses 50% concentration. This is reliable

as the 50% concentration contour is an unambiguous value and is very unlikely to be

confused with any noise present in the image. Once the location of this 50% contour is

established, a search can be conducted from this point marching outwards to find the

locations of the upper and lower threshold crossings. This process is demonstrated in

Figure 6.5. This figure demonstrates the process of finding the location of the 50%

contour of concentration to establish the location of the center of the mixing layer by

marching from one end of the image until the 50% threshold is crossed (a, b). One

edge of the mixing layer can be found by marching outwards from this 50% location
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Figure 6.5. (a): Average row-wise concentration profile. (b): Searching for the
location of 50% average concentration (red). (c): Marching from 50% location out-
wards to find 5% concentration location (blue). (d): Marching in opposite direction
to find 95% concentration contour (green).
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towards the unseeded gas until the average concentration drops below 5% (c). The

other edge of the mixing layer can be found by marching outwards from the 50%

location until the average concentration exceeds 95% (d). Once the location of these

5% and 95% contours is established, the width of the mixing layer can be calculated

as the distance between these two contours. This results in one width measurement

for each image captured as part of an experiment.

6.1.3. Interface Velocity

Two quantities of interest may be calculated from the location of the center and edges

of the mixing layer. The first is the value of interface velocity versus time. This is

a useful metric to examine, particularly for these early experiments, as a plot of in-

terface velocity versus time allows verification that the shock tube is functioning as

predicted by the 1D simulation code used for design. The interface location is de-

termined using the location of the 50% threshold of the row averaged concentration

profile. This yields the location of the middle of the mixing layer for every captured

image, and velocity can be calculated using a numerical derivative of the interface lo-

cation versus time. Figure 6.6 shows the measured interface velocity of the four PMV

experiments with the dashed line representing a reference to the expected behavior

from 1D calculation. It should be noted that the velocity values of the reference line

come from 1D gas dynamics, but the time of arrival of the two shock waves was chosen

to match the experiments. Qualitatively correct behavior is observed in the value of

interface velocity versus time, with the experimental data agreeing with the expected

post-incident interface velocity of UI ≈ 70 m/s after the first shock, and returning

to UI ≈ 0 following reshock. The noise present in this plot can be attributed to the

nature of the numerical derivative used to calculate velocity from interface position,

which is highly sensitive to inaccuracies in the determination of the interface location.

The determination of the interface location is also made more difficult by the dimin-
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Figure 6.6. Measured interface velocity with expected interface velocity reference
from 1D calculation.

ishing scattered light intensity due to particle evaporation discussed in Section 5.4.1.

This particle evaporation causes the determined location of the center of the inter-

face jumping around from image to image, resulting in associated jumps in interface

velocity.

6.1.4. Mixing Layer Width

The width of the mixing layer versus time may be found by calculating the distance

between the two edges of the mixing layer. This may then be plotted versus time to

produce a plot for each PMV experiment as shown in Figure 6.7. One immediately

notable feature in these plots is that the width of the mixing layer grows in time up

until approximately t = 2 ms after reshock, after which a sudden halt in the growth
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Figure 6.7. Width versus time measurement for the four PMV experiments. A
sudden halt, or even reduction, of mixing layer width is observed around t ≈ 2 ms
following reshock.

of the width of the mixing layer is observed. Some experiments even demonstrate a

reduction in mixing layer width after this point. This is unexpected behavior, and

examination of the source images reveals that the observed evaporation of particles

discussed previously likely plays a role. As noted previously (See Section 5.4.1), the

mixture of 50/50 propylene glycol and vegetable glycerin used for these experiments

was observed to evaporate over the course of the experiment. This evaporation will

lead to a loss of scattered light intensity across the entire image over time. At the same

time, it is also expected that the scattered light intensity will decrease as seeded gas

is mixed with unseeded gas. These two factors can lead to scattered light intensity

decreasing to the level of camera sensor noise in the regions where scattered light

intensity is already expected to be low, such as regions on the air side of the mixing
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layer where the mixed gas is predominantly composed of air. This means that the

edges of the mixing layer can be “lost” in the camera noise over time, and so the

measured edge of the mixing layer is not the true extent of the mixing. This manifests

in the width versus time plots as a sudden halt in the growth of the mixing layer, or

in some cases a decrease in mixing layer width. For this reason, only the first t ≈ 2

ms of each experiment may be considered valid, as these evaporation effects become

an issue after this point.

6.1.5. Growth Exponent from Mixing Layer Width Measurements

The width of the mixing layer in time is expected to follow a power law with the

model equation w(t) = atθ for the turbulent RMI.[3] It is desired to find the value of

the exponent θ for these experiments. Extracting θ can be accomplished by fitting

a model equation to the data. Ideally, a non-linear least squares approach to fitting

the model equation allows a model equation of a more general form to be used. The

most general form of the model equation is w − w0 = a(t − t0)
θ, with w0, t0, a, and

θ as parameters to be fit. This allows for a “virtual origin” to be established which

allows the fit to account for the fact that the power law growth does not necessarily

start at reshock. In practice, however, this approach is highly sensitive to initial

guesses and can provide good fits for a range fitted parameter values. Instead, w0

is assumed to be 0 and t0 is assumed to be the time of reshock, therefore allowing

a linear-least squares approach to be used. This does not permit the general form

of the model equation to be used and requires the less general w = atθ form of the

model equation to be used instead, but is far more robust of a fitting procedure

versus the nonlinear least squares approach as it admits only a single best fit. This

results in fitting the data using linear correlation in a log-log sense using the model

equation log(w) = log(a) + θlog(t). By default the full range of valid reshock data

points are used, although points at the start or end of this window may be excluded
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Figure 6.8. Width versus time and associated fits for all PMV experiments. Sud-
den halting or, in some cases, an apparent reduction of mixing layer growth due to
evaporation of the seeding particles is visible.

if they disagree significantly with the rest of the data and do not appear to lie in

the power law range. This power law may be fit to the valid portion of each PMV

experiment, where 0 ≤ t ≤ 2 ms following reshock, to extract measurements of the

θ exponent. Figure 6.8 shows the values of θ for each of the four PMV experiments

conducted. These values are also reproduced in tabular form in Table 6.1. These

four experiments find an average value for the growth exponent of θ = 0.375± 0.099

(95%), where (95%) refers to the 95% confidence interval for the calculation. These

compare favorably with the reshock results of Sewell,[109] which found θ in the range

of 0.33 ≤ θ ≤ 0.5 depending on the amplitude of the initial perturbations.
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Experiment # θ
MS01 0.35
MS02 0.44
MS03 0.30
MS04 0.41

Mean 0.375
Std Dev 0.0624

Table 6.1. Measured values of θ for Planar Mie Visualization experiments

6.2. Particle Image Velocimetry Experiments

The bulk of the experiments conducted as part of this work utilize the particle im-

age velocimetry (PIV) technique. The basics of how the PIV technique functions is

outlined in section 5.5. First, qualitative results showing the general behavior of the

experiments conducted will be presented. The subsequent sections will present the

results of analysis of this data, including examining the behavior of this data over a

range of shock-to-reshock times.

6.2.1. Qualitative Results

A sample Particle Image Velocimetry experiment is shown in Figure 6.9. The images

shown are pseudocolor plots of vorticity for a single heavy-shock first experiment.

The initial state (a) is shown. The interface is invisible in this image as the flow

is effectively stationary at this point thus having no vorticity, so the position of the

interface is indicated by the dashed line. Next, in frame (b) the incident shock impacts

the interface from the heavy gas, initiating the RMI in the incident regime, which

travels upwards. The interface continues to travel upwards in frame (c). The second

shock then arrives from the light gas, initiating reshock in frame (d), which drives

the mixing layer to a more energetic state. The mixing layer has zero bulk motion at

this point as is indicated by the fact that it does not change position from frames (d)

and (e). The RMI is allowed to evolve from this point on until the expansion wave
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(a) (b) (c) (d) (e)

Figure 6.9. Progression of a sample PIV experiment. This experiment is a heavy
shock first experiment. Colors indicate values of positive (red) and negative (blue)
vorticity. All images use the same color scale. (a): Initial state of the shock tube
prior to incident shock arrival. (b): Immediately after the first shock arrives at the
interface, incident shock is visible at the top of the image. (c): Interface immediately
prior to reshock, with visible growth of the initial perturbations. (d): Immediately
following reshock, with elevated levels of vorticity. Downward traveling heavy shock
is visible. (e): Mixing layer continues to evolve in reshock regime with zero bulk
interface motion.

arrives, ending the experiment. It is apparent upon inspection of this progression that

reshock drives the RMI to a more energetic state. The initially discernible structures

associated with the initial perturbations in the incident shock regime are no longer

(easily) discernible in the reshock regime. The magnitude of the vorticity in the

mixing region has also clearly increased from its pre-reshock values as indicated by

the increased color intensity on the fixed color scale used here. Also visible in these

images is the triangular-shaped patterns underneath the interface. These are the
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product of vorticity that is generated by the passage of the shock wave which has

been curved as it passes through the perturbed interface. The shock waves appear as

thick regions due to artifacts associated with the distance the shock travels between

the first and second frames in a PIV pair.

6.2.2. Enstrophy and Turbulent Kinetic Energy (TKE)

A limitation of the PIV technique as it pertains to mixing experiments is that, ideally,

the two gases should be seeded equally such that there is no discernible difference

between them. As a result it would be impossible to measure quantities such as

the width of the mixing layer based on particle illumination intensity as done in

the experiments utilizing the PMV technique. This means that all analysis of these

experiments must be conducted using only the the PIV velocity data and quantities

derived from that data. To this end, two additional velocity-derived quantities will

be referred to regularly throughout the results presented in this work.

The first derived quantity is enstrophy, which is defined as the square of the

magnitude of the plane-normal component of vorticity,

ω2 =


(∇× u⃗)︸ ︷︷ ︸

=ω⃗

·n̂




2

(6.1)

where ω⃗ is the vorticity, u⃗ is the velocity vector, and n̂ is the normal vector of the

image plane. Vorticity, and therefore enstrophy, has the advantage that it is not

affected by a uniform mean flow. This means that a method to remove the mean flow

is not needed to use this metric when the fluctuating components of the flow are the

only ones of interest. The enstrophy is sensitive to spatial gradients, however, and so

spurious vector correlations can cause locally artificially elevated levels of enstrophy.

A second derived field is turbulent kinetic energy (TKE), here defined as

TKE = ||u⃗− u⃗||2 = 2u′2 + v′2 (6.2)
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where u and v are the components of velocity in the in-plane horizontal and vertical

directions respectively. Note that due to assumed isotropy of turbulence in the x

and z directions, the out-of-plane, unresolved, horizontal component of velocity, w,

is assumed to be statistically similar to the in-plane horizontal component, u, which

results the factor of 2 on that component of velocity. The mean and fluctuating

components are denoted with an overbar and a prime symbol respectively. The TKE

field requires a removal of any mean flow that may be present before meaningful

analysis can be conducted. The mean flow may be removed in several ways. Sewell,

as well as Dos Santos,[35, 109] remove the mean flow by taking the row-wise average

value of each component of velocity and subtracting that value from all velocities in

that row. This works well when the field of view is large and there may be large

scale flow gradients, but does not work well in cases where a single large structure is

present instead of a homogeneous layer of turbulent fluid across the width of the test

section. Another method of mean flow removal, and the one used in this work, is to

first identify the region of the data that corresponds to the mixing layer, and then

take the average values of the u and v components of velocity separately in that region

to obtain a single average value of each component for the whole mixing layer. These

values are then used as the mean component of velocity for its respective component

in equation 6.2. This works well given that the mixing layer is small enough that

large scale spatial variations do not appear.

6.2.3. Row-Averaged Enstrophy Profile

Many metrics of interest in the RMI require knowledge of where the mixing between

the two gases is occurring in order to limit the analysis to only the data which is asso-

ciated with the mixing layer. For example, determining the TKE in the mixing layer

requires knowing the mean velocity in the mixing layer as discussed above, which in

turn requires knowing where the mixing layer is located. As a result, ascertaining the
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Figure 6.10. A single vorticity field from a PIV experiment, with the red arrow
indicating the direction of averaging (top), and the resulting row-averaged enstrophy
profile (bottom). Note that these images have been rotated 90 degrees to make them
easier to view on the page.

mixing layer location is an important step in the analysis of these experiments. One

approach to identifying mixing layer extents is to examine the cross-tube-averaged

value of enstrophy. Using a metric such as this is advantageous as it is gradient-

based, and so does not require removal of any mean flow to be useful. There will

be substantial amounts of vorticity, and therefore enstrophy, where mixing is taking

place, and none away from the mixing layer. Therefore, the presence of an elevated

level of enstrophy may be viewed as a surrogate metric by which the mixing layer

can be identified. Figure 6.10 shows how the row averaged profile of enstrophy is

calculated for a single time instant in a single experiment. The vorticity field (top) is

first cropped to remove the influence of wall effects on the row averaged profile. The

vorticity field is then squared to calculate enstrophy, and then averaged across the

tube in order to calculate a row averaged profile of enstrophy (bottom).
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6.2.4. Mixing Layer Width

The row-averaged profile of enstrophy is used for the determination of the edges of

the mixing layer for each time realization. There are multiple ways that this can be

accomplished. The technique utilized here is illustrated in Figure 6.11 for the profile

obtained from the vorticity field shown in Figure 6.10. This process consists of several

steps. First, a moving average of the cross-tube average enstrophy profile is found,

which is shown as the red line in image (a). This moving average is calculated for each

point in the original row averaged profile, and is the average of the neighboring ±10

points. This moving average is used to smooth out the random fluctuations in the

average profile, lessening the likelihood of the fluctuations resulting in an incorrect

determination of mixing layer edges. Next, the smoothed profile is used to find the

location and value of the maximum value of cross-tube average enstrophy, shown in

image (b). A search is then conducted from this location outwards in the −y and +y

directions, looking for where the value of average enstrophy drops below 5% of the

maximum value. These locations are marked as the the lower (image c) and upper

(image d) edges of the mixing layer, respectively.

In practice, noise in the data can make the process of determining the extents of

the mixing layer problematic. A particular issue encountered is that small pockets

of unseeded gas, or optical artifacts associated with pieces of broken diaphragm in

the tube, can cause the row-averaged profiles of enstrophy to have multiple peaks,

including peaks which may be larger than those from the mixing layer itself. This is

shown for a representative image in Figure 6.12, where a broken piece of diaphragm

drifted in to the camera view. The laser light reflected off of the piece of broken

diaphragm causes large spurious correlations in the vector data, resulting in large

values of calculated vorticity. This large amount of artificial vorticity can cause

a secondary peak in the row averaged profile of enstrophy which is unrelated to

the mixing layer. In some cases, this secondary peak can be larger than the peak
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Figure 6.11. (a): Row-averaged profile of enstrophy with a moving average (red).
(b): Determination of location and value of peak average enstrophy (green). (c):
Marching to find one edge of mixing layer (blue). (d): Marching opposite direction
to find other edge of mixing layer (pink).
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Mixing Layer Broken
Diaphragm

< 2>

Figure 6.12. An image where a broken piece of diaphragm drifted in to the camera
frame. The reflections of laser light off of the diaphragm piece causes spurious vector
correlations, which results in the row averaged value of enstrophy to have a secondary
peak unrelated to the mixing layer which is of greater magnitude than the signal
associated with the mixing layer.

associated with the mixing layer itself. An algorithmic approach that uses the location

of maximum row-averaged enstrophy will mistakenly identify this second peak as

location of the mixing layer, and thereby render the width determination invalid

in these cases. This is not ideal as these inclusions are often far away from the

interface, and the PIV results are otherwise valid, so it is desirable to have a way

to indicate to the width finding process where the mixing layer is such that these

artificial contributions may be ignored.

The issue of indicating to the width finding algorithm where the mixing layer

is located was addressed by the use of a combination of manual and algorithmic

approaches to width-finding. The first step is to go frame-by-frame through each PIV

experiment and manually draw a box around the mixing layer as identified by eye to

indicate where the mixing layer is located. For example, this box would be the one

indicated as “mixing layer” in Figure 6.12. Other metadata, such as the suspected
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stage of the RMI (incident/reshock/expansion) can also be identified at this time.

Individual time instances may also be marked as valid or invalid based on factors

such as whether the full extents of the mixing layer are visible, or due to a shock

wave visually present within the mixing layer during a frame. This metadata is saved

to disk, and can be reused to assist in any further processing, i.e. to select only the

data which is in the reshock regime.

An immediate use of this metadata is within the width-finding script. The manual

identification of the mixing layer is used to limit the search for the maximum value

of row averaged enstrophy to only the region associated with the mixing layer as

identified by eye, and therefore provides a means to reject noise and false peaks

associated with unexpected inclusions in the data, such as the broken diaphragm

piece in Figure 6.12. This has the effect of helping the width-finding algorithm more

robustly identify the location of the mixing layer and, by extension, improves the

determination of the extents of the mixing layer.

This technique results in a width-versus-time plot such as the one shown in Figure

6.13 for each experiment. It can be observed, in contrast to the PMV experiments,

that the width of the mixing layer shows a power-law like behavior for the duration of

the experiment instead of the halt or reduction of layer width observed in the PMV

experiments.

6.2.5. Growth Exponent from Mixing Width Measurements

As with the PMV experiments presented in Section 6.1.5, the width of the mixing

layer in each of these PIV experiments is expected to grow according to a power law

with an exponent θ. Therefore, the growth exponent may be determined for each

experiment using the same linear least-squares fitting procedure used for the PMV

experiments (see Section 6.1.5) to fit the model equation w = atθ. An example of

such a fit to the width-versus-time plot from Figure 6.13 is shown in Figure 6.14.
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Figure 6.13. Measured interface mixing layer width from a single PIV experiment.

This figure shows a fit with a value of θ = 0.314. This fit gives good agreement to

the data for the duration of the experiment, in contrast to the PMV results where

the power-law growth rate only appeared to valid for early time.

The value of θ determined from each experiment versus that experiment’s shock-

to-reshock time can then be plotted. This is shown in Figure 6.15, where the black

circles are the determined values of θ for each experiment, and the error bars arise

from the uncertainty of the fit. Only fits that have N > 4 points and r2 > 0.75

are included in this plot to remove bad fits. Assuming that θ is a constant versus

shock-to-reshock time, but with a possibly different value for the light shock first

and heavy shock first experiments, allows an average value of θ to be determined

for each case. The horizontal line shows the average value for all experiments in
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Figure 6.14. Measured interface mixing layer width from a single PIV experiment.
The red line indicates the value of θ determined using a linear least squares fit of
W (t) = atθ to the data.

either the heavy shock first or light shock first case. The experiments with very

small shock-to-reshock times of |∆ts→rs| < 0.3 ms are excluded from these averages

due to qualitatively different behavior (See Section 6.2.13). These average values

are approximately the same with an average value of θH,W = 0.365 ± 0.018 (95%)

for heavy shock first experiments and θL,W = 0.381 ± 0.02 (95%) for light shock

first experiments. This result is qualitatively similar to the conclusions of Brouillette

and Sturtevant,[17] who found that the heavy- and light-shock first experiments had

slightly different linear growth rates, which they attribute to differences in how the

inversion process affects the interface state at reshock. A similar trend is observed
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Figure 6.15. Values of θ found via a linear least-squares fit of enstrophy width
for each experiment versus that experiment’s shock-to-reshock time. The horizontal
lines indicate average values of θ, separated by heavy shock first and light shock first
experiments, and the shaded areas represent the 95% confidence interval of associated
mean.

here, with the nonlinear growth exponent having a slight disagreement between the

two groups of experiments, although this disagreement is within the 95% confidence

intervals of each value. This result suggests that the post-reshock nonlinear growth

exponent is relatively unaffected by the order of arrival of the two shock waves, and

by extension the inversion process at reshock for the light-shock first experiments.
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6.2.6. Rate of Decay of Turbulent Kinetic Energy

A natural quantity of interest for a turbulent flow is the rate at which the turbulent

kinetic energy present grows or decays over time. Flows with continuous forcing would

expect to see an increase in TKE versus time up to the point that the rate of energy

being added to the system via forcing is matched by the rate of energy dissipation

through viscosity. The RMI, on the other hand, gets all of its energy via the passage

of the shock, and so we expect to see a monotonic decay of TKE over time. The total

amount of TKE present in the mixing layer can be determined relatively simply once

the extents of the mixing layer have been established. The velocity measurements

within the mixing layer can be selected from the entire data set. The mean flow is then

removed from each component of velocity as outlined in section 6.2.2 by subtracting

the mean values of vertical and horizontal velocity within the mixing layer from the

respective components of each vector. The total TKE at every time instant can be

calculated using a simple sum of the TKE measurements. This produces a plot of

TKE in the mixing layer versus time as shown in figure 6.16. The plot of TKE versus

time shown in this figure appears to fall on a line when plotted on log-log axes. This

suggests that the decay of TKE versus time follows a power law. Such a power law

would take the form

k(t) = atp (6.3)

where k(t) is the total TKE in the mixing layer versus time, a is an amplitude

coefficient and p is the rate of decay of TKE. This relationship is similar to the

power law for TKE versus time given by Pope in the case of grid turbulence.[94]

Grid turbulence in a reference frame moving with the flow may be viewed as a freely

decaying turbulence in time. This is similar to the RMI which obtains all of its energy

at the moment of shock wave passage and then decays in time, except that the RMI

occurs in a finite layer. As a result it is unsurprising that a power law of this form

fits the data well. It is then of interest to determine the value of this exponent for
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Figure 6.16. TKE versus time for a single PIV experiment.

the case of the RMI. Sewell[109] found a reshock value of ph = −0.62 and pl = −0.14

for high and low amplitude experiments respectively, though it should be noted that

the experiments in that work were only capable of resolving a relatively short time in

reshock.

The fitting of TKE versus time for the experiments in this work was reduced to

a linear least-squares type fit similar to those performed for the width of the mixing

layer versus time by taking the logarithm of equation 6.3. This reduces the power law

decay relationship to a linear relationship of the form log(TKE) = log(a)+ p · log(t),
which permits the use of a linear least-squares approach for fitting. As was the case

with the mixing layer width fits, points may be excluded at the beginning or end of

the valid range if they do not follow a power law decay in line with the rest of the
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Figure 6.17. TKE versus time for a single PIV experiment. Dashed line indicates
a fit of TKE = atp to the data, where p = −1.05.

points in the experiment. Performing this fit to the data shown in Figure 6.16 yields

the fit shown in Figure 6.17.

Figure 6.18 shows the values of the exponent of the rate of decay of TKE, p,

versus shock to reshock time found for all experiments together. Also shown is the

95% confidence bound on the fit parameter which arises from the uncertainty of

the fit.. We can again assume that the value of p is constant for all experiments,

but with a possibly different value for the heavy shock first and light shock first

cases. These average values of p for positive and negative shock-to-reshock times are

shown as dashed lines. The experiments with very small shock-to-reshock times of

|∆ts→rs| < 0.3 ms are again excluded from this average due to qualitatively different
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Figure 6.18. Values of the rate of TKE decay found via a linear least-squares
fit of total TKE in the mixing layer versus time for each experiment versus that
experiment’s shock-to-reshock time. The horizontal lines indicate average values of
p, separated by heavy shock first and light shock first experiments, and the shaded
areas represent the 95% confidence interval of associated mean.

behavior (See Section 6.2.13). The heavy shock first experiments show an average

exponent of TKE decay of pH = −0.823 ± 0.06 (95%), while the light shock first

experiments show a more negative value of p = −1.061± 0.032. Both of these values

are more negative than those observed by Sewell,[109] though this is likely at least

in part due to the much longer observational window in reshock afforded by this

apparatus which permits a longer period of time to observe TKE decay. Additionally,

a difference in the mean value of p is observed between the heavy shock first and light

shock first experiments which is greater than the 95% confidence intervals of each
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mean.

6.2.7. Growth Exponent From the Rate of Decay of Turbulent Kinetic Energy

Thornber, Drikakis, Youngs, et al.[116–118] have presented a method to calculate the

value of θ using the rate of decay of TKE in the mixing layer. They suggest that θ is

related to the exponent p in the fit of equation 6.3 as

p = 3θ − 2 ∴ θ =
p+ 2

3
(6.4)

where p is the rate of decay of TKE in the mixing layer, and θ is the growth exponent

of the mixing layer width. This allows the value of θ to be found not only from the

measurement of mixing width as discussed previously, but also from the rate of decay

of TKE as well. For example, the slope of TKE decay of p = −1.05 for the experiment

shown in Figure 6.17 corresponds to θ = 0.317. This can be used to extend the plot

of p versus shock-to-reshock time shown in Figure 6.18 to include the implied values

of θ for a given slope of TKE decay, p. This is shown in Figure 6.19, with the values

of θ which correspond to a given value of p shown on the right side axis. The average

values calculated for the rate of TKE decay for the heavy shock first and light shock

first experiments can be translated to a value of θ using Equation 6.4. The average

value of θH,TKE = 0.392± 0.02 (95%) compares favorably with the value found from

width measurements of θH,W = 0.362±0.018 (95%) for the heavy shock first case. The

value of θL,TKE = 0.312± 0.011 (95%) is lower than the value of θL,W = 0.381± 0.02

(95%) for the light shock first case.

6.2.8. Anisotropy of the Mixing Layer

Turbulent flows are commonly concerned with the notion of isotropy, which Pope[94]

defines to mean that the turbulence is statistically invariant under a rotation of coor-

dinates. One definition of anisotropy comes from the normalized Reynolds anisotropy
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Figure 6.19. Values of the rate of TKE decay found using a linear least-squares
fit of total TKE in the mixing layer versus time for each experiment versus that
experiment’s shock-to-reshock time. The horizontal lines indicate average values of
p, separated by heavy shock first and light shock first experiments, and the shaded
areas represent the 95% confidence interval of associated mean. The right hand axis
shows the equivalent value of θ according to Thornber’s relationship (Equation 6.4).

tensor.[94] This is a tensor that describes the ratio of the TKE in each of the three

principle axis to the total TKE of the flow. The off-diagonal components give the

correlation of the velocity fields between each axis. The definition of the Reynolds

anisotropy tensor as taken from Pope[94] is

bij =
⟨uiuj⟩
⟨ukuk⟩

− 1

3
δij (6.5)

where bij is the anisotropy tensor component corresponding to the i-th and j-th axes,

ui is the i-th component of fluctuating velocity, and δij is the Kronecker delta. This
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results in a rank 2 symmetric tensor. The work presented here only resolves a 2D ve-

locity field, and so only the components derived from the u and v velocity components

in equation 6.5 can be calculated. This results in only 3 unique components which

can be calculated here. A full 3D velocity field would contain additional components

corresponding to the w component of velocity and its cross correlations with u and

v. It is important to note that, as was the case with the calculation of TKE, the

out of plane (unresolved) horizontal component is assumed here to be statistically

similar to the in-plane horizontal component. Therefore, the out-of-plane horizontal

velocity component is replaced with the in-plane horizontal component in these sum-

mations. This provides no new information for the components of the tensor which

would normally contain information from the out of plane component, but ensures

that the factor of 1/3 still applies for use in the diagonal components of the tensor.

The diagonal components of the anisotropy tensor may take on values between +2
3
,

indicating all of the energy in the flow is in that axis, and −1
3
, indicating none of the

energy is in that axis. The off-diagonal components will have a value of 0 if there

is no correlation between the terms, and a nonzero value if they are correlated. A

homogeneous, isotropic turbulent flow will produce an anisotropy tensor filled with

all zeros. In this sense, the value of the Reynolds anisotropy tensor can be viewed as

a degree to which the flow departs from an isotropic state.

The values of the components of the Reynolds anisotropy tensor may be examined

as functions of time for different groups of experiments. Figure 6.20 contains three

groups of lines. These lines correspond to the moving average of the value of the

three computed components of the Reynolds anisotropy tensor versus time for all

experiments conducted as part of this work (solid), the group of experiments in the

range 0.3 ≤ |∆ts→rs| ≤ 1.0 (dashed), and those experiments with a larger shock-to-

reshock time, |∆ts→rs| ≥ 1.0 ms (dotted). It should be noted that each group shown

here includes both light shock first and heavy shock first experiments. It can be

observed that the experiments with the longest shock-to-reshock times (|∆ts→rs| ≥ 1.0



159

0 1 2 3 4 5 6 7 8 9

−0.3

−0.2

−0.1

0

0.1

0.2

0.3

0.4

0.5

0.6

Time since Reshock [ms]

R
ey
n
ol
d
s
A
n
is
ot
ro
p
y

Reynolds Anisotropy Tensor

All experiments
0.3 ≤ |∆ts→rs| ≤ 1.0 ms

|∆ts→rs| ≥ 1.0 ms

Figure 6.20. Moving averages of bij. Red lines indicate buu, Black lines indicate buv,
and blue lines indicate bvv. Solid lines correspond to all experiments, dashed lines
correspond to experiments where 0.3 ≤ ∆ts→rs ≤ 1.0 ms, and dotted lines correspond
to experiments where |∆ts→rs| ≥ 1.0 ms.

ms) show a more rapid approach towards isotropy than the short shock-to-reshock

time experiments at early times (t ≤ 3 ms) following reshock. After reaching the

minimum anisotropy point the three groups shown here converge and demonstrate

increasing anisotropy with time for the remainder of the experiment.

It is also of interest to examine the behavior of the anisotropy tensor in the case

of light shock first and heavy shock first experiments separately in order to inspect

whether there is a difference in behavior for each case. This comparison is shown in

Figure 6.21. This figure shows lines for four groups of experiments, corresponding to

a large negative shock-to-reshock time (∆ts→rs ≤ −1.0 ms), a small negative shock-
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Figure 6.21. Plots of Reynolds anisotropy tensor components for four groupings of
experiments corresponding to large negative, small negative, small positive, and large
positive shock-to-reshock times. The colors correspond to buu, buv and bvv for the red,
black, and blue lines respectively.

to-reshock time (−1.0 ≤ ∆ts→rs ≤ −0.3 ms), a small positive shock-to-reshock time

(0.3 ≤ ∆ts→rs ≤ 1.0 ms), and a large positive shock-to-reshock time (∆ts→rs ≥ 1.0

ms). It is immediately apparent that this behavior is qualitatively similar to that

shown in Figure 6.20. The experiments with a large shock-to-reshock time show

a more rapid trend towards an isotropic state at early times for both the heavy

and light shock first experiments than those with small shock-to-reshock times. All

four groupings then converge around t ≈ 3 ms after reshock, reaching a minimum,

although not isotropic, value of anisotropy before becoming increasingly anisotropic

at later times. The cross-correlation term buv has a nearly-zero value for all times
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and for all groupings.

It may also be natural to define anisotropy in RMI flows in other ways. One

common definition used in literature is to define the anisotropy ratio, which is the

ratio of sum of the vertical and in-plane horizontal components of TKE, and may be

written as

A =
Σv

′2
y

Σv′2
x

(6.6)

where v′y and v′x are the fluctuating components of vy and vx respectively. This

represents the ratio of the total kinetic energy in the vertical direction to the in-plane

horizontal direction. The sum is implicitly understood to encompass all points within

the mixing layer. In this case, isotropy is represented by A = 1, with A > 1 indicating

more energy in the vertical direction than the horizontal, and A < 1 indicating more

energy in the horizontal direction than the vertical. It is also important to note

that, unlike the Reynolds anisotropy tensor, this definition only considers the ratio

of velocities in two dimensions, though it can be extended to three dimensions.[26]

We may again examine the behavior of anisotropy ratio versus time using this

alternative definition. Figure 6.22 shows a plot of anisotropy ratio versus time for the

same four groups of experiments shown in Figure 6.21. As with the groups shown in

Figure 6.21, these groups are plotted as a moving average of all experiments in that

grouping. Also plotted are horizontal shaded bands which represent some potentially

expected values of anisotropy defined in this manner from simulation.[117] These ex-

periments show a similar result to what was observed for the Reynolds anisotropy

tensor shown in Figure 6.21. The mixing layer begins initially anisotropic following

reshock. The anisotropy ratio decreases at early times following reshock, with the

experiments with the longest shock-to-reshock times approaching a minimum value

of anisotropy ratio more rapidly than those with shorter shock-to-reshock times. The

minimum value of the anisotropy ratio reached by these experiments is not signif-

icantly different for each group. None of the groups reach an isotropic state, with
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tion.[117]

a minimum value of the anisotropy ratio ≈ 1.1 being attained. The four groups of

experiments shown in Figure 6.22 then begin to converge around t ≈ 3 ms after

reshock and become increasingly anisotropic at intermediate times. Finally, the ex-

periments approach a a quasi-steady value of 1.6 ⪅ A ⪅ 1.8 at the latest times in

these experiments, although the length of time that this is observable is relatively

short. The experiments with the longest positive shock-to-reshock times approach a

value of A ≈ 1.8, while those with smaller shock-to-reshock times approach a value

of A ≈ 1.6. The experiments with the longest negative shock-to-reshock times do not

appear to approach a quasi-steady value before the end of the experiments.
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These results show that, even though there is a grouping in the behavior of

anisotropy versus time based on the length of the shock-to-reshock time, there is no

clear separation between heavy shock first and light shock first experiments with sim-

ilar shock-to-reshock times. This trend is observed both in the Reynolds anisotropy

tensor in Figure 6.21, as well as the anisotropy ratio in Figure 6.22. This result sug-

gests that anisotropy is primarily influenced by the length of the shock-to-reshock

time, and by extension the width of the mixing layer at reshock, but that the direc-

tion of traversal of reshock does not appear to have a substantial influence. This is

consistent with the results of Ristorcelli, who found that a reshocked interface would

see a decrease in anisotropy with increasing interface width, though they did not

examine the heavy shock case in that work.[105] Further, anisotropy at middle to late

times (t ⪆ 3.0 ms) in these experiments appears to be unaffected by either shock-to-

reshock time or the order of arrival of the two shock waves, as the average value of the

anisotropy ratio shows a similar value versus time regardless of the shock-to-reshock

time at these intermediate times.

These results compare favorably with the value of the anisotropy ratio found in

other work done on the RMI. The degree of anisotropy in RMI as defined by the

anisotropy ratio has been studied in various simulations with differing conclusions

drawn on its asymptotic value.[43, 88,105,117,119,122,140] The general conclusion of these

studies is that the reshocked mixing layer does not approach an isotropic state, even

at late times, although the exact asymptotic degree of anisotropy obtained varies.

Thornber, Drikakis, Youngs, et al.,[117] for example, suggest a value of A = 1.8±0.2 for

broadband initial perturbations and A = 1.7±0.1 for narrowband initial perturbations

in reshock, which agrees well with the late-time values of anisotropy observed here.

Soulard, Guillois, Griffond, et al.[112] presents a model for the RMI alongside a

simulation which finds large scale anisotropy is permanent. Groom[43] observes a

trend towards isotropy, but the flow nonetheless remains anisotropic for a long time

following reshock. Some experiments, however, observe a trend towards isotropy at
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the very latest times following reshock,[90] though such a trend is not observed here.

There is a notable departure in behavior of anisotropy ratio versus time between

those presented in Figures 6.22, 6.5, and 6.21 versus those presented by Thornber, et

al., as well as summarized by Zhou (and others presented within that work).[117,140]

The quasi-steady values of A ≈ 1.6− 1.7 obtained from these experiments at the lat-

est times generally agree with the results found in simulations by Thornber, although

these simulations show qualitatively different temporal behavior of anisotropy, with

the value of the anisotropy ratio approaching its asymptotic value directly without the

initial dip observed here. There has been other work that shows a qualitatively similar

behavior of anisotropy versus time as is observed here, with the anisotropy approach-

ing a minimum value at early times, followed by an increase at later times.[88, 105,112]

Ristorcelli, in particular, notes that nonlinear interactions within the mixing layer dis-

tribute energy between axes, resulting in lower anisotropy,[105,113] which may offer an

explanation for the early time trend towards isotropy observed here. The subsequent

increase in anisotropy with time may have a possible explanation by examining the

lasting influence of the initial conditions on the reshocked RMI. Balakumar, Orlicz,

Ristorcelli, et al.[10] finds long time persistence of the initial conditions in reshock

is observed by noting that the spanwise spacing of the peaks of velocity contours

matches the spacing of the initial condition even at late times in reshock. Grin-

stein, Gowardhan, and Wachtor[42] observe in their simulations that the growth of

the RMI continues to have an influence of its initial conditions even after reshock.

Zhou[140](referencing a private communication with Youngs) attributes this persis-

tence of initial condition influence to the difficulty of performing an experiment or

simulation of the RMI which lasts sufficiently long to attain a self-similar state. It

is this lasting imprint of the initial conditions which may return at later times after

reshock as the motions induced immediately following reshock begin to decay, par-

ticularly due to the strong interactions between neighboring eddies and subsequent

large shear producing dissipation. This leads to a return to anisotropy as the flow
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again is influenced by its initial conditions.

6.2.9. Reynolds Number

The Reynolds number is a useful parameter to determine whether a flow is receptive

to becoming turbulent. The Reynolds number is a dimensionless parameter defined

as the ratio of inertial to viscous forces, Re = UL/ν, where U is a characteristic

velocity scale, L is a characteristic length scale, and ν is the kinematic viscosity of

the fluid in question. RMI type flows commonly define the length scale as

L =h

U =ḣ

ν = νavg =
ρ1 + ρ2
µ1 + µ2

(6.7)

where h is the mixing layer width, ḣ is the growth rate of the mixing layer, and νavg

is the average kinematic viscosity of the two pure fluids on either side of the mixing

layer. This leads to a definition of the Reynolds number for RMI flows as

Re =
hḣ

νavg
(6.8)

Each of the parameters in Equation 6.8 can be found through known properties of

the two pure fluids (ρ and µ, ∴ νavg), or from direct measurements of the data (h,

ḣ). The determination of the growth rate, ḣ is slightly move complicated due to the

requirement of taking a derivative of noisy experimental data, which in turn tends to

result in still noisier derivatives. This issue is somewhat addressed by using a line fit to

multiple neighboring points to determine ḣ, though noisy results remain a consistent

issue, particularly in the case of experiments with a lower temporal resolution.

Figure 6.23 shows a plot of Reynolds number versus time for a single experiment.

There are large fluctuations in the value of the Reynolds number observed in this plot,

which is again unsurprising due to the use of a numerical derivative of noisy data. The

Reynolds number is Re ≈ 6× 104 shortly after reshock in this case, and decays to a
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Figure 6.23. Reynolds number versus time for a single experiment, calculated
according to equation 6.8. ∆ts→rs = −0.76 ms for this experiment.

somewhat smaller value towards the end of the experiment, though the scatter in the

data makes an exact value difficult to determine. Figure 6.24 shows the value of the

average Reynolds number for the first 5 ms after reshock for each experiment versus

that experiment’s shock-to-reshock time. This figure shows a similar average Reynolds

number of Re ≈ 1× 105 for shock-to-reshock times of |∆ts→rs| > 1.0 ms. Recall that

Dimotakis[33, 34] suggested that a Reynolds number greater than a value of Re > 1×104

is required in order to have a transition to turbulent mixing, and Zhou[138] suggested

this critical Reynolds number to be 1.6×105 for the laboratory-scale RMI, specifically.

The Reynolds numbers observed here are in excess of the Reynolds number suggested

by Dimotakis, but fall slightly below the value suggested by Zhou. Figure 6.24 also
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Figure 6.24. Average value of Reynolds number versus shock-to-reshock time for the
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shows that experiments with shorter shock-to-reshock times show a sharp decrease

in average Reynolds number, approaching a minimum at simultaneous shock and

reshock arrival. Notably, the value of the Reynolds number appears to be insensitive

to the order of arrival of the two shock waves, with the average Reynolds number

being approximately the same for both positive and negative shock-to-reshock times.

It can be observed in the log-log plot of Reynolds number versus time in Figure

6.23 that the Reynolds number versus time falls approximately on a straight line,

which corresponds to a power law type decay. We therefore may expect that the

Reynolds number decays according to a power law in time. Figure 6.25 shows the
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Figure 6.25. Reynolds Number versus time for experiments where |∆ts→rs| > 1.0.

Reynolds number versus time for all experiments where |∆ts→rs| > 1.0 ms, with this

range having been chosen to consider only the experiments with a similar average

post-reshock Reynolds number from figure 6.24. Each point in this plot is colored

corresponding to that experiment’s shock-to-reshock time, with red representing a

negative shock to reshock time, blue representing a positive shock to reshock time,

and the color scale passing through black at zero shock-to-reshock time. This plot

shows that the initial value of the Reynolds number is approximately flat or slightly

increasing for a short period after reshock. A decay is then observed after t ≈ 2 ms

until the end of the experiment. A power law fit of the form Re(t) = atp fit to all the

points between 2 and 6 ms post-reshock shows an exponent of p = −0.5035 ± 0.167

(95%). Performing this same fit for the heavy and light experiments separately yields
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slopes of pH = −0.155± 0.202 (95%) and pL = −0.779± 0.243 (95%) respectively.

A relationship between the rate of decay of Reynolds number versus time to the

growth exponent, θ, may be found. According to the definition of Reynolds number

given in equation 6.8 and the nonlinear growth model given in equation 3.10, the

Reynolds number should decay according to a power law which has a relationship to

θ.

Re(t) =
h(t)ḣ(t)

νavg
=

(atθ)(aθtθ−1)

νavg
=

a2θ

νavg
t2θ−1 (6.9)

The fit shown in Figure 6.25 for all experiments in this group has a slope of pavg =

−0.5035 ± 0.167 (95%). Substituting this in to equation 6.9 yields an average value

of θ for these experiments of θavg,Re = 0.248± 0.083 (95%). The fits of the heavy and

light shock first experiments separately correspond to θH,Re = 0.423 ± 0.101 (95%)

and θL,Re = 0.11 ± 0.121 (95%) respectively. These results show a large amount of

scatter, and therefore uncertainty, which is unsurprising given that the determination

of Reynolds number is already a noisy metric due to the requirement of using numer-

ical derivatives. The determined value of θH,Re agrees reasonably well with the values

determined by the measurement of mixing width (θH,W = 0.362 ± 0.018 (95%)) and

TKE decay (θH,TKE = 0.392± 0.02 (95%)). The value for the light shock case, θL,Re,

is substantially lower than the values found via width (θL,W = 0.381 ± 0.02 (95%))

or TKE decay (θL,TKE = 0.312± 0.011 (95%)).

6.2.10. Turbulent Length Scales

Recall that of the main aspects in the definition of what makes a flow considered

turbulent is that the motions of the flow take place over a continuous range of scales.

Energy enters the flow at the largest scales, termed the integral length scale. From

there, the interactions between eddies causes them to break up in to progressively

smaller and smaller sizes. Eventually, these motions reach the Kolmogorov scale,

which is the scale at which viscous forces dissipate the flow motions as heat. Kol-
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mogorov[54, 55] notes that there is a range of scales which are small enough as to be

unaffected by the largest scales of the flow, but still much larger than the scales which

are dissipated as heat. This range of scales is known as the inertial range, and it is

the presence of this inertial range which is one of the hallmarks of a turbulent flow.

The question then arises as to how the bounds of this inertial range may be

established. Recall that Dimotakis[33] defined a set of scales which define the upper

and lower extents of the inertial range of scales in a turbulent flow based on the

analysis of a variety of turbulent flows. Zhou, Robey, and Buckingham[141] expanded

upon these definitions for the case of a time-dependent flow. These length scales are

defined as
λL ≃5Re−1/2h

λD ≃C(νt)1/2

λν ≃50Re−3/4h

λK ≃Re−3/4h

(6.10)

where these scales are in order of decreasing size for a fully turbulent flow. h is the

outer, or integral, scale size, here defined as the width of the mixing layer. λL is the

Liepmann-Taylor scale, which is the largest scale which is decoupled from the outer

scales of the flow.[142] λν is the inner viscous scale, where the decay of energy with

increasing wavelength departs from the k−5/3 inertial range scaling. Finally, λK is the

Kolmogorov scale.[55]

Dimotakis initially noted that in order for a flow to have an inertial range, the

scale representing the largest scales in the inertial range, λL must be larger than

the scale representing the smallest scales in the inertial range, λν . Zhou, Robey, and

Buckingham[141] further expand upon this idea, adding the time-dependent outer-scale

viscous shear layer scale, λD, as another scale at which the flow is decoupled from the

largest scales. They note that the upper bound (largest scales) of the inertial range

will be the lesser of λL or λD (λmin = min[λL, λD]), and the lower (smallest scales)

end of the inertial range will be given by the inner viscous scale, λν . This then gives
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Figure 6.26. Length scales versus time for experiments where |∆ts→rs| > 1.0
ms. The horizontal black dashed line indicates the average experimental resolution,
∆xavg = 0.27 mm/vector.

rise to the Zhou-Robey turbulent transition criteria of λmin > λν .

Figures 6.26 and 6.27 show the calculated length scales point wise (Figure 6.26),

and in a moving average sense (Figure 6.27), to make trends easier to discern.

Experiments were chosen for inclusion based on a shock-to-reshock time |∆ts→rs| >
1.0 ms. This criterion was chosen based on the fact that all length scales shown,

with the exception of h, are functions of Reynolds number, and so for comparison

the experiments should have a similar Reynolds number. Figure 6.24 shows that the

Reynolds number is similar for |∆ts→rs| > 1.0 ms. This is used as the criterion to

select experiments for inclusion in this part of the analysis.
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Figure 6.27. Moving average of length scales versus time for experiments where
|∆ts→rs| > 1.0 ms. The horizontal black dashed line indicates the average experimen-
tal resolution, ∆xavg = 0.27 mm/vector.

The Zhou-Robey criteria for transition specifies that λν (the dark blue points/-

line) should be less than the lesser of λL and λD (the red and green points/lines

respectively). In qualitative terms, the dark blue line must be less than both the red

and green lines in order for the Zhou-Robey criteria to be satisfied. Inspection of the

moving average data (Figure 6.27) reveals that this criterion is very close to being

met for most of the experiment, and in fact is satisfied for a short period around

t ≈ 2 ms following reshock. Inspection of the point-wise data (Figure 6.26) further

suggests that individual experiments may satisfy the Zhou-Robey criteria for a longer

length of time than just the short period indicated by the moving average plot. These
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results suggest that these experiments are in a transitional state on average, and so

it makes sense that some of these experiments may satisfy the Zhou-Robey transition

criteria for longer periods of time than the average.

6.2.11. Spectrum of Turbulent Fluctuations

A good deal of discussion in the previous sections has centered around the notion that

a turbulent flow possesses an “inertial range” of scales over which the energy contained

in the scales decreases approximately according to k−5/3. This was used to establish

definitions of a number of important length scales between which this inertial range

exists, and a Reynolds number for the transition to turbulence was established based

on the notion that the upper and lower bounds of this inertial range should be distinct.

Another method by which the development of a turbulent flow may be assessed is to

directly examine the amount of energy present in the flow as a function of scale size.

One method by which the size and energy content of these scales may be determined

is through the use of the spectrum as calculated using a fast Fourier transform (FFT)

algorithm. The procedure for calculating the spectrum of flow scales in the mixing

layer for a single time instance follows that described by Latini, Schilling, and Don,[58]

except that the calculations presented here are not weighted by density, and is similar

to the calculation performed by Sewell.[109] Essentially, the FFT of each component

of velocity is taken for a single row in the mixing layer. The FFTs are then multiplied

by their complex conjugate in that same row

Ei =
1

2
ûiûi

∗ (6.11)

where Ei is the spectrum of TKE magnitude of the i-th component of velocity, ui is

the i-th component of velocity in that row, (̂·) indicates a Fourier transform, and (·)∗

indicates a complex conjugate. The values are then added together to form the TKE

spectrum as

E = (2Eu + Ev) (6.12)
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where the factor of 2 on Eu is added due to the assumed statistical similarity of the out

of plane, unresolved, component of velocity with the in-plane horizontal component.

This is the same logic used for adding the factor of 2 to the u component of velocity

in the calculation of TKE in equation 6.2. This process is then repeated for all rows

in the mixing layer, and the average magnitude of each amplitude coefficient is taken

for each wavenumber across all rows to obtain a single 1D spectrum for each time

instant.

Figure 6.28 shows the TKE spectrum versus time for two representative exper-

iments, one with the light shock arriving first and the other with the heavy shock

arriving first. Both experiments are from the shock-to-reshock time influence study

experiments outlined in Section 5.1.3. These experiments have a shock-to-reshock

time of |∆ts→rs| ≈ 2.0 ms. Each line represents the average TKE amplitude spec-

trum for a single time instant in the experiment. Each line has a gray scale value

representing the time past reshock with black representing the latest time in the

experiment. The direction of time progression is also indicated by the blue arrow

labeled “time” for reference.

Both experiments in Figure 6.28 demonstrate qualitatively similar behavior in

terms of the trend of the TKE spectrum versus time, although the heavy shock first

experiment (a) shows a larger value of TKE at the latest times in the experiment as

compared to the light shock first experiment (b). This is supported by the observation

made in Section 6.2.6 that light shock first experiments demonstrate a more rapid

rate of decay of TKE than the heavy shock first experiments. The fact that the

light shock first experiment exhibits a lower final value of TKE than a heavy shock

experiment with the same shock-to-reshock time is expected given this difference in

the rate of TKE decay between heavy and light shock first experiments.

The TKE amplitude spectra in Figure 6.28 demonstrate an approximate k−5/3

Kolmogorov-type decay rate towards the middle of the wavenumber range as indi-

cated by comparison with the k−5/3 fiducial drawn on the plots. Larger wavenum-
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Figure 6.28. Spectrum of TKE versus time for a representative experiment with
(a): heavy shock first and (b): light shock first. Both experiments have a similar
shock-to-reshock time |∆ts→rs| ≈ 2.0 ms with opposite signs. A k−5/3 fiducial is
shown for comparison.
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bers, representing smaller scales, qualitatively show a steeper rate of decay of TKE

than observed at smaller wavenumbers. This may be a product of several possible

factors. Physically, it is possible that energy contained in the largest scales have not

had sufficient time to be transferred to these smallest scales yet and so the energy

contained in these scales is understandably lower. This echos the results from Figures

6.26 and 6.27 which suggest that an inertial range has not yet formed as the smallest

scales have not yet had time to separate from the largest scales.

The experiments described in Sections 5.1.2 and 5.1.4 were designed with the

goal of increasing experimental resolution, in turn allowing the extension of spectral

measurements to higher wavenumbers than the more coarse experiments are capable

of. Figure 6.29 shows two experiments, one from the four camera and the other from

single camera high resolution experiments. These two experiments have a similar

shock-to-reshock time and rate of TKE decay versus time. The gray scale is identical

to the one shown in Figure 6.28, although the arrow indicating time has been omitted.

Both experiments shown in Figure 6.29 show qualitatively similar behavior to

each other as well as to the experiments of Figure 6.28. The smallest wavenumbers

initially follow a decay profile that is similar to, and perhaps slightly more shallow

than, a Kolmogorov-type k−5/3 profile. The slope of TKE decay becomes steeper than

k−5/3 towards the middle and upper end of the resolved wavenumber range. Finally,

a flattening of the rate of decay of TKE with wavenumber is observed for the very

highest wavenumbers resolved here. A possible explanation for this flattening is that

in this region the energy and size of the turbulent scales approaches the same level

as the experimental noise floor, making this part of the spectrum indistinguishable

from experimental noise. This flattening of the spectrum may therefore be a product

of the energy contained in this noise rather than a physical phenomena.

It is also informative to look at the plot of the turbulent length scales computed

in Section 6.2.10 against the resolved wavenumbers of an experiment. Figure 6.30

shows a pseudocolor plot of the amplitude of TKE fluctuations as a function of time
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Figure 6.29. Average TKE spectrum plots for (a): Four-camera high resolution
experiment dated 2019-08-26-R010, and (b): Single camera high resolution exper-
iment dated 2022-01-07-R005. Both experiments have a shock-to-reshock time of
∆ts→rs ≈ 0.75 ms.
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Figure 6.30. Pseudocolor of the FFT of a single experiment from the high resolution,
single camera experiments (∆ts→rs = 0.78 ms). The color scale shows the logarithm
of energy density as a function of time and wavenumber. The colored lines correspond
to the moving average of the turbulent length scales described in Section 6.2.10 and
plotted in Figure 6.27.

and wavenumber for a single experiment with shock-to-reshock time ∆ts→rs = 0.78

ms. Here, the horizontal axis represents wavenumber, the vertical axis represents

time, and the color scale represents the logarithm of the spectrum of TKE. The

lines plotted on top of this pseudocolor plot correspond to the moving average of the

turbulent length scales shown in Figure 6.27. Note that the pseudocolor data is not

filled in on the right hand side of this plot as the experimental images do not have

sufficient resolution to resolve these smallest scales. This figure shows that the length

scales corresponding to the developing inertial range are, in fact, near the limit of
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the resolved wavenumber range even for the high resolution experiments. This plot

suggests that nearly two orders of magnitude in additional imaging resolution would

be needed before the full range of turbulent scales from the scale of the mixing layer

down to the Kolmogorov scale could be resolved. An increase in imaging resolution

of at least 10× would be needed to resolve the inertial range of scales and perhaps

even greater when considering that these flows are only transitional and a still higher

Reynolds number is required to achieve a developed inertial range which would in

turn result in smaller scales than observed here. Additionally, this suggests that the

approximate k−5/3 scaling observed in the FFTs shown in Figures 6.28 and 6.29 may

not be associated with a developing inertial range.

6.2.12. Scale Dependence of Anisotropy

Soulard, Guillois, Griffond, et al.[112] suggested in their work that a flow with less

energy in the large scales should become increasingly isotropic, and that a trend

towards isotropy in the RMI appears to be driven by the emergence of small scale

flow structures. This may be interpreted to imply that small scale motions of a tur-

bulent flow are inherently more isotropic than the large scale motions. This idea

may be examined here by extending the notions of the anisotropy ratio and TKE

spectrum discussed previously to consider anisotropy versus wavenumber in the RMI.

The calculation of an anisotropy spectrum is accomplished using a combination of

the techniques discussed in Sections 6.2.8 and 6.2.11. The spectra are calculated as

described previously in Section 6.2.11, except in this case the spectra are calculated

separately for the x and y components of TKE, rather than as a single sum. This re-

sults in two spectra for each time instant, one representing the TKE in the cross-tube

direction and one in the tubewise direction. The ratio of the amplitude coefficients

of these two spectra can then be taken to obtain an anisotropy ratio as a function

of wavenumber. This can be viewed as the equivalent to equation 6.6 in a spectral
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sense.

Plots of anisotropy ratio versus wavenumber for the same experiments shown in

Figures 6.28 and 6.29 is presented in Figure 6.31. These curves again have gray scale

values the same as those in the earlier plots, with lighter grey values representing

time instances earlier in time and darker grey values representing later times. It can

be observed in these plots that the spectrum of anisotropy does not demonstrate

any substantial changes in the value of the anisotropy ratio versus wavenumber over

the duration of an experiment. Additionally, no significant difference is observed

between plots for the light shock first or heavy shock first experiments. This also

agrees with the findings in Section 6.2.8, where no significant difference in trends of

average anisotropy ratio were observed for a range of shock-to-reshock times beyond

early times following reshock. It can be observed from the plots in Figure 6.31 that

the value of anisotropy ratio is large at the larger scales (i.e., on the same scale as

the mixing layer width), and appears to trend towards an isotropic state as scale size

decreases. This indicates that the observed anisotropy of the mixing layer, such as in

Figure 6.22, may be in part due to averaging the contributions from the largest scales

of the flow with those at the smallest scales, causing a preference towards anisotropy

when calculated in this manner.

6.2.13. Experiments in the Limit of Zero Shock-to-Reshock Time

A unique behavior was observed for experiments with a vanishingly small shock-to-

reshock time. This specifically refers to the case where the first and second shock

waves arrive nearly simultaneously at the interface. These experiments exhibit a very

low growth rate of the mixing layer, and correspondingly low values of vorticity and

turbulent kinetic energy. Qualitatively the perturbations grow very slowly and do not

approach any sort of turbulent state for the duration of the experiment. These experi-

ments are much more difficult to process due to their low signal-to-noise ratio. Images
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Figure 6.31. Anisotropy versus wavenumber for the same experiments shown in
Figures 6.28 and 6.29. (a): Lower resolution, heavy shock first (Sec. 5.1.3, ∆ts→rs =
−2.04 ms). (b): Lower resolution, light shock first (Sec. 5.1.3, ∆ts→rs = 2.05 ms).
(c): High Resolution, 4 camera (Sec. 5.1.2, ∆ts→rs = 0.75 ms). (d): High Resolution,
1 camera (Sec. 5.1.4, ∆ts→rs = 0.78 ms).
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(a) (b) (c) (d)

Figure 6.32. Pseudocolor plots of the vorticity field from an example experiment
with very low post-reshock growth. The color scale has been drastically reduced from
other experiments shown in this work to make data visible. Times of each image
relative to reshock are (a): ≈ 0.9 ms, (b): ≈ 3.57 ms, (c): t ≈ 6.23 ms, (d):
t ≈ 12.8 ms.

of the vorticity field for one of these experiments is shown in Figure 6.32. It can be

clearly observed that these experiments demonstrate a qualitatively different behavior

from others presented in this work. The mixing layer has a significantly lower amount

of growth, and individual structures from the initial perturbations remain perceptible

for the duration of the experiment, in contrast to the other experiments presented

here where the shape of the initial condition is lost due to the ensuing turbulent

flow. For this reason these experiments have been excluded from ensembles and fits

of experiments shown elsewhere in this work as they behave demonstrably differently

than the rest of the experiments. This corresponds to excluding 6 experiments of the

total set of 92 experiments.

Notably, this low growth behavior could not be reproduced on-demand. This

behavior seems to be extremely sensitive to the exact arrival times of the two shock

waves. The mechanical jitter in the time of firing of the two drivers in this apparatus

is large enough that simply setting a specific driver firing separation time would still

not guarantee the first and second shock waves would arrive with a sufficiently close
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arrival time to generate this behavior.

The idea that conditions may be prescribed such that the RMI does not grow fol-

lowing the passage of a shock wave has been described previously. Mikaelian proposed

the idea of RMI “freeze out”, where the combination of gases may be carefully chosen

such that the post-shock Atwood number is zero when considering the compressibility

of the two gases, thereby resulting in a zero growth rate of the RMI.[75] This is not

the situation here as one would then expect zero growth for any shock spacing. It is

instead possible that the near-simultaneous arrival of the two shock waves has the ef-

fect of canceling the vorticity deposited on the interface by the other shock. Equation

2.1 shows that vorticity is deposited on the interface according to the cross product

of ∇ρ and ∇p. One can conclude that, given a short enough time between shock and

reshock, the perturbations, which in turn specify ∇ρ, have not significantly changed.

Therefore the only difference between the arrival of the first and second shock waves

is the sign of ∇p, which will be approximately equal and opposite in magnitude and

direction to the initial shock. This results in this cross-product term taking on equal

but opposite values for the first and second shock waves, effectively canceling out the

vorticity deposited. As noted, whether this behavior occurs for a given experiment

appears to be to be extremely sensitive to the relative times of arrival of shock and

reshock. This indicates that this cancellation of vorticity is extremely sensitive to

temporal evolution of the interface perturbations. This type of RMI “freeze-out” was

previously proposed by Mikaelian,[73] where the growth rate of the interface imparted

by the passage of the first shock is canceled by the passage of the second by having

the two shock waves arrive at the interface with a prescribed temporal separation.
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7. Conclusions

The work presented here has encompassed the conceptual design, optimization, con-

struction, and utilization of a new dual driver vertical shock tube (DDVST). The

shock tube was designed and optimized to permit the longest possible post-reshock

experimental window in which the RMI can evolve. The dual driver configuration

allows the shock waves arriving from the light and heavy gases to be individually

controlled both in their strengths and also in their relative arrival times at the in-

terface. This permits unique types of experiments where the bulk interface motion

can be halted after the passage of the second shock wave. This halting of bulk in-

terface motion permits new types of experiments where the imaging area may be

significantly reduced in order to afford greater resolution while still maintaining a

long post-reshock visualization time. The DDVST’s design also permits the length of

time between the arrival of the incident shock wave and reshock to be continuously

controlled, including to reverse the order of arrival of the two shock waves. This per-

mits the study of not only the “traditional” light shock first configuration, but also

the examination of the case where the shock wave arrives from the heavy gas first.

The experiments presented in this work encompass three major sets of data, with

a fourth “validation” set consisting primarily of experiments designed to verify that

the shock tube was functioning as expected. The Mach number of the shock waves

in these experiments had a nominal value of ML = 1.17(σ = 0.007) for the light gas

shock wave, and MH = 1.18(σ = 0.004) for the heavy gas shock wave. The time

between shock and reshock, referred to as the shock-to-reshock time in this work,

was varied between ∆ts→rs ≈ ±4 ms. A negative shock to reshock time indicates the

heavy shock wave arriving first, while a positive shock-to-reshock time indicates the

light shock wave arriving first.

The bulk of the experiments conducted as part of this work utilized the particle
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image velocimetry diagnostic. This technique yielded 2D, 2 component (2D2C) veloc-

ity measurements of the RMI. This data was gathered through a set of three groups

of experiments.

The first experimental group, outlined in Section 5.1.2, focused on achieving high

resolution while maintaining a high recording rate by forming a 2x2 tiled grid of

camera views. This configuration allowed for an effectively doubled image resolution

while maintaining a full view of the width of the shock tube test section and a high

recording frame rate. This was made possible by the DDVST’s unique ability to halt

the bulk interface motion following reshock. This allowed the cameras to be zoomed

in as close to the shock tube as possible while still maintaining a long time in which

the RMI is observable in reshock.

The second experimental group, outlined in Section 5.1.3, focused on utilizing

the DDVST’s ability to easily and continuously control the shock-to-reshock time,

including reversing the order of arrival of the shock waves. These experiments utilized

a lower overall resolution as compared to those in the four camera high resolution

experiments, but gained the ability to image the RMI for a wide range of shock-to-

reshock times. This resulted in a group of experiments with a long shock-to-reshock

time after the arrival of a heavy shock (∆ts→rs < 0), to a long shock-to-reshock time

after the arrival of a light shock (∆ts→rs > 0) and anywhere in between.

The third experimental group, outlined in Section 5.1.4, was focused on repeating

the four camera high resolution experiments (Section 5.1.2) except utilizing a newly

acquired Phantom v2640 camera. This camera has twice the resolution in each direc-

tion (2048 x 1920 pixels) as compared to the APX-RS cameras used previously. This

allowed the four camera, 2x2 grid setup to be replaced with a single camera, thereby

eliminating the need for merging algorithms to combine the four individual PIV fields

in to one resultant field. This new hardware also allowed this high imaging resolution

to be maintained at a greatly increased frame rate compared to that of the previous

experiments. The increase in frame rate allowed the PIV diagnostic to be switched
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Method θH θL θavg
Layer Width 0.365± 0.018 0.381± 0.02 0.375± 0.017
TKE Decay 0.392± 0.02 0.312± 0.011 0.336± 0.016

Table 7.1. θ determined via several methods, with 95% confidence interval.

from a dual frame PIV algorithm to a sequential PIV algorithm. This resulted in a

five times increase in PIV acquisition rate at the same effective imaging resolution of

the 2x2 four camera experiments presented in this work while using a single camera.

Experimental data analysis focused on several major areas. The first was the

determination of the nonlinear growth exponent, θ, which models the extents of the

mixing layer according to the power law h(t) = atθ. This value of θ was measured in

several different ways. Analysis of the ensemble of three main experimental groups

found θH = 0.365 ± 0.018 and θL = 0.381 ± 0.02 for heavy shock first and light

shock first experiments, respectively, when determined using the width of mixing

layer as given by the region of elevated enstrophy. The rate of decay of TKE method

outlined by Thornber, Drikakis, Youngs, and Williams[117] was also used and found

θH = 0.392 ± 0.02 and θL = 0.312 ± 0.011 for this same ensemble of experiments.

Table 7.1 shows the values of θ determined using each of these different methods.

These values of θ generally agree with those found in recent simulations of the RMI

in reshock, where θ is estimated to lie between approximately 0.2 and 0.36.[139] Recent

experiments in our lab by Sewell have found θ to be in the range of 0.33 ≤ θ ≤ 0.50

for reshock, although those experiments were only able to observe the RMI in reshock

for a comparatively short amount of time. Additionally, analysis on the rate of decay

of TKE in the mixing layer showed different average values of the rate of decay

for the heavy shock first and light shock first experiments. An average exponent

p to the model equation TKE(t) = atp was found to be pH = −0.823 ± 0.06 and

pL = −1.066± 0.032 for the heavy shock first and light shock first experiments. This

suggests a difference in the rate of decay of TKE for the two experimental cases which

is greater than the 95% confidence interval of the mean values.
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The anisotropy of the flow in the mixing layer, as determined using the Reynolds

anisotropy tensor, was examined. An alternative measure of anisotropy, using the

ratio of the total amount of kinetic energy in the streamwise to cross-stream directions

within the mixing layer was also used. Both metrics showed qualitatively similar

results. Inspection of several groups of experiments, split according to the length of

their shock-to-reshock time as well as their order of shock wave arrival, shows a relative

insensitivity of both the value and temporal trends of anisotropy on the order of shock

wave arrival. In all cases, the mixing layer was found to begin at an anisotropic state

shortly after reshock, trending towards isotropy at early times. The experiments with

the longest shock-to-reshock time appear to show a more rapid approach to this near-

isotropic state. The experiments approach an average minimum value of A ≈ 1.2 for

the longest shock-to-reshock times, and A ≈ 1.3 for shorter shock to reshock times.

The degree of anisotropy begins to increase at later times, with all experimental

groupings demonstrating similar values and trends of anisotropy. The anisotropy

ratio approaches a value of A ≈ 1.6 − 1.8 at the latest times in the experiment.

This is a value that has been previously found by Thornber, Drikakis, Youngs, and

Williams,[117] though in the present experiments this value is only realized for a short

period of time before the end of the experiment.

This trend towards an isotropic state at early times following reshock is balanced

by a return to anisotropy at middle and later times in the experiments. This initial

decay towards isotropy followed by a trend towards anisotropy has been observed in

other work,[88, 105] though other simulations show a direct approach to a steady value

of anisotropy ratio without the initial undershoot observed here.[117] A potential ex-

planation for this behavior is related to early time nonlinear interactions as suggested

by Ristorcelli, Gowardhan, and Grinstein.[105] The large “initial” perturbations at

reshock lead to an immediate nonlinear interaction between structures on the inter-

face. This results in an early transfer of motion from the streamwise to cross stream

directions, leading to a trend towards isotropy.[105] These small scale motions dimin-
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ish at later times as they are dissipated by viscosity.[94] The imprint of the initial

conditions of the flow is then responsible for returning the flow to a more anisotropic

state.[10, 42,118,140]

The scale dependence of anisotropy was also examined. This was accomplished

by taking the mixing layer average spectrum of TKE in the streamwise and cross-

stream directions separately and then taking their ratio for each wavenumber. This

analysis found that the largest scales were primarily anisotropic, while the smaller

scales trended towards a more isotropic state. This result suggests that a calculation

of anisotropy using a simple average over the whole field will yield a value that is an

average of all scales and will tend to be anisotropic, while in actuality there is a scale

dependence of anisotropy in which the smallest scales are isotropic. This analysis

also shows that there was no large-scale shifts in the spectrum of the anisotropy ratio

over time, nor with changing shock-to-reshock time. This also gives rise to another

possible explanation for the initial trend towards isotropy followed by increasing lev-

els of anisotropy of the flow observed in these experiments. The initial trend towards

isotropy shown here may suggest that the flow generally contains smaller (and there-

fore more isotropic) scales at early times. These small scales then dissipate due to the

influence of viscosity, and the diminishing amount of energy present in these small-

est, isotropic scales versus the larger, anisotropic scales will manifest as an increased

degree of anisotropy in an average sense. This behavior has also been suggested by

Soulard, Guillois, Griffond, et al.,[112] who state that a flow with less energy in the

large scales should become increasingly isotropic.

The Reynolds number, defined as Re = hḣ/νavg, has also been examined as a

function of shock-to-reshock time as part of this work. The average value of the

Reynolds number for the first 5 ms post reshock was found to have a low value of Re ⪅

104 for very short shock-to-reshock times, and increase towards a roughly constant

Re ≈ 1 × 105 for the longest shock-to-reshock times with no apparent difference on

the order of arrival of the shock waves. This maximum value exceeds the value of
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Re ≈ 1×104 suggested by Dimotakis for a transition to turbulence.[33] Zhou suggests

that the critical value of Reynolds number is closer to 1.6 × 105 for laboratory scale

RMI experiments when considering the time-dependent nature of the problem.[138]

The experiments presented here achieve ≈ 60% of Zhou’s suggested value. This

indicates that this flow is likely not fully turbulent by this criteria.

The Reynolds number was also used to calculate relevant turbulent length scales.

The analysis of all experiments with an Reynolds number of Re ≈ 1 × 105, corre-

sponding to a shock-to-reshock time of |∆ts→rs| > 1.0 ms, was conducted. Zhou,

Robey, and Buckingham[141] specify time-dependent length scales corresponding to

the upper and lower bounds of the inertial range of scales which must be separate

for a turbulent cascade to form. These experiments only met this criteria for a short

period of time shortly after reshock in an average sense, but are generally very close

to satisfying the criteria for most of the experiment. The fact that the transition cri-

terion as defined by these length scales is nearly satisfied for most of the experiment

does suggest that the flow in these experiments may indeed be transitional, although

perhaps not fully turbulent with the accompanying range of length scales and energy

distribution.

Finally, an analysis of the spectrum of turbulent kinetic energy was conducted.

This analysis found that early times after reshock had a spectrum of TKE decay

slightly more shallow than the perhaps-expected Kolmogorov k−5/3 spectrum, trend-

ing towards a spectrum that more closely followed this decay at later times. This

departure from the “expected” behavior for a turbulent flow is also supported by

the finding that the experiments presented here come close to, but do not meet, the

criterion for the flow to fully transition to a turbulent state. The spectrum of TKE

appears to be similar for all shock-to-reshock times and order of shock wave arrival

at early times after reshock. The spectrum of TKE demonstrates a lesser amount

of energy at the latest times for light shock first experiments as compared to heavy

shock first experiments, which is in agreement with the observed trend in the rate
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of decay of TKE versus shock-to-reshock time discussed previously. Qualitatively,

no large differences in the shape of the spectrum are observed for experiments with

different shock-to-reshock times.
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A. Analysis of repeatability of driver firing times

The experiments presented in this work depend on the repeatability of the shock

arrival times at the interface between experiments. Ideally, a fixed setting of the

time between the firing of the first and second drivers would result in the exact same

time of arrival of the first and second shock waves. This, in turn, would result in the

time between the arrival of the first and second shock waves also being similarly

consistent. In reality, however, the solenoids used to rupture the diaphragms are

mechanical devices which are subject to factors which result in their deployment not

being identical from experiment to experiment. This means that the time from

shock to reshock will have some inconsistency even with identical triggering settings.

Generally a deviation in the arrival of the two shock waves is not a critical issue as

the actual shock-to-reshock time is calculated using pressure transducer data

captured for that specific experiment, allowing variations in the firing of the two

drivers to be accounted for. Additionally, the viewable area of the camera(s) in

most experiments is large enough that small deviations in the time between shock

and reshock does not result in the interface location at reshock moving out of the

view of the cameras. This is a larger issue for experiments without a large field of

view, however, as these deviations in the arrival of the two shock waves may result

in the interface traveling out of frame before reshock occurs, resulting in an

unusable experiment. It can be imagined that there is a certain minimum viewable

area that is required to have confidence that reshock impact will take place within

the camera frame. It is for this reason that quantifying the repeatability of the time

between commanded driver firing and actual driver firing is useful.

A set of 4 groups of experiments consisting of 10 runs each were conducted to

examine the repeatability of the driver firing times. Each experiment involved firing



205

trig time ch1 time ch2 time ch 1 2 dt shock vel
exp

001 5.204e-18 1.734e-02 1.790e-02 5.600e-04 -4.001e+02
002 5.204e-18 1.718e-02 1.770e-02 5.200e-04 -4.308e+02
003 5.204e-18 1.722e-02 1.778e-02 5.600e-04 -4.001e+02
004 5.204e-18 1.734e-02 1.790e-02 5.600e-04 -4.001e+02
005 5.204e-18 1.734e-02 1.790e-02 5.600e-04 -4.001e+02
006 5.204e-18 1.750e-02 1.806e-02 5.600e-04 -4.001e+02
007 5.204e-18 1.722e-02 1.778e-02 5.600e-04 -4.001e+02
008 5.204e-18 1.710e-02 1.766e-02 5.600e-04 -4.001e+02
009 5.204e-18 1.738e-02 1.790e-02 5.200e-04 -4.308e+02
010 5.204e-18 1.718e-02 1.774e-02 5.600e-04 -4.001e+02

mean 5.204e-18 1.728e-02 1.783e-02 5.520e-04 -4.062e+02
std 0.000e+00 1.135e-04 1.146e-04 1.600e-05 1.231e+01

Table A.1. Repeatability of experiments with the light driver pressurized for a
M = 1.2 shock wave in air.

trig time ch1 time ch2 time ch 1 2 dt shock vel
exp

001 5.204e-18 1.874e-02 1.930e-02 5.600e-04 -4.001e+02
002 5.204e-18 1.850e-02 1.910e-02 6.000e-04 -3.734e+02
003 5.204e-18 1.882e-02 1.942e-02 6.000e-04 -3.734e+02
004 5.204e-18 1.882e-02 1.942e-02 6.000e-04 -3.734e+02
005 5.204e-18 1.870e-02 1.930e-02 6.000e-04 -3.734e+02
006 5.204e-18 1.846e-02 1.906e-02 6.000e-04 -3.734e+02
007 5.204e-18 1.866e-02 1.926e-02 6.000e-04 -3.734e+02
008 5.204e-18 1.854e-02 1.914e-02 6.000e-04 -3.734e+02
009 5.204e-18 1.890e-02 1.946e-02 5.600e-04 -4.001e+02
010 5.204e-18 1.886e-02 1.942e-02 5.600e-04 -4.001e+02

mean 5.204e-18 1.870e-02 1.929e-02 5.880e-04 -3.814e+02
std 0.000e+00 1.486e-04 1.386e-04 1.833e-05 1.222e+01

Table A.2. Repeatability of experiments with the light driver pressurized for a
M = 1.2 shock wave in SF6.
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trig time ch1 time ch2 time ch 1 2 dt shock vel
exp

001 5.204e-18 1.294e-02 1.238e-02 -5.600e-04 4.018e+02
002 5.204e-18 1.290e-02 1.238e-02 -5.200e-04 4.327e+02
003 5.204e-18 1.294e-02 1.238e-02 -5.600e-04 4.018e+02
004 5.204e-18 1.298e-02 1.242e-02 -5.600e-04 4.018e+02
005 5.204e-18 1.294e-02 1.238e-02 -5.600e-04 4.018e+02
006 5.204e-18 1.294e-02 1.238e-02 -5.600e-04 4.018e+02
007 5.204e-18 1.326e-02 1.270e-02 -5.600e-04 4.018e+02
008 5.204e-18 1.282e-02 1.226e-02 -5.600e-04 4.018e+02
009 5.204e-18 1.294e-02 1.238e-02 -5.600e-04 4.018e+02
010 5.204e-18 1.318e-02 1.262e-02 -5.600e-04 4.018e+02

mean 5.204e-18 1.298e-02 1.243e-02 -5.560e-04 4.049e+02
std 0.000e+00 1.258e-04 1.237e-04 1.200e-05 9.273e+00

Table A.3. Repeatability of experiments with the heavy driver pressurized for a
M = 1.2 shock wave in air.

trig time ch1 time ch2 time ch 1 2 dt shock vel
exp

001 5.204e-18 1.506e-02 1.446e-02 -6.000e-04 3.750e+02
002 5.204e-18 1.518e-02 1.458e-02 -6.000e-04 3.750e+02
003 5.204e-18 1.474e-02 1.418e-02 -5.600e-04 4.018e+02
004 5.204e-18 1.410e-02 1.354e-02 -5.600e-04 4.018e+02
005 5.204e-18 1.478e-02 1.418e-02 -6.000e-04 3.750e+02
006 5.204e-18 1.446e-02 1.386e-02 -6.000e-04 3.750e+02
007 5.204e-18 1.454e-02 1.398e-02 -5.600e-04 4.018e+02
008 5.204e-18 1.418e-02 1.358e-02 -6.000e-04 3.750e+02
009 5.204e-18 1.418e-02 1.362e-02 -5.600e-04 4.018e+02
010 5.204e-18 1.458e-02 1.402e-02 -5.600e-04 4.018e+02

mean 5.204e-18 1.458e-02 1.400e-02 -5.800e-04 3.884e+02
std 0.000e+00 3.496e-04 3.414e-04 2.000e-05 1.339e+01

Table A.4. Repeatability of experiments with the heavy driver pressurized for a
M = 1.2 shock wave in SF6.
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a single driver, and using a digital oscilloscope to record the trigger signal sent to

the solenoid to rupture the driver, and the pressure transducer signals for the two

pressure transducers nearest to the driver being fired to capture the shock wave.

These traces are analyzed to find the time between the trigger signal and the arrival

of the shock wave at each pressure transducer, the time between the shock passage

at each pressure transducer, and the shock velocity based on those time

measurements.

Four groups of experiments were conducted consisting of a “high pressure” and “low

pressure” group for each of the light and heavy drivers. The “high pressure” groups

pressurized the driver to the typical pressure to generate a M = 1.2 shock wave in

air. The “low pressure” experiments were pressurized to the level typical to generate

a M = 1.2 shock wave in SF6, which is ≈ 20% lower than that of the M = 1.2 in air

case and may result in a longer rupturing time of the diaphragm, decreasing

repeatability.[93, 130] These groupings were chosen to examine the effect of a lower

firing pressure on repeatability of the experiment, as well as the influence of the

differing orientations of the firing solenoid for the upper and lower drivers. The

working gas for all groups of experiments was air. The time measurements have a

resolution of 20µs.

Tables A.1 and A.2 show the results for the high and low pressure experiments in

the light driver respectively. Tables A.3 and A.4 show the results for the high and

low pressure experiments in the heavy driver respectively. All groups of experiments

show a similar level of shock wave speed variability, Vs ≈ 12 m/s, indicating that the

shock wave strengths are highly consistent between runs and for different

orientations and firing pressures1. The light driver experiments exhibit a deviation

in shock wave arrival time at the closest pressure transducer of 17.28 (σ = 0.113) ms

1Examining the ch 1 2 dt column shows that the difference in shock wave velocities is due to a
difference of ≈ 20− 40µs in shock transit time between the two pressure transducers, corresponding
to 2-3 data points in the recording. Therefore the calculated shock wave speed variability is likely
primarily driven by the resolution of the measurements.
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and 18.70 (σ = 0.148) ms for the high and low pressure groups respectively. The

heavy driver experiments show arrival times of 12.98 (σ = 0.126) ms and

14.58 (σ = 0.350) ms for the high and low pressure experiments respectively. σ

represents the standard deviation value of the measurement.

It can be observed that the heavy driver experiments have a greater variability in

shock wave arrival times than those from the light driver. A possible explanation for

this behavior is due to the fact that the heavy driver solenoid is oriented upside

down with the arrowhead pointed downwards and held in the retracted position by

a spring. This is in contrast to the light driver solenoid which is oriented in the

opposite orientation and held in the retracted position by gravity. The heavy driver

solenoid is then in an unstable orientation, and may be prone to resting at an angle

relative to the solenoid body. Therefore, when triggered, the solenoid shaft may

initially drag on the edges of the solenoid body, increasing friction and decreasing

repeatability. The upper driver’s orientation helps alleviate this issue as gravity

keeps the shaft aligned with the solenoid body. A second potential explanation for

this behavior is that the broken pieces of diaphragm will tend to fall downwards in

the tube following an experiment. These broken pieces may become trapped in the

solenoid spring and interfere with the solenoid operation in the subsequent

experiments. Care should be taken to ensure no pieces of diaphragm are stuck in or

around the solenoid following each experiment for this reason.
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