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Abstract

Recent observations of the galaxy M87 by the Event Horizon Telescope (EHT) indicate

that the appearance of the galactic core M87* is dominated by a ring-shaped structure.

The size and shape of this ring match expectations for matter orbiting near the event

horizon of a black hole weighing several billion solar masses, providing the most direct

evidence to date that M87* is a supermassive black hole (SMBH). However, many details

of the observational appearance remain unknown. Re-examining the public datasets with

a code base built from scratch by the author, two aspects of the analysis pipeline are

scrutinized: (1) approximations in the statistical likelihood functions used to fit image

models to the data, and (2) the design of the model itself. An alternative (but equally

valid) likelihood function is tried, and a new parametric model is introduced – the first

such model to include the ultra-thin “photon ring” component expected from gravitational

lensing.

Particular attention is paid to the thickness of the main annular feature, which has

implications for the nature of the accretion flow around the black hole. It is shown that

the width of the annulus is difficult to constrain, and is indeed sensitive to choices made

in the analysis. Nevertheless a discrepancy persists between the ring width inferred from

geometric modeling and that inferred from non-parametric imaging algorithms. Evidence

for the presence of the photon ring is found to be inconclusive, and the photon ring degrees

of freedom have little effect on the main conclusions. As the EHT array is expanded and

more observations are made in the coming years, the techniques developed in this work

have the potential to aid in further constraining the observational appearance of M87*.
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Chapter 1

Introduction

General relativity (GR) is one of the foundational pillars of modern physics and rep-

resents our most fundamental understanding of space, time, and gravity. Since its for-

mulation by Einstein in 1915, GR has passed a variety of precision tests in the regime

of weak gravitational fields (such as those in our own solar system), but so far relatively

few tests have been possible in the strong field regime, where predictions of the theory

diverge dramatically from their Newtonian counterparts. Surely the boldest prediction

of GR is the formation of black holes—regions of spacetime cut off from the rest of

the universe by a one-way causal boundary known as an event horizon—resulting from

runaway gravitational collapse. But although there is ample evidence for the presence of

dark compact objects in the universe, ranging in size from a few solar masses to upwards

of a billion suns, we are still lacking any precise tests of the geometry of the black hole

spacetime (the Kerr metric), nor do we have direct evidence for the existence of event

horizons in nature. As GR is the basis for an enormous array of astrophysical modeling,

from stellar evolution to cosmology, confirming these fundamental predictions is essential

to rigorously test the theory.

Furthermore, it is widely believed that at large enough energy scales GR will break

down, giving way to a more fundamental theory of ‘quantum gravity’ that would unify

GR with another pillar of physics, quantum theory. Black holes represent a rare nexus

where the two theories make contact, presenting several paradoxes whose resolution may
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reveal clues to the nature of quantum gravity. The dream of a grand unification has been

a driving force in theoretical physics for a century, and continues to motivate the study

of black holes today.

Technological advances in the 21st century have enabled a new wave of astronomical

experiments and brought about a renaissance in black hole science. Over the past decade,

two independent teams were able to track the motion of individual stars orbiting the

black hole candidate at the center of the Milky Way, Sagittarius A* (SgrA*), observing

gravitational redshift and orbital precession consistent with GR, and measuring the cen-

tral mass with unprecedented precision [30, 39, 40]. In 2016, the Laser Interferometer

Gravitational-Wave Observatory (LIGO) announced the first-ever detection of gravita-

tional waves, which matched predictions for the wave-forms generated by long-theorized

binary black hole mergers [1]. And in 2017, the Event Horizon Telescope (EHT) began its

campaign to image the near-horizon region of the supermassive black hole M87* [19–24].

These experiments have ushered in an exciting new era of black hole astrophysics with

the potential not only to prove that black holes exist, but to explore their properties in

detail, putting the theory of general relativity to a brand new suite of tests.

The 2017 EHT observations of M87* are the first electromagnetic measurements prob-

ing event-horizon scales of a black hole, a remarkable achievement that will undoubtedly

be remembered as a milestone in observational astronomy. There are many challenges

in interpreting the data, however, beginning with the most basic question of the ob-

servational appearance of the source. These difficulties arise because the data do not

directly probe the sky brightness, but rather provide a sparse sampling of its Fourier

transform (the “complex visibility”) subject to a high degree of calibration uncertainty

(see Sec. 2.1). To infer the appearance, the EHT collaboration (EHTC) tried a variety of

different approaches and found that all supported the presence of a ring approximately

40 micro-arcseconds (µas) in diameter, with a mild brightness gradient roughly in the

southerly direction. These features agree with models of synchrotron emission from mat-
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ter accreting onto a black hole weighing several billion solar masses [25, 51, 55], and

provide the most direct evidence to date that M87* is indeed a supermassive black hole

(SMBH).

The identification of a robust feature matching expectations is a great success, but

many interesting questions remain. What is the precise orientation of the brightness

gradient? How wide is the ring, and how quickly does the brightness fall off with distance

from the black hole? What other image features are present? Until such questions can be

answered, efforts to infer more detailed source properties (i.e., to “do astrophysics” with

these observations) will be severely limited.

To analyze the data EHTC considered two classes of method: image reconstruction

and geometric modeling (keep in mind these are methods to model the image, not

the source itself). The two approaches are distinguished in that image reconstruction

attempts to be agnostic to the underlying image appearance and converges on a best

fit according to a specific algorithm, while the geometric modeling approach assumes

a model for the underlying image and provides posterior probability distributions for its

parameters. Ultimately, both methods have significant drawbacks. The imaging approach

has much greater flexibility to reconstruct irregularly-shaped features, but only provides

a single best guess through an iterative algorithm, making it very difficult to quantify

the error bars on particular quantities of interest. Geometric modeling is able to quantify

the uncertainty of each parameter, which is essential for making any rigorous scientific

claims about these observations, but the results are only valid under the assumption that

the true image is drawn from the space of model parameters—a dubious assumption

given the simplicity of the models. Finding points of agreement between the two methods

builds the strongest case for a reliable claim, but unfortunately, while the two approaches

were in excellent agreement on the diameter of the main ring, they disagreed on its width

(Fig. 1.1).
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Figure 1.1 Appearance favored by EHTC modeling. All images are for the April 06 dataset. Imaging
algorithms smooth the visual appearance as they converge on a best-guess image, and tend to produce
wider rings (top row, reproduced from Fig. 11 of [22]). The DIFMAP analysis iteratively applies the
CLEAN algorithm, and the result is shown after convolution with a 20µas-wide Gaussian beam (repre-
sented by a white circle). Geometric modeling needs no artificial smoothing, and compensates for a lack
of detailed substructure by adding ‘nuisance components’ in the form of elliptical Gaussians (bottom row,
reproduced from Fig. 5 of [24]). This method suggests much narrower rings, the narrowest of which are
in tension with theoretical expectations (see discussion in Sec. 4.2.2 and App. F).

11



On the one hand, imaging algorithms are especially problematic for measuring the

ring width because they inherently blur the image as the algorithm iterates to avoid

pathological solutions. For this reason, the widths measured from reconstructed images

are “systematically biased upward from the true values,” such that they can “at best be

viewed as upper limits” [22, Sec. 9]. With image reconstruction EHTC was only able

to report a fairly weak upper bound on the ring width, finding that it must be less

than half the diameter (fractional width ≲ 50%). On the other hand, some of the most

detailed geometric modeling highlighted by EHTC suggested extremely narrow rings, with

fractional widths of only 10 − 20% (e.g. lower right panel of Fig. 1.1). The ring width

is important because it is a direct probe of the emission profile of the accretion disk; the

radial brightness pattern of the emission arrives relatively intact1, and so constraining it

could ultimately discriminate between different models of the accretion flow around M87*.

But the narrowest of these rings are nearly impossible to explain within conventional

models, and would seem to require rather dramatic revisions in ideas about the origin of

the 1.3mm emission from M87* (App. F).

Given these conflicting results, what can we really infer about the appearance of M87*

from the EHT observations? And can improvements in the data analysis techniques lead

to better constraints on image features?

These are the questions that motivated my research on the EHT data, which was

conducted in collaboration with PhD advisor Samuel E. Gralla beginning in January of

2020. In our view, trying to pin down the width of the ring feature is the natural next

step after the definitive results on its diameter, and the geometric modeling approach is

the most promising way forward. We developed a code package called black_hole_imgur,

written in python, first in order to reproduce the EHTC’s geometric modeling results and

1Although light emitted near the horizon of a black hole is lensed by the gravitational field on its way
to the observer, for most accretion models it turns out that the actual distortion of the image is mild.
See Sec. 4.2.2 for a more quantitative discussion.

12



then to experiment with several natural modifications to the analysis pipeline. These

efforts led to two published papers on the width of the M87* ring [47, 48]. The first

paper (the bulk of which is reproduced here as chapter 4) focuses on the methodology for

analyzing the data, and examines an alternative formulation of the ‘likelihood function’

used to compute probability distribution functions (PDFs) for the model parameters. The

second paper (chapter 5) focuses on modeling, and presents a new parametric image model

that is both more flexible and more in line with theoretical expectations than previous

models.

The dissertation is organized as follows. Chapter 2 covers some background material

on the Event Horizon Telescope, how it functions, and the source M87* observed in the

2017 campaign. Chapter 3 discusses expectations for the black hole image based on both

theoretical arguments and detailed computer simulations, assuming the source is a stan-

dard black hole defined by the Kerr metric. The two publications detailing our analysis

are reproduced with only minor changes in chapters 4 and 5 respectively. Chapter 6 sum-

marizes the main results of the work and discusses some promising directions for future

study. Finally, several technical issues are detailed in a series of appendices following the

main body of the text.
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Chapter 2

Background

2.1 Imaging a Black Hole with VLBI

The biggest obstacle to imaging black holes from Earth is the tremendous angular resolu-

tion that is required. The typical length scale of a black hole (which can be found simply

by dimensional analysis) is one ‘gravitational radius’ Rg ≡ GM/c2, where G is Newton’s

constant, M is the mass of the hole, and c is the speed of light (the event horizon of a

Schwarzchild black hole is located at Rs = 2Rg). This corresponds to an angle in the

sky of θg = Rg/D, where D is the distance to the source. Luckily, the diameter of the

main ring feature expected in black hole images is closer to 10 θg (see the next section for

details), but these are still incredibly small angles: SgrA*, for example, has an angular

diameter of 10 θg ≈ 50µas, or about one hundred-millionth of one degree. Such ultra-fine

resolution is simply impossible with an ordinary telescope. However these sources are

accessible by another technique—one that is specially designed to achieve remarkable

spatial resolution —known as Very Long Baseline Interferometry (VLBI).

VLBI uses multiple telescopes working in concert, and extracts information about the

appearance of the source from subtle correlations between the signals recorded at each

site. Because the distance to the source is astronomically greater than the separation

between any two stations, the lines of sight from each station are effectively parallel.

A pair of stations {i, j} defines a unique baseline bij, which is the vector separation

14



between them projected onto the ‘observing plane’ perpendicular to the line of sight. The

baseline separation is typically measured in units of the observing wavelength λ, so it can

be represented by a pair of dimensionless quantities u = bx/λ and v = by/λ, where x and

y are orthogonal directions on the observing plane.

Each pair of stations acts as a sort of interferometer, because light emitted at a given

point on the source will arrive at the two stations out of phase, with a phase shift that

depends precisely on both the source point in question and the baseline. To extract useful

information from these measurements, it turns out that the relevant quantity is the cross-

correlation, which is computed by taking the product of the two signals and averaging it

over a sufficiently long time1. In this averaging process the noise from the receivers (which

overwhelmingly dominates the signal) is washed out, and what’s left has a surprisingly

simple interpretation: the cross-correlation, as a function of baseline, is related to the

actual sky brightness by a Fourier transform! In the context of radio interferometry this

is known as the visibility, and it is given by the following expression [62]:

V(u, v) =
∫∫

e−2πi(ux+vy)I(x, y) dx dy. (2.1)

I(x, y) is the sky brightness as a function of position in the sky (x, y), while V (u, v)

is the visibility as a function of baseline coordinates (u, v). More precisely, for telescopes

i and j with a projected baseline separation bij = (uij, vij), the resulting visibility is

V (uij, vij). This result is known as the van Cittert-Zernicke theorem, and its implication

is profound: it means that a network of telescopes can be engineered to sample the Fourier

transform of the sky brightness, providing one Fourier component for each pair. Deriving

this relation involves a number of subtleties I will not get into here, but the interested

1If two signals are expressed as complex electric fields E1(t) and E2(t), the cross-correlation is given
by Γ12 = ⟨E1(t)E

∗
2 (t)⟩, and the average is taken over a period of time τ ≫ 1/ν where ν is the observing

frequency. See Appendix A for the full derivation.
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reader can find a full derivation of Eq. 2.1 in Appendix A.

The baseline coordinates (u, v) can now be viewed more abstractly as the coordinates

of a 2-dimensional Fourier space, aka the visibility domain. Due to the nature of the

Fourier transform, shorter baselines are sensitive to image features on large scales, while

longer baselines are needed to probe small scales. As a rule of thumb, the ‘nominal’

angular resolution of a VLBI array (analogous to the diffraction limit of a conventional

optical instrument) is given by λ/L, where L is the longest projected telescope separation

in the array. This is not a hard limit though, and in practice radio interferometry can be

sensitive to scales up to 2-3 times smaller [20, Sec 2.1]. With L ∼ 104km and λ = 1.3mm,

the EHT has a nominal resolution of about 25µas — small enough to probe the horizon

scales of the nearest SMBH candidates, and far more accurate than any single telescope

could achieve.

What we are effectively measuring with VLBI is a collection of pixels of the Fourier-

transformed image (I like to call these ‘fixels’, for obvious reasons). The more telescope

baselines you have, the more fixels you can measure, and the greater the ‘Fourier coverage’.

If we could somehow measure visibilities for a complete grid of fixels (by covering the whole

surface of the Earth in radio telescopes, say) then we could simply take an inverse Fourier

transform to faithfully recover the image. But with only a sparse sampling to work with,

the problem becomes much more difficult, and any image proposed to match the data

will not be a unique match. Stepping back, one can imagine a VLBI array as a sort of

Earth-sized telescope mirror in which all but a handful of tiny shards are missing. It is

from these tiny slivers that we will attempt to reconstruct an image of a black hole.
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2.2 Design of the EHT

The seeds of the Event Horizon Telescope were sown at the turn of the millennium, when

it was shown that the SMBH candidate at the center of the Milky Way, SgrA*, was in

fact within reach of the next generation of VLBI instruments [25]. M87* was identified as

another prime target of similar angular size in the sky (although it is ∼ 2000 times further

away from Earth than SgrA*, M87* is up to 1500 times larger, so their apparent sizes are

comparable). In order to successfully image these two sources, a network of telescopes

would have to be established with baseline lengths on the order of the diameter of the

Earth. As the collaboration explains [20]:

“Realization of this goal requires a specialized instrument that does two things.

It must have the ultra-high angular resolution required to resolve the nearest

SMBH candidates, and it must operate in a range of the electromagnetic

spectrum where light streams unimpeded from the innermost accretion region

to telescopes on Earth. Achieving these specifications is the primary objective

of the EHT: a very long baseline interferometry (VLBI) array of millimeter and

sub-millimeter wavelength facilities that span the globe, creating a telescope

with an effective Earth-sized aperture.”

When the first observing campaign began in 2017 the EHT array consisted of eight radio

telescopes at six geographical locations (Fig. 2.1). Observations were conducted over four

days, between April 05 and April 11, 2017, in two adjacent 2GHz-wide frequency bands

(centered at 227.1 and 229.1 GHz respectively), producing a total of eight datasets [19].

One of the keys to the success of VLBI is that the projected baselines actually evolve

over the course of a single night, as the orientations of the telescopes shift with the Earth’s

rotation. This means that each pair of stations is able to record visibility data not just

for a single (u, v) point, but an extended arc in the u-v plane, greatly increasing the u-v

17



Figure 2.1 Map of the EHT array. The eight stations of the EHT 2017 campaign over six geographic
sites are shown. Solid lines represent baselines used to observe M87*, while dashed lines involving the
South Pole Telescope (SPT) were used in calibration (SPT could not be used for observing M87* since
M87 is in the Northern hemisphere). Image attributed to the EHT collaboration [19].
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coverage of the array (see Fig. 4.3). Despite having only seven-choose-two = 21 initial

baselines, the EHT is able to collect several hundred independent visibility data points

during a night of observing2.

One of the many complications of doing VLBI in practice is that, unlike an ordinary

interferometer in which light waves are recombined directly to form an interference pat-

tern, here one needs to combine signals that are observed thousands of kilometers apart.

To do this, each station has to digitally record the signal so that the cross-correlations

can be computed after the fact, which requires all stations to be synchronized to extraor-

dinary precision. Each station was equipped with a hydrogen maser which “provides a

frequency reference standard of sufficient stability for mm-VLBI, and is used to phase

lock all analog systems as well as digital sampling clocks throughout the signal chain.”

[20]. Sampling the signal in two circularly polarized channels with extremely high tem-

poral resolution, the full signal chain recorded data at a staggering 32 Gbps, generating

petabytes of data which were stored on helium-filled, hermetically sealed hard drives, and

then shipped around the globe to a central location where the cross-correlations were

computed to produce a final dataset.

2.3 Supermassive Black Hole M87*

M87* is an example of an active galactic nucleus (AGN): a compact, high-luminosity

region at the center of a galaxy, whose spectrum indicates that the radiation is non-

stellar in origin. These include quasars, which are among the most luminous sources in

the universe (in some cases outshining the entire stellar population of their host galaxy!),

and are believed to be powered by accretion onto supermassive black holes [19]. Many

AGN also produce a collimated jet of plasma that streams out into space at relativistic

2The size of the raw data is tremendously larger, but is reduced first in the computation of cross-
correlations, and again when data points are averaged into “scans” for the final dataset (Sec. 4.4).
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speeds. The polarization and spectral energy distribution of light from these jets indicates

synchrotron emission— relativistic charged particles spiraling in a strong magnetic field—

as the emission mechanism [10].

M87 is a giant elliptical galaxy in the heart of the Virgo cluster, the nearest galaxy

cluster to the Milky Way. As early as 1918, astronomer Heber Curtis observed an unusual

feature in M87 which he called a “curious straight ray... apparently connected with the

nucleus by a thin line of matter.” [17] This linear structure is now understood to be a

jet of plasma spewing out from the galactic center and terminating in enormous lobes of

material stretching ∼ 65 kiloparsecs (kpc) across —a distance comparable to radius of

the entire galaxy! The large-scale structure of the M87 jet has been resolved in radio,

optical, and X-ray bands, while the base of the jet coincides with a compact and very

bright radio source (an AGN) which is denoted with an asterisk as M87* (Fig. 2.2).

M87 is close enough that fairly precise distance measurements can be made by identi-

fying stars of known intrinsic luminosity (so-called ‘standard candles’); the latest stellar

population surveys estimate the distance to M87 at 16.8±0.8 megaparsecs (Mpc), approx-

imately 50 million lightyears from Earth ([24, Sec 8.1]). Estimating the mass of M87* is

more difficult. Recent measurements of the stellar velocity dispersion around M87* infer

its mass to be M = 6.2 ± 0.4 × 109M⊙ [28]3, while mass measurements modeling the

kinematic structure of the gas disk yield M = 3.5± 0.8× 109M⊙ [65]. Despite the factor-

of-two uncertainty, these measurements indicate that M87 does harbor a dark, compact,

and very massive object at its center. If it is indeed a black hole, these mass estimates

imply an event horizon radius between 10 and 20 billion kilometers.

The large size of this black hole is an advantage for imaging. Because the EHT collects

data over the course of an entire night, it is important that the appearance of the source

itself does not fluctuate too quickly. Quoting EHTC again: “The period of the innermost

3The original reported value was 6.6 × 109M⊙ assuming a distance of 17.9Mpc. With the revised
distance estimate of 16.8Mpc it becomes 6.2× 109M⊙.
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Figure 2.2 The galaxy M87 and its jet. Left : Image from the Hubble Space Telescope showing a
prominent linear feature emanating from the core of M87. Right : Images of the large-scale jet in three
different frequency bands. Glow is caused by synchrotron radiation, high-energy electrons moving in
spiral tracks due to a magnetic field. The bright spot to the bottom left of each image is the compact
source M87*, believed to be a supermassive black hole. Images credited to (left) – NASA and the Hubble
Heritage Team (STScI/AURA) and (right) – Radio: F. Zhou, F. Owen (NRAO), J. Biretta (STScI).
Optical: E. Perlman (UMBC), et al., STScI, NASA. X-ray: H. Marshall (MIT), et al., CXC, NASA.
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stable circular orbit (ISCO), which depends on the mass and spin of the black hole, serves

as an approximate dynamical timescale. For prograde orbits, this period ranges from

4πtg (maximal spin) to 12
√
6πtg (zero spin), where tg ≡ GM/c3. For M87*, this range

corresponds to 5 days to 1 month, so the source structure is expected to be effectively

unchanged over the course of an observing night.” [2] Because of its size, proximity to

Earth, and well-studied jet, M87* is the best known candidate for imaging a supermassive

black hole.
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Chapter 3

Theoretical Expectations for Black Hole

Images

3.1 The Accretion Flow

The 1.3mm radiation detected by the EHT originates not from the black hole itself (in-

deed, they are called ‘black’ for a reason!) but from material accreting onto it. In the

conventional model, the radiative power of the accretion disk ultimately comes from the

gravitational potential energy of the infalling matter1. As it accretes, infalling gas heats

up and is ionized, generating a magnetic field from its orbital motion. The field in turn

affects the plasma, causing electrons to gyrate and produce the observed synchrotron

radiation.

The physics that governs black hole accretion is daunting to say the least, and is typi-

cally modeled in a framework known as (general-relativistic) magneto-hydrodynamics, or

(GR)MHD. Despite the considerable gains in computing power in recent years, GRMHD

simulations still must rely on a set of assumptions (perfect fluid approximation, infinite

conductivity, etc) that may not apply everywhere in the accretion flow, and fail par-

ticularly in the jet-launching region. Instabilities in the plasma can cause issues with

1The jet-launching mechanism, on the other hand, is less well understood. The jet may actually be
powered by the rotational energy of the black hole via the Blandford-Znajek mechanism [8].
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resolution, and on top of that, the initial conditions and a prescription for the emissivity

of the plasma must be chosen in an ad hoc way [33].

However, some generic features of the observational appearance can be understood by

considering how nearby emission will be lensed by the black hole spacetime, regardless of

its origin. I will present these general heuristics first to explain the basic anatomy of a

black hole image, before turning to the results of detailed MHD simulations of M87*. All

formulae in this chapter are given in natural units where G = c = 1.

3.2 Rings and Shadows

The curvature of spacetime around a massive object causes light passing nearby to bend,

an effect known as gravitational lensing. The extent of the deflection depends on the

trajectory’s impact parameter: the perpendicular distance between the incoming path

and the central mass. At large impact parameter, light rays are hardly affected by the

presence of the hole, while at small enough impact parameter they fall in. Separating these

two cases is a critical trajectory that is neither captured nor escapes, but asymptotically

approaches a bound (but unstable) orbit2. For a Schwarzchild black hole the photon orbit

is located at a radius ofR = 3M , and the critical impact parameter is bc = 3
√
3M ≈ 5.2M .

Light very near the critical trajectory will exhibit extreme deflection, and can even orbit

the black hole multiple times before reaching the observer.

The best way to understand how all this would look to a distant observer is to imagine

sending rays backwards, starting from the image plane, to see where they originate. This

is known as backwards ray tracing, and in a general-relativistic context it amounts to

associating each point on the image plane with a null geodesic. Some backwards-directed

rays will cross the event horizon, while others will escape to infinity; a ray sent back

2In the (non-spinning) Schwarzchild metric photon orbits are circular, but in the (spinning) Kerr
metric frame-dragging effects cause orbits to precess, and in general the orbital path is only confined to
a sphere [44].
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from the critical curve located at R = 5.2M will (by definition) circle the black hole

and asymptotically approach the photon orbit [5, 49]. The intensity (i.e. flux density)

associated with a given ray depends on the optical depth of the accreting material, and

to compute it rigorously would require solving the equations of radiative transfer in the

Kerr spacetime. But for the purpose of understanding general properties of the image,

two limiting cases are good enough: in the optically thick limit the disk is essentially

opaque, and each pixel on the image corresponds to a single emission point (the first

place where the ray intersects the disk); in the optically thin limit, absorption and

scattering are minimal, and so each pixel reflects the integrated emission along the whole

geodesic. Based on the inferred accretion rate, models for M87* are firmly in the optically

thin regime [23]. Thus, armed with a prescription for the emission near the hole and a

numerical ray-tracing code to follow the geodesics of the black hole spacetime, one can

reconstruct what the black hole would look like to a distant observer.

Figure 3.1, reproduced from [31], shows the behavior of photon trajectories near a

black hole (top panel). The observer is located off to the right of the illustration, from

which a bundle of rays is sent backwards with (dimensionless) impact parameters b/M

ranging from 0 to 10. Rays can be categorized by the fractional number of orbits they

complete. Most rays (color-coded black) only cross the equatorial plane (the vertical line

x = 0 on the diagram) once before either falling into the hole or escaping to infinity.

But near the critical curve, within a narrow range of impact parameter (orange), the

rays bend more than 90 degrees and cross the equatorial plane a second time. Within an

even smaller range (red) they undergo at least one full 180 degree orbit and cross a third

time—and so on, with the number of orbits increasingly indefinitely as you approach the

critical curve.

Now imagine placing some sort of emission structure on top of this picture. Let’s

suppose for simplicity that it takes the form of a geometrically thin disk viewed face-on,

i.e. occupying a vertical band centered on x = 0, and consider what happens when we
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Figure 3.1 Ray-tracing a black hole image. Top: Photon trajectories ray-traced from the image plane to
a distant black hole. Those in black cross the equatorial plane x=0 only once, contributing to a ‘direct’
image of the accretion disk. Orange rays cross twice, and red rays cross three times, producing a series
of thin ‘photon rings’ on the image. The black hole is shown as a solid disk and the photon orbit as a
dashed line. Bottom: Flux received as a function of impact parameter for a thin-disk toy model. Lensed
rings corresponding to trajectories that loop around the black hole produce a series of sharp bumps, the
first two of which are shown here. Note that in this figure the first ring is distinguished as the ‘lensing
ring’, whereas in this work we will always refer to all lensed rings as comprising a single photon ring.
Credit: Gralla et al. (2019) [31].
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trace back the geodesics in Fig. 3.1. The black rays will only pick up flux from the front

of the disk, resulting in a ‘direct’ image of the disk. In the optically thick case, that’s all

you get. But if the accretion is optically thin, the orange rays that compete a half orbit

will also pick up a contribution from the back of the disk when they cross the equatorial

plane a second time. The rays in red will have a third contribution from light emitted

at the front of the disk that went all the way around! Each successive group of rays

that complete an additional half-orbit ends up as a thin band on the final image that

is just a de-magnified copy of the original disk; in principle the final image contains an

infinite sequence of thinner and thinner bands, nested one inside the next. The width

of these sub-rings decreases exponentially as they approach the critical curve, and that

the fraction of total image flux contained in the rings is on the order of 10% [31]. In

reality of course they cannot go on forever (light orbiting many times through the disk

will eventually scatter), nor could we hope to resolve them all in practice, and so I will

refer to the union of all demagnified rings as the photon ring. For thin equatorial disks

the direct image turns out to be a fairly accurate replica of the emission profile itself. In

other words, even though these rays are bent somewhat on their way to the observer, they

remain roughly parallel to each other, so the actual distortion of the image is minimal (see

Sec. 4.2.2). We can therefore understand the basic structure of the image as follows: a

distant observer will see a direct image of the disk, plus a thin, bright ring superimposed

near the critical curve.

In the center of the image is a quasi-circular dark area commonly referred to as the

black hole ‘shadow’. The shadow is larger than the apparent diameter of the event horizon

itself due to the bending of light around the black hole (or, thinking in terms of ray tracing,

from the fact that small impact parameters will be traced back into the hole), but its size

depends on the nature of the accreting matter. The shadow terminology was originally

associated with a model of spherically-distributed infalling matter in which gravitational

redshift greatly suppresses any emission from inside the photon orbit, resulting in a sharp
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shadow edge extending all the way to the critical curve at 5.2M [25]. For a geometrically

thin disk of orbiting matter, however, the central dark area has a softer edge and can be

as small as 3M ([31], bottom panel of Fig. 3.1 above). MHD simulations fall in between

these two extremes but seem to favor a smaller shadow, closer to the thin-disk toy model

[64, Fig.1]. So while the prediction of a central dark region is generic, its relationship to

the critical curve and the photon ring is not.

In contrast, the size and shape of the photon ring are amazingly robust, because the

critical curve is a property only of the black hole spacetime, regardless of the nature of

the surrounding matter. The precise shape of the ring (i.e. deviation from circularity)

shows a weak dependence on the black hole spin and observing angle, while its diameter

is practically independent [43]. Thus the diameter of the photon ring is a robust measure

of the mass of the black hole3. Detecting the photon ring would verify a basic predic-

tion of general relativity, while measuring its diameter would provide a black hole mass

measurement independent of astrophysical assumptions.

I have assumed until now that we are viewing the disk face-on, but of course generically

the disk will be tilted at some arbitrary angle from our point of view. It is typically

assumed that the jet (if there is one) must be oriented along the spin axis of the black

hole, and that the accretion disk will lie in the equatorial plane normal to it, with an

angular momentum vector that is either aligned with the spin of the black hole (prograde)

or anti-aligned (retrograde) [19, 23]. The direction of the M87 jet has been estimated at

θo = 17.2± 3.3° from the line of sight [52], so we can adopt a canonical value of θo = 17°

for the observer inclination relative to the disk4. Seen at an angle, one side of the disk has

a component of its orbital velocity pointing towards the observer, while the other side has

3Whenever I talk about measuring the black hole mass, technically I am referring to a measurement
of mass-over-distance, M/D. But since independent, reliable distance estimates to M87 are available, we
can regard this as a mass measurement.

4The other EHT target, SgrA*, provides an interesting contrast. We have much more precise prior
mass estimates for SgrA*, but no idea about the orientation since there is no jet. For M87* the mass is
much less certain, but the jet is a dead giveaway.
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a component pointing away. This results in the (relativistic) Doppler effect (also called

relativistic beaming), causing the approaching side to appear brighter and the receding

side dimmer. The effect is proportional to the line-of-sight velocities across the disc,

implying a dipolar brightness modulation of the form I(r, ϕ) → (1+β cosϕ)I(r, ϕ), where

β is a function of the viewing angle.

In summary, general considerations have led us to the following expectations for the

appearance of M87*: (1) a central dark circular region; (2) an asymmetric annular bright-

ness pattern that fades with distance; and (3) a thin, bright ring containing a small fraction

of the total flux.

3.3 Comparing Toy Models to GRMHD

The heuristics given above for determining the appearance of a black hole have been

amply confirmed by ray-tracing simple ‘toy model’ accretion disks whose emission profiles

have simple functional forms. But because the real physics of black hole accretion is so

complex, the applicability of these toy models is far from obvious. Ultimately, numerical

simulation is needed to model the emission profiles of realistic accretion flows.

As part of their analysis, the EHT collaboration generated a large library of ray-traced

GRMHD simulations to compare with the data (see [23, Fig. 2-3] for some examples). In-

puts to these simulations specify both the configuration of the black hole (black hole mass,

spin, and observer inclination), as well as initial conditions for the accreting plasma (in-

cluding the velocity, density, electron and ion temperatures, and synchrotron absorption

and emission coefficients) [23]. “All GRMHD simulations were initialized with a weakly

magnetized torus orbiting around the black hole and driven into a turbulent state by

instabilities... rapidly reaching a quasi-stationary state.” [19] The most important vari-

ables are the black hole spin and the strength of the magnetic field that is maintained

by currents in the plasma. Unlike the spin however, the total magnetic flux is not an
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Figure 3.2 GRMHD simulations. Representative snapshots from one SANE and one MAD accretion
model with a viewing angle of 17°. A logarithmic color scale brings out the detailed variation in brightness,
revealing wispy spiral arms and turbulent flows. Color corresponds to (log) ‘brightness temperature’ which
is proportional to (log) intensity. Image credit: Gelles et al. (2021) [29]

input to the simulation, but rather an output, determined only after the accretion flow

has stabilized. Simulations show that when the magnetic flux through the disk becomes

large enough, the field will disrupt the accretion out to a significant distance from the

horizon, breaking the axi-symmetry of the disk and causing the gas to form discrete blobs

or streams [23, 54]. Models with a weak magnetic field are conventionally referred to

as Standard and Normal Evolution (SANE) models, while those with strong fields that

exhibit this effect are called Magnetically Arrested Disks (MAD). As new plasma flows

in, the magnetic field will build up, and at some point the magnetic pressure will cross

the threshold to disrupt the flow [54]. In other words, with enough material available to

consume, a SANE accretion disk will eventually go MAD.

Figure 3.2 shows two representative snapshots from state-of-the-art GRMHD simula-

tions, with a logarithmic color scale to bring out detailed variations in brightness. The

accretion flow exhibits turbulence, with spiral arms and occasional short-lived flares. In

these examples the photon ring lies well outside the central shadow, but in some SANE
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Figure 3.3 Comparing GRMHD with toy models. An MHD snapshot of a MAD model (left) is time-
averaged (middle), smearing out time-dependent fluctuations and enhancing the persistent photon ring.
The results look remarkably similar to the toy models (right). Note that the color scale here is linear,
which is why they look so different from the previous figure. Credit: (left and center) – Johnson et al.
(2020) [44]; (right) – Gralla, Lupsasca, and Marrone (2020) [38].

models it can actually be positioned just inside the shadow radius [23, Fig. 2]. There is

certainly a lot more structure here than in (radially symmetric) toy models, although it

is doubtful how much of this detail could really be imaged with the EHT array. To get a

better sense of what we can expect to find generically, one idea is to look at time-averaged

images instead (Fig 3.3). Time-dependent fluctuations are smeared out in the average,

while the persistent photon ring is made more prominent; the result looks remarkably

similar to an image of a toy model disk. It appears that on long time scales at least, the

toy models do an excellent job at reproducing the essential features of the image, but the

turbulent fluctuations on short time scales are much more difficult to model. (Ultimately

no simple geometric model can capture such irregular forms, but we will see later how

some compromise is possible with the addition of so-called ‘nuisance parameters’ to the

model).

While the detailed simulations are certainly more complex than the toy models, ul-

timately the main heuristics hold: nearly all MHD simulations, conducted over a wide

range of initial conditions, produce a central dark shadow, a broad annulus, and bright

photon ring of the expected size. The universality of these features gives credence to the

geometric modeling approach to analyzing the EHT data.
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Chapter 4

Data Analysis I:

The Choice of Likelihood Function

4.1 Introduction

The following two chapters are dedicated to the analysis of the data from the EHT’s 2017

campaign, reproduced with minimal edits from the author’s published works [47, 48].

In this chapter, we investigate whether alternative choices in the data analysis pipeline

might modify the favored fractional widths of the ring. In particular, we identify an im-

plicit (and apparently standard) approximation made by EHTC in computing likelihood

functions for the closure phases and closure amplitudes that are used to mitigate cali-

bration errors (these closure quantities are defined in Sec. 4.3 below). The issue is that

the while calibration uncertainties (“residual station gains”) cancel out from the mean

values of the closure phases and closure amplitudes predicted by a given model, they

remain present in the variances. These variances contribute to the likelihood, and some

approximation must be made if the likelihood is to be independent of station gains [7].

The EHTC approximation consists of replacing the gain-modified model mean value

with the measured mean value when calculating the variances. We propose an alternative

where one simply drops the residual station gain amplitudes, using the model mean value

where EHTC had used the measured mean value. In the EHTC approximation the vari-
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ances may be computed once and for all from the data, and we refer to this as the “fixed”

likelihood. In the new approximation the variances depend on the model parameters, and

we refer to this as the “variable” likelihood. The fixed likelihood (EHTC) is expected

to perform better in the limit of large residual amplitude gains, while the variable likeli-

hood (this paper) is expected to perform better in the limit of small amplitude gains (see

Sec. 4.3). We see no reason to prefer one over the other for the EHT dataset.

As a first step in quantifying the importance of the approximation, we will reconsider

one subset the EHTC analysis: a geometric image model known as xs-ring, fit using closure

phases and closure amplitudes. Working from the EHT public data, but with a new anal-

ysis pipeline built from scratch, we reproduce the collaboration’s fixed-likelihood results

and provide analogous results for the variable likelihood (Fig. 4.1). We find that the fixed

likelihood prefers fractional widths of around 20%, while the variable likelihood prefers

fractional widths of around 35%. We conclude that the choice of likelihood approximation

does affect the results, and the new choice gives results more consistent with theoretical

expectations. However, we emphasize that further analysis is required to determine which

likelihood approximation is more reliable for the EHT dataset.

In addition to the fractional width, we pay particular attention to the ring diameter,

position angle (orientation of brightness gradient), and the fraction of the flux in the ring

component (Fig. 4.1). (The image also contains flux from additional “nuisance Gaussian”

components added to the xs-ring model). We find that the diameter and position angle are

roughly independent of the choice of likelihood (fixed or variable), and broadly consistent

with EHTC’s reported values for xs-ring. The position angle shows a clear trend over the

several days of observation, increasing towards (but not quite reaching) the value corre-

sponding to relativistic matter orbiting in the plane perpendicular to the M87 jet.1 By

1The jet is oriented at 288° projected along the line of sight and angled 17° relative to the line of sight.
If matter orbits in the plane perpendicular to the jet, the brightest part of the observed emission will be
at 288± 90°, depending on the sense of rotation. The value 198° corresponds to retrograde orbits whose
angular momentum vector points in the direction of the counter-jet.
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Figure 4.1 Summary of the main results. In our analysis of the 8 datasets released by EHT (April 05,
06, 10, 11 in low and high bands), we focus on four parameters characterizing the ring: the diameter, the
fractional width (width divided by diameter), the position angle of the brighest part, and the fraction of
the total flux (ring flux divided by total flux, where total flux includes nuisance Gaussian components).
Our analysis makes a number of arbitrary choices involving the number of nuisance parameters, the
sampling method used, and the handling of low-SNR data points. On these plots, a point with an
error bar indicates the mean and standard deviation of the mean values found in the different runs with
different arbitrary choices. (See Fig. 4.7 for the individual posterior ranges for the dataset highlighted
here in green.) The diameter is consistent among methods and days. The angle shows some variation
towards the angle corresponding to matter orbiting in the plane perpendicular to the jet with angular
momentum proportional to the counter-jet (blue line). The fractional width and flux fraction depend on
the choice of fixed versus variable likelihood approximation. This highlights the need to better understand
the reliability of these approximations.
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contrast, we find that the flux fraction changes significantly with the choice of likelihood

approximation. This further highlights the need for exploring both formulations.

Beyond reporting these results, we have three goals in mind for this paper. First,

by reporting our independent verification of a subset of the EHTC data analysis, we

hope to increase confidence in the EHT results. Although there was no reason to expect

an error in the EHTC analysis, we feel that independent verification is essential to the

scientific method, especially in an environment where a single, large experiment operates

without competition. Second, by highlighting the utility of ring width as a probe of source

properties, we hope to stimulate additional interest in a problem that could in principle

result in a real revision in our understanding of M87*. Third, by discussing subtleties in

the choice of likelihood function, we hope to encourage future statistical analyses, either

exploring these approximations or going beyond them.

The rest of this chapter is organized as follows. In Sec. 4.2 we review observational

inference and theoretical expectations for M87*. In Sec. 4.3 we discuss the fixed and

variable approximations for the likelihood function in detail. In Sec. 4.4 we review the

public EHT data and describe our analysis approach. In Sec. 4.5 we present our modeling

results, and in Sec. 4.6 we summarize our conclusions and outlook. Several issues are

expounded in the Appendices, which discuss (B) the details of the xs-ring model; (C) the

construction of optimal closure sets; (D) the notion of goodness of fit; (E) an approxi-

mation for the impact parameter of emitted photons; and (F) the relationship between

source properties and observed ring width.

4.2 Ring Width: Theory and Observation

4.2.1 Observational Inference

The EHT data provide a sparse, imperfectly-calibrated sampling of the Fourier transform

of the sky brightness. As such, inference of the underlying image features is necessarily
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probabilistic, and in practice requires many arbitrary choices in order to make progress.

EHTC considered three different imaging algorithms and two geometric models, exploring

a large parameter freedom within these approaches2. All approaches produced an annulus

with a typical diameter of 40µas,

d ≈ 40µas. (4.1)

However, the thickness of the annulus varied significantly with the technique. In the

April 06 hi-band dataset highlighted by EHT (see Fig. 16 of [24]), the imaging algorithms

preferred thicker rings (fractional widths of 30–50%), while geometric modeling preferred

narrow rings of only 10–20% the annulus diameter (Fig. 1.1). Although the difference

is less severe on other days, the general preference for thinner rings in the geometric

modeling results is generic across datasets.3 To summarize, EHTC analysis suggested

widths in the range

5µas ≲ w ≲ 20µas (10% ≲ w/d ≲ 50%). (4.2)

Although EHTC is clear on the stated limit w/d < 0.5 produced by their analysis, it is

important to note that composite images will in general violate this bound. For example,

the images highlighted in [19] are produced by averaging results from different imaging

methods after blurring each with 20µas (or similar) Gaussian kernels. The imaging algo-

rithms themselves also involve Gaussian blurring, so that the images in [19] are, in effect,

triply blurred.

2EHTC also attempted to directly constrain a class of source models based on GRMHD simulations.
Here we focus on the question of the observational appearance, independent of an assumed source model.

3By fractional width, we mean the angle-averaged full-width-half-maximum (FWHM) of the ring.
This definition is used in Fig. 16 of [24]. The fractional width parameter f̂w reported elsewhere in [24] is
biased upwards from this value (Fig. B.2 below).
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4.2.2 Theoretical Interpretation

Under the assumption that the 1.3mm radiation observed by EHT is produced by matter

surrounding a black hole, we may associate an emission region with the observed ring by

following null geodesics in the Kerr spacetime. The typical angular scale associated with

a mass M at a distance D is

αM =
GM

Dc2
= ψ · (3.62 µas), (4.3)

where the scaling factor ψ is equal to unity for the canonical values M = 6.2 × 109M⊙

and D = 16.9 Mpc for the M87* mass and distance. With the canonical distance, ψ = 1

is the mass favored by stellar dynamical measurements [28], while ψ = 0.56 is the mass

favored by gas-dynamical measurements [65].

A selection of the null geodesics relevant to a given observer is shown in Fig. 4.2.

This kind of plot can be used to build intuition for the observational appearance of a

given source by sketching the source on the plot and following rays that emerge from it to

their associated image radius α/αM shown in red on the right. If the rays remain mostly

parallel (irrespective of whether they bend), then the source is not significantly distorted

by lensing, appearing on the image with the same relative dimensions it has in the source.

It is visually evident that the distortion is mostly negligible in the entire (green-colored)

foregound/midplane region facing the observer. This claim is quantified in appendix E

via the validity of a simple “just add one” formula for the arrival impact parameter of

rays in this region, irrespective of spin and observer inclination. The distortion is more

significant in the white rear region, reaching a peak directly behind the black hole, where

a line of emission extending from 2 to 10 is lensed into a ring ranging from 4 to 8, i.e.,

the typical dimensions are cut in half. Rays that bend more than 90° carry secondary

(further demagnified) images of the source; these arrive near a “critical curve” on the

image plane [5] (α/αM ∼ 5), creating a “photon ring” feature [49] that does not affect the
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Figure 4.2 Bending of light by a Schwarzschild black hole. A bundle of rays is sent backwards towards the
black hole from a distant observer located off to the right. Quantities are shown in units of GM/c2, with
the impact parameter of selected rays (red) indicated on the right. This dimensionless impact parameter
may be multiplied by αM (4.3) to determine the associated angular radius on an image. Sources in the
green region are relatively undistorted by lensing, as quantified by the validity of a simple, “just add one”
approximation (App. E) for all spin magnitude and orientation. This means that the observed ring width
is a faithful probe of the typical dimensions of the emission profile.
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gross features of the image [31].

The key takeaway of this discussion is that apart from finely tuned special cases, grav-

itational lensing does not significantly modify the typical dimensions of the source. While

emission from very near the black hole is always suppressed due to redshift-dimming, the

width of the observed ring is otherwise a direct probe of the width of the emission pro-

file. This makes the ring width a promising observable for distinguishing between source

models. We discuss more details of this mapping between emission profile and observed

image in App. F.

4.3 Closure Likelihood Approximations

In this section, we review the basics of radio interferometry, introduce the closure quanti-

ties used to mitigate calibration uncertainty, and discuss subtleties in the choice of closure

likelihood function. Let I(x, y) be the sky brightness at some particular wavelength (i.e.,

the specific intensity) as a function of (small) dimensionless direction cosines x and y. We

will refer to I(x, y) as “the image”. Its Fourier transform will be denoted V ,

V(u, v) =
∫∫

e−2πi(ux+vy)I(x, y) dx dy. (4.4)

The fundamental observable of radio interferometry is the cross-correlation of the complex

electric field at different stations i and j, otherwise known as the complex visibility Vij.

Assuming that the source is slowly varying and spatially incoherent (properties implicit in

its representation as an intensity I(x, y)), then the complex visibility samples the Fourier

transform as

Vij = V(uij, vij), (4.5)
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where the so-called “baseline” (uij, vij) is a vector equal to the line-of-sight projected

separation between stations i and j, divided by the observational wavelength. These

assumptions are extremely well-satisfied for astronomical sources, and we will regard the

association (4.5) as exact.

The measurement of the complex electric field at each site is subject to thermal noise,

which is Gaussian and easily estimated, together with calibration errors, which are much

harder to control. The resulting error budget for the complex visibility is [24, Eq. (2)]

Vij = gi(t)g
∗
j (t)Vij + ϵσij , (4.6)

where gi(t) are complex residual gains (unknown calibration factors) for each station i as

a function of time t, ϵσ is a mean-zero complex Gaussian random variable with standard

deviation σ, and σij is the measured thermal noise. We regard Vij as a random variable,

one realization of which is reported in any given observation. The specific measured value

in some observation will be denoted with a hat, i.e.,

V̂ij = (measured value of Vij). (4.7)

The presence of the residual station gains gi complicates the process of inferring the

true visibility Vij from the measured visibility V̂ij and estimated noise σij provided by the

EHT observations. One approach is to simply include these coefficients as additional un-

known parameters when fitting a model for V . However, this introduces a large number of

new parameters, since the gains generally vary on an atmospheric timescale, even if instru-

mental effects are negligible. Collecting more data actually makes this problem worse, as

the number of gain parameters scales linearly with both array size and observation time.

An alternative approach is to focus on so-called “closure quantities” that are less sen-

sitive to station gains [62]. A closure phase is constructed from three stations {i, j, k}
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by

ψijk = arg(VijVjkVki) = ϕij + ϕjk + ϕki, (4.8)

where ϕij = arg(Vij) is the phase of each visibility (with phase arithmetic mod 2π). Since

each phase ϕij = −ϕji is antisymmetric, the closure phase ψijk is totally antisymmetric;

geometrically, it corresponds to the sum of the phases around an oriented triangle of

baselines. The closure phase is thus determined up to overall sign by the choice of three

stations. The (log) closure amplitude is constructed from a set of four stations {i, j, k, l}

by

cijkl = ln

∣∣∣∣VijVklVikVjl

∣∣∣∣ = aij + akl − aik − ajl, (4.9)

where aij = ln |Vij| is the log-amplitude of each visibility. Since aij = aji, the closure

log-amplitude cijkl has three independent index symmetries, cijkl = cklij = cjilk = −cikjl.

These imply that, given a choice of four stations, only 3 of the 24 closure log-amplitudes

have numerically different absolute values.

Although the closure phase and amplitude are sometimes said to be immune to station

gain errors, this statement is not quite accurate in the context of model-fitting, where the

full distribution (not merely the mean value) is required. We will discuss the case of a

single closure phase for simplicity; the full likelihood involving both closure quantities

is precisely analogous (App. C). In the limit of infinite signal-to-noise ratio (SNR) (no

thermal noise at all), the closure phase is indeed independent of the residual station gains,

ψijk = arg(VijVjkVki), (σ = 0). (4.10)

This is of no use in model-fitting, however, since one must incorporate the thermal noise

in order to construct a likelihood function. To see how this should be done, note that
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the error budget (4.6) is equivalent to the statement that Vij is normally distributed with

mean gig∗jVij and variance σ2
ij,

Vij ∼ N(gig
∗
jVij, σ2

ij). (4.11)

In the high-SNR limit, any function of Vij will also be normally distributed, with (co-

)variance determined by the usual propagation of errors. For a single closure phase defined

by Eq. (4.8), this becomes

ψijk ∼ N(ψ̄ijk, var(ψijk)), (4.12)

where

ψ̄ijk = arg(VijVjkVki) (4.13)

var(ψijk) =
σ2
ij

|gig∗jVij|2
+

σ2
jk

|gjg∗kVjk|2
+

σ2
ki

|gkg∗i Vki|2
. (4.14)

Notice that the gain terms have canceled out of the mean value (4.13), but they remain

present in the variance (4.14). This means that the likelihood function Lijk (the proba-

bility density for a measurement of the closure phase to be near some given value of ψijk)

will contain the gain terms as well. Explicitly, the likelihood is given by

Lijk =
1√

2πvar(ψijk)
exp

[
−(ψijk − ψ̄ijk)

2

2var(ψijk)

]
, (4.15)

where ψ̄ijk and var(ψijk) are given by Eqs. (4.13) and (4.14), respectively. To do model-

fitting with closure phase we therefore still require the unknown residual gains to be part

of the model parameters, and the closure phase approach does not, as it stands, resolve

the issue it was meant to address.

We see two natural ways to proceed. First, if the magnitude of the residual gain terms
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is expected to be reasonably near unity (|gi| ≈ 1 for all stations), then one could simply

drop these terms in Eq. (4.14), yielding

var(ψijk) ≈
σ2
ij

|Vij|2
+

σ2
jk

|Vjk|2
+

σ2
ki

|Vki|2
. (4.16)

This would be appropriate for an array that had large phase calibration errors, but only

more mild amplitude calibration errors. Alternatively, if the SNR is very high (|Vij| ≫ σij

for all involved baselines), one could argue that the observed value of |Vij| must be very

close to its expected value |gig∗jVij|, and instead use

var(ψijk) ≈
σ2
ij

|V̂ij|2
+

σ2
jk

|V̂jk|2
+

σ2
ki

|V̂ki|2
, (4.17)

where V̂ij are the specific observed values of the visibilities. We are not aware of a limit

in which this equation is strictly correct (the associated “likelihood” (4.15) is never the

probability density for ψijk predicted by the model (4.6) or (4.11)), but it nevertheless

represents a reasonable choice for use in model-fitting when residual gains are large.

In the context of fitting a model for the visibility V , the two choices of likelihood differ

in whether one uses the model visibility V (Eq. (4.16)) or the data visibility V̂ (Eq. (4.17))

to compute the variance in Eq. (4.15). When the model is used (Eq. (4.16)), the variances

depend on the model parameters, and we will refer to this as the “variable” likelihood.

When the data is used (Eq. (4.17)), the variances are fixed once and for all from the

data, and we will refer to this as the “fixed” likelihood. The variable likelihood is strictly

correct for |g| = 1 in the high-SNR regime, but can significantly misrepresent the actual

likelihood when the residual gains are large. The fixed likelihood is outside the framework

of probabilistic model-fitting (either classical or Bayesian), but seems likely to perform

well in the high-SNR regime already assumed in writing down Eq. (4.15). For an array

like EHT, where large amplitude gains are possible and SNR is not always very high, we

see no clear reason of principle to prefer one over the other, and both are problematic for
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low-SNR points.

The EHT papers simply present the fixed likelihood as correct in the high-SNR limit,

as does a standard text [62, Eq. 10.55]. As far as we are aware, the variable likelihood has

not been discussed previously, although analogous issues at moderate and low SNR were

investigated in [7]. In this paper we clarify the status of the fixed and variable likelihoods

as approximations to the true high-SNR likelihood function.

4.4 EHT Data and Analysis

4.4.1 Data Processing

The Event Horizon Telescope (EHT) is a global network of radio telescopes operating

as an Earth-sized interferometer. In 2017, the EHT observed M87* over four days in

two similar frequency bands (called lo and hi), producing a total of 8 datasets. At the

time, the EHT consisted of seven telescopes at five different geographical sites, resulting

in
(
7
2

)
= 21 total baselines.4 The two “intra-site” baselines aid in calibration and provide

large-scale sky brightness information. Of the remaining 19 baselines,
(
5
2

)
= 10 provide

independent u–v coverage on the scales of interest. As the Earth rotates, the projections

of the EHT baselines onto the line of sight change, tracing out arcs in the u–v plane (left

panel of Figure 4.3).

The calibrated visibilites reported by EHT are grouped into “scans” of tens of data

points over a few minutes’ time, separated by longer pauses used for calibration. Following

EHTC, we analyze the data at the scan-averaged level. That is, we take the mean of the

baseline coordinates, timestamps, and complex visibilities and use the standard error

(error on the mean) as the uncertainty on the visibility. This reduces the size of each

dataset to a few hundred points, depending on the observation day.

4An eighth station, the South Pole Telescope, was not used, since M87 is in the Northern hemisphere.
Future observations will include additional stations.

44



Figure 4.3 EHT coverage and visibility amplitudes. Visibilities of the April 06 hi-band dataset are
displayed as in Fig. 1 of [24]. Left : Fourier domain coverage of the array. As the Earth rotates, each
baseline traces out a pair of arcs in the u–v plane. Points are color-coded to highlight the presence of two
main axes in the u–v plane (red and blue), together with additional long-baseline coverage (purple and
green) as well as intra-site baselines (black). The dotted lines represent the baseline distance needed to
achieve a nominal resolution of 50µas (inner circle) and 25µas (outer circle). Right : The corresponding
scan-averaged visibility amplitudes, plotted as a function of baseline distance. The visibility amplitudes
of a Gaussian and an axisymmetric thin ring are shown for reference. The intra-site baselines (black)
probe flux at much larger scales than the Gaussian or ring are meant to represent. A dip near 3.5Gλ,
and possibly another around 8Gλ, imply more structure than a simple Gaussian.
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The visibility amplitudes for one of these datasets are shown in Figure 4.3 (right panel).

As noted by EHTC, evidence for a ring-like structure is visible “by eye” from the periodic

dips in visibility amplitude seen clearly at 4Gλ, and less clearly at 8Gλ. Unfortunately,

the residual station gains for the EHT array (unknown calibration factors in Eq. (4.6))

are significant enough that fitting a model to visibility amplitudes would require modeling

gain terms as well. As full gain modeling would be far more computationally intensive,

EHTC considered two simpler alternatives. The first used amplitudes and closure phases,

including amplitude gain parameters but utilizing a Laplace approximation to marginalize

over them instead of fully sampling the likelihood [14]. The second used closure amplitudes

and closure phases without including gain parameters [24]. In this paper we reproduce

and extend the latter analysis, using closure phase and closure amplitude as our data

products.

Following [24], we will make two adjustments to the data before constructing likeli-

hood functions. First, we replace the measured (log-)amplitude with the debiased (log-

)amplitude,

aij → adeb.ij , adeb.ij = ln
(√

|Vij|2 − σ2
ij

)
. (4.18)

This correction arises from the idea that measured visibility amplitudes are biased upwards

by the presence of thermal noise. More precisely, the complex visibility Vij obeys a

Gaussian distribution about some mean V̄ij, meaning that its amplitude |Vij| obeys a

Rice distribution. In the high-SNR limit the Rice distribution is approximately Gaussian

with mean |V̄ij|, but at moderate SNR it is better approximated by a Gaussian about the

larger mean value (|V̄ij|2+σ2
ij)

1/2. Rather than using this up-adjusted mean value for the

likelihood functions, we down-adjust the data via (4.18). Put another way, we work with

the random variable given by (the log of) (|Vij|2 − σ2
ij)

1/2, which is well-described by a

Gaussian with mean equal to (the log of) |V̄ij|.
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Amplitudes must be positive of course, so on the rare occasions that the measured

amplitude is actually smaller than the noise (|Vij| < σij), those data points are discarded.

The second adjustment we make to the data, also following EHTC, is to add a small

systematic error component to all visibilities. This is motivated in part by the fact that

self-consistency tests on closure quantities suggest a small ‘non-closing’ error [21, Sec

8.4.5]. We adopt the value of one percent used in [24], increasing all variances in the data

by

σ2
ij → σ2

ij + (0.01|Vij|)2 . (4.19)

This helps account for unknown systematics and sets an overall limit on the accuracy we

can reasonably expect of the experiment.

4.4.2 Likelihood Function

To construct a likelihood function in terms of closure quantities, we must first select a set

of linearly independent closure quantities from the much larger set of all such quantities

that can be constructed from the stations in the array. Although any such choice is

formally valid from a statistical perspective, the best choice in practice is the one that

“squeezes” the most SNR out of the data. We will use the algorithm of [7], which first sorts

the candidate closure quantities by SNR and preferentially removes low-SNR quantities

until a maximal set has been obtained. Our specific construction is described in detail in

App. C below.

However, as noted in Sec. 4.3 above, the correct high-SNR likelihood function still

involves the unknown residual amplitude gain parameters for each station and each scan.

The issue is that the variance σ2
ij/|V̄ij|2 for each phase and log-amplitude involves the

mean value V̄ij = gig
∗
jVij. As we do not wish to include residual gain parameters in our

model, some approximation must be made. The two natural options are to replace the
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mean value V̄ij with the observed value V̂ij or the model mean value Vij. When we use

the observed value to construct the likelihood (Eq. (32) with V̄ → V̂ ), we call this a fixed

likelihood, whereas when we use the model value (Eq. (32) with V̄ → V) for some or all

points, we call it a variable likelihood.

A second complication arises from the fact that the data are not entirely in the high-

SNR regime, as our likelihood framework assumes. Fig. (4.4) shows an example, where

SNR is defined using the measured amplitudes V̂ij,

SNRij =
|V̂ij|
σij

. (4.20)

The low-SNR points naturally occur near the putative visibility minima around 3.8Gλ

and 8Gλ, whose properties would seem to be important for constraining the diameter

and width of the ring. Neither likelihood formulation is entirely valid for these low-SNR

points.

The best approach for handling low-SNR points would be to go beyond the Gaussian

approximation to include the full probability distribution for closure phase and closure

log-amplitude. While significant progress has been made [7, 16], this approach remains

impractical, especially for closure amplitudes. Restricting to the Gaussian approximation,

the best one can do is to quantify whether these points are having an outsized influence on

model posteriors [59]. For the fixed likelihood, we find that the low-SNR points (SNR<3.0)

are not very important— the posteriors we derive are roughly independent of whether or

not we include them. For the variable likelihood, we encounter the difficulty that the

variances σ2
ij/|Vij|2 can become arbitrarily large near nulls in the model visibility. The

Gaussian approximation is thus especially bad for the variable likelihood near low-SNR

points. We can avoid the difficulty either by switching to the fixed likelihood (V̄ij → V̂ij)

for points below a given SNR cutoff, or by removing points below a given cutoff. In

this case we find that the different choices do affect the posteriors, and we study this
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dependence in detail.

Exploring the large space of reasonable (but strictly incorrect) likelihood functions

discussed above, we have identified four choices that faithfully represent the range of

variation in the results. These are:

1. Lfix: Use the fixed likelihood (the EHTC approach).

2. Lvar−3.0: Use the variable likelihood for visibilities with |Vij|/σij > 3.0; otherwise

use the fixed likelihood.5

3. Lvar−0.1: Use the variable likelihood for visibilities with |Vij|/σij > 0.1; otherwise

use the fixed likelihood. (Essentially we always try to use the variable likelihood

unless we hit a null in the model).

4. Lvar−remove: Discard the data points satisfying |V̂ij|/σij < 3.0 and use the variable

likelihood.

Notice that choices (ii) and (iii) are “mixed” in that the variances (32) are calculated

with V̄ → V̂ for some visibilities and V̄ → V for others, such that the final likelihood

involve a mix of both. Furthermore, the set of points being treated in each way changes

depending on the value of the model parameters, such that the likelihood function is not

the same at every step of the sampler. This unusual situation is outside the confines of

strict Bayesian analysis, but we have already breached this boundary by replacing the

true likelihood with a fixed likelihood ([24], reproduced here) or variable likelihood (this

paper). The fraction of points deemed low-SNR in the mixed likelihoods is always very

low, and in the next section we will show that our results for variable likelihoods are

largely independent of which method is used.

Finally, note that variable likelihoods are more computationally costly than the fixed

5For Lvar−3.0 and Lvar−0.1, we only make the switch to fixed likelihood if |V̂ij | > |Vij |, i.e. if it
actually improves the SNR.
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Figure 4.4 Signal-to-noise ratios. Apr06-hi data are plotted as a function of their SNR (4.20). Several
data points fall below the threshold of SNR=3, where the Gaussian likelihood approximation starts to
break down. Low-SNR points are concentrated near small visibility amplitudes, which are the very nulls
that most strongly indicate a ring-like structure in the image.

likelihood, as the covariance matrices (Σψ and Σc in App. C) depend on the model and

must be re-calculated with every sample.

4.5 Analysis of EHT Data using the XS-RING Model

4.5.1 The XS-RING Model

The idea behind geometric modeling is to capture the gross features of possible images

with a handful of parameters. These are not models in the astrophysical sense — there

are no black holes or accretion disks— but merely ways of parameterizing a space of

reasonable image shapes. An advantage of this approach is that one can work in a
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Bayesian framework and assign a likelihood to any given choice of model parameters,

using a likelihood function such as the ones described above. This allows us to generate

posterior probability distributions on the model parameters, quantifying the uncertainty

on important features such as the diameter and width of the ring. Of course, these

posterior distributions are valid under the assumption that the true image is drawn from

the space of model parameters, so a conclusion is only as robust as the model used to

generate it. In this kind of analysis, one wants a model that is flexible enough to cover a

wide range of possibilities (so we aren’t just imposing our beliefs about the data a priori),

but simple enough that these Bayesian likelihood methods can be applied.

We use the EHT collaboration’s “eccentric slashed ring” model, or xs-ring for short.

This model is analytic in the Fourier domain (the complex visibilities are simple analytic

functions of the model parameters), making it especially convenient for direct comparison

with the data. It is also flexible enough to accommodate disks, rings, and crescents, with

or without a brightness gradient, and we will add additional flexibility in the form of

nuisance parameters. The image domain appearance for a given set of parameters must

be constructed numerically by inverse Fourier transform, but the broad features are easily

understood from the model parameters. We now describe these main features, leaving

the details for Appendix B below.

The model xs-ring has 8 parameters, and is constructed as follows. We begin with a

disk of uniform brightness and radius Rout. A smaller disk of radius Rin is then subtracted,

whose origin is shifted from the origin of the larger disk by a distance r0 in the negative

x-direction. This circular hole is given a non-zero uniform brightness characterized by

γ, ranging from completely dark (γ = 0) to no brightness depression at all (γ = 1). A

linear gradient of strength β is then applied to the crescent (but not to the hole) in the

x-direction, and the whole image is rotated by an angle ϕ. Finally, the image is blurred

with a Gaussian smoothing kernel of width σ. The whole crescent is normalized so that its

total flux is determined by a single parameter, V0. Favoring dimensionless parameters, the
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width of the crescent is characterized by ψ = 1−(Rin/Rout), and the degree of asymmetry

from r0 is captured in τ = 1 − r0/(Rout − Rin). Precise definitions of all parameters, as

well as the complete Fourier domain expression used to compute model visibilities, can be

found in App. B. Given a choice of model parameters {V0, Rout, ϕ, ψ, τ, β, γ, σ}, a model

prediction can be computed for each baseline (u, v).

One drawback of xs-ring is that, having only a handful of parameters, it is too simple

to capture more complex features that might be present in the true sky brightness. A

common approach in model fitting is to add what are called “nuisance parameters” —

additional degrees of freedom which do not necessarily represent actual features of the

data, but allow a simple model to achieve a better fit. If the model posteriors are relatively

unchanged by adding these nuisance parameters, so that their only effect is to improve

the quality of the fit, then their inclusion helps to alleviate concerns that the posteriors

cannot be trusted because of a relatively poor fit to the data.

Following EHTC [24], we will consider nuisance parameters that describe elliptical

Gaussians in the image domain. Each nuisance Gaussian adds 6 new parameters: two for

the location of the origin (x0, y0), two for the width in each direction (σx, σy), one for the

orientation angle (θ), and one for the total flux (Vg) (see App. B for details). We explore

a varying number of nuisance Gaussians in the results that follow.

EHTC also included an additional large-scale Gaussian component to absorb unmod-

eled flux contributing only to the intra-site baselines of the array. Although our likelihood

functions do include the intra-site baselines as part of the closure log-amplitudes, we have

found that the presence of a large-scale component does not affect the derived-parameter

posteriors. Since the addition of a poorly-constrained extra component makes sampling

more difficult, we have not included it in the results presented in this paper.
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4.5.2 Priors and Sampling

The likelihood function depends on both the measured data and the model parameters.

At fixed model parameters (assuming the truth of the model at those specific model

parameters), it represents the probability density for the data to be near the measured

values. Assigning prior probabilities to the parameter values allows this to be converted to

a statement about the probability of the model parameters — the posterior probability —

via Bayes’ theorem. As our priors will be uniform, simply serving to enforce parameter

ranges, the likelihood is proportional to the posterior probability density. Hence the

likelihood is a function of the model parameters, whose sampling provides the probability

distribution function (PDF) for the parameters. When we discuss sampling the likelihood,

we will mean the likelihood function multiplied by step functions enforcing parameter

ranges.

The full list of priors used for model and nuisance parameters is given in Appendix B,

but we mention one in particular here. Closure quantities have the property that the

mean values are invariant under a rescaling of all visibilities, i.e., they are blind to the

total flux density. However, because we are exploring the variable likelihood, in which the

amplitudes of the model visibilities enter into the closure variances (e.g., Eq. (4.16)), the

overall scale of the flux does appear indirectly. We found that this can cause headaches for

the sampler, because pathological ‘fits’ to the data can arise in which very small visibility

amplitudes result in very large error bars on the closure measurements. To avoid these

issues, we chose to fix the total flux in the ring at a constant value, i.e. impose a very

strict prior on V0. We set V0 = 0.4Jy in order to roughly fit the visibility amplitudes seen

in Fig 4.3. In practice we find that sampling results are insensitive to the particular value

chosen, as long as it is fixed. We emphasize that we fix the flux in the ring component,

not the total flux in the image. The nuisance Gaussians are given freedom to explore any

value of flux—the priors are very wide and the edges are not explored by the samplers.
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We track the amount of flux in the nuisance Gaussians using a derived parameter fV

defined below.

The dimensionality of the parameter space we sample ranges from 7 to 25, depending

on the number of nuisance Gaussians included in the model (0–3). To ensure that our

results are independent of the sampler, we have used both a Markov-Chain Monte Carlo

algorithm with the public code EMCEE [26] and a nested sampling algorithm with the

public code DYNESTY [60]. As shown below, we find that the results agree exactly at low

numbers of nuisance Gaussians, but begin to diverge slightly as the number of parameters

increases. We attribute this to minor issues with convergence and local minima, and use

the discrepancy as part of our overall quantification of the uncertainty in our results.

4.5.3 Derived Parameters

In our analysis we focus on four quantities {d, θ, fw, fV }, derived from the raw parameters

of xs-ring, that are most relevant to the questions we ask in this paper. The precise

definitions are given in App. B below. For the ring-like regions of parameter space favored

by the data, the interpretations are

d : ring diameter
θ : position angle (East of North) of brightest part of ring
fw : ring fractional width
fV : ring fractional flux density

Table 4.1 Derived parameters of XS-RING

Our parameters d and θ agree with those defined in [24], where they were denoted

d̂ and ϕ̂, respectively. Our fractional width parameter fw closely approximates the full-

width at half-maximum (FWHM) of the ring divided by its diameter d, providing a better

approximation than the analogous parameter f̂w used in [24] (see discussion in App. B

below). Our fractional flux parameter fV is the flux density in the ring component divided

by the total flux density, including any nuisance Gaussians. (There is no corresponding
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parameter in the EHTC analysis).

4.5.4 Results

As described above, for our xs-ring analysis we consider 8 datasets, 4 choices of likelihood,

4 choices of the number of nuisance Gaussians included, and 2 choices of sampler. In

this section we summarize the results of these 256 independent analyses, focusing on the

derived parameters defined in Sec. 4.5.3 above. We first show examples from the April 06

hi-band dataset (which has the greatest number of data points) before presenting topline

results across datasets.

The derived-parameter posterior distributions from two example simulations are shown

in Fig. 4.5. These runs use the same model and sampler (3 nuissance Gaussians and

DYNESTY) on the same dataset (Apr 06 hi band), but differ in the choice of likelihood

(fixed or variable). The posterior distributions for the diameter d and position angle θ are

consistent between likelihood choices, but the fractional width fw and fractional flux fV

are discrepant. These features are evident in the best-fitting images for each likelihood,

shown in Fig. 4.6. The fixed likelihood result has a very narrow ring, while the variable

likelihood result has a somewhat thicker ring.

The results for all 32 different analyses for this dataset are summarized in Fig. 4.7. For

each derived parameter, we show the posterior mean and standard deviation inferred from

each run (differing in choice of likelihood, sampler, and number of nuisance Gaussians).

For the most part, all runs with 2 or 3 nuisance Gaussians give consistent parameter

values within each class of likelihood (fixed or variable). However, there is a systematic

discrepancy between fixed and variable for the fractional width and flux fraction, as

already seen in the specific runs highlighted in Fig. 4.5.

Based on these results, we conclude that the derived-parameter posteriors within each

class of likelihood (fixed or variable) are sufficiently “converged” when there are 2 or 3

nuisance Gaussians. To gain some kind of overall estimate of the favored parameter ranges
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Figure 4.5 Posteriors for the April 06 hi-band datase. We compare fixed and variable likelihoods, in
each case using 3 nuisance Gaussians and sampling with DYNESTY. 2D plots show 1σ and 2σ contours,
and all histograms and contours have been smoothed with a Gaussian kernel whose width is equal to half
the width of one bin of the histogram (out of 50 bins), or 1% of the width of the plots. The posteriors
for the diameter d and angle θ are overlapping, while the fractional width fw and flux fV are discrepant
between likelihoods.
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Figure 4.6 Appearance of best-fit parameters. Image-domain appearance of the best-fitting parameters
from the fixed-likelihood (left) and variable-likelihood (right) runs of Fig. 4.5. These images are generated
by numerically computing the inverse Fourier transform of the analytic visibility formulas in the xs-ring
model, plotting the intensity in a linear color scale normalized to the brightest pixel, and adding dotted
lines to outline the FWHM of the nuisance Gaussians. Intensity cross-sections through y = 0 are plotted
above the images. The fixed-likelihood best-fit (top) has derived parameters d = 42.4µas, θ = 148°,
fw = 0.20, and fV = 0.37. The variable-likelihood best-fit (bottom) has parameters d = 43.8µas,
θ = 147°, fw = 0.31, and fV = 0.66. The difference in fractional width is evident by eye. The nuisance
Gaussians add structure to the ring and provide more diffuse intensity elsewhere.
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Figure 4.7 Results for the Apr 06 hi-band dataset. We present the mean and standard deviations of four
key parameters (Sec. 4.5.3) across different choices of sampling algorithm, number of nuisance Gaussians,
and likelihood function.

of each class of likelihood, we take the mean values of all results from each likelihood

class, with 2 or 3 nuisance Gaussians, and group them into a pseudo-dataset. For the

fixed likelihood the pseudo-dataset contains the 4 gray points on a given plot in Fig. 4.7

(two choices of sampler and two choices of the number of nuissance Gaussians), while

for the variable likelihood it contains the 12 colored points (two samplers, two numbers

of nuissance Gaussians, three likelihoods). The mean value and standard deviation of

these pseudo-datasets are reported in Fig. 4.1 above in the green-colored band, along

with analogous results for the other 7 datasets.

The systematic offset in fractional width and flux fraction between fixed and variable

likelihoods is seen to persist across all 8 datasets. We have emphasized that the fractional

width is important for distinguishing among astronomical models. The flux fraction, on

the other hand, is largely of “internal” interest to the method, as it keeps track of how

much flux is in the nuisance Gaussians, relative to the ring component, which is fixed at
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V0 = 0.4Jy. While we caution against intepreting any particular configuration of nuisance

Gaussians as real image features, we would note that the larger fractional fluxes of the

variable likelihoods indicates that the nuisance Gaussians are doing “less work” to help

the ring achieve a good fit. This is consistent with the idea that the true, underlying sky

appearance is a thicker ring than would be suggested by the fixed likelihood.

Figure 4.1 also helps understand any potential evolution of the derived parameters

over the one-week observation window. The diameter is very consistent at around 45µas.

The orientation angle changes relatively smoothly across the days, suggestive of physical

changes in the source (rather than systematics of the experiment). To interpret the

position angle, we have added a reference line at 198°, which is the value that would be

produced by Doppler boosting from matter orbiting in the plane perpendicular to the jet

with negative angular momentum relative to the jet (see footnote 1). We see no evidence

for evolution of the fractional width, and the flux fraction is similarly stable.

4.6 Outlook

In this chapter we have introduced a new approximation for the closure phase and closure

amplitude likelihood function and explored its implications in the public M87* observa-

tions. For the ring diameter and position angle, the new method gives results consistent

with previous methods: there is an annular structure of approximately 40µas in diameter,

with a mild brightness gradient that is brightest in the South to Southeast. EHTC estab-

lished these conclusions via agreement of three different image-domain methods and two

different visibility-domain methods; to this list we add a third visibility-domain method

reaching the same conclusions.

However, the new method gives different results for the fractional width of the ring.

The variable likelihood prefers ring widths of 30–40%, which are systematically larger than

the fixed-likelihood widths of 10–25%. While this is encouraging since the new method
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avoids the theoretically problematic regime of very narrow rings, it is also discouraging

since we have no means, at present, to determine which approximation (fixed or variable)

is more reliable for the EHT dataset. All we can say with confidence is that the width is

most likely somewhere in the range of 10–40%.

The state of affairs thus remains rather unsatisfactory, since there is a big difference

in the theoretical interpretation in this range (App. F). The low end would be very hard

to explain theoretically, and thus potentially revolutionary; the low-middle regime seems

to favor emission from near the horizon and would give some information about the black

hole mass; the middle to upper regime is consistent with emission from further out, and

from a black hole with a wide range of masses. We hope that future papers in this series

will help pin down the fractional width and begin to distinguish between these scenarios.

Data Availability

The data analyzed in this study are described in [21] and available as DOI:10.25739/g85n-

f134. The conventions in this data are as follows: (1) The uv coordinates are oriented

such that +v is North and +u is East; (2) The complex visibility is constructed from the

amplitude A and phase φ by V = Aeiφ; (3) The complex visibility is related to the sky

brightness by V =
∫
e+2πi(ux+vy)I(x, y)dxdy. The latter formula differs by a sign in the

exponential from the convention used here and in EHT papers (Eq. (4.4)), so the data

must be complex-conjugated before being compared to formulas in this paper.
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Chapter 5

Data Analysis II:

Improved Geometric Modeling

5.1 Introduction

This chapter is a reproduction of research published in [48]. Here we explore a similar

analysis to the previous chapter, but instead of modifying the likelihood function, we try

a new model for the image that is better suited for constraining the width of the ring.

Past modeling efforts by the authors [47] and by the EHT collaboration [24] used a

geometric model called “xs-ring”.1 In our view, while xs-ring is well-suited for determining

whether the image must be ring-like (i.e., must have a central brightness depression),

it is not necessarily adequate for constraining the radial profile. We will highlight two

drawbacks of this model: a necessarily fast brightness falloff, and the lack of a thin, ‘photon

ring’ component. Does the strictly prescribed brightness falloff bias the results? Might

it be that the xs-ring model produces thin rings because it is trying to simultaneously fit

a wider annulus and a much narrower photon ring? To address these questions, here we

design a new geometric model in an effort to better understand the constraints on the

width of the M87* annulus.

1A nearly identical model xs-ringauss was also explored in [24].
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The xs-ring model has two major limitations. The first is that the radial falloff in

brightness on the outer edge of the ring is always extremely fast. The shape of the outer

edge is the result of blurring a step function with a Gaussian kernel, so the decay is

necessarily Gaussian. The emissivity of the accretion disk, however, may decrease with

distance much more slowly than that. A recent study concluded that the decay is likely

to be exponential under the conditions expected near M87* [64], and power-law decay

is also a reasonable possibility. It is therefore quite natural to ask whether allowing for

slower radial falloff in the model is necessary to properly constrain the width of the ring.

The second limitation of xs-ring is that it does not include a photon ring. If the

accreting material around M87* is optically thin, as is widely believed [23], then the

image must contain a lensed component coming from photons that orbit the black hole

(possibly multiple times) before reaching the observer [49]. These trajectories all appear

on the image plane near a critical curve, where photons sent backwards from the image

plane would asymptote to a bound orbit [5]. For a disk-like source, this lensed component

takes the shape of a narrow ring known as the photon ring2. Because the critical curve is

a property of the black hole spacetime only, independent of the nature of the surrounding

matter, the diameter of the photon ring is a robust measure of the mass-over-distance ratio

of the black hole. Detecting the photon ring would verify a basic prediction of general

relativity, while measuring its diameter would provide a black hole mass measurement

independent of astrophysical assumptions.

The width of the photon ring in most models is only ∼ 2–3µas [e.g., [44, Fig. 3],

or [15, Fig. 7]], which is well below the nominal EHT imaging resolution of ∼ 20µas.

However, it may still be possible to infer its presence from fitting models in the visibility

domain. A useful case study is the lensed dusty star-forming galaxy SPT0346-52, in

which lens modeling correctly predicted a distinct substructure well below the initial

2In general there will be a sequence of increasingly narrow photon rings converging to the critical
curve. The higher order rings contain negligible flux density [31] and are ignored in this study.
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image resolution [see [41, Figs. 4 and 9] and [61, Fig. 2]]. In this example, the prediction

was reliable because the possible shapes of lensed sources are tightly constrained by the

calculable effects of weak field lensing and the known properties of galaxies. In the case

of M87*, our knowledge of black hole lensing is comparably advanced—the photon ring

properties are tightly constrained by established theory [31]— but our knowledge of the

basic source structure is not. Nevertheless, the demonstrated power of visibility-domain

fitting—together with the fundamental importance of the photon ring —motivate a direct

search in the M87* data.

We will refer to the main annular structure of the image as the “annulus” or “primary

ring”, and we refer to the thin ring component as the “photon ring” or “secondary ring”.

As we investigate the effect (or lack thereof) of the two additional model freedoms that

have been introduced, we continue to focus on the fractional width of the primary ring.

In general, the parameters of the primary ring are found to be independent of whether

the photon ring is included. The diameter and orientation of the primary ring are very

similar to what was found with the xs-ring model. The fractional width also remains at

fw ≤ 0.25, and if anything is found to be even narrower than xs-ring, a surprising result

given that the new model has more freedom to fit broader disks. This result affirms the

narrowness of the image, favoring a more sharply peaked emitting region in the accreting

plasma. Finally, we perform a test of the Bayesian evidence of models with and without

a photon ring, and find that in some cases the analysis favors the model with a photon

ring, while in others it favors the opposite. Given these conflicting results, we conclude

there is no evidence for the presence of a photon ring in the 2017 observations.

In Sec. 5.2 we describe the construction of our new geometric model, and in Sec. 5.3

we present results for its use on the 2017 data set. We conclude and discuss some future

directions in Sec. 5.4.
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5.2 Refining the Model

The interferometric data collected by the EHT comes in the form of visibilities : complex-

valued components of the Fourier transform of the underlying image brightness [62]. When

constructing a model for the image, the simplest route is to build it directly in the Fourier

(aka visibility) domain, allowing for a computationally fast comparison between model

and data. This is an advantage of the xs-ring model: its Fourier transform is analytic, so

it can be expressed in the visibility domain from the beginning. To describe a disk with

a slower radial falloff, we need to go beyond purely analytic models (unfortunately there

just aren’t very many functions that have an analytic 2-dimensional Fourier transform!).

Some components of the model can still be computed analytically— in particular, the

photon ring and any nuisance parameters—but we will have to compute the visibilities

of the disk numerically. So our strategy is semi-analytic: we start with a model of the

primary ring in the image space, take a numerical Fourier transform, and then add the

other components. We call this numerical disk model “ndisk”, and when a photon ring is

added on top, “ndisk+”. We consider two choices for the radial brightness function: an

exponential decay, and a power-law decay. The steepness of the falloff in either case is

controlled by a single parameter, corresponding either to the exponential decay rate or

the power law index.

5.2.1 Construction of the NDISK+ Model

To construct our model we begin with an exponentially decaying radial function, with

the interior cut off by a step function at some radius R0. We add a dipolar brightness

modulation to simulate the effects of Doppler beaming from an inclined disk of orbiting
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matter. The result is

Dexp(x, y) =


V0 e

−mr/R0(1 + βx′/r)/I0, r ≥ R0

0, r < R0

, (5.1)

where x′ = x cosϕ + y sinϕ, ϕ is the direction of the gradient, β controls the strength of

the gradient, V0 is the total flux density, and I0 is a normalization constant given by

I0 = 2πR2
0

(
1 +m

m2

)
e−m.

We compute the Fourier transform of the disk, D̃(u, v), numerically (see App. G for

details), and then blur it with a Gaussian kernel of width σ. This blurring mainly serves

to soften the inner edge (previously a step function). Since the falloff far from the center

is slower than Gaussian, the rest of the disk is not affected by this blurring very much as

long as σ is not too large.

Next we add a second component to the model: an infinitesimally thin ring of radius

R whose total flux density V0A is a fraction A of that of the main ring. The Doppler

boost from the source’s orbital motion brightens the photon ring on the same side as the

main ring (even though the rays are initially emitted backward), as seen in both analytic

[15, 38] and GRMHD models [44]. We therefore consider a photon ring component with

the same dipolar modulation,

Z(x, y) =
A

2π
V0 δ(r −R)

(
1 + β

x′

r

)
. (5.2)

The Fourier transform can be done analytically:

Z̃(u, v) = AV0

(
J0(2πRρ)− β i

(
u′

ρ

)
J1(2πRρ)

)
. (5.3)

Here ρ =
√
u2 + v2 is the radial distance in Fourier space, u′ = u cosϕ+v sinϕ is a rotated
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coordinate, and J0 and J1 are Bessel functions. The final expression for the ndisk+ model

is therefore

ndisk+(u, v) = e−2π2σ2ρ2D̃(u, v) + Z̃(u, v). (5.4)

Fig. 5.1 shows one realization of the ndisk+ model. Taking a cross-section through

the origin, the radial brightness profile has a sharp bump due to the photon ring, which

lies just outside the peak brightness of the primary ring. This example looks similar

to the profiles of magneto-hydrodynamic (MHD) simulations in the MAD (magnetically

arrested disk) configuration ([23], [44], [15]). However, the model can also accommodate

appearances similar to SANE (standard and normal evolution) disks, where the emission

profile can be broader and the photon ring can be inside the central dark area [23]. The

ndisk model space also includes extreme cases such as filled disks, meaning it is broad

enough to accommodate the expected observational appearance, while not ruling out

surprises.

The power-law version of the model is exactly the same, except for the original disk

function D(x, y). For a power-law falloff, we have instead

Dpow(x, y) =


0, r < R0

V0 r
−m (1 + βx′/r)/I0, R0 ≤ r ≥ Rmax

0, r > Rmax

(5.5)

Technically, the flux of this power-law disk does not converge for m ≤ 2, so we cut off the

disk at some very large radius Rmax = 1000µas (this somewhat arbitrary value was chosen

to lie well outside the sampling window used to compute the Fourier transform—see

66



Figure 5.1 Typical appearance of the NDISK+ model. An example image is generated from the model
with exponential decay and the following parameter values: {R0 = 15,m = 2, β = 0.4, ϕ = 3π/2, σ =
4, A = 0.1, R = 25}. Cross-sections through y = 0 and x = 0 are shown above and to the right of the
image respectively. The brightness gradient is clearly visible in the vertical cross-section. The photon
ring —while truly infinitesimal in the model— has been blurred in this image with a Gaussian kernel of
width σ = 0.5µas for illustration, making its width and brightness consistent with expectations.
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App. G). The normalization constant is now

I0 = 2π
(Rmax)

2−m − (R0)
2−m

2−m
.

Because we are fitting closure phases and closure amplitudes [7, 62] (see Sec. 5.3 below),

the analysis is insensitive to the total flux in the image. Thus we can hold the flux of

the disk fixed at V0 = 1Jy and eliminate this degree of freedom from the model. (Closure

quantities are also insensitive to translations of the image, so no model degree of freedom

is needed for the location of the image center.) In total the model has 7 parameters: 5 for

the primary ring (R0,m, β, ϕ, σ) and 2 for the photon ring (A,R). All model parameters

are given uniform priors, which are listed in the following table:

Parameter Prior Range
R0 1 – 50 µas
m 0 – 8
β 0 – 1
ϕ 0 – 2π
σ 1 – 20 µas
A 0 – 0.25
R 1 – 50 µas

Table 5.1 NDISK+ model parameters

We cap the ratio of the photon ring to primary ring flux at A ≤ 25%. In models of

geometrically thin disks in the Kerr spacetime, the de-magnification of the image that

forms the photon ring is a factor of 10–20 [31, 35, 44], corresponding to a ring with ∼ 5–

10% as much flux as the rest of the disk. With a thicker disk or more exotic emission

mechanisms it may be possible for the flux ratio to be higher, but we are aware of no

models in the literature where the ring flux exceeds 20% [33]. We enforce this upper limit

for practical reasons, because if the photon ring is allowed to take on too much flux we

find there arises a swapping degeneracy between the photon ring and the primary ring.

To avoid this complication we restrict the photon ring flux to physically realistic values.
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5.2.2 Nuisance Parameters

As the authors and the EHTC did before, we add nuisance parameters to the model in

the form of elliptical Gaussians. For the time being, this is an unavoidable compromise

in order to fit this dataset with such a simple model. Comparing results with different

numbers of nuisance parameters tests the robustness of the claims, ensuring they are not

simply an artifact of using an overly-simple model. Nuisance parameters are given the

same priors as in the xsring model (see [47], Table A1).

Lastly, we follow EHTC and add a very large-scale circular Gaussian, several orders

of magnitude larger than the typical scale of the image [24]. This is intended to absorb

unmodeled flux picked up by intra-site baselines, which enters into our analysis indirectly

through closure amplitudes (see [47], Sec. 3). We note that, while the large-scale Gaussian

was omitted from xs-ring in the first paper after it was found to be irrelevant to the final

results, here we have chosen to include it for completeness. The large-scale Gaussian is

modeled with two free parameters as

G̃(ρ) = VG e−2π2σ2
Gρ

2

. (5.6)

This is the same as equation 45 of [24]. The flux VG is restricted between 0 and 10, while

the width of the Gaussian σG is allowed to vary from 10−2 to 101 arc-seconds (not micro-

arcseconds). We note that, while the large-scale Gaussian was omitted from xs-ring in [47]

after it was found to be irrelevant to the final results, here we have chosen to include it

for completeness.

5.2.3 Derived Parameters

In our analysis we focus on five quantities {d, dring, θ, fw,m} that are most relevant to the

questions posed in this paper. They are:
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d : diameter of the annulus
dring : diameter of the photon ring

θ : position angle of brightest part of the annulus
fw : annulus fractional width
m : falloff parameter

Table 5.2 Derived parameters of NDISK+

Posterior distributions for these derived quantities are computed directly from the

sampled model parameters. Three of them are trivial to calculate: the photon ring

diameter is just twice its radius, dring = 2R; the position angle is the direction of the

gradient measured East of North, which is just θ = 90◦ − ϕ; and the falloff parameter

m is a model parameter already (it represents the falloff scale in the exponential model

(5.1), and the power-law index in the power-law model (5.5)). The other two, annulus

diameter and fractional width, must be measured numerically in the image domain. To

do this we rotate the image so that the gradient is in the horizontal direction, and then

take a 1-dimensional slice in the vertical direction, perpendicular to the gradient. The

diameter of the annulus d is defined as the distance between the two peaks (note that this

is not simply 2R0, because the blurring of the inner edge of the annulus shifts the radius

of peak brightness in a non-trivial way). The width of the annulus w is defined as the full

width at half maximum (FWHM) of each peak (the two peaks are identical because we

sliced perpendicular to the gradient). The fractional width is then given by fw = w/d.

5.3 Results

In this section we present the results of analyzing the ndisk and ndisk+ models, with both

exponential and power-law brightness falloff. The 2017 data includes four observation

days in two frequency bands, for a total of 8 datasets. To compute model posteriors

we use the dynamic nested sampling package DYNESTY [60], which is well-suited for
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Figure 5.2 Posteriors for the NDISK+ model. Posterior parameter ranges for the ndisk (no secondary
ring) and ndisk+ (with secondary ring) models with exponential falloff, using the April 06 hi-band dataset.
We show the means and standard deviations of the diameter (d and dring), position angle (θ), fractional
width (fw), and decay constant (m). For ndisk+ runs, solid points on the diameter plot refer to the
diameter of the main annulus d, while open points refer to the diameter of the secondary ring dring.
Posteriors tend to stabilize after two nuisance Gaussians are added, while including a secondary photon
ring has no qualitative effect on the posteriors of the primary ring.
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Figure 5.3 Best-fit images. All runs include a secondary ring and correspond to the red points in
Fig 5.2. From left to right, the model has 1, 2, and 3 nuisance Gaussians. The FWHM of each Gaussian
is shown as a dotted line, and horizontal cross-sections through the origin are shown above each image.
The photon ring in each image has been blurred for illustration, as described in Fig. 5.1. The primary
ring appearance is largely unchanged between 2 and 3 nuisance Gaussians, where as the photon ring
properties vary significantly.

large parameter spaces and multi-modal distributions. Our approach to model fitting is

described in detail in [47], Sec.3-4. The closure phase and closure amplitude are used

as the preferred data products to mitigate uncertainties coming from station calibration.

The new models are fit using what is called in that paper the ‘fixed likelihood’ function,

the same as what was used in the EHTC analysis.

First we present posteriors for a single, representative dataset to show the effect of

adding the photon ring component. Then we analyze the model across all datasets. We

compare the Bayesian evidence for models with and without a photon ring, and discuss

the fractional width and brightness falloff rate of the primary ring.

5.3.1 A Representative Dataset

We begin by examining in detail the April 06 hi-band dataset, which has the most data

points and the highest overall signal-to-noise ratio. We compare the ndisk and ndisk+

models with exponential falloff, and four choices for the number of nuisance Gaussians

included in the model (0−3). Posteriors for the key parameters of interest are represented

72



Figure 5.4 An example best fit. This model has 2 nuisance Gaussians and no secondary ring. We plot
the absolute values of the closure phase and log closure amplitudes as a function of the closure perimeter,
defined as the sum of the lengths of the component baselines. This fit has a reduced chi-squared value of
χ2
r = 1.17. (See [47] for definitions of closure quantities and reduced chi-squared).
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in Figure 5.2; images corresponding to the best-fit parameters from a few of these runs

are shown in Figure 5.3. Visual agreement with the data is shown for one example in

Figure 5.4.3

The primary ring parameters are similar whether the secondary ring is included or

not, indicating that the secondary ring does not play a major role in determining the

posteriors (Figure 5.2). We note that the fractional width is especially robust, more so

than the decay constant, whose variation is counteracted by other parameters of the model

(the smoothing constant σ, for instance) to maintain a tight constraint on the fractional

width. Posteriors tend to stabilize after 2 nuisance Gaussians are included.

On the other hand, photon ring diameter and flux fraction vary greatly between runs,

even after posteriors for the other main parameters have stabilized. This behavior is

similar to that of the unphysical nuisance Gaussians, suggesting that, for the 2017 EHT

observations, the photon ring parameters are simply providing extra model freedom, and

do not represent any real feature of the sky brightness. But to properly assess whether the

photon can be detected, we turn next to a different kind of test to specifically interrogate

whether there is evidence for its presence in the data.

5.3.2 Bayesian Evidence for a Photon Ring

To really test for the presence of a photon ring, we need to compare the efficacy of a model

that includes it with one that does not. To do this we compute the marginal likelihood

of each model, often called the ‘Bayesian evidence’. We now briefly review this approach,

referring the reader to (e.g) [63] for further details.

Let p(A|B) denote the probability (density) of A given B. Consider a model M with

parameters θ assigned prior probabilities p(θ|M). For a set of data d, the model assigns

3Defining what constitutes a ‘good fit’ is subtle and somewhat fraught (see [47, App. C]), but one
commonly used metric is the reduced chi-squared. We find reduced chi-squared values near 1 when at
least two Gaussians are included in the model, and the fit shown in Fig. 5.4 has a chi-squared value that
is comparable to those found with xs-ring by EHTC [24].
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a likelihood function p(d|M, θ) to each set of parameters θ. The model evidence Z is

defined to be the likelihood of the model itself, p(d|M). The evidence can be computed

as an integral over the entire model space ΩM,

Z = p(d|M) =

∫
ΩM

p(d|θ,M)p(θ|M) dθ. (5.7)

While the evidence does not provide absolute information about the quality of the model,

relative information can be obtained if M exists in a larger space of models. When only

two models are considered, the evidence ratio (sometimes called the “Bayes factor”) is the

factor by which the data changes the relative probability of the models. If two models

M1 and M2 considered equally likely before the data are considered, the model M2 is

considered Z2/Z1 times more likely after the data are taken into account. For this reason,

a “large” Bayes factor [e.g., greater than 150, so log |Z2/Z1| > 5 [42]] is considered evidence

that M2 is favored.

In the case where one model is a subset of the other, the Bayes factor is a way

to quantify whether the additional parameters are pulling their weight. By integrating

over the whole model space, a comparison of the evidence essentially reflects the average

improvement, so it is not overly influenced by the best fit. In a sense, the Bayesian

evidence is a means of quantifying the principle of Occam’s razor: we want to balance the

quality of the fit with the simplicity of the model. Using DYNESTY we can compute the

Bayesian evidence for a model without a secondary ring, and a model with one.

Gaussians Secondary Ring Log Z
1 no -18.0 ± 0.4
1 yes -17.6 ± 0.4
2 no 81.6 ± 0.5
2 yes 85.7 ± 0.5
3 no 76.3 ± 0.5
3 yes 80.7 ± 0.5

Table 5.3 Bayesian evidence for a photon ring
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Figure 5.5 Bayes factors. Comparison of Bayes factors for models with and without a secondary ring
shows no evidence for the presence of a thin ring. Two colors differentiate whether the falloff is exponential
or power-law, and circles/squares indicate the number of nuisance Gaussians, either 2 or 3. ∆ logZ, the
difference in the logarithm of the evidence between two models, is the log of their Bayes factor. Positive
values of ∆ logZ indicate evidence in favor of the secondary ring, while negative values mean the ring is
disfavored. The results are split roughly evenly across the line ∆ logZ = 0, meaning there are as many
cases for the photon ring as against.
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The table above shows the logarithm of the Bayesian evidence for different realizations

of the model using the April 06-hi dataset. First we can see from these numbers that,

whether a photon ring is included in the model or not, the evidence increases dramatically

when a second nuisance Gaussian is added, while the difference is marginal upon adding

a third. This pattern is repeated in the other datasets as well. This tracks with the

observation that the posteriors converge after two Gaussians (Fig. 5.2), and suggests that

2-3 is the most appropriate number to include to improve the flexibility of the model

without over-fitting. Some indication of this was given in [47] (Fig. C1) comparing

the likelihoods of the best-fit models in each case, but this is a more convincing result.

Indeed, best fits will always improve at least somewhat when more model parameters are

added, whereas the Bayesian evidence will punish extra parameters that aren’t pulling

their weight.

To examine the evidence for the photon ring, we restrict to just the 2- and 3-Gaussian

cases, and compute the Bayes factor between the models with and without the photon ring

for exponential and power-law falloff models across all datasets. The results are shown in

Fig. 5.5. Overall, evidence for a photon ring is unconvincing to say the least; there are as

many instances where the photon ring is favored as where it is disfavored. Ultimately this

is an inconclusive result: we can neither confirm nor rule out the presence of a photon

ring around M87*. Prospects for a future detection are discussed in the conclusion.

We conclude this subsection by comparing with other proposed methods for detecting

a black hole photon ring. The most closely related proposal is the geometric/pixel hybrid

model of [13], which represents the main emission with a grid of pixels (producing smooth

images by interpolation), while including an additional photon ring component similar to

ours. This model is more flexible with respect to the morphology of the main emission,

at the cost of tens of additional parameters relative to our purely geometric framework.

However, the approaches are similar in spirit, and it is unclear at present whether one is

superior to the other.
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The approach of [13] was able to reproduce photon ring diameters from mock data gen-

erated from a handful GRMHD simulations. In our view, such tests are of limited value,

since the GRMHD library [23] represents only a small slice of the plausible observational

appearances of the source [9, 33]. If the source properties were known well enough for a

handful of tests to validate the method, then it would be tractable to directly fit a model

covering all possible sky appearances, which would be a strictly superior approach. By

contrast, the true space of plausible appearances at photon ring scales is impossibly large,

and confident validation with mock data appears correspondingly intractable.

A confident detection of the photon ring requires a method that is robust to uncertainty

in our knowledge of the underlying source. One possible approach is to compare the fit

quality with and without a photon ring component, as we have done here. Any claimed

detection of a subdominant photon ring component in EHT-like data should, in our view,

feature a similar analysis, showing convincingly that the photon ring improves the fit

quality. Ideally, this improvement would itself be robust across models chosen to represent

the non-photon-ring component. As discussed above, we see no such improvement for the

models considered here. While we leave open the possibility that a better model for the

main emission might help reveal a photon ring in the 2017 observations, it seems likely

that detection of the photon ring will instead have to await significant improvements in

data quality.

An alternative approach to measuring the photon ring was proposed by [44]. The

idea is to directly measure the visibility-domain signature of the ring on (sufficiently

long) baselines where it dominates the signal. This method is remarkably insensitive to

astronomical uncertainties and can even provide the precise shape of the photon ring [34,

37], allowing precision tests of general relativity [38, 58]. However, reaching the required

baselines would almost certainly require a space mission.
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5.3.3 Full Results for the Primary Ring

We will now examine what the full set of data can tell us about the primary ring. Figure 5.6

summarizes the results of our analysis across all 8 datasets. We find that the diameter

and brightness orientation angle of the disk are statistically identical to the results for

the xs-ring model reported in [47], as long as at least one nuisance Gaussian is included

in the latter. This supports the previously reported value of d ∼ 40µas, with a brighter

side towards the Southern part of the sky. Once again, the photon ring degree of freedom

is largely irrelevant to constraining the properties of the main ring.

Most interesting, and most relevant to the topic of this series, is that the fractional

width remains low—mean value less than or equal to 0.2—even for this model. This is

important because it need not have been this way; this model has the freedom to choose

a much broader disk decaying at a leisurely rate, a regime that was inaccessible to xs-ring.

Yet despite the added freedom in the falloff rate (and a secondary ring component), the

fractional widths are even a bit smaller than before.

The decay constant for both the exponential and power-law models shows significant

variation across observation days, with mean values ranging from 4 to 9. However, this

entire range represents significantly faster falloff than seen in models of M87*. For exam-

ple, Fig. 7 of [15] shows a roughly exponential falloff in brightness for a radiative GRMHD

model. Measuring the slope by eye and picking R0 ≈ 15µas to compare with our model

(5.1), we see that the effective falloff parameter m is no larger than 2. As a second exam-

ple, consider the semi-analytical models presented recently in [64], which have a roughly

exponential emission profile ∼ e−3r/rH , where r is the Boyer-Lindquist coordinate and rH

is the horizon radius. This translates to a similar decay rate m ≈ 3 in the image domain

(see App. D of [47] for some heuristics). In other words, the observed brightness falloff is

consistently more rapid than seen in models of the source.
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Figure 5.6 Posterior ranges across all datasets. We compare results for the numerical disk model with
exponential versus power-law falloff. Each point represents an average of 4 individual runs: including
either 2 or 3 nuisance Gaussians, with or without a secondary ring. Points represent the average of the
means of each run, and error bars represent the average of the standard deviations. The diameter and
orientation angle are consistent with previous modeling efforts, while the fractional width remains as low
or lower than past results. In the bottom plot, the decay constant for the exponential disk model (black)
is plotted alongside the power law index for the power law disk model (white). The April 06-hi dataset
featured in Figures 5.2, 5.3, and 5.4 is highlighted in green.
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5.4 Summary

We have constructed a new geometric model for the M87* near-horizon image, which

improves over previous models by incorporating a parameterized radial brightness profile

and a component describing the photon ring predicted by GR. We find that this model

agrees with previous studies on the diameter and position angle of the main annular

structure, and still corroborates the relatively narrow fractional width of fw ≤ 0.25 found

with the xs-ring model. Evidence for the presence of a photon ring coming from the Bayes

factor of our models is inconclusive, and the photon ring degrees of freedom have no effect

on the main conclusions.

Let us therefore return to the title of this series of papers: How narrow is the M87*

ring? The EHTC analysis bounded the fractional width to be less than one-half, with the

geometric models favoring narrow rings, and the imaging models favoring thicker rings.

One possible explanation for the narrow rings in the geometric models is that these models

lack the freedom to accommodate a gradual falloff rate, and compromise by presenting a

narrow ring at the peak brightness of the true ring. Similarly, one could imagine that the

presence of a photon ring on top of the main emission confuses the model into thinking the

main ring is narrower than it is. The analysis of this paper rules out these explanations:

the ring remains narrow when the models are given the relevant additional freedom.

Adopting the viewpoint that modeling is more reliable than imaging for determining

fine features in the sky appearance, the evidence is accumulating in favor of a narrow ring

in M87*. A thin ring is rather dissimilar from theoretical expectations [47], and could

point to the need for a revision in our understanding of the accretion flow. However,

it should be borne in mind that an alternative likelihood function does favor somewhat

thicker rings [47]. In this series of papers we have elected to change one component

of modeling at a time (the likelihood function in the first paper; the geometric model

here), in order to keep the analysis manageable and test the importance of the different
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modeling choices. Ultimately, it may be necessary to wait for improved observations, for

which differences in statistical modeling assumptions may have less impact on the final

conclusions.

82



Chapter 6

Conclusion

In this work we have explored two natural modifications to the analysis of 2017 EHT data

and the inference of image features. Across all lines of attack, the analysis strongly favors

an annulus ∼40µas in diameter with a mild brightness gradient. We found that modifying

the closure likelihood approximations consistently led to thicker annuli, while adding more

flexibility to the model did not. Our analysis was unable to detect the presence of a

photon ring in the data, and whether a future detection will be made possible—due to

improvements in either modeling or instrumentation—remains an open question.

On the modeling side, several limitations to our analysis stand out, but these may be

surmountable in the near future. For one, it remains to be seen which likelihood formu-

lation (or some other method of approximating the true closure likelihood distributions)

is more reliable, but an analysis of so-called mock data could help. In this framework,

synthetic data is generated from a known underlying model (a snapshot of a GRMHD

simulation, for example), to which random noise —emulating the noise in the actual EHT

data— is added. Fitting models to the mock data, one can then ask which likelihood for-

mulation does a better job at recovering the ‘true’ model parameters. Such a mock data

study could reveal which likelihood approximation is more correct for the EHT datasets.

Another important limitation of the geometric models is their use of unphysical nui-

sance parameters. The elliptical Gaussians are motivated by convenience, rather than

physical arguments, and it is hard to say whether they are capturing unmodeled features
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of the image, or simply represent systematic uncertainty. A more physically motivated

choice of additional model freedom would allow increased confidence in the conclusions

of the analysis. One approach that has been suggested is to parameterize brightness

fluctuations in the disk as a Gaussian random field, which captures at least some of the

important features of the quasi-stationary turbulent flows seen in MHD simulations [46].

This would be an interesting modification to the image models.

On the experimental side, more radio telescopes will be added to the EHT array in

the coming years, higher-frequency observations will be conducted, and sensitivity will

likely improve [18]. It is conceivable that these advances will enable a confident detection

of the photon ring using ground-based telescopes alone. Alternatively, experiments have

been proposed to measure the photon ring on much longer baselines by placing at least

one station in orbit or on the Moon (recall that longer baselines are more sensitive to

smaller-scale image structure). Just in the past few years, rapid progress has been made

in identifying observable interferometric signatures of the photon sub-rings [34, 37, 44].

In particular, it was shown that a space-based experiment targeting M87* could measure

not just the diameter of the n = 2 sub-ring, but its precise shape, enabling a test of the

Kerr metric to sub-percent levels [38].

As this work was being finished, EHTC announced results for the second source,

SgrA* [2]. The time-variability of SgrA* presents unique challenges, but initial modeling

results seem to favor a slightly thicker ring, and suggest that, “in contrast [to M87*], we

find for Sgr A* that the thickness parameter is relatively well constrained by geometric

modeling approaches.” [3]. It is my hope that the techniques explored in this work will be

beneficial to future analyses, helping to pin down the width of the primary ring in M87*,

and perhaps even enable a detection of the photon ring. It is remarkable what steady,

incremental progress in the physical sciences can achieve, and if one thing is for sure, this

chapter of black hole astronomy has only just begun.
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Appendices

A The Mathematics of VLBI

The following derivation has been adapted from the general treatment of Born & Wolf

[11], as well as a version in [62] tailored specifically to radio astronomy.

Consider a pair of telescopes, T1 and T2, observing a distant source in a narrow fre-

quency band centered on frequency ν. In what follows it will be convenient to express the

electric field as the real part of a complex quantity (sometimes called the ‘phasor’ rep-

resentation). Let E1(t) and E2(t) therefore denote the (complex) electric field measured

at each telescope. We will ignore the polarization of the waves and treat each signal as

simply a time-varying amplitude and phase1.

Figure A.1 shows the geometry of the setup. Since the linear dimensions of the source

are astronomically smaller than its distance from Earth, we can picture the source as

occupying an area S in a plane perpendicular to the line of sight, with coordinates (x, y).

Similarly, an ‘observing plane’ is constructed parallel to the source plane, with coordinates

(X, Y ). The baseline separation between the two stations is defined as the vector

pointing from T1 to T2, projected onto the observing plane. If the stations have projected

coordinates P1 = (X1, Y1) and P2 = (X2, Y2), then the associated baseline is b⃗12 =

(X2 −X1)x̂+ (Y2 − Y1)ŷ. It is convenient to use dimensionless coordinates l = x/R and

m = y/R for the position on the source. These coordinates (l,m), being the sines of the

(extremely small) angles subtended in two perpendicular directions, are essentially just

1In reality, the EHT stations record in two opposite circular polarizations and then combine them to
recover the unpolarized Stokes I visibility [21].
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angular positions on the sky.

Figure A.1 Diagram of VLBI geometry. A source S is observed by two stations with projected positions
on the observing plane P1 and P2. The vector R connects the origins of the (x, y) and (X,Y ) coordinate
systems, while R1 and R2 point from a given location on the source to the two telescopes. The difference
in arrival times results in a measurable phase shift. Image reproduced from [11].

The cross-correlation of the two signals, also known as the ‘mutual coherence’, is

defined as2

Γ12 = ⟨E1(t)E
∗
2(t)⟩ . (1)

Here the asterisk denotes complex conjugation, while the angle brackets represent an

average over time.

To unpack this operation, imagine dividing the source plane into infinitesimal area

elements ds. The field at a given station is the sum of contributions from all of these

elements: E(t) =
∑

mEm(t). Because the sum and the time average commute, the mutual

2Technically the mutual coherence is more general, with an arbitrary time delay τ between when the
two signals are evaluated. However, as long as |τ | ≪ 1/∆ν where ∆ν is the receiver bandwidth, we can
set τ = 0 [11].
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coherence can be written as

⟨E1(t)E
∗
2(t)⟩ =

∑
m

∑
n

⟨E1m(t)E2
∗
n(t)⟩ . (2)

The key insight comes from assuming that the emitted radiation is spatially incoherent.

This means that the contribution ⟨E1m(t)E2
∗
n(t)⟩ due to two points m and n is precisely

zero unless m = n. This condition is satisfied for astronomical sources such as those

observed by the EHT, and allows the expression to be simplified to a single sum:

Γ12 =
∑
m

⟨E1m(t)E2
∗
m(t)⟩ . (3)

Next we can relate the measured fields to the radiation emitted at the source. Let

E(l,m, t) represent the electric field at the source point (l,m) at time t. Treating the

interstellar medium as vacuum, the signal will arrive at the receiver after a time delay

of ∆t = R/c, where R is the distance from the emitting point to the receiver. When it

arrives, the amplitude of the radiation will have decreased in proportion to the distance

traveled, and the phase will have undergone a shift ∆ϕ = 2πν∆t. The contribution to

the field measured at the receiver due to the mth element of the source is therefore

Em(t) =
E(l,m, t−R/c)

R
e−i2πν(t−R/c). (4)

Letting R1 and R2 denote the distances to telescopes 1 and 2 respectively, and converting

the sum over m source elements into an integral, the total mutual coherence is

Γ12 =

∫
dS

〈
E(l,m, t− R1

c
) E∗(l,m, t− R2

c
)
〉

R1R2

e−i2πν
(R1−R2)

c . (5)

Several (very slight) approximations allow this expression to be simplified further.

First, because the time difference (R2−R1)/c is small compared to the reciprocal receiver
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bandwidth, it can be neglected inside the angle brackets, and both terms can be evaluated

at t [62]. Then the quantity in brackets is simply the time-averaged intensity of the source,

I(l,m). Furthermore we can set R1 = R2 = R in the denominator. Note that the area

element on the source is dS = dx dy = R2 dl dm.

Finally, the exponential term can be recast in a more revealing way in terms of the

baseline coordinates. It is convenient to measure the baseline separation in units of the

observing wavelength, λ = c/ν. Letting u = (X1 −X2)/λ and v = (Y1 −Y2)/λ, we obtain

(R2 −R1) = (ul + vm)λ.

Putting it all together, we arrive at the following expression:

V(u, v) =
∫∫

e−2πi(ul+vm)I(l,m) dl dm. (6)

Thus the visibility V(u, v) is the 2-dimensional Fourier transform of the image I(l,m),

with the transformation given by Eq. 6.
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B XS-RING Model, Priors, and Derived Parameters

In this appendix we review the xs-ring model, describe our choice of priors, and define the

derived parameters we focus on.

B.1 Constructing the Crescent

Here we describe the xs-ring model in detail. This construction is adapted from EHT VI

Appendix B, and informed by the original slashed eccentric ring model of [6].

We begin by considering one of the few shapes with an analytic 2D Fourier transform:

a disk of uniform brightness. In the image domain the disk is defined as

D(r;R) =


1, r < R

0, r > R

, (7)

where r =
√
x2 + y2 is the radial coordinate in the image domain. We will denote Fourier

transform (with the conventions of (4.4)) with a tilde. The Fourier domain representation

of the disk is

D̃(ρ;R) =
R

ρ
J1(2πρR), (8)

where ρ =
√
u2 + v2 is the radial coordinate in the Fourier domain, and J1 is a Bessel

function of the first kind.

The crescent is constructed by taking a uniform disk of radius Rout and subtracting a

smaller disk of radius Rin whose origin is shifted by a distance r0 in the minus x-direction.

A spatial shift in the image domain corresponds to a phase shift in the Fourier domain,
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and so the crescent is

C̃(u, v) = D̃out − e2πir0uD̃in

=
Rout

ρ
J1(2πρRout)− e2πir0u

Rin

ρ
J1(2πρRin).

Next, a brightness gradient is applied across the crescent. The most natural way to

do this would be to multiply the image by something like (1 + κ cos θ) to create a dipole

moment.3 This would involve Fourier-domain convolution with a Bessel function, which

cannot be done in closed form. Instead, we use what Benkevitch refers to as a “slash”

operation, which applies a linear gradient to the image. Let the minimum and maximum

brightness at either end of the crescent be denoted hmin and hmax. The slash operation is

to multiply by

sx = h̄+∆h

(
x

Rout

)
, (9)

where h̄ = (hmax + hmin)/2 is the brightness in the middle of the gradient, and ∆h =

(hmax − hmin)/2. Note that this is equivalent to

sx = h̄

(
1 + κ

x

Rout

)
, κ =

hmax − hmin

hmax + hmin
, (10)

meaning it is the same as multiplying by a dipole, except cos θ = (x/r) is replaced with

(x/R). For thin rings, these have a very similar effect. The parameter we actually use to

control the strength of the brightness gradient is ln β = lnhmax/hmin.

Multiplication by a spatial coordinate in the image domain corresponds to a derivative

3This is actually what you would expect to see for a uniformly radiating accretion disk that is viewed
at an angle to the observer. The Doppler beaming effect is proportional to the line-of-sight velocities
across the disk, which go as cos θ.
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in the Fourier domain, so the slash gradient in Fourier space is

s̃u = h̄+
∆h

Rout

i

2π

∂

∂u
. (11)

After the gradient has been applied, a central “floor” is added, giving the hole a

brightness that can range from zero to the full brightness of the crescent. This floor is

just

F̃ = KD̃in = Ke2πir0u
Rin

ρ
J1(2πρRin). (12)

The slashed crescent up to this point is therefore

s̃u[D̃out − D̃in] + F̃ . (13)

The entire crescent is then rotated by an angle ϕ. This is achieved by replacing (u, v) →

(u cosϕ + v sinϕ,−u sinϕ + v cosϕ). Then the image is blurred by convolution with a

Gaussian of width σ. Finally, the flux is scaled via a geometric factor Γ so the total flux

is unity, and then multiplied by the desired flux parameter V0. The final xs-ring formula

in the Fourier domain is4

xs-ring(u, v) =
V0
Γ

e−2πσ2ρ2
(
D̃out − e2πir0u

′
(D̃in − F̃ )

)
(14)

where the slashed disks are given by

D̃out =
Rout(1 + β)

2ρ
J1(Xout)− i

(
1− β

4πρ2

)
×
(
πRout[J0(Xout)− J2(Xout)]−

1

ρ
J1(Xout)

)
u′,

4Note that Eq. (41) of [24] contains a trivial typo, writing R for Rout.
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D̃in =
Rin

2ρ

(
(1 + β) +

r0
Rout

(1− β)

)
J1(Xin)− i

(
1− β

4πρ2

)
Rin

Rout

×
(
πRin[J0(Xin)− J2(Xin)]−

1

ρ
J1(Xin)

)
u′,

and we define

u′ = u cosϕ+ v sinϕ

Xout = 2πρRout

Xin = 2πρRin

and

F̃ = γβ
Rin

ρ
J1(Xin)

Γ =
1

2
πR2

out

(
(1 + β)− (1− ψ)2[(1 + β)− ψ(1− τ)(1− β)− 2γβ]

)
ψ = 1− Rin

Rout

τ = 1− r0
Rout −Rin

.

The parameterization used in the code are the eight parameters {V0, Rout, ϕ, ψ, τ, ln β, γ, σ}.

The dimensionless parameter ψ is used in place of Rin, and controls the width of the ring.

γ ranges from 0 to 1 and controls the relative brightness of the central floor. The pa-

rameter τ is used in place of r0, and controls the degree of asymmetry of the crescent

shape.

In addition to the xs-ring model itself, EHTC added a much broader, large-scale Gaus-

sian component to capture flux on the scales to which the intra-site baselines are sensitive.

This large-scale Gaussian had a total flux constrained to lie between 0 and 10Jy, and a

width 10−2 < σG < 101 arcsec. We found that when this component was included, it was
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highly unconstrained and did not affect the posteriors for our derived parameters. For

this reason we omitted it from our modeling.

B.2 Nuisance Gaussians

Our nuisance parameters take the form of elliptical Gaussians. In the image domain these

are

G(x, y) =
Vg

2πσxσy
e−[a(x−x0)

2+2b(x−x0)(y−y0)+c(y−y0)2], (15)

with

a =
cos2 θ

2σ2
x

+
sin2 θ

2σ2
y

b = −sin 2θ

4σ2
x

+
sin 2θ

4σ2
y

c =
sin2 θ

2σ2
x

+
cos2 θ

2σ2
y

.

The Gaussian is centered at (x0, y0) with width parameters σx and σy corresponding

(respectively) to the x and y axes after a counter-clockwise rotation by θ. This parame-

terization is convenient because the parameter degeneracies are completely removed by a

restriction 0 < θ < π on the angle θ. The Fourier transform (complex Visibility) is5

G̃(x, y) = Vg e
−2πi(ux0+vy0) e−4π2σ2

xσ
2
y(cu

2−2buv+av2). (16)

When there are at least two Gaussians, we must also remove degeneracies associated

with swapping two or more of them. We label the Gaussians with an index i and param-

eterize the first Gaussian with x0 and y0, after which we instead consider the differences

5This is a correction to the formula appearing in EHT VI eq. 47, which is missing a minus sign in the
first exponential.
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Parameter Prior Range

xs
-r

in
g

V0 0.4 Jy (fixed)
Rout [0, 50] µas
ϕ [0, 2π]
ψ [0, 1]
τ [0.5, 1]

ln β [-5, 5]
γ [0, 1]
σ [0, 20] µas

nu
is

an
ce

Vg [0, 3] Jy
x0 [-100, 100] µas
y0 [-100, 100] µas
∆x [0, 100] µas
∆y [-100, 100] µas
σx [0, 100] µas
σy [0, 100] µas
θ [0, π/2]

Table B.1 Priors ranges on all model parameters. All priors are uniform.

∆x0 and ∆y0 from the position of the previous Gaussian,

∆x0i+1 = x0i+1 − x0i (17)

∆y0i+1 = y0i+1 − x0i. (18)

We may then remove the degeneracy by demanding that ∆x0 be positive. Our parame-

terization of nuisance Gaussians is identical to that used for xs-ring in [24].

B.3 Priors

Table B.1 lists the priors on each parameter used for model fitting. These priors are

identical to those used in [24], with two exceptions. First, we impose a strict prior on V0,

as discussed in Sec. 4.5.2 above. Second, we constrain the parameter τ to lie in the range

[0.5,1] instead of [0,1]. This excludes highly asymmetric crescent shapes that we have

found to be excluded anyway in sampling with the less restrictive prior, while fixing a
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Figure B.1 Degeneracy in XS-RING parameters. When combined with the freedom in ring width (ψ)
and blur (σ), either a steep brightness gradient (left) or a large crescent asymmetry (right) can produce
very similar images. We enforce a stricter prior on the crescent asymmetry parameter to avoid this near-
degeneracy.

parameter degeneracy illustrated in Fig. B.1. That is, in sampling with the less restrictive

prior, we found that the preferred observational appearance was always ring-like, but

the underlying parameter distribution was strongly bimodal, indicating an important

parameter degeneracy. In experiments with fewer nuisance Gaussians where we were able

to reliably sample this bimodal distribution, we confirmed that the derived-parameter

posteriors were unaffected if we eliminated the degeneracy with a more restrictive prior

on τ . We then imposed this prior on all runs, facilitating the robust inference of derived-

parameter posteriors.

Apart from these two exceptions, all priors either enforce physical parameter ranges

or give the parameters enough “room” such that the edge of the parameter range is never

explored by the sampler. Note that the uniform prior is on ln β, rather than β, in order to

be agnostic as to the direction of the brightest part of the ring. As discussed in Sec. B.2

above, the ranges on θ and ∆x remove true degeneracies in the parameterization of the

Gaussians.
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B.4 Derived Parameters

Here we define the four key parameters {d, θ, fw, fV } used in the analysis above. The

diameter d is defined as

d ≡ Rout +Rin (19)

and describes the overall size of the crescent. This is precisely the mean diameter when

the ring is symmetric (τ = 1).

The parameters β and ϕ encode the direction of the brightness gradient. The brightest

part of the ring is at the angle ϕ if ln β > 0 and at the opposite location ϕ+π if ln β < 0.

Here ϕ is the usual polar angle, meaning the angle North of East if +x is East and +y is

North. To measure the angle East of North, we instead want to measure the angle y-axis

in the opposite sense. The angle East of North to the brightest part of the ring thus is

θ ≡ sign(ln β) · 90° − ϕ (20)

modulo 2π. We consistently adopt the convention that +x is East and +y is North.

However, when plotting images we will have x increase to the left (simulating looking up

at the sky), such that the brightest portion appears at a counter-clockwise rotation by θ

from the vertical, looking down on the page.6

The fractional width is defined as

fw ≡ max

(
Rout −Rin

d
,
σ∗

d

)
, σ∗ = 2σ

√
2 ln(2), (21)

which closely approximates the FWHM of a ring (Fig. B.2) divided by its diameter. The

6[24] defines ϕ̂ to be the angle East of North to the brightest part of the ring. This makes it equal to
our θ, and indeed our posterior ranges are consistent under the identification θ = ϕ̂. However, the paper
also incorrectly states that ϕ̂ = ϕ; the correct formula is Eq. (20) with θ = ϕ̂.
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approximation is constructed by taking the maximum of the FWHM of a step-function

ring (appropriate for small σ) and the FWHM of a Gaussian ring (appropriate for large

σ). EHTC instead used the sum of these two terms, which generally overestimates the

FWHM (Fig. B.2). When τ < 1, the crescent is thicker on one side than the other,

and (21) represents a typical fractional width. This distinction is unimportant in the

parameter regime τ ≈ .8 favored by the data.

Finally, we look at the ratio of flux in the ring to the total flux (ring + Gaussians),

denoted

fV ≡ V0
V0 +

∑
i Vgi

, (22)

where Vg are the flux from each Gaussian. This tells us how much flux is attributed to

the nuisance parameters compared to the ring.

C Full Likelihood Description

In this appendix we go through the algorithm used to select an optimal set of closure

phases and closure amplitudes, and describe the construction of the associated covariance

matrices and likelihood functions. We begin with a convenient mathematical description,

following [7]. An N -element interferometer produces n = N(N − 1)/2 complex visibilities

per observation. Adopting a canonical ordering 1, 2, . . . N of the stations, we may represent

these visibilities as two n-dimensional column vectors containing all the phases and log-

amplitudes in canonical order,

Φ = (ϕ12, ϕ13, . . . , ϕ1N , ϕ23, ϕ24, . . . , ϕ2N , . . . , ϕ(N−1)N)
⊤ (23)

A = (a12, a13, . . . , a1N , a23, a24, . . . , a2N , . . . , a(N−1)N)
⊤. (24)
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Figure B.2 Approximations for the FWHM of a one-dimensional tophat of radius 1 (width 2) convolved
with a Gaussian of standard deviation σ. The numerically computed FWHM (blue) is compared to that
of the tophat (red horizontal line) and the Gaussian (slanted red line through the origin). The maximum
of the two (solid red) is a better approximation than the sum (solid green).
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The closure phases and closure log-amplitudes are linear functions of Φ and A (respec-

tively), meaning that they may be represented as row vectors.7 The closure phase row

vectors contain precisely three non-zero elements, each equal to +1 or −1, such that a

valid closing sum (4.8) is formed when multiplied by (dotted with) the column-vector

Φ. Similarly, the closure amplitude row vectors contain precisely four non-zero elements,

each equal to +1 or −1, such that a valid closing sum (4.9) is formed when multiplied by

(dotted with) the column-vector A.

A choice of mψ closure phases may be represented as the mψ × n matrix of closure-

phase row vectors, the design matrix Dψ for that set. The rank Nψ of the design matrix

is the number of linearly independent closure phases. If mψ > Nψ then the closure phases

are linearly dependent and some must be removed. The idea of [7] is to preferentially

remove the lowest-SNR closure phases. We define the SNR as

1

SNRψijk

≡

√
σ2
ij

|V̂ij|2
+

σ2
jk

|V̂jk|2
+

σ2
ki

|V̂kj|2
, (25)

where |V̂ij| is the reported raw visibility amplitude (i.e., not debiased). We order the rows

in the design matrix by SNR, starting with the lowest SNR. Then we proceed down the

list and for each row, eliminate it, as long as the resulting matrix still has the same rank.

In other words, we remove the lowest-SNR closure phases as long as we can do so without

reducing the dimension of the space.

We use the same algorthm for closure log-amplitudes, defining the SNR analogously

as

1

SNRcijkl

≡

√
σ2
ij

|V̂ij|2
+

σ2
kl

|V̂kl|2
+

σ2
ik

|V̂ik|2
+

σ2
jl

|V̂jl|2
. (26)

That is, given a choice of mc closure amplitudes represented as an mc × n design matrix

7This linearity makes the log-closure amplitude more convenient than the ordinary closure amplitude.
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Dc, we sort the rows by SNR and remove rows, from the top down, which do not reduce

the rank Nc.

We implement this algorithm for each scan of each dataset, separately for closure

amplitude and closure phase. For the closure phase, we begin by forming all 3-element

subsets (triangles) of the active stations in the scan.8 We then remove any “trivial tri-

angles” that contain intrasite baselines, as these have near-zero closure phase. To each

remaining triangle we associate a closure phase using a canonical ordering of the stations.

For example, for stations 2, 3, 5 we use

ψ235 = ϕ23 + ϕ35 − ϕ25. (27)

This provides a list of closure phases with the 6-fold index-permutation degeneracy re-

moved. This set is then pared down further using the SNR-maximizing algorithm de-

scribed above, resulting in a final design matrix Dψ whose row-dimension is equal to its

rank Nψ, i.e., a maximal set of closure phases.

For the closure log-amplitude, we begin by forming all 4-element subsets of the active

stations in the scan. Following EHTC, we do not remove the log-amplitudes including

intrasite baselines. As discussed in Sec. 4.3 above, to each 4-element subset there are

associated three closure log-amplitudes whose absolute values are numerically different.

For each 4-element subset we make the following canonical choices,

c1234 = a12 + a34 − a13 − a24

c1243 = a12 + a34 − a14 − a23

c1342 = a13 + a24 − a14 − a23,

(28)

where 1234 stands for the station indices of the subset, sorted in ascending numerical

8Stations may be inactive during a scan because of observing issues or because the source is not visible
on their sky.
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order. This list is then reduced to a valid maximal set by the SNR-maximizing algorithm

described above, resulting in a final design matrix Dc whose row-dimension is equal to

its rank Nc.

For each scan, the values of the closure phases and closure amplitudes of interest are

constructed from the amplitudes and phases by matrix multiplication,

Ψ = Dψ Φ (29)

C = DcA. (30)

Here ψ is theNψ-dimensional column-vector of closure phases, while C is theNc-dimensional

column-vector of closure log-amplitudes.

In the high-SNR limit we assume, each visibility phase ϕij and log-amplitude aij has

variance given by

var(ϕij) = var(aij) =
σ2
ij

|V̄ij|2
, (31)

where V̄ij is the mean value of the random variable Vij. (Recall from Sec. 4.3 above that

this quantity contains residual gain terms, and in practice we replace |V̄ij| with either the

model mean value |Vij| or the data mean value |V̂ij|.) Since the uncertainty on the phase

and log-amplitude takes the same value (and since the phases and log-amplitudes are all

statistically independent), we may capture the full covariance of the scan data with a

single n× n matrix S defined by

S = diag

(
σ2
12

|V̄12|2
,
σ2
13

|V̄13|2
, ...,

σ2
(N−1)N

|V̄(N−1)N |2

)
. (32)

The covariance matrices for the closure phases and closure log-amplitudes are then given
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simply by

Σψ = Dψ SD⊤
ψ , (33)

Σc = Dc SD⊤
c . (34)

The closure phase and closure log-amplitude likelihood functions for the scan are then

given by

Lψ =
1√

(2π)Nψ detΣψ

exp

[
−1

2
∆Ψ⊤Σψ

−1∆Ψ

]
. (35)

Lc =
1√

(2π)Nc detΣc

exp

[
−1

2
∆C⊤Σc

−1∆C

]
, (36)

where ∆Ψ and ∆C are n-dimensional column-vectors of closure-phase and closure-log-

amplitude residuals (data minus model), respectively.

The final likelihood for a given dataset is the product of the Lψ and Lc for all scans

in the dataset. In practice, of course, it is easier to work with the log-likelihood, which

is the sum of all the individual log-likelihoods. We further find it convenient to perform

the sum-over-scans at the level of linear algebra by constructing block-diagonal design

matrices Dtot
ψ and Dtot

c which contain all the individual design matrices for each scan.

We similarly combine the closure phases into a single vector ∆Φtot, combine the closure

amplitudes into a single vector ∆Ctot, and combine the uncertainties diagonal matrix

into a single diagonal matrix Stot. This allows the final likelihood for the dataset to be

constructed from just a few matrix operations.

D Goodness of Fit

In classical statistical modeling the measured quantities are considered independent Gaus-

sian random variables with known variances but unknown mean values. The quality of a
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model fit for the mean values can be assessed by seeing whether the data scatter about

the model mean values with the known variances, e.g. by using a Kolmogorov–Smirnov

test on the normalized residuals. Alternatively, one can compute the p-value of the best

fitting model, defined as the probability that randomly-generated mock data (drawn from

Gaussian distributions using the best-fit mean values and known variances) has a lower

likelihood than the measured data. If this p-value is near 0, then the mock data rarely re-

produce the qualitative properties of the actual data and the fit is considered poor. If the

p-value is near 1, then mock data never do as well as the real data and one worries about

an “overfit” to the specific noise in the experimental realization. Intermediate p-values

indicate an acceptable fit.

Neither the residual test nor the p-value test is satisfactory for the modeling in this

paper. The closure quantities are non-linear, covariant functions of the underlying com-

plex visibilities, and the likelihood is not treated consistently because the residual gain

terms are dropped (either using the data mean value or the model mean value in the

formula for the variance). Some data points are outside the Gaussian (high-SNR) regime,

and the manner in which we treat these points does affect the results. Finally—and

perhaps most importantly— the model is clearly not flexible enough to accommodate the

actual detailed image appearance, instead using nuisance Gaussians to absorb unmodeled

features. In summary, there is no reason to expect a “good fit”, and (correspondingly) no

way to reasonably judge whether one has occurred.

In such a situation, we avoid all putative measures of absolute fit quality and instead

focus on relative measures among different choices we make. We want to know that the

different choices all lead to reasonably similar fit quality, and we want to know that fit

quality improves as we add parameters in the form of nuisance Gaussians. If the fit quality

is comparable among arbitrary choices and improves as we add nuisance parameters, and

if the posteriors for the parameters of interest are relatively stable among the choices,

then we declare success and present results for those parameters.
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Figure D.1 Likelihood values for the best fits. Log of the likelihood ratio between runs with 3 nuisance
Gaussians and those with fewer nuisance Gaussians, separately for each of the four likelihood choices.
The posteriors for each run are shown in in Fig. 4.7 above. This establishes that the fit improves as more
nuisance parameters are added.

By this measure, our modeling is successful. Fig. D.1 shows the relative log-likelihood

as the number of nuisance parameters is increased. That is, for each choice of likelihood

function, we present the difference between the 3-Gaussian best-fit log-likelihood and the

n-Gaussian best-fit log-likelihood, as n increases from 0 to 3. This is the log of the

“likelihood ratio,” a classical test for whether adding additional parameters has improved

the fit. We see that the fit indeed improves with increasing nuisance parameters, with

diminishing returns in moving from 2 to 3. As the posteriors for our parameters of interest

are also relatively stable at this point, we do not consider more than 3 nuisance Gaussians.

In its geometric modeling, EHTC reported a reduced chi-squared statistic defined by

χ2
r =

1

Nψ +Nc −Np

 Nψ∑
i=1

(∆Ψi)
2

(Σψ)ii
+

Nc∑
j=1

(∆Cj)
2

(Σc)jj

 , (37)

where Nψ is the number of closure phases, Nc is the number of closure (log-)amplitudes,

Np is the number of model parameters, and the variances (Σψ)ii and (Σc)jj are computed
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Figure D.2 Fits to the data. Visual agreement of model and data for the best fitting parameters of a
fixed-likelihood run (Fig. 4.6 top). We plot the absolute values of the closure quantities (the overall sign
is arbitrary) as a function of the closure perimeter, defined to be the sum of the lengths of the baselines
involved. The error bars show (twice) the square root of the diagonal terms in the covariance matrices,
i.e.,

√
(Σψ)nn for the nth closure phase and

√
(Σc)mm for the mth closure log-amplitude, computed using

the data amplitudes |V̂ij |. This fit has a reduced chi-squared value of χ2
r = 1.13, as compared with 1.06

reported for the same dataset in [24]. We emphasize that the visual agreement and reduced chi-squared
value are not indicative of the quality of fit in a statistical sense; rather, they simply give a rough idea of
the degree of numerical agreement between data and best-fit model.
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in the “fixed” approximation (using measured amplitudes |V̂ij| instead of mean values |V̄ij|

in Eq. (32)). In order to compare results, we have computed this statistic for our best-fit

images, finding values broadly consistent with those reported by ETHC—an example is

shown in Fig. D.2. However, we emphasize that the numerical value of this quantity does

not indicate the absolute quality of the fit; we discuss it only as a “code check” comparison

with EHTC results.9

E Just Add One

Although the analytic solution of the null geodesic equation in the Kerr spacetime is

rather intricate [36], certain features can be understood analytically in simple terms. For

example, [35] noticed that, for an observer on the spin-axis of a Kerr black hole and for

emission from the spin-equator, the arrival impact parameter is related to the emission

radius by the simple instruction to “just add one”. Here we generalize this observation

to emission from a whole front/midplane region (colored green in Fig. 4.2) of an observer

with arbitrary inclination relative to the spin axis. Working in dimensions of black hole

mass (i.e., all lengths are divided by GM/c2), the formula is

b ≈ (r + 1) sin θ′, (38)

9When the (non-reduced) chi-squared statistic is constructed from independent Gaussian random
variables with known variances, it will be distributed according to the chi-squared distribution and can be
converted to a p-value by comparing to the cumulative distribution function of the chi-squared distribution
(i.e., from a “p-value table”). These conditions are not met for our model — see discussion at the start of
this subsection. Furthermore, even if the chi-squared had this kind of statistical interpretation, the idea
that the reduced chi-squared should be greater than 1 to avoid over-fitting would be inappropriate for
this nonlinear model [4].
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where (r, θ, ϕ) are (dimensionless) Boyer-Lindquist coordinates, while θ′ is the polar angle

relative to an observer at (θo, ϕo), given by

cos θ′ = cos θs cos θo + sin θs sin θo cos(ϕo − ϕs), (39)

with s for source and o for observer. In numerical experiments, we find that Eq. (38) holds

with 20% accuracy or better for direct (non-orbiting) photons in the foreground/midplane

region, for any spin and observer inclination. More precisely, we generate random initial

conditions for photons in the region r < 10 surrounding the black hole and numerically

solve the null geodesic equation. For the subset of trajectories reaching infinity, we record

the arrival angles (θo, ϕo), the impact parameter b, and the total bending angle δ. The

arrival angles are just the asymptotic (large-r) values of the Boyer-Lindquist coordinates,

while the impact parameter is given as b =
√
α2 + β2 in terms of the screen coordinates

α and β of the observer (e.g., [35]). We define the bending angle by treating the spatial

trajectory of the null geodesic as a space curve in three-dimensional Euclidean space,

defined by identifying the Boyer-Lindquist coordinates with spherical coordinates. The

total bending is then given by

δ =

∫
κds, (40)

where the integral extends along the curve from source to observer, with κ the curvature

and s the arclength. We find that Eq. (38) holds with 20% accuracy or better for 99% of

all trajectories with θ′ < 120° (foreground/midplane region) and δ < 90° (non-orbiting).

We will continue to refer to the approximation (38) as “just add one”. It means that for

sources in the foreground/midplane region of a distant observer, one can simply consider

r+1 to be a spherical coordinate and use flat spacetime intuition. Picking a source point

in the green region of Fig. 4.2, we add 1 in the radial direction and then move in a straight

line to the right to arrive at the approximate impact parameter of that photon.
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In the special case θo = 0 and θ′ = π/2, the “just add one” formula holds with higher

accuracy and can in fact be derived as an analytic approximation at large radius [27].

We do not have any corresponding analytic derivation for the more general formula (38),

which remains a purely numerical observation.

F From Source to Ring

In this appendix we a provide a semi-quantitative exploration of the relationship between

source properties and observed ring width. We imagine a disk-like source of emission that

is slightly inclined from a face-on orientation, which provides an excellent approximation

to the state of the art source models [15, 38]. Since we are concerned primarily with ring

width and not brightness asymmetry, we will neglect Doppler effects due to the inclination,

working with a disk that is precisely face-on relative to the observer.

In this case the emission is occurs at θ′ ≈ π/2, and from Eq. (38), noting that b =

α/αM , the observed angular radius α is

α/αM ≈ r + 1, (41)

where αM is defined in Eq. (4.3) above, and r is the Boyer-Lindquist radius of emission

divided by GM/c2. Incorporating redshift and photon ring effects based on intuition from

toy emission profiles [31, 38], we arrive at the following rules of thumb for identifying the

emission region associated with observed radiation. For radiation observed at angular

radius α/αM ≳ 6, Eq. (41) can be used directly to infer a rough emission profile Iem(r)

from an observed profile Iobs(α). For 4.5 ≲ α/αM ≲ 5.5, the radiation comes both

from direct photons leaving from the corresponding radius (41) and also from orbiting

photons arriving from all emission radii (the photon ring). The observed radiation will

be roughly twice as bright as one would naively infer from a smooth emission profile.

For α/αM ≲ 4, the observed radiation will be dimmer than one would naively infer, due
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to strong gravitational redshift at r ≲ 3. The combination of these effects means that

emission peaked near the horizon gives rise to a ring whose blurred brightness peaks near

α/αM ≈ 5, just as if the emission had all originated at r ≈ 3–4 (see, e.g., [31]).

If the gas-dynamics mass ψ ≈ 0.5 is assumed, then the observed ring radius of α ≈

20µas is 11αM , corresponding to emission from r ≈ 10. General-relativistic effects are

negligible, and the width of the ring can be transcribed into an emission profile. If the

fractional width is reasonably large, such an emission profile could be associated with

the retrograde innermost stable circular orbit (ISCO) of a high-spin black hole (r = 9).

A narrow ring is by contrast highly implausible, as one would need a mechanism for a

narrow emission profile near r = 10.

For a black hole of mass ψ = 0.75 (intermediate between the gas-dynamics and stellar-

dynamics values), the observed ring radius α ≈ 20µas would correspond to emission from

r ≈ 6. Again, one can easily imagine a broad emission region associated with the ISCO

or some other radius, and indeed this type of profile is seen among EHTC models at all

spin [23, Fig. 2, top row].10 However, a narrow ring from a black hole of mass ψ = 0.75

remains implausible, as there is no mechanism (beyond an unnaturally narrow emission

profile) to produce one.

If the stellar-dynamics mass ψ = 1 is assumed, then the observed ring radius α ≈ 20µas

is approximately 5.5αM , and relativistic effects come in to play. As described above, the

combination of dimming from gravitational redshift and brightening from orbiting photons

compresses a smoothly varying emission profile into a thinner structure observed around

5αM . While this easily permits somewhat narrow fractional widths (say, ∼ 30%), it

remains difficult to imagine the range 10–20% seen in Fig. 1.1. For example, a source

model recently analyzed by [15] has emission dropping off extremely rapidly from the

10EHTC reported a mass measurement corresponding to ψ = 1.05 ± 0.1 based on its suite of source
models. The models that appear to be consistent with lower masses like ψ = 0.75 [23, Fig. 2, top row]
were largely excluded from consideration based on a lack of Poynting flux in the associated GRMHD
simulations [23, Table 2], as compared to the observed power in the M87 jet.
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horizon, such that it is reduced by a factor of 5 already at r = 3 (Fig. 4 therein). Even

this already-narrow emission profile, coupled with the narrowing effects of strong-field

lensing, produces a ring whose visually-estimated fractional width11 (Figs. 1 and 7 of

Chael, Johnson, and Lupsasca) is at least 25%, and which looks quite dissimilar to the

narrow rings shown in Fig. 1.1.

In summary, generating such narrow rings would require a departure from the con-

ventional picture of the origin of the 1.3mm emission. To emphasize this point, we now

discuss— and largely dismiss— four theoretical ideas for producing very thin rings.

One possibility is that the dominant “direct” (non-lensed) component of emission could

be outside the effective field of view, such that only the narrow photon ring is seen.

However, an interferometer does not “aim” at the center of its image like an ordinary

telescope; instead, the correlation process defines an image center associated with the

brightest fringes. This process would undoubtedly have picked up the dominant direct

emission on most EHT baselines, and would not produce an image with only a photon

ring.

A second effect capable in principle of producing a thin ring is an Einstein ring from

a bright, localized source behind the black hole. One could imagine that the 1.3mm

emission is dominated by a bright, orbiting “hot spot” which happened to pass behind

the black hole with perfect alignment during the 2017 observational campaign. However,

this would seem to be inconsistent with previous measurements finding roughly consistent

levels of horizon-scale 1.3mm flux density [66].

A third possibility is that the emission arises from the ergoregion of the black hole.

11The FWHM is not a suitable definition of width for models including the photon ring, since the photon
ring brightness diverges logarithmically (cut off by optical depth). In making these visual estimates we
imagine blurring the image by at least the width of the photon ring. It is not obvious that such an
estimate can be compared to the FWHM of a ring model fit to EHT data. However, some evidence in
favor of this association is provided by Figs. 12 and 16 of [59], showing synthetic-data examples where
the the FWHM of the best-fit ring corresponds to the broader (non-photon ring) emission in the true
underlying image.
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Although the spacetime metric varies smoothly, the physical properties relative to asymp-

totic infinity change dramatically in the ergoregion. In the context of force-free or magne-

tohydrodynamic plasmas, the relevant feature is the introduction of an inner light surface,

inside of which plasma and energy can only flow inwards toward the black hole [32, 45].

The existence of this surface also poses an obstacle to global continuity of magnetic field

lines, causing current sheets to form near the spin-equator of the black hole [45, 56, 57].

These current sheets are natural candidates for bright emission, which would be observed

as a thin ring. However, this near-horizon emission would be strongly redshift-dimmed.

A fourth possibility is that some combination of global dynamics, local plasma effects,

and/or observer orientation conspires to produce a narrow ring. For example, GRMHD

simulations that contain collimated Poynting-flux outflows tend to show a sharp bound-

ary between a “jet region” where the density is very low, and a broader “wind region”

where it more closely matches conditions in the disk (e.g., Nakamura et al. 2018). This

gives rise to a rather sharp change in plasma properties across a funnel-shaped “sheath”

surrounding the base of the jet. If some unknown process causes 1.3mm emission to be-

come concentrated in this area, the result would be a conical or paraboloidal sheet of

emission. If the emission is entirely in the sheath near the black hole, and if furthermore

the jet opening angle is small and the observer is nearly aligned with the jet, then the

observational appearance could be a thin ring. One might also expect special emission

features at the stagnation surface marking the boundary between inflow and outflow [12,

50], where unscreened electric fields are expected to accelerate particles. A very thin ring

could be produced if the emission is concentrated at the intersection of the stagnation

surface and the jet base sheath.

None of these potential theoretical explanations for a very thin ring is particularly

promising, as they generally require a conspiracy of different effects, an unnatural fine-

tuning, and/or a surprising concentration of the emission in one region.
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G Numerical Resolution

To compute the Fourier transform of the model we take a Discrete Fourier Transform

(DFT) via the Fast Fourier Transform algorithm. An important consideration is whether

the DFT is computed at sufficient resolution. In fact, there are two parameters that

control the fidelity of the transformation: the size of the pixels, and the size of the sampling

window. Since the flux in our exponential models technically extends out to infinity, we

need to check that both the pixel size and the sampling window are sufficient to prevent

any unwanted artefacts. To do this we tested our DFT algorithm on functions with known

analytic Fourier transforms, and checked that with these settings the parameters we infer

from our model are converged.

Fig G.1 shows posteriors for the ndisk model as a function of resolution. Note that

this is only the numerical part of the model - the primary ring - and does not include

the photon ring or nuisance parameters, which are both computed analytically (hence

why some of the values differ from those shown in the main results of the paper). The

resolution used in our analysis was a window size of 200µas and a pixel size of ≈ 0.4µas

(200µas / 512 pixels). From the figure above it can be seen that neither increasing the

pixel density (cutting the pixel size in half from 0.4 to 0.2µas), nor enlarging the sampling

window (doubling from 200 to 400µas) has much effect on the posteriors. Therefore we

conclude that this resolution is sufficient.
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Figure G.1 Numerical resolution. Mean and standard deviation of key model parameters found using
different pixel sizes and sampling window sizes, for the Apr 06 hi-band dataset using the ndisk model.
Values converge to within the error bars for a pixel size of 0.4µas (orange) and a sampling window of
200µas.
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