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Abstract: The classical theory of Community Enforcement attempts to explain how communities 

of individuals are able to maintain order through a series of norms by placing sanctions on 

violators. However, in order to do this, the received model relies on a labeling mechanism which 

assumes the existence of a central formal institution, something which operates contrary to the 

model’s goal of explaining how members of a community act to police themselves. In this paper 

I explore the idea of personal reputation as an alternative labeling mechanism, explaining how 

reputation seeking behavior is inherently incentivized by the greater long-term benefits which 

can be gained through mutual cooperation; how the repeated Covenant Game presents a more 

naturalistic model than the repeated Prisoner’s Dilemma by accounting for the fact that 

individuals will enter games with others at different frequencies, as well as introducing a more 

realistic threat point to the equation where sufficient noise caused by an individual’s violation of 

a norm may result in the punishment of social ostracization; detail the distinctions that not all 

games in a series will be identical and that violating in games with differing stakes will have 

proportionally differing effects on that individual’s reputation; finally address how a system of 

Community Enforcement using reputation as a labeling mechanism would be able to respond to 

the question of Hobbes’ Foole, illustrating that the threat point of ostracization is sufficient to 

disincentivize such a strategy. 

Introduction 

 In the field of Game Theory, games, whether one-off or iterated, are most commonly 

framed as being between agents who are either unfamiliar with each other and meet at random 

without expecting to meet again, or will be playing a series of games only amongst themselves as 

fixed counterparts. However, considering that humans are social animals, actual human 

interactions take place within the context of various social circles or communities, necessitating 



the existence of a model which adequately takes into account the fact that subsequent games in a 

series may not always be played between the same two players, but can still be influenced by the 

outcomes of those prior games. Such a model would exist as a middle ground between the 

classical and evolutionary models, where agents could be assumed to interact with partners in a 

more naturalistic way, with some pairings occurring more often than others, and some far less 

frequently.  

 For the purposes of understanding and expanding upon this model, I assume a number of 

standard economic axioms: firstly, that human beings are to some degree self-interested and will 

make decisions based on their own interests; secondly, that self-interest does not preclude 

cooperation as consumption under cooperation will generally yield a higher utility than 

consumption under autarky; and thirdly, that individuals will understand that it is generally 

within their best interests to cooperate with members of their community in order to gain the 

most utility in the long term. Using these assumptions, I will be able to illustrate how the theory 

of Community Enforcement that significantly departs from the received theory allows for, and 

incentivizes, cooperation between individuals within a community, even when players lack a 

prior history with particular individuals. The existing literature does contain a widely accepted 

approach to Community Enforcement which has somewhat complacently accepted standing 

strategies (Sugden 2005 sect 6.3) as a solution; and while these strategies are indeed effective 

and monumental contributions to the field, I believe that they do not fully respond to the 

dynamic nature of interpersonal decision making. As such, I will expand upon the existing model 

to allow it to better represent the nuance within community interaction, as well as the importance 

of individual and subjective reputation and the effects they can have upon one’s behavior within 



a community. My goal will be to illustrate the motivations behind reputation seeking behavior 

and how they contribute to stability and security within a system.  

 Section one of this paper will focus on explaining the recieved theory of Community 

Enforcement, as well as elaborating upon the general accepted strategy which seems to be a best 

fit for working within the model. Section two will then address some of the issues inherent to the 

existing model, such as the problems with its prescribed reputation identification and atonement 

processes, as well as its relative inflexibility for accounting for gradience in inciting offences. In 

section three, I will then attempt to propose solutions to the aforementioned shortcomings of the 

existing model, emphasizing the importance and impact of reputation and reputation seeking 

behavior within community systems. Finally, section four will address how the revised model 

responds to hypothetical challenges, namely that of the Foole from Hobbes’s Leviathan.  

1. Understanding Community Enforcement Theory 

1.1 Community Labels and Sanctioning 

 Community Enforcement, as explained by Michihiro Kandori (1992), is a system wherein 

which an individual agent will enter exchanges with different partners over time, with non-

cooperative behavior against any of their various partners being disincentivized by the promise 

of sanctions which would be placed upon them by the rest of the community. The idea is that 

living within a community generates a number of informal social norms, that when violated, 

incentivize not only non-violators to punish the offender, but also any other individuals who fail 

to participate in the punishment.  

 The main issue with devising a model which can account for such varied interactions, is 

then the transmission of information. As, for it to work, individuals would need to be able to 



identify offenders in order to punish them, and to avoid punishment in turn by appearing to have 

ignored the norm’s violation. The most constricting concern for the transmission of information, 

is that such information occurs informally within a community. Given that there is no governing 

centralized framework, all information will be shared informally between community members, 

and information will become increasingly imperfect proportional to the size of the community. 

This creates two central problems: that private information will be increasingly complicated to 

distribute over time, and that private information concerning players will not come from a 

common distribution following a violation.   

 To account for these challenges, we must assume that some mechanism does exist within 

a community which can systematically process and disseminate information with a high level of 

fidelity in the long run. Such a system would still need to account for the constraints mentioned 

above, and as such would be subject to four requirements in order to properly address them.  

 The first of these requirements is a decentralization of information. At the time that 

agents are paired, it would be imperative that each of them be able to undergo both their initial 

decision making process and subsequent updating of information without the immediate 

knowledge of the society as a whole. This would imply that the relevant information would exist 

in the form of some label or reputational indicator visible to the other player before the decision 

making process, and which would be susceptible to change based on the agent’s original label 

and their actions taken within the game. This represents a process known as local information 

processing, where information regarding agents and subsequent updates to said information is 

only known locally, with the rest of a community not being immediately aware when 

information is updated. For this to work, the information available prior to an agent’s decision 

making process would need to convey the general end state of the other player in regards to a 



given rule or norm, such that the agent would be capable of knowing whether their counterpart 

either was, or was being treated as a violator. 

 The second requirement would be a robust information structure that enables a simplicity 

in the decision making process. In order to foster a straightforward equilibrium, the only 

information that an agent would require when entering the decision making process should be the 

information contained with the respective labels placed on both themselves and their partner. As 

such, any label or indicator of reputation which might be used, would have to convey all 

information relevant to the decision making process, such as both agent’s relationship to a given 

norm or rule at the time of the game (t = 0), which implies the actions they may have taken in 

their previous game (t = -1). 

 The third requirement is the system have a stable equilibrium. An equilibrium would be 

unstable if a relatively small amount of noise (deviation) would be able to alter the payoff 

structures of agents so as to remove the incentives for honest, cooperative behavior. However, if 

the equilibrium can always return to the original payoff point, then it represents a more robust 

system capable of withstanding mistakes on the part of agents and permits players to test a 

variety of actions in order to better identify and comprehend the attached social norms. This 

would necessitate a condition by which individuals identified as violators could regain good 

standing within the community through their actions in subsequent games, so that their payoff 

matrix can return to its original state, as being permanently left with a bad label would loss with 

a complete loss in incentive to adhere to that norm in the future.  

 The fourth and final requirement, is that the equilibrium of the system should be simple. 

In order for any social norm to be effective, it needs to be easily identified. The requirement for 

equilibrium stability does allow for some degree of testing through trial and error, but if it is too 



difficult to learn how to adhere to the norm, eventually the agent’s payoff matrix will degrade 

anyway to the point that there is no longer any incentive to learn the norm. It must be something 

simple and easy to understand through minimal testing so that new agents entering a community 

can be capable of learning it and adopt the proper practices associated with it. For the purposes 

of this paper we will assume that this maxim is true for the purposes Kandori intended. In a 

dynamic system we might assume that such a function could be served by being able to observe 

context behind actions, so that hypothetically if a new community member were to violate a 

norm out of ignorance, the community might not treat them as a violator necessarily, but rather 

correct their misassumption of the norm without altering their label, or perhaps without imposing 

the full penalty for violation. Further elaboration on this point would indeed enrich the existing 

literature and would make for a very interesting field of further study on its own.  

 The Folk Theorem which Kandori proposes based on these requirements assumes a 

mechanism for information sharing which operates using three steps. 1. A label will be attached 

to each agent. 2. Before engagement, each agent will be capable of observing both their and their 

partner’s labels. 3. The actions of both players as well as their labels during the current game (t = 

0) will determine their labels for their next game (t = 1). The second step ensures the use of local 

information processing, as the reputational indicators and their associated information are made 

apparent to players when they enter a game together, but not inherently known to all members of 

the given community. The third then allows for information to be processed informally, as the 

revision of the label itself happens without the knowledge of the greater community. 

 The purpose of labels in this model is to indicate to players whether or not their current 

partner can be considered guilty of violating a given norm. Should a player’s label indicate that 

they are indeed a violator, then it indicates to the other player that they should punish them; 



should they not do so, then their own label would be effected in t = 1, reflecting that they failed 

to uphold the norm, and would then be considered another offender by the next player they 

interacted with. Similarly, when a violator interacts with a player who’s label indicates that they 

have not committed an offence, they are expected to exhibit cooperation behavior and accept 

their punishment, so that in t = 1 their label will reflect that they have adhered to the norm and 

will no longer be viewed as a violator.  

1.2 Standing Strategies   

 The most widely known and accepted model within the current literature which can be 

used to exemplify the decision making processes of Community Enforcement is known as the 

Standing Strategy, as initially posited by Robert Sugden. According to this strategy, which 

following Sugden I will refer to as T1, a player can either be considered to be in good standing, 

or bad standing, with any player in good standing being entitled to the cooperation of their 

partner. At the beginning of a game or set of interactions, each player is able to identify the 

standing of their partner, with a lack of sufficient information or history on a player resulting in 

them being considered to be in good standing. A player will remain in good standing so long as 

they cooperate every round the strategy T1 prescribes it, and will lose their good standing in the 

event that they ever defect for any reason during a round where the strategy prescribed 

cooperation instead, with the player then being able to regain their good standing simply by 

cooperating in the subsequent round. For the purposes of this model, we assume that each game 

is a repeated game of Prisoner’s Dilemma, where each player may choose to either cooperate (C) 

or defect (D), and are given the following payoffs based on the decisions made by them and their 

partner. 



C,C: (5,5) D,C: (10,-5) 

C,D: (-5,10) D,D: (3,3) 

 

 The prescribed actions of the strategy come from the initial concept that any individual in 

good standing is entitled to the cooperation of their partner; therefore, defecting against someone 

in good standing will result in that player being considered to be in bad standing, while defecting 

against a player in bad standing will carry no consequence to an individual who has good 

standing.  

 Following T1, there are then three ways in which any single Prisoner’s Dilemma may 

play out: 

 Proof 1: If both players are either in good standing or bad standing, each player will 

choose to cooperate in round i, and then continue or resume a pattern of mutual cooperation. 

 Proof 2: If player A is in good standing and player B is in bad standing, then player A 

will choose to defect in round i, with player B choosing to cooperate in that same round, and then 

resume a pattern of mutual cooperation. 

 Proof 3: If player A is in bad standing and player B is in good standing, then player A 

will choose to cooperate in round i, with player B choosing to defect in that same round, and then 

resume a pattern of mutual cooperation. 

 This way, T1 represents a model of punishment and reconciliation, whereby a player can 

reattain their good standing by “making up for” the damages caused by their initial defection. 

This compensates for the stability problems inherent to the more commonly used Tit-For-Tat 

model by greatly lessening the impact of noise in the system by allowing all players to easily and 



quickly recover from any mistakes made due to perception or execution errors, with T1 being 

able to be easily adapted to strategies such as T2 or T3 which simply call for additional rounds of 

cooperation needed to regain good standing in order to account for situations where one round is 

insufficient to recoup the losses incurred upon one player as the result of an accidental defection. 

2. Gaps in the Existing Model 

2.1 Identification and Informal Processes  

 One of the primary assumptions made implicitly by the classical Community 

Enforcement theory is that a community will contain a mechanism by which labels may be 

assigned to each player. This is, arguably, one of the most important aspects of the model, being 

vital to both Kandori’s identification process and to decision making under Sugden’s Standing 

Strategy. However, for such a label to be serviceable, it needs to contribute to a straightforward 

equilibrium, meaning that it contains all necessary information another player would require to 

make decisions in a game, and also be possessed of a high level of information integrity. The 

problem with these requirements is that for such a label to be viewed as objective and identical 

by all members of the community, it would have to be derived from an independent institution, 

something similar to a government or other independent body which can act as an arbiter or aid 

in imposing sanctions within a community. An example of this would be one’s credit score; 

based on information gathered from an agent’s purchase history and behavior, they are given a 

label in the form of a score which vendors are capable of viewing, using it to determine whether 

to issue the individual loans or lines of credit which would enable them to make expensive 

purchases or start on certain economic ventures (Axelrod 2009, Kandori 1992).  

 For a label such as this to be useful within a community, it would require all constituent 

members to have a high level of confidence in the institution which issues these labels, implying 



that all players believe the institution to be free of corruption, unbiased, and capable of both 

ascertaining and disseminating information with a high degree of integrity. Assuming that such 

an institution exists within a community, and that it does actually enable local information 

processing which would keep the information from becoming entirely centralized, we still run 

into the issue that any model utilizing these labels is now examining interactions using formal 

rather than informal norms.  

 Formal norms are those norms which are brought about and enforced by an institution 

which has power over a community. Such norms often exist as stated laws or policies, specific 

rules which have been created and explicitly detailed by the entities which enforce them. Should 

an individual violate these formal norms, punishment will often originate from the institution 

who’s norm has been violated, taking the form of sanctions placed upon that individual by the 

institution in the form as such things as legal action from governments, lowering of credit scores 

from banks, or cancelation of membership by unions.  

 This in itself is not insignificant, and there is certainly value in examining behavior under 

systems using these formal norms; however, the purpose of Community Enforcement is to 

determine how members of a community will place sanctions upon each other in order to enforce 

a norm without foresight or external intervention. In order to do this, any label used would need 

to be one which would measure one’s adherence to informal norms, those being any norms 

which exist independent of an official institution and which are generated and maintained by the 

community itself. A prime example of this kind of label would be an individual’s personal 

reputation, an accumulation of first and secondhand examples of a player’s prior behavior in 

given situations which would serve as an indication to any potential partners of how they might 

behave in their own games. Of course, due to the lack of any institution which can accurately 



track and maintain a register of individuals’ reputations within a community with objective 

accuracy, any indication of personal reputation would have to be inherently subjective and 

context based, which would lead to certain kinds of reputation seeking behavior which would be 

necessary to allow certain information, or assumptions thereof, to be prevalent enough to allow 

reputation to be used as a sufficient labeling mechanism. This reputation seeking behavior as 

well as a greater explanation of how personal reputation could function as a labeling mechanism 

will be discussed further in section 3.  

2.2 Asymmetrical Payoff Functions and Gradience of Effect  

 Sugden’s Standing Strategy is undoubtedly a useful tool and a very good start when it 

comes to serving as a mechanism for carrying out the processes of Community enforcement. 

However, it makes two assumptions which prevent it from functioning as a naturalistic model: 

that all games within the same sequence will have identical payoff schemes that remain 

consistent between games; and that in sequences using mixed players it would not matter who an 

individual in bad standing chose to “atone” to, only that they cooperate in the round following 

their initial defection.  

 This first assumption essentially states that in any round the costs of defection and 

benefits of cooperation will be identical for each individual, contrary to how events usually occur 

in the real world. Now, this in itself wouldn’t necessarily be a problem; by their nature, any such 

model attempting to understand human decision making strategies could only be dynamic up to a 

point, as the math required to account for a range of complex differences between types of varied 

interactions occurring within a sequence would be too complex to exist in the form of a simple 

model. The problem then, comes only for what this implies about the reconciliation process to 

regain “good standing”. Any defection, regardless of its context or scope, may be presumably 



forgiven over the course of a single subsequent interaction in which the lost utility caused by the 

defection is repaid by the defector. Now, the model does provide a half-solution to this in the 

form of the briefly mentioned T2 and T3 strategies, which add an additional number of rounds in 

which the defector must cooperate to regain good standing, representing the higher cost of the 

initial defection and the proportionally greater effort which must be expended to repay the 

damages.  

 However, each of these strategies are described as existing independent of each other, 

almost representing the ease or difficulty with which a player might forgive their partner for a 

mistake or an offensive violation. In order to really serve as a dynamic model to solve 

Community Enforcement, the Standing Strategy would need to exist as Tn, where following a 

defection, the player in good standing will hold their partner as being in bad standing for n 

rounds, where n equals the number of rounds which it would take for the combined gains from 

the reconciliation process to eclipse the losses incurred from the initial defection. This would 

naturally have a somewhat subjective element as not all observers and parties to the incident 

would be effected to the same extent. And the elements which would incentivize a player in bad 

standing to continue attempting to reconcile an additional number of rounds, and disincentivize 

the player in good standing from taking advantage of their partner, will be elaborated upon in 

section 3. 

 This concept is made more important by the second assumption, that the individual who 

benefits from a player’s reconciliation process is immaterial to them regaining their good 

standing. This idea assumes that one’s reputation is in a sense universal and that any actions 

within the community will have an equal impact on all other parties. However, as stated in the 

introduction, we are attempting to conceive a more naturalistic model in which players interact 



naturally, meaning that some pairings will occur more frequently, and others more sparingly. As 

such and based on the imperfect nature of reputation sharing (which will be discussed in the next 

section), the perception of an individual’s reputation will vary from player to player, as will the 

impact of their actions.  

 Committing a violation will lower a player’s reputation in the eyes of both their current 

partner and any community members who are, or will become, aware of it, but not by the same 

amount. Presumably, the current partner, who suffered the brunt of the consequences of the 

violation, will have a proportionately lower perception of that individual’s reputation than other, 

less effected, community members would. As such, while cooperating in the next round against a 

new partner may repair that individual’s reputation in the eyes of their new partner, it would not 

necessarily follow that it would do the same for the player whom they had originally defected 

against, as they have still suffered an unmitigated loss of utility. Some amount of deference to 

community members could be useful to restore one’s general reputation within a community, but 

in order to fully rehabilitate their reputation, the key recipient of the reconciliation processes 

must be the player who was originally defected against. 

3. Reputation as a Community Enforcement Mechanism 

3.1 Altering the Game Structure: Covenant Games 

 The models used by economists such as Kandori and Sugden for determining inter-player 

decision making often use iterated versions of the classical Prisoner’s Dilemma game, which as 

mentioned before, offers each player two pure strategies, to either cooperate (C), or defect (D). 

This basic game is a useful tool to measure how players might choose to take risks on their 

partners in order to gain the benefits of cooperation, but the simple turn structure and payoff 

schemes models using it often contain imply that the threat point (outcome individuals adjust 



their behavior to so as to avoid) is losing out on those benefits of cooperation. Were this the 

actual threat point behind any interpersonal interaction, common philosophical objections such 

as those of the Foole (which will be discussed in section 4) would have no merit, as there would 

be no reason for them not to defect in any situation where their expected gains from doing so 

were perceived as being greater than the potential consequences of their action.   

 As was stated in the introduction, what we are looking for are features which would 

reinforce a more naturalistic model of behavior in which individuals enter games with different 

individuals at different frequencies, something which can occur both by choice or through 

necessity; as such, the game used in that model should be something which reflects the fact that 

the stakes involved in games with different pairings of players is different. For this reason, rather 

than using the Prisoner’s Dilemma, the Covenant Game (Vanderschraaf 2007) is a more 

comprehensive game to model behavior off of. The main difference between the two games is 

that the Covenant Game has three pure strategies to the Prisoner’s Dilemma’s two; players have 

the options to play and cooperate (C), play and defect (D), or to boycott the other player (B). 

This new strategy takes the form of a preliminary stage to the game occurring before the question 

of cooperation and defection, where each player determines whether they shall play the game 

with their partner, or boycott and refuse to play at all. This results in a slightly different payoff 

matrix, visible below. 

B,B: (0,0) C,B: (0,0) D,B: (0,0) 

C,B: (0,0) C,C: (5,5) D,C: (10,-5) 

D,B: (0,0) C,D: (-5,10) D,D: (3,3) 

 



 If both players refrain from boycotting it implies that they were already determined to 

play one of the two usual pure strategies of C or D, and the game will play out as it normally 

would in a Prisoner’s Dilemma; whereas if either player selects B, then the game does not occur 

at all, with both players receiving the payoff (0,0), the same as consumption under autarky where 

neither player is benefited or harmed by the other. This assumes that ultimately the decision to 

enter a game is voluntary, and if any involved party chooses to boycott the event, it cannot take 

place.  

  The principals of personal reputation and risk, which will be discussed further in this 

section, are important for determining when, and under what circumstances, a player will choose 

strategy B. Essentially, one might expect that this strategy would be chosen when the perceived 

risks of entering the game outweigh the expected benefits; if a given player has accumulated a 

reputation for being unreliable, be it through numerous offensive violations of norms or through 

an uncommonly high frequency of mistakes, their partner might determine that even if their 

opponent is in good standing, cooperating as the Standing Strategy demands would lead to too 

high a risk of suffering losses, and simply choose not to play at all. This option may initially 

seem counterintuitive, as rather than refusing to play and receiving no utility, one would 

technically be better off by following the classical Nash Equilibrium of the Prisoner’s Dilemma 

and gain the minor benefits conveyed by position (D,D). However, in a Covenant Game, entering 

a covenant with the explicit intention of defection against one’s opponent would be considered 

an offensive violation (which will be explained further in section 3.3) if it occurs outside what 

could be considered an atonement or reconciliation process, and therefore negatively impact the 

reputation of that individual which may harm their prospects in future games. Instead, 

individuals in a community would be incentivized to participate in the process of punishment, 



whether by defecting against individuals in bad standing, or in this case by boycotting 

interactions with individuals of especially ill repute, because the costs of imposing such 

punishments are low, and failing to impose them might also result in a negative impact to that 

individual’s reputation. This is because forfeiting any gains by choosing the strategy B is 

something that one must only resort to when paired with an individual who has crossed the 

sufficient threat point so as to warrant that strategy. In all other instances, they are able to make 

their choices as they normally would, and continue to collect the benefits of mutual cooperation.  

 Similarly, if their partner is already in bad standing, they might still choose not to play 

because they already know that there is nothing worthwhile to be gained if they cannot rely on 

that partner to obey the Standing Strategy and cooperate with them in their reconciliation 

process, and choose to boycott. Either way, using the Covenant Game implies a much different 

threat point, one in which the threat is not of losing the utility of cooperation, but of being cut off 

from future games and all of the potential utility which they represent. Should one’s reputation 

within a community drop below a certain arbitrary point, then that individual might lose the 

ability to enter into games with certain members of the community. This point can be subjective 

to a certain extent depending on players’ propensities for forgiving infractions, but should it fall 

low enough, a player might be unable to enter into games with any member of the community 

who is aware of their reputation. Not only does this deny them the benefits of mutual 

cooperation, but it also imposes upon them a massive cost in the form of forcing them to relocate 

to an area where they do not have such a negative reputation, isolating themselves from the 

community and consuming only under autarky, or else perform a number of costly public acts of 

altruism or recompense in order to rehabilitate their reputations to the point that they are once 

again able to reenter the community. 



3.2 Individual Reputations and Reputation Seeking Behavior 

 In order to correct the issue of decentralized and informal labeling from the classical 

theory of Community Enforcement, we have to replace the idea of an objective and 

comprehensive label with the more subjective notion of a personal reputation. The purpose of the 

original label used by both Kandori and Sugden was to help generate a straightforward 

equilibrium by providing players with both the knowledge and context of their partner’s previous 

round(s); but while such an objective marker doesn’t exist within informal communities, an 

individual’s reputation still can provide a solid indication as to how they may perform in any 

future games involving them (Axelrod 2009, Henrich 2007).  

 The use of reputation as a labeling mechanism still allows for localized information 

processing, as updates to one’s reputation may occur both directly via expanding on the history 

two partners share with one another, or indirectly though third parties witnessing the game and 

servicing in its spread to other members of the community; no singular institution controls or 

regulates this label, and the entire community is not immediately aware of it at any given 

moment until it becomes relevant to them or otherwise reaches them via exogenous social 

mechanisms. The one issue in its use is that because reputations can be changed through both 

direct and indirect exposure, and because not every party either involved or witnessing the 

exchange will have perfect information, it is possible (and in fact probable) that perception errors 

might cause individuals to have differing views of a single player’s reputation.  

 For an example of reputation’s effect as a labeling mechanism, and of the difficulties of 

perception errors, imagine a scenario in which an acquaintance of yours has approached you and 

asked to borrow some amount of money. Let us say, for the sake of example, that this is not an 

uncommon occurrence; once every month or so this individual has approached you and asked for 



some sum of money, let’s say $50, and has promised each time to pay you back within a week. 

At the end of the week, without fail, this individual has always paid you back the money 

borrowed and will often add an additional ‘thank you’ in the form of interest paid, or favors 

rendered. With this reputation built up through direct interaction, in this present iteration where 

they are asking to borrow money, even if they should ask for a significantly higher amount, say 

$200, it wouldn’t be unreasonable to take the greater risk and lend them the money, as it would 

be safe to believe that this individual would indeed pay you back, potentially with interest. 

 Alternatively, rather than a positive direct history, let us imagine that your only 

knowledge of this individual comes through reports made to you through your friends and co-

workers, giving you only an indirect reputation to work with. In this scenario, rather than paying 

back each amount leant on time, the individual is often late, or else fails to pay back the entire 

amount they had received. With this more negative reputation, if you were suddenly approached 

by them and asked to lend some money, even if the amount requested was significantly lower, 

say $20 instead of $50, you might very well find yourself unwilling to take that risk and instead 

refuse to enter into the game. However, because the information and context that any third party 

onlookers might have would likely be imperfect, it is likely that in some scenarios an individual 

could either misinterpret or incorrectly relay the events of a witnessed game, which could cause 

the perception of one’s reputation to vary widely within the community. An accidental violation 

caused by human error or through the consequences of unseen circumstances could be forgiven 

by the player’s partner should they be aware of the context, and a solution could be worked out 

between the two. However, it wouldn’t be difficult for an observer to miss that context and 

assume that the player offensively violated, meaning that they simply chose to defect against 

another player in good standing, which would lead to them in turn being viewed as being in bad 



standing, and could cause issues in later games should players enter with an asymmetrical view 

of each other’s labels. 

 In an effort to mitigate the effects of these perception errors, individuals will strive to 

cultivate a favorable reputation so that observers might be more willing to accept a benign 

explanation for an accidental defection, or else be generally more amenable to cooperation with 

said individual due to the low perceived risk of lost utility. This notion is backed by studies 

which suggest that individuals will strategically respond to situations based on four factors: the 

possibility of future interactions between them and their partner, the costs and benefits of 

cooperation, the likelihood that their actions will foster reciprocity from others, and the capacity 

for their action to affect their reputation (Axelrod 2009).    

 These four factors are a significant part of what drives reputation seeking behavior, as 

each member of the community is benefited by having a reputation for being considered 

generally “helpful”. This in turn provides individuals with the incentive to strive towards mutual 

cooperation, not only with established members of the community, but also with newcomers who 

may lack any form of even indirect reputation. The incentive to cooperate with other in-group 

members is self-evident; if one has a reputation for being cooperative other members of the 

community are more likely to engage in games with them, and given the low perceived risk of 

defection, will feel safe cooperating with them. The better the reputation, the bigger and more 

frequent the risks others might be willing to take, resulting in better outcomes for the individual 

such as better marriage prospects, career trajectories, larger player bases, and a greater overall 

gain. Cooperation with newcomers without established reputations would then be encouraged as 

a manner of furthering or preserving one’s reputation. Without any prior history to help indicate 

their decision making process, a member of the community is best off assuming their partner to 



be in good standing; if their partner cooperates they further their reputation as “helpful” and gain 

the benefits of mutual cooperation, and if their partner defects they may suffer a loss of utility, 

but won’t suffer any loss to reputation, which may allow them to quickly recoup their losses 

through future interactions with other established community members.  

 The benefits of a positive reputation, as detailed above, explain why the cultivation of a 

positive reputation is important for community members, but the best examples of actions 

explicitly taken to increase one’s reputation come when the given situation has a high “broadcast 

factor”, meaning that one’s actions will be more visible to third parties, and therefore have a 

greater impact on their reputations. In any such observable games, the presence of third parties 

changes the decision making processes of the players by altering their perceived stakes from 

being merely the expected payoffs of their current game, to encompass the influence that their 

current choice will have on their reputation with all third party observers. In these situations, we 

often see individuals act in a manner which is far more cooperative or generous than might be 

considered standard for them; such behaviors might include helping or contributing when there is 

no expected gain, increasing the level of one’s donation, or donating time or money to a 

charitable cause. Such actions can sometimes be defined or perceived as being altruistic as their 

effect is to help others, even at the cost of the individual’s own utility, with the end effect being 

that their more visible actions have raised their reputation within the community.  

 Overall, individuals are incentivized to foster a positive reputation because it encourages 

others to enter games with them. Beyond the initial gains from cooperation, having such a 

reputation makes one an attractive partner within the community as other players feel more 

assured that any games played with this individual will result in those same gains from mutual 

cooperation. The safer it is to enter a game with a player, the more games that player is more 



likely to play, and therefor the greater the expected gains of mutual cooperation will be. Because 

of this, even if a given individual’s temperament, preferences, or personal situation prevents 

them from gaining access to events with a high broadcast value, there will usually be a minimal 

strategy employed in order to ensure the benefits of a positive reputation. This minimal strategy 

is to simply engage in whatever games become available to the player, regardless of whether or 

not they necessarily “need” to play them or stand to significantly profit from them. This will 

usually take the form of a player engaging in a number of relatively low-stakes games with 

friends, co-workers, or neighbors in which they do not usually derive much in terms of material 

or utility gains.  

 A common example of this behavior would be agreeing to drive a friend or colleague to 

the airport with no promise of payment. This is not an exchange that you would need to make, as 

the other individual likely wouldn’t think any less of you if you gave a reason why you couldn’t 

do it; and even if there were payment or some form of thanks or reciprocity, it would likely be 

minor and not worth the general costs of the time put into completing the task. Essentially, there 

would be nothing to be gained from making the agreement, nothing except the fact that it makes 

you appear to be a more reliable and dependable person. By performing a number of these small 

actions and gestures, even if the actions aren’t exceedingly public or high-stakes, will still build 

up one’s reputation for being dependable, which in turn makes them a more attractive partner, 

and more likely to be trusted or turned to for higher stakes games in the future. 

3.3 Felonies and Misdemeanors: Nuance in Offence 

 Using reputation as a labeling mechanism within a community, it is important to keep in 

mind that not every single offence is identical. Different offences in different contexts not only 

represent different payoff schemes for players, but also different impacts upon the reputations of 



those players. The distinct types of offences can best be split into differences in intent, and 

differences in degree. 

 Intent can best be exemplified by whether a violation can be considered offensive or 

defensive. An offensive violation is one where a player defects against a partner who is in good 

standing, making them the aggressor in the situation, and “in the wrong” as far as any observer 

might interpret the situation. Defensive violations on the other hand, would be any such actions 

where in which a player chooses to defect based on the prescriptions of their chosen strategy, 

such as defecting against a partner who is in bad standing so that they may reconcile and regain 

their good standing (Kavka 1986, p. 139). The important distinction is that a defensive violation 

will not place a player in bad standing, and any observer who is either aware of the context of the 

exchange, or else has a suitable perception of the players’ reputations, will not have cause to 

revise said reputations. This is because the context of a defection influences the effects it has on 

that individual’s reputation. The lowering of a reputation is the result of the defector being 

considered to be less trustworthy, or constituting a higher risk to any players who would take 

them as a partner. However, if a player is defecting as a form of retribution and allowing for the 

recuperation of their losses through their opponent’s prior defection, this does not necessarily 

imply any inherent risk to others that this individual will then defect against them without cause. 

If there is no perception of an increased risk, it follows that there would be no negative shift in 

reputation caused by the violation. 

 Independent of one’s intent, there are also violations which are made by mistake, as I had 

mentioned earlier in the text. While differing in the context in which they occur, mistakes may 

still best be conceptualized as offensive violations, as while the individual did not intend to 

defect, they are still the aggressor in the situation and have defected against an induvial who was 



in good standing without cause. However, because of the nature and contexts of violations which 

often occur due to mistakes, they will often be viewed as though minor offences, at least relative 

to how they may have been considered were the individual’s actions deliberate. Like with 

defensive violations, this occurs because violations caused by mistakes do not necessarily 

constitute as an indication of future behavior. Should it be distinguishable from an intentional 

violation either through observable context or assumed due to the existing reputation of the 

defector, a mistake does not imply that other individuals have an increased risk of being defected 

against in the future, and as such, the negative impact on one’s reputation will not be quite as 

pronounced. They will still be expected to cooperate again with the individual they had defected 

against, but only as a means to allow them to recoup their losses, and might well not be treated as 

being in bad standing by the rest of the community once this has been done.  

 The other distinction to be made is regarding the intensity or degree of the infraction. For 

the sake of simplicity, I will refer to violations as being either felonies or misdemeanors, 

although in reality there is a much more expansive level of gradience. The need for such a 

distinction, however, should be self-evident, as in the real world it is not difficult to imagine that 

your change in opinion of someone’s reputation would be vastly different should they forget to 

pick you up from the airport as opposed to them having robbed you of a month’s wages. The 

context and severity of a violation are both important for determining it’s impact, with different 

offenses resulting in different changes to the individual’s reputation, and different methods and 

durations of reconciliatory periods.  

 As is implied by the name, a misdemeanor refers to some small infraction, small either 

because of a mitigating context, or a relatively minor loss of utility. This could be something like 

forgetting to pick a friend up from the airport or being a day or two late in returning the money 



you borrowed from a fried. In both cases the player either accidentally or purposefully defected 

against their partner, but with a relatively minor cost. As such, should the offending individual 

adequately apologize or atone for their misconduct to the individual who was harmed by it, this 

might be seen as sufficient to restore their standing both in the eyes of their original partner, as 

well as any third party observers. 

 A felony on the other hand, would be at the opposite extreme, an action which causes 

considerable harm to either another player, or to the community at large. This infraction could be 

of a formal or informal norm, so long as it imposes sufficient negative effects upon the 

community, such as a robbery, assault, or equivalent violation of the law or of the community’s 

trust, such as embezzling money from a local charity or community institution. Following such 

an offence, the perpetrator would likely have to not only provide recompense to those directly 

harmed by their actions, but also provide significant enough services to the community in order 

to correct the structural harm caused by their actions. In other words, the larger or more widely 

reaching their offence, the more the individual will have to do to reconcile with the community 

and regain their good standing.  

 Because of this, while smaller misdemeanors can often be tolerated from an individual, 

committing larger felonies can cause one to run the risk of passing the threat point, potentially 

harming their reputation to the extent that no other member of the community is willing to 

engage with them, particularly if the individual develops a reputation for engaging in these kinds 

of violations. This threat point within a community represents the amount of noise which the 

system is capable of withstanding; smaller violation such as misdemeanors can be easily 

reconciled to allow the violating player to return to the more optimal cooperative equilibrium, 

while sufficiently large violations run the risk of crossing that point and being unable to return to 



good standing without sustaining a significant loss of utility in order to cover the necessary 

reparations, often leading to an exit from that community. Essentially, individuals who only 

commit the occasional mistake or defection in a low stakes game can easily salvage and reform 

their reputations because such actions do not necessarily constitute a high risk to the welfare of 

others within the community; but for the same reason, individuals who violate in higher stakes 

games or else frequently seek situations of conflict in which they defect against others may see 

their reputation damaged beyond repair, resulting in them being boycotted by the community due 

to the unacceptably large risk which would be incurred by entering a game with them. 

 This distinction between the difference in the severity of offenses then prompts another 

important consideration that runs contrary to most widespread models for iterated games: that all 

games in a sequence will be identical. This assumption does make it easier to model strategies, 

but that ease comes at the loss of fidelity to real life situations. Harkening back to an earlier 

example, if you agree to drive your friend to the airport, expecting reciprocity from them does 

not imply that the only way they can pay you back is to then drive you to the airport when you 

need to catch a flight. While this may happen, in all likelihood, you and this other individual will 

play a number of other games between these two events. In all likelihood the context, details, and 

stakes of these interim games will be very different and cannot be treated as identical. If your 

partner were to defect against you in a low-stakes game, say by forgetting to pick you up from 

the airport when it was their turn, you would expect them to reconcile this violation in the next 

game the two of you played with similarly low stakes, which might not necessarily be the next 

game in the sequence. In a more naturalistic system were interactions happen at variable 

frequencies, reconciliation for minor offenses might not need to occur right away, so long as it is 

clear that the offender intends to atone for their action. If they commit an offence in a low-stakes 



game, they will attempt to atone in their next low-stakes game. However, if they commit an 

offense in a high-stakes game, they might well have to begin atoning immediately, as, like I have 

stated previously, the degree of infraction determines the impact on one’s reputation. People can 

wait until later, more equivalent, games in a series to atone if their violation was small because 

such a violation will not likely have a massive impact on their reputation, whereas the loss of 

reputation from larger violations will likely have a more pronounced effect on their reputation 

and therefor a more pronounced effect on the outcomes of all future games they enter. This 

further distinction between games in a sequence which gives them the potential to have varying 

stakes is what sets up the kind of events which prompt the question of the Foole, which will be 

discussed below in section 4. 

4. The Question of the Foole  

 The Foole, first presented in English philosopher Thomas Hobbes’ seminal work, the 

Leviathan, is a kind of individual who, upon entering a covenant, will disregard the rules of 

justice and offensively violate against their partner, should they believe that they stand to gain 

more by doing so than they would through mutual cooperation (Leviathan Chapter 15). Such an 

individual would choose to defect against their partners in situations where they believe that they 

can escape punishment from others, when they believe that their actions will not be observed or 

traced back to them, or when the benefits gained through their injustice would outweigh any 

consequences they might expect to face from their actions. While the manner in which this 

question is addressed may not be unique as far as the existing literature is concerned, it is still 

important as it demonstrates how a system using reputation as a labeling mechanism could still 

survive and function despite the complications presented by the Foole. 



 For the issue of any infractions made with the belief that the gains will outweigh the 

consequences, a check on the Foole’s behavior clearly exists in the form of the reputation 

labeling system with its threat point of exclusion. Even assuming that the actions of the Foole 

occur in such a manner so that no formal or informal punishments may be levied against them, 

that individual will still be subject to a drastically lowered reputation as a natural result of their 

actions. As such, while no official punishment might be enacted, the Foole would still be subject 

to a range of social sanctions (Vanderschraaf 2018) by the community, leading to them being 

treated as being in bad standing, or, in some cases, perhaps even cause them to cross the threat 

point where no member of the community is willing to enter a covenant with them, causing them 

to be excluded from the community and denied any further benefits they would have gained 

through future interactions. Unlike the insufficient threat point mentioned in section 3, a system 

using reputation as a labeling mechanism has the power to deter the behavior of the fool both 

through the new threat point as mentioned above, and by imposing indirect punishments upon 

them in instances where their reputation cannot be affected by their conduct, as is elaborated 

upon below. Through this, we can see how a reputation based system can offer a more 

thoroughly deter the Foole than the classical standing strategy, being able to deter their actions 

both when they would be visible to the community and when they would be anonymous.  

 The issue does become more complicated when the Foole commits their violation due to 

a perception of anonymity, as any infractions with a sufficiently low broadcast value or which 

cannot be traced back to the Foole, would have a non-existent effect on their reputation. 

However, while it is true that the Foole would escape any targeted punishment for such an 

action, assuming that they are never found out and their actions made public, their action would 

still cause unintended effects within the community which could constitute as untargeted 



punishments, disincentivizing the repetition of such behavior. To illustrate this idea, consider a 

community farmer’s market, a regular local gathering where members of the community come to 

sell produce, baked goods, and crafts to their neighbors. Such an event likely wouldn’t have any 

formal security, or the presence of a strong formal institution. At such an event, if during a 

certain commotion or lull in activity, the Foole found themselves able to swipe a pie from the 

baked goods table, it is unlikely that they would be noticed, and they might well never be blamed 

or even suspected for their theft.  

 However, the theft would still constitute a loss for the individual who ran that table at the 

market, one which they would need to recoup. In the absence of a culprit or any strong formal 

institution they can call upon either for insurance or to investigate the theft, it is likely that they 

would instead raise the price of their goods the next time they went to market in order to cover 

their loss. This possibility illustrates how the Foole could be subject to a form of indirect 

punishment even if the community cannot identify them as a violator (Vanderschraaf 2018, 

Chapter &). Now, because of the Foole’s actions, everyone in the community is suffering the 

inconvenience of this increased price, including the Foole themselves, assuming that they are an 

opportunistic violator and will usually buy their goods at the market rather than steal them. They 

suffer no direct consequences, but still suffer from the effects of their own actions, in addition to 

any further effects caused by a general lessening of trust within the community due to the theft 

occurring without a culprit. So, given that their actions could have indirect or unforeseen 

consequences, it would be wise for them not to violate against members of their community, 

even if they are certain that they won’t be caught. This is important because it suggests that even 

with a breakdown in aspects of the reputation identification system, such as when the Foole acts 

in a way where their actions cannot ostensibly effect their reputation, the system itself will not 



suffer severe consequences as the general incentive structure to cooperate remains intact 

regardless. 

 Conclusions 

 Both Kandori’s classical theory of Community Enforcement and Sugden’s Standing 

Strategy are monumental additions to the field of game theory literature and help to explain how 

individuals living within a community are able to uphold norms without the use of a centralized 

intelligence system. However, as I have shown, the mechanism of labeling employed by these 

theories falls short of representing systems operating independent of a strong formal institution, 

or those in which agents interact in a naturalistic manner.  

 The use of reputation as a labeling mechanic, while prone to subjectivity, is able to 

account for the more naturalistic threat point of exclusion, as opposed to a loss of utility. Over 

the course of this paper, I have demonstrated how a reputation based label can foster cooperation 

by encouraging reputation seeking behavior; how nuance within the type of violation committed 

can affect the scope, duration, and intensity of the violator’s reconciliation process; and how 

such a system can disincentivize, if not preclude, the strategies of the Foole. However, despite 

the progress which I feel that I have made, this is by no means a full and comprehensive reform 

of the idea of norm enforcement within a community, and there are still a number of related 

matters left to explore, which I hope to eventually address in the future through separate works. 

The manner in which the differences in reputation between individuals can affect the information 

sharing and decision making processes is an interesting avenue of future research as it has the 

potential to enrich or identify problems with the method by which a beneficial reputation can be 

considered a defense against perceptions errors. Additionally, there is room left to examine the 

exact rate and manner by which reputation is increased. I mention that a regular engagement in 



cooperative games helps reinforce and perpetuate one’s reputation as a cooperative individual, 

but it is more difficult to determine exactly what amount of cooperation is necessary to build 

trust. A future study could seek to answer the question of how many games (n) played at varying 

intensities (x) would be required before a player could be trusted to cooperate in high stakes 

games with stakes (y) so that (y > x). And lastly, in order to create a full systematic model for 

cooperation in communities based on reputation as a labeling mechanism, a method could be 

developed to accurately determine and express a precise reputation score, one which could be 

used to predict how cooperating or defecting in a game with given stakes (x), given the player’s 

existing reputation (R1) and the existing reputation of their opponent (R2), could positively or 

negatively affect one’s reputation score.  

 

 

 

Work Cited 

• Axelrod, Robert. The Evolution of Cooperation : Revised Edition, Basic Books, 2009. 

 pp. 145-91. ProQuest Ebook Central, 

 https://ebookcentral.proquest.com/lib/uaz/detail.action?docID=903912.  

• Henrich, Joseph, et al. Why Humans Cooperate : A Cultural and Evolutionary 

 Explanation, Oxford University Press, Incorporated, 2007. pp. 109-56. ProQuest 

 Ebook  Central, 

 https://ebookcentral.proquest.com/lib/uaz/detail.action?docID416048.   

• Hobbes, Thomas, 1588-1679. Leviathan. Baltimore :Penguin Books, 1968. 

https://ebookcentral.proquest.com/lib/uaz/detail.action?docID=903912
https://ebookcentral.proquest.com/lib/uaz/detail.action?docID416048


• Kandori, Michihiro. “Social Norms and Community Enforcement.” The Review of 

 Economic Studies, vol. 59, no. 1, 1992, pp. 63-80. JSTOR, 

 www.jstor.org/stable/2297925. 

• Kavka, Gregory. 1986. Hobbesian Moral and Political Theory. Princeton: Princeton 

 University Press. 

• Sugden R. (2005) Reciprocity. In: The Economics of Rights, Co-Operation and Welfare. 

 Palgrave Macmillan, London. pp. 108-25. Springer Link. https://doi-

 org.ezproxy3.library.edu/10.1057/9780230536791_6. 

• Vanderschraaf, Peter. “Covenants and Reputations.” Synthese, vol. 157, no. 2, 2007, pp. 

 167-95. JSTOR, www.jstor.org/stable/27653552. 

• Vanderschraaf, Peter. “Strategic Justice: Covention and Problems of Balancing 

 Divergent Interests.” Oxford University Press, 2018. 

 

 

http://www.jstor.org/stable/2297925
https://doi-/
https://doi-/
http://www.jstor.org/stable/27653552

