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ABSTRACT

The data revolution in the life sciences has brought on new challenges and opportunities.
Large-scale and complex data from novel sensing mechanisms challenges existing infrastructure
and methods of modeling and drawing inferences. Increasingly, researchers turn to machine
learning (ML) methods to detect patterns and draw inferences from these datasets. While these
methods have brought new insights and capabilities to process these data, new pitfalls have
emerged. In many cases, the reproducibility of these studies is challenging as standards continue
to evolve. Further, ML methods are being developed at a rapid rate, making it difficult for
researchers to assess the utility and limitations of new methods. New standards are needed to
improve the reproducibility, reusability, and comparison of ML and other computational methods.
The aim of this dissertation is to advance those standards and drive the comparison of tools and
analytics. Specifically, three works are presented, each of which aims to further reproducibility
standards regarding the use of ML in life science research.

The first chapter is a review paper that explores the use of ML for biosensing using
bioreceptor-free biosensors. In traditional biosensors, the bioreceptor provides specificity and
sensitivity to the sensor. The bioreceptor, being of biological origin (e.g., an enzyme) degrades
over time and under certain ambient conditions. To circumvent this, sensors have been developed
which attempt to imitate the bioreceptor and biological sensing organs. In many cases, the loss of
performance due to the lack of bioreceptor is compensated with robust data analysis techniques,
particularly ML for pattern detection. Given the rapid pace of ML development, the methods used
for each sensing modality varies, as does the performance of those methods. Additionally, the
methods used for different sensing modalities are disjoint, even when similar data structures and

problems are faced in various subfields. In this review, the methods that have been used for the
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different sensing modalities, and the ones that have been the most performant are highlighted. By
addressing the field as a whole, this review provides guidance to researchers regarding
comparisons between candidate models and points them toward future directions.

The second chapter goes beyond a comparison of reported performance and conducts a
thorough benchmarking of computational tools developed for detecting bacteriophage (phage)
sequences in metagenomes. Sequence classification, particularly for detecting phage, is a difficult
task. Phages rapidly mutate, lack a conserved biomarker, and can integrate into the host genome
as a prophage. By July of 2021, at least 19 computational tools have been published for detecting
phage sequences in metagenomes, each taking a different approach to the problem. Many of the
tools build ML models using features related to homology (e.g., viral hallmark genes, lack of
bacterial genes) or features of the sequences themselves (e.g., k-mers). When attempting to run
these tools, less than half (9 / 19) could be run at scale, if at all. Of the tools compared, performance
on several metrics varied significantly. The strengths and weaknesses of the tools are evaluated to
inform future research. All datasets used for benchmarking the tools are made available to facilitate
further benchmarking efforts.

Finally, the last chapter is an opinion paper presenting the methods used and rationale for
implementing a ML-enabled workflow that reaches a high level of reproducibility. In this work,
considerations for reproducibility, code, and data standards are discussed. The paper describes
how standards were implemented, including which tools and software packages were used. This
work serves as an example for implementing a reproducible ML research project and opens further

discussion on how the implementation could be further improved.
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1. INTRODUCTION

Most scientific fields, and in particular biosciences, are currently facing a data revolution,
and with it comes unique challenges and opportunities. One example of this is the field of genomics
and metagenomics. In 2006, the cost to generate a high-quality draft human genome was
approximately 14 million dollars while in 2021 the cost has dropped to about $1,000 (Wetterstrand,
2021). Recent advances in high-throughput sequencing technologies have accelerated genomic
and metagenomic research, but the volume of data generated, and their complexity creates their
own set of challenges. Similarly, in very different fields like biosensor research, sensor data has
drastically evolved from classical biosensors such as the glucose-meter and pregnancy test to novel
bioreceptor-free methods that often rely on non-specific electrochemical arrays or imaging (Ozer
& Henry, 2021; Rivenson, Liu, et al., 2019; Tan & Xu, 2020). Both of these novel sensing
modalities make traditional methods of interpretation, such as regression and standard curves,
ineffective. This creates novel challenges in analyzing and interpreting the data from these sensors.

Advanced statistical and machine learning (ML) methodologies are designed to meet some
of these challenges and have been more and more prevalent in data analysis of biological datasets.
These methods are indeed particularly relevant in this context of large and complex data. As a
result, biological sciences have witnessed a rise of ML methods to work with these complex
datasets.
1.1. Machine Learning Applications in Biological Sciences

Machine learning (ML) is a terminology associated with a varied number of computer
systems that are able to learn and adapt without following explicit instructions. This is particularly
useful when datasets are large, and the patterns in them are complex or unknown. In life sciences

these methods are employed extensively to detect patterns in the data and make predictions based
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on those patterns (Koohy, 2018). Before discussing examples of ML applications in biological

sciences, it is necessary to introduce some key concepts.

1.1.1. The Seven Steps of Machine Learning Methods
1.1.1.1. Data Collection

The first step of an ML project is to collect data relevant to the desired application. This
can include taking measurements of physical properties or assigning labels to observations (e.g.,
labeling emails as spam vs not spam) (Paleyes et al., 2022). It is important during data collection
to minimize noise and error, and to collect data that is representative of the intended application.
For instance, if the task is to classify news articles by category, there must be sufficient examples
from all anticipated categories (Hasib et al., 2020).

The potential performance of the final model is dependent on the quality and quantity of
data since this is the sole source of information from which the model can learn. Since data
collection can be costly and time consuming, it is often the limiting factor of the final model’s

performance.

1.1.1.2. Data Preparation

Once the data are collected, they must be curated and prepared for analysis. During data
preparation, the quality of the data can be assessed. For instance, if there is a category imbalance
(more observations of certain classes than others), subsampling may be used to restore balance
(Hasib et al., 2020). Exploratory data analysis may also be used to detect anomalies and check
assumptions to guide model selection. For example, some models are designed with the
assumption that each variable has values that are normally distributed, and if they are not, it may
be necessary to transform the data (e.g., taking the logarithm) such that they meet the assumptions

(Osborne, 2019).
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Additionally, each model requires the input variables, referred to as features, to be in a
particular form. The process of obtaining those features from the raw data is called feature
extraction. Since ML models are fundamentally mathematical models, the features generally must
be converted to numerical representations of the data. For instance, text data like an email may be
converted to a vector, where each position represents a word in the vocabulary, a value of 1
indicates that word is present in the email, and a value of 0 indicates that word is not present
(Brownlee, 2017). This so-called one-hot encoding of the text is the feature vector which is used
for learning (Arnaud et al., 2021).

Finally, the data are split into several partitions. The simplest approach is splitting between
data used for training the model (training set), and data used for evaluating the model (test set). It
is common to split with 70-80% assigned to training, and 20-30% assigned to test (Joseph, 2022).
The test set should be withheld during model training to avoid biasing the training process. Prior
to training, it is common to again split the data into training and validation splits. During each
training step, parameters of the model are adjusted using the training split, and the quality of the
prediction is evaluated on the validation set. The performance on the validation set is used to
further adjust model parameters in the next step of training. Splitting between training and
validation can be done similarly to the initial training-validation split, or more robust approaches
can be used such as k-fold cross validation (CV) (Picard & Cook, 1984). In k-fold CV, the training
data are split into £ groups, and during each training step all but one group are used for training,
and the last group is used as the validation group. This process repeats, where the validation group

changes each time, such that at the end, all sets have served as the test set (Hastie et al., 2001).
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1.1.1.3. Model Selection

Model selection is performed based on the application, data type, and constraints. Types of
models are further discussed in section 1.1.2. The model selection should be driven by the intended
model application, such as classification task, anomaly detection or class prediction (Paleyes et al.,
2022). Importantly, the model must also be appropriate for the data type. Indeed, models are
designed for certain types of data, and may make assumptions about the data. For example, linear
discriminant analysis assumes that input variables are numeric and homoscedastic (have the same
variance) (Izenman, 2008). Finally, an additional consideration is selecting a model that can
operate within imposed constraints (Paleyes et al., 2022). For example, some models require
specific types of computing hardware, like a graphics processing unit (GPU) for training.
Depending on the application of the ML system, speed and computing efficiency may be critical
as in real-time applications like robotics or autonomously driving a vehicle (Paleyes et al., 2022).

It is common to select several candidate models, and evaluate them alongside one another

before making a final selection (Maeda, 2018).

1.1.1.4. Training

Model training is where the “learning” occurs. Model parameters are initialized to some
value, which could be random numbers, or constant values. Those parameters are iteratively
changed during training steps (Schmidhuber, 2015). During each training step, the training set is
provided to the model, the model performs the calculations based on the model architecture and
parameters, and the output is created. The output is compared to a desired output, and the
differences between the desired and actual outputs are quantified (e.g., using a loss function).
Model parameters are then updated, and another training step begins. Training may be run for a

predetermined number of steps, or until a certain level of prediction performance is achieved.
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1.1.1.5. Evaluation

Once training is complete, the model’s performance is evaluated on data not used for
training, such as the test set. To do so, the test set is passed to the model and predictions are made
(Paleyes et al., 2022). The predictions are often evaluated using performance metrics (Agrawal,
2021), such as those presented in section 1.1.2. If multiple models are being compared, they are
evaluated against each other. At this stage, it is determined whether the model performance is
sufficient for the application. If it is not, more data may need to be collected, data preparation may

need to be improved, or another model may be selected.

1.1.1.6. Hyperparameter Tuning

If a model performs well during evaluation, steps are taken to continue to improve it. One
way of doing this is modifying how the parameters are initialized. Parameter initialization can
affect model performance (Paleyes et al., 2022). For instance, if parameters are tuned by
minimizing some function, then the ideal parameter would lead to the global minimum of that
function. However, that function may also have other local minima. Depending on the initial
parameter value, the training may only find a local minimum of the function and not the global

minimum as desired.

1.1.1.7. Real-world Deployment

Finally, the model can be deployed and applied to real world datasets. When using a
supervised predictive model, performance is assessed on the withheld test set to estimate how it
will perform for its intended use-case (Paleyes et al., 2022). It is often necessary to periodically
evaluate model performance in deployment. A threat to ongoing model performance is concept
drift, where data distributions shift over time, making the training sets less representative of

incoming data (Leon-Medina et al., 2020).
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Figure 1

Overview of the steps of machine learning as a flowchart from data collection to deployment.

1.1.2. Machine Learning Key Concepts and Models
1.1.2.1. Supervised vs. Unsupervised Methods

Most ML methods can be broadly categorized as either supervised or unsupervised. In
supervised models, the goal is typically to make a prediction of a ground-truth property often
determined experimentally (Rajoub, 2020). Training data is annotated with labels, most commonly
class (no inherent order), ordinal (ordered class labels), or numerical labels. During the training of

supervised models, the model is optimized to predict the label by identifying patterns in the data.

18



On the other hand, the goal of unsupervised methods is to recognize patterns in data without
labels. These methods aim to recognize similarities in complex datasets without the need of a
ground-truth label.

Finally, semi-supervised methods will merge these two approaches. During training, a
small number of labeled observations are combined with a larger number of unlabeled
observations. This approach can help offset the costs of obtaining a sufficient amount of labeled

data (Zhu & Goldberg, 2009).

1.1.2.2. Dimensionality Reduction

Dimensionality reduction methods are a group of unsupervised machine learning models
that aim to reduce a large number of variables (or features) to a smaller number of features while
minimizing information loss. Ideally, observations that were similar in the original feature space
will still be similar in the reduced feature space (e.g., protein expression of closely related
organisms), while dissimilar observations will remain dissimilar (e.g., protein expressions of
distant organisms) (Cunningham, 2008). Some of the most common dimensionality reduction
algorithms are principal component analysis (PCA), linear discriminant analysis (LDA), and -
distributed stochastic neighbor embedding (--SNE) (Cunningham, 2008).

Dimensionality reduction is useful when dealing with high-dimensionality data composed
of many correlated features. Correlated features are redundant, meaning that they contain similar
information, and bloat the feature space (Cunningham, 2008). For example, if the task is to predict
the weight of a strawberry based on an image, seven features may be the color (in terms of red,
green, and blue saturation values), the number of seeds, the width, the length, and the area of the
strawberry in an image. Many or all these features may be correlated, where heavier fruit tend to

be redder, have more seeds, and be larger in size. PCA could likely reduce those seven features to
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two that can be plotted on two axes and still capture most of the information contained in the

original features.

1.1.2.3. Clustering, Classification, and Regression Tasks

Clustering algorithms are a family of unsupervised ML methods that group data based on
similarities in their features. For example, k-means is a classic powerful clustering algorithm, and
is used for a variety of data types (Jain, 2010). k-means groups data into k clusters, where k is a
hyperparameter. As with all hyperparameters, the choice of k can affect the quality of results. k-
means is a centroid-based clustering algorithm, other clustering algorithms are density based
(clustering areas of high density), distribution based (assuming observations of each group follow
a distribution such as Gaussian distribution) or hierarchical (grouping at several hierarchical
levels). Hierarchical clustering is particularly useful when it is known that data are hierarchical in
nature, such as clustering genomic data and the predicted clusters may correspond to taxonomic
relationships. When little 1s known about the observations prior to analysis, clustering can help
identify patterns for further analysis.

On the other hand, classification is a supervised ML task that outputs predictions in the
form of class labels (e.g., disease status from sample characteristics). Although probabilistic
classifiers predict class labels based on a threshold from a numerical output, they are trained on
categorical labels, and prediction scores correspond to those labels. There are many popular
classification algorithms, such as k-nearest neighbors (k-NN), support vector machines (SVM),
and decision trees (DT) and random forest (RF) (Martens et al., 2011).

Classification performance can be measured using many performance metrics. For binary
classification, conventionally one class is considered ‘positive’ while the other is considered

‘negative’. For instance, if the task is to detect spam emails, a spam email would be positive, while
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a non-spam email would be negative. Consequently, a spam email correctly predicted to be spam
is a True Positive (TP), while a non-spam email sequence correctly labeled as such is a True
Negative (TN). Conversely, a non-spam email incorrectly classified as spam is a False Positive
(FP), and a spam email incorrectly classified as non-spam is a False Negative (FN). Sensitivity,
also known as recall, is the proportion of all positives that were correctly identified (eq. 1).
Precision is the proportion of all predicted positives that are indeed positives (eq. 2). Specificity is
the proportion of all negatives that are correctly labeled as negatives (eq. 3). Accuracy is the
proportion of correct labels out of all predictions (eq. 4) and is a poor metric on imbalanced data
(data where the numbers of positives and negatives are different). 1 score is the harmonic mean

of precision and sensitivity (eq. 5) and is a better metric for imbalanced data (Agrawal, 2021).

sensitivity (recall) TP T FN (1)
TP
ision = ——— 2
precision = oo 2)
TN
specificity TN + FP 3)
TP+TN
accuracy = 4)

TP+ FP+TN+FN

F1 2 X precision X sensitivity

precision + sensitivity )

Finally, regression models are designed to output numeric predictions. Generally, this
value is continuous (e.g., glucose concentration in blood), but may be ordinal, as in the case of
ordinal regression (e.g., pain on a scale from 1-10) (Winship & Mare, 1984). Traditional regression
models include multilinear regression (MLR), support vector regression (SVR) which is an
adaptation of SVM, and regression tree which is an adaptation of decision tree.

Regression models are trained by minimizing a type of error, such as the sum of squared

residuals. There are a variety of metrics for assessing regression performance, such as root mean
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squared error (RMSE), mean absolute error (MAE), normalized root mean squared error

(NRMSE), and coefficient of determination R? (Botchkarev, 2019).

1.1.2.4. Artificial Neural Networks

Recently, a family of machine learning algorithms have been developed based on the
artificial neural network (ANN), named for its inspiration from biological neural networks. These
models can be used for a large variety of tasks, including classification and regression, and beyond
into complicated tasks such as protein conformation prediction (Jumper et al., 2021). The classic
ANN is a multilayer perceptron, in which layers of artificial neurons are interconnected. Individual
neurons can be “activated” based on their inputs such as input features or outputs of other neurons.
This basic layout has been extended to include structures such as back propagation, convolution,
recurrence, and attention. Recently, the latter case has led to powerful models known as
transformers which have shown state-of-the-art performance on a variety of tasks (Vaswani et al.,

2017) such as protein structure modeling (Jumper et al., 2021).

A. Training Approaches C. Common Algorithms
Training Training Data ‘Q‘L
Supervised Labeled
Semi-supervised  Some labeled
Unsupervised None labeled D D
k-Means Decision Tree Random Forest
Clusterin
B. Common Tasks J
Task Typical Training - .‘“;.*? . )
Regression Supervised R Pl
.: ) ;‘ .l.-.
Classification Supervised AV
Clustering Unsupervised k-Nearest Support Vector Neural Network
Neighbors Machine
Figure 2



Overview of ML concepts, including training approaches, common tasks for ML, and common
algorithms that are used. A) Table defining supervised, semi-supervised, and unsupervised training
approaches regarding labeled training data. B) Common tasks of machine learning and how they
are typically trained. C) Graphical representations of six common ML algorithms. Portions of
panel C are modified from Schackart and Yoon 2021 under Creative Commons Attribution

License.

1.1.3. Examples of Machine Learning Applications in Biosciences

From simple dimensionality reduction to transformers, ML models can identify patterns in
complex and large-scale datasets. Consequently, these models are particularly promising to
analyze complex and large-scale biological datasets. Here we review in detail two ML applications
of interest for this dissertation: The case of Bioreceptor-free biosensors and sequence classification

from metagenomic datasets.

1.1.3.1 Bioreceptor-Free Biosensors

Biosensors are sensors which use a biological receptor (bioreceptor) element to facilitate
sensing of target analytes. Bioreceptors are selected for their inherent specificity to target analytes.
Common bioreceptors are enzymes (H. H. Nguyen et al., 2019), antibodies (Hock, 1997), and
aptamers (Lim et al., 2010). The interaction between the bioreceptor and target analyte ultimately
leads to the generation of a signal which is detected by a transducer. An example of this can be
seen with the glucose meter. Glucose oxidase, an enzyme, is the bioreceptor, which binds to and
oxidizes glucose. A series of reduction-oxidation (redox) reactions occur which generate an

electrical current at the electrode that serves as the transducer (Yoon, 2016).
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Biosensors can be broadly categorized based on the sensor signal type. Electrochemical
biosensors, like the glucose meter, rely on a chemical reaction to produce an electrical signal,
typically via redox reaction, which is detected by the transducer. Optical biosensors generate an
electromagnetic signal, such as a color indicator (Edachana et al., 2019; Y. Mutlu et al., 2017),
fluorescence (Lin et al., 2018; Song et al., 2015), luminescence (Chen et al., 2018), surface
plasmon resonance (X. Guo, 2012), and light scattering (Heinze & Yoon, 2011).

Biosensors have been applied to detecting and quantifying a wide variety of analytes such
as human chorionic gonadotropin as a pregnancy test (Wide & Gemzell, 1960), disease biomarkers
(Mahmudunnabi et al., 2020), bacteria (Ahmed et al., 2014), and environmental pollutants
(Gavrilescu et al., 2015). Many of these applications are of clinical and economic importance.

While the bioreceptor provides specificity and sensitivity to the biosensor, it also has
several limitations. Since bioreceptors are biological elements, they are often prone to degradation
over time and under certain conditions (Massah & Asefpour Vakilian, 2019). This can lead to drift
of the sensor signal yielding inaccurate measurements, or reduced sensitivity. To address these
challenges, there has been much attention paid to developing sensors that are inspired by
bioreceptors and biological sensing organs (e.g., the tongue), while eliminating the bioreceptor.
Without a bioreceptor, a new set of challenges emerges, especially regarding sensor specificity.
With less specific sensor signal generation, researchers turn to ML to detect patterns in the sensor

data that are specific to the analyte.

1.1.3.1.1. Electrochemical Bioreceptor-Free Biosensors
Bioreceptor-free electrochemical biosensors frequently derive inspiration from biological
sensing organs such as the animal nose and tongue. A tongue has taste receptors that detect, with

low specificity, certain chemicals (Bachmanov et al., 2014). The signals from these various
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receptors are processed by the brain to identify the identity of food and beverages. The Electronic
tongue (Etongue) is modeled after this scheme, where an array of electrochemical sensors with
low specificity generates a multivariate spectral signal in response to interaction with chemicals in
solution. Since the signal is non-specific, ML is used to detect the patterns that are indicative of
analyte presence and concentration, or more general attributes like solution classification (e.g., tea
vs. coffee). Similar electrochemical arrays are used for detecting volatile compounds in the air and
are referred to as electronic noses (Enose).

Since the electrochemical sensors are non-specific, there tends to be redundancy in the data
(i.e., multiple sensors in the array responding to the same chemical). Therefore, PCA is frequently
used to remove redundancy and reduce the dimensionality of the data. A common task of Enose
and Etongue is identifying scent or taste, respectively, which are classification problems. SVMs
have been used extensively to classify the dimensionally reduced array data (Chen et al., 2018;
Tan & Xu, 2020). Other methods, particularly ANNs, work well on the full sensor array dataset
(Hotel et al., 2018; Sanaecifar et al., 2017). Additionally, transfer learning (updating a trained
model’s parameters to account for changes in data distributions) has been extensively employed
to counter Enose sensor drift, reducing the need for complete retraining (Leon-Medina et al., 2020;

B. Liu et al., 2019; Yi et al., 2021).

1.1.3.1.2. Optical Bioreceptor-Free Biosensors

Most bioreceptor-free optical biosensors utilize spectroscopy or imaging. Of the
spectroscopic biosensors, surface-enhanced Raman spectroscopy (SERS) has shown great success
(T. Yang et al., 2015; Zhang et al., 2018). SERS is a vibrational surface sensing technique that
enhances Raman scattering based on surface characteristics. Briefly, SERS utilizes incident laser

light to induce inelastic scattering (Raman scattering) from the target analyte. The intensity of the
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Raman scattering is enhanced by interaction with the conduction electrons of metal nanostructures
on the surface of the substrate (SERS substrate). The enhancement of the Raman scattering is what
makes SERS so sensitive. While SERS can generate signals in response to very low analyte
concentrations, the signal can be difficult to interpret. One reason is that the scattering properties
of a specific analyte are also dependent on the surface characteristics. Therefore, there are no
universal methods of interpreting SERS spectra.

Like the signals from sensor arrays in Enose and Etongue, there is some level of
redundancy in SERS spectra. Scattering of similar wavelengths is often similar. To reduce this
redundancy, PCA is often used as a dimensionality reduction step (Hassoun et al., 2018; Hidi et
al., 2016a; Tan & Xu, 2020). Classification of the target analyte is often done using SVM on the
PCA transformed data (Hassoun et al., 2018; Sun et al., 2019).

Another sensing technique among optical biosensors is imaging. Imaging utilizes optical
sensor arrays, such as a complementary metal oxide semiconductor (CMOS) sensor for data
collection. In order to develop compact and low-cost imaging-based bioreceptor-free biosensors,
researchers have developed lens-free sensors (Roy et al., 2017). Without a lens, the images are out
of focus, and must be reconstructed computationally. Convolutional neural networks (CNN) have
been used extensively for lens-free imaging reconstruction (Rivenson, Wu, et al., 2019). Further,
CNNs have been used to detect signs of analyte presence in these devices, such as microparticle
aggregation caused by interaction with viral particles from herpes simplex virus (Wu et al., 2019).

Many other applications use other imaging techniques such as quantitative phase imaging
(Rivenson, Liu, et al., 2019) and Fourier transformed infrared spectroscopy (FTIR) (Lotfollahi et
al., 2019). One particular area of note is in digital staining. Microscopic phase or FTIR images are

taken of histological samples, without immunostaining, and the structures in the tissue are
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differentially colorized computationally. To do so, CNN models are trained on immunostained
samples (e.g., hematoxylin and eosin stain), to learn the patterns indicative of how the tissues
become stained. The model can then make predictions of how an unstained section would look if
it were stained.

Additionally, due to the labor and time intensive cost of collecting imaging training data,
generative adversarial networks (GAN) have been used to bolster the training process. GANs
create artificial images based on real images in the training set, effectively increasing the training

set size, which can improve model performance and help overcome the challenges to obtaining

labeled data.
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Figure 3

Graphical illustration of machine learning in bioreceptor-free biosensors, including optical and
electrochemical methods, feature extraction and engineering, and examples of machine learning
methods. Reproduced from (Schackart & Yoon, 2021) with modification under Creative Commons

Attributions License.
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1.1.3.2. Sequence Classification in Metagenomic Datasets

Microorganisms, including prokaryotes, viruses, and fungi, have been shown to be
prevalent and central to all natural ecosystems. These organisms directly and indirectly alter the
dynamics of carbon, nitrogen, and other nutrients, with large-scale effects (Docherty & Gutknecht,
2012). Natural microbial communities can be highly diverse, and their interactions complex (Fierer
& Jackson, 2006; Hoshino et al., 2020), including interactions with other microorganisms, or hosts
such as plants, fungi, and animals including humans (Hoffmann et al., 2016; Singh et al., 2004).

The most abundant biological entities in these communities, and on Earth, are viruses that
infect prokaryotes (Ofir & Sorek, 2018). These viruses, called bacteriophages or simply phages,
interact with their hosts and can have multiple life cycles. They can actively infect their hosts,
causing an active production of viral particles and eventually the death of the host (lytic cycle), or
they can integrate their genetic material into the host genome as prophages (lysogenic cycle).
Through viral control of host populations, and even host metabolism, phages can play a significant
role in ecology and biogeochemical cycling in natural ecosystems (Blazanin & Turner, 2021;
Breitbart & Rohwer, 2005).

Culture-based studies are typically not suited for the exploration of complex microbial
communities, as a large number of microorganisms can be extremely challenging to culture. If the
host cannot be cultured, then phage infecting the host cannot be isolated from viral plaques during
infection. Next-generation sequencing technologies have opened new culture-free avenues for
studying microbial communities based on DNA isolated directly from an environmental sample
called a metagenome. Specifically, scientists can investigate both the taxonomic and functional
content of a microbial community, including the phages that are actively infecting these organisms,

using Whole Genome Shotgun (WGS) sequencing.
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WGS metagenomes are typically composed of sequences coming from any microbes
present in the sample. Metagenomes frequently recover phage sequences along with their
prokaryotic sequences. For example, in gut metagenomes, it was reported that viral sequences can
constitute from 5 to 22% of the total metagenomic content (Shkoporov & Hill, 2019). These
sequences come from prophages integrated into their host genomes, as well as DNA from phages
actively infecting bacterial cells. Other technical approaches, such as viral-particle enrichment
methods allow for a higher proportion of viral sequences in the metagenomes.

To unravel the diversity and role of phages in the natural ecosystem, it is necessary to
develop computational approaches that distinguish microbial host from viral sequences in
metagenomic datasets. However, identifying viral sequences in large metagenomic datasets is a
computational challenge. Because viruses lack a universal gene marker (e.g., 16S rRNA in
prokaryotes), have a rapid rate of evolution, and can capture host genes or integrate as prophages
in their host genomes, distinguishing viral from bacterial sequences is challenging (Hurwitz et al.,
2018; Li et al., 2021). The first bioinformatics methods to identify viruses from metagenomes
relied on sequence homology alignment searches against reference genome databases. However,
in most ecosystems, these approaches do not capture the total viral diversity. For example, in gut
viromes, 75% to 99% of viral reads do not produce significant alignments to any known viral
genome (Aggarwala et al., 2017). This can be partially explained by broad under-representation of
viral sequences in most genomic databases and the overrepresentation of specific phage groups in
these databases. Recent bioinformatic tools leverage ML methods to identify features that signal a
phage sequence, and typically allow for a broader recall of previously unknown viral sequences
than reference-based approaches. These tools can leverage a large variety of features to inform

their models. For instance, VirSorter classifies metagenomic sequences as viral or non-viral by
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looking at the enrichment of viral-like and short genes, and depletion of hits to known bacterial
proteins and strand shifts (Roux et al., 2015). Other features include gene density (Amgarten et al.,
2018), virus hallmark genes (Antipov et al., 2020; J. Guo et al., 2021; Tisza et al., 2021), functional
profiling (Kieft et al., 2020; Wommack et al., 2012; T. Zheng et al., 2019), and sequence alignment
(Garretto et al., 2019; Jurtz et al., 2016; Zhao et al., 2017). The ML models used include random
forest (Amgarten et al., 2018; J. Guo et al., 2021), naive Bayes (Antipov et al., 2020), and neural
networks (Kieft et al., 2020).

While these approaches provide more robust classification than simple alignment, their
performance is still tightly constrained by database completeness. Novel phages with genes not
recorded in the databases will be missed. Additionally, these methods require multiple open
reading frames (ORFs) on a sequence to properly classify it. Consequently, short fragmentary
metagenomic sequences cannot be classified. Other approaches have been developed which rely
only on features of the sequences themselves. These approaches rely on differential A-mer (short
sequences of length k) frequencies to distinguish bacterial and phage sequences. Indeed, bacteria
and phages have distinct distributions of individual k-mers, and ML methods can therefore be
trained to identify these complex patterns for prediction tasks (Deaton et al., 2017; Ren et al.,
2017). While the first tools developed on this concept were using very simple ML models such as
logistic regression and k-nearest neighbors, more advanced models such as deep learning neural
networks have been recently applied (Ren et al., 2020). The idea that sequence composition itself
can be used for this classification task has since been expanded beyond k-mers, using the entire
sequence. Models employed in this way include CNN (Fang et al., 2019; Tampuu et al., 2019),
neural networks with long short-term memory (LSTM) (Auslander et al., 2020; F. Liu et al., 2022),

and neural networks which utilize attention (Abdelkareem et al., 2018). These sequence
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composition approaches are better able to classify short sequences, since they do not require ORFs,

and can potentially generalize better to unknown phages.

1.2. The Need for Improved Standards in Bioscience ML Applications

As discussed previously ML methods are particularly relevant to tackle the current data
challenges in many biological fields. They are powerful methods especially suited for detecting
patterns from complex and large data.

While the use of ML methods in biological sciences meet current data analysis needs, it also
created its own challenges. Perhaps the most critical of these challenges is a lack of reproducibility
of ML-based studies (Heil et al., 2021). In particular, the lack of sufficient documentation
regarding the training set composition, the training methods and other key software practices can
make ML-based studies not reproducible or reusable. Additionally, researchers are often faced
with a large array of ML methods and tools for their data analysis. In this context, making an

informed choice can be particularly challenging, especially for non-ML experts.

1.2.1 Data, Model Training, and Evaluation Practices

Data handling practices have large impacts on the implementation of ML methods. Often
when proper practices are not followed, the result is high but misleading model performance
metrics. This may be caused in a number of ways. Data leakage is a common culprit for these
inflated performance measures and can be difficult to detect and avoid (Freischlag, 2020). Data
leakage occurs when data points in the training set are identical or too closely related to data points
in the test set. When this happens, the model performance may be great on the test set, but in
reality, the model may be capturing hidden similarities in the training and test sets. This will lead
to lower-than-expected performance on real datasets, since the test set is not representative of the

different real data the model will encounter. Data leakage may also occur when some processing
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is performed on the data before splitting between training and testing sets. For instance, if
dimensionality reduction methods are performed on data before splitting, information about the
test set is used to inform the model training which again leads to misleading performance measures
(Albert, 2021). Test sets must be scrutinized, including assuring that test data was split before any
processing, and assessing any potential near duplicates between the training and test sets.

Model selection should be based on relevance to the data, as well as the desired utilization.
As advanced deep learning models continue to provide impressive performance on a variety of
tasks, it is common to apply these methods on even more tasks. However, considerations must be
made before defaulting to these models (Martens et al., 2011). Due to the large number of
parameters constituting these models, they require large amounts of training data, which may not
be available in some cases (e.g., for patient sets or rare diseases) (Perone & Cohen-Adad, 2019).
In many such cases, more simple methods provide robust performance. Importantly, simpler
methods are easier to interpret than deep learning methods (Gilpin et al., 2018). Indeed, in many
ML applications, the model interpretability is critical since it allows the discovery of the
mechanisms and the factors responsible for the modeling decisions.

Finally, it is important that models are evaluated in a reasonable manner. This includes but
goes beyond preventing data leakage. Test sets must be representative of data the model will
encounter in employment. For instance, when evaluating classifiers, class distributions should be
realistic (Paleyes et al., 2022). Additionally, the choice of performance metrics is important. For
instance, when evaluating model performance on imbalance data (more representation of certain
classes than others) accuracy is inappropriate and may imply high performance when that is not

the case. Better metrics for imbalanced data include F'1 score (Martens et al., 2011).
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1.2.2 Reusability and Reproducibility in ML-based Studies

Science, as a methodology, hinges on the ability to test hypotheses experimentally. This
means that the hypothesis must be supported by experimental results that can be reproduced. When
research findings cannot be reproduced, they must be called into question. Since loannidis
published the paper “Why Most Published Research Findings Are False”, there has been broad
concern over the lack of reproducibility in science (Ioannidis, 2005). This phenomenon has been
termed the “reproducibility crisis”, although this terminology has been criticized (Fanelli, 2018).

The reasons for a poor reproducibility of ML-based studies are multiple, including poor
description of methods and assumptions, poor data sharing of the training set or poor code
availability and reusability.

To guide ML scientists and developers, Heil et. al. proposed a set of standards for
reproducibility regarding machine learning in the life sciences (Heil et al., 2021). These standards

are ranked in order of increasing reproducibility.

Bronze standard: All data, models, and code used in the analysis are made publicly available. This

is the minimum standard for reproducibility. Reproduction may be possible with some effort.

Silver standard: The requirements of the bronze standard still apply to the silver standard.
Additionally, all dependencies can be installed with a single command, the key details necessary
for reproducing the analysis are documented, and all random components are set to be
deterministic. With this standard, reproduction should be easier than with the bronze standard.
Analyses that have random components, such as initial parameters in ML models, cannot be

reproduced if the randomness is not set to be deterministic.

Gold standard: The gold standard takes reproducibility beyond the silver standard by requiring

that the analysis be reproducible with a single command.
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Since the general recognition of the problems facing reproducibility, many scientific
editors require the release of code and data for any scientific publication (Walters, 2020). While
this is an important first step, there is currently no guidance of the code’s reusability. Published
bioinformatic tools are rarely checked for code completion, code documentation, dependencies
inclusions or for any issues or bugs at the time of publication.

In bioinformatics fields and applications, software packages and computational tools are
developed specifically for reuse. However, without explicit standards being placed on the code,
the reusability of these tools may be compromised, and long-term maintenance of the tools is
sometimes difficult to implement.

Better reproducibility standards must be upheld by researchers and enforced by funders
and journals to improve reusability of bioinformatic methods and tools. Regarding ML-based
studies in the life sciences, the standards laid out by Heil et. al. are a starting point for researchers

to improve reproducibility.

1.2.3 Benchmarks for Comparisons of Methods

In addition to the reusability and reproducibility of ML methods in the life sciences, it is
important to understand how these methods work, how they can be applied, and what their
capabilities and limitations are. These comparisons are relevant for users to choose the best suited
approaches for their studies, but also to the field at large since it enables identification of current
limitations of the available approaches. The speed with which ML applications are being
developed and applied makes this important task difficult in practice.

All ML models are designed to perform a specific task and on a specific data type. Many
models work under certain assumptions on the data, like the requirement for normally distributed

variables discussed previously (Osborne, 2019). Similarly, many models require preprocessing of
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the data. For instance, SVM assumes that data are independent and have identical distributions
(Hsu et al., 2003). It is important that these requirements be well documented with model
distributions and that users understand those requirements. The clear definition of appropriate use
cases for ML models can help alleviate improper application, as well as point researchers to similar
cases where the models can be applied. To meet this need, “Model Cards for Model Reporting”
were proposed (Mitchell et al., 2019). These are documents that accompany trained ML models
that describe the intended context of use and provide a benchmarked evaluation on a variety of
conditions. While these are intended for documenting trained models, such standards are important
for improving the documentation of ML models in research.

Benchmarking, as included in Model Cards (Mitchell et al., 2019), is the evaluation of a
method on a standardized evaluation set. Benchmarking efforts are critical to understanding the
strengths and limitations of a model, which will inform how it can be employed and how to
interpret the results. Benchmarking is most useful when several models are compared on the same
standardized set so that they can consistently be compared. The need for benchmarking arises
frequently in bioinformatics when several tools designed for the same task are developed, and their
relative strengths need to be evaluated. Large-scale benchmarking efforts have been developed for
benchmarking tools used for metagenomic read assembly, binning, and taxonomic profiling
(Meyer et al., 2019, 2022; Sczyrba et al., 2017). A similar need has also arisen for the detection of
phage sequences in metagenomic datasets. Recently, efforts to benchmark phage detection tools
have been published, and explore the ability of these tools to correctly classify dsSDNA viruses and
curate auxiliary metabolic genes (Ho et al., 2022; Pratama et al., 2021). However, the potential
impact of parameters such as sequence length, sequencing error, quality of assembly, and phage

taxonomy on the tool’s performance is not explored.
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2. OVERVIEW OF DISSERTATION

Machine learning is particularly suited to the large-scale data produced in the life sciences.
With sufficient and high-quality data, robust ML models can be trained to perform tasks untenable
using other methods. However, there is a significant need for improved standards regarding the
use of ML in the life sciences. First, many studies that leverage ML methods are not fully
reproducible. Even published computational tools that are specifically designed for reuse by other
scientists can be challenging to reuse and apply. Second, with the rapid development of novel ML
methods and models, adequate comparisons among models and computational tools are missing.
Significant efforts need to be made to simply understand the landscape of ML in various areas of
the life sciences to identify potential uses of developed models. Further, in domains where several
models are being used for the same task, benchmarking of those methods is critical for guiding
researchers. The aims of this dissertation are to contribute and advance these reusability and
reproducibility standards for ML applications in life-sciences. This dissertation contains three
manuscripts, which are included as Appendices A, B, and C. Appendix A is a review paper
exploring the use of ML for bioreceptor-free biosensing. Appendix B is a benchmarking study
comparing bioinformatics tools for classifying phage sequences in metagenomes. Appendix C is
an opinion paper describing the efforts made to create a reproducible ML pipeline. The detailed
introductions, methods, results, discussion, and conclusions for each chapter are described in the

appended materials. The following is a summary of each manuscript.

2.1. Machine Learning Enhances the Performance of Bioreceptor-Free Biosensors
The field of biosensing is broad and with various subfields based on sensing modality. In
the various subfields, ML has been applied to many sensor technologies. While within each

subfield, there are generally already reviews addressing ML, it is necessary to look at the field as
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a whole to guide researchers and identify potential future directions. This review identifies the ML
methods that have enabled sensitive and precise biosensors, despite lacking a bioreceptor. In many
cases, the methods that are showing the most promising results, based on reported performance,
are highlighted. Several opportunities for improvement are also illustrated. For instance, although
Enose and Etongue systems both face the challenge of sensor drift, only Enose systems have
widely adopted transfer learning to correct for it. By addressing the field as a whole, this review
provides guidance to researchers regarding comparisons between candidate models and points
them toward future directions. A valuable future direction realized by this study is to assess the
use of ML in biosensing on the other standards discussed in this dissertation. For example, to
explore the standards of reproducibility individual studies exhibit. This would be an important
study direction, to both validate the research findings reported in the review and advance the field

with more open science practices.

2.2. A Comprehensive Benchmarking of Metagenomic Phage Detection Tools

Metagenomic approaches have enabled a novel understanding of the complex interactions
between phages and their bacterial hosts in natural ecosystems. However, since the majority of
phages are unknown, alignment methods are ineffective for detecting the diversity of phage
communities in metagenomes. Hence, new computational tools for detecting phage in
metagenomes are being rapidly developed, and a critical need has emerged to develop systematic
benchmarks for these tools. With an ever-increasing number of computational tools published for
the purpose of detecting phage in metagenomes, and many studies drawing inferences on phage
communities based on the prediction of those tools, it is critical to understand where these methods
perform well, and what are their limitations. This study evaluated the performance of currently

available bioinformatic tools and assessed the effect of sequence length, phage taxonomy, low
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viral abundance, eukaryotic contamination, sequencing error rate, sequencing technology, and
quality of assembly. Strikingly, more than half of the surveyed tools (10/19) could not be installed,
run at scale or at all. Of the 9 remaining tools, a wide range of performance could be observed,
and different strengths and weaknesses could be identified for each approach.

The results of this effort aim to inform researchers and guide their choice of computational
tools for their analytic needs. Further, all of the benchmarking data is released including extensive
documentation. Novel phage detection tools are constantly published, and the research community

would greatly benefit from comparing these tools' performances on the same standardized dataset.

2.3. A Detailed Case Study on Implementing a Reproducible Machine Learning Enabled
Workflow

To address concerns of irreproducibility of studies using ML, standards have been
proposed, in particular those developed by Heil et. al. While these give useful guidelines, the
literature is lacking in specific examples of how these standards can be met in a real research
setting. To answer this need, this opinion article describes the rationale and effort behind
developing a ML pipeline that meets Heil’s Gold Standard of reproducibility. This work is
ancillary to a larger project that employs ML to classify scientific articles based on title and
abstract, extract key information from the article, as well as perform additional downstream
analyses. State-of-art deep learning language models, transformers, are used for the ML tasks.
Early in the project, an Open Science Implementation plan was formulated to define the
reproducibility, code, and data standards which were to be implemented. This article describes
those standards. Discussion includes the rationale behind certain decisions and how they help meet
key standards, as well as how they were specifically implemented. We aimed to achieve Heil’s

gold standard reproducibility through parameterization of code, automation using a workflow
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manager, and thorough documentation. Standards which promote robust coding practices were
employed, including the use of static code checks, configurability, and automated testing. Data
standards are described to facilitate transparency and reproducibility. By providing an example of
the efforts made to reach a high level of reproducibility, it is hoped that other researchers may find

it helpful in improving their own projects.

3. CONCLUSION

The rise of ML has brought incredible advances to life science research on a variety of
problems. The unique ability of these methods to identify and learn patterns from complex and
large-scale datasets has provided researchers with powerful new tools. However, the increasingly
rapid development and adoption of these methods have brought new challenges. A central
challenge of these methods is their reproducibility and reusability. While new methods may be
promising, their reusability may be hindered by a variety of problems, such as insufficient
documentation. Additionally, researchers are often faced with many potential methods or
computational tools for a given task, which makes choosing a method difficult. To address these
challenges, it is necessary to improve standards for reproducibility and comparisons of
computational methods, both of which have been addressed in this dissertation. A comparison of
methods was realized for two domains. First, we assessed the use of ML methods for bioreceptor-
free biosensing, pointing out patterns of use and areas where certain methods could be useful.
Second, we conducted a comprehensive benchmarking study on tools designed to detect phage
sequences in metagenomes providing valuable insights into the various tools’ strengths and
limitations. To encourage further benchmarking efforts, the datasets used in this study are made
publicly available with detailed documentation. The standards of reproducibility were also

addressed for two domains. During the benchmarking study, all available phage identification tools
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were evaluated for reusability. For tools that we were not able to use, the reasons for this were
documented (e.g., insufficient documentation, hard-coded paths, and inability to scale to real
datasets). Ideally, developers of new tools can use this to guide decisions to enable greater
reusability. Finally, we provided a detailed description of the efforts and considerations that were
made to produce a reproducible ML workflow including explicit reproducibility, code quality, and
data standards and how they were attained. Overall, this dissertation has aimed to advance
standards for machine learning in the life sciences and has done so through efforts to provide
comparisons and benchmarking of methods and evaluate and extend their reproducibility and

reusability.
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Abstract

Since their inception, biosensors have frequently employed simple regression models to
calculate analyte composition based on the biosensor’s signal magnitude. Traditionally,
bioreceptors provide excellent sensitivity and specificity to the biosensor. Increasingly, however,
bioreceptor-free biosensors have been developed for a wide range of applications. Without a
bioreceptor, maintaining strong specificity and a low limit of detection have become the major
challenge. Machine learning (ML) has been introduced to improve the performance of these
biosensors, effectively replacing the bioreceptor with modeling to gain specificity. Here, we
present how ML has been used to enhance the performance of these bioreceptor-free biosensors.
Particularly, we discuss how ML has been used for imaging, Enose and Etongue, and surface-
enhanced Raman spectroscopy (SERS) biosensors. Notably, principal component analysis (PCA)
combined with support vector machine (SVM) and various artificial neural network (ANN)
algorithms have shown out-standing performance in a variety of tasks. We anticipate that ML will
continue to improve the performance of bioreceptor-free biosensors, especially with the prospects
of sharing trained models and cloud computing for mobile computation. To facilitate this, the
biosensing community would benefit from increased contributions to open-access data repositories

for biosensor data.

Keywords: label-free biosensor; machine learning; support vector machine; artificial neural

network; principal component analysis

1. Introduction
The field of biosensing has exploded into nearly all areas of research, from medical
applications [1] to environmental monitoring [2]. Some of the greatest appeals of biosensors are

their specificity and sensitivity. These properties are primarily due to bio-receptors, which are
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selected for their inherent specificities such as enzymes [3], anti-bodies [4], and aptamers [5].
However, the very aspect that makes biosensors so specific and sensitive can also limit the sensor
stability due to the degradation of the bioreceptor [6]. Additionally, as the bioreceptor is specific
to an individual analyte, the particular sensor’s scope is limited to the specific analyte to which the
bioreceptor can bind.

To obviate these issues, many nature-inspired sensors have emerged that are bio-receptor-
free. Some of the most notable examples that have made great progress include the electronic nose
(Enose) [7-11] and electronic tongue (Etongue) [12—16]. Additionally, surface enhanced Raman
spectroscopy (SERS)-based sensors have demonstrated in-credible chemosensing ability [17-21].
Without a bioreceptor, however, there is the risk of significantly compromised biosensor
performance including the limit of detection (LOD) and specificity. Researchers have introduced
machine learning (ML) to bioreceptor-free biosensors to bridge this trade-off gap, improving the
LOD and specificity [22]. In a sense, ML can be used to take the place of a bioreceptor by
reintroducing specificity during data analysis. This is made possible by powerful ML techniques
capable of detecting subtle patterns in sensor responses.

While this approach has demonstrated success, there are still several challenges that these
systems must overcome. A major challenge being faced is model generalizability. Since many
models rely on subtle patterns in the data, they can be quite sensitive to underlying data changes.
This can make the models susceptible to error when faced with sensor drift or replacing parts of
the system [14].

Since the scope of this review is quite large and covers all bioreceptor-free biosensors that
utilize ML, there are a few points to clarify. Many subsets of our scope have received thorough

attention and review. For instance, the use of ML for Enose and Etongue [23-27] and SERS-based
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biosensors [28] have previously been described. Since the literature is rich in these areas, we
realize that all recent original research cannot be adequately covered here. Rather, our intent is to
provide a unified discussion of the relevant methods and challenges to give a bigger picture. We
also would like to acknowledge that there is a complementary review in the literature discussing
the use of ML in biosensing in general [29], but not for biosensors that are bioreceptor-free.

In this review, we will give the current state of using ML to enhance the performance of
bioreceptor-free biosensors. Section 2 briefly introduces the types of biosensors that have most
benefited from ML. Section 3 provides some background on machine learning algorithms and how
their performance can be assessed. Section 4 covers electrochemical biosensors, with particular
emphasis on Enose and Etongue. Successful methods are discussed as well as some of the
challenges and how they are being addressed with ML. Section 5 discusses optical biosensors,
notable for imaging- and SERS-based biosensors. Additional considerations and future
perspectives are dis-cussed in Section 6 including what currently prevents many of these systems
from being commercialized and what directions may be taken. We also present some
considerations on best practices for ML in biosensing, especially regarding communication of

methods and reproducibility.

2. How Biosensors Can Benefit from Machine Learning

Biosensors in the classic definition are sensors that utilize a bioreceptor such as antibody,
enzyme, peptide, nucleic acid, etc. A bioreceptor binds to a target biological molecule and
generates a signal when coupled with a transducer. Biosensors have evolved to a wide range of
transducer types including electrochemical, optical, and spectroscopic biosensors. Traditionally, it
is the bioreceptor that provides specificity and sensitivity to the biosensor. Increasingly, however,

researchers are developing biosensors that lack a specific bioreceptor. A typical example is a semi-
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specific chemical sensor array, termed Enose (from gas), or Etongue (in solution). Since such a
sensor’s specificity is not provided by the bioreceptor, a fingerprinting technique is used to
recognize signal patterns indicative of a particular analyte. Frequently, machine learning
techniques are employed to detect these patterns and provide specificity.

The use of machine learning to enhance the performance (e.g., specificity, sensitivity, and
LOD) of bioreceptor-free biosensors is not limited to chemical sensor arrays. It has been employed
in various biosensor mechanisms. Some of the most famous examples aside from Enose and
Etongue are imaging-based biosensors and SERS-based biosensors. Additionally, the use of
machine learning for biosensors is not limited to those that lack bioreceptors. Cui et al. [29] cover
several examples of traditional biosensors employing machine learning to enhance performance.

Table A-1 provides an overview of the tasks for which machine learning has been applied,
the specific algorithms used, and the relevant papers. More information on the algorithms
themselves can be found in Section 3. Additionally, Table A-2 gives a comparison of each of the
major biosensing mechanisms including data type and appropriate feature engineering and ML
methods. All information in Table A-2 comes from Table A-1 and serves as a higher-level
summary.

Table A -1

Machine learning tasks and algorithms used in biosensing.

l\l/glleocs]f:z;;lri Task Target Algorithm Ref.
Electrochemical

Cv Regression Maleic hydrazide ANN [30]

CV Classification Industrial chemicals LSTM, CNN [31]
Feature extraction PCA

Enose Classification Harmful gases DT, RF, SVM  [32]
Regression SVR

Enose Regression Formaldehyde BPNN [33]

Enose Classification Chinese wines BPNN [34]
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Transfer

Target task change Chinese liquors 1 !
earning
JDA [35]
Enose Sensor drift compensation Gases DTBLS [36]
for classification TrLightGBM [37]
ELM [38]
Enose Sensor dr} fi compepsatlon Bacteria ELM [39]
& noise reduction
EIS Classification Breast tissue ELM + SVM [40]
EIS Classification Milk adulteration k-NN [41]
EIS Classification Breast tissue RBFN [42]
Feature extraction . PCA
EIS Classification Avocado ripeness SVM [43]
EIS & EIT Classification Prostatic tissue SVM [44]
Taste classification CNN
Etongue Increase generalizability Tea storage time Trans'fer [45]
learning
Feature Extraction -SNE
Etongue Classification Beverages NN [46]
Etongue Classification Cava wine age LDA [47]
Etongue Regression Black tea theaflavin = Si-CARS-PLS  [48]
Optical
. ) . ) Plant disease VOCs
Colorimetric Classification (blight) PCA [49]
lef. contrast Dlgltgl stammg & Leukocytes GAN [50]
microscopy domain adaptation
quoresgence Classification Microglia ANN [51]
imaging
FTIR imaging Digital staining H&E stain Deep CNN [52]
Lens—free Image reconstruction Blood & tissue CNN 153.54]
1maging Herpes [55]
Lens—free Image recgnstrgctlon & Bioacrosol CNN [56]
imaging classification
Multl-mOQal multi- Digital stammg & Liver tissue DNN 57]
photon microscopy modal mapping
Mgltlspg ctral Classification Pollen species CNN [58]
imaging
Quan.tltatlye phase Digital staining Skin, k1dney & liver GAN [59]
1maging tissue
Raman Feature extraction Thyroid dysfunction PCA [60]
spectroscopy Classification biomarker SVM
Feature extraction : : PCA [61]
TLC-SERS Quantification Histamine SVR
SERS Exploratory analysis Malachite green & PCA [37,62]
Quantification crystal violet PLSR
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SERS Quantification Methotrexate PLSR [63]
Classification . k-means
SERS Oil vs lysate spectra clustering [64]
Dimension reduction Leukemia cell lysate PCA
Classification SVM
Dimension reduction . PCA [38,65]
SERS Regression Levofloxacin PLSR
SERS Quantification Potassium sorbate & = op [66]
sodium benzoate
SERS Dimension regluctlon & Congo red PCR [39,67]
regression
Dimension reduction . PCA [40,68]
SERS Classification Mycobacteria LDA
SERS Quantification Biofilm formation PLSR [41,69]
SERS Feature .extra'ction Non—strgctural PCA [70,71]
Classification protein 1 BPNN, ELM
Exploratory analysis . PCA, HCA [72]
SERS Classification Pollen species ANN
Feature extraction KPCA [73]
SERS Classification Human serum SVM

Note. CV = cyclic voltammetry; ANN = artificial neural network; LSTM = Long short-term
memory; PCA = principal component analysis; DT = decision tree; RF = random forest; SVM =
support vector machine; SVR = support vector regression; BPNN = back-propagation neural
network; JDA = joint distribution adaptation; DTBLS = domain transfer broad learning system;
GBM = gradient boost machine; ELM = extreme learning machine; EIS = electrical impedance
spectroscopy; EIT = electrical impedance tomography; k-NN = k-nearest neighbor; RBFN = radial
basis function network; CNN = convolutional neural network; t-SNE = t-distributed stochastic
neighbor embedding; Si-CARS-PLS = synergy interval partial least square with competitive
adaptive reweighted sampling; FTIR = Fourier transform infrared; VOC = volatile organic
compound; GAN = generative adversarial network; DNN = deep neural network; TLC = thin layer
chromatography; SERS = surface enhance Raman spectroscopy; PLSR = partial least squares
regression; PCR = principal component regression; LDA = linear discriminant analysis; HCA =
hierarchical cluster analysis; KPCA = kernel principal component analysis.

Table A -2

Summary of data types and useful ML methods for biosensing mechanisms.

ﬁ?:ﬁ:ﬁ;:i Description of Data Elyitel?;lltl;fm ML Model
Cv Cyclic voltammogram ANN, LSTM, CNN
EIS Nyquist plot PCA k-NN, ELM, SVM, RBFN
Enose Multivariate PCA DT, RF, ELM, SVM, BPNN
Etongue Multivariate PCA, t-SNE LDA, &-NN, CNN, PLS

65



Lens-free imaging Image CNN
Digital staining Image Deep learning, GAN
SERS Spectrum PCA, KPCA PLSR, LDA, SE\I/JI\I\/EI’ SVR, BPNN,

3. A Brief Tour of Machine Learning

In simple terms, machine learning aims to learn patterns in data to make predictions on
new data. Generally, this prediction is either categorical classification (into one of a set of classes)
or regression (continuous numerical output). In machine learning terms, the data used for
prediction (i.e., biosensor data) are termed features or predictors. The set of features associated

with one “observation” (e.g., biosensor data from one sample) is termed the feature vector.

3.1. Feature Engineering

Frequently, the predictor variables (feature vector) are not the raw biosensor data. One of
the most challenging parts of using machine learning is the construction of the feature vector from
the raw data. This process is termed feature engineering and mostly entails finding the relevant
information from the data to aid the machine learning algorithm’s performance. Common feature
engineering steps include denoising, normalization, and rescaling.

One of the most powerful feature engineering processes is dimension reduction. This
reduces a large number of features to a smaller number of features while minimizing information
loss. Perhaps the most common method of dimension reduction is principal component analysis
(PCA) [74], which reduces the original set of variables to a smaller set of independent variables
termed principal components (PCs). The effectiveness of PCA to represent the data can be assessed
by the amount of variance in the data explained by the PCs. Since PCA determines the PCs based
on the eigenvectors’ directions in the feature space, data must first be centered and rescaled to

avoid bias toward those variables with a larger magnitude. Another common dimension reduction

66



algorithm is linear discriminant analysis (LDA), which also produces a smaller number of
variables but is supervised and optimally maximizes class separation [75]. Other more complex
dimension reduction methods exist including artificial neural networks (ANN), as discussed in
Section 3.3. ANN is typically used as a supervised machine learning method, while it has

occasionally also been used for dimension reduction.

3.2. Unsupervised Vs. Supervised

The two broad categories of machine learning algorithms are unsupervised and supervised
[76]. In unsupervised methods, data labels are not provided during model training, while in
supervised methods, they are. An example of an unsupervised algorithm is cluster analysis, used
to group similar data. Unsupervised methods are less common in biosensing since we generally
know what kind of prediction(s) we would like the model to make. A notable exception is PCA,
as mentioned in Section 3.1. While PCA may be considered an unsupervised machine learning
method, its use has recently been limited to dimension reduction (one of feature engineering

processes) prior to supervised machine learning analyses.

3.3. Classification Algorithms

Among the supervised methods, classification algorithms are some of the most well-
known. Classification gives prediction in the form of a class label (e.g., which bacteria species is
present), thus, the output is inherently categorical. Briefly, some of the most common classification
algorithms are presented in the following.

k-nearest neighbors (k-NN): One of the simplest classification algorithms, &-NN is a
distance-based classifier. Class is predicted as the most common class of the k-nearest neighbors
in the feature space [77]. In the example shown in Figure A-1, the feature space is two dimensional

(with variables x1 and x2) and the value of k is 4. In k-NN, the number of neighbors used for

67



assignment, &, is a hyperparameter (i.e., a model parameter that is not optimized during the training
process itself). As with most ML models, hyperparameter selection may strongly influence

performance [78].

k-Nearest Support Vector
X, Neighbors x, Machine

Figure A - 1

Comparison of classification technique using k-NN and SVM. In k-NN, four nearest neighbors are
shown contributing to the gray point’s assignment. Classification of the gray point is the blue star
class. In hypothetical SVM with nonlinear kernel, new data are classified in which region the point
lies. In both examples, the feature space consists of two dimensions. Classification could be, for
example, bacterial species like E. coli, Salmonella spp., Pseudomonas spp., Staphylococcus spp.,
Enterococcus spp., etc. In practical applications, the feature space has many more dimensions,
where decision boundaries for SVM are hyperplanes in the (n—1) dimension for an n-dimensional

feature vector.

Support vector machine (SVM) is a non-probabilistic, binary, linear classifier [79]. SVM
relies on the construction of hyper-plane boundaries in the feature space to separate data of
different classes. Although SVM itself only accounts for linear separation of classes (i.e., hyper-

plane boundaries must be “flat”), the data may be mapped to a higher-dimensional feature-space
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using the “kernel trick” [80]. Some of the most common kernels are radial basis function and
Gaussian. When the hyperplane boundaries are projected back into the original feature space, they
allow for non-linear boundaries, as shown in Figure A-1. Additionally, there are methods allowing
SVM to be used for multi-class prediction [81]. The placement of hyperplanes is determined by
minimizing the distance between the hyperplane and several of the points closest to the boundary
between classes. SVM’s robustness against outliers is improved by a soft margin. This allows for
a certain quantity of misclassifications, which are presumably outliers, to improve the separation
of the other observations [82]. While SVM shows resilience against outliers and performs well in
high-dimension feature spaces, it is prone to over-fitting, especially when using non-linear kernels
[83]. Overfitting is when the model performs well on training data but performs poorly when
generalized to unseen data.

Linear discriminant analysis (LDA): In addition to dimension reduction, LDA can be used
for classification. Other related algorithms allow for non-linear classification such as quadratic
discriminant analysis (QDA) [84]. One of the limitations of LDA and its relatives is that they
assume the data are normally distributed.

Decision tree (DT) and random forest (RF): In tree-based models such as decision tree
(DT), the feature vector starts at the tree’s “trunk,” and at each branching point a decision is made
based on the learned decision rules. The end classification would then be at the terminal or “leaf”
node that the instance results. DTs can be used for classification and regression [85]. When the
target variable is categorical, it is referred to as a classification tree; when the target variable is
numerical and continuous, it is referred to as a regression tree [86]. Random forest (RF) is so called

because it can be considered a forest of decision trees (Figure A-2) [87]. There are many RF

69



architectures, but in all instances, the classification from each decision tree contributes to the

overall classification for an observation.

Decision Tree Random Forest
Root
Node
Decision Decision ce e
Node Node
Terminal Terminal Terminal Terminal
Node Node Node Node

Figure A -2

Decision tree (DT) showing nodes at which binary decisions are made on features. Terminal node
dictates model prediction. Actual DTs have many more nodes than shown here. Random forest

(RF) shown as a series of distinct decision trees.

Artificial neural network (ANN) draws inspiration from biological neural networks (i.e.,
neurons in the brain) and is composed of a collection of connected nodes called artificial neurons
(see Figure A-3). ANNs can be used for classification and regression. As mentioned earlier, ANN
can be used for dimension reduction prior to supervised machine learning. There are a large variety
of ANN structures such as (1) recurrent neural network (RNN) [88], (2) extreme learning machine
(ELM) [89], and (3) deep learning algorithms such as the convolutional neural network (CNN)
[90], deep belief network [91], and back-propagation neural network (BPNN) [92]. “Deep”
indicates several hidden layers. ANN architectures have many hyperparameters such as the number
of hidden layers, connectedness, and activation functions [93].

One of the aspects that makes ANN so powerful is that features do not need to be well-

defined real numbers. This allows them to excel at working with data such as images for which
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extracting numerical features would be difficult and inefficient. One limitation of ANNSs is that
they require a large amount of data for effective training. In some settings, training data sparsity

can be mitigated through a generative adversarial network (GAN) using back propagation [94].

Input Layer Hidden Layers Output Layer

Figure A -3

Artificial neural network (ANN) showing nodes of the input, hidden, and output layers.

Common classification model performance metrics are accuracy, precision, sensitivity
(also known as recall), specificity, and F1. For binary classification with labels “positive” and

“negative”, they are defined as follows:

TP+ TN
ACCUracY = TP ¥ TN + FP + FN ©
precision = % (7
sensitivity = % (8)
specificity = % )
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F1 2 X precision X sensitivity

(10)

precision + sensitivity

where TP is true positive, TN is true negative, FP is false positive, and F'N is false negative.

3.4. Regression Algorithms

In contrast to classification, the prediction made by a regression algorithm is a numeric
value from a continuous scale (e.g., glucose concentration in blood). A simple regression example
fits a linear model of the form y = mx + b, where a model is built for the prediction of the output
variable y based on the input variable x, and the coefficients m and b are “learned” from the data.
The learning is typically done by the least-squares regression approach, minimizing the sum of the
squared residuals. The following are some of the most common regression algorithms.

Multilinear regression (MLR) is a simple regression model, which expands the above linear
model example, accounting for multiple input variables. This model shows how it can be difficult
to determine when an algorithm becomes sophisticated enough to be considered “machine
learning”.

Support vector regression (SVR) is an adaptation of SVM used for regression problems.
Like SVM, SVR can utilize kernels to allow for non-linear regression. An advantage of SVR over
traditional regression is that one need not assume a model that might not be accurate. For instance,
with linear regression, there is an assumption that the data distribution is linear. SVR does not
require such pre-determined assumptions [95].

Regression tree is an adaptation of DT for regression. Regression tree has the advantage
that it is non-parametric, implying that no assumptions are made about the underlying distribution
of values of the predictors [86].

Artificial neural network (ANN) is also widely used for regression problems, and many
varieties exist, some of which were mentioned previously.
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A large variety of metrics exist for regression model performance. Since there are too many
to define here, for further reading, we suggest the study by Hoffman et al. [96] to learn more. Some
of the most common metrics are briefly presented here. Root mean squared error (RMSE) and
mean absolute error (MAE) have the benefit that their units are the same as the output (predicted)
variables, but this makes the metrics less universally understandable. Normalized root mean
squared error (NRMSE) partially resolves that. Coefficient of determination, R2, on the other hand,
is unitless and R? < 1, where a value near 1 is generally considered good performance (although

this is a bit oversimplified).

3.5. Model Performance Assessment

Frequently, researchers will try various models and compare their performance. The value
of the performance metrics listed above can be treated as random variables and statistical analyses
can be used to test hypotheses regarding which model is better [96]. While this sounds simple, it
can be nuanced: for instance, when working with a classification model, which metric is most
important for your application? In some cases, specificity may be more important than accuracy,
for instance. Additionally, when using statistical tests to compare model performances, certain
assumptions are made, and their validity should be assessed such as when using NRMSE, as it is
assumed that noise affecting the output is random and normally distributed.

The best practice for model selection, tuning, and performance assessment is to split the
data into 3 sets: training, testing, and validation. For example, if the database consists of 1000
observations, 100 (10%) are assigned to the validation set and the remaining 900 (90%) are split
between the training and test sets as 810 (90%) for training, 90 (10%) for testing. The model is
then trained on the labeled training set. Model selection and hyperparameter tuning is conducted

based on model performance when challenged using the test set. In addition to train—test splitting,
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cross-fold validation can be used on the training set when tuning hyperparameters or comparing
models [97]. Train—test splitting and cross-validation are most important when you intend to
generalize the model to predict new, unseen data [96]. Final model performance validation is
conducted on the validation set, which should not be used until all model selection and

hyperparameter tuning have been completed.

4. Electrochemical Bioreceptor-Free Biosensors

Since their inception, electrochemical biosensors have become extremely popular. In
traditional electrochemical biosensors, the bioreceptor interacts with the target to generate a signal
at the electrical interface. A widespread scheme is an enzyme (e.g., glucose dehydrogenase or
glucose oxidase) interacting directly with the target analyte (e.g., glucose), catalyzing a redox
reaction that generates a signal at the electrical interface [98]. Electrical interfaces include metal
electrodes, nanoparticles, nanowires, and field-effect transistors (FET) [99].
It is also possible to eliminate the biorecognition element (=bioreceptor, e.g., an enzyme) in
electrochemical biosensors. Voltametric sensors described in Section 4.1 can detect biomolecules
based on direct interaction with the electrical interface [30]. Electrical impedance spectroscopic
biosensors can also detect subtle differences in a solution or material’s electrical impedance, as
discussed in Section 4.2. Alternatively, we can use an array of chemical or physical sensors varying
the electrical interface to create multi-dimensional data. Machine learning-based pattern
recognition is used to identify the target analyte. Two of the most common sensor arrays are termed

Enose and Etongue, which are covered in Section 4.3.

4.1. Cyclic Voltammetry (CV)
Voltammetry sensors apply electric potential to a “working” electrode and measure the

current response, which is affected by analyte oxidation or reduction [100]. Cyclic voltammetry

74



(CV) is a specific voltammetry technique in which the potential is swept across a range of
values, and current response is recorded. These CV curves (cyclic voltammograms) can serve as

a fingerprint of the sensor response. A typical CV curve is shown in Figure A-4A.

Electrical Impedance

A Cyclic Voltammetry L Spectroscopy

Current (UA)
Reactance Z” (QQ)

- > >
Potential (V) Resistance Z’' ()

Figure A -4
(A) Hypothetical cyclic voltammograms for three samples. (B) Hypothetical Nyquist plot obtained

through EIS showing curves for three samples.

CV biosensors often employ bioreceptors to provide specificity in the interaction between
target analyte and electrode surface. However, there has also been research on utilizing more
complex electrode surface structures and modifications to allow for semi-specific interaction with
the target analyte without the need of a bioreceptor. Sheng et al. [30] describe a compound
electrode utilizing Cu/PEDOT-4-COOH particles for CV detection of the phytoinhibitor maleic
hydrazide. They found that several regression models had poor performance for modeling the
sensor current response with respect to target concentration. However, they employed an ANN
with great success for the same regression task. The result is that their detection range is broader
than comparable methods by an order of magnitude at each extreme (detection range = 0.06—1000

uM and LOD = 0.01 uM).
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4.2. Electrical Impedance Spectroscopy (EIS)

Electrical or electrochemical impedance spectroscopy (EIS) is an analytical technique that
provides a fingerprint of the electrical properties of a material. EIS is performed by applying a
sinusoidal electric potential to a test sample and recording the impedance (both resistance and
reactance expressed in a complex number) over a range of frequencies [101]. Frequently, an
equivalent circuit model is fitted to EIS data to provide a fingerprint of the material properties
[101]. Figure A-5 shows an equivalent circuit diagram for EIS being performed on a single cell
suspension. An example EIS spectrum is shown in Figure A-4B. It is the classification and
regression on such fingerprints that machine learning tends to be well suited.

A simple example of this is the use of k-NN on EIS data for the detection of adulteration
in milk [41]. In this work, the feature space was composed of resistance at a certain temperature
and pH. They demonstrated good accuracy of 94.9%. However, the data were highly imbalanced,
and in the example classification plot [41], one of the three unadulterated samples were
misclassified, a 66% specificity.

More robust classification has been performed using SVM. One example is for the
assessment of avocado ripeness [43]. This work describes using PCA for feature extraction,
resulting in two PCs that explain >99.3% of the variance. SVM is then used for classification based
on the first two PCs. SVM for EIS was also described by Murphy et al. [44] for classification of
malignant and benign prostatic tissue. However, instead of using PCA for feature extraction,
equivalent electrical circuit model parameters were used as predictors. The feature vector size was
2160, consisting of four electrical features for each of eleven frequencies across multiple electrode
configurations. Classification was also performed on electrical impedance tomography (EIT) data

from the same samples using SVM. Both showed good classification performance, though the
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authors mention that EIT may be preferable since the measurements are not dependent on probe

electrical properties, and thus can be compared more easily to other studies.
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Equivalent circuit diagram of single cell suspension. Reproduced with permission from [102]

without modification. Copyright 2020 John Wiley and Sons.

While SVM is renowned for its tolerance of outliers, this is a trade-off in that data points
not near the boundary between classes do not contribute to defining class attributes. However,
ANNSs preserve more of this information for prediction. When the number of observations or
predictors are small, this can lead to overfitting. However, with sufficient data size, ANNs can
preserve predictive information and be robust against outliers and overfitting. These attributes have
been utilized for EIS based classification of breast tissue [40,42]. Both works use the same publicly
available dataset of EIS measurements from freshly excised breast tissue [103], made available on

the University of California, Irvine (UCI) Machine Learning Repository [104]. The dataset
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contains nine spectral features from EIS. Daliri [40] describes using three ELMs, each with
different numbers of nodes, and feeding the output of the three ELMs (extreme learning machines)
into SVM for classification. This method showed improved performance over previous methods
for the same dataset such as LDA [105]. Helwan et al. [42] compared both BPNN and radial basis
function network (RBFN) for the same task. Both methods showed an improvement over ELM-
SVM as described by Daliri [40], with RBFN performing better than the BPNN including
improved generalizability (i.e., classification performance on new data).

It is seen that in the case of EIS classification, node-based models have shown improved
performance over other models. This can be seen most clearly when comparing classification
accuracy for those methods that utilized the same dataset. The RBFN and BPNN had the highest
classification accuracy, with 93.39% and 94.33%, respectively [42]. The next best performance
was achieved by the ELM-SVM, achieving 88.95% accuracy [40]. These results show marked
performance increase over LDA [105]. Model performance is greatest in those models that do not
utilize distance for classification (i.e., SVM and LDA). While distance-based classifiers are robust

to outliers, in these EIS datasets, performance benefitted by node-based classification.

4.3. Enose and Etongue

Enose and Etongue are named in analogy to their respective animal organs. Both sensor
types rely on an array of semi-specific sensors, each of which interacts to a different degree with
a wide range of analytes. Figure A-6 shows a comparison between Enose and Etongue alongside
the analogy to their respective biological systems [27,106]. The sensor arrays can be composed of
any variety of sensors. The following chemical gas sensors have been used in Enose systems: metal
oxide (MOX) gas sensor, surface or bulk acoustic wave (SAW and BAW) sensors, piezoelectric

sensor, metal oxide semiconductor field-effect transistor (MOSFET) sensor, and conducting
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polymer (CP) based sensor [107]. Similarly, a variety of sensors can be employed in Etongue
systems such as ion-selective field-effect transistor (ISFET) and light-addressable potentiometric

sensor (LAPS) [108].

The optional step Sample transfer Sample transfer to properly selected sensors array Sample contact with System of Visualization of the resulis and
of sample through pumps and QCM. SPR, FET etc. with possible coatings: CNTs, sensitive elements collection, classification depends on the
collection. valves graphene, ILs. In case of bioelectronics, (biological or chemical) and processing and data concentration, hedonic tone or
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Figure A - 6

Comparison of operation principle of Enose and Etongue, and the analogy to the biological

systems. Reproduced with permission from [27] without modification. Copyright 2019 Elsevier.

Analyte presence, or a more general attribute such as odor or taste, is detected through
pattern recognition of the sensor array response. For pattern recognition on this naturally high-
dimensional data, machine learning techniques are an obvious choice. Scott et al. provided a
relevant and succinct paper on data analysis for Enose systems [23]. As discussed in Section 3 of
this review, feature engineering is critical in any machine learning pipeline. Yan et al. [24] provide
a review article on the feature extraction methods for Enose data. For non-linear feature extraction
of Etongue data, Leon-Medina et al. [46] give a great comparison of seven manifold learning

methods.
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A vast number of papers exist detailing such systems and their use of machine learning. As
such, it would be infeasible to cover all of them adequately. For this review, a higher-level analysis
is presented by looking at the conclusions reached in the review papers covering this topic as well
as a few notable examples of specific papers. Of particular interest is which algorithms had the
most success with Enose and Etongue sensors or applications.

A common task of Enose is the prediction of “scent”, which is a classification problem.
Before the application of the classification algorithm, it is common to perform dimension
reduction. PCA is the most common choice for this task, although independent component analysis
(ICA, a generalization of PCA) has shown success [25]. PCA has been shown to improve the
performance over classification algorithms alone for the piezoelectric Enose [25]. The two
classifiers most commonly in use are SVM [109,110] and various ANN methods [25,111]. In
addition to classification problems, Enose may be used for analyte concentration prediction. One
example is the use of MOS (metal oxide semiconductor) gas sensors for formaldehyde
concentration assessment. In this case, the back-propagated neural network (BPNN) outperformed
radial basis function network (RBFN) and SVR [33]. In another instance, with the single nickel
oxide (NiO) gas sensor, PCA with SVR was utilized for harmful gas classification and
quantification [32]. In cases where the amount of data is not large, SVM may be advantageous
over node-based models (ANNSs) for its resilience against outliers and overfitting.

While Enose and Etongue systems have shown great promise for non-destructive analytical
devices, there are challenges that have limited their use in commercial settings. Several challenges
involve changes in the sensor data, which affect the performance of the trained model. A common
phenomenon is when the sensor array response changes over time or upon prolonged expose under

identical conditions. Such change in sensor response is referred to as sensor drift and can greatly
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affect the trained models’ performance [14]. Another way in which the sensor response may
change is if a sensor in the array becomes defective and must be replaced, as it is difficult to replace
it with one that responds identically, largely due to variability in manufacturing [112,113]. For
both challenges, time consuming and computationally expensive recalibration may be necessary.

The issue of needing retraining due to underlying data distribution changes is commonly
addressed through transfer learning in many machine learning settings. Transfer learning is a
computational method for minimizing the need for retraining when either the data distributions
change (e.g., sensor array response to an analyte) or the task changes (e.g., new classes of analytes
are being detected).

Transfer learning has been extensively employed to counter Enose sensor drift and reduce
the need for complete retraining [35—38]. It has also been used to reduce the deleterious effect of
background interference [39,114]. Although several of the above papers [35,36,38,39]
demonstrate the efficacy of their approach on a shared sensor drift dataset shown in Figure A-7
[115], ranking of the methods is difficult due to inconsistent benchmarking metrics. As mentioned
previously, the data distribution may also change due to replacing a sensor with a new sensor, or
when attempting to apply a trained model to a theoretically identical array with differences due to
manufacturing variability. Transfer learning, specifically using ANN, has demonstrated decent
recalibration [116].

One instance of utilizing transfer learning for target task change was demonstrated by Yang
et al. by training an Enose classifier on wines (source task) and applying it to classify Chinese
liquors (target task) while only retraining the output layer [34]. Interestingly, transfer learning has
been used much less commonly for Etongue systems, although they also face sensor drift.

However, Yang et al. utilized transfer learning to improve the generalizability of their Etongue
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[45]. In this work, they demonstrate the superiority of their transfer learning trained CNN over
other methods such as BPNN, ELM, and SVM for tea age classification.

A trend that has been gaining traction is data fusion to combine Enose and Etongue
systems. The value of this can again be appreciated in how closely the senses of smell and taste
are linked in animals [117], complementing each other to provide the most accurate assessment.
Similarly, by using information from both Enose and Etongue, better analysis can be conducted.
As illustrated in Figure A-8, data fusion can be performed at three levels: low, mid, and high [118].
Recently, mid-level fusion schemes have shown promising results for fusion of Enose and Etongue
data [119,120], especially when performing PCA on the two systems and using those features for
fusion before model training [121-123]. Such systems have also benefitted from the inclusion of

a computer vision system in data fusion [121,124].
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Gas sensor drift dataset from [36]. Each color represents a different gas. Each panel represents a
measurement “batch” at various times spanning 36 months. Reproduced from [36] without

modification, under Creative Commons Attribution 4.0 License.
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General scheme depicting the main differences among low-, mid-, and high-level data fusion.

Reproduced with permission from [118] without modification. Copyright 2019 Elsevier.

Currently, another class of systems exist with the same goals as Enose and Etongue that
utilize biochemical recognition elements, termed bioelectronic nose (bEnose) and tongue
(bEtongue). These devices utilize biological elements such as taste receptors, cells, or even tissues
for sensing [106,125]. These systems show impressive selectivity and sensitivity, especially when
coupled with nanomaterials to aid in signal transduction from the biochemical recognition element
[106,126]. Their major challenges, as with most biosensors, is stability and reproducibility of the
biological element [106]. For these reasons, Enose and Etongue remain popular for their sensor
stability. Continued efforts are necessary to improve sensitivity closer to their bioelectronic

counterparts, especially regarding sensor design and feature extraction methods.
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With such a large variety of sensors in use for Enose and Etongue systems, data processing
can vary significantly. Of particular interest is finding appropriate feature extraction methods
[23,24]. A huge variety of machine learning classification and regression methods have been
employed, both on unsupervised dimensionally reduced feature vectors and classically extracted
features. Transfer learning methods have been successful in allowing target task change with
minimal retraining, especially when using node-based models. However, the challenges posed by
sensor drift and manufacturing variability are still significant and will likely remain a focus for

researchers over the next several years.

4.4. Summary of Electrochemical Bioreceptor-Free Biosensing

Many electrochemical bioreceptor-free biosensors employ chemical or physical sensor
arrays coupled with machine learning. These are most obvious in Enose and Etongue systems,
inspired by nature (humans and animals). Other systems generate multivariate spectral data also
coupled with machine learning. In both cases, machine learning models can aid in analyte
classification or quantification. Especially when using distance-based models, choice of feature
extraction method is important to optimally capture the features relevant to the task (i.e.,
classification or regression). Node-based models, primarily ANNs often require less feature
extraction pre-processing as this step is built into the model learning. Additionally, node-based
models offer a great solution to target task change and noise elimination through transfer learning,
often aided by integration through the back-propagation step so that only the final layer needs to

be refined [34].
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5. Optical Bioreceptor-Free Biosensors

The mechanisms of optical detection in biosensing are diverse. A classic example is the
colorimetric lateral flow assay [127—-129]. Mechanisms beyond colorimetry include fluorescence
[130-132], luminescence [133], surface plasmon resonance [134], and light scattering [135,136].

Machine learning has been widely employed in optical biosensors. An example with
similarities to Enose and Etongue is the bacterial bioreporter panel. Each bacterial bioreporter
responds to target analytes in a semi-specific manner. Machine learning is used to discover patterns
in the bioreporter panel response and relate them to analyte presence or concentration [137,138].
However, this review’s focus is to discuss cases in which the bioreceptor is absent, so such sensors
are not covered in detail.

Another prevalent use of machine learning for analyzing images as biosensor data is for
image processing, especially segmentation [139—-142]. The literature is rich in reviews on machine
learning for image segmentation, and this technology is in no way specific to biosensors, so this
review will not discuss those examples. However, the topic is essential to many biosensors, so it

must be mentioned.

5.1. Imaging

Imaging sensors utilize an array of optical sensors such as a CMOS array (complementary
metal-oxide-semiconductor array; the most used image sensor for digital cameras). Images of the
specimen can be used to identify the target presence and concentration as the molecules exhibit
different coloration, fluorescence, or light scattering, with varying morphology and spatial
distribution. In this manner, several imaging biosensors have been developed to eliminate the need

for labels and bioreceptors.
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A growing field of imaging-based biosensors utilizes lens-free imaging techniques
[143,144]. Since the images from lens-free imaging are not in focus, computational techniques are
needed for image reconstruction, the most common of which is deep learning (mostly based on
ANN with “deeper” layers) [53,54,145]. Lens-free imaging may be used to detect the aggregation
of particles caused by bioreceptor—analyte interaction [55] (Figure A-9). However, an exciting
application is the direct, label-free classification of particles by lensless holography. Wu et al. [56]
presented a lensless holography biosensor for classifying pollen and spores. As with many of these
systems, a CNN was used for image reconstruction. In this work, another CNN was used to classify
the particles, yielding >94% accuracy.

Another work on the imaging classification of pollen utilizes multispectral imaging [58].
Again, a CNN was trained for classification, and a species-averaged accuracy of 96% was achieved

for 35 plant species.

Lens-less hologram (>20 mm?)

S e

Detection

Figure A -9

Lensless hologram reconstruction via CNN for particle aggregation detection. Reprinted with

permission from [55] without modification. Copyright 2019 American Chemical Society.
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Artificial neural networks (ANNs) have also found great success in the developing field of
digital staining. Hematoxylin and eosin (H&E) stain is the most common stain for histology [146].
However, the quality of tissue staining is subject to many factors that can affect the diagnosis.
Digital staining is an alternative in which tissue sections are imaged unstained, and a trained model
generates an image simulating stained tissue (Figure A-10). Deep learning has been applied for
digital staining on images acquired from a variety of methods including quantitative phase imaging
[59], Fourier transformed infrared spectroscopy (FTIR) [52], and multi-modal multi-photon
microscopy [57]. To overcome the issue of data scarcity and overfitting, researchers have
frequently employed generative adversarial neural network (GAN) for medical imaging [147],

which has shown promising results for digital staining model training [148]. Additionally, transfer

learning has improved the model’s generalizability to multiple domains [50].
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Figure A - 10

A quantitative phase image of a label-free specimen is virtually stained by a deep neural network,
bypassing the standard histological staining procedure that is used as part of clinical pathology.

Reproduced from [59] without modification under Creative Commons Attribution 4.0 License.
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Fluorescence-based imaging biosensors are also worthy of mention. Sagar et al. [51]
presented a microglia classification based on fluorescence lifetime utilizing ANN.

The applications of imaging biosensors are extensive. Indeed, the scope is too large to
analyze all papers in this review. However, of particular importance to imaging biosensors is the
ANN, especially the CNN. This preference is expected since CNN has shown exceedingly good

performance in a variety of image classification contexts [149,150].

5.2. Colorimetry

One class of optical biosensors is the colorimetric biosensor. Currently, the applications of
machine learning to enhance the performance of bioreceptor-free colorimetric biosensors are
limited. This limitation is because the colorimetric biosensors (most notably lateral flow assays)
mostly utilize bioreceptors (e.g., antibodies, enzymes, and aptamers) [98]. One example of such a
bioreceptor-free biosensor is non-invasive plant disease diagnosis by Li et al. [49]. They utilized
an array of plasmonic nanocolorants and chemo-responsive organic dyes that interact with volatile
compounds from the plant. Their technique is similar to Enose and Etongue since it is a
fingerprinting approach to the array response for classification. They used PCA, but do not cite an
actual classifier, although they give performance metrics such as accuracy. At this time, it is
unclear how the classification was performed on the PCA-transformed data.

Most colorimetric biosensors do not require machine learning due to their simplicity for
readout. However, the arrays of bioreceptor-free (semi-specific) colorimetric sensors require
machine learning-based classification in a way similar to Enose and Etongue. In these instances,
they will likely benefit from the same treatment, namely dimension reduction by PCA and SVM

classification.

5.3. Spectroscopy
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Of the spectroscopic biosensing techniques, surface-enhanced Raman spectroscopy
(SERS) has shown great success [151,152]. SERS is a vibrational surface sensing technique that
enhances Raman scattering based on surface characteristics. Briefly, SERS utilizes incident laser
light to induce inelastic scattering (Raman scattering) from the target analyte. The intensity of
the Raman scattering is enhanced by interaction with the conduction electrons of metal
nanostructures (SERS substrate). The enhancement of the Raman scattering is what makes SERS
so sensitive. Researchers have reported enhancement factors of up to ten or eleven orders of
magnitude [153]. Figure A-11 illustrates a SERS sensor for the analysis of breath volatile
organic compound (VOC) biomarkers [154]. Due to the complex nature of the obtained spectral

signal, various machine learning algorithms have been used to process SERS data in multiple

AuNPs '
VOC biomarkers x‘
RGO

contexts [28].
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Figure A - 11

SERS sensor for analysis of breath VOC biomarkers utilizing AuNPs. Reprinted with permission

from [154] without modification. Copyright 2016 American Chemical Society.

Although bioreceptors may be used to allow for specific binding of the target analyte to
the SERS sensing surface [155,156], direct detection is also possible. Robust classification and

regression algorithms can bring specificity and sensitivity to these biosensors. A simple yet
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effective method for SERS based quantification is partial least squares regression (PLSR). PLSR
has been used for a variety of quantification applications such as biofilm formation monitoring
[69], blood serum methotrexate concentration [63], aquaculture toxins [62], and food antiseptics
[66]. PLSR has the advantage of model simplicity with well-defined parameters, but it may be
insufficient in modeling data with significant sources of noise.

Since the spectra have high dimensionality, dimension reduction is a frequent
preprocessing step (Figure A-12). PCA is again popularly used as a dimension reduction or feature
extraction step [60,61,64,65,68,70,71,73], or for exploratory analysis [62,72,157]. Once the
spectra are remapped using PCA, a classifier or regression model is employed such as an extreme
learning machine (ELM) [71], LDA [68], SVM [60,64,73], PLSR [65], or ANN [70]. An
alternative to dimension reduction is utilizing the high dimensionality spectral data directly with a

node-based algorithm such as ANN [72,158,159] and CNN [160,161].
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Figure A - 12

PCA results using the spectral range of 400—1700 cm-1 of 112 average SERS spectra from 14
different commercially available pollen species. Loadings of the first four PCs (a) as well as the
scores of the first and second (b), first and third (¢), and first and fourth PC (d) are shown. PCA
was done with standardized first derivatives of the mean spectra of 500 vector-normalized spectra.

Reprinted with permission from [72] without modification. Copyright 2016 John Wiley and Sons.

The reusability and generalizability of the trained models are often limited. Spectral
response is affected not just by analyte presence but surface structure. Therefore, for the model to
be reused on a new SERS biosensing dataset, the surface characteristics must be very similar. In
terms of transfer learning, this is an issue of changes in the underlying data distributions. However,
if the surface structure methods are well documented and reproducible, transfer learning could be
employed on a spectral library [28]. Ideally, researchers could contribute to this library in an open-
access manner and use these spectra for model training. In this case, the quality of the attached
metadata would be a crucial factor.

Clearly, machine learning has been used extensively in the context of SERS sensors. The
most common pipeline is to perform unsupervised dimensionality reduction/feature extraction for
which PCA is generally the preferred method. Less consistency is seen in the algorithms used for
classification and regression. Alternatively, ANNs can be used directly on the data, and the
advantage of one approach over the other is not clearly illustrated in the literature. We anticipate,
however, that like in the case of electrochemical sensors, node-based models would allow for more

efficient transfer learning to accommodate target task change.

5.4. Summary of Optical Bioreceptor-Free Biosensing
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A variety of optical sensing methods have benefited from machine learning techniques,
with the preferred method being dependent on the data type. For image type data, CNN is the most
obvious choice for its ability to detect features as well as reconstruct images obtained by lensless
systems. For spectral data, the approach is similar to spectral data obtained with electrochemical
sensors. In those instances, dimensionality reduction coupled with a classification/regression
algorithm may perform nearly as well as node-based methods. Indeed, they may be preferable in

instances where the quantity of training data is small.

6. Considerations and Future Perspectives

Biosensor research has shown great success and promise. For both systems with and
without bioreceptor, ML has demonstrated huge success in going from large, complex sensor
datasets to getting meaningful measurements and classification of analytes. However, in many of
these systems, a key challenge is consistency in device manufacturing. This manifests itself
regarding sensor reproducibility for Enose and Etongue, or as substrate reproducibility for SERS.
Since the models used to process these data often rely on subtle signals in the data, even small
changes in sensor response characteristics can lead to poor performance. These issues have
effectively limited widespread commercial adoption of these technologies. There has been some
success in accommodating these inconsistencies through computational methods, notably with
transfer learning for Enose. More work, both from a manufacturing and computational standpoint,
needs to be done before many of these systems are robust enough for widespread adoption.

One area in which these systems have pushed to increase commercial potential is through
miniaturization and modularity. There have been efforts with several of the methods presented
here to develop compact standalone devices that rival their bulkier counterparts in terms of

performance [16,47,162—166]. We believe that cloud computing may be a key element to the
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success of these endeavors. Some of the models in use, especially for image-based sensors, are
computationally expensive. By offloading the computational work to cloud computing, the device
footprint imposed by processing and memory needs is greatly reduced.

A central question is what the relative advantages and disadvantages are between systems
that utilize a bioreceptor and those that do not. A key advantage of those that eliminate the
bioreceptor addresses one of the barriers to commercialization—manufacture variability. By
eliminating the bioreceptor, device manufacture is simplified, and may decrease manufacture
variability. Additionally, sensor longevity is generally improved because the long-term stability of
the bioreceptor is often limited [6]. However, to match LOD and specificity of bioreceptors,
improvements must be made. Nanomaterials show promise for improving device performance
[167].

There have been studies that attempt to gain the advantages of both systems by creating
artificial bioreceptors, notably nanomaterials with enzymatic properties referred to as nanozymes
[168,169]. While exciting progress has been made in this field, current nanozyme-based biosensors
have inferior catalytic activity and specificity to their biological alternatives [170,171]. Nanozyme
catalytic activity is also currently limited to oxidase-like activity [171]. If researchers can broaden
nanozyme activity and improve selectivity, these biosensors may become a competitive alternative
for biological bioreceptors.

In addition to device considerations, there are computational challenges to consider.
Although some ML algorithms have been in use for decades such as PCA and SVM, the field of
ML is advancing rapidly with new algorithms being described frequently. While many areas are
quick to adopt the new methods, improper usage is common and certainly not limited to

biosensing. Some common mistakes are inappropriate data splitting, hidden variables serving as
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bad predictors, and mistaking the objective of the model [172]. Great emphasis must be placed on
the importance of reporting appropriate performance metrics. A great example of a misleading
metric is reporting accuracy on highly imbalanced data such as in Durante et al. [41]. It can often
be difficult to determine if the proper pre-processing and model assumption checks are being
performed. This may be centering and re-scaling prior to PCA, or normality checks for LDA.

Some of these issues can be solved with better methods reporting, especially regarding
computational methods. Certain key details are frequently left out, making critical evaluation
difficult and reproducibility impossible [173]. One of the most striking examples from the
literature described herein is reporting classification metrics, without reporting what classifier was
used on PCA processed data [49]. Perhaps the best way to make methods clear and reproducible
is to release all associated code, preferably publicly.

Increased availability in general can greatly improve this field. More open access
repositories of training sets may allow researchers to improve model robustness by exposing them
to more diverse datasets [16]. Some examples currently exist such as the gas sensor drift dataset
[115] and the EIS breast tissue dataset [103], both available in the UCI Machine Learning
repository [104]. One vision would be to have large repositories of gas sensor responses to many
analytes under various experimental conditions. Models could be trained on such repositories to
improve generalizability. Ideally, with such repositories and improved manufacturing consistency,

trained models could be shared directly and need only minimal recalibration.

7. Conclusions
In this review we have explored the ways in which bioreceptor-free biosensors can benefit
from ML methods. Robust ML models bring specificity and accuracy to array-based biosensors

such as Enose and Etongue by learning the patterns in the sensor responses. Notably, PCA has
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shown great performance as a feature extraction technique for these systems. Similar power of
PCA has been demonstrated for optical biosensors that generate spectra such as Raman spectra or
SERS. ANNs using deep learning generate impressive results for imaging-based sensors including
lensless holography and digital staining. ML has also been used in creative ways such as for data
fusion of multiple biosensors, and transfer learning for noise correction, sensor drift compensation,
and domain adaptation.

However, many practical challenges still exist. Many of the methods presented here are not
widely used in commercial settings. This is due to many reasons including variability in
manufacturing and the ability to make compact versions of the biosensors while maintaining
performance. ML models that can adapt to differences in sensor response are at an advantage, and
transfer learning shows promise to be part of the solution.

In recent years, ML has garnered strong research interest in many fields including biosensing, as
evidenced in this review. If this review has inspired interest to learn more about how machine
learning is being used for one of the methods presented here, we encourage you to seek more
specific reviews for the subject. There are great reviews in the literature, many of which were

referenced, that take a closer look at the methods presented in this review.
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Abstract

New tools for detecting phage in metagenomes are being rapidly developed. A critical need
has emerged to develop systematic benchmarks for these tools. We collected 19 metagenomic
phage detection tools based on a literature survey, 9 of which could be installed and run at scale.
Those 9 tools were assessed on several benchmark challenges. Fragmented reference genomes are
used to assess the effects of fragment length, low viral content, phage taxonomy, robustness to
eukaryotic contamination, and computational resource usage. Simulated metagenomes are used to
assess the effects of sequencing and assembly quality on the tool performances. Finally, real
human gut metagenomes are used to assess the differences and similarities in the phage
communities predicted by the tools. We find that the various tools yield strikingly different results.
Generally, tools that use a homology approach (VirSorter, MARVEL, viralVerify, VIBRANT, and
VirSorter2) demonstrate low false positive rates and robustness to eukaryotic contamination.
Conversely, tools that use a sequence composition approach (VirFinder, DeepVirFinder, Seeker),
and MetaPhinder, have higher sensitivity, including to phages with less representation in reference
databases. These differences led to widely differing predicted phage communities in human gut
metagenomes, with nearly 80% of contigs being marked as phage by at least one tool and a
maximum overlap of 38.8% between any two tools. Importantly, the benchmark datasets
developed in this study are publicly available and reusable to enable the future comparability of

new tools developed.
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Metagenomics, bacteriophage, virome, benchmark
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1. Introduction

Prokaryotic viruses called bacteriophages (phages) are the most abundant biological entity
in most ecosystems (Ofir and Sorek 2018) and profoundly impact the ecology of natural
ecosystems (Breitbart and Rohwer 2005; Blazanin and Turner 2021). For example, marine viruses
have massive effects on ocean biochemistry, influencing nutrient cycling and carbon sequestration
by altering host-driven processes through controlling bacterial population growth and altering
metabolic function, (as reviewed in Fuhrman 1999; Breitbart et al. 2018; Hurwitz and U’Ren
2016). Additionally, recent studies have demonstrated the importance of phages in shaping the
human microbiota and interacting with human health (as reviewed in Y. Li, Handley, and
Baldridge 2021; Manrique, Dills, and Young 2017; Edlund et al. 2015; Sharma et al. 2018). Next-
generation sequencing techniques enable the identification of an exponential number of novel
phages but also allow for a better understanding of phage populations in multiple ecosystems
(Breitbart et al. 2002).

Despite the increasing number of virome studies, identifying viral sequences in
metagenomic datasets is still computationally challenging. Since viruses lack a universal gene
marker (e.g., 16S rRNA in prokaryotes), earlier bioinformatics methods to identify viruses from
metagenomes often relied on sequence alignment methods against reference genome databases.
Strikingly, in gut viromes, 75% to 99% of viral reads do not produce significant alignments to any
known viral genome. This large range in alignable sequences can be partially explained by the
high diversity, fast phage evolution, and their ability to integrate into their host genome and be
mistaken as bacterial. Indeed, an inherent limitation to genome comparison approaches is the
database completeness and clear separation between host and viral DNA. Moreover, these

reference-based methods typically cannot identify novel phage sequences. To address these
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limitations, several dedicated computational tools and approaches were proposed. In 2015, the tool
VirSorter (Roux et al. 2015) was released, identifying phage sequences by enrichment of viral
hallmark genes, depletion of cellular genes indicated by reduced Pfam hits, and strand shifts. In
2016, MetaPhinder took into account the mosaicism of phage sequences by integrating hits to
multiple genomes to classify a sequence as host or viral (Jurtz et al. 2016).

Recently, bioinformatic tools leverage machine learning algorithms to identify features of
viral origin, and typically allow for a broader recall of previously unknown sequences than
alignment-based approaches. Chosen features are genes and gene density (Amgarten et al. 2018;
Guo et al. 2021; Kieft, Zhou, and Anantharaman 2020; Antipov et al. 2020; Tisza et al. 2021) and
protein families (Amgarten et al. 2018) that are used to train classification models including
random forest (Amgarten et al. 2018; Guo et al. 2021), naive Bayes (Antipov et al. 2020), and
neural network (Kieft, Zhou, and Anantharaman 2020). Interestingly, some authors also proposed
using the differential k-mer (short sequences of length k) frequencies between phages and
prokaryotes for sequence classification (Ren et al. 2017; Deaton, Yu, and Quake 2017). These
methods allow the detection of shorter phage sequences, as they do not require multiple open
reading frames (ORF) for classification that are difficult to obtain in fragmentary metagenomic
data. However, the classification results and the rationale behind the classification are typically
difficult to interpret.

All in all, between 2015 and 2021, we identified 19 published tools designed for detecting
phage in metagenomes, making the development of benchmarking datasets critical for exploring
the limitations and biases of the currently available tools but also facilitating future tool
development. Similar benchmark efforts are currently available for other computational tasks such

as metagenome assembly, binning, and taxonomic profiling (Sczyrba et al. 2017; Meyer et al.

125


https://www.zotero.org/google-docs/?aky7Ij
https://www.zotero.org/google-docs/?pIvT9B
https://www.zotero.org/google-docs/?21tTW2
https://www.zotero.org/google-docs/?21tTW2
https://www.zotero.org/google-docs/?mc9R09
https://www.zotero.org/google-docs/?D36v6y
https://www.zotero.org/google-docs/?XdRC9G
https://www.zotero.org/google-docs/?Cjyvyz
https://www.zotero.org/google-docs/?uR2FB2

2019). Recently, several efforts to benchmark phage detection tools have been published, and
explore the ability of these tools to correctly identify and classify dsDNA viruses and curate
auxiliary metabolic genes (Ho et al. 2022; Pratama et al. 2021). However, the potential impact of
parameters such as the sequence length, sequencing error, eukaryotic contamination, quality of
assembly, and phage taxonomy on the tool's classification performance is not explored.

In this study, we developed a series of benchmark datasets, each aiming at assessing a
precise classification challenge in detecting phage in metagenomic datasets and evaluated nine
phage metagenomic detection tools published before July 2021. However, this work does not
include tools specifically intended to detect integrated prophage in complete bacterial genomes,
for which prior benchmarking efforts are already available (Roach et al. 2022). Importantly, we
ensured the availability and reusability of the developed benchmark datasets and described how
researchers could wutilize them for benchmarking new phage detection tools

(doi.org/10.5281/zenodo.7194617).

2. Methods
2.1. Phage Detection Tools
Tools were categorized into two broad groups. Homology-based tools are those that utilize
a reference database at the time of classification to search for homologues. Sequence-based tools
are those that classify using a model trained on sequence features such as k-mer frequencies.
Each of the evaluated tools included in this study was installed from the recommended
source following the authors' instructions. When tools were available from several sources,
Bioconda was preferred due to simplified dependency management. Tools that could not be
obtained through Bioconda were directly cloned from GitHub or Sourceforge. Table 1 summarizes

the tool and version number when available, the category, classification method, and how tools
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were obtained. Tools with “-” under distribution were not used for further benchmarking, and

reasons for doing so are presented in Results.

Table B -1

Overview of metagenomic phage detection tools

Tool & version Category Method Distribution Reference

DeepVirFinder Sequence  k-mer based deep learning GitHub (Ren et al. 2020)

(1.0) neural net
MARVEL (0.2) Homology Random forest utilizing GitHub (Amgarten et al.

gene density, strand shifts, 2018)
and proteins.
MetaPhinder ~ Homology Integrated analysis of GitHub (Jurtz et al. 2016)
BLASTRn hits to a phage

database

PhaMers Sequence k-Nearest Neighbors and - (Deaton, Yu, and
centroid proximity metric of Quake 2017)
kmers

PPR-Meta Sequence Convolutional Neural - (Fang et al. 2019)

Network (CNN) of one-hot
encodings of nucleobases

and codons
RNN- Sequence  Long Short-Term Memory - (F. Liu et al.
VirSeeker (LSTM) of sequences 2020)
Seeker Sequence LSTM of sequences PyPi (Auslander et al.
2020)
Unlimited Homology HMM of virus hallmark GitHub (Tisza et al. 2021)
Breadsticks genes

VIBRANT Homology  Neural network of protein Bioconda  (Kieft, Zhou, and
(1.0.1) signatures including ratios Anantharaman
of KEGG, VOG, and PFAM 2020)
hits, and presence of key
viral-like genes.
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viralVerify Homology Naive Bayes classifier using ~ Bioconda (Antipov et al.
(1.1) an hmmsearch of genes 2020)
predicted with Prodigal
ViraMiner Sequence CNN of one-hot encoded - (Tampuu et al.
nucleobases 2019)
VirFinder (1.1) Sequence Logistic regression using k-  Bioconda  (Ren et al. 2017)
mers
VirMine Homology = BLAST search of ORFs - (Garretto,
against viral and non-viral Hatzopoulos, and
databases Putonti 2019)
VirMiner Homology  Random forest (RF) based - (Zheng et al.
on functional profiling and 2019)
protein homology
VirNet Sequence Deep attention model of - (Abdelkareem et
sequences al. 2018)
VIROME Homology  Functional and taxonomic - (Wommack et al.
information based on ORF 2012)
homology
VirSorter Homology  Gene homology including wget (Roux et al. 2015)
enrichment of viral-like and
short genes, and depletion of
PFAM hits and strand shifts
VirSorter2 Homology = Random forest classifiers Bioconda (Guo et al. 2021)
(2.2) using an hmmsearch of
genes predicted with
Prodigal
VirusSeeker = Homology BLAST search against virus - (G. Zhao et al.

database, followed by search
against full NCBI database
to remove false positives

2017)

2.2. Datasets

This study leverages 4 benchmark datasets: (1) genome fragment set used for assessing the

effect of contig length, low viral abundance, eukaryotic contamination, and potential bias toward
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certain groups of phages, (2) simulated phageome set used to explore the effect of sequencing error
on the classification, (3) simulated metagenome set, used for exploring the effect of the quality of
assembly, and viral abundance in samples. Finally, the study includes a real gut metagenome
dataset from colorectal cancer (CRC) patients compared to healthy controls: (4) CRC dataset used

to compare the results of the tools on a real metagenomic dataset.

2.2.1 Set 1: Genome Fragment Set

All complete bacterial, fungal, and viral genomes were downloaded from the RefSeq
database on 14 June 2021 (O’Leary et al. 2016). These genomes were fragmented into non-
overlapping adjacent fragments of lengths 500, 1000, 3000, and 5000 nucleotides. In total, 379
archaeal, 21,788 bacterial, 18 fungal, and 11,156 viral genomes were obtained and fragmented, of
which 1,483 were phage. From those fragmented genomes, 10,000 fragments were randomly
selected from each length and each superkingdom. The resulting set includes four subsets: 500,
1000, 3000, and 5000 bp, each with 10k fragments from the four superkingdoms for a total of 40k
fragments per length subset. This collection of unmodified fragmented reference genomes is

referred to as the genome fragment set.

2.2.2. Set 2: Simulated Phageome Set

InSilicoSeq v 1.5.4 (Gourl¢ et al. 2019) was used for creating simulated reads from phage
genomes. This tool creates an error model of per-base quality (Phred) scores using Kernel Density
Estimation, trained on real sequencing reads. InSilicoSeq was chosen due to its computational
efficiency (McElroy, Luciani, and Thomas 2012), simplicity of use and documentation (Yu et al.
2020), and ability to simulate [llumina sequencing instead of 454 technology (Richter et al. 2008;

M. Zhao, Liu, and Qu 2017). Additionally, this tool has been demonstrated to generate reads with
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realistic quality score distributions for several sequencing platforms, including MiSeq, HiSeq, and
NovaSeq (Yu et al. 2020; Gourl¢ et al. 2019).

Three “phageome” profiles were created by randomly selecting 500 phage genomes per
profile from the downloaded RefSeq database. Reads were simulated using InSilicoSeq, specifying
30x coverage of all genomes. Reads simulated using each of the three built-in error models were
created for each profile. Simulated reads from InSilicoSeq were assembled with MEGAHIT v1.2.9
(D. Li et al. 2015) and binned with MetaBAT 2 v2:2.15 and using Bowtie2 v2.4.5 for indexing
(Kang et al. 2019; Langmead and Salzberg 2012).

To determine the genomic origin of each contig, BLAST v2.12.0+ was used for alignment.
Since the genomes used for read simulation for each profile were known, a local BLAST database
was created using those same genomes for each simulated metagenome, reducing spurious hits.
Alignment was done using the MEGABLAST mode of BLASTn, with an e-value of 1e-20. Even
with the limited BLAST databases, it was common for contigs to have significant hits to several
genomes. To determine the “true” origin of the contigs, a basic decision tree was used which is
shown in Supplemental Fig B-S3.

In total, the simulated phageome set is comprised of nine phageome assemblies and bin

sets (3 profiles * 3 error models).

2.2.3. Set 3: Simulated Metagenome Set

The same simulation and binning steps used in the Set 2 were used to generate a set of
simulated metagenomes. Five marine samples were used as the basis of this dataset. Three were
from the Hawaii Ocean Time-series (HOT) program (SRR5720259, SRR5720320, SRR6507280)
(Karl and Lukas 1996), and two were from the Amazon continuum dataset (SRR4831655,

SRR4831664) (Satinsky et al. 2014). Raw sequencing data were downloaded from Sequence Read
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Archive (SRA), using fastqc v0.11.9 and trimGalore v0.6.6 (Andrews and others 2010; “Babraham
Bioinformatics - Trim Galore!” n.d.). Briefly, reads with average base quality score below 20 were
removed, and those with adapters and poly-G sequences were trimmed. After trimming, reads with
a length < 20bp were filtered out. After quality control (QC), taxonomic abundance profiles of the
bacterial and phage population in each sample were obtained using Kraken2 (Wood, Lu, and
Langmead 2019) and Bracken (Lu et al. 2017) against the PlusPF database (version 5/17/2021
available at https://benlangmead.github.io/aws-indexes/k2). The abundance profiles were used as
input for InSilicoSeq, using reference genomes obtained from the RefSeq database. Additionally,
for any profile with a phage abundance below 5% of reads, the profile was supplemented with
additional phages by adding a minimum of 10 phages known to infect the top non-viral organisms
in the profile. 20M Simulated reads for each profile were generated using the three built-in error
models (HiSeq, MiSeq, and NovaSeq). The 15 resulting assemblies and bins are referred to as the

simulated metagenomes set.

2.2.4. Set 4: CRC Dataset

We also included a real-metagenomic dataset from a published study that used fecal
shotgun metagenomics to characterize stool microbial populations from colorectal cancer (CRC)
patients compared to  healthy controls with a total of 198  samples
(https://doi.org/10.15252/msb.20145645). Raw sequencing data were downloaded from SRA
(PRJEB6070) and were quality filtered using fastqc v0.11.9 and trimGalore v0.6.6. Briefly, reads
with an average base pair quality score below 20 were removed, and adapters and poly-G
sequences were trimmed. After trimming, reads with a length < 20bp were filtered out. Quality-

filtered sequences were screened to remove human sequences using bowtie2 v2.4.2 against a non-

131



redundant version of the Genome Reference Consortium Human Build 38, patch release 7
(available at PRINA31257 in NCBI).

After QC and human read filtering, the reads were assembled using Megahit v1.2.9. The
code of the pipeline used for the assembly is available on  Github
(https://github.com/aponsero/Assembly metagenomes). Megahit was run on the paired-end reads
or single-end reads using the default parameters (referred to as the simple assembly). Additionally,
a co-assembly of the multiple runs per BioSample was also performed (referred to as the co-
assembly). Assemblies were binned with MetaBAT 2 v2:2.15 and using Bowtie2 v2.4.5 for
indexing.

CheckV v1.0.1 was run on all assemblies to assess viral and bacterial gene content. This

would be used to roughly assess the quality of the predictions made by the tools.

2.3. Classification of The Datasets

Snakemake was used as a workflow manager for running the tools (Kdster and Rahmann
2012). This pipeline was implemented on the Puma High-Performance Compute (HPC) cluster at
the University of Arizona using SLURM (Yoo, Jette, and Grondona 2003). While running the
tools, the following metrics were collected by Snakemake: runtime and CPU time, peak memory
usage, and file write operations.

When running the tools, the default parameters, modes, and databases were used to
replicate those intended for use by the authors. DeepVirFinder was run without a length cutoff.
MetaPhinder was run using the default database. Seeker was run using the command-line
executable binary instead of the Python package. VIBRANT was run in standard (not virome)
mode, with the default minimum length (1000 bp) and number of ORFs (4). viralVerify utilized

the default database. Virsorter was run using the default (RefSeq) database, in non-virome mode,
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and BLASTP as the default was used instead of DIAMOND. Virsorter2 was run to identify only
dsDNAphage and ssDNAphage, allowing for proviruses by not using the “—no-pro-virus” flag and
not limiting the number of ORFs.

All of the tools classified the fragments in the genome fragment set except for MARVEL,
which requires bins as input. VIBRANT and VirSorter do not classify fragments shorter than 1000
nucleotides (nt), so there is no data for these tools for the 500 nt fragments. Default parameters
were used for cutoff thresholds when the option was provided. To simplify the comparison of the
classification performances, all predictions were binned into “phage” or “non-phage” classes.
VirFinder and DeepVirFinder return a prediction score, which were used to bin fragments at a 0.5
cutoff. VIBRANT predicts both prophage and lytic virus labels, both of which were considered to
be classified as phage. VirSorter also predicts prophage and lytic labels, and assigns a confidence
category, all of which were considered to be classified as phage.

The simulated datasets (simulated phageome set and simulated metagenome set), and the
CRC dataset were classified by all tools. Assembled reads were classified by all tools except
MARVEL. MARVEL was given binned assemblies for classification. Resource usage required for

binning was included in the resource usage benchmarking for MARVEL.

2.4. Performance Assessment

Several performance metrics are assessed for each of the challenge datasets. These are
precision, sensitivity (recall), specificity, £'1, and AUPRC, as defined below. In these definitions,
a “positive” is a phage sequence, while a negative is anything that is not phage. Accordingly, a
true positive (TP) is a phage sequence that has been correctly labeled as phage, a True Negative
(TN) is a non-phage sequence correctly labeled as such, a False Positive (FP) is a non-phage

sequence labeled as phage, and a False Negative (FN) is a phage sequence not labeled as phage.
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Precision is the portion of all predicted phage sequences that are indeed phage (eq. 1). Sensitivity,
also known as recall, is the proportion of all true phage sequences that were correctly identified
(eq. 2). Specificity is the proportion of all non-phage sequences that were correctly labeled (eq. 3).
F1 score is the harmonic mean of precision and sensitivity (eq. 4). The area under the precision
recall curve (AUPRC) is a measure of precision over the sensitivity range, given a varying

classification threshold for a continuous predictive output value (eq. 5).

.. TP ()
precision = 0
tivit )= —— 2
sensitivity (recall) TP+ FN (2)
TN
e AN 3
specificity TN+ FP (3)
2 X precision X sensitivity
F1= — — (4)
precision + sensitivity
1
AUPRC = f p dr;p = precision,r = recall (5)
0

3. Results
3.1. Installation of Tools

A total of 19 tools were collected based on a survey of the literature as of July 2021.
However, several tools were omitted from further investigation for the following reasons: (1) the
creation of runtime exceptions (PhaMers and VirMine), (2) tools with hard-coded paths that
require the user to modify source code (RNN-VirSeeker and VirusSeeker ), (3) lack of clear
installation instructions and documentation (ViraMiner and VirNet), (4) tools that are unscalable
due to web server usage (VirMiner and VIROME), and (5) inability to run instances of the tool on

different cores from the same directory (PPR-Meta). Finally, Cenote Unlimited Breadsticks could
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be installed and run but did not classify any of the fragments as viral, and was excluded from the

benchmark analysis, but included in the resource usage comparison.

3.2. Resource Usage

Computational resource usage was benchmarked using the genome fragment set since the
quantity and length of genomic fragments were known and balanced. Pre- and post-processing
steps were excluded from these measurements. For tools that did not allow the user to specify the
output directory (MARVEL and Seeker), we also included time to move output files to the correct
output directory.

The total time (in CPU time) for each tool included: (1) CPU time to run the tool summed
for user and system and (2) the amount of time to read and write data while classifying the genome
fragment set (Fig B-1). For some tools, CPU time was highly variable (MetaPhinder, VIBRANT,
viralVerify, and to a lesser extent for VirSorter, VirSorter2, and Seeker). Seeker generally had the
longest CPU times, even for shorter fragments. While DeepVirFinder was consistently fast, its
real-world performance was hindered due to its use of the Theano backend. While multiple jobs
can be submitted in parallel, the Theano backend can only process one dataset at a time for serial

processing. This led to long-running jobs for DeepVirFinder, but deceptively low CPU time

measurcs.
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Figure B - 1

Resource usage while classifying 10k genome fragments of various lengths (500, 1000, 3000, and
5000 nt). A) Read operations (MB) B) Write operations (MB) C) CPU time (hr) summed for user

and system. Sequence-based tools are in blue, homology-based tools are in yellow.

3.3. Benchmark Challenge 1: Classification of Genome Fragments
3.3.1. Effect of Contig Length

We first evaluated the effect of contig length on each tool's performance. To assess this
effect, the genome fragment set (Set 1) was used as input. Fig B-2A shows F'1 score for increasing
fragment lengths (500, 1000, 3000, and 5000 nt). As expected, homology-based tools such as
VIBRANT, ViralVerify, and VirSorter2 were strongly affected by fragment length, with

performance increasing with length. VirSorter had the lowest /1 score for all lengths and had only
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a marginal increase in F1 with increasing length. The sequence-based tools (DeepVirFinder,

VirFinder, and Seeker), as well as MetaPhinder, were largely unaffected by fragment length.

While F1 score illustrates overall changes in classification performance due to fragment length,

each tool’s performance is affected in different ways (Fig B-2B). VIBRANT, viralVerity, and

VirSorter2 demonstrate fairly consistent and high precision but have length-dependent sensitivity,

whereas DeepVirFinder, MetaPhinder, Seeker, and VirFinder demonstrate fairly consistent

sensitivity and precision. Generally, length-dependent sensitivity is a property of homology-based

tools where longer fragments are needed for classification. Interestingly, MetaPhinder (a

homology-based tool) exhibits a pattern similar to the sequence-based tools for this property.
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Effect of fragment length on classification performance. Only phage and bacterial sequence

fragments are included. A) Balanced F1 score plotted against fragment length (nt) and B) Balanced
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precision plotted against sensitivity for four fragment lengths. Top row of tools are sequence-based

(in blue), bottom two rows are homology-based (in yellow).

Several tools output a continuous classification score metric. For these tools (VirFinder,
DeepVirFinder, Seeker, MetaPhinder, and viralVerify), the threshold used will affect precision
and sensitivity. Although the default threshold was used, the effect of this threshold can be seen in
the precision-recall curves (Supplementary Fig B-S1) and AUPRC (Fig B-S2). These tools all
showed lower AUPRC for shorter contigs, with DeepVirFinder outperforming the other tools even

on shorter contigs.

3.3.2. Low Viral Content

In the above section, precision is computed based on a balanced dataset (equal quantities
of phage and bacteria). However, this gives a highly optimistic estimate of precision. For a given
false positive rate (FPR), precision will drop significantly when phage content is low. To illustrate
this, the FPR (eq. 6) was taken from the classification of the genome fragment set, and precision
was extrapolated to hypothetical community compositions ranging from 0% to 100% non-viral

fragments (Fig B-3). 50% represents a balanced dataset.

FP
FPR = —— 6
FP+TN ©)
For communities with low viral content, precision decreases for nearly all tools. Notably,
viralVerify did not falsely classify any 500 nt fragments as phage, thus its hypothetical precision
remains perfect for that fragment length. VIBRANT, viralVerify, and VirSorter2 maintain fairly

high precision but still drop below 0.5 for communities with low viral content.
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Extrapolated precision calculated from FPR of each tool at four fragment lengths (500, 1000, 3000,
5000 nt). Precision is calculated for communities composed of varying levels of non-viral
fragments from 0% (all phage) to 100% (all non-phage). Top row of tools are sequence-based (in

blue), bottom two rows are homology-based (in yellow).

3.3.3. Effect of Phage Taxonomy
The lack of phage diversity and bias for certain phage groups in reference databases leads
to challenges in training models and propensity for tools to retrieve fewer phages from less

represented phage groups. The majority (ca. 93%) of phages in RefSeq belong to the order

139



Caudovirales (recently renamed as the class Caudoviricetes; Turner, Kropinski, and Adriaenssens
2021). Importantly, all tools were shown to have reduced sensitivity for non-caudovirales
sequences. In particular homology-based tools showed a drastically reduced sensitivity toward
these phages (Fig B-4).

While the limitation of database composition is mitigated by sequence-based compared to
homology-based approaches, a slightly lower sensitivity for non-caudoviral phages was

nonetheless observed.
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Effects of phage taxonomy on sensitivity. A) Sensitivity plotted against fragment length,
comparing bacteriophages in the order Caudovirales and those in other orders. B) Sensitivity
plotted against fragment length, comparing bacteriophages in the top three families of the order
Caudovirales. Top row of tools are sequence-based (in blue), bottom two rows are homology-

based (in yellow).
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Even within the caudoviral order, the three main families are detected unequally by the
tools. Siphoviridae constitutes the greatest phage family represented in RefSeq (69.9%), followed
by Myoviridae (15.6%) and Podoviridae (7.28%). This is apparent in the fragmented genomes set
due to random sampling from the fragmented genomes; of the caudoviruses, more fragments came
from Siphoviridae and Myoviridae than Podoviridae. Fig B-4 demonstrates how sensitivity is
decreased for the retrieval of Siphoviridae and Podoviridae sequences compared to Myoviridae in

particular MetaPhinder, VIBRANT, and VirSorter2.

3.3.4. Eukaryotic Contamination

A concern for sequence-based tools is specificity when faced with eukaryotic
contamination, due to the lack of eukaryotic sequences in the training sets (Ponsero and Hurwitz
2019). As part of the genome fragment set, the tools classified 10k eukaryotic genome fragments
of 4 lengths from fungi in the phyla Ascomycota and Basidiomycota. The specificity of these
eukaryotic fragments is shown in Fig B-5. All homology-based tools are extremely robust to
eukaryotic contamination even for short fragments. However, sequence-based tools and
Metaphinder show much lower specificity, frequently misclassifying eukaryotic fragments as
viral, with an FPR around 0.5. Notably, Seeker shows a sensitivity that is worse than a random

chance binary classification, classifying nearly all eukaryotic contigs as viral.
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Figure B - 5

Classification specificity of eukaryotic genome fragments (n=10k). Eukaryotic fragments are from
the Ascomycota and Basidiomycota phyla. Top row of tools are sequence-based (in blue), bottom

two rows are homology-based (in yellow).

3.4. Benchmark Challenge 2: Classification of Simulated Metagenomic Sequences

To compare the relative performance of the tools when faced with read errors from different
sequencing technologies and potential assembly error, the simulated phageome set and simulated
metagenome set were created from simulated reads generated using error models that represent 3
popular sequencing platforms: HiSeq, MiSeq, and NovaSeq. Each technology has a unique per-
base error rate, as modeled by InSilicoSeq, as well as differing read lengths. We aimed to assess

how these differences affect assembly and tool performance.
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3.4.1. Simulated Phageomes

To directly assess the effect of sequencing error and assembly on classification sensitivity,
the simulated phageome set was classified by each tool. In this dataset, simulated reads were
obtained from phage genomes and assembled into contigs. The assembled contigs' length varied
from 500 to 309,196 bp, with a median length of 949 bp. Unlike in the genome fragment set,
simulated contigs could be used to assess MARVEL, which requires binned sequences for
classification. Each tool’s sensitivity was calculated using the assembled contigs grouped by length
(Fig B-6).

The results are largely consistent with those obtained using the genome fragment set.
DeepVirFinder and MetaPhinder, followed by VirFinder and Seeker, show the highest and most
consistent sensitivity across all contig lengths. VIBRANT, VirSorter, and VirSorter2 performed
well for longer contigs, but sensitivity suffers as contig length decreases. VirSorter’s sensitivity
begins to improve at about 10* bp and increases greatly for 10*° and 10° bp. MARVEL, while
better than VirSorter on short contigs, demonstrates the lowest sensitivity for long contigs.
Importantly, MARVEL shows more variability in sensitivity for a given length. Indeed, the tool
performs classification of contigs after binning, and since contigs of various lengths may be present
in the same bin, we observe that the tool’s performance is less tightly coupled to contig length.

The three error models produce reads of different lengths (HiSeq 125 bp, NovaSeq 150 bp,
and MiSeq 300 bp). This led to a significant difference in contig lengths between MiSeq and the
other two error models (based on Wilcoxon rank sum test with Bonferroni adjusted p-value, p <
0.05). However, the sensitivity at a given length was similar across error models, suggesting that

the difference in sequencing technologies is erased by the assembly process.
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Figure B-6

Simulated phageome results. A) Length distributions, and number of, assembled contigs
constituting the nine phageomes generated using the three phageome profiles and three error
models. B) Sensitivity of classifying simulated phage contigs. Contigs were grouped by length (x-
axis) for computation of sensitivity. Error models are ordered by increasing read length. Top row

of tools are sequence-based (in blue), bottom two rows are homology-based (in yellow).

3.4.2. Simulated Metagenomes

The simulated metagenome set was produced from the bacterial and phage content of 5
metagenomic marine samples. This method allowed us to generate simulated metagenomes that
are as close and possible to a real metagenome set while excluding the unknown fraction of the
microbial population. The distance between the original taxonomic profile for the sample and the
profile used for simulation was calculated as Bray-Curtis dissimilarity (Supplementary Fig B-S4).
This computational method allowed us to generate simulated metagenomes containing 5% of
phage sequence content and a realistic distribution of contigs length.

The precision and sensitivity of the tools on the simulated metagenome were assessed based

on the contig length (Fig B-7, and Fl1score in Supplementary Fig B-S4). The observed sensitivity
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(Fig B-7A) is consistent with the results from the simulated phageome set, although MARVEL
displays a large variance in sensitivity across the different replicates, possibly reflecting the quality
of binning.

Importantly, using this benchmark set, a decrease in precision due to low viral abundance
is clearly seen for all tools (Fig B-7B). VirSorter, viralVerify, VIBRANT, and VirSorter2 perform
slightly better than VirFinder, Seeker, and MetaPhinder. ViralVerify performs exceptionally well

for long contigs (>= 10"5), followed closely by VirFinder.
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Figure B -7

Precision and sensitivity obtained while classifying contigs in the simulated metagenome set. Each
point represents the tool's performance on contigs within a given length group, assembled from
reads from a specific abundance profile, using the indicated error model. Top row of tools are

sequence-based (in blue), bottom two rows are homology-based (in yellow).
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3.5. Benchmark Challenge 3: Comparison on a Real-World Dataset

We finally compared the tools on a real dataset, the CRC dataset, for which the true
phage/bacterial composition is unknown. We aimed here to assess the overlap in phage
identification of the different tools.

Importantly, the proportions of contigs predicted to be phage vary strongly by tool.
VirSorter, MARVEL, viralVerify, VIBRANT, and VirSorter2 detect fewer phages (median less
than 2,200 contigs per sample) than the sequence-based methods and MetaPhinder (median greater
than 33,000 contigs per sample). This result is consistent with the high precision, but lower
sensitivity measured for homology-based tools.

We next assessed the overlap of the different tools in predicting the same sequence as phage
(Fig B-8). Strikingly, there was very little overlap in phage communities predicted by the tools
(Fig B-8B). The highest level of consistency between tools was seen for VirFinder and
DeepVirFinder (38.8% of contigs identified by either tool were identified by both), and the highest
level of consistency between homology-based tools was with VirSorter and VIBRANT (26.6% of
predicted phages were in common). However, most contigs showed different levels of consistency
between tools, where on average, 55,320 contigs were predicted to be phage by only one tool,
62,400 were predicted by 2 or more tools, and 29,900 by 3 or more tools.

CheckV (Nayfach et al. 2021) was used to evaluate the predicted phage contigs for viral
genes. Potential viral contigs are categorized as “Not Determined”, “Low Quality”, “Medium
Quality”, “High Quality” or “Complete”. The proportions of contigs predicted by the tools falling
into each category are shown in Fig B-9C. As expected, the sequence-based tools and MetaPhinder
contain a low proportion of contigs with Medium Quality or higher, while the other homology-

based tools have higher quality predictions. MARVEL predicted no contigs below Medium
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Quality. Additionally, the number of predicted phages being labeled as Medium Quality, High

Quality, or Complete by CheckV are shown in Fig B-9D.

A B
VirFinder DeepVirFinder Seeker ‘ ‘
1.00 1 i
0.75 $ ‘ ‘
— &M
ISERE] P RC 1 ceuit N \
1+ T I =]
@ 025|== _!_ H ;== +$ S
(=] . - ¢ 3 O
€ 0.00 + 4=4'é +i (. et o ‘ ‘
o a
S] VirSorter MetaPhinder MARVEL il ‘
= 100 e ‘
e g
s 0.75 | = 5 ‘ ‘
w
5 090 o M
= ; <
G 025 .o e . ‘ ‘
Qo .
Booolwaaadtd| THELL) 7 5 | " |
B oo Yy VIBRANT Visorierz || "||||||“| ____________________
c MARVEL|
o viralVerify
| i e il
9:50 ViSorter2  sgeees 27799800 94 1444 [
. . & | | DeepVirFinder ° I I
0.25 3 1 % VirFinder IEIIIII Ic ¢ 4 E
H Seeker ¢e¢ be L
PN i i T | e o R[S T Y MetaPhinder o0 80 45 o 384 b b . o

253354455 253354455 253354455

Log, (Contig Length) Intersection

C D
VirFinder ‘ VirFinder _
MetaPhinder | MetaPhinder -
0% 25% 50% 75% 100% 0 2500 5000 7500 10000
Portion of Predicted Phage Contigs Number of Predicted Phage Contigs
CheckV Quality
Not Determined Low Quality [l Wedium Quaiity [ High quaity [Jfj complete
Figure B - 8

Results from classifying CRC dataset. A) proportion of contigs predicted to be phage in each

length group for each sample. B) upset plot showing intersection size, with the x-axis in order of
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decreasing set size, top 51 intersections shown. C) CheckV assessment of predicted phage contigs
from the CRC dataset. Predicted phage contigs from each tool are categorized by CheckV and
plotted as a stacked bar chart of the portion of predicted phages in each category. D) Total number
of contigs predicted by CheckV to have quality Medium or greater. Sequence-based tools are in

blue, homology-based tools are in yellow.

3.6. Reusable Benchmark Dataset

The three benchmark datasets are available on Zenodo (doi.org/10.5281/zenodo.7194617).
Files for the genome fragment set include a FASTA file of genome fragments, a CSV file of
taxonomic information of each fragment, and a compiled and cleaned file of the classification
results of the nine tools on the genome fragments. Files for the simulated metagenome set and
simulated phageome set include the assembly files in FASTA format, the binned assemblies, a
CSV file of the contig taxonomic origins resulting from BLAST, and a CSV file of the compiled
contig classifications by the tools. For the CRC dataset, the assemblies and bins, as well as the
compiled contig classifications, are available. For all datasets, the resource usage as recorded by
Snakemake is also included.

In addition to README files for each dataset, datasheets based on Datasheets for Datasets
(Gebru et al. 2021) are deposited in Zenodo. These provide details about how the datasets were

generated, their composition, and the intended uses.

4. Discussion

This study aims to gain a better understanding of how metagenomic phage detection tools
perform under a variety of conditions. Previous studies have explored the detection and
classification of dsDNA viruses and auxiliary metabolic genes, but the performance of these tools

under a variety of challenges remain. Given differences in metagenomes based on the taxonomic

148



composition, sequencing quality, and computational methods for analyzing these metagenomes,
we examined the effects of contig length, phage taxonomy, and sequencing and assembly error.
We sought to address the robustness of tools to eukaryotic contamination and low viral content.
Finally, we wanted to address the different phage communities predicted by the tools when

classifying real metagenomic samples.

4.1. Tools Installation, Reusability, and Computational Requirements

One of the first barriers to the effectiveness of a phage detection tool, and bioinformatics
tools in general, is the ability to be installed and scaled to real data. Of the 19 tools identified for
this study, only 9 (47%) could be installed and run at scale. This is corroborated by related studies,
such as Pratama et. al. (Pratama et al. 2021), which excluded PHASTER and VirMiner, and Ho
et. al. (Ho, Millard, and Schaik 2021), which excluded VIROME, VirMiner, ViraMiner, PhaMers,
VirNet, and VirMine from their benchmarking efforts. Tools that were available on Bioconda and
PyPi were easiest to install because the tool and all dependencies could be installed simultaneously,
while those on GitHub required more effort. We acknowledge the extra effort required to develop
tools and create releases using Bioconda and PyPi.

There have been efforts to make tools more accessible, even if the original version is not
so straightforward to install. One solution is sharing containers, such as on DockerHub,
Biocontainers on the AWS ECR public gallery, or CyVerse (“Docker Hub Container Image
Library | App Containerization” n.d.; da Veiga Leprevost et al. 2017; “CyVerse The Open Science
Workspace for Collaborative Data-Driven Discovery” n.d.). One effort specific to phage-finding
tools is What The Phage, which developed a Nextflow-based workflow for running several phage

detection tools in a single container (Marquet et al. 2022).
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In addition to the ability to install and run a tool, scalability and resource usage are
significant factors considering the scale of metagenomic data. While web services provide a
convenient interface, they are often not a viable option for classifying many samples. Similarly,
tools that do not allow several samples to be processed at the same are impractical in most cases.
For the tools that could be installed and run at scale, computational resource usage varied widely.
Homology-based tool compute times generally varied with contig length. Seeker had the most
consistently high compute times (greater than 30 hours to classify 10k fragments). While
DeepVirFinder had the most consistently low compute times, its inability to process several
samples in parallel hindered its actual runtimes. However, this could be circumvented by running

each process in its own container, each with its own Theano backend.

4.2. Performance on Short Sequences

In this study, we compared the tools on several challenges to identify the current limitations
and strengths of tools and computational approaches. First, we evaluated the effect of sequence
length in classification performance. Unsurprisingly, sequence-based tools were able to work with
shorter contigs than homology-based tools, as they did not require the presence of multiple genes
to classify a sequence. Similarly, the precision of homology-based tool was largely independent
of fragment length since shorter contigs would not be expected to affect the false positive rate.
Finally, the sensitivity of sequence-based tools such as VirFinder, DeepVirFinder and Seeker were
globally unaffected by the sequence length and allow the retrieval of sequences as short as 500 bp.
However, a decreased precision for shorter contigs could be observed for these tools, suggesting
that a higher number of false positives should be expected when using these tools on shorter
contigs. On the other hand, homology-based tools such as VirSorter2, Vibrant and viralVerify,

showed a reduced sensitivity on short contigs but a consistent precision for all lengths.
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Interestingly, Metaphinder, which leverages multiple hits against a genome database, showed a
similar effect for contig length as the sequence-based tools, with an increased false positive rate
for shorter contigs. Metaphinder sums the regions of the fragment that have BLASTn hits to phage
genomes in a reference database, even if the hits are from distinct phage groups. This, coupled
with a fairly permissive e-value of 0.05, leads to a sensitive but less precise classification for short
fragments.

The result of this reduced sensitivity on short contigs is seen in both the simulated
phageome set and simulated metagenome set, where VirSorter, viralVerify, VIBRANT, and
VirSorter2 recover less than 75% of phage contigs between 1,000 bp and ~3,200 bp long.
Considering the difficulty of assembling short reads in real metagenomes, this poses a barrier to
retrieving a large number of phage sequences present only as short contigs. For perspective, 93%

of the contigs in the CRC dataset were shorter than 3k bp.

4.3. Bias Toward Over-Represented Phage Groups

The ability of these tools to identify novel phages or phages with lower database
representation can be critical for exploring many natural viral populations. We assessed this by
comparing the sensitivity of the tools on the well-represented Caudoviral group and other phage
groups. Importantly, all tools showed a decreased sensitivity for non-caudoviral phages. This effect
was also seen when comparing the sensitivity of tools on the more abundant Myoviridae phages
compared to the Siphoviridae and Podoviridae phages. This result is particularly striking as it
suggests a bias in sensitivity toward the over-represented phages groups in databases. Of the tools
included in this benchmark, DeepVirFinder appears to be the most suited to detecting a wider

diversity of phages and showed the most consistent sensitivity across phage groups. It is important
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to note here that our benchmark dataset relied on RefSeq genome sequences and is therefore

limited to known phages.

4.4. Low Viral Content and Eukaryotic Sequences

Real metagenomes typically contain low levels of viral content and may also carry
eukaryotic sequences from the host (e.g., human gut microbiome) or from micro-eukaryotes.
While sequences from a eukaryotic host can typically be excluded from the metagenomic dataset
before viral detection, this is particularly difficult for micro-eukaryotic sequences. Of the tools
compared, none used eukaryotic genomes in their training set, leading to concerns about specificity
when faced with eukaryotic contamination. In this benchmark, we showed that sequence-based
tools and MetaPhinder exhibit low specificity on fungal sequence fragments, while other
homology-based tools remain unscathed.

To understand how low viral content affects precision, the precision of tools was
extrapolated to the full range of possible phage content. All tools had decreased precision when
viral content is low, dropping sharply when viral content is below 20%. viralVerify was the most
robust to low viral content, especially on shorter contigs. The consequences of this were seen in
the classification of simulated metagenomes, each of which had 5% phage. All tools had varying
and often low (below 0.5) precision, although viralVerify and VirFinder had good precision for

the longest contigs.

4.5. Sequencing Error and Assembly Quality
Using simulated metagenomes, we next aimed to assess the effect of sequencing error and
assembly on each tool's performance. This method allowed us to develop more realistic benchmark

sets while retaining the possibility to assess the true composition of the set.
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First, we evaluated the tools’ sensitivity on a simulated phageome set composed of
simulated phage contigs only and assessing the potential effect of sequencing error and potential
misassembly. We showed the global sensitivity to be very similar to that obtained when classifying
unmodified genome fragments. This indicates that sequencing error, sequencing technology, and
misassembly do not hinder sensitivity significantly, at least with sufficient sequencing depth
(simulated phageomes were simulated with 30x coverage).

The simulated metagenome set aimed to give the most realistic estimate of real-world
performance. The sensitivity of all tools again closely reflected previous results. In particular, the
contig length and the low viral content were driving the observed tools’ performances.
DeepVirFinder, Seeker, and at shorter contig lengths Metaphinder, had precision typically below
0.5. VirSorter, viralVerify, VIBRANT, and VirSorter2 had slightly higher precision, although with
high variance, often falling below 0.5. viralVerify, however, was extremely precise for long
contigs. Once again, this result suggested a limited effect of sequencing error on the tools'

performances.

4.6. Comparing Overlap in Viral Predictions

The previous benchmark challenges suggested vastly different properties that affect the
final result obtained by users when using on their real-world datasets. This was further
demonstrated here on the CRC dataset. The number and predicted phage composition is strikingly
different between tools. As expected from the previous benchmarks, the homology-based tools,
excluding MetaPhinder, predict far fewer phages than sequence-based tools. But most strikingly,
the overlap of sequences found by several tools is surprisingly low. Of all sequences predicted to
be phage by at least one tool, only 53% were predicted by two or more tools, and 25% were found

by three or more tools, on average. The dissimilarity of contigs predicted as phage by the tools is
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so wide that approximately 80% of contigs are predicted to be phage by at least one tool.
Consequently, when applying these tools to real datasets, the choice of tool would strongly affect
the predicted phage community.

The use of CheckV can help reach a larger level of agreement between tools, when used to
filter out potential false positives (Fig B-8D, Supplementary Fig B-S7). When contigs with Low
Quality or Not Determined status are removed, then greater than 50% of contigs found by at least
one tool are found by 3 or more tools; 26% of contigs found by at least one tool are found by 6 or
more tools. However, CheckV is stringent, and additional contigs can be recovered by
supplementing the dataset with contigs that lack genes of cellular origin, especially for

metagenomes with highly novel phage.

4.7. Toward a Reusable Benchmark Dataset for Viral Tool Assessment

All in all, we summarize each tool’s performance for each challenge as detailed in Table
2. Given these insights, the remaining question is “What is the best solution to phage detection and
prediction?”. Unfortunately, answering this important question is not straightforward, especially
given the tradeoffs between precision and sensitivity. However, some general guidelines can be
used to decide which tools to use. For physically purified viromes (viral enriched particle
metagenomes), precision is less of a concern, so one can prioritize sensitivity, and may choose
DeepVirFinder, which also has the best sensitivity to non—caudoviral phages. For metagenomes
where phages are actively infecting their bacterial hosts, the research question at hand should be
the main driver in deciding. To identify novel phages, DeepVirFinder or Metaphinder may be a
good choice, although the results should be further confirmed to avoid false positives, such as

using CheckV (Nayfach et al. 2021). However, if one is wanting to study the dominant phages
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present in an environment and maintain high confidence in phage calling, VirSorter2 or viral Verify
may be good choices.

To facilitate further benchmarking of newer tools, we have made all benchmark datasets
available. This includes all input files, such as the genome fragments and the assembled simulated
metagenomes. Files giving the taxonomic origins of all fragments and contigs are also available,
to serve as an answer key when benchmarking new tools. The resulting classifications have been
cleaned and compiled into a consistent format, such that classification results can be compared at
the fragment/contig level without having to reclassify the input data. Additionally, all code used
to analyze the data and generate figures 1is available for reference on GitHub
(https://github.com/hurwitzlab/phage detection benchmarks), although modifications would

have to be made to incorporate new tools, due to differences in output format, ezc.

Phage Eukaryote
Tool Speed  Sensitivity Precision Diversity Specificity

VirFinder 16.80 0.9540 0.827 0.734 0.540
DeepVirFinder 256.00 0.9720 0.828 0.839 0.571
Seeker 7.27 0.9820 0.695 0.773 0.106
VirSorter 226.00 0.1200 0.994 0.750 1.000
MetaPhinder 36.40 0.9790 0.738 0.753 0.876
MARVEL 1.07 0.0142 0.157 NA NA

viralVerify 32.40 0.0628 0.971 0.607 0.992
VIBRANT 26.30 0.0824 0.199 0.512 0.999

VirSorter2 458.00 0.3810 0.979 0.641 0.999
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Table B - 2

Breakdown of tool performance. Tools are colored such that homology-based methods are yellow
and sequence-based tools are blue. Colors are scaled from the minimum to maximum value in each
column. Scales are linear, except for speed which is scaled to log 10 of speed. Speed is the average
number of contigs from the simulated metagenome set classified per second. Sensitivity and
precision are averages from classifying the simulated metagenomes set. Diverse Phages is the
average ratio of sensitivity on non-caudoviral phages vs caudoviral phages. Eukaryote specificity

is the average specificity when classifying eukaryotic genome fragments.

4.8. Limitation and Future Directions

This study aimed to set the basis for the development of a fair and reusable benchmark for
viral detection tools. However, we wanted to highlight some limitations to the current benchmark.
First, we use the default parameters, reference databases, and trained models for all tools. While
admittedly these may not be optimal, we believe that it is likely how a large proportion of
researchers would use the tools. Second, all genomes used in the genome fragment set and
simulated datasets were retrieved from RefSeq. This has a significant overlap with the tools’
reference databases and training sets; therefore, this study likely underrepresents the diminished
performance on broader phage diversity.

Despite these limitations, we hope the developed benchmark may be informative to users
and would be further developed to include new computational challenges. It should be noted that
the results presented here are limited to those tools that could be installed and run by July 2021,
and since then many more tools have been published (we are aware of 3CAC (Pu and Shamir
2021), DeepMicrobeFinder (Hou et al. 2021), INHERIT (Bai et al. 2022), PHAMB (Johansen et

al. 2022), PhaMer (Shang et al. 2022), VirMine 2.0 (Johnson and Putonti, n.d.), and virSearcher
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(Q. Liu et al. 2022)). With the potential that one of these tools performs better than those studied,
it would be useful to benchmark them using the data and methods developed here. Additionally,
an important question that was not addressed in this study is how the tools handle plasmid

sequences, which is a potential challenge, especially for sequence-based methods.
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Precision-Recall curves of tools for which a predicted value is output. Only bacterial and phage
fragments are included. Top row of tools are sequence-based (in blue), bottom two row is

homology-based (in yellow).
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is output. Only bacterial and phage fragments are included. Top row of tools are sequence-based

(in blue), bottom row are homology-based (in yellow).
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Characteristics of simulated metagenomes generated by InSilicoSeq based on 5 marine
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F1 score for the classification of the simulated metagenome set vs log 10 of contig length. Top

row of tools are sequence-based (in blue), bottom two rows are homology-based (in yellow).
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Results of classifying CRC dataset A) Boxplot of the number of predicted phage contigs, on a
log scale, in each length group per sample. B) Upset plot of homology-based tools, excluding
MetaPhinder, showing intersection sizes in decreasing order. Homology-based tools are in

yellow, sequence-based tools are in blue.
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Abstract

Machine learning (ML) and advanced computational methods are being developed and
applied at a rapid pace. While these methods provide powerful ways of processing large amounts
of data to gain valuable insights, best practices are still evolving. Uncodified code and data
standards have led to the irreproducibility of ML-enabled research. Improved standards have been
proposed, but researchers who wish to adopt these standards may be unsure how to meet them. In
this Comment, we describe an ML-enabled research project to create a global inventory of biodata
resources, using it as a case study to discuss the efforts and decisions we made to make this study
reproducible. We discuss the software libraries, tools, and practices we used to obtain high
standards for reproducibility, code, and data. This work serves as an example for others and

encourages discussion on how the approach can be improved.

1. Introduction

Science hinges on the ability to test hypotheses. This means that the hypothesis must be
falsifiable and supporting results can be reproduced. When research findings cannot be
reproduced, they must be called into question. Since loannidis published the paper “Why Most
Published Research Findings Are False”, there has been broad concern over the lack of
reproducibility in science (Ioannidis, 2005). This phenomenon has been termed the
“reproducibility crisis”, although this has been contested (Fanelli, 2018). Concerns about scientific
reproducibility are ongoing, and flawed study designs and irreproducible analyses play a role.
There have been efforts to encourage better practices, such as pre-publication of study protocols,
analysis plans, and code (Haring & Bell, 2018). However, as argued in Haring 2018, while the
different biases in production and reporting of research are largely identifiable and modifiable,

continued methodological training for early career researchers is also crucial.
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Use of machine learning (ML) in biosciences has outpaced the adoption of good practices
and proper training. Open Science practices, such as public release of code and data, aim to remedy
this. While access to code and data are necessary for reproduction of computational results, it does
not guarantee the results can be reproduced. Efforts have been made to set standards for
reproducible code, including for ML, and they serve as great rubrics for assessing reproducibility
(Heil et al., 2021). What is lacking, however, are detailed examples of practical implementation.
This work aims to provide such an example by explaining how an ML enabled study was planned
and executed with reproducibility as an explicit goal from the onset of the project

The study under question is a ML enabled inventory of global biodata resources from the
scientific literature REF. The study was undertaken because these resources are distributed all
across the world but are difficult to locate in any systematic way, which makes it difficult to
describe (let alone understand) the entire infrastructure. Briefly, a targeted query from EuropePMC
(The Europe PMC Consortium, 2015) was submitted to retrieve titles and abstracts that contain
URLSs and word data, with the possibility that they describe a biological data (biodata) resource.
A random subset of these were manually classified as describing or not describing a biodata
resource. Those that did describe a biodata resource were curated to label the resource’s common
name (e.g., PDB) and full name (e.g., Protein Data Bank) (Berman et al., 2003). Pretrained
transformer models were fine-tuned for the classification (predicting if the article describes a
biodata resource) and named-entity recognition (predicting common and full name) tasks. Several
pretrained models were fine-tuned and compared. Further downstream processing was performed
such as URL extraction and http status checking. A full article describing the study is in
preparation, and during its preparation we quickly realized that there are many additional details

to share about how we’ve attempted to address reproducibility—details we wish we had found in
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the literature ourselves. Instead of including extraordinarily lengthy supplemental methods to the
forthcoming full article, we offer this Comment as a companion.

During the study, a strong emphasis has been placed on Open Science, reproducibility, and
robustness of the codebase and documentation for both philosophical reasons (in support of Open
Science) and practical reasons (enabling future updating of the inventory). The entire process, from
data splitting, model training and selection, to all downstream processing, is encapsulated in a
Snakemake workflow (Kdster et al., 2012). This allows for the reproduction of the entire analysis
with a single command. Strong standards of code quality were developed and are enforced through
the use of automated testing. Additionally, significant efforts were made to make all data products
Findable, Accessible, Interoperable, and Reusable (FAIR) (Wilkinson et al., 2016)

As we began the project, we immediately turned to the literature for robust examples that
we could follow but were unable to locate implementation details that mapped to our project and
goals. With the absence of practical examples, we forged ahead. While we recognize that there
may be better ways of doing these tasks, we offer this comment as a starting point and example of
how to make a computationally heavy study reproducible and open. We provide the reasoning
behind the various considerations, which can be applied generally to research projects. We also

provide specific examples of how those were realized in this study.

2. Have A Plan

“A goal without a plan is just a wish,” wrote Antoine de Saint-Exupéry in The Little Prince
(Saint-Exupéry, A., 1943). As with any other part of a research project, planning ahead makes the
path to achieving reproducibility as smooth as possible. To this end, early in the project we

developed an Open Science Implementation Plan. Here, we outlined the goals for reproducibility,
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and how we planned to achieve them. These goals were organized into three groups:
reproducibility of methods, code standards, and data standards.

By considering these goals early in the project, we explicitly defined what expectations we
had for our Open Science goals. Keeping these goals in mind helped ensure that the effort required
to obtain these goals was anticipated and considered a core piece of the project. This minimized
accumulation of technical debt that would have been time consuming and difficult to address near

the end of the project.

3. Reproducibility of Methods

We found the reproducibility standards defined by Heil et. al. useful for ranking
reproducibility levels (Heil et al., 2021) In our case, bronze alone was not acceptable (data
published and downloadable, models published and downloadable, source code published and
downloadable). Obtaining silver was acceptable (bronze + dependencies set up in a single
command, key analysis details recorded, analysis components set to deterministic), but the gold

standard was our goal (silver + entire analysis reproducible with a single command).

3.1. Meeting the Bronze Standard

The bronze standard of reproducibility is characterized by having the following published
and downloadable: all data necessary for reproduction, trained models, and source code (Heil et
al., 2021).

Data availability and, more broadly, FAIRness (findability, accessibility, interoperability,
and reusability) will be further discussed in a later section. To address the minimum set out in the
bronze standard, all data are available for download from the project’s Zenodo repository.

Model availability is addressed in a few ways. All the models used in this project were

pretrained by other groups and made available on HuggingFaceHub (HFHub). As part of model
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training, these pretrained models were fine-tuned to various tasks (sequence classification and
token classification). We will make these fine-tuned models available in a Zenodo archive, as well
as on HFHub (Wolf et al., 2020, https://huggingface.co/models).

All source code will be stored in two places. First, GitHub serves as a living repository
(github, 2020, https://github.com/globalbiodata/inventory 2022). An important aspect of Open
Science is providing a place for open discussion (and criticism) of methods. The GitHub Issues
system allows for free and open commentary of the computational methods. However, GitHub
repositories are not immutable. It is important to have the methods, as described in the original
publication, preserved and available. Source code used to obtain the results in the associated
publication that describes the entire project (in preparation) will be deposited into the Zenodo

archive unmodified.

3.2. Meeting the Silver Standard

The silver standard requires, in addition to those aspects listed in the bronze standard, all
dependencies can be installed and set up with a single command, key analysis details are recorded,
and all analysis components are deterministic (not random) (Heil et al., 2021).

A common challenge for reproducibility is having simple installation procedures. To reach
the silver standard in this regard, we wanted it to be possible to install all dependencies with a
single command. For Python-based projects that is often possible with the command “pip install -
r requirements.txt”. However, sometimes other dependencies not covered by pip need to be
installed. To simplify this step, we utilized Make (GNU Make 42.1). While Make is a powerful
tool intended for the control of executable files, we only use it for effectively creating aliases for

shell commands. In the case of installation, we provide a Make target called “setup”. By doing so,
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the user can simply type “make setup” and shell commands are executed to install all dependencies,
including running pip (v21.1.2).

In addition to providing a simple pip install procedure, we created a conda installation
procedure. While pip installing on the user level is sufficient in isolated environments, such as
Google Colab, it can lead to conflicts on other systems if a virtual environment is not used. Conda
(v4.9.1) (anaconda, 2020) provides an isolated environment in which the project specific
dependencies are installed. By providing a conda environment description (yaml) file, it is possible
to recreate the conda environment in a single command.

The gold standard for dependency management takes it a step further than virtual
environments in the form of containers (Heil et al., 2021). With the use of containers, it is ensured
that the entire environment is identical for future users. However, containers can sometimes be
problematic to use in certain environments and can require fairly technical set-up. We wanted this
project to be reusable to the people with a wide range of technical skills and who may not have
ready access to robust computational infrastructure. This is especially important when thinking of
potential users, who may not be at well-resourced academic institutions, all over the world. Instead,
while we are still considering Dockerization as another option (Merkel, 2014) , we designed this
project to be run on Google Colab (Bisong, 2019)for its low barrier to entry and its provision of
GPUs for free use. Colab does not support common container services such as Docker. However,
by providing several options for dependency installation, we hope that future users can find one to
suit their needs.

Sufficient documentation of “key analysis details” is subjective. To satisfy this
requirement, in addition to an overview README that describes the entire repository, we provide

README files in every directory within the repository, which explain what the various
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files/scripts are, and how they relate to each other. Since 2021 GitHub supports the use of
Mermaid, JavaScript-based diagramming and charting tool, in markdown files, which we leverage
to create informative flowcharts illustrating workflow logic (Sveidqvist, 2022)

An often-overlooked key to reproducibility in computational methods, particularly ML
methods, is seeding pseudo-random processes such that they are deterministic (Heil et al., 2021;
Ahmed & Lofstead, 2022). The random numbers generated by pseudo-random number generators
can have significant effects on the trained model and model performance (Ahmed & Lofstead,
2022). So, to make the process reproducible, we added options to use seeding to make the

processes deterministic.

3.3. Meeting the Gold Standard

According to Heil, the gold standard implies that the entire analysis can be run with a single
command. This goal was addressed with Snakemake (v7.1.1) (K&ster & Rahmann, 2012). There
are several options for workflow managers, a popular alternative being Nextflow (Di Tomasso et
al., 2017) Snakemake facilitates automation through the definition of “rules” or steps that take
inputs and generate outputs. By stating what outputs are desired, Snakemake creates a directed
acyclic graph of which rules must be executed to create the specified output. For instance, in this
project, we specify that we would like the final output file containing the classified articles along
with extracted metadata. If the final output is not present, Snakemake executes all necessary steps
in the pipeline including data splitting, model training and comparison, classification and NER,
and all downstream processing. With the help of a Make alias, the Snakemake workflow for
reproducing all results can be run with the single command “make train_and predict”.

It is important to be able to reproduce all results from the raw data to final results, including

model training. However, model training is resource intensive, and often requires the use of
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specialized hardware such as a graphic processing unit (GPU). If all models must be trained to
reproduce results, it may be a barrier to reproducibility. To minimize the computational resources

necessary to reproduction, all trained models are also available in the Zenodo repository.

4. Beyond Reproducibility

This research project is unique because it was known from the beginning that someone will
need to rerun the analysis periodically. However, strictly speaking, this went beyond reproduction
since the underlying data is expected to shift (processing articles that have been published in the
meantime), so the methods developed needed to be generalizable. Generalizability benefits from
the same considerations as reproducibility but tends to include additional challenges.

We approached generalizability with the same standards as reproducibility and wanted to
make updating the inventory possible with a single command. However, we found that it was far
more efficient to directly utilize the trained models in the “updating” workflow. In this way, the
steps needed for updating were isolated from the larger reproduction workflow to make this

process faster and simpler.

5. Code Standards
We’ve taken the philosophy that the results of a computational research project are no more

trustworthy than the code used to produce them.

5.1. Code Formatting

To accomplish true Open Science, accessibility of code should not be limited to code being
publicly available. Code should also be readable and well-documentedd for it to be truly
accessible. A good first step is to utilize a code formatter, which all modern programming
languages have. We used yapf v0.31.0 to format all the Python code in this project (google, 2022).

A common alternative is Black (Langa, 2018), which is significantly stricter, leaving fewer
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formatting decisions up to the developer. Similarly, Snakemake files were formatted with snakefmt
v0.6.0 (Hall & Letcher, 2020), and R files were formatted with styler v1.7.0 (Miiller & Walthert,

2022).

5.2. Static Code Checking

Another measure taken to increase code robustness was static code checking. Again, the
code checking tools available will depend on the language. We utilize the linters pylint v2.8.2 and
flake8 v.3.9.2 (pylint, 2016; Cordasco & Ziade, 2010) to check all Python code to ensure that
community code standards are upheld, and to detect code smell (potentially problematic coding
patterns). Many of the items that these linters consider can greatly improve code quality and
readability. Some examples of considerations of the linters are: line lengths must be limited to
predefined thresholds; within any context (e.g. a function) there should not be too many variables,
and all functions should have docstrings. These rules, and many others, encourage developers to
write cleaner, more readable code.

Additionally, while type annotations are not required in the Python community, we
implemented them for many reasons. Type annotations provide built-in documentation by defining
the data types of all inputs and outputs of functions. A lesser-discussed benefit of type annotations
is that it provides an enhanced integrated development environment (IDE) experience since the
IDE has more knowledge of the variables, and can give better help messages, syntax highlighting,
and autocompletion. The final benefit of type annotations we considered is the prevention of
unforeseen bugs when they are used in conjunction with a static type checker. We used mypy
v0.812 (Lehtosalo et al., 2021) to check type compatibility within all our Python code. This can

significantly reduce the chances of encountering bugs that occur not at compile time (since Python
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is interpreted and dynamically typed), but instead at runtime, which can be more difficult to resolve
and may not show up until running the code.

While static code checking has many benefits, programmers need not strictly adhere to all
suggestions made by the code checkers. Luckily, most tools are configurable. Importantly, the user
can disable certain warnings. For Pylint, this is done with a resource configuration (rc) file. When
an rc file is used to modify code checkers, it is important to include them in the code repository,

so that when someone else runs the code checks on your code, they see the same results.

5.3. Testing

A crucial software engineering practice that is largely absent from research code is testing.
Testing in all its forms, whether it is unit, integration, or end-to-end, defines the specifications of
a piece of software and ensures that the software meets those specifications when the tests pass.
This has numerous benefits that cannot be understated.

One of the primary benefits is that tests serve is as a contract, which is a form of
documentation. A unit test of a function explicitly states what kinds of input are expected and what
kinds of outputs will be produced. For documentation, the only thing better than telling what a
function does (through comments and docstrings) is showing through tests. While the descriptions
provided in docstrings and comments are what the developer intends the software to do, a passing
test demonstrates that it indeed does it. Conversely, anything not covered in the test cases is where
the contract ends. Tests ensure that the code can do what it says it can do.

From an Open Science perspective, testing is particularly valuable. Not only does it provide
more detailed documentation than could ever be provided in an article’s methods section, but it
facilitates community feedback and contributions. Making changes to software always poses the

risk of disrupting previous functionality. When considering applying community feedback or
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contributions, this is problematic. However, with strong test coverage, developers can have more
confidence that updates are not introducing breaking changes, as long as all previously passed tests
still pass. Indeed, they provide a clear avenue of addressing bugs which the community may catch.
Developers can add another test case that exposes the bug, then modify the code such that the new
test and all previous tests pass. This is effectively amending the contract the tests provide to be
more comprehensive. Without tests in place, developers would have to check that the code still
behaves as described manually, which is error-prone and many researchers may be hesitant to
implement changes suggested by others.

Of course, adding strong test coverage does require more work than, for instance,
implementing static code checks or formatting. Without tests, code must be manually assessed to
ensure that a given piece of software is able to perform its intended task, and there is a barrier to
implementing community feedback. Further, a lack of tests is a form of technical debt, and the
price is paid when trying to refactor or fix bugs.

Pytest v6.2.4 was used as a testing framework for all Python code in this project (Krekel et
al., 2004). Pytest plugins for flake8, pylint, and mypy are used to include static code checks of
each file as part of the test suite (pytest-flake8 v1.0.7, pytest-pylint v0.18.0, pytest-mypy v0.8.1).
This makes it so the test suite cannot pass without all static checks passing. Additionally, most
functions have associated tests, and most scripts also have end-to-end tests that ensure that they
properly reject bad inputs and produce correct output when given good input. While we aim to
have good test coverage, some functions and scripts are not comprehensively tested. This is
generally the case for functions/scripts that take a very long time to run, such as the actual process

of model training. Additionally, the Snakemake workflows developed are not formally tested using
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an automated testing framework, although it would be best to do so, and we may implement this

at a later time.

5.4. Configurability

Our aim was that the users of code, whether for reproducibility, generalization, or separate
implementation, would not need to edit source code to change its behavior within the intended use-
cases. Parameters that may change could be supplied as inputs/arguments instead. Often, this
means that paths to input files should not be hard-coded but rather passed in when calling a script.
In terms of ML projects, this also often applies to hyperparameters.

One solution is to use parameterization extensively, and to make the analyses reproducible
by storing the parameters used in configuration (config) files. By doing so, others can see what
parameters were used to generate the results. Additionally, it gives future users a clear indication
of what parameters are likely okay to change, all without them having to edit any source code.

We store a large number of parameters in config files such as input/output directories,
training parameters, and locations of pretrained models. To train a new model and compare their
performance to existing models, a new row needs simply be added to a tab-separated config file.
The README file in the config/ directory describes the acceptable ranges of values allowed in
the config files, such as a description of what kind of models are compatible with the existing
workflow.

Snakemake also makes extensive use of config files, and the config files described here are
formatted such that Snakemake can utilize them when executing the workflow. So, to change the
behavior of the workflow (again, within the expected range of uses), only config files need to be

edited.

187



6. Data Standards
6.1. Source Selection

Both code and data are integral components of this project, and both require consideration
for reproducible outcomes. To create an open inventory as a product, we aimed to reuse and create
data that aligned with the FAIR (Findable, Accessible, Interoperable, and Reusable) Guiding
Principles (Wilkinson et al., 2016). The primary data source needed was bibliographic metadata.
There are several commercial sources of bibliographic metadata such as Dimensions (Digital
Science), Scopus (Elsevier), and Web of Science (Clarivate Analytics). However, these resources
require a subscription which would limit others’ ability to reproduce and reuse this work and
neither are they openly licensed. Therefore, we opted to use the open metadata available from
Europe PMC as the data source for creating the inventory. Although not as exhaustive as the
commercial options mentioned, Europe PMC covers a large swath of the life sciences; as of
October 2022, high quality, interoperable metadata is available for over 40 million articles.
Additionally, Europe PMC offers robust and well-documented APIs that facilitate access and are
especially useful for a reproducible pipeline. Although we know that some biodata resources will
be missed due to articles being published outside of the ~4000 journals available in Europe PMC,

we felt that this tradeoff was justified in order to optimize openness and reproducibility.

6.2. Data Findability and Accessibility

Depending on context, anyone interested in reusing the data from this project may wish to
jump in at different points, therefore we offer multiple options. The exact query string we used can
be rerun to obtain results from Europe PMC. Additionally, since bibliographic databases may
change slightly over time (e.g., records added, removed, or corrected), query results themselves

(PMID, title, abstract) may be of use to reproduce our results using the exact same data. There is
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also the labeled training data that was used to train the various models and, finally, the primary
data product for this project is the GBC Inventory itself. The query string, query results, training
data, and the GBC Inventory are all available within the project’s GitHub repository and will be
archived for long-term preservation and persistent reference in an associated Zenodo deposit when
the preprint of the forthcoming full article is posted. Zenodo provides a DOI and relies on the
DataCite metadata schema, which allows for the dataset to be found within Zenodo’s search

interface, DataCite’s central metadata store, and via internet search engines such as Google.

6.3. Data Interoperability

For the final GBC Inventory, we retained unique article identifiers (PMIDs), which allows
for easy extraction of additional metadata or for access to the full text, when available, from either
Europe PMC or PubMed Central. Additionally, we logged URL status codes per specification RFC
9110, extracted countries from author affiliations following ISO 3166, and retained geo
coordinates for IP address lookups, when available. While it would have been ideal to include a
persistent identifier for the biodata resources located (e.g., ROR ID or DOI), not all resources have
such an identifier, which perfectly illustrates the challenge of trying to locate these resources in

the first place.

6.4. Data Reusability

In addition to the efforts towards interoperability described above, we also maintained a
structured format throughout and have shared the data in CSV files for preservability and ability
to be opened and reused easily. These files are accompanied by a plaintext README file which
includes a codebook describing each data variable and data collection details and licensing. By

using open data from Europe PMC, we can release the data with CCO licensing, allowing for the
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broadest reuse possible. Together, this documentation, the repository’s GitHub history, and
Zenodo’s commitment to long-term archiving all provide provenance.

Finally, to further extend the potential for reuse, we plan to provide identified biodata
resources to Europe PMC as community annotations. This will allow for easy bulk access to the
identified resources and their associated articles. The annotations can be used for several purposes,
for example, mining articles with full text available or analysis of the intersection between these

annotations and the many other annotation types available within Europe PMC.

7. Discussion

Here we have described the efforts that were taken to develop a methodology for obtaining
and updating a global biodata inventory with Heil’s gold standard reproducibility, a robust
codebase, and FAIR data standards. Installation of dependencies and reproduction of the entire
analysis can be performed each with a single command, and analysis steps are well documented.
All code passes static code checks for formatting, linting, and type compatibility. Much of the code
is formally tested with unit and integration tests. Core data products are present in GitHub and
archived in Zenodo, with accompanying documentation. While we put a considerable amount of
effort into something we believe is reproducible. The first anticipated update will occur in the first
quarter of 2023 and will be the first true test. By then most of the research team will have moved
on and the remaining members may not be those who directly wrote the code or are programmers
themselves. Community interest has been strong so far, but actual reuse is unknown at this time.

The methodologies used in this work are not novel on their own. The automation employed
to make reproduction simple relies on the widely used Snakemake workflow manager. Further, it
is common practice in software engineering disciplines to leverage static code checking and

testing. Regarding data standards, we looked to the FAIR principles. The purpose of this work is
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to show how a research project that utilizes computational methods, particularly ML, can be
implemented to maintain robustness and strive for a high level of reproducibility. However, we
recognize that there are numerous ways to accomplish this and do not mean to claim our
implementation is the best.

Certain improvements could be made, such as using a more robust package manager like
poetry and using git hooks to automatically run tests upon committing to git (Eustace, 2018).
Importantly, test coverage is lacking in some areas, especially for portions that involve heavy
computation like model training. Still, the current test coverage is enough to increase confidence
in the code’s behavior.

Beyond the technical details, it is likely quite apparent that this work required a substantial
amount of time to think through and implement. We were able to do this only because of our
team’s collective belief that these efforts were worth the resources invested. However, not only
did it require allocation of those resources, but it also required trust among team members and a
willingness to engage in the process. Additionally, many tradeoffs were made. One example is the
tradeoff of using only open data versus a more extensive commercial data source, which
undoubtedly would have yielded a larger, but in our estimation a less useful, inventory. There are
also ambitions that we had at the start of the study that are now future directions because we chose
to devote time developing a robust workflow instead. This required principled project management
and caused, even as we write this, some amount of wistfulness. In the end, we could not do it “all”,
and we fully appreciate that others must decide for themselves where to place their efforts.

We hope that this work can provide an example, and hopefully not too daunting of one, to
others interested in attempting greater reproducibility in their research. We would be especially

gratified to learn of others who answer this work with better solutions than those presented here.
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