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Abstract

To detect and explore possible candidates for dark matter and physics beyond the Standard Model (BSM),
we use ATLAS’s recently developed Unified Flow Objects (UFOs) large-radius jets for tagging boosted
hadronic decays of the /0 boson (/ 0)1. For the / 0 tagger, we introduce the Clustering Autoencoder (CAE)
which integrates two unsupervised learning frameworks for the classification and mass decorrelation of
UFO jets. The first framework is a fully-connected autoencoder (AE) that reduces the number of input jet
substructure variables into a latent space of three dimensions, and the second framework is a Uniform
Manifold Approximation and Projection (UMAP) algorithm which reduces the AE latent space further
to two dimensions. Afterwards, a neural network score is constructed by transforming the UMAP latent
space to a histogram as a function of each event’s representative Euclidean space. We compare the CAE
tagger performance to previous cut-based tagger and deep neural network (DNN) tagger performances
through signal efficiency and background rejection rates. Though the / 0 tagger underperforms tenfold
compared to previously tested taggers, the CAE presents a realistic approach of training without the UFO
jets’ weights and labels. Most importantly, the tagger we present here shows an important step towards
scaling into high dimension analysis for physics BSM.
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1 Introduction

A goal of the Large Hadron Collider (LHC) at
p
B = 13 TeV is to test the predictions of the Standard Model

(SM) from the final states of high-energy proton-proton (??) collisions. One of the two general detectors

1 © 2023 CERN for the benefit of the ATLAS Collaboration.
Reproduction of this article or parts of it is allowed as specified in the CC-BY-4.0 license.
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used to collect data from LHC collisions is A Toroidal LHC Apparatus (ATLAS) [1], and collisions at the
LHC produce jets of heavy-flavor particles that often decay at an incredibly rapid rate. An example of
such particle is the /0 boson with an invariant mass of 91�1876 � 0�002 GeV and a half-life of 3 � 10�25

seconds. The /0 boson is electrically neutral, much more massive compared to a proton, and mediates the
weak nuclear force. Moreover, the /0 boson’s flavor quantum numbers are zero, suggesting that the neutral
gauge boson only interacts with other particles through either spin or momentum or both [2]. Altogether,
experiments at the LHC show that the SM is successful in predicting and describing the fundamental force
carriers of the electromagnetic force, weak nuclear force, and strong nuclear force. Still, the SM does not
describe the theory of gravity, dark matter (DM), dark energy, and other phenomena. A hypothesis for
DM candidates proposes particles outside the scope of the SM [3]. Since DM does not interact with the
electromagnetic field, in this work, we treat a low mass /0 boson vector resonance (/ 0) generated by the
Monte Carlo (MC) method as a placeholder for a potential DM particle.

Starting with ?? collisions at the LHC, the /0 boson can be detected by reconstructing its decay products
through quark-antiquark pairs:

/ ! @@̄ (1)

An abundance of quark-antiquark pairs are detected in ATLAS and show as clusters of energies, and the
topological clusters may vary in size, particularly their radius. Since boosted collisions operate at high
energies and transverse momentum ?) , one might reconstruct the quark-antiquark pairs as jets at select
radii, called large-radius multijets, such as R = 0�4 or R = 1�0 of the cluster circle. Treating the resonant / 0

particle as a DM particle, a proposed coupling between the decays of / 0 in “dark showers” [4] created by
MC simulations:

/ 0 ! &�&̄� (2)

where &� is a dark parton and &̄� is an anti-dark parton, analogous to the reconstruction of /0 bosons.

At the LHC, ?? collisions also produce a colossal number of misidentified signal events from semi-
leptonic or hadronic decays of quarks and gluons that dominate reconstructed jets known as quantum
chromodynamics (QCD) background. For some data samples, a simple and quick method for tagging the
particle of interest, or signal data, from QCD background is to apply cuts on substructure variables, which
are variables used to characterize the internal structure of large-radius jets. A popular cut-based tagger is
called a three-variable tagger (3-var), which decorrelates a sample’s transverse momentum ?) from the
jet mass, energy correlation ratios (e.g., �2� �2), and number of inner-detector tracks to maximize signal
efficiency and background rejection. Signal efficiency and background rejection respectively are defined as:

Signal Efficiency = n rel
sig = Npass

sig �N
total
sig (3)

Background Rejection = 1�n rel
bkg = Ntotal

bkg �N
pass
bkg (4)

where Ntotal is the total number of events, and Npass is the number of events after tagger selection.
Furthermore, each jet event has an associated weight that represents a correction of an event’s probability,
which may be influenced by detector efficiency, theoretical probabilities, and modifications to the MC
simulation.

However, cut-based taggers suffer from the loss of information and the unintended sculpting of unused,
correlated substructure variables or, worse, the mass distributions [5, 6]. Another method to consider
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multiple substructure variables simultaneously is with the use of deep neural networks (DNN), resulting in
a more thorough and representative tagger to achieve greater signal efficiency and background rejection
rates. A,

0 boson study demonstrated the DNN obtains comparable results, and has since outperformed,
the 3-var tagger [7, 8]. The, 0 decay is simulated at a cross section f of 8 microbarns and is sequenced as:

, 0 ! ,/ ! @@̄@@̄ (5)

which provides two distinct, known particles to reconstruct from the final state of quarks.

In this classification problem study between /
0 and background events, we propose the Clustering

Autoencoder (CAE) which integrates an autoencoder (AE) [9–11] and a non-linear dimension reduction
algorithm called the Uniform Manifold Approximation and Projection (UMAP) [12] to tag / 0 . The AE is
an unsupervised learning technique comprised of an encoder, the latent space, and a decoder, and the latent
space is usually a simplified, optimized representation of the input data set. Additionally, a popular usage
of AEs is to denoise data sets, and we treat the QCD background as noise that obscure the signal data.

We use UMAP as both a dimension reduction algorithm and also as a k-nearest neighbor (k-NN) algorithm,
but the algorithm on its own is not suitable for the purpose of creating a particle tagger. Two pitfalls
of using UMAP as a k-NN clustering algorithm are the “curse of dimensionality” and its sensitivity to
poor quality data [13]. The pitfalls indicate high-dimension data are exponentially more computationally
expensive and time consuming than low-dimension data. Poor quality data may be caused by irrelevant
data, such as excessive noise, or a limited range to the data set. By passing the data set through an AE prior
to UMAP, the aforementioned pitfalls in the k-NN algorithm can be minimized prior to the classification
and mass decorrelation of / 0 . Ultimately, the key differences between the previous, 0 tagger study and the
/
0 study is the lack of reliance on jet event weights and binary class information, which do not arise from

detector data collection.

2 Data Sets and Observables

The results presented in this note are from studies of UFO jets reconstructed in MC simulations of a / 0

boson with an invariant mass centered around 100�00 GeV and a cross section f of 464 picobarns.

2.1 Jet simulations

The MC method is used to simulate an ordered set of elements, known as n-tuples, of quasi-stable / 0

particles’ four-vector momenta and its corresponding substructure variables. The fully simulated jet
samples used for the studies presented in this note were produced following the description in Ref. [14].
The multijet events were generated by the ATLAS Collaboration using theoretical distribution functions
for particles of interest. A Poisson-sampled number of minimum bias events modeling the pile-up were
added to each hard-scatter interaction, with the average number of pile-up interactions following the
corresponding LHC Run 2 profile in data.

Table 1 contains a list of jet variables available for the studies presented here. The weights of each jet event
are also available but are not used as part of the tagger. The weights are only used to scale kinematic and
substructure variable histograms to their theoretical probability function and scale signal to background
samples proportional to their theoretical ratios.
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Table 1: List of kinematics and observable moments available for each UFO jet in the MC simulation data sets used
for the studies presented in this paper.

UFO jet kinematic and substructure variables Reference
m Jet mass Ref. [15–17]
?) Transverse momentum Ref. [15–17]
q Azimuthal angle Ref. [15–17]
[ Pseudorapidity Ref. [15–17]
(?;8C12, (?;8C23  C distance between subjects during merging Ref. [18]
g1, g2, g3, g21, g32 N-subjettiness Ref. [19]
���1, ���2, ���3 Energy correlation function Ref. [20]
�2, �2 Energy correlation ratios Ref. [21]
numConstituents Number of calorimeter constituents in UFO jet Ref. [22]

2.2 Events selection

The total number of events in a MC simulation is governed by the processes following ?? collisions
calculated from the decays resulting from quantum field theory, measurements by the detector, and objects
reconstructed in the jets. Such simulations require normalization to weight each event appropriately, and
so the number of events # is given by

# = !fn (6)

where ! is the luminosity, f is the cross section of the process, and n which encompasses all efficiencies.
The data set simulates ATLAS experiments at an integrated luminosity, or the total number of ?? collisions,
of 36�11 fb�1.

There are a total of 537� 451� 527 events for the QCD background data set and 78� 860 events for the
signal data set. The background samples are created on the criteria that the transverse momentum range is
»200� 3000… GeV, j [ j� 2�0, and the number of constituents in a jet is greater than two. The signal samples
are created on the criterion that there are no b-hadrons. In this study, due to computational resource limits,
a random sample of 250� 000 background events are selected for training, but the number of signal events
remain the same.

3 Autoencoder Setup

3.1 Network technology and configuration

An autoencoder (AE) is characterized by an encoder, a deep neural network where the size of each
subsequent layer decreases, and the smallest layer is called the latent space or a projection of the full data
set. The encoder and latent space is followed by the decoder, which is symmetric to the encoder’s number
of layers and each layer’s size. A layer consists of training weights attributed to each training variable
called nodes, and each node in a layer of a fully-connected neural network is connected to each node in
the subsequent layer. Information on a data set’s hidden and known features can be extrapolated from
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the latent space. We use a fully-connected AE of two hidden layers are used to reduce the dimensions of
the input training data down to three dimensions. The input layer has six nodes to correspond to each of
the six input substructure variables used for training, as shown in Table 2, with a ReLu [23] activation
function implemented in PyTorch [24]. Therefore, a fully-connected architectures retains more global
information than partially-connected architectures with the drawback of an increased need of computational
resources. For both classification and mass decorrelation, the ADAM optimizer [25] is used to minimize
the Mean Absolute Percentage Error (MAPE) loss function [26]. To decrease training convergence time,
an exponential learning rate scheduler with a factor of W = 0�99 and an initial learning rate of 5 � 10�3 is set
until the training and validation loss is optimized. The training batch size is set to 32, and the validation
batch size is set to 512.

3.2 Inputs

In Table 2, we choose to forgo the sample’s four-vector momenta as part of training so that the / 0 tagger is
not biased in its mass inference. We realize that some substructure variables are derived from, or highly
correlate with, jet mass or transverse momentum, but we do not weight the different samples or introduce
class information so that the AE objectively learns the dependencies and relationships between given
substructure variables. Through a physics agnostic driven approach, the AE is not limited in the encoding
of the substructure variables with the goal of either determining anomaly events or events indicating physics
BSM.

Table 2: List of kinematics and observable moments for each UFO jet used as input to training the AE.

UFO jet substructure variables used in AE training Reference
�2, �2 Energy correlation ratios Ref. [21]
g21 N-subjettiness Ref. [19]
(?;8C12  C distance between subjects during merging Ref. [18]
���1 Energy correlation function Ref. [20]
numConstituents Number of calorimeter constituents in UFO jet Ref. [22]

From Section 2.2, a total of 328� 860 events are split in a 3:1 ratio for the classifier training and validation
respectively. The training and validation sets are sampled randomly to maintain the distributions of the
input substructure variables, resulting in 246� 645 events for training and 82� 215 events for validation. We
select only the background events for training and validation for the mass decorrelator, resulting in 187� 500
events for training and 62� 500 events for validation.

3.3 Training performance

We trained the classifer first to 200 epochs and then the mass decorrelator to 400 epochs. In Figure 1, the
MAPE loss plotted as a function of epoch shows a steady descent for training loss, but there are large
spikes for the validation loss, especially for the classifier. Even so, both loss trends tend towards zero
indicating a convergence towards a minimum solution. Based on the loss trends, the model is not overfitting
or overtraining, but the validation loss spikes indicates a low validation batch size, unnormalized data sets
with high variance, or a high learning rate.
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Figure 1: Autoencoder training and validation loss as a function of epoch. The loss function below 200 epochs
represents classi�cation loss and above 200 epochs inclusive represents mass decorrelation loss.

4 Performance of Clustering Autoencoder for UFO jets

A testing sample of 200–000 background events is randomly sampled and mixed in the 78–860 signal
events, though we note the signal events in testing are the same as training. The output of the integrated AE
and UMAP is a two-dimensional, k-NN clustered Euclidean representation of the six substructure variables
used as input detailed in Table 2. Furthermore, a neural network score is calculated by transforming the
Euclidean space to polar coordinates. A signi�cance plot for each neural network score shows a possible
tagger cut at �xed e�ciency.

4.1 Clustering Autoencoder Classi�er

The AE is trained on both signal and background events through 200 epochs, and the latent space is passed
through UMAP to probe the structure of the latent space. In Figures 2(a) and 2(b), the event density
color-coded projections show that the CAE classi�er is able to discriminate signal events from background
events and show their representative event distance relative to each other. On top of tagging two classes in
semi-con�ned projections, the internal structure and irregular \hot spots" of concentrated events in both
samples are worth further investigation.

Combining Figures 2(a) and 2(b), Figure 3 shows a di�erent perspective. Despite the di�erent ranges
in positions, signal and background events are clustered in the same structures for overlapping regions
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