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Abstract

Machine learning is a rapidly growing �eld that has the potential to revolutionize many
sectors of economy and research. In this context, the increased interest in machine learning
for space applications is driven by its potential to enable increased autonomy and �exibility.
Indeed, machine learning can be used to develop onboard systems that can autonomously
perform guidance, navigation and control tasks, reducing the need for human involvement.
This can lead to increased reliability and reduced costs in ground operations. Machine
learning algorithms can be used to process large amounts of multimodal data from various
sensors, such as cameras, inertial measurement units and attitude sensors. This is particu-
larly important for future missions that require precise landing to access valuable resources
or to establish a human presence on planetary bodies such as the Moon, Mars, asteroids,
and comets. Machine learning can also be used to develop onboard systems that can adapt
to uncertain and complex scenarios, such as unexpected obstacles or system failures, which
can lead to increased robustness and reliability. This dissertation aims at demonstrating
the viability of autonomous real-time guidance and control based on neural networks in
complex, constrained, and uncertain environments with multimodal inputs spanning from
relative motion to planetary landing applications, and study their robustness and perfor-
mance. Reinforcement learning and meta-reinforcement learning are used, together with
a new method for autonomous hazard avoidance and landing site selection based on con-
volutional neural network, to increase autonomy and robustness by embedding navigation,
guidance, and control in a single self-contained system, exploiting the outstanding mapping
capabilities of neural networks and advanced training algorithms. These applications are
also enabled by a new tool, named VisualEnv, created speci�cally as part of this disserta-
tion, capable of generating 3D space environments with accurate rendering capabilities and
integration with reinforcement learning algorithms.
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Chapter 1

Introduction

The space industry has seen an unprecedented growth in the last two decades. The advent
of new technologies as well as the potential for commercial application has caused new
private and government agencies to enter the market. Advanced materials, that enable lower
overall spacecraft weight, and increased launcher e�ciency and re-usability have signi�cantly
contributed to lowering the cost of space access. The resulting lowered barrier of entry has
been instrumental in the creation of a virtuous cycle of progress. In this evolving landscape,
new ambitious mission concepts tend to favor increased on-board autonomy. The ultimate
goal is to work alongside the human component or completely autonomously, leading to
reduced cost and potential for errors. Consequently, the demand for autonomous guidance,
navigation and control systems has increased, with a focus on their ability to deal with the
uncertainty of the space environments [1, 2, 3].

The Guidance, Navigation, and Control (GNC) subsystem is a critical component of the
system architecture in any spacecraft. It is responsible for determining its position and
velocity using sensor data, and then use that information to safely navigate and control
it in a way that maximizes the system performance and meet the mission requirements.
Spacecraft guidance has historically been approached by computing a trajectory on the
ground in a reference scenario, which is then given as input to the spacecraft GNC algorithm
for it to follow. The trajectory is usually computed by solving an Optimal Control Problem
(OCP) associated with the speci�c guidance problem, which can be achieved mainly through
two di�erent approaches: indirect and direct methods. In indirect methods, the calculus
of variations is exploited together with the Pontryagin Minimum Principle (PMP) [4] to
retrieve the optimal control and the �rst order necessary conditions from the Hamiltonian
of the problem. This procedure leads to writing a Two Point Boundary Value Problem
(TPBVP), which is made up of a set of di�erential equations in terms of states and costates.
Commonly, TPBVPs are then solved via shooting methods [5]. However, although this
approach provides very accurate optimal solutions, it su�ers from high sensitivity to the
initial guess. Direct methods [6] rely instead on the discretization of the original continuous
OCP into a �nite constrained optimization problem. This leads to the transcription of
continuous problem into a Non-linear Programming (NLP) Problem [7], which is usually
solved via traditional algorithms, such as the interior point [8], the trust region [9] or the
Nelder-Mead [10] algorithms. These approaches can be very computationally demanding
and they do not provide any guarantees about the convergence to the optimal solution if the
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problem is non-convex. Moreover, uncertainty a�ect any real world mission, either because of
unmodelled dynamics or uncertainty in the sensor data and actuator output, which decreases
the accuracy of the obtained solution.

For this reason, robustness to various sources of uncertainty has to be accounted for when
designing a GNC system for autonomous spacecraft. Although using the aforementioned
methods, the robustness to uncertainty could be assessed by running simulation a posteriori,
the solution is then usually the introduction of safety margins, which is not necessarily
optimal and might not solve the problem if not all possible in-�ight unespected conditions are
taken into consideration. For this reason, researchers have been exploring the performance
of closed-loop methods that overcome some of the limitations of open-loop solutions. The
generalized Zero-E�ort-Miss/Zero-E�ort-Velocity (ZEM/ZEV) feedback guidance algorithm
[11, 12] is one promising method that works well for a variety of guidance applications,
from relative motion to planetary landing [13, 14]. The feedback ZEM/ZEV guidance law
is analytical and derived by a straightforward application of the optimal control theory.
The algorithm generates a closed-loop acceleration command that minimizes the overall
system energy (i.e., the integral of the square of the acceleration norm). The ZEM/ZEV
feedback guidance is also relatively straightforward to implement onboard and can drive the
spacecraft to the target with minimal guidance errors. It is also �nite time stable and can
be made robust by introducing a sliding parameter [15, 16, 17]. Although attractive because
of its simplicity and analytical structure, the algorithm is not generally capable of enforcing
either thrust constraints and/or path constraints. There have been attempts to incorporate
constraints in the classical ZEM/ZEV algorithm using intermediate waypoints [14], which
has shown good performances, but the solution still lacks �exibility.

Another way to tackle the problem of uncertainty in guidance and control systems is
stochastic optimization. The classical approach to solving stochastic optimal control prob-
lem is dynamic programming (DP) [18], which is generally based on the de�nition of the
value function representing the cost-to-go as function of the current state. By exploiting the
Bellman principle of optimality, this leads to the de�nition of the so called Hamilton-Jacobi-
Bellman (HJB) equation which can be solved for the value function to obtain the control at
each state, which can be used in a closed-loop manner. Although very powerful, this method
is generally hard to use in practice due to the di�culty of solving the HJB equation as well
as the so called curse of dimensionality, which describes the rapid growth in complexity as
the dimensions of the problem grow. To increase control adaptability and �exibility, Model
Predictive Control (MPC) [19] has been developed and has shown promising results. It over-
comes the limitations of traditional spacecraft guidance methods by providing an optimal
control solution that accounts for future system behavior based on the real time state of the
system. MPC uses a mathematical model of the system to predict its behavior over a �nite
horizon and then selects the best control action that minimizes a pre-de�ned performance
criterion. This approach allows MPC to handle constraints, disturbances, and uncertainties
more e�ectively than traditional methods, resulting in improved performance and stability.
Additionally, MPC can handle multiple objectives and trade-o�s between con�icting goals,
making it a �exible and versatile approach for spacecraft guidance. Moreover, the so-called
convexi�cation technique [20] has been recently proposed to transform non-convex problems
into convex problems, whose convergence to the optimal solution is guaranteed in a �nite
number of steps, and therefore they can be solved more easily and more quickly. Many works
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have employed such a method to obtain fast and accurate optimal powered descent trajec-
tories in large and small planetary bodies [21, 22, 23, 24]. MPC used in combination with
convexi�cation can reach very good update frequencies, which allows for real time adjust-
ments and consequently good degree of robustness. However, the convexi�cation technique
su�ers from poor scalability when dealing with high dimensional systems and non-linear
dynamics and constraints, which limits its applicability in real world scenarios, especially in
space environments where computational power is low.

Any guidance method, regardless of its characteristics, needs to be supplied with an ac-
curate estimation of the state of the spacecraft at any time. For this reason, the navigation
subsystem is as important as the guidance method itself. It is responsible for taking data
from multiple sensors, generally inclusive of any acquisition error, and estimate the most ac-
curate state possible using what is generally referred to as observer. A common method for
deep space navigation is Delta-Di�erential One-Way Ranging (Delta-DOR) [25], which relies
on range and range rate data acquired generally through to the Deep Space Network (DNS)
and ESA's Tracking Station Network (ESTRACK) [26]. More advanced methods have been
developed recently, such as X�ray pulsars navigation [27], which is likely going to become the
state of the art for deep space navigation. However, these methods either require extensive
use of expensive ground-based equipment, or large collecting areas on-board, which are both
limiting factors, especially for modern mission concepts relying more and more on cheaper
and smaller satellites (CubeSats) [28], even for deep-space applications [29, 30, 31]. For this
reason, there has been a push towards the use of autonomous optical navigation (ON) [32],
which relies on a camera (or cameras) to recover the state of the spacecraft relative to its
surrounding. Reliance on ON is even more prominent for planetary landing [33], and small
celestial bodies exploration missions [34, 35]. Low cost, small weight and autonomy are clear
advantages of this technology over traditional methods. Nevertheless, computational cost
could be higher than traditional methods, which can limit ON's applicability in real world
applications.

Arti�cial intelligence (AI), and speci�cally machine learning (ML) and deep learning (DL),
can be used to overcome the limitations of traditional guidance and navigation techniques
thanks to their versatility and broad range of methods and applications. Most of AI/ML
techniques have been developed for robotic motion tasks [36] and autonomous driving [37],
and are slowly starting to be adapted for aerospace applications [38, 39]. The idea is to use
an arti�cial neural representation, being it a shallow or deep neural network, of the control
policy as a non-linear parametric mapping between the input and the desired output given the
speci�c environment and mission requirements. While there exist many ways for training
neural networks, supervised learning (or behavioural cloning) and reinforcement learning
(RL) [40] are the most commonly used for control problems, which di�er mostly by how the
data is collected and used during training. In a supervised learning setting, the data must
be collected beforehand by an "expert" that performs multiple realizations of the required
task. The network is then trained to replicate the actions of the expert as closely as possible.
When applied to optimal control problems, the realizations may be multiple solutions of the
optimization problem with di�erent initial conditions and parameters, obtained using one
of the o�-line methods described above. The network is then trained using gradient based
methods [41]. There have been multiple examples of supervised learning being applied to
spacecraft guidance [38, 42]. However, using a static dataset for training with supervised
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learning has been shown to often produce poor results when there is a mismatches in data
distribution between training and deployment. This is a problem when considering space
guidance and control problem a�ected by uncertainty, which could lead to catastrophic
divergence of the control algorithm if the �ight envelope falls outside the training distribution.
This shortcoming can be partially addressed by updating the dataset during training using
the so called DAGGER method [43]. Although some successful examples have been proposed
[44, 45], the robustness and viability of this method have not been completely investigated
yet.

RL addresses the distribution mismatch problem by interacting directly with a potentially
changing environment. The method is based on a so called "agent" that explores the environ-
ment (real or simulated) acting using a parametrized policy represented by a neural network.
The environment responds with a numerical reward that provides a feedback describing how
good an action is depending on the speci�c goal that the agent is tasked to achieve. Training
progresses by updating the policy (i.e., the network parameters) in a way that maximizes
the cumulative reward over a trajectory. The method has �rst been applied to many robotic
motion tasks, showing good performance also in real world applications. More recently,
researchers have explored the capability of RL-based methods for spacecraft guidance and
control in landing, relative motion, attitude control, and interplanetary missions scenar-
ios. Although there exist a multitude of training algorithms, most recent applications use
proximal policy optimization (PPO) [46] as it provides state of the art performance.

More recently, a new paradigm in the �eld of RL has been created to deal with uncertain
environments and multiple objectives named meta-reinforcement learning (MRL) [47]. The
"meta" in the name refers to a variety of methods that focus on training a neural network
to not only learn to solve a speci�c task but to also learn how to adapt to di�erent tasks
autonomously. This is enabled by another innovation in the �eld of neural networks named
recurrent neural networks (RNN) [48], which contain peculiar layers that allow information
to be fed back into itself and accept sequences of data at once. This feature in instrumental
in allowing the network to learn from partially observable and uncertain environments, as
well as perform multiple tasks without the need for retraining. These characteristics are
ideal for space applications where the problem of navigation using partial observations is of
pivotal importance and robustness to uncertain environments is key to increase autonomy.

1.1 Objectives and Contributions

This dissertation aims at proving the viability of RL and MRL methods for spacecraft
autonomous GNC. The methods and applications presented in this dissertation build on top
of each other, with the �nal goal of increasing reliability, robustness, and �exibility of a
spacecraft's GNC system. As opposed to classical methods, that need an accurate math-
ematical model of the environment to provide a suitable guidance and control, RL-based
methods learn from experience on an inherently uncertain environment, which better repre-
sents the real world. This is a two-fold advantage compared to classical methods, since not
only the agent can perform well while being completely agnostic of the dynamical model, but
it also makes it robust to the uncertainties in the environment. Moreover, in RL-based meth-
ods, the computational cost is almost completely front-loaded during the training process,
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while the inference operation of the deployed network is computationally e�cient, consist-
ing on simple matrix multiplications without any iterative procedure. Another advantage
of neural-network is their ability to accept multimodal inputs (i.e., discrete and continuous
arrays, images) simultaneously, which allows for integrated systems that can take raw sen-
sor data and output control commands directly. This produces relatively simple systems
that require less "moving parts", with consequently less interfaces and possibility for error
propagation, as opposed to classical methods.

The �rst autonomous RL-based method for space applications developed in this disserta-
tion is a new actor-critic algorithm (a particular kind of RL algorithm using two networks
simultaneously), using Extreme Learning Machines (ELM) [49] as critic and a radial basis
function network [50] as actor. The method is interesting from a machine-learning per-
spective because of its relatively simple implementation. The networks being single-layer
feed-forward networks allows for training without backpropagation, which reduces computa-
tional complexity and accelerates training. From a control theory perspective, the method
relies on the underlying closed-loop state feedback guidance structure based on zero-e�ort-
miss/zero-e�ort-velocity (ZEM/ZEV) [11, 51]. The parameters of such guidance are made
state-dependent using RL so that path constraints can be embedded in the algorithm to
increase �exibility while retaining the remarkable targeting capability of ZEM/ZEV. The
method is used to solve a rendezvous problem in near-rectilinear halo orbits (NRHO) with
various path constraints [52, 53], as presented in Chapter 3. The problem is solved both at
the closest and the furthest point from the Moon throughout the orbit, using two di�erent
dynamical models. The case studies presented consider multiple spherical keep-out-sphere in
the vicinity of the target or a keep-out sphere with an approach corridor centered in the tar-
get. Apart from adding path constraint support to classical ZEM/ZEV, the method is also
very computationally e�cient, thanks to the small network size, and generally more sample
e�cient when compared to classical RL algorithms. A similar approach was also used to
create a state-dependent low-thrust control law based on the Q-law feedback control scheme
[54, 55] and for planetary landing [56] in some related works, which proves the viability of
this method and adaptability to multiple scenarios.

As previously mentioned, these methods, as many other more classical methods in liter-
ature, rely on a good navigation subsystem to work accurately. This is generally achieved
using heavy and expensive sensors, such as light detection and ranging (LIDAR), GPS re-
ceivers, star trackers to mention a few. This can be a limitation that a�ects their usability,
especially in modern low cost missions (e.g., CubeSats). Moreover, navigation has generally
been substantially dependent on oversight from the ground, which is in general very cum-
bersome due to the limitations of the communication system, such as delays as the distance
increases and availability of ground station and manpower on the ground. In order to over-
come these limitations, increasing onboard autonomy of the GNC system is pivotal. For this
reason, the second part of this dissertation focuses on increasing the autonomy and reducing
the complexity of the GNC system as a whole by taking a more comprehensive approach.
By bypassing the navigation step and integrating it directly into the guidance algorithm,
errors and interfaces between di�erent systems and components can be minimized. This
is enabled by the capabilities and �exibility of machine learning and neural networks. As
explained above, optical navigation using inexpensive cameras is being actively developed
and has already shown good performance in real world autonomous applications. This is the
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motivation for the following part of the research presented in this dissertation, focusing on
RL applications with visual inputs.

In order to properly experiment with visual inputs for space applications, and due to the
obvious impracticality of using the real world for development, an accurate and �exible sim-
ulator must be employed. Within the machine learning community, readily available game
engines (Unity, Unreal) [57, 58] have been used to train RL agent successfully. More recently,
many companies (e.g., Meta, Nvidia) have been focusing on simulated environments inte-
grated with arti�cial intelligence in what is commonly referred to as metaverse and digital
twins. Notably, Nvidia's Omniverse has emerged as the most fully featured development
environment for simulation and RL training. While these tools might perform well in com-
plex scenarios, they lack �ne control on the physics simulation, which is pivotal for space
applications. Moreover, integration with common machine learning packages is either poorly
supported, very cumbersome to set up, or lacking in customization options. More software
packages exist, speci�cally for professional space imagery generation. Among them, the most
notable are the Planet and Asteroid Natural scene Generation Utility (PANGU) developed
by ESA [59, 60], which has been used for multiple missions, and Airbus Defence and Space's
SurRender [61]. However, these software is protected by licences and can only be used by the
creators or for projects related to the creators. Open-source solutions also exist, such as the
Space Imaging Simulator for Proximity Operations (SISPO) [62] and the Celestial Object
Rendering TOol (CORTO) [63], which have helped bringing these simulation capabilities to
academic research. Nevertheless, they are mostly focused on synthetic dateset generation
and small objects navigation. This is why VisualEnv [64] was created speci�cally for this
dissertation work, a user-friendly simulation toolbox that enables the creation of any 3D en-
vironment with the required level of accuracy and integration with RL training frameworks.
The simulator is based on Blender and uses Cycles as a rendering engine and Python as
the back-end to simulate the physics. The interface with the learning algorithm is created
through Blender's native python API and can run within any python script, in parallel on
multiple CPU cores and GPUs without requiring a video output, and without writing any
data to the disk. The tool is presented in details in Chapter 4.

VisualEnv was then used to train a MRL agent to perform pinpoint lunar landing, in
which sequences of images of the ground and vertical position and velocity are mapped
directly to thrust commands [65, 66]. This allows to e�ectively bypass navigation, achieving
a higher level of autonomy. The method uses MRL rather than conventional RL. Using
MRL allows the method to reach new levels of adaptability to environments that are not
perfectly known a-priori and that are mutable. Using this method, it was indeed possible
to solve a landing problem where the gravitational acceleration and spacecraft initial mass
vary around a nominal value and the actuators can experience random failures during the
descent. The work shows good performance in terms of pinpoint targeting capabilities, as
well as robustness to uncertain and partially observable environments.

However, one of the major limitations of the aforementioned application is the fact that the
agent would have to be retrained from scratch if the landing site changed, which negatively
impact the �exibility of the method. To make it more �exible, a landing site selection
and hazard avoidance system (LSSS) was developed based on semantic segmentation (a
computer vision method based on convolutional neural networks)[67, 68]. The LSSS was
then integrated into a MRL-based six-degrees-of-freedom guidance, which is also updated to
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be able to perform multiple autonomous divert maneuvers during the descent. The resulting
algorithm can autonomously select a suitable landing site, navigate and drive the spacecraft
to a safe landing, reaching new levels of autonomy and robustness.

Vision-based MRL was also used in a proximity operations GNC scenario, where a satellite
is tasked to approach a docking port of the International Space Station (ISS). VisualEnv was
used to simulate the environment using an accurate model of ISS and the camera-equipped
chaser satellite. The same MRL technique used in the previous applications is used in this
case as well. All these vision-based applications are presented in Chapter 5.



16

Chapter 2

Background and Literature Review

This chapter lays the foundations for this dissertation and serves as a review of the relevant
state-of-the-art methods. First, the problem of space guidance navigation and control is
introduced in Section 2.1, with a focus on the challenges posed by the space environment and
the ways this is generally solved, including the advances brought by closed-loop guidance
methods to overcome some of the shortcomings of classical GNC methods. Section 2.2
is devoted to arti�cial intelligence methods for GNC and their advantages for real-time
applications, especially in uncertain space environments.

2.1 Space Guidance, Navigation and Control

Guidance, Navigation and Control (GNC or GN&C) is the subsystem devoted to control-
ling the movement of vehicle systems. The task generally becomes more cumbersome as
the environment and/or the system becomes more complex, especially if the time-frames for
decision making are short. For this reason, the trend moves towards increased autonomy and
reduced human intervention. In the space domain especially, since human reaction time too
slow for most applications and many missions are unmanned and too far away from Earth
for any remote real time control method to be feasible, autonomy is of pivotal importance.
The system is composed by three major components:

ˆ Navigation: responsible for determining the state of the system given a combination of
sensor data. In space applications, the state is generally comprised of position, velocity,
and possibly the attitude of the system and its rotational velocity.

ˆ Guidance: responsible for computing the appropriate trajectory to follow based on
system level and mission level requirements.

ˆ Control: responsible of translating the trajectory given by the guidance into actual
control commands to be given to the actuators. In a spacecraft, this is accomplished
by an autopilot that controls thrusters and reaction wheels.

The GNC subsystem of a spacecraft and the interaction between the di�erent components
can be summarized in Figure 2.1. At every guidance cycle, the guidance algorithm computes
the require control actionu necessary to follow the reference trajectory, depending on the
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Figure 2.1: GNC architecture

current state x̂ estimated by the navigation system. This is generally represented by an
observer (or �lter) that estimates the state, generally positionr , velocity v, attitude q and
rotational velocities ! starting from raw sensor measurementsy . The controller then uses
the information provided by the guidance and the navigation subsystems to produce the
control commandsa for the actuators (thrusters, reaction wheels etc.) to execute.

The operating frequency of each component is in general di�erent but navigation and
guidance usually work at a lower frequency than the control system. This dissertation
focuses on employing arti�cial intelligence and neural networks to perform the navigation
and guidance tasks. For this reason, the following sections are devoted to presenting the state
of the art in these �elds and how some of the limitation experienced by classical methods
can be overcome by arti�cial intelligence.

2.1.1 Optimal control problems

An optimal control problem (OCP) is a mathematical representation of the engineering
problem of determining the optimal way of performing a motion task. Let us consider a
dynamical system representing the controlled system. The state variablesx represent the
state of the system at any timet, whose evolution in time between the initial and �nal time
(t0 and t f ) is described by a system of dynamical equations:

_x = f (x ; u ; t) (2.1)

where u is the vector of control actions. In general, the system can be subject to path
constraints:

� (x (t); u (t); t) � 0 (2.2)



18

and boundary constraints:
� (x (t0); t0; x (t f ); t f ) = 0 (2.3)

Relevant path constraints in space applications are the maximum and minimum thrust
achievable

u min � k uk � u max (2.4)

or exclusion (or keep-out) zones in the state space, such as conical approach corridors in
relative motion tasks or ground clearance constraints in planetary landing scenarios.

Once the problem is formulated, the objective is to determine the optimal controlu ? that
maximizes the objective (or merit) function:

J = ' (x (t0); t0; x (t f ); t f ) +
Z t f

t0

�( x ; u ; t)dt (2.5)

The term ' (usually named Mayer cost) is used to ensure that the solution satisfy the
boundary conditions, the term� (usually namedLagrangecost) instead is the the running
cost betweent0 and t f and is generally dependent on both the state and the control. In space
guidance and control problems, the objective function can take multiple forms depending on
the speci�c problem to solve. To solve fuel optimal problems, the cost consists simply of the
�nal mass:

J = � mf (2.6)

for minimum time problems, the cost is simply the opposite of the �nal time:

J = t f (2.7)

while for energy optimal problems:

J =
1
2

Z t f

t0

kuk2dt (2.8)

The OCP can be summarized as:

min
u

J

s.t. _x = f (x ; u ; t) t0 � t � t f

� (x (t); u (t); t) � 0 t0 � t � t f

� (x (t0); t0; x (t f ); t f ) = 0

(2.9)

2.1.1.1 Direct OCP solvers

Direct optimization methods rely on the transcription of the continuous OCP into a non-
linear programming problem (NLP) by means of discretizing the state and the control vari-
ables. The most common method to do so is the so called collocation [69], which employs
polynomials of varying degrees to approximate both state and control. The constraints
are enforced by forcing the polynomials to satisfy the di�erential equations describing the
problem at the collocation points.
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The approach is based on a discretization of the time domain inN + 1 collocation points
t0; t1; : : : ; tN , also referred to as mesh points. The state and control variables are then
discretized using the de�ned time grid using a set of polynomials, creating a new set of
variables associated with the NLP:z = [ x T

0 ; u T
0 ; x T

1 ; u T
1 ; : : : ; x T

N ; u T
N ]. The state is then

approximated using2
N

d � 1
� 1 piece-wise polynomials of degreed:

x (t) =
dX

i =0

ak;i t i ; tk(d� 1)=2 � t < t (k+1)( d� 1)=2; for k = 0; : : : ; 2N=(d � 1) � 1 (2.10)

The coe�cients of the k-th polynomial can be computed by imposing that its value and its
derivative at the mesh point j are equal to the value of the statex j and f (x j ; u j ; t j ).

The dynamical equations (2.1) are then substituted by a set of defect constraints, de�ned
as the di�erence between the interpolated and the calculated derivatives at the collocation
points, which are intermediate points between successive nodes of the mesh grid:

� j = _x (tc;j ) � f (x c;j ; u c;j ; tc;j ); j = 1; : : : ; N (2.11)

The control at the collocation points is instead calculated using a linear interpolation between
the adjacent mesh points. The constraint equations are replaced by inequality and equality
NLP constraints:

g(z) � 0 (2.12)

h(z) = 0 (2.13)

with

g(z) = [ � 0; � 1; : : : ; � N ]T (2.14)

h(z) = [ � 1; � 2; : : : ; � N ; � ]T (2.15)

The defect constraints ensure that the solution approximated with the polynomials is close
to the real solution. This also means that the selection of the polynomials directly a�ects
the robustness and the accuracy of the solution. The objective function can be rewritten in
terms of the new variablesz:

J = ' (z(t0); t0; z(t f ); t f ) +
NX

j =1

Z t j

t j � 1

�( z; t)dt (2.16)

The OCP is then fully transcribed into a NLP problem with (n + m)(N + 1) scalar decision
variables,p(N + 1) inequality constraints andnN + q equality constraints:

min
z

J

s.t. g(z) � 0

h(z) = 0

(2.17)



20

The problem can then be solved using any of the readily available NLP solvers, such as
SNOPT [70] and IPOPT [71]. The most complicated part of the problem is the transcription
itself to go from (2.9) to (2.17). However, there exist some software packages that automate
the transcription procedure, such as GPOPS-II [72], that has streamlined and simpli�ed the
process. GPOPS-II was in fact used to solve the optimal control problem associated with
one of the applications presented in this dissertation as a comparison with the proposed
method. The power of direct methods resides in their relative ease of implementation and
low sensitivity to initial guess. These characteristics have contributed to their increase in
popularity as they are generally preferred to indirect methods, which are in general more
accurate but much harder to develop and initialize. This will be the topic of the following
section.

In recent years, direct optimization methods based on convex programming have been
gaining attention due to their nice convergence properties and optimality guarantees. The
methods used to solve convex problems, such as interior point [73], the trust region [9] or
the Nelder-Mead [10] algorithms, are guaranteed to converge to the global optimum of the
problem. While most space guidance problems are not convex, methods have been developed
to translate a non-convex problem to a convex one using a process called convexi�cation.
These methods, thanks to the relatively inexpensive computational load, have become rele-
vant for real-time applications in the space domain. This topic will be further explored in
the context of closed-loop methods in section 2.1.2.

2.1.1.2 Indirect OCP solvers

Indirect methods rely on the calculus of variations to derive �rst-order necessary conditions
for optimality. The objective function in (2.9) is transformed in a new form using the
de�nition of the Lagrange multipliers associated with the boundary conditions� and the
dynamic constraints� :

J = ' + � T � +
Z t f

t0

�
� + � T (f � _x )

�
dt (2.18)

Path constraints can also be included in the expression as explained in [4]. Integrating by
parts the integral in (2.18), the objective function becomes:

J = ' + � T � + � T
0 x 0 � � T

f x f +
Z t f

t0

�
� + � T f + _� T x

�
dt (2.19)

Di�erentiating Eq. (2.19) and de�ning the Hamiltonian of the system as:

H = � + � T f (2.20)
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the following expression can be obtained:

�J =
�

� H0 +
@'
@t0

+ � T @�
@t0

�
�t 0 +

�
H f +

@'
@tf

+ � T @�
@tf

�
�t f +

�
� T

0 +
@'
@x 0

+ � T @�
@x 0

�
� x 0 +

�
� T

f +
@'
@x f

+ � T @�
@x f

�
� x f

Z t f

t0

��
@H
@x

+ _� T

�
� x +

@H
@u

� u
�

dt

(2.21)

According to the �rst order optimality necessary condition, the variation �J must be null
for every choice of the variations�t 0, �t f , � x 0, � x f , � x , � u . By forcing the terms in the
integral in Eq 2.21, the Euler-Lagrange di�erential equations are obtained, which describe
the dynamics of the adjoint variables (or costates):

_� = �
�

@H
@x

� T

(2.22)

and the equations for the optimal controls:

�
@H
@u

� T

= 0 (2.23)

According to the Pontryagin minimum (or maximum) principle (PMP) [74], the optimal
value of the control at each point in the trajectory is the one that minimizes (or maximizes)
the Hamiltonian. In the presence of constraints on the control (i.e., there exist an eligibility
interval u min � u � u max ), the optimal control u ? is the solution of Eq. (2.23), unless the
value falls outside of the eligibility interval, in which case, it is eitheru min or u max depending
on the sign of the associated coe�cient in the Hamiltonian function. These type of solution
are generally referred to as bang-bang (or bang-o�-bang) and are usually obtained for fuel
optimal problems.

By setting to zero the boundary terms in Eq. (2.21), the transversality conditions are
obtained:

� T
0 +

@'
@x 0

+ � T @�
@x 0

= 0 (2.24)

� T
f +

@'
@x f

+ � T @�
@x f

= 0 (2.25)

� H0 +
@'
@t0

+ � T @�
@t0

= 0 (2.26)

H f +
@'
@tf

+ � T @�
@tf

= 0 (2.27)
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The boundary conditions can then be obtained by eliminating the Lagrange multipliers
associated with the boundaries� from equations (2.24)-(2.27):

� (x 0; x f ; � 0; � f ; t0; t f ) = 0 (2.28)

With the introduction of the Lagrangian mulitpliers and the Hamiltonian, the original OCP
is now reduced to a boundary value problem (BVP) of dimension2n, where the dynamics
are described by equations (2.1) (state) and (2.22) (costate) with boundary conditions (2.3)
and (2.28).

The resulting BVP can be solved using a shooting method [5], which reduces to �nding
the initial conditions for states and costates that satisfy the boundary conditions after nu-
merically integrating the set of di�erential equations. Usually, a Newton's method is used
to create a sequence of converging initial value problems. Indirect methods de�ned in the
way described above generally lead to very accurate solutions with low computational cost.
Nevertheless, they are extremely sensitive to the initial guess, especially for very chaotic and
non-linear dynamical system. These downsides limit they applicability in real-time appli-
cations as there is no guarantees that the method will converge. In presence of unknown
switching structures in the optimal control, convergence to the global optimum might be
even harder to achieve without additional e�ort. For this reason, these kind of methods are
generally used to obtain accurate solutions in controlled environment where �exibility and
ease of use are not important.

2.1.2 Robust guidance methods

While traditional control methods are very e�ective and precise at �nding a nominal
trajectory for speci�c mission scenarios, they lack the �exibility needed for real world ap-
plications. In uncertain space environments, the spacecraft can deviate from the nominal
trajectory due to a variety of factors. Firstly, the state of the spacecraft at the start of
the mission might not be exactly equal to the nominal state, leading to accumulation of
error. Secondly, sensors produce measurements that are e�ected by error, which can also
propagate within the navigation pipeline, leading to errors in the estimated state. Thirdly,
the dynamics of the system might no be known with absolute certainty, which can lead to
unmodelled or poorly modelled accelerations degrading the performance of the guidance al-
gorithm. Finally, actuation forces are generally a�ected by inconsistencies in the operation
of actuators. To deal with uncertain environments, the problem must be formulated as a
stochastic optimal control problem. In this case, the time evolution of the states is controlled
both by the deterministic variation given by the known dynamical equations and the current
control, and by the a stochastic process! , which is a Gaussian noise representing the error
on measurements, model, and control. Similarly to classical OCP, the objective is to �nd
the optimal control u ? that minimizes the objective functional:

J = ' (x (t f ); t f ) +
Z t f

t0

�( x ; u ; t)dt (2.29)



23

The stochastic OCP can then be formally de�ned as:

min
u

E
!; x 0

[J ]

s.t. dx (t) = f (x ; u ; t)dt + g(x ; u ; t)d! (t) t0 � t � t f

� (x ; u ; t) � 0 t0 � t � t f

� (x (t f ); t f ) = 0

(2.30)

Where Ev1 ;:::;vn [�] represents the expected value of the quantity in brackets with respect to
the random quantitiesv1; : : : ; vn , and x 0 � X 0 is the stochastic initial condition. Methods
that can deal with such environments will inherently be more robust than classical methods.
They generally rely on the guidance command at each time step being directly dependent
on the instantaneous state instead of generating an entire trajectory for the spacecraft to
follow. These methods are generally referred to as online or closed-loop. This behaviour,
together with advanced modelling capabilities, allows these methods to adapt to uncertain
environments, resulting in greater robustness. Their robustness and adaptability to uncertain
environments are the reason why this dissertation focuses on these kind methods, with the
goal to increase autonomy in mission critical GNC-applications.

2.1.2.1 Dynamic programming

In case the stochastic OCP is unconstrained, it can be solved via dynamic programming
(DP) [18]. The method is based on the Bellman principle of optimality that states:�An
optimal policy has the property that whatever the initial state and initial decision are, the
remaining decisions must constitute an optimal policy with regard to the state resulting from
the �rst decision�. In other words, no matter the previous states, there exists a solution
originating from the current state that is optimal. In order to solve this problem, DP
uses the reward-to-go or cost-to-go (depending on the problem being a maximization or
minimization) generally referred to as value functionV(x ; t), which depends on the current
state and time and is de�ned as the expected value of the objective functionJ from the
current time t up to the �nal time t f , starting at state x :

V(x (t); t) = max
u

�
E

!; x 0

�
' (x f ; t f ) +

Z t f

t
�( x ; u ; t)dt

��
(2.31)

By writing Eq. (2.31) betweent and t + dt with dt approaching 0, the Bellman's equation
can be obtained:

V(x (t); t) = max
u

�
E

!; x 0
[' (x ; u ; t f )dt + V(x (t + dt); t + dt)]

�
(2.32)
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By Taylor's expansion of the second term in the right-hand side of Eq. (2.32):

V(x (t + dt); t + dt) = V(x (t); t) +
@V
@t

dt +
@V
@x

dx +

1
2

@2V
@x 2

dx 2 +
1
2

@2V
@t2

dt2 +
1
2

@2V
@t@x

dtdx + o(dt2)
(2.33)

Eq. (2.33) can be rewritten as:

V(x (t + dt); t + dt) = V(x (t); t) +
@V
@t

dt +
@V
@x

f dt+

@V
@x

gd! +
1
2

gT @2V
@x 2

gdt + o(dt2)
(2.34)

By substituting Eq. (2.34) into Eq. (2.32), subtractingV(x (t); t) on both sides, dividing by
dt and taking the limit as dt ! 0 and using that E[dw] = 0 (white noise assumption), the
Hamilton-Jacobi-Bellman (HJB) equation can be obtained:

@V
@t

+ max
u

�
� +

@V
@x

f +
1
2

gT @2V
@x 2

g
�

= 0 (2.35)

with boundary condition:
V(x ; t f ) = ' (x ; t f ) (2.36)

The optimal control u ? that maximizes the term in brackets can be obtained by taking the
gradient of the HJB with respect to the control and equating it to 0:

r u

�
� +

@V
@x

f +
1
2

gT @2V
@x 2

g
�

= 0 (2.37)

this results in an algebraic equation inu that can be solved to retrieveu ?. The resulting con-
trol is closed-loop because it depends on the current state and time through the dependence
on V(x ; t) and its derivatives. The expression of the optimal control can be substituted back
into the HJB Eq. (2.35) to obtain an equation inV. Solving this equation leads to �nding
the value function on the entire domain considered, which can then be used to retrieve the
control at any state. This is in theory very powerful. Nevertheless, in practice, the HJB is
very rarely solvable, even for simple problems because it does not admit any smooth solution
[75]. Some techniques have been proposed to obtain "weak" solutions, some of them being
the viscous solution by Crandall and Lions [76] and the minmax solution by Subbotin [77].
In any case however, the high computational burden due to the "curse of dimensionality"
[18] as the dimensions of the problem grow, makes applications to real world scenarios almost
impossible.

Some solution methods have been proposed to deal with higher dimensional problems,
which rely on iteratively solving a second order expansion of the Bellman equation around a
reference trajectory that is updated at each step. These methods include di�erential dynamic
programming (DDP) [78], and stochastic DDP [79]. These methods are generally faster than
classical DP approaches, however, they are limited to special cases where the state noise is
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Gaussian and will not work if the uncertainty becomes too big since they rely on a reference
trajectory. More recently, reinforcement learning (RL) [80] has emerged as a method to
e�ectively solve an optimal control problem using dynamic programming from an entirely
di�erent perspective. The idea is to use experience acquired via direct interaction with
the environment to create a progressively more accurate estimation, often using a neural
network, of the value function across the exploration state space, and concurrently train
a policy evaluated using said value function. This has proven to give very good results in
complex cases where obtaining a solution of the HJB is either very cumbersome or impossible.
RL will be described in details in Section 2.2.2.2 as it is the main focus of this dissertation.

2.1.2.2 Zero-E�ort-Miss/Zero-E�ort-Velocity

Another class of closed-loop guidance methods rely on numerically propagate the projected
�nal state error to obtain a state dependent optimal control. Among these methods, the
most recent is the generalized Zero-E�ort-Miss/Zero-E�ort-Velocity (ZEM/ZEV), developed
by Guo et al. [51, 11] starting from previous work by Bryson and Ho, who discussed optimal
control laws for a simple rendezvous problem [4] and Battin, who also discussed an optimal
terminal state vector control for the orbit control problem [81], and D'Souza who developed
a computational method to determine the optimal time-to-go [82]. The method is a closed-
loop guidance based on the de�nition of zero-e�ort-miss (ZEM) and the zero-e�ort-velocity
(ZEV), which quantify the �nal state error that the system would commit with null control
action. Considering an optimal control problem between the initial timet0 and �nal time t f ,
the optimal control accelerationa? is the solution that minimizes the performance index:

J =
1
2

Z t f

t0

aT a dt (2.38)

for a body subjected to the following general dynamic equations, valid even for non-inertial
systems:

_r = v
_v = a + f (r ; v)

a = T =m

(2.39)

where r , v, T , a, and m are the position, velocity, thrust, control acceleration, and mass
respectively. f (r ; v) is the generalized acceleration terms in that contains all the gravita-
tional and non-inertial accelerations. The problem can have any combination of the following
boundary conditions:

r (t0) = r 0; r (t f ) = r f

v(t0) = v0; v(t f ) = v f
(2.40)

No constraints on the control acceleration and on the spacecraft state are assumed. The
necessary conditions can be derived by a straightforward application of the PMP. The Hamil-
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tonian function for this problem is then de�ned as:

H =
1
2

aT a + � T
r v + � T

v (g + a) (2.41)

where� r and � v are the costate vectors associated with position and velocity vector respec-
tively. The time-to-go is de�ned astgo = t f � t. The optimal acceleration at any timet, can
be found by directly applying the optimality condition as

a = � tgo� r (t f ) � � v(t f ) (2.42)

By substituting equation 2.42 into the dynamics equations to solve for� r (t f ) and � v(t f ),
the optimal control solution with speci�ed r f and v f and tgo is obtained as:

a =
6[r f � (r + tgov)]

t2
go

�
2(v f � v)

tgo
+

6
Rt f

t (� � t)gd�
t2
go

�
4

Rt f

t gd�
tgo

(2.43)

The Zero-E�ort-Miss (ZEM) and the Zero-E�ort-Velocity (ZEV) are de�ned, respectively, as
the distance between the desired �nal position and velocity and the projected �nal position
and velocity if no additional control is commanded from timet onward. Consequently, ZEM
and ZEV have the following expressions:

ZEM = r f �
�
r + tgov +

Z t f

t
(t f � � )g(� )d�

�

ZEV = v f �
�
v +

Z t f

t
g(� )d�

� (2.44)

Then the optimal control law (2.43) can be expressed as:

a =
6

t2
go

ZEM �
2

tgo
ZEV (2.45)

Note that the solution holds also in the case whereg = g(t). In any other case in which
g is neither constant nor time dependant, the control law is still usable but it will not be
necessarily optimal. In case the equations of motion are non-linear and in general when
(2.44) do not apply, ZEM and ZEV are expressed in a slightly di�erent way. The projected
position and velocity cannot be recovered analytically: they must be obtained through an
integration of the equations of motion from the current time instant to the end of the mission
with control actions set to zero.

ZEM = r f � r nc

ZEV = v f � vnc
(2.46)

where r nc and vnc are, respectively, the position and velocity at the end of mission ifno
control action is given from the considered time onward. It should be noted that using the
formulation in (2.45), which will be called classical ZEM/ZEV from now on, can result in
valid trajectories even for cases when the generalized acceleration term is arbitrary. In these
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types of environment however, using a de�nition of ZEM and ZEV as in (2.46), the control
gains that solve the optimal problem are no longer the ones in (2.45). This leads to the
de�nition of the Generalized-ZEM/ZEV algorithm [11]:

a =
K R

t2
go

ZEM +
K V

tgo
ZEV (2.47)

which is valid in any environment. The method was also robusti�ed by introducing a time-
dependent sliding term [83, 15] and later made more �exible by introducing way-points [14].
This closed-loop method is interesting due to its relatively straighforward implementation
and low computational cost, as well as its good targeting performance. However, it does
not allow for imposed path constraints, which limits its applicability in many real world
scenarios. These limitations are overcome in this dissertation using neural networks trained
via reinforcement learning as described in Chapter 3.

2.1.2.3 Model Predictive Control and Convexi�cation

In case the problem has path or terminal constraints, the uncertainties can lead to infea-
sibility of the computed solution. This conditions are generally dealt with by satisfying the
constraints in a probabilistic sense (generally referred to as chance-constrained programming
[84]). The inequality constraints de�ning the path constraints in Eq. (2.2) becomes:

P (� (x (t); u (t); t) � 0) � � (2.48)

which denotes that the probability of satisfying the constraints must be higher than the
arbitrary � 2 [0; 1] probability. The way these problems are solved is generally by relaxing
both the probabilistic constraints and the stochastic dynamical model using probability
density functions. Some of the traditional methods used to solve these type of problems are
shooting methods [85], DDP [86], or convex programming [87]. A novel method that has been
gaining attention is the so called model predictive control (MPC), which relies on solving
an optimal control problem at each guidance step using the current step as initial state. In
order for this to be viable, the solution of the intermediate OCP must be obtained before the
guidance cycle ends. This is feasible for convex problems thanks to fast solution methods (i.e.,
interior point [73]) but becomes unfeasible when the problem is non-convex, which is why
they were not used extensively for spacecraft control. The introduction of convexi�cation
techniques [22], which transform the original non-convex problem in a sequence of convex
problems, has made it possible for these techniques to be successfully applied to a variety of
spacecraft control problems [88, 89, 90, 91].

2.1.3 Optical navigation

Depending on the mission and mission phase, di�erent navigation methods and algorithms
might be employed. While many ground-based methods can be accurate, they are not
suitable for autonomous deep-space or planetary landing missions. For this reason, optical
navigation has been emerging as the new paradigm for this kinds of applications. Optical
navigation is a type of navigation that uses images coming from an on-board mounted camera
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to estimate the state of the satellite. This dissertation, as explained above, is focused on
bypassing the navigation step and integrating it with the guidance directly using machine
learning. This section serves as an introduction to optical navigation and a review of the
state-of-the-art to better frame the contribution of this dissertation. For extensive studies
on state-of-the-art optical navigation, the reader is directed to [32, 92].

The navigation system estimates the satellite state in a multiple step process. First, an
image (or a sequence of images) has to be acquired by the navigation camera. The image
(or series of images) is then processed to extract observables, which are then fed to a �lter
that outputs the observer state.

Figure 2.2: Optical Navigation

The camera can output in general either an RGB or a grayscale image, the content of which
depends on the distance from the object and the focal length of the camera. The types of
image produced are generally divided in: 1) deep space, 2) far range, and 3) close range.
Deep space generally refers to images where the objects are seen as light dots, spanning a
small number of pixels (or a single pixel) and therefore individual features of the objects
cannot be resolved. In far range images, the objects occupy a signi�cant part of the �eld of
view (without occupying it completely), and therefore the surface features of the objects can
generally be resolved. In close range images, the object completely covers the �eld of view
and the surface features are completely resolved. This is the case in planetary landing and
close proximity operations, which are the focus of this dissertation. Throughout a mission,
the spacecraft could transition between all scales, so specialized navigation algorithm might
need to be developed for di�erent part of the mission.

The only observables that can be extracted from a deep space image are generally line-of-
sight observations using centroiding techniques that identify the centroid of the objects in the
image relative to the observer. In far range images, edge detection can be used to estimate
the shape and size of the objects. In close range images, many techniques can be used to
detect surface features like craters, boulders and mountains. Since this dissertation focuses
on far and close range applications, this section will focus on some of the IP techniques that
are instrumental for these kind of applications.

Feature detection This dissertation focuses mostly on image-based autonomous landing
applications, for which the most relevant methods are feature detection and matching meth-
ods. Feature detection generally refers to methods that focus on detecting surface features
on planetary bodies, such as craters and mountains on the Moon or small planetary bodies.
Deep learning aided image segmentation using Unets [93] have been applied successfully to
crater detection on Moon [94, 95, 96, 67, 97] and Mars [98]. Recognized known landmarks
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in the image can then be triangulated with the observer to calculate its position. A Unet-
based safe landing site selection and hazard detection framework has been developed in this
dissertation in one of the lunar landing applications [68], which shows the power of AI-based
image processing methods and their synergy with GNC algorithms. Figure 2.3 shows how
a Unet is capable of extracting high level information (i.e., safe and unsafe areas) from the
input image at a pixel level.

Figure 2.3: Hazard detection via semantic segmentation (Unet)

Edge detection A fundamental IP technique for many applications is edge detection,
which generally refers to methods that identify edges of objects using sharp variations in
image brightness. Methods are divided in gradient-based and laplacian-based dependent on
the type of processing applied to the image. The details about each method are outside the
scope of this dissertation so they will not be reported here. They are in general di�erentiated
by the type of kernel (or mask) used. The Sobel method [99] uses a combination of two arrays
to calculate the gradient of the image brightness and assigns pixels to an edge if the gradient
is above a certain threshold. The Prewitt method [100] is another gradient-based method
that uses similar kernels as the Sobel method. The Canny method [101] instead calculates
the two components of the gradient in x and y directions and �nds the direction of an edge
in the image to �nd consecutive edge pixels.

Edge detection is generally used in many far scale applications such as the asteroid im-
pactor mission DART [102] and sister mission AIM [103], and the Lucy mission [104], in
what is generally referred to as centroiding. These methods in general works well for rela-
tively rounds objects, which is a limitation in case of smaller bodies such as asteroids and
comets. To overcome some of these limitations, deep-learning methods have been introduced
that address the shortcomings of such methods when dealing with irregularly shaped objects
[105, 106, 107].

Optical �ow and feature tracking In many applications, especially in far and close
range, detecting change between two successive images is important to extract information
about the relative velocity between observer and object. Common techniques for this kinds
of application are feature tracking and optical �ow [108]. The method relies on calculating
the time derivative of the image brightness at a speci�c pixel to estimate the velocity of
the pixels moving across the image, and in turn, estimating the relative velocity of the
observer. When the estimated velocity is of a single particle in the image, this is referred to



30

as feature tracking. This technique has been used successfully in a variety of applications,
from the Rosetta mission [34], to the so called Natural Feature Tracking (NFT) used during
the OSIRIS-REx mission [109, 110]. More notable techniques in the �eld of relative feature
tracking are the Kanade-Lucas-Tomasi method [111], used during the Hera mission [112], as
well as method used by the Hayabusa-II mission based on arti�cial landmarks [113].

Figure 2.4: Tracking surface features with optical �ow

2.2 Arti�cial Intelligence methods for spacecraft guid-
ance and control

This section introduces the concepts and techniques that were developed in the �eld of
machine learning and arti�cial intelligence that are relevant for spacecraft GNC applications.
Focus is put on neural networks (NN) and their di�erent �avors and types in Section 2.2.1,
and training procedures in Section 2.2.2.

2.2.1 Neural Networks

Neural networks (NN) were created to mimic the intricate architecture of the human brain
in order to eventually replicate its behaviour. At its core, an arti�cial NN is an intricate
collection of parametric functions that feed into each other to create a mapping between
input and output. The functions are generally referred to as nodes or neurons, with a certain
activation function, while the parameters are generally referred to as weights and biases. The
act of training a NN refers to the procedure aimed at �nding the set of parameters that,
given a certain input, produce the required output.



31

Depending on the type of problem to solve (i.e., the desired mapping given the type of
input and output), many di�erent �avors of NN have been created over the years, such
as the multilayer perceptron (MLP), convolutional neural networks (CNN) and recurrent
neural networks (RNN), all of which have been used throughout this dissertation and will
be introduced in this section.

Multi-layer perceptron The multi-layer perceptron (MLP) is a collection of perceptrons,
which are the simplest kind of node a NN can be made of. In essence a perceptron is
a mathematical function that can accept multiple inputs and creates a single output. In
mathematical terms, the neuron receivesn + 1 input signals (x(0) ; : : : ; x(n) ;) each associated
with their corresponding weight ! (i ) . The �rst input/weight pair ( x(0) = 0,! (0) = b) is
generally referred to as bias. The node then applies an (generally non-linear) activation
function to the linear combination of the inputs to generate the output:

y = �

 
nX

i =1

! (i )x(i ) + b

!

= � (! T x + b) (2.49)

where x =
�
x(1) ; : : : ; x(n)

�
are the inputs and ! =

�
! (1) ; : : : ; ! (n)

�
are the weights. The

activation function � is a tuning parameter that e�ects how the neurons are "stimulated".
It is generally a non-linear function, such as hyperbolic tangent, sinusoidal, logistic, sigmoid,
but linear functions can also be used, such as a simple linear (� (� ) = � ) or the ReLu
(� (� ) = max(0 ; x)). These have di�erent uses depending on the type of network, which will
be discussed in the following.

In a MLP, also known as feed-forward neural network (FNN), perceptrons are organized
in layers, each made of a certain (potentially di�erent) number of them. The �rst layer is
generally called input layer, it comprises as many single-input/single-output neurons as the
number of inputs. The outputs of this layer feed into the so called hidden layers. Each
perceptron in a hidden layer is connected to each perceptron in the previous layer. These
type of NN are usually referred to as fully-connected because of their internal structure where
every neuron in a layer is connected with each neuron in the adjacent layers. The output
layer has the same number of neurons as the dimensions of the output. In case there is
more than one hidden layer, the NN is generally referred to as deep neural network (DNN),
whereas NN with a single hidden layer are generally called shallow NN. Extreme Learning
Machines (ELM) [49] are a particular kind of shallow NN where input weights are biases are
randomly sampled from an arbitrary distribution at the beginning of training and they are
never changed, leaving the output weights as the only learnable parameters of the network
(See Fig 2.5).

The overall, non-linear mapping between input and output of a MLP withL hidden layers
can be obtained by considering that the output of each layer is the input to the next:

y = � L +1 (! L +1 � L (! L : : : � 2 (! 2� 1(! 1x + b1) + b2) + � � � + bL ) + bL +1 ) (2.50)

Convolutional neural networks Convolutional neural networks (CNN) have been cre-
ated to deal with high dimensional input spaces. These can be time series data (i.e., 1D
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Figure 2.5: Shallow network architecture

tensor), single layer images (i.e., 2D grayscale matrix), RGB images (3D tensor), videos (4D
tensor, with 4th dimension representing time). CNN take their name from their ability to
use the (in case multidimensional) convolution operation to extract information from the
input data and project this on a lower dimensional vector that can then be used by the NN
to produce an output. The way this is done in practice is by applying the cross-correlation
function between the input and the so called kernels. Consider an input 2D imageI with
dimensioni h � iw , and a kernelK with dimension kh � kw . The output image obtained by
applying the cross-correlation (or convolution) to each pixel is:

S (i;j ) = ( I � K )(i;j ) =
khX

m=1

kwX

n=1

I
i + m�

�
kh + 1

2

�
;j + n�

�
kw + 1

2

�

K (m;n ) (2.51)

where b�c is the �oor operation. This is equivalent as superimposing the kernel to each
pixel and taking the weighted sum of itself and the pixels in its neighborhood with the
corresponding pixels in the kernel. The parameters of the kernel are the trainable parameters
(i.e., the "weights" of the NN).

In practice, a CNN layer is made up of multiple kernels, the application of which results
in a �ltering process that creates a di�erent version of the input image. Multiple layers can
be applied in sequence, using the output image from the previous layer as input. Stride
di�erent than 1 and pooling layers can also be introduced to reduce the size of the image as
it travels through the network. The resulting network produces an abstract representation
of the original image that contains more low level information about the position of edges,
colors and shapes. The signal is then generally passed through some fully connected layers
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to increase the non-linearity and allow for extraction of more complex relationships. A
representation of a complete CNN can be seen in Fig 2.6.

Figure 2.6: Typical CNN network architecture

It is important to note that, since the relationship between input and output is still
governed by matrix multiplications, the same training procedures used for MLP apply to
CNN as well.

Recurrent neural networks To deal with inputs that have temporal relationships, recur-
rent neural networks (RNN) were introduced [114]. Types of data of this kind are time-series
data (e.g., position and velocity of a dynamical system). RNN have a speci�c structure that
allows them to accept sequences of data as opposed to single data entries. Moreover, the
inner structure relies on feedback connections, which relay information back into itself, and
a memory feature (usually referred to as hidden states). This allows the RNN to retain
information about the temporal evolution of the input data and produce outputs according
to such relationship. The building block of a RNN is generally called recurrent cell. The
main di�erence with the types of neuron introduced in previous sections is the fact that the
data in the sequence is fed one element at a time and the output is fed back into the cell to
produce the �nal output. Fig. 2.7 shows the cell and the typical unrolled description, which
refers to the idea of feeding one element at a time to the cell.

In mathematical terms, let us consider the input sequencex 1; : : : ; x t . The way the infor-
mation �ows through the cell is described by the following update rules:

a t = W h t � 1 + Ux t + b (2.52)

h t = tanh(a t ) (2.53)

where W and U are weights matrices, andb is the bias vector. The important thing to
notice is that the output depends both on the inputx t and the previous outputh t � 1. The
output associated with previous steps act as memory that is retained from one step to the
next. The network learns to use this to encode the relationship between data at di�erent
time steps. For this reasonh is generally referred to as hidden state of the recurrent network.
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Figure 2.7: Unrolled representation of RNN cell.

The cell presented above is the simplest formulation of a RNN, which has proven to have
a major limitation: the vanishing (or exploding) gradient problem [115]. This phenomenon
occurs when the number of time-steps in the sequence increases, which leads to training
instability. For this reason, more advanced RNN have been developed that try to tackle this
shortcoming, namely gated recurrent units (GRU) [116] and their subclass, long short-term
memory (LSTM) [117]. GRUs are particular RNN cells that have an internal structure based
on gates that control the �ow of information. Fig. 2.8 shows a representation of a GRU.
The internal operations are described as follows:

Figure 2.8: GRU cell from1.

zt = � (W zx t + Uzh t � 1 + bz)

r t = � (W r x t + U r h t � 1 + br )

ĥ t = � (W hx t + Uh(r t � h t � 1) + bh)

ht = (1 � zt ) � h t � 1 + zt � ĥt

(2.54)



35

wherex t is the input vector, h t is the output vector, ĥ t is the candidate activation vector,
zt is the update gate vector,r t is the reset gate vector,W and U are weight matrices,b is
the bias vector,� is the logistic function, � is the hyperbolic tangent function, and� is the
element-wise product.

The LSTM is a type of GRU that introduces a forget gate and separates the outputh
from the cell statec. An LSTM cell can be seen in Fig. 2.9. The internal operations are

Figure 2.9: LSTM cell from2.

described by the following equations:

f t = � g(W f x t + U f h t � 1 + bf )

i t = � g(W i x t + U i h t � 1 + bi )

ot = � g(W ox t + Uoh t � 1 + bo)
~ct = � c(W cx t + Uch t � 1 + bc)

ct = f t � ct � 1 + i � ~ct

h t = ot � � h(ct )

(2.55)

wheref t is the forget gate's activation,i t is the input gate's activation,ot is the output gate's
activation, h t is the hidden state (or output of the network), ~ct is the cell input activation,
and ct is the cell state.

2.2.2 Training procedures

Depending on the application, there are multiple ways a NN can be trained. The end goal
is always to obtain a mapping between the input and a desired output. The deciding factor
for which training procedure to use is whether the desired output (or label) is known a priori
or not. Taking a spacecraft landing guidance problem as an example, the task could be to
create a mapping between the position and velocity of a spacecraft (state/input) and the
required thrust (action/output) to safely land at a predetermined location on the ground.

1https://en.wikipedia.org/wiki/Gated_recurrent_unit
2https://en.wikipedia.org/wiki/Long_short-term_memory
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In case a solution to the problem already exists and can be recovered, this can be used to
train the network to replicate (or imitate) it. This is the fundamental reasoning behind
imitation or supervised learning. In case the solution is not known a priori and only the
desired behaviour is known (land safely, avoid collisions etc.), reinforcement learning (RL)
is the better option. In the following sections these techniques will be introduced as this
dissertation makes use of both.

2.2.2.1 Supervised learning

Supervised learning refers to the process of �nding the optimal NN parameters� such
that its output closely matches the desired known output. The functionf : X ! Y maps
inputs x 2 X to output y = f (x ; � ) 2 Y . The way this is possible is through the maximum
likelihood principle [118] which states that given the NN representation of the outputf (x ; � )
and a set of training dataD = f x [i ]; y [i ]gi =1 ;:::;N with y [i ] = f ?(x [i ]) and f ? being the function
to approximate, the set of parameters� ? that make f (x ; � ?) the best possible approximation
of f ? is the one that minimizes the cross-entropy between the training data (labels) and
the model's predictions. In case this is a regression problem (continuous output), this is
equivalent to minimizing the mean-squared error (MSE):

L(� ; D) =
1
2

E
x [i ] ;y [i ] �D

�
ky [i ] � f (x [i ]; � )k2

�
(2.56)

which is why most applications use MSE as the loss function.
The theoretical concept that allows NN to approximate any function is the so called

universal approximation theorem (UAT) [119]. While this is outside of the scope of this
dissertation, it is worth mentioning it as it ensures that a solution to the mapping always
exists. The theorem states that feed-forward NN with a linear output layer (as in most
applications of interest for spacecraft guidance and control) and at least one hidden layer
and any well posed activation function (non-a�ne continuous function which is continuously
di�erentiable at at least one point, with non-zero derivative at that point) can be used to
approximate to any desired level of accuracy any su�ciently regular function, provided that
enough neurons are used. Although this does not give any indication about the number of
neurons needed for each speci�c task, it provides some guarantees that the mapping indeed
exists.

The way the network is trained in practice is by means of stochastic gradient descent
(SGD) [120], which is an iterative gradient-based procedure used to update the network's
parameters� in a way that minimizes the loss functionL(� ; D). The method di�ers from
standard gradient descent by using a subset of points (called mini-batch) to approximate
the gradient of the loss with respect to the trainable parameters. Multiple variants of SGD
have been developed through the years to improve its performance [121]. For example,
the so called momentum [122, 123] has been used to increase convergence speed. Another
way SGD has been improved is by adapting the learning rate dynamically during training
depending on a number of factor to increase convergence speed and smoothness. Some
methods are worth mentioning as they are commonly used for training neural networks and
are used in this dissertation. AdaGrad [124], AdaDelta [125] and RMSProp [126] adapt the
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learning rate based on the gradients acquired in previous rounds, with the latter two using a
window over previous gradients instead of using the entire history. One of the most popular
methods for deep learning however is a combination of adaptive learning rate and momentum
methods called Adam [127], which generally shows the best performance, both in terms of
computational and memory e�ciency, and is therefore suitable for large scale models.

All of the gradient-based method introduced above require the gradient of the loss with
respect to the trainable parameters to be obtained (or estimated). The task is generally
solved using the so called back-propagation technique [114]. Back-propagation (or Backprop)
is based on the idea of propagating the derivative of the loss backwards through the network
by leveraging the rule of composite derivation (chain rule). The details of this method are
out of the scope of this dissertation and can be found in literature. It is important to note
that this procedure can be applied to any network, regardless of the de�nition of the loss
L(y ; y ?) as long as it depends on the desired output and the network output. It is also
applicable in cases where the loss depends on other quantities (as it's generally the case
in reinforcement learning) since the derivatives are only done with respect to the network
parameters.

There are some examples of supervised learning applied to spacecraft guidance [38], span-
ning from landing [128, 129] to interplanetary trajectories [130]. The application of RNN
(LSTM) is pivotal for increasing performance in [45]. Moreover, given the di�culty of ob-
taining accurate position information onboard, the idea of using visual cues alongside vector
states (or visual cues alone) has been gaining attention [42]. Although these applications
are interesting, supervised learning has some drawbacks that limit their applicability to
spacecraft guidance. The main limitation is the distribution mismatch between training and
deployment. Even though a properly trained NN can perform well within the training set
distribution, there is no guarantee that it will perform well outside of it. Indeed, it has been
shown that NN perform poorly when doing extrapolation [131]. This is a problem because
as soon as the model reaches states that are outside of the training distribution, the errors
start to accumulate since there is no feedback preventing it from deviating further from the
distribution. This shortcoming can be partially addressed by updating the dataset during
training using the so called DAGGER method [43]. In this case, after a �rst iteration of
supervised learning, the expert (i.e., OCP solver) is used to generate new trajectories where
the agent has failed in the previous iteration, which are then added to the training dataset
for the next iteration. Although some successful examples have been proposed [44, 45], the
robustness and viability of this method have not been completely investigated yet.

2.2.2.2 Reinforcement Learning

Reinforcement learning (RL) [40] represents the computational approach of learning through
direct interaction with a real or simulated environment. It is sometimes referred to also as
learning through trial-and-error. The method is based on an agent that can interact and
explore an environment by means of a policy (neural network), receiving a reward signal
along the way. The major di�erence between RL and supervised learning is the fact that
the desired output of the policy network (action) is not known a priori. The way learning is
achieved is by de�ning a reward function based on the desired outcome of each exploratory
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Figure 2.10: RL high level �ow diagram.

episode, which the agent learns to maximize by tuning the network parameters. Figure 2.10
shows an high level �ow diagram of the RL training loop.

Markov Decision Process In RL training tasks, the environment is formalized as a
Markov Decision Process (MDP) [132]. Depending on the task, the MDP can be a fully-
observable MDP or a partially-observable MDP (POMDP) [133]. A fully-observable MDP is
a discrete-time stochastic control process, derived from the Markov chain, including actions
and rewards. At each time-step, the agent chooses an actionu from the admissible set of
actions (which can be continuous or discrete) using the state of the systemx as input. In
RL the action is generally the output of a neural network plus a random noise which enables
exploration. The environment returns an updated statex 0 through the transition model
describing the environment's dynamics and a scalar reward signalr , which is the a measure
of the goodness of an action. Importantly, the MDP satis�es the Markov property, which
states that the system states depends only on the previous state and action. The agent
interacts with the environment for a �nite number of steps until a certain time horizont f is
reached, at which point the so called episode is considered concluded. The MDP is therefore
described using a tuple of 6 elementshX; U; r; X; X 0; di de�ned as follows:

ˆ X is the set of admissible system states (state space)

ˆ U is the set of admissible actions (action space)

ˆ r : X � U � X ! R is the reward function r (x ; u ; x 0) obtained by moving from state
x to state x 0 using actionu

ˆ X (x 0jx ; u ) = P(x h+1 = x 0jx h = x ; u h = u) is the state transition probability function,
indicating the probability of moving from state x to x 0 given action u . This can also
be always equal to 1 if the environment is deterministic.

ˆ X 0(x ) = P(x 0 = x ) is the initial state probability distribution.

ˆ d : X ! f 0; 1g is a logical value indicating if a state is terminal or not
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The agent selects actions according to a parameterized policy� : X ! U . The policy can in
general be stochastic, in which case it indicates the probability of taking actionu given the
state x : � (u jx ). As the agent travels through the environment, it collects rewards, which
can be used to de�ne the cumulative discounted return over a trajectory� :

R(� ) =
H � 1X

h=0


 hrh (2.57)

whereH is the total number of steps in the trajectory� and 
 2 (0; 1] is the discount factor
that is used to either encourage long (
 = 1) or short (
 < 1) term planning. The goal
of agent in an MDP is to �nd the optimal policy that maximizes the expected cumulative
return across a trajectory:

J (� ) = E
� � �

[R(� )] (2.58)

A POMDP, while being similar to a MDP, has to rely on partial observationsy instead
of on the full state x to select actions. This formalism is used in situations where the
full state is not accessible or in presence of noise and measurement errors. The POMDP
is generally described by a 8-term tuplehX; U; Y; r; X; X 0; Y di , there the additional terms
when compared to a traditional MDP are:

ˆ Y is the set of admissible observations (observation space);

ˆ Y(y 0jx 0) = P(yh+1 = y 0jx h+1 = x 0) is the observation model, describing the probability
of getting observationy 0 given the current statex 0.

In POMDPs, the policy is assumed to have access only to the observationy :

� : Y ! U (2.59)

POMDPs are important for real world applications, especially in spacecraft GNC problems,
where the state is rarely known with a high degree of accuracy or its not entirely accessible
(i.e., vision-based applications). This is the reason why they were introduced in this section,
as most of the applications described in the following will make use of this formalism.

Many RL algorithms have been developed through the years. They mainly di�er in the
way the objective function is de�ned and the way the optimization is carried out. A �rst
distinction that can be made is between model-based and model-free algorithms. In model-
based RL algorithms, the agent has access to the state transition model of the system,
while in model-free algorithms it can only use observations to predict the following action.
By leveraging the knowledge of the model, model-based algorithms can predict the e�ect
of a speci�c action given the current state, potentially increasing sample e�ciency, at the
expense of higher computational burden. This is proven to be e�ective in cases where the
model is perfectly known a priori. However, in most real world scenarios, the model is not
perfectly known, which is the reason why model-free methods are preferable in these cases.
Model-free algorithms can learn from direct interaction with the (potentially stochastic)
environment, leading to potentially higher adaptability and robustness, at the expenses of
sample e�ciency. Due to the critical requirements for adaptability, especially for autonomous
GNC applications, this dissertation focuses on model-free methods.
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Model-free methods can then be divided in Q-learning and policy gradient methods. In
Q-learning methods, the agent uses the so called action-value function to select an action:

Q� (x ; u ) = E
� � �

[R(� )jx 0 = x ; u 0 = u] (2.60)

which is the expected return from statex given the action u . The goal of the agent is to
obtain an approximation Q̂ of the optimal action-value functionQ?. OnceQ? is known (or
approximated), the action can be selected as:

� ? = argmax
u 2U

Q?(x ; u ) (2.61)

The way training is achieved is by iteratively approximating the state-value function and
e�ectively creating a look-up table of all the possible state/action pairs. Multiple �avors exist
of these methods but since they are not used in this dissertation and are only reported here
for completeness, the reader is encouraged to refer to the references for details [134, 80, 135].
One of the major limiting factors of Q-learning is that it can only deal with discrete state and
action spaces as it is based on the look-up table de�nition of the state-action function. To deal
with continuous state/action spaces, deep Q-Networks (DQN) [136] have been introduced. In
this family of methods, the state-action look-up table is substituted by a neural network that
can provide an approximation of the function for every possible state in the continuous state
space. This enables it to solve much more complex problems with continuous state spaces.
This method has been used to solve a multitude of problems, from robotic motion tasks
[137, 138, 139], to computer games [136, 140]. There exist also some applications to spacecraft
guidance, such as [3] where DQN is used to tackle the autonomous orbit insertion and science
operations planning. Although DQN has shown remarkable performance, its major drawback
is the inability to deal with continuous action spaces, which makes it unfeasible to be used
for complex control tasks.

Policy gradient algorithms and Proximal Policy Optimization When dealing with
continuous state and action spaces, the best option in the �eld of RL are the so called policy
gradient (PG) methods. PG methods use a neural network as a parameterized policy� � to
interact with the environment. The goal is to optimize the parameters of the policy in order
to maximize the reward.

The policy is in general stochastic, since some level of exploration is needed for successful
learning (for reasons that will become evident in the following). It is generally described as a
multivariate Gaussian distribution with mean � and covariance� . The mean is represented
by the output of the network, while the covariance can be either �xed, or arbitrarily varied
throughout training, or learned as an additional parameter. The fundamental idea behind
policy gradient is to update the policy's parameters in a way that maximizes the expected
cumulative return over a trajectory:

J (� ) = E
� � � �

[R(� )] (2.62)
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This is done using stochastic gradient ascent (SGA):

� k+1 = � k + � r � J (� ) (2.63)

where � is the learning rate. The way this is made possible in practise is by e�ciently
computing the gradient r � J (� ). This is referred to as the policy gradient theorem:

r � J (� ) = E
� � � �

"
H � 1X

h=0

r � log� � (u h jx h)R(� )

#

(2.64)

which states that an approximation of the gradient can be obtained by sampling the state
space while running multiple sample trajectories (episodes) and multiplying the grad-log-
probability of the trajectories by the cumulative reward along that trajectory. This makes
use of the important properties [80]:

r � P(� j� ) = P(� j� )r � logP(� j� ) (2.65)

r � logP(� j� ) =
H � 1X

h=0

r � log� � (u h jx h) (2.66)

Moreover, it has been shown that substituting the cumulative rewardR(� ) in Eq. 2.64 with
the so called reward-to-go (cumulative reward from current time-step to �nal step) is a better
choice:

Rh(� ) =
H � 1X

h0= h


 h0� hrh0 (2.67)

These de�nitions describe the basics of the REINFORCE algorithm [40], also called vanilla
policy gradient (VPG), one of the original RL algorithms, that is the basis for one of the
method proposed in this dissertation (Chapter 3).

Figure 2.11 shows a schematic representation of a common RL algorithm. Training occurs
in a loop that starts with sample generation (often called rollout) where the agent uses
the current policy with exploration activated to interact with the environment, collecting
episodes and storing them in memory. The experience is then used to estimate the value
function associated with the optimal control problem associated with it. The value function
is then used to update the policy, at which point, the next iteration starts. The procedure
continues until an arbitrary convergence limit is reached. More recently, it has been shown
that adding (or subtracting) a baseline to (or from) the cumulative rewardRh(� ) in (2.64)
does not in�uence its validity. This has enabled many new algorithms taking advantage of
this property to increase learning performance. One of the best performing function to use
as a measure of merit of the state given the trajectories is the advantage function:

A � (x ; u ) = Q� (x ; u ) � V � (x ) (2.68)

with V � (x ) = Eu � � [Q� (x ; u )] and Q� (x ; u ) given in Eq. (2.60). V � (x ) is called value
function and, similarly to its de�nition in classical control theory, it represents the expected
return starting from state x using policy � . Consequently,A � (x ; u ) indicates how much
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Figure 2.11: RL training loop.

better (or worse) the current action is with respect to the average action described by the
value function. The formulation of the gradient of the objective function is then:

r � J (� ) = E
� � � �

"
H � 1X

h=0

r � log� � (u h jx h)A � � (x h; u h)

#

(2.69)

whereA � � represents the speci�c version ofA relative to the current version of the policy� � .
What is generally done in practice is then to approximateA � � (x h; u h) using the generalized
advantage estimator (GAE) [141], which introduces an approximated value function̂V :

Âh =
H � 1X

h0= h

(
� )h0� h
h
rh + 
 V̂ (x h+1 ) � V̂ (x h)

i
(2.70)

where � 2 [0; 1] is called the GAE factor. The approximated value functionV̂ is generally
represented by a second neural network with parameters� that is trained alongside the policy
network. This is the fundamental idea behind the Actor-Critic (AC) family of algorithms.
This speci�c version (using the advantage function) is called advantage actor-critic (A2C)
[142]. Some policy gradient algorithms have been created based on similar concepts over the
years. Most notably Deep Deterministic Policy Gradient (DDPG) developed by DeepMind
in 2014 [143], is an hybrid method that learns an approximation of the action value function
Q� (x ; u ) using o�-policy exploratory rollouts (similar to Q-learning), which is then used to
update the optimal deterministic policy using gradient ascent. Another interesting hybrid
method is Soft Actor-Critic (SAC) [144], which introduces entropy regularization, where the
policy is trained to maximize the weighted sum between the expected return over a trajectory
and the entropy, de�ned as the level of randomness of the policy. This is proven very e�ective
at controlling exploration and preventing premature convergence to a local optimum.
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More recently, a new family of algorithms has been created to address one of the main
drawbacks of classical AC algorithms, which is that they do not guarantee that the new
policy found at each iteration will perform better than the previous, especially when using
highly non-linear representations like a neural network. This might lead to instability in
learning and even performance collapse, where the agent is unable to actually improve the
policy. This problem is addressed by policy optimization methods based on trust regions, of
which trust region policy optimization (TRPO) [145] was the �rst. The main contribution
of this method is the idea of constraining the policy update step in a way that maximizes
training performance and avoids performance collapse. This is achieved by imposing a bound
on the Kullback-Leibler [146] divergence between the old and the new policy. The details
can be found in [145]. A subsequent method, the proximal policy optimization (PPO) [46],
derived from TRPO, is more relevant for this dissertation and will be discussed more in
detail here.

The way PPO di�ers from TRPO is in the way the constraint on the policy update is
enforced. While in TRPO, the update requires the solution of a constrained optimization
problem at each iteration, in PPO a more straightforward clipped objective function is used
to limit the policy update. This makes PPO much more computationally e�cient while still
maintaining the same proven guarantee to monotonically improve the expected total reward
over an in�nite-dimensional policy space, and to converge to a globally optimal policy [147].

The clipped objective function used in PPO takes the form:

J CLIP (� ) = E
� � � �

h
min

�
ph(� )Âh(x h; u h); clip(ph(� ); 1 � �; 1 + � )Âh(x h; u h)

�i
(2.71)

where:

ph(� ) =
� � (u h jx h)

� � old (u h jx h)
(2.72)

is the probability ratio between the current policy and the policy at the previous step with
parameters� old . This objective function is then used to update the policy using gradient
ascent:

� + = � � + � r � J CLIP (� ) (2.73)

While the critic parameters � are updated using gradient descent:

� + = � � � � r � L(� ) (2.74)

Where the loss function is de�ned as:

L(� ) = E
� � � �

"

V̂ (x h+1 ) �

"
H � 1X

h0= h


 h0� hrh0

##

(2.75)

The pseudo-code description of the PPO training algorithms is shown in Algorithm 1 for
completeness.

PPO and its variants [148] has proven very successful and superior to other RL algorithms
in a variety of applications. While applications to spacecraft GNC are fairly recent, there
are many examples in literature [149, 150, 151]. In [152, 54, 153, 55] RL was used to create a
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Algorithm 1 Proximal Policy Optimization (PPO)

Initialize policies � � , � � old

for iteration = 1; 2; : : : do
for episode= 1; 2; : : : do

Run current policy � � in environment and collect trajectory� i

end for
Calculate advantage using Eq. (2.68)
Calculate clipped objective using Eq. (2.71)
Update the actor parameters using Eq. (2.73)
Update critic parameters using Eq. (2.74)
� old  �

end for

low thrust optimal guidance for orbit raising to geostationary orbits. A similar RL technique
was used for low thrust guidance in interplanetary transfers [154, 155] and non-Keplerian
orbits in the Earth-Moon system [156, 157, 158, 159, 160, 161]. Moreover, PPO-based RL
methods have been applied to rendezvous [162] and docking [163, 39] problems.

2.2.2.3 Meta-RL

RL algorithms have shown e�ectiveness in solving time-dependent challenges, both with
continuous and discrete action and state spaces, in a variety of application �elds. Neverthe-
less, due to their sample ine�ciency, necessitating a substantial number of trials to master
new tasks, they may struggle to navigate the uncertainties inherent in real-world environ-
ments. In the speci�c space guidance environment, this might mean that an agent trained to
solve an MDP might fail in case the initial conditions or the environment constants change,
or if the observations are not complete and the Markov process becomes a POMDP. For this
reason, to be able to apply RL to a di�erent environment, retraining from scratch would be
needed, which is a clear ine�ciency and drawback.

On the other hand, we as humans are able to learn new tasks e�ciently using previous
knowledge and experience. This process is generally described as "learning to learn", mean-
ing that as the human brain develops, it learns to retain information about the process of
learning itself, making it easier to learn new things. Meta-learning was created translating
this intuition to the �eld of machine learning, with the aim of making the training process
more e�cient for tasks that are inherently complex and varied. Meta-Reinforcement Learn-
ing (MRL) [164] is meta-learning applied to RL, in which an agent is trained in a way that it
can autonomously react to a changing and uncertain environment without needing retrain-
ing. This is done in practice by considering di�erent realization of the environment (often
referred to as "tasks") described as POMDP and sampled from a distribution� (T ), with a
task being formally de�ned asT = fL (x 1; a1; : : : ; x H ; aH ); q(x 1); q(x t+1 jx t ; a t ); H g, where
L is the loss function,q(x 1) is the distribution over the initial observation, q(x t+1 jx t ; a t ) is
the probability distribution of states given previous state and action, andH is the maximum
number of steps. The idea behind the method is to train a neural network with parameters
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� such that the function � i = f � (T i ) of the i-th task (T i ) represents the optimal control
policy � � i for that speci�c task.

While in classical RL, the optimal policy is the one that maximizes the cumulative reward
over all the rollouts obtained using the current version of the policy:

� � = argmax� E � � (� ) [R(� )] (2.76)

where � � are the optimal parameters of the parametrized policy� � , R(� ) is the cumulative
reward over a trajectory � . In the case of MRL, the rollouts come from the distribution of
tasks � (T ). Using the same formalism as for classical RL, the objective can be de�ned as:

� � = argmax�

X

T i

L
�
f � (T i )

�
= argmax�

X

T i

E � � i (� ) [R(� )] (2.77)

Two di�erent methods have been developed to perform meta-learning in a RL setting. Model-
Agnostic Meta-Learning (MAML) was developed by Finn et al. [47] and is based on gradient-
based optimization. The method relies on building a neural representation that is highly
susceptible to changes in the return depending on the task, which allows it to be specialized
to a speci�c task by �ne-tuning it with a limited number of samples (generally referred to
as few-shot learning). This is achieved by selecting a set of tasks from the distribution at
the beginning of each training iteration and running the current version of the policy for a
set number of rollouts. The collected trajectories are then used to compute a di�erent set
of specialized parameter for each task� i , in what is called the "inner update rule", which
consists of some iterations of SGA, similarly to (2.63). The specialized networks are then
used to collect a new set of trajectories, one per task, which are then used to update the
current version of the policy using yet another iteration of SGA.

This dissertation, however, focuses on a di�erent method for implementing MRL based on
recurrent neural networks inspired by Wang et al [48]. The idea in this case is to use the
memory characteristics of a RNN cell (i.e., GRU or LSTM) to create an output that is depen-
dent both on the current input and on the training history. This idea is derived directly from
the intuition, described above, that experience and previous knowledge about the problem
at hand should be leveraged to increase training e�ciency. The way this works is thanks
to the ability of recurrent networks to use their internal/hidden statesh to in�uence their
output. This can be used to give the network the ability to di�erentiate between the speci�c
tasks that it is being asked to solve by the di�erent temporal evolution of the states/action
pairs. Using the same formalism used for MAML, in this case the task-dependent function
� i becomes a function of both the hidden statesh i and the network weights� becoming
� i = f � (T i ). It is important to note that if the network is fed with the previous action and
the reward obtained using said action, this training procedure implements a totally separate
RL procedure from the one used to train the weights, achieving a high level of adaptation [48].
This method has been successfully applied to a variety of spacecraft guidance problems such
as rendezvous [165], interplanetary trajectory design [166], image-based asteroid impactor
guidance [167], planetary landing [168, 169, 170], asteroid proximity operation [171, 172],
missile intercept [173, 174, 175]. This method is also the main focus of the second part of
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this dissertation, with applications to image-based autonomous lunar landing [66, 67, 65, 68]
and autonomous docking operations [176].
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Chapter 3

Reinforcement Learning-based
ZEM/ZEV

Throughout the years many closed-loop spacecraft guidance algorithms have been devel-
oped for a variety of applications, spanning from planetary landing [11], to relative motion
[13] and low thrust trajectories [177, 178]. By requiring only knowledge of the current space-
craft and target states and being generally computationally e�cient, closed-loop methods
are suitable for on-board implementation. Moreover, they generally have nice convergence
and stability guarantees, especially the ones derived from Lyapunov theory [179]. However,
closed-loop methods consider the problem from a targeting perspective as opposed to an
optimization one, so they generally give sub-optimal trajectories. Moreover, they generally
have many parameters that a�ect their performance, which must be carefully tuned by the
user on a case-by-case basis [180, 11].

This chapter focuses on using machine learning, RL in particular, to overcome some of
the limitations of such methods. The parameters of a speci�c closed-loop guidance method
can be made state-dependent by training a RL agent in a simulated environment that is
as close as possible to the real dynamical environment. This approach allows to retain
the nice properties of the underlying guidance algorithm (i.e., stability, convergence), while
increasing the methods optimality and/or capabilities. The procedure has been applied
successfully to the Q-law [177] closed-loop guidance for low thrust transfer [54, 55], to
arti�cial-potential-functions-based guidance [181, 182, 183] for relative motion [184], and
to Zero-E�ort-Miss/Zero-E�ort-Velocity (ZEM/ZEV) [11] for planetary landing [56] and rel-
ative motion [53]. The following section presents the details about the state-dependent
ZEM/ZEV-based method applied to relative motion in near-rectilinear orbits [52].

3.1 Adaptive ZEM/ZEV for near-rectilinear-orbit ren-
dezvous

This section aims to introduce the paper [52] in Appendix A
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Scorsoglio, Andrea, et al. �Relative motion guidance for near-rectilinear lunar
orbits with path constraints via actor-critic reinforcement learning.� Advances
in Space Research71.1 (2023): 316-335

The aim of this paper is to propose a relative motion guidance algorithm capable of operat-
ing in the complex environment governed by non-Keplerian dynamics in presence of complex
path constraints. Reinforcement learning [185, 80, 143] and extreme learning machines [49]
are used to create a zero-e�ort-miss/zero-e�ort-velocity (ZEM/ZEV) [11] based closed-loop
algorithm [186, 53], that is able to solve this kind of guidance problems. The paper demon-
strates the capabilities of the method on a rendezvous problem with two constraint scenarios:
one with two spherical keep-out zones in the vicinity of the target (i.e., simulating appendages
or third bodies in the approach area), and one with a keep-out sphere with a conical ap-
proach corridor centered on the target. These constraint scenarios are inspired by previous
work in the �eld of optimal path planning for spacecraft docking [187, 188, 189], although
none of them produce a closed-loop guidance or make use of RL. As shown in Campolo
[190], the dynamics of NROs can be described using both linearized equations of motion in
the vicinity of the Moon and full non-linear relative equations of motion when far from the
Moon, which poses interesting design challenges related to choosing the correct dynamical
model depending on the position on the orbit. This is addressed in the paper by training the
agent on di�erent locations along the orbit, showing the ability to perform the task using
di�erent models. The method employs single layer neural networks (i.e., ELMs and radial
basis functions networks) to speed up training and simplify the training procedure.

The trained agent is tested on all the scenarios and its performance is evaluated. In all
cases, it manages to drive the spacecraft to the target with minimal �nal guidance error,
satisfying the path constraints, regardless of the model used. A Monte Carlo analysis is
carried out for every constraint and dynamics case while varying the initial state for each
trajectory within the distributions using during training. The results show that the neural
network learns a guidance law that succeeds in reaching the target without colliding with the
constraints in more than 95 % of the cases across all the dynamics and constraint scenarios.
It is shown that the trajectories that do fail are usually the ones that have initial conditions
near to the boundaries of the considered region, which are edge cases that should seldom
occur. Overall the method is shown to improve classical ZEM/ZEV performance in terms of
collision avoidance capabilities and �exibility in a variety of scenarios.

My contributions in this work are developing the algorithm and coding it from scratch
in MATLAB, comprising the creation of all the necessary functions for orbital motion in-
tegration, generation of near-rectilinear halo orbits, neural network creation, training and
inference, as well as Monte Carlo analysis and testing. Moreover, I solved the same problem
using a commercial trajectory optimization software called GPOPS-II [72] for comparison
purposes, and wrote the journal paper.
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Chapter 4

Crating 3D environments for
reinforcement learning

The most challenging tasks for RL are typically the ones where the agent has access
to optical sensor to navigate the surrounding world. Extracting information from images
is the ultimate goal of reinforcement learning as optical sensor are relatively inexpensive
and readily available. Moreover, vision is the primary tool we humans have to navigate
our surroundings so it is the natural direction to follow for human level world interaction
for machines. Although there are some examples of simulated visual environments for RL
training, they are all designed for very speci�c tasks that cannot be easily adapted for general
applications (ATARI [191], Doom [192], Starcraft [193], Dota [194]). Many of them rely on
a speci�c game engine that cannot extend to other applications. For this reason, these
tools are used for benchmarking purposes more than real world scenarios. An example of
a software that allows the user to create custom environments is Unity Machine Learning
Agents, which allows training RL agent using the built in game engine. It is very powerful
as it has access to a variety of tools for vector observations, such as raycasting, as well as
real time rendering and parallelization. Although powerful, it was created with the intent
of easily implement AI agents in video games, not for scienti�c research, which hinders its
application to more realistic usage scenarios. There are also some software packages for
professional space imagery generation. Most notably the Planet and Asteroid Natural scene
Generation Utility (PANGU) [60, 59], developed by ESA, and Airbus Defence and Space's
Sur-Render [61], which are however protected by licenses and can only be used for projects
under the creators. There are also some open-source projects, most notably the Celestial
ObjectRendering TOol (CORTO) [63], but it is not designed speci�cally for RL, which means
that integration with RL training algorithms and seamless deployment is not an option. For
this reasons, VisualEnv was created to cater to speci�c spacecraft guidance RL applications
where �ne control on the dynamical environment, accurate physically based renderer, and
seamless integration with Python and Gym(Gymnasium) are required.

4.1 VisualEnv

This section aims to introduce the paper [64] in Appendix B
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Scorsoglio, Andrea, and Roberto Furfaro. �Visualenv: visual gym environments
with blender.� arXiv preprint arXiv:2111.08096 (2021).

The paper introduces a new tool created speci�cally for generating custom environments
for RL training and deployment with imaging sensors. VisualEnv o�ers control over every
aspect of the environment creation: the 3D world itself, the rendering step, and the dynamical
simulation. The tool is built on top of two open-source pieces of software: Blender [195],
which is a modeling, animation and rendering software, and OpenAI Gym (now Gymnasium)
[196], which is the standard for the creation of environment for RL agent training.

By leveraging the wide range of tools for modeling, shading, texturing, lighting and ren-
dering of Blender, VisualEnv manages to recreate almost any material and combination of
lighting conditions. The support for procedural texture and shaders is also greatly bene�cial
for creating realistic environments of asteroids and planetary bodies where the overall shape
is known but the smaller features are not known a-priori. The user can easily create envi-
ronments and move the actors (i.e., objects, lights, cameras) from within the Gymnasium
environment at runtime. VisualEnv behind the scenes leverages Blender's API to interface
it with Python and render the scene in a completely headless mode and without writing
anything to disk for increased throughput. The product is a simple Python package that
can be installed in any virtual environment with a single installation command. This paper
serves as the �rst formal introduction of the tool, which is then used for a variety of works
afterward. The overall framework is presented and described in details. The tool is tested on
three test environments that showcase its ease of use and performance in a real RL training
setting.

My contributions in this work are developing and maintaining the Python package for
production use within our internal repository system. I also wrote the user documentation
for internal use and the paper, which is published as a preprint on arXiv.
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Chapter 5

Vision-based Guidance, Navigation, and
Control Via Meta-Reinforcement
Learning

Vision-based autonomous systems have the potential to revolutionize many industries.
They already play a pivotal role in many real world applications, such as autonomous vehicle,
security systems and more. Applications to aerospace systems are more scarce, mostly due
to the inherent risk associated with them, which increases cost and time needed to increase
their Technology Readiness Level (TRL) [197].

This chapter is devoted to the research done in the �eld of vision-based autonomous space
guidance, navigation, and control. All the papers rely on a simulated environment developed
using VisualEnv [64] described in Chapter 4, and on neural networks trained via meta-RL
to perform the required tasks. Speci�cally, the lunar soft landing problem is solved relying
on altitude, altitude rate and images acquired by a downward facing camera alone in Section
5.1. The same problem is then expanded by adding more �exibility and robustness in Section
5.2: the dynamical model in this case is described by the full 6 degrees-of-freedom equations
of motion controlling translation and rotation, the task is not only to land on the surface
of the Moon, but to also autonomously select the safest landing site during the descent.
The same meta-RL training method is also used in Section 5.3 to train an agent to perform
autonomous vision-based docking operations.

5.1 Vision-based lunar landing via meta-reinforcement
learning

This section aims to introduce the paper [65] in Appendix C

Scorsoglio, Andrea, et al. �Image-based deep reinforcement meta-learning for
autonomous lunar landing.� Journal of Spacecraft and Rockets59.1 (2022): 153-
165.

This paper aims at solving the autonomous lunar landing problem by using a vision-based
agent trained via meta-reinforcement learning (MRL). The goal is to create an autonomous
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agent capable of mapping sequences of images and altimeter data directly to thrust com-
mands in a closed-loop fashion. The novel integrated environment for photo-realistic ren-
dering described in Chapter 4 is used to create the environment, leveraging the lunar digital
terrain models (DTM) of the Apollo 16 landing site area obtained from the LROC data
product database. The proposed closed loop algorithm embeds navigation and guidance in
a single self-contained system that that is capable of mapping sequences of observations to
thrust command. Using recurrent neural networks, speci�cally gated recurrent units (GRU),
trained using MRL, allows the agent to learn in a distribution of environments, where gravity
acceleration and the initial spacecraft mass are allowed to vary around the nominal value,
and random actuator failures are introduced on randomly sampled trajectories. The reward
uses a velocity vector �eld pointed towards the target at all time with diminishing speed to
obtain a precise and safe pinpoint landing. The algorithm is tested on di�erent scenarios with
increasing di�culties depending on the amount of information given to the agent: starting
with the full velocity error with respect to the �eld velocity, time-to-go and altitude; se-
quences of images, altitude and full velocity vector; and �nally sequences of images, altitude
and vertical velocity. The algorithm is able to reach a target state with position and velocity
average errors within 2 m and 1-2 m/s, respectively, in all cases. Overall, this approach
produces a fully autonomous closed-loop guidance and navigation image-based subsystem
that is robust to perturbations and un-modeled dynamics.

My contributions in this work have been: integrating the vision-based simulation envi-
ronment with the training architecture developed by my collegue Brian Gaudet, develop
multiple network architectures catered to each speci�c case study presented, perform train-
ing and testing campaigns, and writing the journal paper.

5.2 Vision-based lunar landing via meta-reinforcement
learning with autonomous hazard detection and land-
ing site selection

This section aims to introduce the paper [68] in Appendix D

Scorsoglio, Andrea, et al. �Meta-reinforcement learning guidance and control for
autonomous lunar landing with safe site selection.� (Ready for submission).

This paper introduces an integrated system for autonomous lunar landing guidance, nav-
igation, and control (GN&C) with autonomous hazard detection and landing site selection.
The method combines the successful landing site selection algorithm seen in [67, 198] and
the precise MRL-based seeker guidance presented in [199]. The algorithm is based on a
stabilized seeker guidance that tracks a reference velocity �eld similarly to [65] in order to
achieve soft landing at a designated landing site. The method splits the descent in two
segment, one that goes from the starting state up to a position roughly 5 meters above the
designated landing site, and the second that goes from the �nal position of the �rst segment
to the ground. Two separate neural networks are trained, one for each segment, in order
to increase landing accuracy. The GNC system is implemented as a policy optimized using



53

MRL, where the agent learns via interacting with a distribution of environments covering
the expected distribution of mission scenarios with varying sensor lag and actuator degra-
dation. During the �rst segment, the designated landing site is updated at predetermined
ranges through divert maneuvers. During each divert maneuver, the designated landing site
is selected by a vision-based landing site selection software based on semantic segmentation
[200]. This employs a pre-trained CNN (more speci�cally a Unet [93]) to identify safe and
unsafe areas in the image at a pixel level and autonomously select the new landing site. The
system is embedded within the environment using VisualEnv described in Chapter 4 so it
can be called seamlessly during deployment. The lunar surface area used is the same as
in the previous publication, representing part of the Apollo 16 landing area. The policy is
implemented as a recurrent network and is trained via MRL [201, 48] in order to increase
robustness to environment uncertainty. The training algorithm is PPO [46], which is de-
scribed in details in Section 2.2.2.2. As mentioned in the previous sections, the evolution of
the hidden states in the RNN cells allows the network to adapt to uncertain environments
and unforeseen circumstances in the form of sensor lag, actuator lag, center of mass shift
due to fuel consumption, actuator failure, as well as variable divert maneuvers. Although
training the agent through MRL can take several hours, the forward pass through the net-
work is comprised of some matrix multiplications, which can be fairly fast on modern �ight
computers and does not require any iterative process. The �nal product is a completely
autonomous system that can navigate, select the optimal landing site and guide the specraft
to the designated landing site safely and precisely relying entirely on its own sensors.

My contributions in this work have been: developing the hazard detection and landing site
identi�cation method based on semantic segmentation, comprising the generation of a dataset
using Blender and coding the network generation and training algorithm, integrating the
system with the RL training algorithm developed by my colleague Brian Gaudet, performed
a training and testing campaign, and writing the journal paper.

5.3 Vision-based Autonomous Docking via Meta Rein-
forcement Learning

This section aims to introduce the paper [176] in Appendix E

Scorsoglio, Andrea, et al. �Vision-based Autonomous Docking via Meta-Reinforcement
Learning�, 2023 AAS/AIAA Astrodynamics Specialist Conference, Big Sky, MT.

Docking is a pivotal maneuver within space missions, requiring accurate alignment and
coordination between the approaching spacecraft, known as the chaser, and its target. Tra-
ditionally, this operation has relied on direct human intervention from astronauts on-board
or robotic systems, such as the Canadarm 2 aboard the international space station (ISS),
which actively capture the incoming spacecraft. These methods require human oversight and
collaboration between the chaser and the target, which limits autonomy. For this reason, in
recent years, there has been a surge in interest towards developing more autonomous docking
procedures. While fully automated docking systems are uncommon, notable instances in-
clude the European ATV transport system and the SpaceX Dragon capsule. These systems
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utilize GPS, inertial and attitude sensors, along with vision technology, to achieve precise
relative navigation, but guidance is still based on traditional techniques. Various guidance
techniques have been proposed, ranging from inverse and feedforward optimal control to
Lyapunov vector �elds and, more recently, deep reinforcement learning (RL). Deep RL, in
particular, shows promise in simplifying the engineering process for crafting suitable au-
tonomous docking architectures, exhibiting e�ectiveness even when docking with tumbling
targets. Research by Hovell et al. [39] and Oestreich et al. [163] has contributed to the
development and testing of deep RL architectures tailored for this purpose. However, these
applications don't speci�cally address the navigation aspect of the problem, which is assumed
to be solved using traditional methods.

This paper aims to combine some of the ideas and relax some of the assumptions that
were necessary in previous works by implementing an integrated system that combines rel-
ative guidance, navigation, and control for a six degrees of freedom spacecraft docking sce-
nario. It employs a convolutional-recurrent neural network as a control policy, trained using
meta-reinforcement learning (meta-RL). The network directly translates sequences of cam-
era images, attitude, and angular velocities into thrust and torque commands, alongside
determining the time interval before the subsequent step. As in the previous cases, incorpo-
rating a recurrent layer enhances the policy network's e�cacy within a partially observable
environment by retaining temporal evolution information in internal network states. This
specialized network architecture is instrumental in facilitating meta-RL, as introduced by
Wang et al. [48], by providing a more accurate estimation of the spacecraft state and tailor-
ing control outputs based on the speci�c environment. This paper is based on some previous
research that has explored the 3DOF docking problem, focusing solely on translational dy-
namics. This paper extends upon prior �ndings, showcasing how the proposed methodology
can e�ectively address the 6DOF docking problem.

My contributions in this work have been: developing the vision-based simulation environ-
ment required to train the agent, performed a training and testing campaign, and writing
the manuscript.
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Chapter 6

Conclusions and Future Works

6.1 Summary

This dissertation focuses on demonstrating the viability of autonomous closed-loop guid-
ance, navigation and control based on neural networks in complex, constrained, and uncertain
environments with multimodal inputs. RL is �rst used to augment the existing ZEM/ZEV
closed-loop guidance, adding path constraint support by making the guidance parameters
state-dependent. This is done by formulating the problem as a discrete MDP, to which a
new actor-critic RL algorithm can be applied. The proposed method, which is derived from
vanilla policy gradient methods, uses a radial basis functions network as actor and a random-
weights single layer network (i.e., ELM) as critic. This choice shows good computational and
sample e�ciency thanks to the fact that both networks can be trained without backpropaga-
tion. The method is tested on multiple constrained scenarios, where it shows superiority with
respect to classical ZEM/ZEV for collision avoidance, while being relatively close in terms of
fuel consumption to the optimal solution obtained by solving the OCP problem with direct
methods. The results are particularly interesting when considering that the algorithm has
been applied to relative guidance in the highly non-linear three-body-problem environment.
A Monte Carlo analysis was also run, which shows good robustness to uncertainty on the
initial state.

One of the major research question that this dissertation is trying to answer is if computer
vision and reinforcement learning can increase robustness and autonomy of spacecraft GNC
methods. This is the main focus of the second part of this dissertation. First, a novel �exible
simulation tool is created, named Visualenv, speci�cally designed for modeling interactive
3D environments with photorealistic rendering capabilities for RL training and real-time
simulation. VisualEnv, at the time of its creation, was the only open-source tool that could
reliably create environments for RL training with the required level of accuracy, both in
terms of dynamical equations and rendering realism. This tool enables all the subsequent
research in this dissertation.

This part of the dissertation speci�cally focuses on vision-based applications of meta-RL
to spacecraft GNC. The switch to meta-RL is pivotal for ensuring higher adaptability and
robustness to unmodeled dynamics and unforeseen circumstances. Moreover, meta-RL and
recurrent neural networks enable the agent to deal with partially observable MDP (POMDP),



56

leading to higher levels of autonomy thanks to the use of optical sensors and the integration of
optical navigation directly into the guidance algorithm. First, an agent is trained to perform
pinpoint landing using only sequences of image and vertical position and speed as inputs,
with uncertainty in the environment in the form of variable gravity and initial spacecraft
mass, as well as initial spacecraft state and random actuator failure. The algorithm is tested
using a Monte Carlo analysis where it shows good performance in terms of �nal position and
velocity errors and robustness to uncertainties.

A similar meta-RL training algorithm is then used to train an agent to perform safe
pinpoint lunar landing using a seeker-based 6DOF relative guidance. This method builds
upon the previous one, reaching a higher level of adaptability and autonomy, introducing
an autonomous landing site selection and hazard avoidance system. The system is based on
a convolutional neural network (i.e., Unet), pre-trained to recognize safe and unsafe areas
in the image at a pixel level. The trained agent is able to perform pinpoint landing more
accurately than in the previous application, with increased level of robustness to actuator
and sensor lag, actuator degradation, and center of mass shift due to fuel consumption. A
Monte Carlo analysis shows great success rate both in terms of �nal state errors and hazard
avoidance capabilities, ultimately showing a great level of adaptability, robustness, safety
and guidance performance.

Finally, a similar meta-RL training procedure is used to solve the proximity operation
guidance problem in an autonomous vision-based docking scenario. The agent is trained in
an environment simulated using the same tool as in the previous cases (i.e., VisualEnv) to
safely dock to the International Space Station using sequences of images and attitude states.
The mathematical model describing the dynamical environment comprises both translational
and rotational dynamics. The mathematical results show that the agent is able to drive the
spacecraft within meters and centimeters per seconds relative to the target's position and
velocity, while complying with path constraints.

Overall, this dissertation proves that RL-based methods for spacecraft GNC are viable and
can increase robustness and �exibility compared to classical methods. Meta-RL speci�cally
can deal with a wide range of environments, either fully or partially observable, with high
level of uncertainty. Another notable advantage of these kind of methods is the computational
e�ciency: all the computational e�ort is done on the ground to train the neural network.
Once trained, a neural network inference pass is generally fast and has already been proven
to be feasible on �ight computers. This means that, thanks to the outstanding mapping
capabilities of neural networks, new methods can be developed that can automatically reason
on multiple streams of sensor data and create entirely new and more e�cient decision-making
and guidance strategies.

6.2 Recommendations for future work

The methods and results presented in this dissertation pave the way to more research in the
�eld of RL and meta-RL applications in the space domain. Although this dissertation focuses
on speci�c applications, many of these methods are suitable for a variety of applications.
The idea of using RL to augment existing guidance frameworks is exemplary as the same
algorithm based on radial basis functions networks and ELM has already been used in other
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related works [54, 153, 55], showing good results in a low-thrust orbit raising problem.
Moreover, VisualEnv was purposely designed to be as �exible as possible, while maintaining
the highest level of realism. For this reason, it can be used to generate virtually any 3D
environment with a speci�c focus on user de�ned dynamical equations and real-time headless
rendering. This has already proven valuable for other projects [167] not reported in this
dissertation and will likely be in the future.

Although the research in this dissertation has proven successful, it also highlighted some
challenges that should be addressed in the future. RL and MRL algorithms are still hard to
implement and require a lot of computational power to train. One of the biggest challenges in
RL implementations is the de�nition of the reward function, which is generally a single scalar
signal that drives the entirety of training. New research could tackle this problem and �gure
out more e�cient ways of transferring knowledge about the problem to the agent. While
some ideas have been proposed in the �eld of model-based RL and its interaction with physics
informed neural networks, more work is needed in this direction. More e�cient knowledge
transfer is also pivotal for increased sample e�ciency, which would indirectly tackle the other
major challenge: the high computational cost of training. Modern RL implementation can
already take advantage of multiple CPUs and GPUs and generally scale well with available
power. However, reducing the number of sample trajectories needed to train the agent,
especially in the �rst part of the training process, is pivotal to reduce training time.

Nevertheless, apart from improving the existing methods, the next natural step for exist-
ing well performing methods is increasing their technology readyness level. One major step
in this direction is explainability, reliability and certication of neural networks-based GNC
algorithms. Many methods rely on empirical validation, which is generally not enough for
critical applications like space missions. The �eld of explainable AI and AI certi�cation is
growing rapidly and, naturally, it should also come to this kind of applications, especially
given the criticality of space domain applications. Another important step towards adoption
is testing on real hardware, which is generally the biggest hurdle to pass for new methodolo-
gies and technologies due to the high cost involved. Over the past years however, integrated
computing units with tensor math capabilities (e.g., Nvidia Jetson) are being actively de-
veloped, which has helped making them more accessible to the public and the academic
research world. This is one of the biggest enabler for adoption of new AI-based methods in
the space domain and other �elds and it is likely to accelerate in the near future.
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Appendix A

Scorsoglio et al. (2023) Relative motion
guidance for near-rectilinear lunar orbits
with path constraints via actor-critic
reinforcement learning

Reproduced from Scorsoglio, A., Furfaro, R., Linares, R., & Massari, M. (2023). Relative
motion guidance for near-rectilinear lunar orbits with path constraints via actor-critic rein-
forcement learning.Advances in Space Research, 71(1), 316-335.
https://doi.org/10.1016/j.asr.2022.08.002 [52], with the permission of Elsevier.
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